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Abstract

We address the Multi-Agent Pickup and De-
livery (MAPD) problem in the presence of
higher-priority External Agents. MAPD re-
quires a team of agents to cooperate to complete
pickup and delivery tasks. In the presence of
External Agents, Team Agents will also have to
avoid collisions with the External Agents. Team
Agents use observations of their surroundings to
reactively avoid collisions with External Agents,
but this reactive approach can still result in
deadlocks—where Team Agents cannot proceed
without causing a collision. Since deadlocks
are unsolvable in the presence of External
Agents, they must be prevented proactively.
We demonstrate that by limiting the number
of agents—both Team and External—within
sections of the environment, Team Agents can
prevent deadlocks entirely. Compared to state
of the art solutions, our method broadens the
range of environments that can be traversed
deadlock-free and reduces the restrictions on
task placement. Experimental results show that
our approach eliminates deadlocks at the cost
of approximately doubling the time required to
solve the MAPD problem of the Team Agents,

compared to baseline solutions that assume
perfect communication or that allow deadlocks.

Keywords: Multi-Agent Pickup and De-
livery, Deadlock-Free, External Agents

1. Introduction

In this thesis we explore the Multi-Agent Pickup
and Delivery (MAPD) problem in the presence
of External Agents (MAPD+EA). The MAPD
problem refers to a team of agents completing
pickup and delivery tasks in an environment
without colliding with each other [4]. A solu-
tion to the MAPD problem is useful since real-
world applications such as automated order ful-
fillment in warehouses [4], last mile delivery [5]
and search and rescue [6] can all be modeled as
an MAPD problem. External Agents refer to
high priority agents that move in the same en-
vironment as the MAPD solving Team Agents
without communicating with the Team Agents.
A separate team of robots, dynamic obstacles
or even humans can be examples of External
Agents [2]. Due to their higher priority, Exter-
nal Agents move with complete disregard to the
Team Agents and it will be completely up to



the Team Agents to avoid any collision with the
External Agents. Team Agents can use sensor-
based observations of their surroundings to de-
tect and avoid these collisions, however due to
the limited observational capacities of the Team
Agents, situations where a collision cannot be
avoided arise: these situations are called dead-
locks. In the presence of External Agents, it is
not possible to resolve deadlocks, and therefore
the Team Agents must prevent deadlocks from
occurring in the first place.

The purpose of this thesis is to create an MAPD
algorithm for the Team Agents which guarantees
that collisions with External Agents can always
be avoided, thus deadlocks will never form. We
show that when any environment is decomposed
to cycles and non-cyclic sub-graphs, by limiting
the number of Team and External Agents that
can be present within the cycles inside the envi-
ronment, Team Agents are always able to avoid
collisions with the External Agents, hence pre-
venting deadlocks from ever forming. Our exper-
imental results show that our solution approach
results in a 2.5X increase in time-based metrics
compared to baseline solutions assuming perfect
communication, and a 2x increase when com-
pared to deadlock-prone baseline solutions that
forego our agent limit constraints.

Our solution advances the known state of the
art solution [3] by (a) broadening the range
of environments that can be traversed without
getting into deadlocks, (b) removing the well-
formedness requirements on the placement of
pickup and delivery locations, that previously
restricted task placement flexibility.

2. Problem Formulation

We formally introduce the Multi-Agent Pickup
and Delivery problem in the presence of External
Agents. An environment is defined by an undi-
rected connected graph G = (V, E) with a set
of vertices (locations) v € V', and a set of edges
e € E/, where each edge e contains a pair of con-
nected vertices that an agent can use to traverse
the environment. We further assume the envi-
ronment to be represented as a 4-connected grid
and leave the generalization of our solution in
any undirected connected graph to future works.
In the environment, k Team Agents A =
{a1, a9, ...a;} that are solving an MAPD prob-
lem and m high priority External Agents FA =

{eay, eay, ...ca,, } exist. External Agents do not
communicate with the Team Agents and plan
their moves as if the Team Agents do not exist.
We do not assume anything about the move-
ments of External Agents. All Team Agents
start in the “Free” state, where “Free” Team
Agents can undertake pickup and delivery tasks
T = (vp,vq) from a list of tasks 7. A Team
Agent returns to the “Free” state only upon com-
pleting its task. Each agent can complete one
task at a time and the aim is to complete all
tasks minimizing service time which is the av-
erage number of time-steps to complete a task
from its addition to 7. The MAPD problem set-
ting is online which means that over time new
tasks can be added to 7. The total number of
tasks is assumed to be finite.

Time is discretized and at each time-step all
agents must take an action act. A valid action
for an agent at vertex v at time ¢ is to either
wait in place via act = (v,t + 1) or move to a
connected vertex v’ via act = (v/,t+1). Agents
plan sequences of actions called paths 7 to com-
plete their tasks. We assume that a pick up and
delivery task is completed by moving to v, wait-
ing at v, for one time-step, then moving to vq
and waiting at vy for one time-step. The one
time-step waits at v, and vg are set to simulate
the time picking up or dropping off a package
takes.

All paths must be planned without conflicts (col-
lisions). A conflict can either be a vertex con-
flict, where two agents try to be at the same
vertex at the same time or an edge conflict,
where two agents try to traverse the same edge
at the same time in opposite directions.

Team Agents observe the location and the next
move of External Agents that are at most two
moves away from their locations and share their
observation with other Team Agents. If an up-
coming collision with External Agents is de-
tected, some or all Team Agents will collectively
plan a combination of actions to avoid these col-
lisions. There can be cases such that no such
combinations of actions are available, this inabil-
ity to avoid a collision constitutes a deadlock.
In the presence of External Agents there is no
way to solve a deadlock, since the Team Agents
cannot communicate nor command the External
Agents. Therefore we aim to create a solution
where deadlocks never arise.



3. State of the Art

This thesis recognizes the TP-CA-T algorithm of
[3] as the state of the art solution to the MAPD
problem in the presence of External Agents. [3]
uses the same problem formulation (Section 2),
except it does not require a one time-step wait
at the pickup and delivery locations.

The state of the art solution further requires that
the following conditions are met in order to guar-
antee a deadlock-free solution: (a) in an environ-
ment, a region called the Tiling that is made up
of 2-connected 2x2 cells (Tile) is defined, (b)
External Agents can operate in the whole envi-
ronment as long as there is at most 1 External
Agent in any Tile at any time, (¢) the MAPD
problem of the Team Agents is well-formed and
the delivery locations are outside the tiling but
connected to tiles, (d) Team Agents can only
operate in the Tiling region plus the delivery lo-
cations. There can be at most 3 Team Agents
in any Tile at any time.

TP-CA-T [3] ensures the satisfaction of the
above Team Agent constraints. TP-CA-T uses
the Token Passing algorithm [4] to plan paths to
pickup and delivery locations, and in case col-
lisions with the External Agents are detected,
overwrites these paths to make a no-collision
intra-Loop move instead. [3] shows that thanks
to the cyclic properties of the Tiles, collisions
with External Agents can always be avoided,
thus offering a deadlock-free MAPD solution in
the presence of External Agents.

4. Solution

4.1. Avoiding Collisions in the Pres-
ence of External Agents

We recognized that the only common knowledge
for the Team and the External Agents is the en-
vironment. Therefore, we build our solution ap-
proach on constraining the allowable number of
agents in sections of the environment such that
for any move an External Agent might make,
Team Agents will always have moves that pre-
vent collisions and thus preventing deadlocks.
Using theorems from graph theory [1], we parti-
tion any environment into a set of cycles called
Loops and non-cyclic sub-graphs called Wires.
We explore if there is a number of agents we can
take as an upper limit in Loops or Wires so that
collisions can always be avoided.

Figure 1: (Left) Arbitrary Wire containing 1
Team (yellow) and 1 External (red) Agent, (mid-
dle) arbitrary Loop containing 1 Team and 2 Ex-
ternal Agents, (right) arbitrary N vertex Loop
containing 1 Team and (N-1) External Agents.

(1) By counter-example, we can show that in a
Wire, Team and External Agents cannot be ex-
pected to coexist by only limiting the number
of each agent. See Figure 1 (left) for the low-
est number of each agent placed in an arbitrary
Wire, it can be seen that the External Agent can
make some moves that traps the Team Agent in
a dead end (a vertex with 1 connecting edge) and
cause a deadlock. Since Wires always have dead
ends we cannot guarantee no deadlocks will oc-
cur in a Wire by simply constraining the number
of Team and External Agents. Avoiding dead-
locks in Wires is left for future work.

(2) Now consider any Loop. We can show that
not even 1 Team Agent can coexist with 2 Ex-
ternal Agents in a Loop (Figure 1, middle). A
Loop will always have some vertices that have
two edges. When the Team Agent is in such
a vertex, it can be pincered by the 2 External
Agents getting into a deadlock. By counter-
example, we show that in a Loop, less than 2
External Agents must be present.

(3) In an N vertex Loop at most 1 External and
(N-1) Team Agents (Figure 1, right) can always
coexist without deadlocks, since whatever move
the External Agent wants to make the Team
Agents can all rotate in the same direction of
the External Agent’s move to avoid a collision.
Since Loops are by definition cycles, such rota-
tions are always possible. Thanks to the cyclic
definition of Loops, in a Loop, 1 External and
(N-1) Team Agents can always avoid collisions.
(4A) Looking at (1), (2), (3), it seems that if we
constrain the number of External Agents that
can be present in any N-vertex Loop at any
time to 1, and the Team Agents to (N-1), then
any External Agent’s move within a Loop can
be accommodated by the Team Agents without
collisions. However, we would like the Exter-



Figure 2: 2 External Agents (red) Switching be-
tween 2 arbitrary Loops with at least 2 connec-
tions, Team Agents (yellow) making moves to
avoid collisions.

nal Agents to be free to move between Loops as
well. It can be seen that under this constraint, in
the worst case scenario where any two adjacent
Loops L1 and Lo each have an External Agent
ea; and eaq, the External Agents keep their 1
agent per Loop constraint satisfied by Switch-
ing Loops at the same time-step whenever they
need to make an inter-Loop move as long as
Loops have at least 2 connecting edges. This is
a natural extension of how External Agents will
route between Loops if we constrain at most 1
External Agent can be in each Loop at all times.
(4B) Even in the worst-case scenario where ea;
is entering Lo using edge e; = (u3 — v1) and eas
is exiting Lo using edge ez = (vy — ug), where
u; € L1, v; € Ly , the (N-1) Team Agents in each
loop will still be able to avoid collisions as long as
L1 and Ly have 2 connecting edges. When two
External Agents are Switching, the Team Agents
can follow the directed graph (u; — v; — v —
uz — wu1) to always avoid collisions with the
External Agents. Figure 2 shows some examples
about how these directed graphs can be used to
avoid collisions when two External Agents are
making inter-Loop moves.

By (1), (2), (3), (4), we infer that when we de-
compose any environment to Loops and Wires,
we can guarantee that Team Agents can al-
ways avoid collisions with the External Agents
in the region defined by the Loops if (a) Exter-
nal Agents move such that there is at most 1
External Agent in each Loop at all times, (b)
Team Agents move such that there are at most
(N-1) Team Agents in each N vertex Loop at all
times, (c) all Loops have at least 2 connecting
edges.

We do not consider the case where Loops have
a single connecting edge in this thesis and leave
the avoidance of deadlocks in this case for future
work.

4.2. Completing Tasks in the Pres-
ence of External Agents

Figure 3: Team Agent (yellow) has a task (or-
ange arrow) while an External Agent (red) is
present. The External Agent (red) is assumed
to be waiting in place indefinitely.

In Subsection 4.1, we have defined limits to the
number of agents that can be present in the
Loops to guarantee that the Team Agents can
always avoid collisions with the External Agents.
But other than avoiding collisions we need the
Team Agents to complete their tasks as well.
Figure 3 shows that in the presence of an Exter-
nal Agent, for the task completion to be possible
there can be at most 1, 1, 3 and 2 Team Agents
in the example Loops, any more and the Team
Agents will prevent each other from reaching the
task. A new upper limit for the Team Agents per
Loop limit must be defined. It can be seen that
this upper limit depends on factors like the Loop
topology and the position of the External Agent,
and therefore finding a general formula for this
upper limit is left for future works. In this thesis
we constrain the number of Team Agents there
can be at each Loop at all times to 1. This new
limit overwrites the (N-1) limit defined at point
(1).

Furthermore, in order for the completion of the
Team Agent tasks to be feasible, if External
Agents are going to wait in place indefinitely,
they are only allowed to do so in Parking lo-
cations outside the Loops. Parking locations
are assumed to be given before partitioning the
map and are untouched through partitioning. If
External Agents do not use Parking locations,
they can make the completion of a Team Agent
task impossible by blocking the reachability of
its task locations.

4.3. Solution Approach

Given any environment, we partition it into 2
edge-connected Loops and Wires. The Parti-
tioning of an environment is not unique. We
generate many Partitionings using a brute-force
algorithm and filter the Partitioning that has



the highest (1) coverage: the size of the area
defined by 2 edge-connected Loops, this param-
eter has the highest bias since we can guarantee
deadlock-free solutions only in the area defined
by 2 edge-connected Loops and (2) number of
Loops: given two Partitionings with same cover-
age values, a Partitioning with a higher number
of Loops will be able to house more agents. Af-
ter filtering, if many Partitionings have the same
coverage and number of Loops values, we choose
one at random.

Given a Partitioning, as long as the following
conditions for each agent type are satisfied at all
times, we can guarantee that the Team Agents
will solve their MAPD problem in the presence
of External Agents without collisions or dead-
locks: [Team Agents|: Team Agents only ac-
cess the region defined by the 2 edge-connected
Loops inside an environment. There are at most
1 Team Agent in any Loop at all times. Team
Agents observe an External Agent’s location and
moves that is at most 2 moves away and use
these observations to make moves that avoid
collisions with the External Agents, when this
is not necessary, the Team Agents make moves
towards completing their pickup and delivery
tasks. [External Agents]: External Agents
can access the whole environment. There can
be at most 1 External Agent in any Loop at all
times. If an External Agent would like to wait
in place indefinitely, it must use a designated
Parking location to do so.

For our Team Agents, we have created the the
Zoned Planning - Guest (ZPG) algorithm which
plans paths for the Team Agents. Using the
ZPG algorithm, Team Agents can avoid col-
lisions with External Agents, complete pickup
and delivery tasks while satisfying the 1 Team
Agent per Loop limit.

5. Experiments

We test the performance of our solution algo-
rithm in a variety of experimental setups over a
number of tests. We also define baseline solu-
tion approaches in order to see how our solution
approach compares against them.

In our solution approach, called Zoned Plan-
ning, the Team Agents use the ZPG algorithm
to solve the MAPD-+EA problem. In order to
simulate the behavior of the External Agents, we
assume that they are also completing an MAPD

problem of their own while always satisfying the
necessary constraints of our solution defined in
Section 4.3. To see the effect our solution con-
straints have on preventing deadlocks, we create
the No Partition approach, which does not fol-
low our constraints but allows deadlocks to hap-
pen. To see the cost of preventing deadlocks by
observations due to our no inter-team commu-
nication constraint, we create the One Team
approach, which assumes that the Team Agents
have perfect communication with the External
Agents, therefore all agents will cooperate with-
out the need for observations or a Partitioning.
We use a simulator software we have developed
to run tests and export results. The MAPD
problem is online, so the tasks are streamed into
the task list 7 over some time. We simulate the
stream of tasks by adding a number of tasks to
T such that there is always a number of tasks
equal to the number of agents at each time-step.
This is a design choice that allows for the agents
to claim tasks every time they become “Free”.
To facilitate our comparison with the baseline
methods we are going to record four main per-
formance metrics: (1) success rate: how many
tests concluded without deadlocks out of the to-
tal, (2) makespan: time necessary so that all the
tasks are completed, (3) service time: in average,
how long it takes for a task to be completed af-
ter being added to T, (4) number of replans: the
number of times Team Agents had to replan be-
cause they forewent their planned path to avoid
a collision with the External Agents.

Table 1: Testing parameters.

Intersection | Warehouse | Video Game
Number of External Agents 22 24 24
Number of Team Agents 22 24 24
Number of External Tasks 88 96 96
Number of Team Tasks 88 96 96
Number of Tests 50 50 50

We test all our approaches in a variety of en-
vironments chosen after real-world application
scenarios of the MAPD problem as seen in Fig-
ure 4 with the testing parameters seen in Ta-
ble 1. Number of agents and tasks were cho-
sen to observe enough congestion in the envi-
ronments so that our collision avoidance mech-
anisms are properly tested, and the number of
tests was chosen at a value where the coefficient
of variance of the performance metrics settled.

All metrics show a coefficient of variation below



(b) Warehouse

(c) Video Game

Figure 4: Partitioned testing environments
(green: Loop, red: Wire, blue: Parking).

10% indicating sufficient testing and reliable re-
sults. We observe that the coefficient of vari-
ation values of each approach is consistent be-
tween different environments, which proves that
our deadlock-free solution algorithm ZPG is able
to adapt to different environments.

Comparing the results for the Zoned Planning vs
No Partition approach (Table 2), it can be seen
that an MAPD+EA is near three times as likely
to be solved without deadlocks using Zoned
Planning and, as a matter of fact, the Zoned
Planning approach guarantees a deadlock-free
solution. Zoned Planning prevents deadlocks
completely at the cost of taking two and half
times the makespan and service time to complete
tasks compared to the successful runs of the
deadlock-prone approach, and the Team Agents
also had to replan their paths seven and a half
times more than the deadlock-prone methods.
Comparing the Zoned Planning and One Team
approach (Table 3), we can see that the ef-
fort to keep preventing deadlocks when there is
no inter-team communication is for the Team
Agents to take about one and half times longer
in makespan and service time than they would
have if they could communicate with External
Agents. Furthermore, without communication

Table 2: Team Agents’ performance when fol-
lowing the constraints of the partitioning (ZP)
vs. moving without regarding the Partitioning
(No Partition).

|ZP] / [No Partition] Intersection | Warehouse | Video Game | Average
Success Rate Ratio 2.5 1.16 5 2.89
Team-Makespan Ratio 2.50 1.50 2.30 2.10
Team-ServiceTime Ratio 2.61 1.46 2.38 2.15
Number of Replans Ratio 6.17 6.12 12.95 8.41

it takes about five hundred times the replanning
needed compared to perfect communication.

Table 3: Team Agents’ performance without
communication with the External Agents using
Zoned Planning (ZP) vs. with perfect commu-
nication with the External Agents (One Team).

|ZP] / [One Team] Intersection | Warehouse | Video Game | Average
Team-Makespan Ratio 3.15 1.70 2.54 2.46
Team-Service Time Ratio 3.42 1.68 2.67 2.59
Number of Replans Ratio 612 419 - 515

6. Conclusions

In this thesis, we proposed a novel solution to
the Multi-Agent Pickup and Delivery (MAPD)
problem in environments with higher-priority
External Agents. We show that, by limiting
the number of Team and External Agents within
Loops in the environment, the Team Agents are
always able to avoid collisions and therefore pre-
vent deadlocks by design. We improve upon the
state of the art solution by generalizing the def-
inition of Loops and lifting the well-formedness
requirement on the placement of pickup and de-
livery locations. This innovation enables our so-
lution to operate in a broader range of environ-
ments with fewer constraints on task locations.
Experimental results showed that, compared to
a baseline solution assuming perfect commu-
nication with External Agents, our approach
avoids deadlocks without inter-team communi-
cation, albeit with a 2.5x increase in service
time. When compared to deadlock-prone base-
line solutions, we demonstrate that imposing
agent limits within the environment eliminates
deadlocks at the expense of doubling the service
time.
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