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1. Introduction

CERN (Conseil Européenne pour la Recherche
Nucléaire), is the European Organization for
Nuclear Research, one of the world’s largest
centres for scientific research regarding particles
and High Energy Physics. To provide resources
to accomplish its research goals, CERN relies
on the computational power of its data center.
The computing facility is structured as a pri-
vate cloud managed via components of the free
open-source laaS platform OpenStack. At the
time of writing, the cloud contains about 10000
bare-metal servers where 2000 of them, config-
ured as hypervisors, host about 14000 virtual
machines. In particular, the infrastructure con-
sidered in this thesis, is a cluster of servers offer-
ing web applications, collaboration services and
monitoring frameworks. The servers of the clus-
ter have the same hardware equipment and soft-
ware configuration, and each of them generates
many time series performance metrics related to
its components. For instance, in Figure 1, we
show the statistics of the CPU load metric with
respect to the cluster under study.

Spotting anomalous servers in the cloud is cru-
cial for ensuring a high quality of the offered
services. The current anomaly detection sys-

tem consists in a set of alarms based on static
thresholds on the performance metrics. How-
ever, a more effective data-driven solution, based
on machine learning models, can be approached.
In this thesis, we present a novel end-to-end
anomaly detection system in the CERN cloud
infrastructure, which leverages the deviations of
the time series generated by anomalous servers
from the values of the rest of the cluster. Given
the results of a previous work reporting a com-
parison between many anomaly detection algo-
rithms [1], we adopt three unsupervised mod-
els, namely Isolation Forest, LSTM-autoencoder
and GRU-autoencoder, combined in three en-
semble strategies. A representative dataset has
been manually-labelled and used to benchmark
the proposed models against the current CERN
alerting system, which relies on threshold-based
univariate time series analysis. We show that
both the individual models and the ensemble
strategies outperform it in terms of True Posi-
tive Rate, for the given low False Positive Rates
required by the data center’s operators.

2. Related Work

Between the many possible approaches for im-
plementing anomaly detection solutions in cloud
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Figure 1: Dynamic range of CPU load for the servers belonging to the same cluster. The main cluster
statistics are reported, as well as the metric value for a single server with anomalies (blue curve).

computing contexts, we focus on the one using
the time series related to the servers’ perfor-
mance metrics. In particular, in the literature,
we find two main related publications. Wang
et al. [2] studied methods based on Tukey and
relative entropy statistics for online detection of
anomalies in data centers, but they considered
only two metrics: CPU load and memory. Cal-
heiros et al. [3] used a dataset recorded from
a real data center, considering a larger pool of
metrics (e.g. disk, CPU, memory, and network).
However, only Isolation Forest is used, and they
focused on the seasonality and trends of the met-
rics.

Instead, in this work, the set of metrics analyzed
is remarkably larger, different models and algo-
rithms are compared and used together, and a
new specific dataset related to our real use case
is built to evaluate the different options. Fur-
thermore, the CERN cloud infrastructure repre-
sents an unique use case because of its dimen-
sions and the non existence of seasonality trends.

3. Problem Formulation

We model a data center as a set of computer
Each cluster C' is composed of N
servers having same hardware equipment and
software configuration. Each specific server in
the the cluster is denoted by S; with ¢ =
1,..., N and generates M time series by record-
ing metrics related to its performance, such as
the usage of CPU, memory, disk I/O operations,
network, etc. We denote with

clusters.

sl ={s](t),t =Ty, Tn,...} (1)

the time series of the j-th performance metric
for the server S;. Note that all the time se-
ries {s],i =1,...,N,j =1,... M} might be ac-
quired at different times 17, 75, . . ., possibly with
different sampling frequencies. However, we as-
sume that all these are synchronized, namely
that they refer to a unique reference clock.

We assume that in normal operating conditions,
all the time series are being generated by a pro-
cess Py which is unknown, and which we refer to
as normal'. When at time 7 an anomaly occurs
in the data center, the time series are generated
by an anomalous process P4, which is also un-
known and different from Py. The anomalous
behavior might affect only a few servers or a few
metrics, thus we model our time series as

() ~ {PN ift<r Vi j
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for some 1, j

where we assume that the time series sg that
are not affected remain generated by Py even
when ¢ > 7. We remark that, even though (2)
describes a change-detection problem, we rather
refer to anomaly detection in our work since the
process P4 is typically triggered by a server fol-
lowing an anomalous behavior.

Our goal is to design a system that monitors all
the time series {s!,i = 1,....,N,j = 1,... M}
and that promptly reports any anomaly. To this
purpose, we assume that a training set TR, con-
taining a portion of the time series from all the
N servers of the cluster C, is given to configure

'Here and thorough the thesis, we refer to normal as
being under control, and we never mean Gaussian.



our algorithm. T'R is not guaranteed to be free
from anomalies. However, from empirical evi-
dence, we assume that the vast majority of TR
is generated by Py, and anomalies - if any - are
very rare. T'R is unlabeled, therefore we operate
in an unsupervised anomaly detection scenario.

4. Proposed Solution

Many strategies and different approaches can be
used to tackle this anomaly detection problem.
Here we present our solution, showing the data
processing steps, which formalize our windowing
approach and final goal (Figure 2). Moreover,
we give an overview of the pipeline that propose
anomalous servers to the CERN cloud managers.

4.1. Time Series Pre-processing

The time series under study are subject to three
pre-processing transformations, named Down-
sampling, Normalization and Windowing. This
sequence of steps is applied to the training set
TR as well as to the upcoming data on which
anomalies are predicted. '
Downsampling Given the time series s/
lated to the j-th acquired performance metric
of the server §;, a new downsampled time series
d? = (dl(t1), d (t2), d(t3),...) is derived reduc-
ing the original temporal resolution by averag-
ing, namely

re-
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where A is the sampling interval. Hence, the
set {d]ifl N,j=1,...,M} of all down-
sampled time series presents the same number
of data points aligned in time.

Normalization Each j-th metric is then stan-
dardized to make all the metrics equally im-
portant in our anomaly detection formulation.
The standardization uses the mean p;(C) and
standard deviation o;(C') parameters, computed
from the data of all servers in cluster C, over the
training set T'R:

Y Y d()
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where T is the length of the downsampled time
series in TR, N is the number of servers in clus-
ter C' and the definition holds Vj € {1,..., M}.
For each server S; and for each j-th metric,
given 11;(C) and 0;(C), we compute the normal-
ized time series nf = (nf(tl), ng(tg), n{(t;;), ),
where: .
iy B(te) — ()

U (tk) o; (C) (3)
The values {(1;(C),0;(C)),Vj € {1,...,M}}
are stored as part of the model, having been
computed on the training set T'R.
Windowing The status of a server S; is ana-
lyzed in consecutive, non-overlapping time win-
dows of length L € N, which define the unit of
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Figure 2: Overview of the processing steps of the system. Both in the training phase and in detection
phase the time series extracted from the servers undergo the same three transformations. In the
training phase, the unsupervised models are trained (3). In the detection phase they are queried to
compute the anomaly scores on test data (6). These scores can then be aggregated in an ensemble (7).



analysis of our method. The temporal behav-
ior of the server S; in a window delimited by
two timestamps [t, tg4r—1] is conveniently rep-
resented by the matrix of its downsampled and

normalized metrics, referred as the metric win-
dow W, € RMXL.

n; (tktrr-1)
n? (tpyr—1)

nM(ty) nM(tgi) nM(tyin-1)

where nf (tg) is defined in (3). The evolution
of the server status is therefore captured by the
series { .. 7Wz’,k—L, Wz‘,k7 Wz’,k—&-L) . }

4.2. Anomaly Detection Approach

We approach the detection of servers having
an anomalous behavior in (2) by learning an
anomaly score function A that takes as input
a window W and returns positive scores close
to 0 for W; i, generated by Py, and higher scores
for W; . containing values generated by Py.
This is a rather usual approach in the literature,
where the anomaly score function is a mapping
of this type:

A(): RM*L 5 RT (4)

that analyzes the collective behavior of all the
N servers in the cluster C' and is trained on the
whole training set T R. We detect anomalies by
simply comparing A(Wj ;) against a threshold I
as follows:

1 if AW;p)>T

0 otherwise

AD(W;,,T) = { (5)

The threshold T' is typically set to control the
False Positive Rate, i.e. how often normal win-
dows are being considered as anomalous.

We consider three unsupervised methods to
model three different anomaly score functions
Ay (A = 1,...,3), namely: Isolation Forest
(IFOR), Long-Short Term Memory autoencoder
(LSTM-AE) and Gated Recurrent Unit autoen-
coder (GRU-AE). Since different ML models are
able to grasp different patterns characterizing
normal windows, we decide to aggregate the
three anomaly score functions in an ensemble.
Ensembles In order to equally weigh the
three scores and overcome issues raising from

them having different ranges, we define the de-
tection output of each ensemble EN S, by aggre-
gating the individual outcomes through voting
strategies. Given a metric window, ENS.(W; 1)
is computed as

ZADA(Wi,k7F>\) 26,6:1,...,3 (6)
A

These ensembles correspond to the implementa-
tion of the voting strategies ‘OR’, ‘MAJORITY’
and ‘AND’ fore = 1, ..., 3 respectively. In order
to tune the False Positive Rate of the ensemble,
it is convenient to simultaneously adjust all the
thresholds I'y, considering only the values which
lead to the same False Positive Rate for the in-
dividual models.

4.3. System Pipeline

Our pipeline is designed and implemented for
running a flexible and scalable anomaly detec-
tion system, beneficial to any CERN service. In
order to guarantee those properties, the system
has been made modular, using the Docker con-
tainer technology to encapsulate each phase of
the pipeline.

The servers’ performance metrics, which will be
our input time series, are stored at CERN using
the Hadoop Distributed File System, and they
can be processed via Apache Spark, which is able
to tackle big data problems. In particular, for
our system and experiments, the time series se-
lected for the input are shown in Table 1.

Metric Description

Context Times the kernel stops a pro-

Switches cess to provide resources to
another one

CPU Load  Average jobs in the run queue

or waiting for 1/O access
CPU System Percentage of CPU time used
by the kernel
Disk IO Time Portion of time spent every
second doing I/O operations
Memory Free Amount of physical memory
left unused by the system
Disk Pending Queue size of pending in-
Ops put/output operations

Table 1: Monitoring metrics included in the an-
notated dataset and used by the current system.



After the preprocessing steps, the desired ma-
chine and deep learning models are trained and
saved in order to be re-used for future predic-
tions. The saved models are used to compute
the anomalous scores, and thanks to Fluentd, we
store them in the CERN FlasticSearch database.
Finally, after building a monitoring dashboard
on Grafana, which is the CERN central moni-
toring infrastructure, it is possible to visualize
the anomalous scores, allowing the cloud man-
agers to give us related feedback.

In production, once the models are trained, we
run the pipeline daily, computing the anoma-
lous score of the previous day. The role of or-
chestrating the executions, scheduling the jobs,
and monitoring the running status, is filled by
Apache Airflow, an open-source workflow man-
agement platform.

5. Experiments and Results

Evaluation Dataset In order to run bench-
mark experiments, a new annotation process was
set up. In particular, the process involved a dou-
ble review, with the goal of having unbiased la-
bels. The final labelled dataset contains data
about 32 machines with respect to a time pe-
riod of two months. Each label is related to a
time window of 4 hours. The dataset contains
a total of 11712 windows, 11484 labelled as nor-
mal and 228 as anomalous, meaning that the 2%
of labels are related to anomalous windows. All
the following results are related to this test set.
Figures of Merit The Receiver Operating
Characteristic (ROC) curve is built by scanning
all the possible values of I" and plotting, for each
of them, the related False Positive Rate (FPR)
and True Positive Rate (TPR). Adopting the
Area Under the Curve (AUC) of the ROC, we
are able to have a threshold independent metric.
We will use the AUC for assessing the individual
models’ performance, while the TPR for com-
paring the proposed solution with the system
currently used in the CERN cloud for spotting
anomalies.

Parameters Selection The pre-processing
parameters have been set following the guide-
lines of the CERN cloud managers. In par-
ticular, we downsample the time series using
A = 30 minutes and we set L = 8, correspond-
ing to metric windows W; ;. of four consecutive
hours.

We configure IFOR using the default param-
eters, except for the number of iTrees that
from default 100 is changed to 200. The
autoencoders’ architectures are based on one
LSTM/GRU unit in both the encoding and de-
coding layers, including a 25% dropout. For
the training process, we use the Adam optimizer
and 50 epochs, although we found that we often
reach the plateau after around 30 epochs.

5.1. Models’ Performance

Table 2 shows the performance of the three mod-
els, when varying the temporal interval of the
training set and/or the initialization seed. For
each model, we have executed a total of 45 in-
dependent runs of training by using 15 non-
overlapping, one week-long, training sets and
three initialization seeds. The average AUC
value of all models is above 0.95, with a stan-
dard deviation extremely small, being less than
1 %. We deduce that our individual models are
able to learn the cluster normal behavior and
to identify the anomalies with a similar perfor-
mance independently from the training set, pro-
vided that the time series have been acquired
from the same cluster.

Model AUC-ROC

IFOR  0.954 +£ 0.006
LSTM-AE 0.964 + 0.010
GRU-AE 0.962 £+ 0.010

Table 2: Stability of model performance, as-
sessed by the average and standard deviation of
the AUC-ROC, when varying the time interval
of one week-long training sets.

5.2. Comparison of the Systems

The main goal of this work is to propose an
anomaly detection solution that outperforms the
current system implemented in the CERN cloud
for detecting anomalies. To verify that this is
the case, we compare the performance of our
(individual and ensemble) models with respect
to the performance of the current system. We
guarantee a fair comparison by configuring the
current system to analyze each time series in four
hours long windows and to consider the same
performance metrics of our solution. We manu-
ally adjust the starting thresholds of the current



True Positive Rates

FPR  Current System Individual Ensemble
IFOR LSTM-AE GRU-AE ENS; ENS; ENSs
0.001 0.08 0.09 0.45 0.43 0.47 0.45 0.21
0.01 0.14 0.29 0.56 0.58 0.53 0.58 0.59
0.02 0.19 0.57 0.66 0.79 0.61 0.69 0.71
0.04 0.26 0.81 0.81 0.93 0.92 0.89 0.92
Table 3: TPR of the current anomaly detection system, the proposed individual models and the

proposed ensemble strategies EN S, for e = 1,...,3, measured at different values of FPR.

system, to achieve different target values of FPR
in the following experiments. The performance
comparison is expressed in terms of the TPR
values at a given value of FPR.

In Table 3 the TPR values are reported for all
the approaches, evaluated at four different val-
ues of FPR, ranging from 0.1% to 4%. Due to
large number of servers in the cloud infrastruc-
ture, a small FPR is mandatory to avoid that
false notifications submerge the service man-
agers.

The results show that our solutions systemati-
cally outperform the current system. The per-
formance of IFOR at the lowest FPR are com-
parable with the one of the current system,
whereas, at 4% of FPR, they become similar to
the LSTM-AE’s ones. Between the individual
models, the autoencoders have the best perfor-
mance, with GRU-AE achieving higher TPR. for
higher values of FPR.

Regarding the ensembles, EN S| and EN S5 give
the best performance at the lowest FPR, where
the low performance of IFOR penalises EN S3.
However, the three ensemble methods have sim-
ilar performance at higher values of considered
FPR.

6. Conclusions

In this thesis, we present an unsupervised
anomaly detection approach suitable for multi-
variate time series acquired in the large-scale
cloud computing infrastructure of the European
Organization for Nuclear Research (CERN).
This approach allows to automatically detect
anomalous servers during the daily operations,
by exploiting an end-to-end ensemble system
based on three different models, namely Iso-
lation Forest, LSTM-autoencoder and GRU-

autoencoder.

We have acquired and labelled a dataset dur-
ing operations at CERN, and we have presented
the results on this dataset of the proposed so-
lution.. We show that all the adopted models,
despite their very different nature, achieve high
performance in terms of AUC-ROC, and are in-
dependent from the selection of the training set.
Finally, we show that our approach outperforms
by far the threshold-based system currently em-
ployed at CERN, achieving a True Positive Rate
of 47% against 8% of the current system, when
configured to yield the 0.1% False Positive Rate
required by the data center’s operators. This
evidence indicates that relevant anomalies need
to be detected by analyzing patterns and struc-
tures of time series, and that is not sufficient to
assess whether these contain outlying values.
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