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Abstract

This thesis focuses on the development of a scalable and efficient solution for secure data
exchange in Collaborative Business Intelligence (CBI) environments. CBI enables or-
ganizations to cooperatively analyze aggregated information, generating shared insights
without compromising the confidentiality of their proprietary data. However, this collab-
orative paradigm raises a fundamental trade-off between data sovereignty, which ensures
that each participant retains full control over its data, and data trustworthiness, which

guarantees the reliability and verifiability of the shared analytical results.

To address this challenge, the work integrates Zero-Knowledge Proofs (ZKPs) and blockchain
technology to enable verifiable data sharing without exposing raw information. ZKPs
make it possible to prove the correctness of computations while preserving data privacy,
whereas the blockchain provides an immutable and transparent record of verification op-

erations, reinforcing mutual trust among participants.

The proposed solution ensures both privacy and efficiency. It employs Ethereum as a dis-
tributed ledger for auditability and integrates the ezkl library to manage zero-knowledge
proof circuits for verifiable analytics. A key contribution of the implementation lies in
its ability to guarantee data integrity without storing multiple versions of the database:
by associating each dataset state with a unique timestamp, the system allows verifiable

operations while minimizing redundancy and preserving scalability.

This work shows that secure and trustworthy inter-organizational collaboration can be
achieved without sacrificing scalability, enabling privacy-preserving and verifiable data

exchange in distributed analytical environments.

Keywords: Collaborative Business Intelligence (CBI), Data Sovereignty, Data Trust-
worthiness, Zero-Knowledge Proofs (ZKPs), Blockchain, Scalability.
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Abstract in lingua italiana

Questa tesi affronta lo sviluppo di una soluzione scalabile ed efficiente per lo scambio sicuro
di dati in contesti di Collaborative Business Intelligence (CBI). La CBI consente a diverse
organizzazioni di analizzare congiuntamente dati aggregati, generando informazioni con-
divise senza compromettere la riservatezza dei dei propri dati sensibili. Tuttavia, tale
paradigma collaborativo comporta un delicato compromesso tra la sovranita dei dati,
ossia il diritto di ciascun partecipante di mantenere il pieno controllo sui propri dati, e

I’affidabilita dei dati, ovvero la garanzia di veridicita e verificabilita dei risultati condivisi.

Per affrontare questa sfida, il progetto integra le Zero-Knowledge Proofs (ZKPs) e la
blockchain, consentendo la condivisione verificabile delle informazioni senza rivelare i dati
originali. Le ZKPs permettono di dimostrare la correttezza delle elaborazioni preser-
vando la privacy, mentre la blockchain assicura un registro immutabile e trasparente delle

operazioni di verifica, rafforzando la fiducia reciproca tra le parti coinvolte.

La soluzione proposta garantisce al tempo stesso privacy ed efficienza. Essa utilizza
Ethereum come infrastruttura distribuita per assicurare la tracciabilita delle operazioni
e integra la libreria ezkl per la gestione dei circuiti zero-knowledge proof, abilitando
analisi crittograficamente verificabili. Un contributo chiave dell'implementazione risiede
nella sua capacita di garantire l'integrita dei dati senza dover memorizzare molteplici
versioni del database: associando a ciascuno stato del dataset un timestamp univoco, il
sistema consente di eseguire operazioni verificabili riducendo al minimo la ridondanza e

preservando la scalabilita.

Questo lavoro dimostra che una collaborazione sicura e affidabile tra organizzazioni € pos-
sibile senza compromettere la scalabilita, aprendo la strada a meccanismi di scambio dati

verificabili e che rispettino la privacy in contesti di analisi collaborativa dei dati.

Parole chiave: Collaborative Business Intelligence (CBI), Sovranita dei Dati, Affid-
abilita dei Dati, Zero-Knowledge Proofs (ZKPs), Blockchain, Scalabilita.
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]_ ‘ Introduction

The increasing relevance of data-driven decision-making has profoundly transformed how
organizations generate, interpret, and exchange knowledge. In this landscape, Collabo-
rative Business Intelligence (CBI) has emerged as a paradigm that extends traditional
business intelligence beyond the boundaries of a single organization. Instead of ana-
lyzing isolated datasets, CBI promotes cooperative analytical processes where multiple
entities combine aggregated results to obtain broader and more meaningful insights. This
paradigm is particularly valuable when organizations share common objectives or operate
in related sectors, as it allows them to identify trends, optimize performance, and enhance

competitiveness through shared analytical evidence.

In Collaborative Business Intelligence, analytical collaboration frequently builds upon
multidimensional data models, where information is represented through data cubes that
enable complex OLAP (Online Analytical Processing) operations such as roll-up, slicing
and dicing. These operations allow organizations to derive strategic indicators from large
datasets while preserving analytical consistency across domains. Through these shared
analytical mechanisms, organizations can produce meaningful key performance indicators
(KPIs) without disclosing their detailed, internal datasets.

However, while CBI offers great potential for value creation, it simultaneously introduces
significant security and privacy concerns. When independent organizations attempt to
collaborate, they must decide how much information to disclose and how to ensure that
shared results are trustworthy. In many cases, organizations are cautious about exposing
their internal data, even partially, due to confidentiality obligations, intellectual property
restrictions, or compliance with data protection regulations such as the GDPR. These
challenges are aggravated by the absence of mutual trust: each participant must be con-
fident that the analytical results provided by others are correct and not manipulated, yet

this assurance is difficult to achieve without direct access to the underlying data.

The resulting dilemma is the trade-off between data sovereignty and data trustworthiness.
On one side, data sovereignty guarantees that each organization retains full control over

its own data, preventing unauthorized access or usage. On the other side, data trust-
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worthiness requires mechanisms that can prove the validity of shared information and
computations. The coexistence of these two principles is inherently complex, as verifia-
bility typically implies transparency, while confidentiality emphasizes the safeguarding of
private information. Achieving both simultaneously requires exploring approaches that
can reconcile verification and privacy; among these, advanced cryptographic techniques
such as zero-knowledge proofs offer a promising direction, as they allow proofs of correct-

ness to be generated and verified without disclosing sensitive data.

Within this analytical setting, data is typically structured following a Data-Fact Model,
which defines the relationships between facts and dimensions and identifies the possible
transformation paths over the data. This abstraction plays a fundamental role in ensuring
that analytical computations, such as KPI aggregations, can be verified or reproduced

without revealing sensitive data.

Traditional approaches to inter-organizational data sharing have relied either on central-
ized authorities or on contractual and procedural agreements that assume mutual trust.
However, these mechanisms are not only fragile from a security standpoint but also dif-
ficult to scale in distributed or competitive environments. Centralized systems represent
single points of failure, while contractual trust, based on legal or procedural agreements,
cannot ensure the integrity of computations or analytical results. Therefore, an alterna-
tive model is required, one that enables independent organizations to collaborate securely,
preserving the confidentiality of their internal data while guaranteeing the correctness and

integrity of the collective analytical process.

To address this need, recent research has explored the combination of Zero-Knowledge
Proofs (ZKPs) and blockchain technology as a promising foundation for secure and ver-
ifiable data collaboration. ZKPs make it possible for a data owner to prove that a com-
putation was executed correctly on its private data without revealing that data. This
property is particularly suitable for CBI scenarios, where the objective is to aggregate or
compare KPIs without exposing the raw data from which they are derived. At the same
time, blockchain provides an immutable and transparent ledger that can record proof
verifications and related transactions, ensuring auditability and eliminating the need for

central authorities.

The scalability of verifiable computation is a central challenge in the adoption of zero-
knowledge proofs for analytical contexts. Just recently, it was achieved by the Proof of
SQL engine developed by Space and Time DB, which demonstrated sub-second verifi-
cation for queries over one million rows [24]. Such advancements highlight the growing

feasibility of integrating zero-knowledge proof systems into large-scale analytical pipelines,
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reinforcing the practical relevance of exploring efficient and scalable ZKP implementations

such as the one developed in this thesis.

In the proposed approach, zero-knowledge proofs are used to validate operations on data
cubes, enabling the generation of new aggregated cubes from the original hypercubes
stored within each organization’s data warehouse. These proofs certify that OLAP oper-
ations, such as roll-ups or dicing, are correctly computed according to the private Data-
Fact Model, and that the computations are effectively performed on the original, au-
thenticated data whose integrity is verifiable through cryptographic hashing. Meanwhile,
the blockchain records the corresponding verification results, ensuring transparency and
auditability.

Building upon this conceptual foundation, this thesis develops an efficient and scalable
implementation of a CBI framework that integrates ZKPs and blockchain to achieve
trustworthy data sharing while preserving privacy. The work does not introduce a new
theoretical framework but rather focuses on the technical realization of an existing model,
adapting it for practical use and optimizing its performance. The implementation lever-
ages the ezkl library for the creation and verification of zero-knowledge circuits and
employs the Ethereum blockchain as the distributed infrastructure responsible for record-
ing and validating the proof outcomes. These components are integrated into a cohesive

architecture designed to balance verifiability, privacy, and efficiency.

A central contribution of this thesis lies in the scalability of the proposed solution, particu-
larly with respect to space optimization. The system operates without requiring multiple
versions of the data to be stored for hash or integrity verification. This design choice
significantly reduces the memory footprint and enhances operational efficiency, ensuring
that the approach remains practical even as data volumes grow. The resulting architec-
ture demonstrates that the combination of ZKPs and blockchain can be not only secure

but also efficient and adaptable to realistic collaborative contexts.

The results achieved in this work show that such integration is both feasible and effective
in maintaining the integrity and confidentiality of data exchanges between organizations.
Although performance evaluation is not the primary focus, particular attention is given to
optimizing design parameters to ensure efficiency and to reduce redundancy. The project
therefore contributes a technically sound and scalable architecture capable of supporting

privacy-preserving analytics in multi-organizational environments.
This thesis is structured into five chapters:

e Chapter 1 - Introduction is the current chapter and provides the context and
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motivation of the thesis, outlining the problem addressed, the proposed approach,

and the overall structure of the work.

Chapter 2 - Background and Related Works presents the theoretical founda-
tions and concepts necessary to understand this work, including the principles of
Collaborative Business Intelligence, Zero-Knowledge Proofs, blockchain technology,
hash functions, and OLAP operations. It also reviews related research that explores
similar challenges and approaches in the field of privacy-preserving and trustworthy

data sharing.

Chapter 3 - Proposed Solution presents the framework from which this work
originates, describing its conceptual design and its main functional components, and

the enhancements to deal with data updates.

Chapter 4 - Implementation details the development and integration of the
ZKP and blockchain components, focusing on the architectural choices that enhance

scalability and efficiency.

Chapter 5 - Conclusions summarizes the key findings of the research and outlines
potential directions for future improvements, including the optimization of proof

generation and the extension of the framework to larger-scale collaborative scenarios.
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Works

2.1. Business Intelligence

Business Intelligence (BI) is as a cornerstone of modern organizational decision-making,
providing systematic methods for collecting, integrating, analyzing, and presenting data
to support informed choices [18|. Traditional BI focuses on transforming raw data into
meaningful insights through processes such as data warehousing, reporting, and online
analytical processing, enabling organizations to monitor performance, identify trends,
and forecast outcomes. Over time, BI has evolved from descriptive reporting to predic-
tive and prescriptive analytics, reflecting the growing recognition of data as a strategic

organizational asset.

2.1.1. Collaborative Business Intelligence

Collaborative Business Intelligence (CBI) represents a technological and methodological
progression beyond conventional Business Intelligence (BI) frameworks. In practice, it
is a specifically engineered environment to integrate modern BI tools with collaboration
technologies [26]. This integration is fundamentally aimed at synthesizing the special-
ized knowledge and expertise of multiple stakeholders to effectively support sophisticated

decision-making processes.

The genesis of CBI arises from the recognized limitations of earlier BI systems, particu-
larly their inherent insufficiency in facilitating robust cooperation, collaboration, business
networking, and effective knowledge exchange among different organizational actors. CBI
overcomes these limitations by promoting business networking, knowledge sharing, and
enhanced communication [21]. Functionally, its primary objective is to broaden the scope
of the decision-making process beyond the conventional boundaries of a single organiza-
tion, enabling comprehensive cooperation and data sharing that includes external entities

such as customers and suppliers. This capability allows all involved stakeholders to ex-
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change real-time information coming from both internal and external sources, thereby
supporting the timely execution of informed, collective, and actionable business decisions
[26].

The shift towards CBI introduces several complex technical and organizational challenges

that must be overcome:

e Handling Heterogeneity and Data Sources: CBI requires the integration of
external, potentially semi-structured or unstructured data, into internal organiza-
tional data. This complex data environment necessitates addressing metadata cap-
ture, ontology automation, and establishing policies for data source and quality
control [21].

e Performance and Real-Time Analysis: core architectural challenges include
ensuring timely query response. The need for true real-time analysis over dynamic

event streams requires optimization techniques to ensure rapid system response.

e Data Integrity and Security: given the sensitive nature of inter-organizational
data sharing, ensuring data integrity and security extends beyond traditional pro-
tection mechanisms [21] [26]. It includes two interrelated dimensions: data trust-

worthiness and data sovereignty [20]:

— Data trustworthiness refers to the reliability, accuracy, and consistency of
data used across collaborating entities. It ensures that shared information can
be confidently employed for analytical and decision-making purposes without

distortion or bias.

— Data sovereignty refers to the right and capability of organizations to main-
tain control over their data, including its storage, access, and dissemination, in
accordance with internal policies and external regulatory frameworks. It em-
phasizes ownership, confidentiality, and compliance, ensuring that participa-
tion in data-sharing ecosystems does not compromise organizational autonomy

or expose sensitive information.

Reconciling these two dimensions is challenging. This work focuses on the imple-
mentaion of the framework presente by Quattrocchi Giovanni and Plebani Pierluigi

[20], to tackle this issue adopting zero-knowledge proof and blockchain technologies.
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2.2. Zero-Knowledge Proof

Zero-Knowledge Proofs (ZKPs) is a cryptographic technique that allows a party, the
prover, to convince another party, the verifier, that a specific statement about a piece of
data is true without revealing the data itself [13] [15].

At a high level, a zero-knowledge proof works by having the verifier ask the prover to
perform a series of actions, that can only be performed accurately if the prover knows the
underlying information. If the prover is only guessing as to the result of these actions,
then they will eventually be proven wrong by the verifier’s test with a high degree of
probability.

To clarify the concept, a simple illustrative example is presented as shown in Figure 2.1.
Imagine Peggy, the prover, wants to prove Victor, the verifier, that she knows the passcode
to a locked door inside a cave, without revealing the code itself. The cave has a single
entrance and two paths A and B, that meet at the locked door. Peggy walks inside and

takes one of the two paths, without Victor knowing her choice.

Peggy

(Prover) )&
A a

4'_

A B

‘ /]\ ‘ [ ] Victor
(Verifier)

Figure 2.1: Revised cave scheme from [15]

Victor then randomly chooses one of the two paths and communicates it to Peggy that
should return via that path. If Peggy needs to switch paths to exit (e.g., she entered via A
but Victor asked her to return via B), the only way to succeed is by knowing the passcode
to open the door. By repeating this process multiple times, the probability that Peggy
merely guessed the correct path each time becomes negligible. Victor gains a high degree

of confidence that Peggy knows the passcode, yet the passcode itself remains private [15].
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In computing, ZKPs deploy this same strategy using cryptography and computational

circuits to prove knowledge about a data point.

A method must satisfy three fundamental characteristics to be classified as a zero-knowledge

proof [15] [27]:

e Completeness: if the statement being proven is true, then an honest verifier can

be convinced by an honest prover he possesses knowledge about the correct input.

e Soundness: if the statement is false, then no dishonest prover can unilaterally

convince an honest verifier that he possesses knowledge about the correct input.

e Zero-knowledge: if the statement is true, the verifier learns nothing more from

the prover other than the veracity of the statement.

ZKPs are primarily classified based on the level of interaction required between the prover

and the verifier:

1. Interactive ZKPs require numerous interactions (rounds of communication) be-
tween the prover and the verifier until a statistically low probability of cheating is
achieved. The limitation of interactive proofs is that the resulting proof is strictly
tied to that specific interaction and cannot be transferred or presented to third

parties who did not participate [27].

2. Non-interactive ZKPs (NIZKPs) allow the proof to be generated and verified
in a single shot. Non-interactiveness is typically achieved by replacing the verifier’s
random challenges with a common reference value (e.g., a random string accessible
to all). NIZKPs are preferred in modern applications because the proof can be

transferred to many verifiers [27].

The research and development within cryptographic protocols have led to the construction
of sophisticated Non-Interactive zero-knowledge proofs systems; two relevant examples
are zk-SNARKs and zk-STARKs. These systems enable privacy and scalability within
modern transparent computational environments, such as blockchain networks. The two

protocols are characterized by different technical aspects:

1. zk-SNARKSs (Succinct Non-Interactive Argument of Knowledge) refer to
a category of cryptographic proofs distinguished by their efficient characteristics.
A zk-SNARK is inherently small in size and suited for fast verification procedures.
The core mechanism employed involves generating the requisite cryptographic proof
using elliptical curves. This protocol is particularly relevant for applications requir-

ing computational economy, as the SNARK approach has been shown to be more
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computationally efficient compared to the hashing function methodology utilized by
STARKSs [15].

2. zk-STARKSs (Scalable Transparent Arguments of Knowledge) provide an
alternative zero-knowledge proof framework that emphasizes transparency, scalabil-
ity, and efficiency. Unlike SNARKs, STARK-based proofs do not require a trusted
setup and rely on hash-based constructions, making them simpler to deploy securely.
They are optimized for handling very large computations, with minimal interaction
required between the prover and the verifier. This reduced communication complex-

ity often results in faster verification times for large-scale applications compared to
SNARKSs [15].

In summary, zero-knowledge proofs constitute a fundamental concept in modern cryptog-
raphy, enabling the validation of knowledge without revealing any underlying information.
Their development has significantly contributed to enhancing privacy, security, and trust
in computational systems, forming a cornerstone for many contemporary cryptographic

applications.

2.3. Hash function

A hash function h is a function which takes an input of arbitrary length and produces
a fixed length bit string as output; the output is often called hash value or digest of the
input. It is formally defined as h : {0,1}* — {0,1}"™ where {0, 1}* denotes a the set of all
binary strings of arbitrary length and n is the fixed size of the output.

Hash functions are widely used in Computer Science because they have some important

properties [3]:
e Determinism: the same input will always result in the same output.
e Efficiency: the function should be fast even for large input.

e Uniformity: the hash function produces hash values uniformly distributed in the

outspace to avoid collision (i.e., different input with the same output).

e Avalanche effect: a small perturbation in the input will result in a completely

different hash value.

While all hash functions share the properties explained above, cryptographic hash func-
tions are a special subset designed for security applications. In addition to the basic

properties, cryptographic hash functions must satisfy strict requirements [22]:
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e pre-image resistance: it should be infeasible to reconstruct the input from its

hash, in other words the function should be one-way;

e collision resistance: it should be computationally infeasible to find two distinct

inputs that produce the same hash value.

These additional properties make cryptographic hash functions suitable for use in data
integrity verification, digital signatures, password storage, and many other applications

where resistance to various types of attacks is essential.

Beyond security, hash functions are adopted in other areas of computer systems and soft-
ware engineering. One example are data structures such as hash tables, where they enable
constant-time complexity for insertion, deletion, and lookup operations, thus contributing

to highly efficient data retrieval mechanisms [16].

Prominent examples of cryptographic hash functions include the SHA-2 and SHA-3 fami-
lies, and newer constructions designed for specific use cases such as zero-knowledge proofs.
Each algorithm represents a trade-off between speed, security, and suitability for hardware
or arithmetic constraints [16] [22] [23].

2.3.1. Poseidon hash function

The Poseidon hash function is a cryptographic hash function specifically designed for use
in zero-knowledge proof systems and SNARK/STARK frameworks. It was introduced by
Grassi et al. in 2019 as part of a new generation of arithmetic-friendly hash functions.
Unlike traditional hash functions such as SHA-256, which are optimized for bitwise op-
erations and binary architectures, Poseidon is optimized for operations over finite fields.
This makes it particularly efficient when implemented inside arithmetic circuits used in

zero-knowledge proofs.

Poseidon follows the SPN (Substitution—Permutation Network) design paradigm, which

consists of alternating non-linear and linear layers. Each round of Poseidon includes:
e a non-linear layer based on the application of an S-box;

e a linear layer where the state is mixed through a carefully designed Maximum Dis-

tance Separable (MDS) matrix;
e the addition of round constants, ensuring diffusion and preventing structural attacks.

Formally, Poseidon operates over a finite field F, and takes as input an array of field

elements, which are transformed through multiple rounds of these operations. The design
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parameters (number of rounds, field size, matrix, and exponent) are selected to balance

security and efficiency for a given proof system.

The main advantage of Poseidon is its arithmetic efficiency: its operations correspond
directly to field additions and multiplications, which are native to the algebraic circuits
used in zk-SNARKSs and zk-STARKs. Moreover, Poseidon maintains strong cryptographic
security properties, including pre-image resistance, collision resistance, and resistance to

differential and linear cryptanalysis, all proven under well-defined parameter settings [14].

2.4. Blockchain

The blockchain technology represents a disruptive innovation that solves the complex
problem of establishing trust within a distributed system. Conceptually, a blockchain can
be understood as a distributed ledger composed of a sequential chain of blocks, each con-
taining a set of transaction records. This structure ensures transparency and immutability
across all participants in the network. As a matter of fact, blockchain technology guaran-
tees the integrity of data by ensuring that no participant can modify either the content

or the associated timestamps without being promptly detected [9].

The blockchain has a hierarchical structure, where each block explicitly points to its
immediate predecessor, known as the parent block, by storing the parent’s hash value.
The initial block represents the genesis block and it is characterized by the lack of a
predecessor [30]. This cryptographic chaining of blocks creates a continuous and tamper-
evident structure, which gives rise to the term "blockchain". The overall structure is

illustrated in Figure 2.2.

Block 1 Block 2

Block Header Block Header
L1y ¢ Parent Block Hash L1y ¢ Parent Block Hash
null — | o Markle Tree Root Hash o Markle Tree Root Hash
e Timestamp e Timestamp
* Nonce * Nonce
Block Body Block Body
transaction 1 transaction 1

Figure 2.2: Blockchain representation inspired by [19]
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As illustrated above, each block is composed of two fundamental elements:

1. the block header incorporates essential metadata necessary for verification and

linkage:
e the parent block hash;

e the markle tree root hash: the cryptographic summary value representing

all transactions contained within that specific block;
e the timestamp of the current time;

e the nonce, a 4-byte field utilized in the hash calculation process to satisfy the

required hashing target.

2. The block body contains the transaction counter and the actual list of transac-
tions. The system leverages the principle that hash values are unique; consequently;,
any modification to the data within a block would alter its unique hash, which
would immediately invalidate the cryptographic link to all subsequent blocks. This

inherent immutability is essential for preventing fraud [30].
In essence, blockchain has the following key characteristics [30]:

e Decentralization: transactions are conducted peer-to-peer (P2P), removing the
necessity of a central trusted authority for validation. This significantly reduces

server development and operational costs while mitigating performance bottlenecks.

e Persistency: since confirmed transactions are recorded in blocks distributed across
the network, tampering is nearly impossible. Validation mechanisms among nodes

ensure that any falsification is easily detected.

e Anonymity: users interact using generated addresses and may create multiple ad-
dresses to prevent identity exposure, preserving a level of transactional privacy by
eliminating a central party holding private information. However, intrinsic con-

straints prevent perfect privacy preservation.

e Auditability: transactions are validated and recorded with a timestamp, enabling
easy verification and traceability of records by accessing any node in the distributed

network, thereby enhancing transparency.

In summary, blockchain technology establishes a secure and transparent framework for
recording and verifying digital transactions without relying on centralized authorities.
By combining cryptographic integrity with decentralized consensus, it enables immutable

data storage and fosters trust among untrusted participants. Building upon this foun-
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dation, smart contracts extend blockchain functionality by automating agreements and

processes.

2.4.1. Smart contract

Smart contracts, originally proposed by Nick Szabo in 1994, are essentially computer
protocols intended to digitally facilitate, verify, or enforce the negotiation or performance
of a contract [25]. In the context of contemporary blockchain technology, the term is
popularly used to refer to low-level code scripts designed to run synchronously across

multiple nodes of a distributed ledger [17].

Unlike traditional contracts, which depend on intermediaries such as notaries, lawyers, or
banks to verify and enforce compliance, smart contracts automatically execute predefined
actions once specific conditions are met. This capability eliminates the need for trust
between parties and reduces the potential for disputes or fraud, as the contract’s logic

and execution are transparent and verifiable by all participants within the network.

The fundamental characteristics that differentiate smart contracts include their inherent
properties of being self-verifying, self-executing, and tamper-resistant [17]. These traits

are reflected in the following features:

e Autonomy: once the contract is launched and begins execution, subsequent contact

between the contract and the initiating agents is unnecessary.

e Self-sufficiency: smart contracts are capable of marshaling their own resources,
which includes raising funds by providing services and spending those funds when

necessary, for instance, to acquire storage or processing power.

e Decentralization: they do not rely on a single centralized server but are distributed

and self-executed across the connected network nodes.

From a technical perspective, a smart contract consists of a set of functions and data that
reside at a specific address on the blockchain [17|. These contracts are typically written
in programming languages designed for determinism and safety. Once deployed, the code
becomes immutable, meaning it cannot be altered without deploying a new version of the
contract. This immutability ensures reliability but also introduces challenges, as any bugs

or vulnerabilities within the code may lead to irreversible consequences.

Despite their potential, smart contracts present other limitations. The deterministic na-
ture of blockchain execution constrains smart contracts to operate within the bounds of

the blockchain itself. However, smart contracts frequently require external data inputs.
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This issue has led to the development of oracles, external services that feed verified off-
chain information into smart contracts. The assurance of reliability and credibility of
this external information remains a challenge [25]. Another limitation is bound to the
public nature of blockchain data storage: since all transaction history is visible, it enables

deanonymization attacks through the analysis of transaction graph structures [25].

The programmable and automated features of smart contracts are foundational, acting as
activators for the blockchain, and laying the groundwork for future programmable finan-
cial and social systems. This facilitates the encapsulation of complex behavior within a
distributed blockchain system, promoting applications in distributed artificial intelligence
systems and making possible the future realization of Decentralized Autonomous Or-
ganizations (DAO), Decentralized Autonomous Corporations (DAC), and Decentralized
Autonomous Societies (DAS) [25].

2.5. On-Line Analytical Processing (OLAP)

On-Line Analytical Processing constitutes a fundamental component of decision support
technologies, designed specifically to allow managers and analysts to perform more effec-
tive and informed decisions. Unlike Online Transaction Processing (OLTP), which focuses
on handling large numbers of simple real-time transactions, OLAP is suited for analysis
rather than transaction management. Specifically, OLAP systems prioritize the analysis
of historical, summarized, and consolidated data over the current highly detailed records
of OLTP. In fact the OLAP paradigm focuses on handling a smaller number of complex
queries that necessitate extensive data aggregation, with the primary performance metric

being query response time rather than transaction throughput [3] [4].

In an OLAP environment, data is organized according to multidimensional schemes, typ-
ically represented as a hypercube (Figure 2.3), where each dimension corresponds to a
specific analytical perspective of the data. Within this hypercube structure, each dimen-
sion often possesses a hierarchical organization that supports analysis at varying levels
of granularity. For example, the Date (or Time) dimension is one of the most common
and important dimensions in multidimensional data models, as it allows users to analyze
measures over time. In a typical data warehouse scenario, time is organized hierarchically
into levels such as year, month, and day, enabling flexible analysis at different degrees of

aggregation.
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Figure 2.3: Hypercube example

In order to map a multidimensional database into a relational schema, it is necessary
to identify the tables that will compose this schema. In the literature, the two main

approaches exist for this purpose: the star schema and the snowflake schema.

In the star schema (Figure 2.4) we distinguish two types of tables: the central fact table
and the dimension tables. The former contains all the attributes corresponding to the
measures of the fact, therefore a row of this table represents a specific fact. Dimension
tables instead are composed of the attributes related to the hierarchy, which correspond

to a certain dimension of the multidimensional schema.

Dimension : :
Dimension

\ Fact /

Dimension / Dimension

Figure 2.4: Star Schema

An alternative approach uses the snowflake schema (Figure 2.5), in which each dimen-
sion is decomposed into multiple related tables representing its sub-dimensions, connected
through appropriate relationships. This structure enables the preservation of some of the

most relevant functional dependencies for users [3].
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In order to navigate and analyse the multidimensional scheme, different OLAP operations
were designed. They allow analysts to examine data at different levels of granularity,
either by focusing on specific dimensions within the hierarchy to obtain a detailed view of
particular aspects, or by aggregating information to achieve a more global and summarized
perspective of the data. Some of the most important operations are: dicing, slicing, roll-up

and drill-down.

2.5.1. Roll-up and Drill-down operations

The Roll-up operation is used to perform data aggregation within a hierarchy or by
reducing the dimensionality of the data. For example, consider a sales data cube with
dimensions Product, Point of sale, and Date. If sales data are originally recorded for
each different shop, a roll-up operation could aggregate this data removing the Point of
sale dimension (see Figure 2.6). Similarly, in the Date dimension, daily sales can be
rolled up to monthly or yearly sales. Formally, the roll-up operation applies a group-by
operation on one or more dimensions, therefore reducing the granularity of data. The
result is a more abstract view of the data, which is useful for identifying macro-level

insights rather than fine-grained details.

On the other hand, the Drill-down operation increases the level of detail by moving down
in the details of the hierarchy or by adding more dimensions (see Figure 2.6). Through
drill-down, users can explore data at finer levels of granularity to uncover patterns that
might not come to light in aggregated views. For instance, within the Point of sale

hierarchy, a drill-down operation can add a dimension to distinguish the different shops.
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Figure 2.6: Roll-up and Drill-down operations

Together, roll-up and drill-down operations allow users to navigate through multiple levels
of abstraction within a multidimensional schema, providing both global summaries and

detailed insights as required [3| [4].

2.5.2. Slice operation

The Slice operation is utilized to focus the analysis on a specific subset of data by fixing the
value for one particular dimension of interest. Selecting a single value for one dimension
of the cube, it produces a sub-cube with one less dimension. It can be thought of as
“cutting” a specific layer from the multidimensional cube. For example, considering the
Point of Sale dimension it is possible to apply a slice for the Shop! while maintaining

other dimensions Product and Date (see Figure 2.7).

This operation is particularly useful for analyzing data of a specific subset of interest.
For instance, it is possible to slice the cube to view sales data only for a particular
product, enabling focused and detailed analysis of that segment. Basically, it corresponds

to applying a selection operation in relational databases [3| [4].
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2.5.3. Dice operation

The Dice operation is a generalization of the slice operation, where instead of selecting
a specific value for one single dimension, a user selects specific ranges or multiple values
across multiple dimensions. This results in a smaller sub-cube that contains data for the

chosen dimension ranges.

For instance, a dice operation might extract sales data of Product! done in ShopI as shown
in Figure 2.7. This subset can then be analyzed independently to compare performance

or trends among the selected categories.

From an implementation perspective, dice allows analysts to perform multidimensional

filtering and focus on a particular combination of interest [3| [4].

2.6. Related Works

Research on secure and trustworthy data exchange among organizations encloses sev-
eral complementary domains, including data governance, privacy-enhancing technologies,
and verifiable computation frameworks. Collectively, these works seek to balance data
sovereignty, each organization’s control over its information, with data trustworthiness,

the ability to verify the correctness of shared analytical results.
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From a governance perspective, initiatives such as the Gaia-X framework [11] define fed-
erated architectures in which organizations share data under explicit usage policies en-
forced through certified connectors and identity management systems. These approaches
allow data to remain within its owner’s infrastructure while enabling controlled access.
Although effective in preserving sovereignty, they rely on trust in enforcement infrastruc-

tures and do not guarantee the verifiability of computations derived from shared data.

To protect confidentiality during collaborative computation, several Privacy-Enhancing
Technologies (PETs) have been proposed. Secure Multiparty Computation (MPC) [2]
allows multiple organizations to jointly compute analytical functions over their private
data without revealing individual inputs. It achieves this by splitting data into encrypted
or secret-shared fragments distributed among the participants, who collectively perform
computations through secure protocols. While MPC provides strong theoretical confiden-
tiality guarantees, it often incurs substantial communication and synchronization over-

head, especially when the number of participants or the function’s complexity increases.

Homomorphic Encryption (HE) [1] enables computations to be executed directly on en-
crypted data, allowing results to be decrypted only by authorized parties. Despite its
elegance, HE remains computationally demanding due to large ciphertext sizes and the
complexity of homomorphic operations, which limit its practicality for real-time or large-

scale analytical workloads.

Trusted Execution Environments (TEEs) provide hardware-based isolation for sensitive
computations, allowing code to be executed in protected enclaves separated from the
rest of the system. This approach offers strong runtime confidentiality and integrity
guarantees while maintaining near-native performance. However, TEEs depend on the
trustworthiness of the underlying hardware and have been shown to be vulnerable to side-
channel attacks and limited scalability in distributed analytical scenarios. Intel SGX is a

representative implementation of this model [7].

These approaches primarily safeguard confidentiality but do not inherently guarantee the

verifiability or integrity of analytical outcomes.

A complementary line of work employs blockchain to provide tamper-evident records of
data operations. Studies such as Zhang et al. [29] and Feng [12] integrate blockchain with
cryptographic proofs, allowing organizations to exchange verifiable analytical results while
preserving data privacy. Although these systems enhance transparency and accountability,

they often face scalability constraints when extended to complex analytical workloads.

Unlike these approaches, which use blockchain primarily as an immutable audit ledger
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for secure data exchange, the framework developed in this thesis employs blockchain to
record verifiable analytical proofs derived from zero-knowledge operations on OLAP cubes.
Whereas existing systems focus on ensuring the integrity of data transactions, this work
ensures the correctness and authenticity of analytical computations across organizational
boundaries. Moreover, the proposed architecture emphasizes scalability and efficiency,
operating without the need to maintain multiple database versions while preserving the

privacy and sovereignty of local data.

Another relevant strand of research investigates verifiable databases (VDBs), which pro-
vide cryptographic assurance of query-result integrity on outsourced data. VDBs enable
a resource-constrained client to securely outsource a large database to an untrusted server
while verifying the correctness of queries and updates. Chen et al. [5] introduced a pub-
licly verifiable database framework based on vector commitments, enabling efficient query
verification and tamper-resistant updates; later works extended these ideas to incremen-
tal and fully dynamic updates [5], [6]. Although VDBs address verifiability, they target
a client—server scenario rather than inter-organizational collaboration, and therefore do
not resolve the sovereignty—trust trade-off that arises when multiple autonomous entities

must verify computations without revealing data.

In parallel, advances in zero-knowledge proofs (ZKPs) have enabled verifiable computa-
tion under strict privacy constraints. ZKPs allow a data holder to prove that a computa-
tion was executed correctly on private data without revealing the data itself [3]. Recent
frameworks such as those by Zhu et al. [28] and Xing et al. [31] demonstrate the practical
feasibility of ZKP-based verification in federated and collaborative analytics, proving that
cryptographic proofs can be generated efficiently even on complex operations. These con-
tributions bridge the gap between privacy and trust in distributed computation. Building
upon these foundations, this thesis extends the use of ZKPs to the domain of Collabora-
tive Business Intelligence, where they are employed to verify OLAP operations on data

cubes while maintaining data sovereignty and analytical correctness.

Despite these advances, existing works rarely combine sovereignty and verifiability within
a unified, scalable framework. This thesis extends the state of the art by integrating
blockchain and zero-knowledge proofs to verify OLAP operations on data cubes without
exposing underlying data, thereby ensuring both privacy and integrity in Collaborative

Business Intelligence.
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3 ‘ Proposed Solution

3.1. Starting Framework

This section presents the framework proposed by Quattrocchi and Plebani [20], which
provides the conceptual foundation for the implementation developed in this thesis. It
addresses a central issue in Collaborative Business Intelligence (CBI), which is to share
analytical insights, such as Key Performance Indicators (KPIs), without compromising
the privacy of the underlying data. It responds to the long-standing tension between data
sovereignty, the control each organization maintains over its datasets, and data trustwor-

thiness, the ability to verify that shared results are derived from valid computations.

Conventional approaches offer only imperfect trade-offs. Sharing raw data guarantees
verifiability but undermines sovereignty, while exchanging precomputed KPIs preserves
confidentiality at the expense of trust. The framework shown in Figure 3.1 reconciles these
conflicting needs by integrating Zero-Knowledge Proofs (ZKPs) and blockchain technol-

ogy, enabling verifiable analytics without revealing private data.
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Figure 3.1: Framework presented in Quattrocchi and Plebani work [20]
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The process begins with a data provider, Orgl, that owns a sensitive data warehouse
structured as a hypercube defined by a Data-Fact Model (DFM). The DFM captures the
facts, measures, and permissible operations, such as aggregation, that can be performed
on the data. Because the complete model exposes strategic details, Orgl generates a
cryptographic hash of its raw data to establish integrity and constructs a public version
of the DFM, limited to the operations necessary to derive the KPIs intended for sharing.
Both the hash and this public model are posted to the blockchain (step 1), ensuring trans-

parency and immutability without exposing the actual data or private transformations.

A second organization Org2 that wishes to obtain specific analytical results signals its
intent to access the data (step 2). The two parties then negotiate a formal data-sharing
agreement (step 3), defining the permitted operations based on the public DFM and
the terms of use for the derived insights. The agreement is implemented as a smart
contract deployed on the blockchain (step 4 ). This contract enforces the negotiated rules

and validates incoming analytical requests, and includes a verifier function capable of
checking ZKPs.

When Org2 submits a data query request (step 5), the operation is sent to the smart
contract for validation. The contract verifies that the requested query complies with
the rules and analytical constraints defined in the public DFM and in the data-sharing
agreement (step 6). If approved, Orgl executes the operation locally on its private data
using a dedicated ZKP circuit (step 7); otherwise, the request is rejected by the smart
contract and no further computation is performed. The computation produces both the
analytical result (for example, a reduced hypercube or KPI set) and a corresponding
zero-knowledge proof, which certifies that the operation was correctly performed on the
data matching the registered hash. The proof is published to the blockchain (step 8a),
ensuring non-repudiation and public auditability, while the analytical result and verifiable
credentials, including references to the relevant blockchain transactions, are transmitted
to Org2 (step 8b).

Org2 can independently verify the received result by invoking the verifier function em-
bedded in the smart contract, which confirms the proof’s validity against the stored hash
and the ZK circuit parameters (step 9). This verification process assures Org2 that the
computation was executed correctly and on authentic data, without disclosing any raw
information. In the event of a dispute or audit, an external party can retrace the entire
process using the blockchain, which records the original hash, the public model, the smart

contract, and the published proofs, ensuring full transparency and accountability.

Through this mechanism, the framework establishes a privacy-preserving and verifiable
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collaboration model in which data never leave the control of their owners, yet analyti-
cal results can be trusted unconditionally. Zero-knowledge proofs provide mathematical
assurance of correctness, while blockchain guarantees integrity and traceability. The ap-
proach transforms Collaborative Business Intelligence into a model founded on crypto-

graphic trust rather than data exposure.

The present thesis builds upon this framework by realizing its practical implementation
using Ethereum as the distributed ledger and the ezkl library to manage zero-knowledge
circuits. Chapter 4 describes this implementation, focusing on scalability, efficiency, and
the feasibility of secure analytical collaboration across organizations. The developed pro-
totype operates under an append-only data model, consistent with typical analytical
workloads, ensuring verifiable integrity without requiring the storage of multiple dataset

versions.

3.2. Design Enhancements for Data Updates

In modern data management systems, updates to operational datasets occur frequently
and for a variety of reasons. Even in analytical contexts, where fact tables are typi-
cally append-only, new tuples are regularly inserted to reflect newly acquired records; for
example, a company registering daily production data or recently completed sales trans-
actions. In other situations, corrections may be required: a measurement might have been
recorded incorrectly and must be adjusted to maintain data accuracy. However, even a
minimal modification, such as inserting a single row into the fact table or adjusting a
specific value, fundamentally changes the resulting hash of the dataset. This follows from
the avalanche property of cryptographic hash functions, whereby any small change in the

input produces a completely different output.

This behavior has a direct impact on verifiability. If an analytical result was validated
in the past using the hash corresponding to the dataset at that moment, a later update
causes the new hash published on-chain to no longer match the one referenced by the
original proof. Unless the exact historical version of the dataset is preserved, the previous
computation becomes impossible to verify, even though the blockchain anchor still exists.
Ensuring long-term verifiability would therefore require storing every historical dataset
version, allowing each published hash to be matched to the appropriate state. However,
such an approach is inefficient and impractical, especially in environments where updates
are frequent. For this reason, addressing data evolution is essential to maintain integrity

guarantees without replicating entire versions of the database.

In the context of maintaining verifiable analytical processes, two fundamental challenges
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arise when the underlying data evolve over time.

First, it must remain possible to reconstruct the hash corresponding to previous states of
the dataset so that incoming proofs can be correctly compared with the reference values
stored on the blockchain. Second, when the dataset is updated through the insertion of
new tuples, the correction of existing ones, or the deletion of a previously stored record,
the integrity reference should be recomputed efficiently, without requiring the hash of the

entire database to be regenerated from scratch.

The first aspect is addressed in Chapter 4 Implementation where a practical solution
is introduced to avoid maintaining multiple physical versions of the dataset while still
enabling verification against past states. This mechanism is designed specifically for
an append-only setting, which aligns with the current prototype’s capabilities; handling
updates or corrections to existing tuples, while conceptually relevant, is not supported in

the implemented system.

Here, instead, we focus on the second aspect. We present a complementary design pro-
posal that aims to improve the efficiency of integrity recomputation by adopting a Merkle
Tree-based hashing scheme. This structure offers an incremental and scalable alternative
to the traditional single-hash model, allowing localized updates to propagate through the
hash hierarchy without requiring the full dataset to be reprocessed. Although not imple-
mented in the current prototype, this design outlines a promising direction for enhancing

the system’s performance in scenarios with frequent data evolution.

To clarify how such a structure operates in practice, it is useful to examine a concrete

example of Merkle Tree construction over a small dataset, as illustrated in Figure 3.2.

H?‘OOI
Hijozg Hss7g
| |
Hj; Hiy Hsg Hig
H; H; H; Hy H; H; H; Hj
| | | | | | | |
tuples 1 2 3 4 5 6 7 8

Figure 3.2: Complete Markle Tree
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Consider first a fact table divided into eight tuples 1,2,...,8; where each tuple is indi-
vidually hashed, producing H;, Hs, ..., Hg. These leaf hashes are then combined in pairs
using a binary hash function h(z,y), which takes the hashes of two child nodes as in-
put to produce the hash of their parent node. The first level of the tree is obtained as
His = h(Hy, Hy), Hsy = h(Hs,Hy), Hss=h(Hs, Hs), H7s= h(Hy, Hs).

At the next level, the internal nodes are computed as Hiozy = h(Hio, Hsy), Hsers =
h(Hse, H7g) and the Merkle root is finally obtained as H,oor = h(Hi234, H5678)-

When a data modification occurs, the Merkle Tree structure allows the recomputation of
the dataset’s global hash in logarithmic time. Only the nodes along the branch corre-
sponding to the affected tuple must be updated, while all other parts of the tree remain
valid. Since the number of recomputed nodes is proportional to the height of the tree,
the update time scales logarithmically with the number of tuples. This property enables
efficient and incremental maintenance of the dataset’s integrity reference, avoiding the
need to regenerate the hash of the entire table. Over time, successive Merkle roots can
thus serve as compact commitments to different dataset versions, providing an auditable

history of changes without introducing redundancy.

It is now explained how it is possible to efficiently recompute the H,. after a tuple is

updated, appended or deleted.

If a tuple already present in the fact table is corrected or modified, only the hashes
along its corresponding path must be recomputed. For example, if the value in row 3
is updated, the system first recomputes the leaf hash Hj3. This modification propagates

upward as shown in Figure 3.3.

Hsg7g
| |
H; H, Hy H; H; H; Hy
| | | | | | | |
tuples 1 2 3 4 5 6 7 8

Figure 3.3: Markle Tree tuple update
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The parent node Hsy = h(Hs, Hy) is recomputed, followed by Hio34 = h(Hiz, Hss) and
finally the Merkle root H] . = h(Hi234, Hse7s). All other nodes, such as Hsg, Hrg, and

root
Hsg7s, remain unchanged (see Figure 3.3).

When instead a new tuple is appended, the tree expands by adding a new leaf and
recomputing only the hashes along the new branch. For example, when a tuple 9 is
added as in Figure 3.4, the new leaf hash is Hy and the updated Merkle root becomes
H! .. = h(Hyoot, Hg).

root

|
H?‘OOI
|
Hizsq Hs575
| \
Hp Hyy Hsg Hiyg
Hy H; Hjy Hy Hs Hg H7 Hyg H
| | | | | | | |

tuples 1 2 3 4 5 6 7 8 9

Figure 3.4: Markle Tree tuple append

Finally, if a tuple is deleted, the Merkle Tree must adjust its structure to remove the
corresponding leaf and update only the affected branch. Consider the deletion of tuple 6,
whose hash is Hg. As illustrated in Figure 3.5, the first step is to remove the leaf Hg from
the tree. Since Hg formed a pair with Hs to compute the internal node Hys = h(Hs, Hg),
this parent node must be recomputed. After deletion, the subtree collapses: only Hj

remains, and this updated value is propagated upward.

At the next level, the node that previously combined Hsg with H7g to form Hsygrg =
h(Hss, H7s) must be updated as well. Since Hg has been removed, this internal node
becomes Hsrs = h(Hs, Hrg), reflecting the new structure of the right subtree. Finally,
= h(Hy234, Hs7s). All other nodes in the unaf-

fected subtrees, such as those in the left branch Hj934, remain unchanged, preserving the

the Merkle root is recalculated as H) .,

logarithmic complexity of the update process.
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Figure 3.5: Markle Tree tuple delete

This localized update mechanism highlights the efficiency of the Merkle Tree structure:

even when a single tuple changes, the recomputation cost is proportional to the height of

the tree rather than to the total number of tuples. Consequently, the time complexity for

maintaining data integrity in dynamic datasets is logarithmic in the dataset size, offering

a substantial scalability improvement compared to the single-hash approach.
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4: Implementation

This work extends the implementation developed in a previous thesis project [8], which
realized the conceptual framework proposed by Quattrocchi and Plebani [20]. The present
thesis enhances that implementation by refining its components and introducing design
choices that improve scalability, while preserving the original goal of enabling verifiable

and privacy-preserving data collaboration among organizations.

The complete source code of this project, along with detailed instructions for its use and

execution, is publicly available at https://github.com/ISGroup-Polimi/CBI-ZKP.

4.1. Architecture

The system consists of the blockchain, where two smart contracts are deployed; the zero-
knowledge proof circuit implemented through ezkl library; the actors Organization 1
(Orgl), Organization 2 (Org2) and Organization 3 (Org3) interacting in this scenario
(Figure 4.1).

Blockchain

DataFactModel.sol HashStorage.sol

[—

Orgl -

N ezkl SN

ZKP circuit

Figure 4.1: Project components and actors
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The two main components are briefly described below:

e an Ethereum-based blockchain layer, which provides an immutable and decen-
tralized infrastructure for storing verification data and enforcing computational in-
tegrity. Within this layer, two dedicated smart contracts are deployed: DataFactMo-
del.sol, which governs the analytical operations permitted under the data-sharing
agreement, and HashStorage . sol, which records dataset integrity hashes over time,

ensuring traceability and authenticity.

e A zero-knowledge proof (ZKP) circuit, which provides cryptographic guaran-
tees that analytical computations have been correctly executed on the original data

without revealing the data itself.

From an organizational perspective, the implemented system models an interaction sce-
nario involving three entities. This configuration has been selected to illustrate how a
single data provider can securely share analytical results with multiple independent con-
sumers. In practice, however, each individual data exchange occurs between two parties,
a provider and a consumer, following the same verifiable workflow. The involved actors

are:

e Orgl acting as the data provider. It owns the private dataset and performs an-
alytical operations locally within its own data environment. Orgl generates the
corresponding zero-knowledge proofs attesting to the correctness of these computa-

tions and interacts with the blockchain to publish verification-related information.

e Org2 and Org3 acting as data consumers. They request access to specific analytical
results or key performance indicators (KPIs) derived from Orgl’s data and rely on
the blockchain to validate the authenticity and integrity of the information they

receive.

The architecture described above has been implemented through distinct software com-
ponents that interact to ensure verifiable and privacy-preserving data exchange. The
following paragraphs provide a more detailed examination of each component of the im-

plemented architecture.

4.1.1. Smart Contracts and Blockchain

The two smart contracts, implemented in the Solidity programming language, are de-
ployed on the Ethereum blockchain to regulate and record the interactions among the
participants. The deployment process is managed through the Truffle framework, which

automates the compilation and deployment of the contracts to the Ethereum network.
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Once deployed, the framework provides the necessary blockchain addresses and interface
definitions, enabling the off-chain components of the system to interact with the contracts

seamlessly.

e DataFactModel.sol is the smart contract that defines the operations permitted
within the Data-Fact Model. It includes a dedicated function isQueryAllowed()
that performs an allowed query check, verifying that each analytical request from
Org2 or Org3 adheres to the conditions established in the formal data-sharing agree-
ment. In doing so, the contract enforces the analytical constraints negotiated be-

tween the parties and prevents the execution of unauthorized operations.

e HashStorage.sol is the smart contract that maintains a persistent record of the
dataset integrity references over time. Each version of the raw data, updated pe-
riodically by Orgl, is represented by a cryptographic hash that uniquely identifies
its state at a specific point in time. The contract associates each hash with a cor-
responding timestamp, enabling the reconstruction of the dataset’s evolution. It
exposes two primary functions: setHash(), which stores a new hash together with
its timestamp when a dataset update occurs; getHash(), which retrieves a stored

hash given its associated timestamp.

Through this mechanism, the blockchain provides an immutable and verifiable record of all

dataset versions without storing the data itself, ensuring both integrity and traceability.

4.1.2. ZKP circuit

The zero-knowledge proof circuit constitutes the cryptographic core of the implemented

architecture. It was developed using the ezkl library, chosen for several key reasons:

e Flexibility, integration and transparency: through its Python interface, ezkl
allows seamless coordination between data processing and proof generation, facilitat-
ing experimentation, debugging, and reproducibility. The framework also produces
transparent intermediate artifacts, such as configuration files, witnesses, and proofs,

that ensure full traceability and verifiability of the entire process.

e Complete and unified workflow: the library offers an end-to-end process encom-
passing configuration, calibration, compilation, proof generation, and verification

key creation, all within a single, coherent environment.

e Hashed input visibility: ezkl supports the hashing of private inputs directly
within the circuit using the Poseidon function, exposing only the hash as a public

value. This feature is particularly suited for preserving the confidentiality of Orgl’s
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raw data while enabling verifiable computation.

¢ ONNX compatibility and extensibility: the framework can compile analytical
models defined in the ONNX format, supporting a wide range of operations and data

structures without requiring modifications to the underlying cryptographic logic.

The circuit receives as input three tensors and an ONNX model (Figure 4.2). The tensors
are multidimensional arrays representing structured analytical data: the initial tensor
shape defines the dimensional structure of the dataset, ensuring that the data conforms
to the expected analytical format; the initial tensor contains the raw data privately
held by Orgl, on which the requested operation is performed; and the final tensor
represents the resulting output of this computation, the analytical outcome to be shared
with Org2 or Org3. The onnx model, which stands for Open Neural Network Exchange,
is a standardized representation format for computational graphs. In this context, it
serves as the serialized form of the analytical workflow, encoding the composition of
OLAP operations as a single neural network model that can be executed within the zero-

knowledge circuit.

initial tensor shape ——» witness.json (Poseidon hash)
initial tensor —— test.vk
ezkl
final tensor —m——» test.pf
onnx model ——

ZKP circuit

Figure 4.2: ZKP circuit input and output representation

When the computation is executed, the circuit simultaneously performs two fundamental
tasks. It first reproduces the requested analytical operation within the cryptographic
environment by executing the computation defined in the ONNX model. The circuit
verifies that the resulting final tensor is consistent with the operation specified by
the model when applied to the raw-data tensor initial tensor. At the same time,
it generates a Poseidon hash of the private input (initial tensor), which serves as a
cryptographic commitment linking the proof to the specific state of the dataset. This hash
can later be compared with the integrity anchor stored on-chain in the HashStorage.sol

contract, ensuring that the operation was done on the correct and authenticated data.
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In general, the proof generation process produces three artifacts as shown in Figure 4.2:

e witness.json containing the computation trace and the Poseidon hash of the in-

puts, it binds the proof to the specific state of the dataset used in the computation.

e test.vk the verifying key distributed to Org2 and Org3, enabling them to indepen-

dently validate the correctness of the proof.

e test.pf the zero-knowledge proof itself, a compact cryptographic object certifying
that the computation was performed correctly without disclosing the underlying
data.

Together, these artifacts enable verifiable analytics, allowing the receiving organizations
to confirm the validity and integrity of the analytical results while preserving Orgl’s data

confidentiality.

4.1.3. Data Schema and Dimensional Modeling

In this implementation, a synthetic dataset was developed to simulate an information ex-
change scenario between collaborating organizations. Although artificially generated, it
was designed to realistically reflect production and sales information from a clothing man-
ufacturing company, providing a suitable context for demonstrating analytical operations

and verifiable computations within a privacy-preserving environment.

The data are organized according to the star schema illustrated in Figure 4.3. The logical
model is composed of three dimension tables Product, Material, Date and one central
fact table Sale.

1 % Material Name string

Product_id £ integer ———————< Product_id 2 & integer
*
Product Name string Material_id 2 & integer
*
Category String Date_id £ & integer 1_
Emissions (kgCO.e) float 1 Date_id £ P—

Day string
Month string

Year string

Figure 4.3: Logical Model

The key analytical attribute is Emissions (kgCOse), which expresses the greenhouse gas
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emissions (GHGe) associated with each sale. The unit of measure is kilograms of CO,
equivalent (kgCOse), a standard metric adopted for quantifying greenhouse gas impacts
across different materials and processes [10]. This measure allows for the consistent com-

parison of emissions resulting from the use of different materials or production methods.

The complete structure of the dataset is detailed in the following dimension and fact
tables. Date, Material, and Product are the three dimension tables which contain the
reference indexes for the corresponding descriptive values. These dimensions provide the
contextual attributes used to categorize and aggregate analytical results within the Sale
fact table.

Date Table 4.1 spans a temporal range from 1 January 2020 to 31 December 2024, pro-

viding the chronological dimension for time-based aggregations.

Date
Day Month Year Date id
1 1 2020 1
2 1 2020 2
3 1 2020 3
30 12 2024 1826
31 12 2024 1827

Table 4.1: Date dimensional table

Material dimension table defines four types of materials as shown below (Table 4.2).

Material

Material Name Material id

Cotton

1
Leather 2
Polyester 3

4

Denim

Table 4.2: Material dimensional table
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The Product Table 4.3 includes twelve products organized into three categories, each

containing four items.

Product

Product Name Category Product id
Running Shoes Shoes 1
Leather Boots Shoes 2
Slip-On Sneakers Shoes 3
Sandals Shoes 4
Denim Jeans Pants 5)
Cargo Pants Pants 6
Chino Pants Pants 7
Shorts Pants 8
Classic T-Shirt Shirts 9
Formal Shirt Shirts 10
Polo Shirt Shirts 11
Tank Top Shirts 12

Table 4.3: Product dimensional table

Table 4.4 shows an example of the Sale fact table in its key-based form, where each record

references the corresponding entries in the dimension tables through their identifiers.

Sale
Product id Material id Date id Emissions (kgCO-e)
6 4 1619 31.2
12 1 690 49.68
9 1 1362 41.74
12 1 1480 49.34
6 4 766 7.21

Table 4.4: Sale fact table (key-based representation)
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For clarity, a more readable version of the dataset is shown in Table 4.5, where the
foreign keys are replaced with their corresponding descriptive values to provide an intuitive

representation of the integrated data.

Sale converted

Product Name Category Material Year Month Day Emissions
Cargo Pants Pants Denim 2024 6 6 31.2
Tank Top Shirts Cotton 2021 11 20 49.68
Classic T-Shirt Shirts Cotton 2023 9 23 41.74
Tank Top Shirts Cotton 2024 1 19 49.34
Cargo Pants Pants Denim 2022 2 4 7.21

Table 4.5: Sale fact table (value-based representation)

These two tables are provided solely as illustrative examples of how the Sale fact table
could be populated within the implemented schema, showing representative records that

reflect the logical structure and relationships among dimensions.

The conceptual model, which mirrors the logical schema described above, is presented
in Figure 4.4. It highlights the hierarchical relationships defined within each dimension,
which are essential for performing multidimensional analytical operations. In particular,
the Date dimension follows a temporal hierarchy (Year — Month — Day), while the
Product dimension is organized according to a categorical hierarchy (Category — Product
Name). The Material dimension, on the other hand, has no further levels of aggregation
and is treated as a flat attribute. These hierarchies form the basis for OLAP operations,

enabling the generation of aggregated insights that can later be verified through the zero-

_ Year Month Day
Product Name Category '}

o—O— Emissions (kgCO9e) Material

knowledge proof mechanism.

Figure 4.4: Conceptual Model
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An example of a representative OLAP operations applied to the conceptual model is shown

in Figure 4.5, where Org2 (or Org3) seeks to analyze greenhouse gas emissions aggregated

by year while restricting the scope to specific product categories and materials. This

operation can be represented as a roll-up on the Year level of the Date hierarchy, combined

with a dice operation that filters the dataset by Material = Cotton and Category =

_ Year

Pants or Shirts.

Product Name Category
O— i

Pants or Shirts

Emissions (kgCOse)

—0

Material
—e

Cotton

Figure 4.5: OLAP operations applied to the Conceptual Model

The result of this analytical query is shown in Table 4.6, presenting the aggregated total

emissions for cotton-based pants and shirts, obtained by performing a roll-up over the

year.

Product Name Category Material Year FEmissions (kgCOze)
Denim Jeans Pants Cotton 2020 112.79
Denim Jeans Pants Cotton 2024 20.94
Cargo Pants Pants Cotton 2020 37.01
Cargo Pants Pants Cotton 2024 75.30
Tank Top Shirts Cotton 2024 302.96

Table 4.6: Yearly aggregated emissions after OLAP roll-up and dice operations
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4.2. Code Flow

The execution flow of the implemented system reflects the interaction among the three
participating organizations and the integration of blockchain, smart contracts, and zero-
knowledge proof mechanisms. The process begins with Orgl, the data owner, which
is responsible for publishing the reference hash of its dataset to the blockchain and for

executing analytical computations in response to authorized requests from Org2 or Org3.

Initially, Orgl computes the Poseidon hash of its private dataset making use of the
ezkl.poseidon_hash() function. This hash acts as a cryptographic fingerprint of the
data, allowing later verification of any computation derived from it. Once the hash is
computed, Orgl publishes it to the blockchain through the setHash() function of the
HashStorage.sol smart contract. Each stored hash is linked to a timestamp, represent-
ing the state of the dataset at a given point in time and ensuring integrity across data

updates.

In parallel, the DataFactModel.sol smart contract codifies the data-sharing agreement
established between Orgl and the receiving organizations, Org2 and Org3. This contract
specifies which dimensions of the dataset (such as Product Name, Material, Year...) can
be used in analytical queries and what operations are permitted on them. By formalizing
the agreement on-chain, the system ensures that all subsequent operations comply with

the established analytical boundaries.

When Org2 (or Org3) initiates collaboration, it expresses its intent to access aggregated
information. Org2 selects the analytical operations to be executed, combining roll-up,
dice, and slice transformations, and submits the corresponding query parameters to the
blockchain for validation. The DataFactModel.sol contract validates this request, veri-
fying that the proposed operations are admissible according to the predefined agreement.
If the operation passes validation, the computation is executed off-chain by Orgl through

the zero-knowledge proof circuit, ensuring privacy-preserving analytical processing.

The proof generation process within the ZKP circuit follows the standard ezkl pipeline,

composed of the following steps:

1. Configuration generation: the system invokes ezkl.gen_settings() to analyze
the ONNX model and generate a configuration file defining input and output shapes,
numerical precision, and circuit parameters. This step establishes how the analytical
operation is represented within the zero-knowledge framework and provides the

foundational configuration for the subsequent phases of proof generation.
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2. Structured Reference String (SRS) generation: once the configuration is de-
fined, the system executes ezkl.get_srs() to generate the Structured Reference
String (SRS), a set of cryptographic parameters that ensure the security and sound-
ness of the proof system. The size of the SRS determines the circuit’s security
level and directly influences the computational complexity of the subsequent proof-

generation stages.

3. Calibration: the circuit is calibrated using representative input data through
ezkl.calibrate_settings(), which adjusts scaling factors and numerical preci-
sion parameters. This process ensures that the circuit can efficiently handle the
expected data range while maintaining computational accuracy and stability during

proof generation.

4. Circuit compilation: the analytical operation is transformed into an arithmetic
circuit through the function ezkl.compile_circuit(). In this stage, each ana-
lytical transformation, such as an aggregation or filtering step, is converted into a
structured set of algebraic constraints that define how the computation will be ver-
ified in the zero-knowledge environment. The result of this process is an executable
circuit that encapsulates the analytical logic in a cryptographically verifiable form,

enabling the generation of proofs that attest to the correctness of the computation.

5. Setup phase: the system executes ezkl.setup() to generate two essential crypto-
graphic keys: the proving key, used by Orgl to construct the proof, and the verifying
key, distributed to Org2 and Org3 for validation. These keys establish the crypto-

graphic foundation for secure and trustless verification of analytical computations.

6. Witness generation: the system invokes ezkl.gen_witness() to compute the
witness, which records all intermediate computation values derived from the pro-
vided inputs. In this implementation, the generated witness file also embeds the
Poseidon hash of the private data, thereby linking the proof to the corresponding
dataset state and ensuring the verifiable binding between input data and computa-

tion.

7. Proof creation : using the proving key and witness, the system executes ezkl . prove ()
to generate the zero-knowledge proof. This proof certifies that the analytical com-
putation was performed correctly on the authentic dataset while preserving the

confidentiality of the underlying data.

8. Verification artifacts and blockchain anchoring: the proof generation yields

three primary outputs:
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e witness.json containing the computation trace and Poseidon hash of the

input data;
e test.vk the verifying key distributed to Org2 and Org3;
e test.pf the zero-knowledge proof itself.

Once the proof is generated, Orgl shares both the analytical result and the verifying
key with Org2. Org2 can then independently perform two verification steps off-chain.
First, it executes the function ezkl.verify (), which validates the integrity and correct-
ness of the zero-knowledge proof itself. Second, Org2 separately compares the Poseidon
hash contained in the proof’s witness with the reference hash previously published on the
blockchain. If both checks succeed, Org2 gains full assurance that the analytical com-
putation was performed correctly on the authentic dataset, without requiring access to

Orgl’s private data.

4.2.1. Data Updates

One of the primary challenges in ensuring verifiability over evolving datasets lies in main-
taining consistency between analytical proofs and the corresponding data versions. In
conventional designs, each dataset update would require storing multiple full versions of
the database to reproduce historical hashes. To address this inefficiency, the proposed
system introduces a timestamp-based approach that enables version retrieval without

redundant storage.

In fact, in the actual implementation, Sale table contains also the TS column (Figure
4.7), marking the timestamp associated with each record insertion. Since the system
only performs append operations, all previous data remain intact, and the dataset can be
reconstructed for any historical state by filtering on this timestamp. When a new batch
of data is appended, Orgl recomputes the Poseidon hash using only the subset of records
corresponding to the desired version (e.g., all rows where TS < t). The resulting hash is

then published to the blockchain using the setHash() function, linked to its timestamp.
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Sale
Product id Material id Date id Emissions (kgCOze) TS
6 4 1619 31.2 1735689600000
12 1 690 49.68 1735689600000
9 1 1362 41.74 1735689600000
12 1 1480 49.34 1735689600000
6 4 766 7.21 1735689600000

Table 4.7: Sale fact table with timestamp

This design allows Org2 or Org3 to execute queries referring to any specific version of
the dataset. For instance, Org3 may perform a computation using the dataset state cor-
responding to a previous timestamp, obtaining the same verifiable hash as when that
version was first recorded. This approach maintains both integrity and temporal consis-

tency without requiring the storage of multiple physical database copies.

While the timestamp-based method is implemented in this project, further scalability can
be achieved through the adoption of a Merkle Tree-based hashing scheme. This design,
not currently implemented due to ezkl’s lack of native support for incremental hashing,

would enable efficient recomputation of dataset hashes when new data are appended.

In this model, each block or subset of records would be hashed individually, and the
resulting hashes would form the leaves of a Merkle Tree. When new data are inserted,
only the hashes along the affected branch would need to be recomputed, while the rest
of the structure remains unchanged. This would allow logarithmic-time updates and

incremental verification of dataset integrity across multiple versions.

Although the current implementation uses a monolithic Poseidon hash, the Merkle-based
extension represents a promising direction for future work, where an alternative ZKP
circuit could be designed to integrate this hierarchical hashing mechanism directly, further

enhancing time efficiency and scalability.
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5 ‘ Conclusions

This thesis has presented the design and implementation of a privacy-preserving and ver-
ifiable data exchange architecture that integrates Zero-Knowledge Proofs (ZKPs) with
blockchain technology to support trustworthy Collaborative Business Intelligence (CBI).
The proposed system enables organizations to share analytical results, such as key perfor-
mance indicators (KPIs), without revealing their underlying data, thus maintaining both

privacy and verifiability in multi-organizational environments.

The work builds upon an existing conceptual framework and translates it into a function-
ing implementation based on the Ethereum blockchain and the ezkl library. Two Solidity
smart contract govern data-sharing agreements and dataset integrity, ensuring that an-
alytical operations respect predefined access conditions and that all verifiable events are
immutably recorded. The zero-knowledge circuit, implemented using ezkl, serves as the
cryptographic engine of the system, generating proofs that certify the correctness of com-

putations on private data whose integrity is verifiable through blockchain-stored hashes.

A key achievement of this implementation lies in demonstrating that verifiable compu-
tations can be performed efficiently without maintaining multiple database versions. By
associating each dataset state with a timestamp, the system allows organizations to verify
analytical outcomes against the correct dataset version while reducing redundancy and
computational overhead. This design illustrates that privacy preservation and analytical
transparency are not mutually exclusive, but can coexist within a carefully engineered

architecture.

Overall, the developed framework validates the feasibility of combining ZKPs and blockchain
for collaborative analytics. It establishes a foundation for secure and auditable data collab-
oration, where independent organizations can interact and exchange trustworthy insights

while retaining full control over their proprietary data.

Future developments may extend the current framework in several directions. A first
enhancement concerns the implementation of incremental hashing through a Merkle Tree
structure. This design would make it possible to update integrity proofs more efficiently,

as only the hashes along the affected branches would need to be recomputed when data
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change, while the rest of the tree remains valid. Although this mechanism has been
conceptually described in the thesis, its integration within the current architecture remains

an open area for future research.

Another important extension involves supporting database operations beyond simple ap-
pend actions. The current model assumes an append-only workflow, consistent with
analytical and warehousing systems where data records are continuously added but rarely
modified or deleted. However, in scenarios requiring update or delete operations, the in-
tegrity mechanism would need to be adapted to account for these changes, ensuring that
the proofs remain valid and that historical data states can still be verified. While such
operations are relatively uncommon in analytical databases, incorporating them would

enhance the system’s flexibility and resilience in broader use cases.

In summary, future work should focus on extending the framework toward incremental
and fully dynamic data verification mechanisms. These improvements would make the
architecture even more efficient and adaptable, strengthening its applicability for secure,

verifiable, and scalable data collaboration across organizations.
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