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abstract
The digital twin concept has emerged as a paradigm to enable
diagnostic and predictive capabilities that are not achievable
with computational models alone. A digital twin is a personal-
ized virtual representation of a physical asset that evolves over
time. It relies on a set of computational models that are dynam-
ically updated to persistently mirror the physical counterpart
throughout its life cycle. Additionally, it features predictive
capabilities that inform decisions tailored to realize value in the
physical setting of interest. A bi-directional interaction between
the physical and virtual domains, comprising either automated
or human-in-the-loop feedback flows, is a critical enabler for dig-
ital twins. Enhanced computational efficiency is also required
to handle the continuous assimilation of noisy and big data, as
well as to quantify and propagate relevant uncertainties.

This Thesis aims to advance digital twin technologies for
monitoring the structural integrity of engineering systems by
hybridizing physics-based modeling with artificial intelligence.
Enabling a digital twin perspective for critical structural systems,
whether for safety or operational reasons, can unlock the po-
tential of condition-based and predictive maintenance practices,
yielding numerous benefits throughout their life cycle.

We begin by laying down a theoretical groundwork and
integrating cutting-edge insights from data science and engi-
neering. This encompasses: (8) model-based and data-driven
approaches to parameter identification; (88) full and reduced-
order computational models in structural dynamics to formulate
damage identification strategies within the simulation-based
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paradigm of structural health monitoring; and (888) machine
learning techniques to extract information from sensor data, fore-
cast future system responses, and determine optimal courses
of action. Subsequently, we propose four contributions that
combine simulation-based supervision, essential for addressing
the lack of experimental data related to damage onset and propa-
gation, with learnable mappings aimed at assimilating vibration
recordings, enhancing damage identification capabilities, and
improving computational efficiency. Firstly, we introduce a
data-driven diagnostic framework that leverages deep metric
learning to map raw sensor recordings onto a damage-sensitive
low-dimensional space. We investigate its ability to locate dam-
age by exploring different training options within a Siamese
architecture, demonstrating remarkable accuracy and robustness
against variations in the extent and severity of damage. Secondly,
we tackle the computational efficiency of surrogate models for
structural health monitoring. We employ both full and reduced-
order physics-based models to sequentially train surrogate com-
ponents with increasing levels of approximation. The resulting
multi-fidelity surrogates serve both model-updating purposes
and the generation of large datasets, demonstrating superior
accuracy compared to single-fidelity approximations without
increasing computational costs. As a third contribution, we
present a hybrid data/model approach for real-time damage
identification, enhancing Bayesian model updating through
learnable mappings. Damage-sensitive features are extracted
from sensor recordings via deep metric learning, and then ex-
ploited within a Markov chain Monte Carlo sampler to assess
damage with quantified uncertainty. The achieved estimation
accuracy and computational efficiency overcome limitations
linked to the slow convergence of sampling algorithms and the
curse of dimensionality affecting the inference of low-sensitivity
damage parameters. Finally, we propose a digital twin frame-
work relying on a probabilistic graphical model to encode the
asset-twin interaction via observational data and control inputs.
The decision-making capabilities of health-aware digital twins
are assessed through demonstrations of data-driven health mon-
itoring, prediction, and planning. While experimental data are
not used, all methodologies are assessed across various case
studies using noisy synthetic measurements.
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* Extreme loading conditions are
increasingly triggered by environ-
mental risks and natural hazards
associated with climate change,
including anomalous heat waves,
droughts, �oods, forest �res and
destructive windstorms.

1INTRODUCTION

1.1 why predictive digital twins of structures?

The optimal management of deteriorating structural systems
is an increasing challenge in modern engineering. While the
demand for functionality, robustness, resilience, durability, and
safety of engineering systems continues to grow, their failure
or non-optimized maintenance planning may entail high safety,
economic, and social costs. Virtual capabilities that can simu-
late these systems with adequate levels of �delity, speed, and
granularity hold the promise to decrease these costs. The under-
lying interest in understanding and predicting the behavior of
engineering systems has thus motivated the rise of computational
modelsfor numerically solving problems in engineering.

Numerical simulations provide a �rm framework to tackle
several tasks, including discovery, optimization, parameter es-
timation, and decision support. In structural mechanics, nu-
merical methods are employed to approximate the behavior of
structures, characterized by geometrical, material, and boundary
properties too complex for regular analytical solutions. This
capability has lead to innovative approaches in structural design
by simulating new con�gurations to meet regulatory safety
requirements for structural components and systems under
varying operational conditions, as well as to assess fatigue and
damage tolerances, among others.

Computational models alone can only provide insights de-
pending on the model accurately re�ecting the underlying
system. Uncertainties arising from modeling choices, such as
material properties, and environmental and operational vari-
abilities, are among the many factors that can hamper the model
capability to faithfully describe a real-world system. For the
same reason, and due to their intrinsic evolving nature resulting
from aging, material deterioration, fatigue, inappropriate usage,
varying operational life, and exposure to loads not accounted
for at design stage* , it is also unlikely that the behavior of two
real-world systems will overlap, even if intended to do so.

Computational models that ignore the uncertain description
and the varying nature of engineering systems, both evolving
throughout the system life cycle, crucially limit the level of
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„ There is currently no consensus
within the engineering commu-
nity about what de�nes a digi-
tal twin. The proposed de�ni-
tion attempts to unify some of the
most widely adopted interpreta-
tions, stressing what distinguishes
a digital twin from a digital model
of an asset.

1. Digital Twin: De�nition &
Value � An AIAA and AIA
Position Paper, AIAA Digital
Engineering Integration Committee
and others. 2020

2. Tuegelet al., Reengineering
Aircraft Structural Life Prediction
Using a Digital Twin. 2011

3. Tuegel,The Airframe Digital
Twin: Some Challenges to Realiza-
tion. 2012

4. Niederer et al., Scaling digital
twins from the artisanal to the
industrial. 2021

5. Moya et al., Physically sound,
self-learning digital twins for
sloshing �uids. 2020

6. Thelenet al., A comprehensive
review of digital twin � part 1:
modeling and twinning enabling
technologies. 2022

7. Grieveset al., Digital twin:
Mitigating unpredictable, undesir-
able emergent behavior in complex
systems. 2017

8. Chinestaet al., Virtual, Dig-
ital and Hybrid Twins: A New
Paradigm in Data-Based Engineer-
ing and Engineered Data. 2020

9. Rasheedet al., Digital twin:
Values, challenges and enablers
from a modeling perspective. 2020

10. National Academies of
Sciences, Engineering, and
Medicine, Foundational Research
Gaps and Future Directions for
Digital Twins. 2023

…The end-to-end connection char-
acterizing a digital twin involves
a from-physical-to-digital infor-
mation �ow, through data as-
similation and inference, and a
from-physical-to-digital informa-
tion �ow, in the form of informed
control actions.

personalization and, thus, the accuracy of the model and any
insights gained through its use. To this end, the digital twin
(DT) concept has emerged in the last decade as a paradigm to
enable diagnostic and predictive capabilities not achievable with
computational models alone. The following de�nition of DT is
adopted throughout this Thesis „ [1,2,3,4,5,6,7,8,9,10]:

�A digital twin is a personalized virtual representation of
a unique physical asset that evolves over time. It relies
on a set of computational models that are dynamically
updated to persistently mirror the physical counterpart
throughout its life cycle. Additionally, it has predictive
capabilities that inform actions tailored to realize value.�

By combining computational models with data-driven learn-
ing, the DT paradigm aims to overcome the aforementioned
limitations in monitoring, analyzing, and optimizing complex
systems. In particular, several crucial aspects characterizing a
successful DT can be highlighted:

ˆ The DT paradigm aims for an adaptive and comprehensive
virtualization of a unique physical asset throughout its
life cycle. Emphasizing the concepts of personalization
and adaptivity is crucial here. The conceptualization of
a DT should start with an initial calibration to the as-
manufactured asset. The DT should then extend beyond
calibration into the service life of the asset once it enters
operation. As the structural state begins to evolve over
time, e.g., due to damage, gradual degradation, or main-
tenance events, the unique characteristics of a physical
asset vary at speci�c points in its life cycle. Capturing this
variability among assets and across the asset life cycle is the
goal, achieved by creating, calibrating, and dynamically
evolving a DT for each unique asset.

ˆ The computational models and parameters included in
a DT are continually updated through the assimilation
of real-world data, or sensor recordings. Models play a
crucial role in ensuring accurate representation of the asset
and serve as a platform for analysis, simulation, and opti-
mization. These models take the form of either data-driven
models, or physics-based simulators, or a combination of
the two. As such, both computational models and data
are critical enablers for successful DTs. This perspective
requires a synergistic coupling between the physical asset
and its virtualization, resulting in an asset-twin coupled
dynamical system. This connection is illustrated in Fig. 1.1,
where the fully-automated bi-directional information �ow
characterizing a DT…is juxtaposed with the digital model
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Figure 1.1: Digital model,
digital shadow, and digital
twin: manual and automatic
information �ows.

ŸMany consider the Apollo pro-
gram a pioneer in implementing
the digital twin concept, through
the use of on-ground simulators
to replicate the systems deployed
in space. During the Apollo 13
mission, which experienced an in-
�ight explosion causing critical
damage to the spacecraft engine,
NASA mission controllers used
data from the damaged spacecraft
to update the simulators, enabling
them to make informed decisions
that ultimately ensured the safe
return of the astronauts.

and the digital shadowcases. While the digital model lacks
any interaction with the physical asset, the digital shadow
enjoys data assimilation capabilities, allowing it to stay
synchronized with its physical counterpart by means of
data-collecting devices. However, both the digital model
and the digital shadow lack an automated interaction
mechanism targeting the physical asset, thus preventing
the realization of added value. This latter aspect, enabled
by an automatic controller or with human in the loop, is
what propels the DT concept toward autonomy instead of
simple automation.

ˆ While many decisions are made throughout the life cycle
of a physical asset, they traditionally rely on experiential
insights into the variables in�uencing the performance
level. However, up-to-date and comprehensive models
are suitable to be exploited within dynamic decision-making
frameworks. Observational data can be employed for de-
scriptive, diagnostic, and predictive analytics to automate
informed decision-making tailored to the speci�c asset
at every life cycle phase. To this aim, the monitoring of
structural health and the prediction of future conditions of
the asset can enable decisions regarding its maintenance,
repair, inspection, and management.

ˆ Enhanced computational e�ciency is essential to handle
the continuous assimilation of noisy and big data, as
well as to accommodate uncertainty quanti�cation and
propagation. The uncertainty in the estimated state or in
the external variables a�ecting the physical asset has to
be propagated into both present and future performance
predictions and decision-making processes.

Originating from the aeronautical and aerospace engineering
community Ÿ, the DT concept has emerged in various scienti�c
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11. Li et al., Dynamic Bayesian
Network for Aircraft Wing Health
Monitoring Digital Twin . 2017

12. Yeet al., Digital twin for the
structural health management of
reusable spacecraft: a case study.
2020

13. Podskarbi et al., Digital
Twin for Operations - Present
Applications and Future Digital
Thread. 2020

14. Phuaet al., A digital twin
hierarchy for metal additive manu-
facturing. 2022

15. Jans-Singhet al., Digital twin
of an urban-integrated hydroponic
farm. 2020

16. Tzachoret al., Potential and
limitations of digital twins to
achieve the Sustainable Develop-
ment Goals. 2022

17. Arcieri et al., Bridging
POMDPs and Bayesian deci-
sion making for robust maintenance
planning under model uncertainty:
An application to railway systems.
2023

18. McClellan et al., A Physics-
Based Digital Twin for Model
Predictive Control of Autonomous
Unmanned Aerial Vehicle Landing.
2022

19. Kapteyn et al., A probabilistic
graphical model foundation for
enabling predictive digital twins at
scale. 2021

20. Sissonet al., Digital Twin
Approach for Component Health-
Informed Rotorcraft Flight Parame-
ter Optimization. 2022

21. Corral-Acero et al., The `Dig-
ital Twin' to enable the vision of
precision cardiology. 2020

22. Chaudhuri et al., Predictive
digital twin for optimizing patient-
speci�c radiotherapy regimens
under uncertainty in high-grade
gliomas. 2023

23. Bruynseelset al., Digital
Twins in Health Care: Ethical
Implications of an Emerging Engi-
neering Paradigm. 2018

24. Baueret al., A digital twin of
Earth for the green transition. 2021

25. Moya et al., Digital twins that
learn and correct themselves. 2022

areas for operational monitoring, control, and decision support.
DT applications span structural health monitoring (SHM) and
predictive maintenance [11,12,13], additive manufacturing [14],
smart cities [15], urban sustainability [16], railway systems
management [17], and unmanned aerial vehicles [18,19,20].
Beyond engineering, the DT paradigm is also being deployed in
healthcare for advancing medical diagnosis and personalized
treatment [21,22,23], climate science [24], and augmented reality
[25], among others. These instances showcase the potential of
DTs to serve as the foundation for intelligent automation in the
future, facilitating asset-speci�c analysis and decision-making.

The above discussion emphasizes that while DTs inherently
demand application-speci�c requirements, there are fundamen-
tal principles common to the DT concept itself. Another notewor-
thy aspect is the multidisciplinary nature characterizing the DT
perspective, encompassing processes such as data assimilation,
parameter estimation, and inference, all targeted at DT updating.
This journey continues with the use of computational models
to gain insights into both present and future asset performance,
concluding with the optimization of state-dependent control
policies to steer the state of the asset in a way that maximizes
the expected future performance.

Within an SHM framework, adopting a twinning perspective
can be achieved through the assimilation of sensor data using
data-driven structural health diagnostics ( from-physical-to-digital
information �ow), possibly accommodating the quanti�cation
and propagation of aleatory and epistemic uncertainties. The up-
to-date digital replica of the structural system should then enable
the prediction of its evolution and inform optimal planning for
maintenance and management actions (from-digital-to-physical
information �ow). Enabling a DT perspective for a critical
structural system, whether for safety or operative reasons, can
yield numerous bene�ts throughout its entire life cycle and
is crucial to allow for condition-basedor predictivemaintenance
practices, in place of customarily employed time-basedones.

This Thesis aims to advance DT technologies within the
framework of SHM and predictive maintenance by leveraging
on the extreme modeling capabilities enabled by deep learning
(DL) models. In the following Sections, we further elaborate on
the framework through which this Thesis aims at providing a
fresh contribution. We delve into the need for SHM in Sec.1.2,
and the need for physics-based reduced-order and data-driven
surrogate modeling in Sec.1.3. Throughout this introductory
Chapter, we identify the challenges and opportunities, from
which we �nally formulate the objectives of this Thesis in Sec.1.4.
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26. Biondini et al., Life-Cycle
Performance of Deteriorating Struc-
tural Systems under Uncertainty:
Review. 2016

27. Civil Engineers, Adaptive
Design and Risk Management.
2018

28. Mariniello et al., Escalating
impacts of climate extremes on
critical infrastructures in Europe.
2018

29. Thoft-Christensen,Life-cycle
cost-bene�t (LCCB) analysis of
bridges from a user and social point
of view. 2009

30. Joneset al., A preventable
crisis: The economic and human
costs of a Hudson River rail tunnel
shutdown. 2019

31. Gkoumaset al., Research and
innovation in bridge maintenance,
inspection and monitoring. 2019

32. ASCE,A comprehensive assess-
ment of America's infrastructure.
2021
* Scheduled in situ inspections in-
volve visual checks, possibly en-
hanced by non-destructive evalua-
tion techniques, to assess the local
properties of a material, compo-
nent, or system without causing
damage. However, in situ inspec-
tions alone can not fully address
the need for safe structures and
infrastructures. This not only due
to the potential limitations in re-
liability and accuracy resulting
from their localized nature and
available expertise, but also be-
cause the assessed structural per-
formance pertains to the speci�c
moment of the inspection.

33. Glaseret al., Sense of Sensing:
From Data to Informed Decisions
for the Built Environment. 2008

34. Achenbach,Structural health
monitoring � What is the prescrip-
tion? 2009

1.2 the need for structural health monitoring

Challenges in the life cycle of structural systems include aging,
deterioration processes due to chemical attacks and physical
damage mechanisms, inappropriate usage, unexpected loading
conditions, and natural hazards, among others. Coupled with
the possibility of poor or limited maintenance, the detrimental
e�ects of these phenomena can lead over time to unsatisfactory
structural performance even under service loadings [26]. Exacer-
bated by the impacts of climate change [27], experts estimate that
annual damages to critical infrastructures in energy, transport,
industrial, and social sectors in Europe could increase from the
current 3•4 to 34 billion e by 2100 [28]. The costs associated
with structural failures are not solely related to users safety and
rehabilitation. Failures of bridges and buildings also have a
signi�cant impact on public opinion, raising concerns for policy-
makers and regulators. Tra�c delays and lost productivity due
to service interruption of infrastructures hamper the economic
growth and cost users billions of dollars annually [29]. For in-
stance, a potential shutdown of the Hudson River rail tunnel in
New York City was estimated to cost the United States economy
about $16 billion in 2019 [30], with more than half attributed to
the time lost by users during longer daily commutes.

In 2001, The European Union project �Bridge Management
in Europe� identi�ed that highway bridges in France, Germany
and the United Kingdom present de�ciencies at a rate of 39%,
30% and 37%, respectively [31]. In 2021, the United States
had over 600,000 bridges. Among these,42% were at least
50 years old, and more than 46,000 of them were deemed
structurally de�cient, meaning they were in a �poor� condition
according to [32] � bridges that require signi�cant maintenance,
rehabilitation, or replacement. Unfortunately, these structurally
de�cient bridges are crossed about 180 million times every day.
This situation underscores the need for a systematic bridge
preservation program, prioritizing existing deterioration and
emphasizing preventive maintenance. The reason is twofold.
First, the positive trend in repair investments indicates a shift
in emphasis from building new bridges to maintaining existing
ones. Second, there is a need of preserving bridges in fair
condition, as addressing issues at this stage incurs only a fraction
of the cost required for structurally de�cient bridges.

In this context, adopting a DT perspective is crucial to enable
the transition from customarily employed time-based mainte-
nance practices relying on scheduled in situ inspections * to
condition-basedand predictivemaintenance paradigms [33,34].
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35. Kamariotis et al., Value of
information from vibration-based
structural health monitoring ex-
tracted via Bayesian model updat-
ing. 2022

36. Andriotis et al., Value of
structural health information in
partially observable stochastic
environments. 2021

37. Malings et al., Value-of-
information in spatio-temporal
systems: Sensor placement and
scheduling. 2018

Condition-basedphilosophies involve monitoring the system re-
sponse using data-collecting devices, enabling corrective actions
to be taken when damage evolves to a critical level. On the other
hand, predictivemonitoring or maintenance practices involve
using current estimations of structural health to predict when
the damage will reach a critical level.

This paradigm shift holds the potential to enable personal-
ized monitoring, management and maintenance programs, re-
sulting in a more informed assessment of structural safety, better
allocation of available resources, and increased system availabil-
ity. These advantages in the life cycle are often challenging to
quantify. However, the utility of SHM can be quanti�ed using
the concept of value of information [35,36,37], which provides a
rational metric to assess the bene�ts associated with gathering
information from an SHM system. The associated utility stems
from reducing the uncertainty related to the knowledge about
the structural state, supporting informed decision-making.

Embracing the development of relatively inexpensive hard-
ware components, as well as the Internet of Things, this transition
is driven by the synergistic use of pervasive sensor systems and
systematic diagnostic and prognostic activities. In this context,
SHM has become a standard and widespread framework for
damage identi�cation and structural health tracking. Vibration-
based SHM techniques in particular, which rely on vibration
response data acquired through deployed sensing systems, are
well suited for implementing continuous and global monitoring
in place of less practical in situ inspections.

Before delving into an analysis of available vibration-based
SHM approaches to damage assessment, a fundamental question
arises: What is damage?Damage arises from the evolution of
defects that are naturally present at material level, such as
voids, inclusions, dislocations, and micro-cracks, depending on
the case. Under appropriate loading scenarios, this material-
level damage can propagate, initially a�ecting the individual
components and eventually the entire system. Failure occurs
when the damage progresses to a point where the system can
no longer perform its intended function. This process can occur
on di�erent time scales depending on the cases. Damage can
accumulate incrementally over long periods, for instance in
the case of fatigue or corrosion, or progress very rapidly, as in
the case of unstable propagation of a critical fracture or due to
discrete events such as earthquakes and �oods. Our interest is
restricted to damage patternscharacterized by a small evolution
rate, whose prompt identi�cation can enable a more informed
assessment of structural safety.

6 1 Introduction



Figure 1.2: Vibration-based
structural health monitor-
ing: simpli�ed scheme and
hierarchical assessment of
damage.

38. Farraret al., Structural Health
Monitoring: A Machine Learning
Perspective. 2013

39. Rytter, Vibrational Based
Inspection of Civil Engineering
Structures. 1993

De�ning damage as a material internal variable at the mi-
crostructural level is impractical when it comes to identifying
damage in large-scale mechanical systems. In most practical
scenarios, damage manifests itself as a change in sti�ness, mass,
energy dissipation characteristics, or boundary conditions of
the system, leading to alterations in the structure's dynamic
response. Throughout this Thesis, we adopt the de�nition of
damage provided by Farrar and Worden [38] in the context of
damage identi�cation:

�Damage is de�ned as intentional or unintentional changes
to the material and/or geometric properties, including
changes to the boundary conditions and system con-
nectivity, which adversely a�ect the current or future
performance of the system.�

A simpli�ed scheme of the SHM process is illustrated in
Fig. 1.2. The structure is continuously monitored by assimi-
lating multivariate time series describing vibration recordings,
e.g., in terms of displacements or accelerations. According to
Rytter [39], the objective of damage identi�cation can be hi-
erarchical, encompassing four levels of increasing detail and
assessment complexity: damagedetection, localization, quanti�-
cation, and prognosis(assessment of theremaining useful life).
Among vibration-based techniques, two main approaches are
distinguished: model-basedand data-driven[38]. Given the chal-
lenge of obtaining knowledge on the structural response of
civil structure in presence of varying damage conditions, both
approaches typically rely on physics-based simulations, either
in the form of models or data.

1.2.1 simulation-based paradigm

The conceptual underpinning of the simulation-based paradigm
can be grasped by examining the resolution of inverse problems.
In this context, the aim is to estimate the causal factors behind
a set of incoming observations by comparing them with avail-
able knowledge. Consider, for instance, visual inspections and
non-destructive evaluations, where observational data are used
to formulate a diagnosis of ongoing damage mechanisms. At
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2018
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this level, a limited number of damage mechanisms is typically
recognizable. The diagnosis relies on comparing observational
data with the expected patterns in known cases of damage
and understanding their impact on the local properties that
in�uence the mechanical behavior of the system. Applying this
intuition to vibration-based SHM, it is evident how impracti-
cal and ine�ective it would be to have an expert continuously
monitoring the data in�ow. Automating the processes of extract-
ing damage-sensitive informationfrom raw data and using this
information for the purpose of damage assessment is therefore
crucial. However, a signi�cant challenge arises due to the lim-
ited or absent experimental knowledge regarding the e�ects of
damage on structural responses. Indeed, it is almost impossible
to conduct systematic destructive experiments on civil structures
to accumulate knowledge involving various damage states.

Physics-based simulations usually rely on discretized partial
di�erential equations modeling the structural behavior. These
models are typically solved using computational approaches like
the �nite element (FE) method. The reliability and predictive ca-
pability of these methods have been established through decades
of research [40,41]. The simulation-based paradigm of SHM [42]
provides a knowledge platform where the e�ect of damage on
the structural response can be systematically reproduced using
physics-based models. This simulation-based knowledge can
take the form of either the model itself, or a database that collects
data pertaining to speci�c damage conditions along with the
parameters underlying their generation.

Referring to civil structures, our focus is on damage patterns
characterized by a small evolution rate. In this context, a local
reduction of the e�ective sti�nessstands as the simplest damage
description, resulting from a time scale separation between dam-
age evolution and damage assessment. Modeling the changes in
the structural dynamic response due to damage by reducing the
sti�ness properties is a standard procedure in the literature of
civil SHM. Indeed, the duration of each observation window is
typically small compared to the time necessary for the advance-
ment of the damage process* , allowing the structural behavior
to be treated as linear within the observation interval [43].

This approach does not limit the types of damage patterns
that can be represented. Examples include the failure of bolted
connections and corrosion in steel structures [44,45], cracking
and delamination in composite structures [46], cracking in rein-
forced concrete structures [45,47], and the formation of plastic
hinges and cutting of tendons in post-tensioned reinforced
concrete structures [48]. Other instances involve cracking and
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crushing-induced losses of sti�ness in masonry brick structures
[49], cuts in steel beams [50], and the erosion of piles and abrasion
of deck surfaces [51]. Similarly, changes in boundary conditions,
such as modi�ed abutments interactions and pier settlements,
can be described by reducing the sti�ness of boundary spring el-
ements [51]. Characterizing the speci�c type of damage that has
emerged can be addressed subsequent to the early identi�cation
through a detailed in situ inspection.

While the loss of e�ective sti�ness enables representing
various damage patterns, there are manifestations of damage
that can not be described in this way. Loss of strength, fatigue,
diminished ductility, and softening are all damage scenarios that
can not be adequately captured through linear structural models
[52,53]. For instance, the bond slip of reinforcing bars requires a
meticulous modeling approach due to its impact on the ultimate
strength of the system, despite a limited change in sti�ness.
Similarly, representing damage as a local sti�ness reduction may
underestimate the impact of rusting on the strength reduction in
reinforced concrete members. Furthermore, the accumulation
of plastic strains in steel and reinforced concrete requires the use
of plastic constitutive models [54]. For example, the nonlinear
analysis of corroded reinforced concrete structures can refer to
lumped or distributed plasticity beam FE models [55].

1.2.2 model-based and data-driven approaches

Among vibration-based SHM techniques, two main approaches
can be highlighted: the model-based approachand the data-driven
approach[38]. In both cases, the inverse problem associated with
the SHM task is addressed by comparing incoming observa-
tional data with the existing knowledge for known structural
conditions. The di�erence between the two approaches lies in
the way existing knowledge is encoded and exploited. Model-
based approaches rely on forward models, while data-driven
approaches utilize such knowledge in the form of data.

Model-based approachesassess damage by exploitingphysics-
based forward models. In this case, the SHM task is addressed
by calibrating the forward model, often based on FE, through
�ltering [56,57,58,59], sampling [60,61,62,63,64], or optimization
[65,66,67,68] techniques. Besides allowing for interpretable
results, model-based approaches enable a mechanical intuition of
the structural degradation process and forecasting of the system
evolution (prognosis). The use of physics-based forward models
also makes model-based approaches particularly valuable when
the goal of damage assessment extends beyond simple damage
detection to damage localization and quanti�cation.
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The calibration is carried out by minimizing an error metric
between measured and simulated responses. In this respect,
operational modal analysisis often employed to extract structural
modal properties including resonant frequencies, mode shapes,
and damping ratios, from periodically acquired ambient vi-
bration data. These properties are then used in place of large
amounts of raw noisy data that can potentially compromise
the e�ectiveness of model-based approaches. Moreover, there
is no need to know or measure operational conditions, which
are often unknown, as in the case of ambient vibrations due to
low-energy seismicity of natural or anthropic sources.

However, the associated inverse problem is not only ill-
posed* [69], but also encompasses a full range of uncertainties
related to, e.g., measurement noise, modeling assumptions,
and environmental or operational variabilities. Therefore, a
probabilistic framework enabled by Bayesian model updating, in
the form of either �ltering or sampling algorithms, appears
to be one of the most natural ways to address the foreseen
parameter estimation problem. Bayesian strategies update the
prior beliefabout SHM parameters to the corresponding posterior
probability density function (PDF), quantifying the relevant
uncertainty informed by the stream of gathered observations.
Nevertheless, the resulting inverse problem may be a�ected by
biased estimations or even divergent solutions, and potentially
become infeasible for stream applications.

Data-driven approachesrely on a pattern recognition paradigm
[70] in which damage is assessed by comparing data previously
obtained for known structural conditions with new incoming
measurements. A pattern recognition paradigm for SHM was
proposed in [71] and involves the following steps: ( 8) opera-
tional evaluation; ( 88) data acquisition; (888) featureselection and
extraction; (8E) statistical modeling to unveil the relationship
between the selected features and the sought damage patterns.

A feature is a synthetic representation of the data, ideally
capable of encoding meaningful information for damage identi�-
cation. Damage-sensitive features should be minimally a�ected
by operational and environmental variabilities, making them
suitable for damage identi�cation purposes. Feature selection
consists of determining which parts of the data are most sensitive
to damage � a task that is complicated by the fact that data may
be acquired from di�erent sources with di�erent sampling fre-
quencies. This critical step is typically based on problem-speci�c
knowledge subject to the available expertise. Often, features are
related to the structural dynamic response. For instance, modal
quantities obtained through operational modal analysis are a
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„ In this context, �learning� may
refer to various strategies for estab-
lishing a statistical model based
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the general case is formally ad-
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that minimizes the empirical risk
associated with the training data.
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the weights ruling the employed
statistical model by solving an op-
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typical example of such features [72]. However, in several cases,
features might not have a clear physical meaning, such as when
they are extracted through crude statistical methods [73]. More
generally, features extracted through data-based models may
lack clear interpretability. For example, in the case of parameters
and residuals of autoregressive models, as seen in [74,75].

The key di�erence between model-based and data-driven
methods is the way in which features are exploited. Besides
exploiting a physics-based model for feature selection, model-
based approaches use data features to assess damage via model
updating. On the other hand, data-driven approaches exploit
the features to set up a statistical modeldescribing a mapping
between input features and output damage states, termed labels.

The adoption of the data-driven paradigm involves o�ine
and online phases. During the o�ine phase, existing knowledge
in the form of data, typically referring to undamaged or pos-
sibly damaged states of the structure, is exploited to learn„ a
function that describes the relationship between data features
and damage states through a training process. During the online
phase, the learned model is applied to incoming data to provide
informed predictionsof the structural health. Running incom-
ing data through this model can thus be viewed as comparing
their content with that of the training data. This o�ine-online
decomposition typically allows faster predictions than those
provided through model-based approaches. Other advantages
of data-driven approaches over model-based ones include their
capability to handle large amounts of raw noisy data and their
�exibility, given the lack of any physics-based constraints. In
this respect, data-driven approaches automatically learn relation
between features and damage conditions during training.

The choice of the speci�c data-driven algorithm is in�uenced
not only by the type of selected features but also by the speci�c
task of damage identi�cation to be addressed. The learning
problem underlying damage identi�cation can be categorized as
either supervisedor unsupervised. Supervised methodsexploit train-
ing data corresponding to the baseline undamaged condition,
as well as data pertaining to known damage scenarios that may
a�ect the structure. In contrast, unsupervised methodsrely solely
on unlabeled training data, referring to the baseline condition.

When applied in unsupervised learning mode, statistical
models are typically employed to address questions regarding
the presence, and sometimes the location, of damage. Unsu-
pervised methods are the primary choice for addressing the
damage detection task by framing it as a novelty or anomaly
detection problem. Popular techniques include control charts
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[76], k-nearest neighbor [77], statistics distance tests [78,79,80],
outlier ensembles [81], isolation forests [82], kernel-based al-
gorithms [83], as well as one-class support vector machines
[84] and clustering algorithms [85], among others. Only train-
ing data from the undamaged condition of the structure are
used to establish the diagnostic. This involves learning intrin-
sic relationships within the data to construct a model for the
undamaged condition. During the monitoring stage, newly
acquired data are compared for consistency with the model. If
there are any signi�cant deviations associated with the incoming
data, the algorithm indicates novelty, using distance thresholds,
decision boundaries, or densities, depending on the adopted
algorithm …. Similarly, unsupervised damage localization is typi-
cally conducted through an extended outlier analysis, exploiting
knowledge about the positions of sensors to gain insights into
the impact of the damage location on the structural response
at various positions in the structure. Relevant algorithms in-
clude, e.g., the one-class support vector machine [86,87], and
density-based and distance-based techniques [88,89].

Unsupervised solutions are sometimes preferred over super-
vised ones, as they only require data relevant to the baseline
condition, without the need for a large amount of data to cover
the range of variations in potential operational and damage con-
ditions. However, in accordance with Axiom III of SHM [90] �
with these Axioms attempting to provide a collection of general
principles de�ning an SHM strategy � the identi�cation of the
type of damage, its severity, and often its location, generally
requires a supervised learning approach.

In supervised learning, the statistical model is designed by
establishing a mapping between the input data features and
target labels within the training data. This is usually done by
modeling the PDF of target labels conditioned on the input data
features. Nevertheless, experimental data related to possible
damage conditions of the structure are, a-priori, not available.
To address this limitation, physics-based models can be coupled
with the statistical pattern recognition in a supervised learning
mode. Such a hybridization between data and physics can be
thought of as a way to let data-driven models learn in a simulated
environment before deployment in the real world [91].

Supervised damage localization can be formalized using ei-
ther classi�cationor regressionmethods. When approached from
a classi�cation perspective, query data features are categorized
into an output class identifying a damage region among a set
of prede�ned damage scenarios, each referring to a di�erent
damage location. Contributions in this domain include sup-
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port vector machines and k-nearest neighbor [92], decision trees
[45,93], and DL-based classi�ers [94,95], among others. In these
frameworks, the target classesrelated to potential damage scenar-
ios the structure may experience must be de�ned in advance,
based on prior knowledge about the mechanical behavior of the
structure, the loading conditions, the load-bearing capacity of
the structural members, the aging processes a�ecting similar
structures, and on some prioritization study analyzing the oc-
currence probability of the various damage scenarios versus the
relative consequences. Similarly, when damage quanti�cation is
approached from a classi�cation perspective, the data features
are used to categorize the damage severity, for instance, through
support vector machines classi�ers [96] or DL-based classi�ers
[97]. These concepts can be extended to the continuous case if
damage localization and quanti�cation are approached from a
regression perspective. In this case, target quantities are pre-
dicted in a non-discretized setting. For damage localization,
the data features are typically mapped onto a set of parameters
describing the coordinates of a damage region. Similarly, for
damage quanti�cation, data features can be mapped onto the
estimated damage severity. This approach intuitively avoids
the a-priori de�nition of target classes, enabling a more precise
description of the damage. Notable contributions in this �eld
have been obtained by means of DL-based regressors [98,99,100]
and support vector regressors [101], among others.

Feature selection/extraction and statistical modeling are
typically considered as two separate steps in data-driven ap-
proaches. This aspect has motivated a continuous increase in the
number of contributions leveraging on DL algorithms [102,103]
in place of traditional machine learning (ML) methods. DL
models for SHM purposes aim to automate the feature engi-
neering stage, without requiring problem-speci�c knowledge
for the given task. By capturing temporal correlationswithin and
across time recordings, DL models enables the selection and
extraction of damage-sensitive features from raw sensor record-
ings through an end-to-end learning process [104]. Optimized
damage-sensitive features are selected and extracted to address
the subsequent statistical modeling task. The DL paradigm also
enables the automatic integration of data coming from di�erent
sources, such as temperature and structural acceleration record-
ings [105,106], o�ering clear advantages for the SHM of large
structures, especially in presence of varying environmental and
operational conditions [107,108]. Moreover, since the DL model
is learned o�ine, the structural state can be assessed in real time
regardless of considering continuous or discrete settings.
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1.2.3 operational evaluation

The operational evaluationprocess aims to address fundamental
questions arising when implementing a damage identi�cation
strategy, such as de�ning the damage scenarios of interest
and identifying the operational and environmental conditions
in which the monitored system functions. Tailoring damage
identi�cation in this way ensures alignment with the unique
characteristics of the monitored system [38].

The de�nition of damage encompasses considerations such
as the speci�c type of damage to be detected, the threshold level
of damage that needs detection, and the locations within the
structure where damage tends to accumulate. These de�nitions
often rely on the observed behavior of previously damaged
systems. Numerical simulations of the system are also com-
monly employed to establish these de�nitions. As commented
in Sec.1.2.2, the identi�cation of potential damage scenarios
of interest should also involve a prioritization study that ana-
lyzes the occurrence probability of various damage scenarios
compared to their relative consequences. This prioritization
then in�uences the choice of the data acquisition system and
the candidate features to be extracted for damage identi�cation.

Environmental and operational variations(EOVs) may introduce
changes that can substantially impact the measured dynamic
quantities, hiding damage e�ects and potentially spoiling the
e�ectiveness of a damage identi�cation technique. It is crucial to
ensure that these changes are not misinterpreted as indications
of damage. In this light, the need for operational evaluation is
well captured by Axiom IVb of SHM [90]:

�Without intelligent feature extraction, the more sensitive
a measurement is to damage, the more sensitive it is to
changing operational and environmental conditions.�

All real systems are subject to measurement noise and typ-
ically operate in a changing environment. The SHM system
must be able to distinguish between a statistical �uctuation in
the data and a real deviation from normality * . Clearly de�ning
and quantifying the spectrum of operational and environmental
conditions is crucial for re�ning the capabilities required for the
data acquisition system. In many cases, additional sensors may
be necessary to monitor evolving operational and environmen-
tal conditions, enabling procedures that normalize the data by
eliminating EOVs-induced trends.

The challenge of confounding in�uences is particularly pro-
nounced in civil infrastructures. In the case of bridges, for
instance, the interaction between the structure and moving ve-
hicles alters the dynamic characteristics, depending on factors
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like vehicle velocity and tra�c mass. Fluctuating temperature
and moisture levels are two prevalent factors that often hamper
the correct assessment of the damage state in civil structures.
Daily and seasonal thermal �uctuations notably impact material
properties and may alter the boundary conditions of the system.
Temperature gradients resulting from solar radiation can in�u-
ence the vibration response of a structure, causing changes in
its structural frequencies and mode shapes, as well as inducing
geometric distortions [109]. Additionally, minor damage events
in civil structures can induce changes in the structural response
that are often of limited relevance and potentially challenging
to be distinguished from measurement noise and EOVs.

Data normalizationtechniques are essential for mitigating
EOVs e�ects, in order to relate changes in data content to the
onset and propagation of damage. When environmental mea-
surements are available, they can be used to characterize the
dependence of the (observable) e�ects of damage on the opera-
tional conditions. A possible approach of this type is to construct
a data-based response surface model capable of representing
measurement variations as a function of environmental variables
to get rid of their e�ects [110,111]. Alternatively, a linear �lter
can be used to set the structural frequencies as a function of
temperature readings, thus leading to damage-sensitive and
environment-insensitive features [112]. Blind approaches can
instead prove useful in scenarios where environmental mea-
surements are unavailable. This is the case of algorithms that
can project out the environmentally-sensitive components of
data features while preserving the damage-sensitive ones. For
instance, principal component analysis can remove the in�uence
of temperature �uctuations on the measurements by projecting
data onto their principal components associated with smaller
information content, assumed to be insensitive to environmental
factors [113]. Autoregressive models with exogenous inputs
based on auto-associative neural networks have been also em-
ployed in order to code the environmental and operational
conditions as latent variables[108]. Finally, cointegration is a
recent approach originating in econometric that enables estab-
lishing combinations of features purged from common trends
induced by the environmental conditions [114,115].

Unfortunately, all these approaches need historical data
recorded across a full spectrum of environmental and opera-
tional conditions. To overcome this requirement, a physics-based
model of the structure capable of capturing the thermo-elastic
coupling may overcome this challenge by directly incorporating
the EOVs e�ects through multi-physics descriptions. In line

1.2 The Need for Structural Health Monitoring 15



105. Torzoni et al., A Combined
Model-Order Reduction and Deep
Learning Approach for Structural
Health Monitoring under Varying
Operational and Environmental
Conditions. 2020

106. Torzoni et al., SHM under
varying environmental conditions:
An approach based on model order
reduction and deep learning. 2022

116. Bull et al., Foundations of
population-based SHM, Part I:
Homogeneous populations and
forms. 2021

117. Gosligaet al., Foundations
of Population-based SHM, Part
II: Heterogeneous populations �
Graphs, networks, and communities.
2021

118. Gardneret al., Foundations
of population-based SHM, Part
III: Heterogeneous populations �
Mapping and transfer. 2021

* Raw experimental data are un-
suitable to be treated as random
variables due to intrinsic di�cul-
ties related to their dimensionality.
Instead, a probabilistic perspec-
tive can be adopted for damage-
sensitive features extracted from
the raw data.

119. Tzenget al., Adversarial
Discriminative Domain Adaptation.
2017

120. Wanget al., Knowledge
transfer for structural damage
detection through re-weighted
adversarial domain adaptation.
2022

48. Giglioni et al., A domain
adaptation approach to damage
classi�cation with an application to
bridge monitoring. 2024

121. Gardneret al., On the ap-
plication of domain adaptation in
structural health monitoring. 2020

122. Pooleet al., On statistic
alignment for domain adaptation in
structural health monitoring. 2023

with the simulation-based paradigm of SHM, physics-based
models should facilitate the simulation of thermo-mechanical
e�ects arising from material contraction/expansion and sti�-
ening/softening, to collect vibration and thermal data under
di�erent operational and environmental conditions [105,106].

1.2.4 coping with the lack of data

The simulation-based paradigm of SHM, as introduced in
Sec.1.2.1, can signi�cantly enhance damage identi�cation strate-
gies beyond simple damage detection. However, while physics-
based numerical models can help reproduce potential damage
scenarios, they may su�er from representability issues, leading
to diverging distributions between simulated and experimental
data. Simulated data and experimental data typically follow
di�erent distributions, posing a risk to the generalization ca-
pabilitiesof damage identi�cation techniques. Methodologies
well-trained in a simulated environment may experience a signif-
icant drop in performance when applied to the target structure.
Moreover, implementing case-speci�c algorithms for each struc-
ture with an installed SHM system is impractical.

To address these issues,population-based SHM[116,117,118]
is a promising �eld aiming to gather comprehensive damage-
level information from similar assets. In this case, the target
application is viewed as a subset of a larger domain, comprising
damage scenarios for a population of similar structures. How-
ever, the distribution underlying damage-sensitive features *

may di�er across structures due to variations in design, ma-
terials, geometry, sensor type, or operational conditions. To
address this challenge, transfer learninghas emerged in SHM
as a way to leverage damage-state knowledge gained from a
well-understood source domainand infer diagnoses on a di�erent,
typically less-explored or changing, target domain.

Domain adaptationis a sub�eld of transfer learning where
the goal is to minimize the distance between data distributions
associated with source and target domains within a shared
feature space. A substantial portion of recent literature on domain
adaptationstrategies focuses on generative adversarial learning.
In adversarial domain adaptation, as observed in [119,120], a feature
extractor and a domain discriminator are trained adversarially,
yielding features extracted by the generator that are shared by
both the source and the target domains. Another approach,
developed in works such as [48,121,122], isstatistical alignment,
aiming to align low-order statistics of source and target domains
in a sheared feature space.
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such as deep learning models, the
number of required training data
points may be extremely high.

123. Peherstorferet al., Survey
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tainty Propagation, Inference, and
Optimization. 2018

1.3 the need for reduced-order and surrogate
models

In Sec.1.2.1, we have discussed the challenge of obtaining and
accumulating knowledge on the structural response of civil
structure in the presence of varying damage conditions. The
simulation-based paradigm of SHM has been introduced to
enable a knowledge platform where the e�ect of damage on
the structural response can be systematically reproduced using
physics-based models. This simulation-based knowledge can
take the form of a forward model, in the case of model-based ap-
proaches, or in a database that collects data pertaining to speci�c
damage conditions, in the case of data-driven approaches.

1.3.1 many-query applications

The simulation-based paradigm of SHM o�ers an opportunity
to extend damage identi�cation strategies beyond simple dam-
age detection through simulation-based supervision. However,
model-based approaches can incur high computational costs
due to the repeated evaluation of computationally intensive
forward models, with the risk of preventing real-time applica-
tions. Similarly, data-driven approaches may demand extensive
computational e�orts because of the need to simulate and ac-
cumulate structural response data for various combinations of
damage, operational, and (possibly) environmental conditions * .

These two scenarios represent instances ofmany-query appli-
cations. This term refers to applications where a model must be
evaluated many times. A subset of many-query applications is
that of outer-loop applications, which are characterized by targeting
a speci�c outer-loop result. In contrast, many-query applications
do not necessarily aim for a speci�c outer-loop result. In the
context of Bayesian model inversion, the task of determining the
values of parameters to best �t model predictions to the observa-
tions can be regarded as an outer-loop application. Di�erently,
the process of populating a large dataset to train a data-driven
model can be viewed as a many-query application that is not
an outer-loop one. In these cases, the computational cost of
employing a high-�delity (HF) model often becomes prohibitive.
Introducing a cheaper low-�delity (LF) model can be crucial to
allow for a high number of evaluations with (possibly) slightly
reduced accuracy [123]. Replacing computationally demanding
numerical models with cost-e�ective LF models can reduce the
computational burden when populating datasets for data-driven
approaches or when feeding outer-loop optimization algorithms
in the case of model-based approaches.
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Apart from employing simpli�ed physics or a coarser dis-
cretization (either in time or space), notable instances of LF
models have been achieved through model order reductionstrate-
gies aimed at reducing the number of degrees of freedom (DOFs)
of a HF computational model. Popular strategies for approx-
imating an HF full-order model (FOM) with a cheaper, yet
accurate, LF reduced-order model (ROM) include reduced basis
methods based on proper orthogonal decomposition or greedy
strategies [124,125], proper generalized decomposition [126,127],
balanced truncation and Hankel norm approximation methods
[128], Krylov methods such as Lanczos [129] and Arnoldi [130],
spectral proper orthogonal decomposition [131,132], Grassman-
nian di�usion maps [133], arti�cial neural networks [134], and
operator inference [135,136,137], among the others. From a
di�erent perspective, additional instances of LF models have
been obtained by relying on surrogate modelingtechniques, de-
signed to construct a data-driven emulator that mimics the HF
input-output behavior „ . Popular strategies for building surro-
gate models (SMs) include polynomial response surface models,
polynomial chaos, support vector machines, Kriging models,
and arti�cial neural networks [138,139,140,141,142,143,144].

1.3.2 multi-fidelity methods

An intriguing opportunity to further reduce the computational
cost of numerical methods may arise in situations where multiple
models are available to simulate the relevant structural response
with varying accuracy and computational costs. This is the
case of multi-�delity (MF) methods, which combine LF with HF
models to achieve improved approximation accuracy compared
to the LF solution while maintaining a lower computational
burden than the HF solver. Indeed, LF samples often provide
useful information on the major trends of the problem, allowing
the MF setting to outperform single-�delity methods in terms
of prediction accuracy and computational e�ciency.

Motivated by recent advances in MF methods, the use of
DL models to enhance MF approaches represents a recent
paradigm in scienti�c ML that has been developed, for instance,
in [145,146,147,148,149,150]. The premise for this setup is that the
correlation across structural models featuring di�erent �delity
levels can be leveraged without any prior assumption, thanks
to the �exibility of neural networks. The resulting framework
typically relies on a composition of deep neural network (DNN)
models and is therefore termed MF-DNN. This ultimately alle-
viates the computational burden of supervised training while
ensuring the accuracy of the approximated quantities of interest.
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1.4 thesis objectives

The primary objective of this Thesis is to advance computational
techniques for enabling predictive DTs for structural systems,
leveraging state-of-the-art methodologies from data science
and engineering. This involves introducing novel perspectives
in both model-based and data-driven approaches to SHM by
hybridizing physics-based modeling with arti�cial intelligence.

The original contributions of this Thesis are:

I A damage localization framework exploiting deep metric
learning and simulation-based supervision. (Chapter 5)

II A multi-�delity, deep neural network surrogate modeling
strategy for SHM purposes. (Chapter 6)

III A strategy to enhance Bayesian model updating using
learnable mappings. (Chapter 7)

IV A computational framework for predictive digital twins
of engineering structures. (Chapter 8)

These contributions have been motivated by several factors and
aim to address speci�c challenges in the existing literature. Con-
tribution I aims to enhance the accuracy and interpretability
of DL-based strategies for damage identi�cation by leveraging
deep metric learning for improved feature extraction and rep-
resentation. Contribution II addresses challenges related to
computational e�ciency and scalability of Bayesian approaches
to SHM by blending MF modeling and DNNs to create accurate
and versatile SMs. Contribution III aims to provide an e�ective
approach to Bayesian model updating by capturing complex
relationships in the data via learnable mappings. Contribution
IV aims to leverage SHM strategies within a DT framework,
demonstrating the e�ectiveness of diagnostic and predictive
elements to realize value through proactive decision-making.

Despite targeting di�erent objectives, the four contributions
share the same underlying spirit of moving towards reliable,
possibly real-time, early identi�cation of damage patterns in civil
structures. This challenge is addressed through the joint use of
simulation-based supervision, to overcome the unavailability of
data related to the onset and propagation of damage, and learn-
able mappings, to handle and process high-dimensional data,
enhance damage identi�cation capabilities, and improve compu-
tational e�ciency. In the following, we brie�y comment on the
key aspects of these contributions in terms of methodological
development and obtained results.
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a damage localization framework exploiting deep met-
ric learning and simulation-based supervision.

The �rst contribution of this Thesis is the development of a
data-based, supervised, and deterministic diagnostic frame-
work for real-time damage localization. This is achieved by
combining some aspects from metric learningand dimension-
ality reductiontechniques. Metric learning [151,152,153] aims
to acquire a distance function that adheres to a task-speci�c
de�nition of similarity, ensuring that neighbors of a data point
are mapped closer than non-neighbors in the learned metric
space. Recognizing the challenge of directly inferring quantities
of interest from sensor data, due to the curse of dimensionality,
dimensionality reduction is employed to map high-dimensional
vibration recordings onto a low-dimensional manifold, embedding
the relevant semantic content* [154,155]. In concrete terms,
this strategy leverages a learnable mapping of raw vibration
measurements onto a low-dimensional metric space, wherein
structural health parameters describing damage locations can
be easily discriminated. The mapping is learned in a supervised
pairwise fashion through a Siamese[156] convolutional architecture
trained on labeled data from ROM simulations. The Siamese ar-
chitecture allows for establishing a feature space equipped with
a task-speci�c metric (refer to Fig. 1.3). During the prediction
stage for previously unseen data, a simple regressor is applied in
the learned low-dimensional feature space, providing real-time
damage localization.

The strength of this procedure lies in the supervised pair-
wise training, allowing for a damage-sensitive manifold capable
of representing distances in the physical space, yielding eas-
ily interpretable results. Additionally, by capturing temporal
correlations within and across time recordings, the use of DL
models with convolutional layers enables the automatic selection
and extraction of damage-sensitive features from raw vibration
recordings. Since damage is assessed from a regression perspec-
tive, this strategy eliminates the need of de�ning target classes in
advance. It also avoids tuning highly sensitive hyperparameters,
such as distance thresholds and decision boundaries.

The methodology is investigated by employing three alterna-
tive loss functions to train the Siamese network and varying the
size of the low-dimensional feature space. Simulation results,
considering noise-contaminated measurements, demonstrate
that this strategy exhibits remarkable damage localization capa-
bilities, outperforming an alternative real-time method.
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Figure 1.3: Damage localiza-
tion framework exploiting
deep metric learning: graph-
ical abstraction.

a multi-fidelity, deep neural network surrogate model-
ing strategy for shm purposes.

The second contribution of this Thesis introduces a non-intrusive
MF surrogate modeling strategy designed to approximate sensor
recordings under varying damage and operational conditions.
This strategy exploits model order reduction and DNNs to
reduce the computational cost of supervised training while
ensuring the accuracy of the approximated signals in terms
of damage sensitivity. The resulting surrogate (MF-DNN-SM)
features a multi-level architecture of sequentially trained DNNs,
comprising both an LF and an HF part. The LF-DNN is a
fully-connected modelemployed to mimic sensor recordings in the
undamaged condition, while the HF-DNN is a long short-term
memory modelused to adaptively re�ne the LF approximation
with the e�ect of damage. The training involves using a small
HF dataset and a large LF dataset (refer toFig. 1.4). Vibration
response data required for �tting the MF surrogate are generated
using an LF-ROM obtained through the reduced basis method
and an HF-FE model. These models simulate the structural
response under varying operational conditions. In particular,
the LF model refers to the baseline undamaged condition, while
the HF model accounts for potential degradation processes.
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The novelty of the proposed methodology lies in the tailored
adaptation of the MF-DNN surrogate modeling framework for
SHM purposes. The designed MF-DNN-SM is speci�cally engi-
neered to map damage and operational parameters onto sensor
recordings, a challenging task for other MF techniques like
Gaussian processes-based Cokriging[157,158,159]. The computa-
tional complexity of Cokriging scales cubically with the total
number of HF and LF training points, making it less suitable for
high-dimensional problems enjoying large LF training datasets.
Moreover, Cokriging models require prior knowledge about
the correlation between �delity levels and typically captures
only linear correlations. In contrast, the MF-DNN-SM excels
in various aspects: (8) it is well-suited for high-dimensional
problems and bene�ts from large LF datasets; ( 88) it learns both
linear and nonlinear correlations adaptively; ( 888) it provides
real-time predictions for new input parameters; and ( 888) it can
handle the approximation of strongly discontinuous functions.

The MF-DNN-SM not only inherits the main features of MF
methods, such as reduced o�ine computational burden and
improved approximation accuracy, but also o�ers additional
advantages: (8) the e�ect of damage on the structural response
is simulated with the HF model alone, considered the most
accurate description for potential damage scenarios; (88) a large
amount of training data relevant to the undamaged condition
can be simulated, once and for all, exploiting the LF-ROM to
speed up the o�ine training phase; and ( 888) there is no need
to update the LF part, since when a deterioration in structural
health is detected, the MF surrogate can be updated by adjusting
only its HF component.

The obtained results demonstrate the e�ciency of this pro-
cedure in providing remarkably accurate approximations, out-
performing its single-�delity counterpart. The capability of the
MF-DNN-SM to be exploited for SHM purposes is �nally show-
cased within an automated Bayesian procedure, accounting for
operational variability and measurement noise.
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a strategy to enhance bayesian model updating using
learnable mappings

The third contribution of this Thesis is the development of a
hybriddata-driven/model-based, supervised, stochastic strategy
for real-time damage localization and quanti�cation.

The selection/extraction of synthetic and informative damage-
sensitive features from raw sensor recordings represents a critical
step in the pattern recognition paradigm for SHM. In this regard,
DL represents a promising solution to automate and optimize
this process for the task at hand. On a di�erent front, Bayesian
model-based approaches to SHM assess damage from a pa-
rameter estimation perspective, employing a model updating
strategy. This probabilistic framework has the advantage of
naturally dealing with the ill-posedness of the SHM problem,
allowing for the quanti�cation of the associated uncertainty.
This contribution introduces a hybrid approach to SHM, capi-
talizing on the strengths of both data-driven and model-based
approaches to enhance stochastic approaches to SHM.

The proposed strategy leverages a learnable feature extrac-
tor and a feature-oriented SM, both based on DNNs. These
two data-driven models work in tandem to evaluate a likelihood
function within a Markov chain Monte Carlo(MCMC) sampling
algorithm, updating beliefs about structural health parameters.
Learnable features, optimized for the monitored structure, are
automatically selected and extracted by the DL-based feature
extractor. This maps the input vibration recordings onto their
feature representation in a low-dimensional space, relying on an
autoencoder architecturefor dimensionality reduction purposes.
During training, the autoencoder is equipped with a Siamese ap-
pendix of the encoder, optimized through a pairwise contrastive
learning strategy [154,155]. Similar to the deep metric learning
strategy introduced in Sec.1.4, this approach enables encoding
the sensitivity to the sought parameters in the learned metric
space, thereby allowing a manifold to capture the parametric
space describing the variability of the structural system. The
extracted features are employed to evaluate the likelihood func-
tion of an MCMC sampler by means of a feature-oriented SM
that approximates the functional link between the parameters
to be updated and the feature space.

Before feature extraction, the time series of sensor recordings
are pre-processed and transformed into images. This process,
known as imaging time series, enhances the visibility of local
patterns in the data that might otherwise be spread over or lie
outside the time domain. This encoding is achieved using the
recently proposed Markov transition �eld (MTF) technique [160].
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Figure 1.5: Enhanced
Bayesian model updating:
graphical abstraction.

A graphical abstraction of the considered framework is re-
ported in Fig. 1.5. Vibration responses at di�erent �delity levels
are simulated o�ine using physics-based full/reduced-order
numerical models. These data are then exploited to train a
MF-DNN-SM. Once trained, the MF-DNN-SM is employed to
cost-e�ectively generate a signi�cantly large training dataset.
This dataset is used to train the feature extractor and the feature-
oriented SM in a supervised fashion. During the online monitor-
ing phase, these two DL models are exploited within an MCMC
sampler to update the prior belief about the structural state.

In addition to assimilating vibration responses data through
DL models, the main element of novelty lies in the employed
low-dimensional feature space, which incorporates a geometric
structure that encodes the sensitivity to the sought parameters.
The resulting MCMC framework enjoys: ( 8) competitive com-
putational costs due to the low dimensionality of the involved
features; (88) fast convergence thanks to the geometric structure
characterizing the feature space; and (888) accurate estimates
resulting from the informativeness of the extracted features.

The obtained results show that using learnable features in-
stead of vibration recordings leads to remarkable improvements
in the accuracy and e�ciency of parameter estimation.
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a computational framework for predictive digital twins
of engineering structures

The �nal contribution of this Thesis involves the development of
a DT framework for health monitoring, maintenance, and man-
agement planning of engineering structures. The computational
strategy is based upon a probabilistic graphical model (PGM)
inspired by the foundational model proposed in [19], which
provides a general framework for data assimilation, state estima-
tion, prediction, planning, and learning. Formally, this PGM is
a dynamic Bayesian networkwith the addition of decision nodes,
i.e., adynamic decision network[161,162]. The PGM encodes the
asset-twin dynamical system and its temporal evolution, gov-
erning the observations-to-decisions �ow, from physical to digital
through assimilation and inference, and back to the physical
asset in the form of informed control actions, while quantifying the
associated uncertainty. A graphical abstraction of the DT strat-
egy is depicted in Fig. 1.6, illustrating both the physical-to-digital
and digital-to-physicalinformation �ows „ . This bi-directional
interaction repeats inde�nitely over time. In detail, we have:

ˆ From physical to digital.Observational data are collected
from the physical asset and assimilated for structural
health diagnostics using DL models. This process con-
tinually updates a digital state, describing the structural
health of the asset, through sequential Bayesian inference.

ˆ From digital to physical.The updated digital state is em-
ployed to forecast future damage growth based on control-
dependent state transition models. These models describe
how the structural health is expected to evolve, enabling
predictive decision-making about maintenance and man-
agement actions feeding back to the physical system.

ˆ O�ine learning phase.This phase involves training the DL
models for structural health identi�cation, and learning
the control policyto be applied at each time step during the
online phase. The DL models are trained in a supervised
fashion, using labeled data from ROMs simulations. The
health-dependent control policy is also computed o�ine by
maximizing the expected future rewards for the planning
problem induced by the PGM.

The novel elements characterizing this contribution include:
(8) the adaptation of the PGM digital twinning framework for the
health monitoring and management planning of civil structures;
(88) the assimilation of vibration response data through DL
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Figure 1.6: Predictive dig-
ital twin framework for
civil engineering structures:
graphical abstraction.

models, employing DL classi�ers for damage detection and
localization, and DL regressors for damage quanti�cation.

The strategy is assessed through the simulated monitoring
of di�erent test cases, demonstrating the capabilities of health-
aware DTs to track the evolution of structural health parameters
and promptly suggest the most appropriate control input with
relatively low uncertainty.

1.5 thesis outline

The dissertation is organized as follows (see alsoFig. 1.7 for a
graphical overview).

Chapter 2 provides a methodological understanding of the
di�erences underlying model-based and data-driven approaches
to SHM, useful for identifying the key aspects and challenges
associated with each approach. The model-based and data-
driven dichotomy is vividly exempli�ed by reviewing two
well-established methods for parameter identi�cation, namely
MCMC sampling and k-nearest neighbors regression.

In Chapter 3, we analyze the physics-based computational
models employed in this Thesis. Because they allow us to address
the pathological lack of experimental data related to damage
conditions possibly a�ecting the structure to be monitored, these
models are the key enablers for the development of damage
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identi�cation strategies within the simulation-based paradigm
of SHM. Starting from the description of a reference full-order FE
model, we then detail a reduced-order modeling strategy relying
on a proper orthogonal decomposition reduced basis method
for parametrized systems. We derive the parametrized ROM
and show how it can systematically reproduce the structural
response under varying operational and damage conditions,
eventually allowing for the collection of synthetic vibration
recordings mimicking a pervasive sensing system.

Chapter 4 delves into the analysis of several ML methods.
We introduce the key aspects of ML, encompassing the rationale
behind regression and classi�cation algorithms, the supervised
and unsupervised training of a learnable model, and the DL
paradigm. This latter is extensively analyzed, describing several
DL architectures and highlighting the peculiarities that make
them suitable for SHM purposes. Finally, we consider the
mathematical and statistical underpinnings of PGMs. The
synergistic use of these methods is not only at the basis of the
pattern recognition paradigm for SHM. More generally, this is
envisioned to provide the algorithmic platform to support the
physics-based modeling discussed in Chapter 3 for realizing
e�ective DTs of engineering structures.

Chapter 5 is devoted to the development of the damage
localization framework exploiting deep metric learning and
simulation-based supervision (contribution I). The main focus
of the Chapter is on learning a nonlinear mapping of raw vi-
bration measurements onto a feature space where structural
health parameters can be easily discriminated. We comment
on the proposed strategy from the perspective of both metric
learning and dimensionality reduction. We deeply discuss the
characteristics of the convolutional DL model characterizing the
proposed approach. The robustness and e�ectiveness of the
proposed methodology are investigated through two di�erent
test cases by adopting three alternative loss functions and as-
sessing the impact of critical modeling aspects on the damage
localization performance.

Chapter 6 is devoted to adapting the MF surrogate mod-
eling framework for SHM purposes using ROMs and DNNs
(contribution II). We describe the numerical models considered
for generating synthetic datasets of varying �delity, as well as
the composition of the learnable components underlying the
MF-DNN-SM and their sequential training. The e�ectiveness
and e�ciency of the MF-DNN-SM are investigated by consider-
ing two test cases, and the obtained results are compared with
single-�delity approximations. Finally, we assess the possibil-
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ity of exploiting the MF-DNN-SM in an MCMC-based model
updating framework for SHM purposes.

Chapter 7 is devoted to the hybrid data-driven/model-based,
supervised, stochastic strategy for real-time damage localization
and quanti�cation (contribution III). The Chapter focuses on
exploiting the deep metric learning framework proposed in
Chapter 5 to automate feature extraction via DL models, and the
MF-DNN-SM achieved in Chapter 6 to generate large labeled
datasets, thus reducing the cost of supervised training. We
show how to pre-process training datasets of sensor recordings
to generate image datasets via MTF encoding. We provide
detailed insights into the architectures and the technical aspects
related to training and evaluation of the feature extractor and the
feature-oriented SM used within an MCMC-based parameter
estimation framework. The e�ectiveness and reliability of the
strategy are investigated by considering three di�erent test cases
of increasing structural complexity, demonstrating remarkable
parameter identi�cation outcomes in terms of computational
cost, convergence rate, and estimation accuracy.

Chapter 8 is devoted to the computational framework for
predictive digital twins of engineering structures (contribution
IV). By blending the simulation-based paradigm of SHM and
the DT concept, this Chapter provides a practical integration
of several aspects addressed throughout this Thesis, from data-
driven parameter identi�cation and physics-based modeling,
to PGMs and sequential decision making. We describe the
dynamic decision network used to encode the asset-twin sys-
tem and its evolution over time. We discuss the assimilation
of vibration measurements with DL models trained on ROMs
data, leveraging both classi�cation and regression perspectives
to assess the structural health. We combine the DL models'
predictions with state transition probabilities to update the DT
via sequential Bayesian inference. Furthermore, we show how
to forecast future trajectories of structural health and inform pre-
dictive decision-making about maintenance and management
actions. We assess the dynamic decision-making capabilities of
health-aware DTs through simulated demonstrations of dynamic
data-driven health monitoring, prediction, and planning.

Finally, Chapter 9 draws the conclusions of this Thesis, sum-
marizes the outcomes, discusses their limitations, and envisions
the outlook for possible future developments.
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2MODEL-BASED AND DATA-DRIVEN

APPROACHES TO PARAMETER

IDENTIFICATION

We consider the identi�cation of parameters from sensor mea-
surements as a critical enabler for DTs of engineering structures.
Model-based and data-driven approaches to SHM are two viable
alternatives to address the inverse problem of identifying param-
eters from vibration recordings. In this Chapter, we exemplify
the model-based vs. data-driven dichotomy by reviewing two
well-established strategies for parameter identi�cation that will
appear several times throughout this Thesis: (8) model-based
MCMC sampling and ( 88) data-driven k-nearest neighbors re-
gression. Comparing these two methods is useful for identifying
the positive and negative aspects associated with each approach,
as well as to provide a concrete basis for evaluating some of the
objectives achieved in this Thesis.

The Chapter is structured as follows. The MCMC case is
revisited in Sec.2.1, with the description of parameter estimation
from a Bayesian perspective in Sec.2.1.1, followed by the intro-
duction of the Metropolis and Metropolis-Hastings samplers
in Sec.2.1.2. The data-driven case of the k-nearest neighbors
algorithm is detailed in Sec.2.2, with a particular focus on the
regression scenario.

2.1 a model-based approach: mcmc sampling

2.1.1 parameter estimation in a bayesian framework

When parameters are employed to model physical phenom-
ena, empirical observations can be used to learn about the
probability of parameters values, and such a dependence can
be treated using conditional probabilities. Let us consider a pa-
rameter � 2 R modeled as the random variable � , such that
� � ?¹� º, where ?¹� º denotes the PDF encoding the prob-
ability that � = � , and a batch of # obs 2 N observational
data features hEXP

1–•••–#obs
= »hEXP

1 – • • • –hEXP
# obs

¼ 2R# obs� # � that are in-

dependent realizations of the random variable HEXP � ?¹hEXPº.
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Each observationhEXP
k , k = 1– • • • – #obs, is the outcome of a noisy

measurement experiment, described through a feature repre-
sentation of size # � 2 N. The batch size# obs is assumed small
enough to assume time-invariant operational, environmental,
and damage conditions. According to Bayes' rule, the posterior
PDF of � conditioned on the batch of observational data features
hEXP

1–•••–#obs
, is given by:

?¹� jhEXP
1–•••–#obs

º =
?¹hEXP

1–•••–#obs
j� º?¹� º

¯
?¹hEXP

1–•••–#obs
j� º?¹� º d�

• (2.1)

For the SHM setting considered throughout this Thesis, the
parameters of interest describe potential damage scenarios and
operational conditions the structure might experience. Spe-
ci�c parametrization choices are discussed further in Sec.3.2,
with reference to the numerical models underlying the adopted
simulation-based SHM paradigm. The observational data in-
stead correspond to multivariate time series describing vibration
recordings or, more conveniently, informative data features ex-
tracted from them. For instance, a feature extraction algorithm
tailored to our SHM setting is proposed in Sec.5.1, relying on
deep metric learning.

The conditional PDF in Eq. (2.1)enables us to encode our
posterior knowledge for � given that we have observed hEXP

1–•••–#obs
.

In this context, the prior PDF ?¹� º characterizes our initial belief
on the values that the random variable � can take. This prior
knowledge is embedded in the structure and regularity of ?¹� º
and may be based on heuristics, such as expert opinions, or
derived from historical data and in situ inspections. In the cases
where data are acquired sequentially, the posterior knowledge
from the previous time becomes the prior for the current time.
The term ?¹HEXP = hEXP

1–•••–#obs
j� º represents the likelihood func-

tion, which serves as the mechanism informing the posterior
distribution about the observations. It describes the probability
of observing the events hEXP

1–•••–#obs
given � , through a suitable

forward model linking � and h, as described in the following. Fi-
nally, the PDF ?¹HEXP = hEXP

1–•••–#obs
º in the denominator is termed

evidenceand serves as a normalizing constant, ensuring that the
posterior PDF integrates to 1. Its computation is often avoided
as it is very challenging, thus requiring alternative techniques
for approximating the posterior PDF, as described below.

All Bayesian inverse problems require the same ingredients:
(8) a forward model M : R 7! R# � , � 7! h, (88) a set of input
parameters � to be inferred, and ( 888) a set of experimental data
hEXP

1–•••–#obs
. The forward model M is a mathematical representa-

tion of the system under consideration, which can be statistical,
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data-driven, mechanistic, or a combination of these. Often, this
involves solving a di�erential problem using a FE method to
simulate the dynamic response of a large-scale structure. For
the SHM setting we consider in this Thesis, the forward models
used to address Bayesian inverse problems are computationally
e�cient data-driven surrogate models: these models can target
observable quantities, as shown by the MF-DNN-SMs developed
in Chapter 6, or a set of informative features extracted from them,
as proposed in Chapter 7. The model output bh = M¹ � º is an
approximation of the real-world observation hEXP, interpreted
through the following additive observation model:

HEXP = M¹ � º ¸ H � – (2.2)

where H � 2 R# � is a discrepancy termaccounting for modeling
inaccuracy and measurement errors. In this Thesis, the random
variable H � � ?¹h � º is modeled as additive and mutually indepen-
dent from � . Moreover, it is also assumed to have zero mean,
even if, more generally, it could also include a bias term.

In the context of Bayesian model inversion, the goal is
to determine the optimal values of the parameter � that en-
able �tting model predictions to the observations. Thanks to
the assumption of mutual independence between � and H � ,
HEXP

1–•••–#obs
� M¹ � ºj� = � is distributed like H � , which can be

expressed as:

?¹hEXP
1–•••–#obs

j� º = ?H � ¹h
EXP
1–•••–#obs

� M¹ � ºº– (2.3)

where ?H � : R# � 7! R denotes the PDF of the discrepancy term.
Therefore, the speci�cation of the likelihood function depends
on the assumptions made regarding the distribution of H � .

The simplest probabilistic model that can be used to describe
experimental uncertainties is the Gaussianone. By assuming that
the deviations due to modeling inaccuracies and measurement
errors follow a Gaussian distribution H � � N¹ 0–� � º, with zero
mean and covariance matrix � � 2 R# � � # � , the corresponding
likelihood function becomes Gaussian too, and reads:

?¹hEXP
1–•••–#obs

j� º =

# obsÖ

k =1

2� 1EXP

�
�

¹hEXP
k � M¹ � ºº> � � 1

� ¹hEXP
k � M¹ � ºº

2

�
–

(2.4)

where 2 = ¹
p

2� º# �
p

j� � j is a normalization constant.
In practical cases, the posterior distribution can not be evalu-

ated analytically, and classical numerical integration methods
also become infeasible, because the evidence term involves a
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high-dimensional integral that is hard to compute [170]. Alter-
native techniques for approximating the posterior PDF include
Laplace approximation-based methods[171,172],variational inference
methods[173,174], MCMC methods [175,176,177,178,179,180,181],
and �ltering methods [182,183].

Laplace approximationprovides an asymptotic expansion of
the posterior PDF under the condition that the system is either
globally or locally identi�able* [184]. The posterior PDF is approxi-
mated as a multivariate Gaussian distribution, centered either
at the maximum likelihood estimateor the maximum a-posteriori
estimate„ , with the posterior covariance approximated by the
inverse Hessian matrix of the negative log-likelihood evaluated
at the posterior mean.

Variational inferenceprovides an approximated solution by
minimizing the Kullback�Leibler divergence[70] between a pro-
posed PDF and the target PDF. Themean �eld theory[185] is
commonly employed to factorize the proposed PDF and indepen-
dently derive the posterior PDFs of each individual unknown.
In combination with the expectation maximizationalgorithm, the
variables and parameters in the variational inference model can
be computed iteratively [186].

For the unidenti�able cases…, if the probabilistic expression
proportional to the posterior PDF in Eq. (2.1), namely:

?¹� jhEXP
1–•••–#obs

º / ?¹hEXP
1–•••–#obs

j� º?¹� º– (2.5)

is available, an MCMC simulation enables a full characteriza-
tion of the posterior PDF. MCMC methods directly establish
the posterior PDF by generating samples through a Markov
chain. However, basic MCMC techniques are extraordinarily
time-consuming due to slow convergence and the repeated eval-
uation of computationally intensive forward models, thereby
preventing real-time applications. More advanced samplers
have been proposed to enhance computational e�ciency and im-
prove convergence rates. These include theMetropolis-Hastings
algorithm, Gibbs sampling, transitionalMCMC, delayed rejection
technique, hybrid Monte Carloalgorithms, and even more recent
extensions [187,188,189,190,191,192].

When data assimilation is performed sequentially, �ltering
techniquescan be employed to treat model uncertainties and
observation noise in a stochastic manner. The posterior PDF of
hidden state variablesis estimated given all the observations up to
the current time. Due to its recursive updating scheme, �ltering
is typically preferred in place of batch-based MCMC sampling
algorithms for applications where the data �ow requires contin-
uous assimilation as it gets collected or when nonlinear dynamic
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responses are considered, as seen in [193,194]. However, the
basicKalman �lter formulation [195] is quite sensitive to numeri-
cal errors. An alternative formulation that is numerically more
robust is the square root Kalman �lter[196,197]. Nevertheless, a
key drawback is that it can be applied only to linear observation
and transition models. In cases requiring nonlinear models, the
unscented Kalman �lterand the extended Kalman �lterallow for
an approximation of the Kalman algorithm while describing
hidden states using multivariate Gaussian random variables.
Another option is given by particle �lters, where hidden state
variables are described by particlesthat propagate through the
transition model, and their weights are updated according to
the likelihood computed from the observation model. Particle
�ltering is well-suited for estimating PDFs that deviate from the
multivariate Gaussian. Readers interested in these formulations
can refer to [198,199,200] for further details.

2.1.2 metropolis and metropolis-hastings samplers

In this Section, we introduce two simple but intuitive MCMC
algorithms, namely the Metropolisand Metropolis-Hastingssam-
plers, which are employed in Chapter 6 and Chapter 7* . MCMC
methods take their name from the Markov property, which states,
roughly speaking, that:

�Given the present, the future is independent of the past.�

This property implies that if the current state of the system is
known, future states can be predicted without having to consider
past states. We employ a time discretization, and denote non-
dimensional time steps by C. By modeling the target parameter
� as the random variable � C � ?¹� Cº, the transition to � Ç 1 is
governed by a transition model?¹� Ç 1j� Cº, which implies the
following convenient equivalence (Markov property):

?¹� Ç 1j� 1–� 2– • • • –� Cº = ?¹� Ç 1j� Cº• (2.6)

A Markov chaincombines the Markov property and the chain
rule of probability to de�ne a joint distribution for random
variables up to time ) 7 1, as the following stochastic process:

?¹� 1:) º = ?¹� 1º?¹� 2j� 1º?¹� 3j� 2º • • • ?¹� ) j� ) � 1º =

= ?¹� 1º
)Ö

C=2

?¹� Cj� C� 1º•
(2.7)

The idea behind MCMC is to construct a Markov chain with
a stationarydistribution corresponding to the posterior of � ,
conditioned on a set of # obs observational data features hEXP

1–•••–#obs
.
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„ In a discrete state space, a Markov
chain is considered �irreducible�
if all states communicate with
each other. A state is labeled �re-
current� if it has a �nite hitting
time. Furthermore, the term �pos-
itive recurrent� is used for states
with a �nite average time between
two visits. An irreducible Markov
chain is also termed �aperiodic�
if the return period to any given
state is uncertain, with the great-
est common divisor between the
return times of two visits being
equal to 1.

Conceptually, it involves randomly walking through the param-
eter space so that the fraction of steps spent at exploring each
part of the support is proportional to the posterior PDF.

To ensure that the Markov chain serves as the stationary
target distribution, it is necessary to guarantee the existence
and uniqueness of an equilibrium solution. This requirement
implies the need for the generated Markov chain to be ergodic,
meaning irreducibility, positive recurrence, and aperiodicity„ . If an
MCMC algorithm produces such a chain, it converges to a unique
stationary distribution. However, ensuring these conditions is
not straightforward. Di�erently, reversibility is a su�cient but
not necessary condition for an irreducible and aperiodic Markov
chain to asymptotically tend to the stationary target distribution
asC! 1 . Reversibility can be established by ensuring that the
solution satis�es the following relationship:

?¹� Ç 1j� Cº?¹� CjhEXP
1–•••–#obs

º = ?¹� Cj� Ç 1º?¹� Ç 1jhEXP
1–•••–#obs

º– (2.8)

which is the general detailed balance condition, suitably modi�ed
to have the target parameter � conditioned on the observational
data hEXP

1–•••–#obs
. Eq. (2.8)implies that for a process at equilibrium,

the number of times the process enters a state must be equal to
the times it exits the same state in a �xed step interval.

Finding transition densities ?¹� Ç 1j� Cº and ?¹� Cj� Ç 1º that
satisfy Eq. (2.8) is not an easy task. The Metropolis and the
Metropolis-Hastings algorithms address this challenge by de-
composing the transition models into a user-de�ned proposal
density e? : R 7! R and an acceptance ratio
 : ¹R–Rº 7! R,
resulting in the following relationship:

e?¹� Ç 1j� Cº
 ¹� Ç 1j� Cº?¹� CjhEXP
1–•••–#obs

º =

e?¹� Cj� Ç 1º
 ¹� Cj� Ç 1º?¹� Ç 1jhEXP
1–•••–#obs

º–
(2.9)

where, to satisfy the reversibility condition, 
 ¹� Cj� Ç 1º = 1.
A solution to Eq. (2.9) is given by:


 ¹� Ç 1j� Cº = min

 
e?¹� Cj� Ç 1º?¹� Ç 1jhEXP

1–•••–#obs
º

e?¹� Ç 1j� Cº?¹� CjhEXP
1–•••–#obs

º
–1

!

• (2.10)

Recalling Bayes' equation, we �nd the following equivalence for
the evidence term:

¹
?¹hEXP

1–•••–#obs
j� Ç 1º?¹� Ç 1º d� Ç 1 =

¹
?¹hEXP

1–•••–#obs
j� Cº?¹� Cº d� C–

(2.11)
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thus, by expanding ?¹� Ç 1jhEXP
1–•••–#obs

ºand ?¹� CjhEXP
1–•••–#obs

º in Eq. (2.10)
according to Eq. (2.1), we obtain:


 ¹� Ç 1j� Cº =

min

 
e?¹� Cj� Ç 1º?¹hEXP

1–•••–#obs
j� Ç 1º?¹� Ç 1º

e?¹� Ç 1j� Cº?¹hEXP
1–•••–#obs

j� Cº?¹� Cº
–1

!

–
(2.12)

providing the acceptance ratio for the Metropolis-Hastings algo-
rithm. If a symmetric proposalis chosen, i.e.,e?¹� Cj� Ç 1º = e?¹� Ç 1j� Cº,
Eq. (2.12) simpli�es to:


 ¹� Ç 1j� Cº = min

 
?¹hEXP

1–•••–#obs
j� Ç 1º?¹� Ç 1º

?¹hEXP
1–•••–#obs

j� Cº?¹� Cº
–1

!

– (2.13)

giving the acceptance ratio for the Metropolis algorithm, which
only depends on the ratio between the unnormalized posterior
PDF evaluated at � Ç 1 and � Ç 1.

Adopting the Metropolis sampler [201] …, MCMC updates
the prior PDF ?¹� º to yield an unnormalized posterior PDF
by iteratively generating a chain of samples f � 1– • • • –� ! chain g of
length ! chain 2 N, drawn according to the proposal distribution
e?¹� Ç 1j� Cº. The proposal must have a non-zero probability to
transit from the current state to any state supported by the target
distribution and must be symmetric Ÿ.

The Metropolis algorithm requires de�ning an initial state � 1

and a target distributionb?¹� º = ?¹hEXP
1–•••–#obs

j� º?¹� º corresponding
to the unnormalized posterior PDF in Eq. (2.5) from which
we want to sample. At each step, given a current position in
the parameter space, the algorithm recursively employs the
proposal distribution e?¹� Ç 1j� Cº to propose a move to a new
position � Ç 1 2 R. Subsequently, the algorithm decides whether
to accept or reject each sample with probability 
 ¹� Ç 1j� Cº. If
the target distribution b?¹� º evaluated at the proposed location is
greater than or equal to the current one, i.e., b?¹� Ç 1º � b?¹� Cº, we
accept the proposed location, and � Ç 1 = � Ç 1. If the proposed
location has a target value lower than the current one, we accept
moving to the proposed location with a probability equal to the
acceptance ratio
 ¹� Ç 1j� Cº. If the proposed location is rejected,
we stay at the current location, and � Ç 1 = � C. After a certain
amount of iterations ! chain, to be chosen as detailed later, the
fraction of steps spent exploring each part of the support is
proportional to the density of the target distribution b?¹� º. The
Metropolis sampling algorithm is formalized in Algorithm 2.1.

The Metropolis-Hastings algorithm [202] is identical to the
Metropolis algorithm, with the key distinction that it allows
for non-symmetrictransition probabilities e?¹� Cj� Ç 1º < e?¹� Ç 1j� Cº.
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Algorithm 2.1 Metropolis sampling

Input : prior distribution ?¹� º
target distribution b?¹� º
proposal distribution e?¹� Ç 1j� Cº
chain length ! chain
initial state � 1

1: for C= 1 : ! chain do
2: draw trial sample � Ç 1 according with e?¹� Ç 1j� Cº

3: compute acceptance ratio 
 ¹� Ç 1j� Cº = min ¹b?¹� Ç 1º
b?¹� Cº

–1º

4: if � Ç 1 accepted with probability 
 ¹� Ç 1j� Cº then
5: � Ç 1 = � Ç 1
6: else
7: � Ç 1 = � C

8: return chain of samples f � 1– • • • –� ! chain g

203. Gelmanet al., Inference
from Iterative Simulation Using
Multiple Sequences. 1992

204. Gelmanet al., A single series
from the Gibbs sampler provides a
false sense of security. 1992

The main di�erence in the Metropolis-Hastings is that, when
the proposed location has a target value that is lower than
the current location, the proposed location is accepted with a

probability equal to b?¹� Ç 1º
b?¹� Cº

� e?¹� Cj� Ç 1º
e?¹� Ç 1j� Cº

. This situation arises, for

example, when using a truncated Gaussian PDF as proposal.

Convergence check. The random walk can be signi�cantly in-
�uenced by its initialization for numerous iterations. Depending
on the initial state and transition PDF, the sampling procedure
may remain trapped in a speci�c part of the support, causing
the sample's density to be unrepresentative of the posterior PDF.
Moreover, challenges may arise in the presence of multi-modal
target distributions, as the random walk may take a consider-
able amount of time to transition from one mode to another.
In practice, it is common to discard the initial transient phase,
referred to as the burn-in phaseof the chain, and then perform a
convergence checkto assess whether the retained MCMC samples
are realizations from a stationary distribution.

The convergence of the chain to the stationary distribution
describing the posterior PDF can only be guaranteed asymp-
totically, as ! chain ! 1 . In practice, after a �nite number of
draws, the resulting distribution lies in between the starting and
target distributions [203]. Diagnostics must be applied to check
whether the MCMC samples belong to a stationary distribu-
tion. The number of draws necessary to meet the convergence
criterium is a-priori unknown, and the speed of convergence
depends on the acceptance rate of the algorithm. Since it is
generally not possible to monitor the convergence of an MCMC
simulation from a single chain [204], the estimated potential scale
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reduction(EPSR) [203] diagnostic exploits multiple randomly
initialized chains from parallel runs to monitor on-the-�y the
convergence to a stationary distribution. Only when all the
chains converge to the same stationary distribution, the conver-
gence criterium is satis�ed. This diagnostics allows to check the
quality of the estimates and to stop MCMC as soon as possible.

The EPSR metricb' 2 R assesses the convergence of a mul-
tivariate chain by comparing the estimate of the between-chain
varianceof samples b+ ' 2 R to the average within-chain variance
of samples , ' 2 R. Since , ' tends to underestimate the
true variance of samples and b+ ' is prone to overestimate it,
when all the chains approach the same equilibrium distribution,

b' =
q

b+ '
, '

! 1. Conversely, if the chains have not yet converged

to a common distribution, b' 7 1. According to [203], conver-
gence can deemed to be met whenb' 5 ' � , with ' � = 1•1 being
a recommended tolerance value.

Upon meeting the convergence criterion and achieving a sta-
ble Markov chain, the chain is subsequently thinned to reduce
the within-chain autocorrelation of samples. The posterior PDF
is ultimately approximated using histograms, and the expected
values and covariance of parameters are approximated by means
of their empirical counterparts. The maximum a-posteriori esti-
mate, obtained by maximizing the posterior distribution, is also
used often as a point estimate of the parameter value, although
this implies solving an additional optimization problem.

Adaptive MCMC. For the Metropolis or Metropolis-Hastings
algorithm, the bottleneck in achieving rapid convergence typi-
cally lies in de�ning the proposal distribution e?¹� Ç 1j� Cº, which
should closely match the underlying target distribution. An in-
appropriate proposal can result in an ine�cient implementation,
requiring a large number of samples to meet the convergence
criterion. For a Gaussian proposal distribution, the key factor
for obtaining an accurate representation of the posterior PDF is
the variance of the proposal. If the variance is too large, the new
candidates mostly miss the target portion of the support and are
rarely accepted. If the variance is too small, the new candidates
are mostly accepted but only from a small neighborhood of the
previous point, leading to slow movement.

A good starting point for selecting the proposal PDF is to
use a Gaussian PDF centered on the current state, with the
covariance matrix approximated as the posterior covariance
using the Laplace approximation calculated for the maximum
a-posteriori value. However, this strategy may not always lead
to e�cient sampling, especially when some parameters are
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poorly identi�ed by the available data. A viable alternative
is adaptiveMCMC, which allows tuning the proposal on-the-
run as the sampling proceeds, incorporating information from
previously sampled points. In the adaptive Metropolis sampling
algorithm [188,205,206], the proposal density is a Gaussian
PDF centered at the current location, with covariance matrix
initialized as an arbitrary strictly positive de�nite matrix with
entries su�ciently small to set the sampler in motion. The
covariance is then tuned iteratively as the sampling progresses,
using the empirical covariance matrix of the previously sampled
points. This adaptation does not require an update after every
step, thus allowing a limited computational cost. In the long
rum, the adaptive Metropolis reverts to non-adaptive sampling,
as new sampled points have less impact on the proposal.

2.2 a data-driven approach: k-nearest neigh-
bors

In contrast to the model-based MCMC algorithms discussed
in Sec.2.1.2, this Section delves into a data-driven approach,
which is the k-nearest neighbors(k-NN) algorithm [207,208,209]
employed in Chapter 5 and Chapter 6. It is a non-parametric,
memory-based method that operates swiftly during both the
learning and the prediction stages, especially when dealing
with limited data dimensionality. By relying on the concept of
similarity between close data points, this algorithm is suitable
for both classi�cation and regression tasks. A key distinction
between the k-NN and MCMC algorithms lies in their approach
to the problem, highlighting the model-based and data-driven
dichotomy. Moreover, while MCMC sampling naturally incor-
porates uncertainties and treats the system as probabilistic, the
k-NN algorithm adopts a deterministic perspective, neglecting
the uncertainties associated with the problem.

In both classi�cation and regression settings, the k-NN inputs
typically consist of query data features. The target output is
computed by �nding the # : 2 N closest training data points to
the query. These are identi�ed by computing mutual distances
between the training data points and the query in the feature
space, typically using the Euclideanor the Mahalanobisdistance
metric. In k-NN classi�cation, the output is the most frequent
class membership among the identi�ed # : nearest neighbors.
If # : = 1, then the query is simply assigned to the class of
its single nearest neighbor. In k-NN regression, the output is
computed as the average of the values associated with the # :

nearest neighbors. If # : = 1, then the query is simply assigned
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to the value of its single nearest neighbor.
For both classi�cation and regression, a common weighting

schemeconsists of giving each neighbor a weight, so that the
nearer neighbors contribute more to the prediction than the
more distant ones. This also helps in mitigating potential issues
related to skewed distributions of data labels, for which a more
frequent class may dominate the prediction.

For high-dimensional data, the algorithm is typically ap-
plied to data features to avoid e�ects related to the curse of
dimensionality* . Dimensionality reductionin the form of feature
extraction is commonly employed to produce a low-dimensional
embedding of the data before applying the k-NN algorithm. If
data features represent di�erent quantities or show di�erent
scales, normalizing the feature space can signi�cantly improve
the accuracy of the k-NN algorithm.

During training, the k-NN model M k-NN : R# � 7! R, h 7! � ,
stores # train 2 N data points, or training instances, collected as:

D = f¹ h8–� 8ºg
# train
8=1 – (2.14)

where h8are the training data features, and � 8the corresponding
labels, with 8= 1– • • • – #train . At prediction time, the algorithm
computes a distance Eh : ¹R# � –R# � º 7! R, ¹hEXP–h8º 7! R,
among the query data point hEXP and h8, for 8= 1– • • • – #train .
The labeled data points are then ordered by increasing distance
to compute an estimate b� as a weighted average over the # :

nearest neighbors, according with:

b� = M k-NN ¹hEXPº =

Í # :
: =1 " : Eh¹hEXP–h : º� :

Í # :
: =1 " : Eh¹hEXP–h : º

• (2.15)

In Eq. (2.15), " : 2 R, with : = 1– • • • – #: , is the distance weight
associated with the : -th closest neighbor of hEXP. The weighting
rule can be uniform, i.e., " : = 1 8: , or based on the inverse
distance, i.e., " : = 1

Eh ¹hEXP–h : º
, where h : 2 D is the : -th closest

neighbor of hEXP.

Cross-validation strategy. The selection of the number of
neighbors # : in the k-NN algorithm depends on the speci�c
characteristics of the data. An optimal # : value, along with
the relative weighting rule, can be determined through a cross-
validation strategy, which aims to identify the model of optimal
complexity. This strategy works as follows [196]. The training
data are randomly divided into # folds 2 N distinct folds. The
model is then trained and evaluated # folds times, with a di�erent
fold chosen for evaluation each time, while the others are used
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for training. For each possible combination of # : and weighting
rule, a total regression score is calculated by averaging over
the # folds validation folds. The model class that provides the
maximum fold-averaged score is selected and retrained using
the entire dataset.

Performance indicators. When employed for classi�cation
purposes, the k-NN performance can be assessed using the
classi�cation accuracyindicator:

ACC =
TP ¸ TN

TP ¸ TN ¸ FP¸ FN
– (2.16)

measuring the ratio of correct classi�cations to the total number
of classi�cations, where TP 2 N denotes true positives, TN 2 N
true negatives, FP2 N false positives, and FN 2 N false negatives.

When employed for regression, the k-NN performance can
be assessed by monitoring themean absolute error(MAE) and the
root mean squared error(RMSE) indicators, respectively:

MAE =
1

# test

# testÕ

9=1

j� 9 � b� 9j– (2.17)

RMSE=

vuut
1

# test

# testÕ

9=1

¹� 9 � b� 9º2– (2.18)

where # test 2 N is the number of testing instances. The MAE is a
common metric used to assess the accuracy of a regression model,
providing a straightforward interpretation of the prediction
accuracy that is not very sensitive to outliers. Similarly, the
RMSE is also a common metric to assess the accuracy of a
regression model. It is particularly sensitive to outliers due
to the squaring operation, making it a useful metric to use in
conjunction with the MAE.

2.3 thesis perspective

The comparison between the k-NN work�ow presented above
and the MCMC sampling methods described in Sec.2.1.2 high-
lights the model-based and data-driven dichotomy. The k-NN
algorithm encompasses both o�ine and online phases, as en-
capsulated in Eq. (2.14)and in Eq. (2.15), respectively. By au-
tomatically learning a relationship between data features and
quantities of interest, data-driven approaches, such as the k-NN
algorithm, typically excel in handling large amounts of raw noisy
data compared to model-based approaches. Moreover, since the
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statistical relationship is learned during training, data-driven
approaches usually allow faster predictions. This stands in
contrast to the MCMC case, where there is no need to generate
a training dataset* , and prior knowledge is encoded within the
forward model used to assess the likelihood function in Eq. (2.3).

Based on these considerations, we will leverage on both ap-
proaches in this Thesis, however at di�erent stages. In particular,
a data-driven approach relying on DL models for automatic
feature extraction is proposed in Sec.5.1. This strategy allows
encoding the sensitivity to the sought parameters in a learnable
metric space, enabling a manifold to capture the variability of
the structural system. In Sec.5.2, we then exploit the learned
low-dimensional feature space to feed a data-driven k-NN re-
gressor for real-time damage localization. This setup, relying
on a DL feature extractor and a k-NN regressor, is also used in
Sec.6.3 in the context of the proposed MF-DNN surrogate mod-
eling strategy. In this case, the combined use of DL algorithms
and k-NN regression is employed for the preliminary identi-
�cation of operational conditions. The identi�cation outcome
serves as an informative prior knowledge for the model-based
MCMC sampling of SHM parameters. This informative prior not
only keeps Bayesian inference within a plausible range but also
serves to initialize the Markov chains in high probability regions,
thereby helping the MCMC convergence. Here, the data-driven
MF-DNN-SM is exploited to speed up the evaluation of the
likelihood function while sampling the posterior distribution
of SHM parameters. The hybrid data-driven/model-based ap-
proach proposed in Sec.7.1 instead capitalize on the strengths
of both approaches to enhance stochastic SHM methodologies.
This strategy combines the probabilistic model-based MCMC
framework with the automatic feature extraction capabilities
enabled by data-driven DL models. Finally, an additional data-
driven damage identi�cation strategy is presented in Sec.8.2
within the proposed framework for predictive DTs. In this case,
the damage assessment is entirely addressed with DL models,
employing DL classi�ers for damage detection and localization,
and DL regressors for damage quanti�cation. While in the rest
of this Thesis we approach the parameter identi�cation problem
from a regression perspective, this is the single instance in which
we frame the damage localization problem as a classi�cation task
� a change of perspective that is motivated by the discretized
setting characterizing the asset-twin PGM.
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3NUMERICAL MODELS FOR THE

SIMULATION-BASED PARADIGM

In this Chapter, we focus on physics-based computational mod-
els, providing the foundation for the development of damage
identi�cation strategies within the simulation-based paradigm
of SHM. Physics-based models o�er a knowledge platform where
the e�ect of damage on the structural response can be systemat-
ically replicated. Throughout this Thesis, structural response
data describing vibration recordings, such as displacements or
accelerations shaped asmultivariate time series, are simulated
and collected in a structural dynamics setting to emulate the
output of a monitoring system. Speci�cally, the reference FOM
is established using a FE-based semi-discretized form of the
elasto-dynamic problem.

Establishing a suitable parametrization of the structural model,
vibration data are simulated and collected under various opera-
tional and damage conditions. Without loss of generality, we
refer to a baseline condition representing the initial monitoring
phase of an undamaged structure. Each variable within the
parameteric input space is treated as a random variable, allow-
ing to embed prior knowledge regarding structural behavior,
operational conditions, and potential damage scenarios into the
sampling of the parametric input space.

Many-query SHM applications can imply high computa-
tional costs. This can be due to the repeated evaluation of a
computationally intensive forward model in model-based ap-
proaches, or the need to populate a su�ciently representative
synthetic dataset in data-driven approaches.

To mitigate the risk of a blowing computational cost for large
scale structures, aprojection-based model order reduction strategy
for parametrized systemsis employed to construct an LF model.
Speci�cally, the FOM of the monitored structure is replaced
with a computationally e�cient ROM using a proper orthogo-
nal decomposition (POD)-Galerkin reduced basis method for
parametrized FE models.

In distinguishing between FOM and ROM problems, we
have referred to them as HF and LF models, respectively. This
distinction does not imply that reduction techniques refer to
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less accurate discretization or simpli�ed physics. The ROMs
considered in this Thesis are still physics-based, and they can
be equipped with error estimates or error bounds. Indeed,
the fundamental di�erence between FOMs and ROMs lies in
the dimension of the subspace where the solution is sought.
This aspect allows us to speed up structural analyses and data
assimilation while keeping explicit the parametrization of the
structural models to a wide range of structural states that may
be encountered during operations.

The Chapter is structured as follows. We �rst introduce
the reference FOM in Sec.3.1. Next, we provide details on the
parametrization of damage and operational conditions, along
with the corresponding sampling strategy, in Sec.3.2. Finally,
we elaborate on the employed model order reduction procedure
and the bene�ts this approach a�ords in Sec. 3.3.

3.1 full-order model

The structures under consideration, intended for health monitor-
ing, are modeled as linear-elastic continua that are discretized
in space using FEs. Their dynamic response to the applied
loadings, assuming linearized kinematics, is characterized by
the semi-discretized form of the elasto-dynamic problem, represented
as the following second-order system of ordinary di�erential
equations and related set of initial conditions:

8>><

>>
:

M ¥x¹Cº ¸ C¹- º¤x¹Cº ¸ K¹- ºx¹Cº = f ¹C–- º– C2 ¹0– )º
x¹0º = x0–
¤x¹0º = ¤x0–

(3.1)

which serves as the FOM enabling the computation of solution
trajectories for comparison with sensor recordings. In Eq. (3.1),
C2 R denotes time and, for the problem setting we consider,
the time interval ¹0– )º, for a �nite time horizon ) 7 0, is
short enough for the operational, environmental, and damage
conditions to be considered time-invariant, yet long enough to
not compromise the identi�cation of the structural behavior.
The vectors x¹Cº–¤x¹Cº–¥x¹Cº 2 R# FE denote the nodal displacements,
velocities and accelerations, respectively, where # FE is the number
of DOFs. The matrix M 2 R# FE� # FE is the mass matrix. It
is worth noting that M is independent of - since the mass
properties of the structure are considered una�ected by the
employed damage description or operational conditions. The
matrix C¹- º 2 R# FE� # FE is the damping matrix, which is assembled
according to the Rayleigh's model. The matrix K¹- º 2 R# FE� # FE

is the sti�ness matrix. The vector f ¹C–- º 2 R# FE represents nodal
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forces induced by the external loadings. The initial conditions at
C= 0, in terms of nodal displacements and velocities, are denoted
asx0 and ¤x0, respectively. The vector - 2 R# par includes # par 2 N
parameters, representing the variability of the monitored system
in terms of structural health and operational conditions.

Adopting a uniform partition of the time interval ¹0– )º into
! 2 N time steps, the solution to Problem (3.1) is advanced in
time using an implicit Newmark integration scheme[211]. This
yields x; , ¤x; and ¥x; , for ; = 1– • • • – !, namely the vectors of nodal
displacements, velocities and accelerations at time;. By choosing
the unconditionally stable constant average acceleration integration
rule [212], we can arbitrarily choose the integration step on the
basis of the structural frequencies and the sensor sampling rate.

3.2 damage and operational conditions

In the domain of civil structures, our focus lies on identify-
ing damage patterns characterized by a small evolution rate.
These damage patterns must be identi�ed independently from
confounding in�uences related to measurement noise, environ-
mental variability, and operational variability. In this context,
operational variabilityrefers to any change in the loads acting on
the monitored structure, such as variations in amplitude and
frequency for harmonic loading components, changes in weight
and speed for moving loads, and �uctuations in magnitude and
epicentral distance for low-intensity seismic events. All these
variations can be addressed through the parameter vector - .

As discussed in Sec.1.2.1, changes in the structural dynamic
response due to damage are commonly modeled through a local-
ized reduction of the e�ective sti�ness. This damage description
is valid as long as the underlying assumption, that the structure
continues to behave as a linear time-invariant system within
an observation window after the inception of damage, holds.
Such an assumption is generally accepted for civil structures.
However, it would be incorrect if the structural response is non-
linear, such as in structures experiencing large displacements or
a�ected by fast-propagating damage patterns. Throughout this
Thesis, local sti�ness reduction is achieved by parametrizing the
sti�ness matrix through a set of parameters included in - . The
damage condition remains �xed during the time interval ¹0– )º,
allowing for a timescale separationbetween damage evolution and
health assessment. In particular, two distinct parametrizations
are considered, depending on whether damage localization is
approached from a classi�cation or a regression perspective.

In the classi�cation case, the sti�ness matrix is parametrized
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using two variables, b 2 N and � 2 R, both included in the
parameter vector - . Here, b 2 f 0– • • • – #bgrepresents the speci�c
damage scenario, among a set of # b 2 N prede�neddamage
locations (where b = 0 denotes the damage-free baseline), while
� is the associatedmagnitude of the sti�nessreduction * . Adopting
a regression perspective for damage localization, the sti�ness
matrix is instead parametrized using the spatial coordinatesof
the subdomain wherein the sti�ness is reduced, denoted as
y 2 R3. It is worth noting that the choice between a classi�cation
or regression strategy is independent of the simulation-based
approach employed in this Thesis, allowing for the synthesis of
labeled supervision through numerical simulations.

Every time Problem (3.1)has to be solved, it is �rst required to
draw a - sample. Basic sampling techniques are typically based
on pseudo-random number generation„ . Under the assumption of
independent random variables, this family of strategies samples
each random variable in the parametric input space from the
corresponding marginal distribution. The associated risk is
that the parametric space is not evenly �lled, with the resulting
samples exhibiting clusters and gaps. This drawback can be
mitigated by increasing the number of samples. However,
requiring a large number of samples makes random sampling
ine�cient when dealing with a computationally expensive FOM.

Strati�ed sampling is a family of sampling techniques con-
sisting, �rst, in dividing the parametric space into subspaces
containing the same number of samples, and then randomly
sampling from each subspace. While a partition ensures in
principle a good coverage of the parametric space, random
sampling from each subspace guarantees su�cient randomness
[214]. The good compromise between randomness and even
coverage of the parameteric space depends on the strati�cation
of the parameter space [215] and is particularly appreciable for
a limited number of samples.

Throughout this Thesis, we employ the Latin hypercube sam-
pling rule, which is an e�cient strati�ed sampling technique
[216]. Latin hypercube sampling subdivides each marginal PDF
underlying the parameter space, so that each sub-interval is
sampled exactly once. However, it is important to note that
knowing the number of samples is required at design stage to
subdivide the support of each marginal PDF ….

In this Thesis, the parametric input spaces are assumed to
have a uniform marginal PDF for each parameter, although there
are no restrictions in this regard. Other probability distributions
can also be considered to incorporate any a-priori knowledge of
the structure and relevant operational conditions. For instance,
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this knowledge may arise from a former inspection of the struc-
ture to determine if a speci�c damage state is more likely to
occur than others, or from a global sensitivity analysis to provide
insights into the relationships between loading conditions and
the probability of initiating a speci�c damage pattern.

3.3 reduced-order modeling

As the number of DOFs # FE in the FOM increases, the com-
putational cost of solving Problem (3.1) for any sampled - also
grows, making the systematic generation of synthetic structural
response data prohibitive. In this context, model order reduction
techniques for parametrized systems, such as the reduced basis
method, can be exploited to speed up the solution of an HF-FOM
with a more a�ordable yet accurate approximation obtained
through a projection-based ROM. Readers interested in formu-
lations for projection-based ROMs can refer to [217,218,219] for
further details. In this Thesis, we employ the POD-Galerkin
reduced basis method for parametrized FE models, exploiting the so-
called method of snapshots[220]. This strategy allows preserving
the dependence of the solution from input parameters and time
while controlling the level of introduced approximation.

The remainder of this Section is organized as follows. In
Sec.3.3.1, we �rst review the mathematical formulation of POD,
also explaining how the decomposition is computed and pro-
viding insights into the physical interpretation of the extracted
POD basis functions. The POD-Galerkin reduced basis method
for parametrized elasto-dynamics problems is then detailed in
Sec.3.3.2. References for the employed equations describing the
POD-based reduced basis method can be found in [124,125,221].

3.3.1 proper orthogonal decomposition

POD is a matrix analysis technique designed to achieve a concise
representation of data, serving two primary purposes: ( 8) dimen-
sionality reduction by projecting high-dimensional data into a
lower-dimensional space, and (88) feature extraction by unveiling
relevant structures within the data. The fundamental concept of
POD involves the reduction of several interdependent variables
to a much smaller set of uncorrelated variables, while maximizing
the preserved information content. This is accomplished through
an orthogonal transformation to the basis of the eigenvectors
of the sample covariance matrix. The data are then projected
onto the subspace de�ned by the eigenvectors corresponding
to the largest eigenvalues. This transformation decorrelates
signal components and maximizes the variance. The remarkable
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feature of POD lies in its optimality, minimizing the average
squared distance between the original signal and its reduced
linear representation. Among all the possible linear subspaces
of same dimension, POD provides the optimal approximating
linear manifoldin the con�guration space represented by the
data, yet it presents notable limitations when dealing with data
situated on a nonlinear manifold.

Historically, POD was independently introduced by distinct
authors in di�erent �elds and under di�erent names, including
principal component analysisin the statistical and dimensionality
reduction literature [222,223], and Karhunen-Loève decomposition
in the analysis of stochastic processes [224]. In [225,226,227],
the equivalence of POD, principal component analysis and
Karhunen-Loève decomposition is discussed, highlighting their
connection with singular value decomposition.

POD has undergone extensive investigation in the context
of structural dynamics [124,228,229,230,231,232] and structural
analysis [233,234,235], providing clear geometric, energetic and
physical interpretations of the POD basis functions. Moreover,
POD bene�ts from e�cient criteria for selecting the basis func-
tions and quantifying the approximation errors. These POD
basis functions, also known as proper orthogonal modes(POMs),
are obtained exploiting the appealing o�ine-online decouplingof
POD. Indeed, an investment of computational time is required
during the o�ine phase to develop a low-dimensional model,
which can then be rapidly evaluated in the online phase.

Given any matrix A = »a1– • • • –a# A
�

¼ 2R# A
' � # A

� , collecting

# A
� 2 N zero-mean observations with dimension # A

' 2 N, or
snapshots, POD employs a matrix factorization called singular
value decomposition (SVD), which can be written as:

A = P�Z > – (3.2)

where: P = »p1– • • • –p# A
'

¼ 2R# A
' � # A

' and Z = »z1– • • • –z# A
�

¼ 2

R# A
� � # A

� are two orthogonal matrices, whose columns are the

left and right singular vectorsof A, respectively; � 2 R# A
' � # A

�

is a pseudo-diagonal, semi-positive de�nite matrix with di-
agonal entries containing the singular valuesof A, ordered as
� 1 � � 2 � • • •� � R � 0, where R = min ¹# A

� – #A
' º is the rank

of matrix A.
Various algorithms are available for calculating the SVD of

a matrix A. One of them involves solving the following two
eigenvalue problems:

AA > = P�� > P> – (3.3)

A> A = Z� > �Z > • (3.4)
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* If matrix A is symmetric, the sin-
gular values are the absolute value
of its eigenvalues.

„ The sample covariance matrix is
identical to AA > except for a nor-
malization constant given by the
number of observations.

236. Eckartet al., The approxima-
tion of one matrix by another of
lower rank. 1936

From the two spectral decompositions in Eq. (3.3)and Eq. (3.4),
it follows that the ;-th singular value of A, with ; = 1• • •R , is
the square root of the ;-th eigenvalue of A> A * , and the following
properties hold:

kA k2 = � 1– (3.5)

kA k� =
q

� 2
1 ¸ • • •̧ � 2

R – (3.6)

where, kA k� 2 R is the Frobenius normof A, de�ned as:

kA k� =

vuut # A
'Õ

=' =1

# A
�Õ

=� =1

02
=' –=� – (3.7)

with 0=' –=� being the entry of A at =' -th row and =� -th column.
Additionally, the left singular vectors p ; and the right singular
vectors z; are the orthonormalized eigenvectors of AA > and
A> A, respectively. Hence, the POMs, de�ned as the eigenvectors
of the sample covariance matrix „ are equal to the left singular
vectors of A. Similarly, the eigenvalues of the sample covariance
matrix coincide with the square of the singular values of A
normalized by # A

� .

Given a matrix A 2 R# A
' � # A

� with # A
' � # A

� and rank R ,
its SVD is A = P�Z > . Hence, for ; = 1• • •R , the following
relationships hold for each singular value � ; :

Az ; = � ;p ;– (3.8)

A> p ; = � ;z;• (3.9)

Thus, matrix A can be expressed as the sum ofR 1-rank matrices:

A =
RÕ

;=1

� ;p ;z>
; – (3.10)

allowing for a low-rank approximationof A by truncating the
expansion to # A

RB POMs, with 0 5 # A
RB � R , as:

ARB =

# A
RBÕ

;=1

� ;p ;z>
; • (3.11)

The optimality of Eq. (3.11)is ensured by the Schmidt-Eckart-
Young theorem [236], stating that in the space
W# A

RB
= f B 2 R# A

' � # A
RB : B> B = IRBg of all possible # A

RB-

dimensional orthogonal bases in R# A
' , the basis matrix

WA = »p1– • • • –p# A
RB

¼ 2R# A
' � # A

RB minimizes the projection error
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occurring when approximating A by a matrix of rank # A
RB, that

is:

min
B2W# A

RB

kA � BB> A k2
� = kA � WA W>

A A k2
� =

=

# A
�Õ

=� =1

ka=� � WA W>
A a=� k2

2 =

=
RÕ

;=# A
RB¸ 1

� 2
; •

(3.12)

A similar result holds by considering the 2-norm:

min
B2W# A

RB

kA � BB> A k2
2 = kA � WA W>

A A k2
2 = � 2

# A
RB¸ 1

• (3.13)

To complete the description of the SVD-based POD, we
provide some possible interpretations of the POMs:

ˆ Geometric interpretation.If the sample covariance matrix is
real, symmetric and positive de�nite, then its eigenvectors
represent the principal axes of an ellipsoid centered at the
origin of the Euclidean space.

ˆ Energetic interpretation.The SVD of a matrix A 2 R# A
' � # A

�

provides crucial information about its oriented energycon-
tent. In this context, oriented energy refers to as the energy
associated with the vectors forming A, and is de�ned as:

� ¹Aº = kA k2
� =

# A
'Õ

=' =1

# A
�Õ

=� =1

¹0=' –=� º2 =
RÕ

;=1

� 2
; • (3.14)

The oriented energy associated with the vectors forming
A in the direction of a unit vector e 2 R# A

' is given by:

� e¹Aº =

# A
�Õ

=� =1

¹e> a=� º2• (3.15)

An essential property of the SVD is that the maximum val-
ues in oriented energy occur in the left singular directions,
coinciding with the square of the associated singular value.
Accordingly, the POMs provide an optimal approximation,
in the least squares sense, of the original space in terms of
energy content. This property is crucial for understanding
the number of POMs to be retained in the approximation,
as described below.
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237. Feenyet al., On the physical
interpretation of proper orthogonal
modes in vibrations. 1998

ˆ Physical interpretation.In the �eld of structural dynamics,
the POMs can be physically interpreted, as they may resem-
ble the physical mode shapes or even coincide with them in
some particular cases. Since the SVD is signal-dependent,
the POMs also depend on the system excitation. However,
for linear, unforced, and undamped dynamic responses,
the POMs converge to the mode shapes as# A

� ! 1 [237].
In the case of weakly damped structures, the POMs only
approximate the mode shapes of the structure. Finally, if
the excitation frequency matches a resonance frequency
of the system, the dominant POM converges to the excited
mode shape.

Eq. (3.12)quanti�es the error occurred when approximating
A using the POMs. Together with the energetic interpretation
of the POMs, this result suggests the adoption of an energy-based
criterionto select the order # A

RB of the POD-based approximation.
As each singular value quanti�es the information content de-
scribed by the corresponding left singular vector, # A

RB can be set
as the smallest integer such that the projection error is smaller
than a prescribed tolerance &� 2 R on the fraction of energy
content to be disregarded in the approximation, according to:

Í # A
RB

;=1 � 2
;

Í R
;=1 � 2

;

� 1 � &2
� – (3.16)

that is, the oriented energy retained by the disregarded R � # A
RB

POMs is equal or smaller than &2
� .

3.3.2 reduced basis method in elasto-dynamics

In the following, we introduce the POD-Galerkin reduced basis
method for parametrized elasto-dynamics problems, like (3.1).

To determine the POMs, it is necessary to gather informa-
tion about the system to be approximated during a training
phase of the ROM. This involves assembling a snapshot matrix
S = »x1– • • • –x# S¼ 2R# FE� # S from # S 2 N solution snapshots,
representing time histories of nodal displacements computed
by integrating Problem (3.1) over time for various parameter
vectors - . The parametric space underlying - is sampled using
the Latin hypercube rule, and the adequacy of the number of
snapshots # S can be assessed a-posteriori by comparing the
ROM and FOM outputs for unexplored parameter values. The
matrix S is then factorized via SVD, and a POD basis matrix
W 2 R# FE� # RB, collecting # RB � # FE POMs, is computed based
on Eq. (3.16). Only after these preliminary operations, the ROM
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* In the presence of system alter-
ations, signi�cant changes in forc-
ing characteristics, or nonlinearity,
there might be a loss of representa-
tion capacity, requiring an update
of the basis functions, or the intro-
duction of local reduced bases

„ To speed up the o�ine phase, the
collection of snapshots can be in-
terrupted before solving the full-
order model for the entire time
interval ¹0– )º, provided that the
gathered information on the dy-
namic evolution of the system al-
lows for obtaining a steady-state
solution in terms of basis func-
tions (see, e.g., [238]).

…It is worth noting that two di�er-
ent error tolerances &� can be used
to evaluate Eq. (3.16)for the time
and parametric dependencies.

can be assembled and solved in place of the FOM. The obtained
ROM is speci�cally tailored to optimally represent the scenarios
explored during training * . In this light, the POD o�ine phase is
not only crucial for ensuring the quality of the reduction process
but is also seen as a bridge between physics-based modeling
and data-driven methods.

For any given set of input parameters - , the FOM solution
over the time interval ¹0– )º consists of multiple frames tracking
the temporal evolution of the system. In the context of POD,
time can be treated as an additional parameter. However, it is not
convenient to simultaneously deal with temporal and parametric
dependencies, as this might complicate the algorithmic procedure
and possibly hinder any physical interpretation of the POMs.
We address this issue through the two-step procedureformalized
in Algorithm 3.1. In detail:

I For each sampled parameter vector - =%
, =% = 1– • • • – #%,

with # % 2 N being the number of samples drawn from
the parameter space, we compute the FOM solution and
store ! snapshots in time„ to create a �rst snapshot matrix
Stime

=%
= »x! ¹- =%

ºj • • •jx! ¹- =%
º¼ 2R# FE� ! . A �rst POD basis

matrix Wtime
=%

is then obtained by performing an SVD on
Stime

=%
and retaining a su�cient number of left singular

vectors to satisfy Eq. (3.16)for a prescribed error tolerance
&� . By repeating this procedure for each sampled - =%

, we
determine # % di�erent POD basis matrices.

II OnceWtime
=%

is computed following stage I, for =% = 1– • • • – #%,
we combine it with the previously identi�ed basis set W to
form a new snapshot matrix S = »WjWtime

=%
¼. Subsequently,

a second SVD is performed on S, and a su�cient num-
ber of left singular vectors is retained to satisfy Eq. (3.16)….
This process progressively updates W to incorporate the
parametric dependence of the problem.

For any given set of input parameters - , the POD-based ROM
approximates the solution to Problem (3.1) as:

x¹C–- º � Wbx¹C–- º– (3.17)

that is, a linear combination of # RB � # FE POMs weighted by
the POD coe�cients, or reduced DOFsbx¹C–- º 2 R# RB.

Since the ROM solution and its time-derivatives do not satisfy
the FOM problem, equality is restored through a Galerkin projec-
tion of the system. This is achieved by enforcing orthogonality be-
tween the residual of the FOM problem
f¹C–- º � MW ¥bx¹Cº � C¹- ºW¤bx¹Cº � K¹- ºWbx¹Cº, and the subspace
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Algorithm 3.1 POD for parametrized elasto-dynamics

Input : # P samples of -
POD tolerance &�

1: Solve FOM for - 1
2: Collect Stime

1 = »x1¹- 1ºj • • •jx! ¹- 1º¼
3: W = POD¹Stime

1 º
4: for =% = 2 : # P do
5: Solve FOM for - =%

6: Collect Stime
1 = »x! ¹- =%

ºj • • •jx! ¹- =%
º¼

7: Wtime
=%

= POD¹Stime
=%

º
8: S = »WjWtime

=%
¼

9: W = POD¹Sº
10: return POD basis matrix W

spanned by the �rst # RB POMs. Hence, we obtain the following
# RB-dimensional semi-discretized form:

8>><

>>
:

M A
¥bx¹Cº ¸ CA¹- º¤bx¹Cº ¸ K A¹- ºbx¹Cº = f A¹C–- º– C2 ¹0– )º

bx¹0º = W> x0–
¤bx¹0º = W> ¤x0•

(3.18)
Here, the reduced-order matrices M A 2 R# RB� # RB, CA 2 R# RB� # RB,
and K A 2 R# RB� # RB, and vector f A 2 R# RB play the same role as
their FOM counterparts, but with dimensions # RB � # RB instead
of # FE � # FE, and read:

M A � W> MW – (3.19)

CA¹- º � W> C¹- ºW– (3.20)

K A¹- º � W> K¹- ºW– (3.21)

f A¹C–- º � W> f ¹C–- º• (3.22)

The solution of the low-dimensional dynamical system in
Problem (3.18) is advanced in time using the same strategy
employed for the FOM and then traced back to the original
FOM space according to Eq. (3.17). Subsequently, we can
post-process the approximated solution to extract synthetic
vibration recordings emulating a sensing system. In partic-
ular, vibration recordings shaped as multivariate time series
U¹- º = »u1¹- º– • • • –u# D¹- º¼ 2R! � # D, consisting of # D series with
! measurements equally spaced in time, in terms of accelerations
or displacements, are obtained as follows.

With reference to displacement recordings, nodal values
over ¹0– )º are �rst collected as V = »Wbx1– • • • –Wbx! ¼ 2R# FE� !

by solving Problem (3.18). The relevant vibration recordings
forming U are then extracted as:

U = ¹TV º> – (3.23)
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where T 2 B# D� # FE is a Boolean matrix whose ¹=– <º-th entry is
equal to 1 only if the =-th sensor output coincides with the < -th
DOF. It is worth noting that the matrix product TW 2 R# D� # RB

can be computed, once and for all, to extract U for any given
set of input parameters - . In order to mimic the measurement
noise, each vibration recording can be corrupted by adding an
independent, identically distributedGaussian noise, with statistical
properties depending on the target accuracy of the sensors.

3.4 thesis perspective

In this Chapter, we have discussed a strategy that combines the
parametrization of damage and operational conditions with the
reduced basis method in elasto-dynamics. The achieved reduced-
order modeling framework allows for the e�cient simulation
of structural responses, preserving the explicit dependence of
the solution on input parameters and time while controlling the
level of introduced approximation. This strategy provides the
foundation for the simulation-based SHM paradigm employed
throughout this Thesis.

By providing a knowledge platform capable of replicating
the impact of damage on structural response under varying
operational conditions, the considered numerical models are
systematically employed to e�ciently populate training datasets:

I Referring to the damage localization framework proposed
in Chapter 5, the DL model underlying the extraction of in-
formative features from raw vibration recordings is trained
in a supervised pairwise fashion. This involves leveraging
synthetic data from ROM simulations under varying op-
erational and damage conditions. The same training data,
suitably post-processed, are then used to train a k-NN re-
gressor applied on top of the feature extractor for real-time
damage localization.

II In Chapter 6, we show how to reduce the computational
cost of supervised training while ensuring the accuracy of
the approximated signals within the proposed MF-DNN
surrogate modeling strategy. In Sec.6.1, we describe the
sequential training of the LF and HF components compris-
ing the MF-DNN-SM. This involves considering a large
amount of LF data generated using an LF-ROM and a small
amount of HF data generated through an HF-FE model,
respectively, in the absence or presence of structural damage.
The parameters describing the location and the amplitude
of damage are all addressed from a regression perspective,
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despite there are no restrictions in this respect. Similar to
point I, in Sec.6.3, we also demonstrate how to use the same
HF data to train a feature extractor and a k-NN regressor
for the identi�cation of operational conditions.

III Within the enhanced Bayesian model updating framework
proposed in Chapter 7, the feature extractor and the feature-
oriented SM are also learned relying on simulation-based
supervision. However, in this case, training data are cost-
e�ectively generated through the MF-DNN-SMs obtained
in Chapter 6.

IV Within the digital twinning framework proposed in Chapter
8, the parametrization of damage and operational conditions
is combined with reduced order modeling to e�ciently
assemble training datasets, similarly to Chapter 5. However,
adopting a slightly di�erent perspective from the rest of this
Thesis, the structural models are parametrized to describe
damage scenarios within a �nite set of discrete classes, each
associated with a prede�ned damage region. Accordingly,
the related damage localization problem is formulated from
a classi�cation perspective, rather than a regression one.
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4MACHINE LEARNING FOR PREDICTIVE

DIGITAL TWINS

In this Chapter, we focus on ML methods, envisioned to provide
the algorithmic platform that supports physics-based modeling
for realizing e�ective DTs of engineering structures. Overall, ML
comprises a collection of methods designed to learn relationships
between data and quantities of interest. The primary goal is to
gain insights into the behavior of a system and make predictions
for unobserved scenarios. ML shifts the role of engineers from
manual learning to programming a computer for automated
learning. The learning process involves tuning a predictive
model to optimize its performance in predicting known target
quantities.

ML and arti�cial intelligence are closely interconnected. In
essence, arti�cial intelligence aims to perceive and dynamically
interact with the real-world by making rational decisions * . Be-
hind such an arti�cial intelligence system there are ML methods
that extract information from observations, predict future system
responses, and determine the optimal course of actions.

By examining the SHM problem through the ML lens, the
pattern recognition paradigm for SHM [71] encompasses the
following steps: ( 8) operational evaluation; ( 88) data acquisition;
(888) feature selection and extraction; (8E) statistical modeling to
unveil the relationship between the selected features and sought
damage patterns. Although operational evaluation and data
acquisition, introduced in Sec.1.2.3, serve as essential starting
points for any SHM strategy, this Chapter focuses on feature
selection/extraction and statistical modeling.

The Chapter is organized as follows. Sec.4.1 is devoted to
introducing key aspects of ML, covering the rationale behind
regression and classi�cation algorithms, the concepts of training,
validationand testingof a learnable model, and the introduction
of the increasingly popular DL paradigm. The DL paradigm
is then extensively analyzed in Sec.4.2, focusing on function ap-
proximationcapabilities, as well as optimizationand regularization
techniques for DL models. The DL architectures employed in
this Thesis, such asconvolutional neural networks(CNNs), recur-
rent neural networks(RNNs), and autoencoders(AEs), are also
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* It is important to note that this
classi�cation of machine learning
methods shows some limitations,
as there is often an overlap be-
tween sub-�elds and, sometimes,
unclear distinctions due to shared
mathematical formulations.

discussed in detail in Sec.4.2, highlighting the peculiarities that
make them suitable for SHM purposes. Finally, Sec.4.3 provides
a detailed explanation of the conceptual and theoretical under-
pinnings behind dynamic Bayesian networksand dynamic decision
networks, employed in this Thesis for the digital twinning of
engineering systems.

4.1 key aspects of machine learning

ML algorithms use synthetic representation of the data, known
as features, that are ideally informative for making predic-
tions about unobserved variables of interest. In SHM, damage-
sensitive features are employed to distill high-dimensional sen-
sor data, capturing meaningful information for damage identi�-
cation while mitigating the impact of operational and environ-
mental variabilities. In this context, statistical models serve to
establish a mapping between input features and target variables,
describing potential damage scenarios. ML predictions are
typically re�ned by an optimization algorithm that leverages
training data referring to undamaged or, possibly, damaged
states of the structure. The learned model is then deployed
to provide informed predictions by processing data features
extracted from previously unseen data.

The learning process to train a statistical model can be of
di�erent types. For our purposes, three primary ML sub-�elds
can be identi�ed: supervisedlearning, unsupervisedlearning, and
reinforcementlearning * . Supervised learningis employed when
building a model to describe the relationships between observed
system responses and sought characteristics or properties of
the system, given that these latter are known when learning
the statistical model. Unsupervised learning, on the other hand,
aims to discover structures, patterns, or anomalies without
knowledge of the correct answers, as the target outputs are not
employed during training. While supervised methods in SHM
exploit training data corresponding to the baseline undamaged
condition and to known damage scenarios that may a�ect the
structure, unsupervised ones rely solely on unlabeled training
data, typically referring to the baseline undamaged condition.
Lastly, reinforcement learningfocuses on learning acontrol policy
mapping each possible state of a system onto suitable actions to
maximize the long-term accumulation of rewards.

4.1.1 regression perspective

The choice of the type of statistical model is in�uenced not only
by the type of selected features but also by the speci�c task to
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196. Goulet,Probabilistic Machine
Learning for Civil Engineers. 2020

* The non-discretized setting here
refers to the value range of the
quantities of interest to be pre-
dicted with the regression model,
not to be confused with the �nite
element discretization character-
izing the physiscs-based models
described in Chapter 3.

70. Bishop,Pattern Recognition
and Machine Learning. 2006

144. Gunn,Support Vector Ma-
chines for Classi�cation and Regres-
sion. 1998

240. Easmussen,Gaussian Pro-
cesses in Machine Learning. 2004

103. Goodfellow et al., Deep
Learning. 2016

be addressed, such as damage detection, localization, and quan-
ti�cation. In the following two Sections, we discuss potential
problems typical of SHM and how these can be addressed from
supervised regression and classi�cation perspectives. A typical
unsupervised setting is instead discussed in Sec.4.2.7, dealing
with AE-based dimensionality reduction.

Regressioninvolves modeling the relationships between data
features and the sought properties of a system in a non-discretized
setting[196]* . Popular algorithms include logistic regression [70],
support vector machines [144], Gaussian processes regression
[240], and neural networks [103], among the others.

In the context of SHM, the regression perspective is well-
suited for tasks such as damage localization and damage quan-
ti�cation. While for damage localization the data features are
mapped onto a set of parameters describing the coordinates
of a damage region, when exploited for damage quanti�cation
purposes, the data features are instead mapped onto the severity
of damage. On the other hand, the problem of damage detection
is almost never addressed from a regression perspective, as
the presence or absence of damage in a structure can be more
naturally assessed from a classi�cation perspective. Referring
to the modeling choice introduced in Sec.3.2, the quantities
of interest for regression include the spatial coordinates of the
applied sti�ness reduction, denoted as y 2 R3, and the associ-
ated magnitude � 2 R, both included in the vector - 2 R# par

describing the variability of the monitored system.
For our purposes, the dataset to be used for training a

regressor to address the problem of damage localization or
quanti�cation can be �rst de�ned as:

D RG = f¹ U8–y8–� 8ºg
# train
8=1 – (4.1)

where synthetic vibration recordings U8 2 R! � # D are generated
by simulating the structural response for the 8-th sampling of - 8,
with 8= 1– • • • – #train , and labeled by the corresponding values
of y and � , according to the procedure detailed in Sec. 3.3.2.

Before training, D RG has to be post-processed to extract
informative features h 2 R# � to feed the regressor. By mapping
the vibration recordings in D RG onto the selected feature space,
a second training dataset is derived from D RG as:

D h
RG = f¹ h8–y8–� 8ºg

# train
8=1 • (4.2)

The dataset in Eq. (4.2)is eventually exploited to train a re-
gressorM RG to addresses one of the regression tasks underlying
the damage localization and damage quanti�cation problems,
namely M y

RG : R# � 7! R3, h 7! y, and M �
RG : R# � 7! R, h 7! � .
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By denoting the query data features extracted from incoming
vibration recordings UEXP ashEXP, the estimated counterparts
of damage location y and associated magnitude � are obtained
asby = M y

RG¹hEXPº and b� = M �
RG¹hEXPº, respectively.

An instance of M y
RG considered in this Thesis is the k-NN

regressor exploited in Chapter 5 for damage localization. An
instance of M �

RG is instead the DL regressor for damage quan-
ti�cation used in Chapter 8 within the proposed DT framework,
which also addresses the feature extraction task. Finally, deriv-
ing D h

RG from D RG can be likened to the DL models for feature
extraction exploited in Chapter 5, Sec.6.3, and Chapter 7, all
relying on a Siamese architecture.

Another situation of interest that is suitable to the regression
perspective is surrogate modeling. In contrast to the previous
case, surrogate modeling involves reversing the direction of
the mapping. It entails building an emulator that mimics the
input-output map, going from input parameters to sensor data
or relevant data features. SMs are extensively used in SHM to
replace computationally expensive physics-based models when
estimating SHM parameters using model-based approaches.
With reference to the numerical models introduced in Chapter 3,
a dataset for training a SM can be assembled as:

D SM = f¹ - 8–U8ºg
# train
8=1 – (4.3)

where the 8-th set of input parameters - 8 is labeled by the
corresponding vibration recordings U8, with 8= 1– • • • – #train .

Even if the input and output quantities collected in D SM are
formally di�erent from those employed in D RG, the training and
evaluation work�ow of a SM does not change compared to that
of M y

RG or M �
RG. In particular, D SM serves to train a SM M SM to

address the regression taskM SM : R# par 7! R! � # D, - 7! U. By
denoting the query input parameters as - EXP, the trained M SM

provides the estimated counterpart of U as bU = M SM¹- EXPº.
The same work�ow applies for a SM mapping input parameters
onto relevant data-features.

An instance of M SM considered in this Thesis is represented
by the MF-DNN-SMs derived in Chapter 6. On the other hand,
the scenario of a SM mapping input parameters onto relevant
data-features is well-captured by the feature-oriented SM ex-
ploited in Chapter 7 to enhance Bayesian model updating.

4.1.2 classification perspective

While the target quantities in regression tasks are continuous
variables, with classi�cation, predictions are provided in a dis-
cretized setting, targeting discrete classes. Common classi�cation
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* We remark that b = 0 denotes
the damage-free baseline.

algorithms include generative classi�ers [196], logistic regres-
sion [70], support vector machines [144], decision trees [241],
Gaussian process classi�cation [240], and neural networks [103].

In the context of SHM, the classi�cation perspective is well-
suited for tasks such as damage detection and damage localiza-
tion, where data features are categorized into prede�ned output
classes, each one referring to a di�erent damage scenario. On the
other hand, the problem of damage quanti�cation can be more
naturally addressed within a non-discretized setting. When
modeling structural damage as a local reduction in e�ective
sti�ness, and the problem of damage detection and localization
is addressed from a classi�cation perspective, the parameter
b 2 f 0– • • • – #bg represents a speci�c damage scenario, among a
set of # b prede�ned damage locations * .

The dataset for training a classi�er to address the problem
of damage detection and localization is initially de�ned as:

D CL = f¹ U8–b8ºg
# train
8=1 – (4.4)

where each set of vibration recordings U8, with 8= 1– • • • – #train ,
is labeled by a Boolean vectorb8 2 B# b¸ 1 � commonly referred to
asone-hot encoding� categorizing one of the # b ¸ 1 prede�ned
damage scenarios described through parameter b. One-hot
encoding is used instead of directly employing b because not all
classi�cation models can operate on nominal data directly. The
one-hot encoding transforms the nominal feature described
by b into a multi-dimensional binary vector. The number
of dimensions corresponds to the number of categories, and
each dimension corresponds to one category. Each category is
represented by a vector in which the entry corresponding to the
category's dimension is set to 1, and all other entries are set to 0.

Similar to the regression case, D CL is post-processed to
provide a second training dataset as:

D h
CL = f¹ h8–b8ºg

# train
8=1 – (4.5)

collecting feature representations h8, labeled by the associated
one-hot encoding b8, with 8= 1– • • • – #train .

The dataset in Eq. (4.5) is eventually employed to train a
classi�er M CL to addresses themulti-classclassi�cation task
underlying the damage detection and localization problem,
namely M CL : R# � 7! B# b¸ 1, h 7! b. Once trained, M CL is used
to provide the estimated counterpart of b asbb = M CL¹hEXPº, for
any given query data features hEXP.

While the regression and classi�cation perspectives have
been introduced separately, they can be conveniently combined
and jointly exploited. For instance, a practical setup for detecting,
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locating and quantifying the presence of damage could be as fol-
lows, analogous to that employed in Sec.8.2 within the proposed
digital twinning framework. Every time new observational data
are acquired, they are �rst processed with a classi�cation model
M CL to address damage detection and localization. Whenever
damage is detected and localized, the observational data are
further processed with a regression model M �

RG � one for each
damageable region � to estimate the magnitude of the sti�ness
reduction within the respective damage region.

4.1.3 quality and quantity of training data

The number of training data required for satisfactory perfor-
mance depends on the model complexity and the di�culty of
the task to be addressed. Increasing# train generally leads to a
better statistical model. However, beyond a model/problem-
dependent threshold, increasing # train only produce increas-
ingly subtle performance improvements. If the complexity of
the model is excessive compared to# train , the associated risk is
that of a too-�exible model that over�t the training data.

Over�tting happens when the selected model performs the
training task correctly, but fails to provide good predictions for
unseen scenarios. In such cases, the model essentially memo-
rizes the training data without truly catching the underlying
relationships. Over�tting corresponds to a situation where the
prediction errordisplays a low bias when evaluated against the
training data; however, when validated with data unseen during
training, the prediction error displays a high variance. Optimal
model complexity involves a trade-o� between the prediction
bias and variance. Consistently with the principle of Occam's
razor, it is crucial to keep the model as simple as possible.

A general procedure to identify the optimal model complex-
ity is to employ a cross-validation strategy, as detailed in Sec.2.2.
An alternative approach to address this challenge is to optimize
the learnable parameters from a Bayesian perspective and then
select the appropriate model complexity via Bayesian model class
selection[242]. Another viable approach is to regularize the
learnable parameters, for instance via ridge regression[243].

4.1.4 validation and testing

To assess the generalization capability of a trained model, it is
essential to evaluate its performance on samples that were not
part of the training data. Conventionally, this is achieved by
partitioning the dataset into two distinct sets: the training set
and the test set. The model undergoes training using the training
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set, while its generalization ability is assessed on the test set.
Depending on the employed ML algorithm, it may be desirable
to extract a subset of instances from the training set to form a
validation set. Although not directly used for tuning the learnable
parameters of the model, the validation set serves to assess the
model performance and potentially halt the training process
if over�tting is detected. Typically, the model optimization is
carried out by considering an 80 : 20splitting ratio for training
and validation purposes. Therefore, 20%of the instances from
the training set are randomly taken and set aside to validate the
learning process. This validation involves assessing the values
of a performance metric attained on the validation set.

4.1.5 deep learning

While conventional ML techniques have limitations when deal-
ing with data in its raw form, transforming raw data into informa-
tive features requires substantial domain expertise. DL models
are representation learning* methods exploiting the composition
of multiple nonlinear modules, or processing layers. These layers
transform the representation at one level, starting with the raw
input, into a slightly more abstract representation at a higher
level. Higher layers of representation amplify aspects of the
input that are important for the task at hand and suppress other
variations. The key feature of DL lies in the fact that these
layers are not manually designed, but learned from data using
the backpropagation method[244,245]. This method serves as a
general-purpose learning procedure, guiding the adjustment of
the learnable parameters in each layer based on the output of
the previous layer [102].

4.2 neural networks

The fundamental idea that inspired neural networks (NNs) was
to mimic the human nervous system. The initial computational
model, simulating the interaction of multiple biological neurons
and serving as the �rst example of an arti�cial neuron, is the
McCulloch-Pitts modelintroduced in 1943 [246]. A more powerful
and versatile computational model of the arti�cial neuron was
proposed by Rosenblatt in 1958, known as the perceptron[247],
which later became the reference basic unit of NNs.

The perceptron is a linear threshold unit that produces a
single output through an a�ne transformation of an input vector
ruled by a nonlinear activation function, such as a step function
or sigmoid function. In the perceptron model, the parameters
governing the a�ne transformation of the input are not �xed
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but learned from data * . A DL architecture is essentially a stack
of simple layers, most of which undergo learning.

NNs are frequently acknowledged as universal approxima-
tors of continuous functions [248] and continuous operators [249].
In addition to their �exible approximation capabilities, NNs
are recognized for their ease of use, facilitated by user-friendly
application programming interfaces, such as the Tensorflow -
basedKeras [250]. Moreover, they are exempt from the curse of
dimensionality, making them well-suited for high-dimensional
problems. NNs are also cost-e�ective, fast to evaluate, and
easily parallelizable. However, NNs come with several draw-
backs, including their limited extrapolation capabilities, their
low interpretability, and their need of large training datasets.

The most appealing aspect of NNs in an SHM context is
their ability to automatically learn the selection and extraction
of damage-sensitive features from raw data � a key capability
given the typically low sensitivity of sensor recordings to damage.
Optimized damage-sensitive features are selected and extracted
to address the subsequent statistical modeling task through an
end-to-end learning process [104]. However, the main limitation
of DL-extracted features is their low interpretability. While
engineered features typically enjoy a clear physical meaning,
DL features are often challenging to interpret.

The remainder of this Section is organized as follows. In
Sec.4.2.1, we present the simplest NN architecture, the feed-
forward fully-connectedmodel. In Sec.4.2.2, we show how to
establish a regression or classi�cation model by changing the
type of output nonlinearityemployed in the last layer of the DL
model. Techniques for the optimization and regularization of DL
models are described in Sec.4.2.3 and in Sec.4.2.4, respectively.
Finally, we present the state-of-the-art DL models employed in
this Thesis, encompassing CNNs in Sec.4.2.5, RNNs inSec.4.2.6,
and AEs in Sec.4.2.7, respectively. References for the equations
employed in the following can be found in [103].

4.2.1 fully-connected layer

In a fully-connected layer, each neuron is densely connected
to its input layer. The computational model underlying a
fully-connected layer is presented with reference to the l -

th fully-connected layer F l : R# l � 1
# 7! R# l

# , a l � 1 7! a l ,
with l = 1– • • • – #l , in a DNN featuring # l 2 N layers (re-
fer to Fig. 4.1). Denoting by # l

# 2 N the number of neurons
in F l , each of them provides a scalar output a l

= 2 R, with
= = 1– • • • – #l# , computed as an a�ne transformation of its input
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Figure 4.1: Exemplary fully-
connected layer.

a l � 1, ruled by an activation function A : R 7! R as follows:

a l
= = F l

= ¹a l � 1º = A¹ 8 l
= � a l � 1 ¸ � l

=º• (4.6)

In Eq. (4.6), 8 l
= 2 R# l � 1

# collects the connection weightsgoverning
the linear mapping for the =-th neuron of F l , and � l

= 2 R is the
corresponding bias term. During each forward pass, the output of
F l is collectively assembled by aggregating the computations
of its # l

# neurons as a l = ¹a l
1 – • • • –a l

# l
#

º> . The relationship

in Eq. (4.6) is learnable through the matrices of tunable con-

nection weights � l = »8 l
1 – • • • –8 l

# l
#

¼ 2R# l
# � # l � 1

# and biases

# l = ¹� l
1 – • • • –� l

# l
#

º> 2 R# l
# associated with the a�ne trans-

formations computed by each of the # l
# neurons in F l . The

weights � l and biases# l are tuned through the optimization of
a task-dependent loss function, as detailed in Sec. 4.2.3.

By stacking two fully-connected layers, information is trans-
ferred from the input layer to the output layer by propagating
it through a layer of hidden neurons. The resulting multi-layer
perceptronarchitecture is referred to as a feed-forward NN with
a single hidden layer. The output of the �rst layer is passed to
the second layer, creating an internal representationof the inputs
� essentially, a set of features. Stacking multiple layers in this
way allows for strong nonlinear transformations of the input,
enabling the approximation of highly intricate target functions.

4.2.2 last layer activation function

An activation function describes a nonlinear transformation of a
hidden variable. Common activation functions are the logistic,
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the hyperbolic tangent (Tanh), the recti�ed linear unit (ReLU),
and many other variants. The choice of the activation function
for the output layer is crucial for the e�ectiveness of a NN.

In regression tasks, it is customary not to employ any activa-
tion function in the last layer. In this way, hidden layers handle
the nonlinear aspect of the problem, and the output layer simply
apply a linear mapping to retrieve the range of target values.
With this setting, common loss functions for assessing the NN
performance during training include the MAE in Eq. (2.17), the
RMSE in Eq. (2.18), and the mean squared error(MSE), de�ned as:

MSE =
1

# train

# trainÕ

8=1

ky8 � by8k2
2– (4.7)

whose minimization can be interpreted as maximizing the like-
lihood of the training dataset on the parameters of the model.
Here, y8 and by8, for 8= 1– • • • – #train , represent the actual and
predicted values, respectively, in the context of the regression
task underlying the damage localization problem discussed in
Sec.4.1.1. In this scenario, a DL model NN y

RG is trained us-
ing the dataset in Eq. (4.1)to approximate the target mapping
NN y

RG : R! � # D 7! R3, U 7! y. Once trained, it provides esti-
mated values for y asby = NN y

RG¹UEXPº. This setting also applies
to the damage quanti�cation problem discussed in Sec. 4.1.1.

In contrast, for binary classi�cation tasks, a Tanh or logis-
tic activation function can be used as the activation for the
last layer, while Softmax is the standard choice for multi-class
classi�cation problems. For example, in the multi-class clas-
si�cation task underlying the damage localization problem
discussed in Sec.4.1.2, a DL modelNN CL can be trained using
the dataset D CL in Eq. (4.4)to approximate the target mapping
NN CL : R! � # D 7! B# b¸ 1, U 7! b. In this case, the loss function
typically used to guide the learning process is the probabilistic
categorical cross-entropybetween the predicted and the target
class labels overD CL, which is de�ned as:

H = �
1

# train

# trainÕ

8=1

# bÕ

==0

1=
8 log¹b1=

8º– (4.8)

providing a measure of the dissimilarity between the discrete
probability distribution describing b and its estimated coun-
terpart bb, obtained through NN CL. By employing a Soft-
max activation for the output layer of NN CL, the entries of
bb = ¹b10– • • • –b1# b º> are interpreted as con�dence levels by which
UEXP is assigned to each damage class. Speci�cally, Softmax con-
verts the real-valued vector a # l = ¹a # l

0 – • • • –a # l
# b

º* , provided
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by the output layer of NN CL, into the discrete probability distri-
bution bb = Softmax¹a # l º, for = = 0– • • • – #b, as follows:

b1=¹a # l º =
exp¹a # l

= º
Í # b

< =0 exp¹a # l
< º

• (4.9)

When the trained NN CL is employed for prediction, the best
point estimate in bb = NN CL¹UEXPº is selected as the class that
best categorizes the processed measurementsUEXP. This setup
characterizes the DL classi�er for damage detection and local-
ization used in Chapter 8 within the proposed DT framework.

4.2.3 optimization for training deep models

The training or optimization of a DNN involves searching for the
combination of its connection weights and biases that minimizes
a loss function L on the training dataset D . For ease of notation,
the set of weights and biases is denoted as� , such that:

�
�

= arg min
�

L¹D –� º• (4.10)

Typically, �
�

is sought iteratively using the backpropagation-
basedgradient descenttraining algorithm, which can be summa-
rized in three steps:

I Forward pass.The training instance is processed to compute
the output of each neuron, until the �nal output is obtained
to evaluate the corresponding loss function score.

II Backward pass.The gradients of the loss function with re-
spect to the learnable parameters are computed through the
backpropagation procedure[244,245]. It begins by computing
the gradient of the loss with respect to the output of each
neuron in the output layer. These gradients are then back-
propagated to the previous layers to compute the gradient of
the loss with respect to the weighted sum of inputs for each
neuron (by summing gradients from the layer above, each
multiplied by the connection weight). Finally, the chain rule
of derivation is applied to compute the gradients of the loss
with respect to the learnable parameters. A step-by-step
formalization can be found, e.g., in [103,251,252].

III Gradient descent.The weights are updated using the gradient
descent updating rule:

�  � � � � r � L¹D –� º– (4.11)

where � � 2 R is the learning ratedetermining the size of

the step taken during optimization, and r � L¹D –� º are the
gradients of the loss with respect to each parameter.
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The learning rate � � controls the convergence speed of the
training process. In practice, it is necessary to gradually decrease
the learning rate as the training advances, allowing for large
weight updates at the beginning of the training when � is
more distant from the optimum, and then progressively smaller
corrections as the training proceeds.

Because gradient descent follows the direction where the
gradient is maximal, it often displays an oscillatory pattern. This
issue can be mitigated by introducing a momentum termv � in
the gradient descent updating rule:

v �  � vv � � � � r � L¹D –� º– (4.12)

�  � ¸ v � – (4.13)

where v � has the same size as� and can be interpreted as the

direction and speed at which � moves through the parameters
space. The momentum is accumulated as an exponentially
decaying moving average of past gradients. The hyperparameter
� v 2 »0–1º determines how quickly the contributions of previous
gradients decay, and is typically adapted over time.

A common limitation of non-convex optimization problems
is related to the selection of the starting location. At the begin-
ning of the optimization, the learnable parameters are randomly
initialized, following a weight initialization schemechosen based
on the employed activation function. The standard approach
is to initialize the weights of DNNs equipped with �s�-shaped
activation functions using the Glorot's or Xavier's weight initializa-
tion [253], and the weights of DNNs equipped with ReLU-like
activation functions using He's weight initialization[254].

The gradients for updating � can be computed by treating
the dependence of L on D in three di�erent ways:

I Batch learning.Batch methods process all the# train training
instances simultaneously in a single pass before computing
the gradients for � .

II Online learning. Online methods process the training in-
stances one by one, computing the gradients for updating
� individually for each instance. This method is typically
employed when learning by drawing samples from a stream
of training instances, rather than from a �xed-size dataset.

III Mini-batch learning.Mini-batch methods process the # train

training instances in sequences of small groups called mini-
batches, and the gradients for updating � are computed with
reference to each mini-batch. These methods are typically
referred to as stochastic methods. The typical example of
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a stochastic method isstochastic gradient descent. The mini-
batch sizeis a hyperparameter to be selected by considering
several factors: (8) a larger mini-batch provides a more
accurate estimate of the gradient; (88) the training instances
in a mini-batch are typically processed in parallel, and since
the amount of required memory scales with the mini-batch
size, hardware setups typically limit the mini-batch size;
(888) small mini-batch sizes can o�er a regularizing e�ect
due to the noise they add to the learning process; (8888)
the generalization error is often best for a mini-batch size
of 1, i.e., online learning. However, training with such a
small mini-batch size might require a small learning rate to
maintain stability, and the total runtime can be very high.
For these reasons, reducing the numbers of weight updates
is typically preferred to decrease the computational e�ort
and to have a more stable minimization.

The mini-batch learning mode is the standard choice for training
NNs. During training, the # train training instances in D are
processed multiple times for updating � . Each time one pass of
parameter update has been performed for all the # train training
instances, it is said that a training epochhas been completed.

The DL models employed in this Thesis are trained using
Adam(adaptive moment estimation) [255], which is a �rst-order
stochastic gradient descent optimizer that adaptively adjusts
the learning rate for each learnable parameter individually. In
particular, the learning rate is scaled by the moving average of
the gradient and weighted by the square root of the moving
average of the variance of the gradient. A bias correction is
applied to the two moving averages to address initialization bias,
enabling faster convergence during early training stages. Adam
also takes advantage of momentum to stabilize the training. For
a step-by-step formalization of stochastic descent optimization
methods like Adam, the reader is referred to [103,252,251].

When the computational graph of a DNN becomes extremely
deep, using the backpropagation method to update the learnable
parameters via gradient descent implies the risk of vanishing or
exploding gradientsdue to the repeated use of the chain rule of
derivation through hidden layers. Vanishing gradients makes
di�cult to determine the direction in which the parameters
should be updated, while exploding gradients can make learning
unstable* . Data normalizationthrough hidden layers is a family
of techniques to mitigate gradient instability issues. These
techniques scale the inputs or learnable parameters of a DNN
in a way that makes the optimization more stable and e�cient.

Batch normalization(BN) is a widely used technique for nor-

4.2 Neural Networks 71



256. Io�e et al., Batch normaliza-
tion: Accelerating deep network
training by reducing internal
covariate shift. 2015

„ In the context of neural networks,
�inference� refers to the evaluation
of a trained model.

257. Bergstraet al., Random
Search for Hyper-Parameter Opti-
mization. 2012

258. Wu et al., Hyperparameter
Optimization for Machine Learn-
ing Models Based on Bayesian
Optimization. 2019

259. Li et al., Hyperband: A novel
bandit-based approach to hyperpa-
rameter optimization. 2017

malizing the activations of DNNs layers [256]. It normalizes
the activations for each mini-batch of inputs by subtracting the
mean and dividing by the standard deviation of the activations
for that mini-batch. During inference „ , the statistics of the ac-
tivations are obtained as a moving average of those observed
during training. Additionally, scaling and o�set factors are
learned during training to restore the �exibility of the DNN
after normalization is applied. We highlight that BN usually
slows down the training process, as the normalization needs to
be performed for each mini-batch.

The design and training of DNN architectures requires choos-
ing several parameters that are not learned during training but
need to be selected in advance by the user. These are the so-
called hyperparameters, which include the network topology, the
regularization aspects, and the training options controlling the
optimization algorithm. The performance of DL architectures
critically depends on the speci�c choice of hyperparameters.

Throughout this Thesis, all choices concerning the DL archi-
tectures, as well as the relevant hyperparameters and training
options, are made through a preliminary study. This study
aims to minimize the objective loss function while retaining the
generalization capabilities of the model, paying speci�c atten-
tion to avoiding over�tting of the training data. This involves
monitoring learning curvesthat plot the evolution of the loss
during training, as well as the generalization performance after
training. Another viable option is to tune hyperparameters
through an automated optimization scheme, such as random
search [257], Bayesian optimization [258], and Hyperband [259].

4.2.4 regularization for deep learning models

Regularization strategies are speci�cally designed to reduce
the generalization error, possibly at the expense of an increased
training error. In over�tting regime, the variance rather than
bias dominates the prediction error. Regularization strategies
work by trading a slightly increased bias for a signi�cantly
reduced variance. In this Section, we present several regular-
ization procedures that are employed in this Thesis to prevent
over�tting, namely: parameter norm penalty, early stopping, dataset
augmentation, dropout, and skip connections.

Parameter norm penalty.These regularization approaches
involve constraining the NN representation capabilitiesby aug-
menting the loss function with a norm penalty on the learnable
parameters. The norm penalty is typically applied only to the
weights, leaving the biases unregularized, as these typically
require less data than the weights to �t accurately.
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Di�erent norms have varying e�ects on the regularization
behavior. The ! 2 parameter norm penalty, known as weight
decayor ridge regressionor Tikhonov regularization, constraints
the # $ 2 N connection weights collected in � , by adding to the
loss function a regularization term � ! 2 kvec»� ¼k22, to provide the
following regularized loss function:

L ' 2¹D –� º = L¹D –� º ¸ � ! 2 kvec»� ¼k22 =

= L¹D –� º ¸ � ! 2

# $Õ

=$

$ 2
=$

•
(4.14)

In Eq. (4.14): L is the unregularized loss function and � is
the full set of weights and bias parametrizing the DNN, with
� � � ; � ! 2 2 R is the ! 2 regularization rate applied over � ;
and vec : R# ' � # � ! R# ' # � denotes the vectorization operation
that converts a matrix A 2 R# ' � # � into a column vector by
stacking its columns on top of one another. The gradient of L ' 2

with respect to the generic =$ -th learnable weight $ =$ , with
=$ = 1– • • • – #$ , is given by:

%L ' 2

%$=$

=
%L

%$=$

¸ 2� ! 2$ =$ • (4.15)

The gradient descent rule to update $ =$ thus becomes:

$ =$  $ =$ � � �
%L

%$=$

� 2� � � ! 2$ =$ =

=$ =$ ¹1 � 2� � � ! 2º � � �
%L

%$=$

•
(4.16)

Eq. (4.16) shows that the regularization term in�uences the
learning by scaling the weights of the model by a constant
factor before they are updated in the gradient direction. Only
directions along which the parameters signi�cantly contribute to
reducing the loss function are preserved relatively intact. A large
� ! 2 value forces $ =$ to be close to zero, consequently reducing
the representation capabilities of the model. In contrast, a
small � ! 2 allows the model to easily �t the training data. This
shrinking e�ect implies that the model behavior remains stable
for similar inputs, preventing it from learning local noise in the
data. The ! 2 parameter norm penalty can be seen as de�ning
a Gaussian prior for $ =$ of the form $ =$ � N¹ 0– 1

� ! 2
º, whose

optimization involves �nding the corresponding maximum a-
posteriori estimate.

Early stopping.As the number of training epochs increases,
the loss function for the training dataset ideally decreases, in-
dicating an improved �tting ability of the NN. However, if we
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continue optimizing the learnable parameters of an NN with a
su�cient representational capacity, there reaches a point where
the loss function score on the training set keeps decreasing, but
the score on the validation set starts to rise. This means that the
model has begun over�tting the training data. An e�ective way
to interrupt the learning process before over�tting occurs is to
monitor the loss function evolution at the end of each training
epoch on a validation set. Each time the error on the valida-
tion set improves, a copy of the learnable parameters is stored.
Training is then interrupted whenever the loss function score
on the validation set has not decreased for a prescribed number
of consecutive �patience� epochs. By retrieving the setting of
learnable parameters associated with the minimum validation
loss score, this approach allows obtaining a model with a better
validation error, and potentially, a better generalization error.

Dataset augmentation.The most e�ective way to enhance the
generalization capabilities of an NN is to train it on a larger
dataset. A convenient approach to access additional data is
by generating synthetic data and incorporating them into the
training set. This allows the NN to be invariant to a range of
transformations applied to generate the new data. This strategy
is particularly advantageous for high-dimensional data such as
time series and images, due to the large range of transformations
that can be simulated. In general, depending on the task at
hand, hand-designed augmentation schemes can signi�cantly
reduce the generalization error of an NN. Noise injectionis a form
of dataset augmentation that we systematically employ in this
Thesis to enhance the robustness of NNs to measurement noise* .
This involves training NNs with noisy inputs, as proposed in
[260]. In our experiments, we model this corruption as an
additive, independent, identically distributed Gaussian noisedrawn
from a known noise model. This allows for mimicking signal
perturbations a�ecting real-life sensor measurements, including
those from micro electro-mechanical accelerometers [261,262].

Dropout. Dropout (Dpout) can be considered as a method
to make baggingcomputationally inexpensive for exponentially
large ensembles of NNs [263]. Bagging involves training and
evaluating multiple models. However, when dealing with large
NNs as individual models, this approach becomes impractical
due to computational constraints. The Dpout approximation to
bagging is achieved by training an ensemble of NNs, consisting
of sub-networks formed by maskingnon-output neurons from
the underlying base NN. Each time a training instance is loaded
into a mini-batch, a di�erent binary mask is randomly sampled
and applied to the regularized units. The mask for each unit is
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sampled independently from all the others, and the probability
of sampling a masked value is a hyperparameter. Only a fraction
of all the possible sub-networks undergoes training, and the
parameter sharing causes the remaining sub-networks to arrive
at good settings of the learnable parameters. Each hidden unit
must perform well regardless of the presence or absence of other
hidden units in the model. In this light, Dpout regularizes each
hidden unit to provide not merely a good feature, but a feature
that is good in many contexts.

Skip connections.Originally developed within the computer
vision community [264], skip connections, or residual connec-
tions, help to avoid vanishing/exploding gradients and mitigate
the accuracy saturationproblem „ [265,266,267]. Aresidual block
exploits an identity mapping of the input to provide an addi-
tional path towards the terminal part of the network by skipping
some layers. This extra path is then added to the outputs of
the stacked layers through an element-wise summation. The
underlying idea is that it is easier for the learnable layers to
�t the residual of the desired mapping rather than the desired
mapping itself. Let eF ¹a º be the desired mapping and F ¹a º
a learnable mapping of a . Instead of learning eF ¹a º directly,
skip connections allow �tting F ¹a º to the residual mapping
eF ¹a º � a . An approximation to the desired mapping is then
retrieved as eF ¹a º � F ¹ a º ¸ a . Multiple residual blocks are
usually exploited within the same architecture to perform an
iterative re�nement of the output features, with each block
slightly improving the representation of the previous layer.

4.2.5 1d convolutional layer

CNNs draw inspiration from the concepts of simple and com-
plex cells in visual neuroscience, embodying an architecture
reminiscent of the hierarchy found in the visual cortex of living
organisms. Pioneering research in the late 1950s [268] revealed
that visual neurons at higher levels establish connections solely
with neurons within their receptive �eldat lower levels. Con-
sequently, each neuron at a higher level is envisioned to be
connected only to few selected neurons from the preceding level.
Moreover, the receptive �elds of individual neurons can overlap,
collectively shaping the visual �eld. The CNN architecture aims
to replicate this pattern and is built upon the repetition of blocks
uncommon to the multi-layer perceptron architecture.

Initially developed within the computer vision community
[269,270,271], CNNs have rapidly become the �rst choice for
addressing various problems, outperforming alternative ML
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methods. Their success can be attributed to: (8) the synergy of
the feature selection and feature extraction stages into a single
learning body; ( 88) their sparse connectivityand parameter sharing,
leading to signi�cant computational e�ciency compared to
fully-connected NNs; ( 888) their tolerance for translation, scaling,
skewing, and distortionof the input data.

CNNs are designed to process data in the form of multi-
ple arrays � one-dimensional (1D) for signals and sequences,
two-dimensional (2D) for images or spectrograms, and three-
dimensional (3D) for video or volumetric images [272]. CNNs
exploit the characteristic of data as compositional hierarchies, where
higher-level features are formed by composing lower-level ones.
Structured as a series of modules, each typically comprising a
convolutional layerand a pooling layer, CNNs organize computa-
tional units in feature maps. In a convolutional layer, each unit
connects to local patches in the feature maps of the previous
layer through learnable weights called convolutional �lters or
�lter kernels. These units are not connected to all inputs in the
previous layer, but only to those within their receptive �eld.
Multiple �lters are applied to the inputs of each convolutional
layer, resulting in multiple feature maps. The receptive �eld
of an individual neuron is active across all feature maps from
the previous layer. Each feature map shares the same �lters,
but di�erent feature maps in a layer use di�erent �lters � if a
pattern can be detected in one part of the input, it could be so
anywhere. The �ltering operation performed by a feature map
is a discrete convolution, and convolutional layers are NN layers
that use convolution in place of matrix multiplication.

For ease of notation, we now discuss 1D CNNs, focusing on
their application to multivariate time series. However, the same
principles can be similarly extended to both 2D and 3D convolu-
tional layers. The computational model of the 1D convolutional
layer is presented with reference to a generic l -th convolutional

layer Cl : R! l � # l
� 7! R! l � # l ¸ 1

� , A l 7! eA
l
, where l = 1– • • • – #l ,

in a DNN comprising # l layers. Denoting the input tensor
asA l = »a l

1 – • • • –a l
# l

�

¼, composed of # l
� 2 N arrays of length

! l 2 N, Cl provides a set of # l ¸ 1
� 2 N output feature maps

denoted as eA
l

= »ea l
1 – • • • –ea l

# l ¸ 1
�

¼, computed as:

ea l
=� �

= Cl ¹A l º = A¹

# l
�Õ

=� =1

� l =�
=� �

� a l
=�

¸ � l
=� �

º– (4.17)

with =� � = 1– • • • – #l ¸ 1
� . In Eq. (4.17), the discrete convolution op-

erator is denoted as� : ¹R� l
C � R! l º 7! R! l , which performs cross-
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correlation with �ipped kernel. The 1D discrete convolution
operator works by sliding the �lter kernels along the data dimen-
sion (the time dimension in signal processing). Here, � l

C 2 N is
the size of the �lter kernels, determining the dimension of the
local correlation looked at by the convolutional layer [273]. A
larger kernel size implies a larger receptive �eld but also involves
tuning more parameters. However, the receptive �eld can be con-
veniently expanded by stacking more convolutional layers. The
=� -th �lter kernel that the =� � -th feature map applies to the input

tensor is denoted as� l =�
=� �

2 R� l
C . The set of �lter kernels that the

=� � -th feature map simultaneously applies to the input tensor

is denoted as � l
=� �

= f � l =�
=� �

g
# l

�
=� =1 2 R# l

� � � l
C , with =� = 1– • • • – #l�

and =� � = 1– • • • – #l ¸ 1
� . Finally, � l = f � l

=� �
g

# l ¸ 1
�

=� � =1 2 R# l ¸ 1
� � # l

� � � l
C

represents the set of# � learnable �lters for the l -th convolu-
tional layer. Additionally, � l

=� �
2 R and A : R 7! R represent

the bias term for the =� � -th feature map and a nonlinear activa-
tion function, respectively. The length ! l of the output feature
maps can be reduced by skipping with a certain integer step,
termed stride, some entries between two adjacent receptive �elds
along the sliding direction. To maintain consistency in the ! l

dimension between A l and eA
l
, zero paddingis typically used

to extend with zeros the limits of A l . If 1D convolutional layers
are employed in building the NN architecture, the resulting NN
architecture is de�ned as a 1D CNN.

Thanks to their sparse connectivity, the number of learnable
parameters in convolutional layers can be kept consistently small
compared to fully-connected layers. Moreover, convolutional lay-
ers inherently embody valuable relational inductive biases, such
as locality and translation equivariance* [103,274]. These learning
biases are particularly e�ective for detecting time correlations
within and across time series [275], a crucial aspect for SHM
purposes. Thanks to their ability to automatically select and
extract damage-sensitive features from raw structural vibrations,
CNNs have recently showcased state-of-the-art performance in
vibration-based SHM of civil structures [95,276,277,278].

The convolutional layers capability of enabling meaningful
information detected in a certain portion of the input to occupy
a speci�c position in the output is not always desirable. It
may be preferable to consolidate meaningful information over
the data dimension ! l . In the context of CNNs, a pooling

layersynthesizes eA
l

by down-sampling neighbouring shifted
patches, thereby establishing invariance to shifts and distortions.
Various types of pooling layer exist. One example is 1D max

pooling [279], denoted as P l
max : R! l � # l ¸ 1

� 7! R! l ¸ 1� # l ¸ 1
� , with
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Figure 4.2: Exemplary con-
volutional neural network
architecture featuring three
convolutional modules,
each composed of a one-
dimensional convolutional
layer and a pooling layer.
The output is then reshaped
through a �atten layer.
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l = 1– • • • – #l , which provides A l ¸ 1 = P l
max¹ eA

l
º by retaining

only the maximum value in each data pool. Depending on the
chosenpool size� l

P 2 N and the stride width@l
P 2 N, the resulting

output size is given by ! l ¸ 1 = ¹! l � � l
P ¸ 1º•@l

P .
The typical CNN architecture is obtained by alternating

convolutional and pooling layers that increase the number of
feature maps while simultaneously reducing input dimensions.
The output of the last pooling layer is usually �attened and then
connected to a fully-connected layer. SeeFig. 4.2 for a simpli�ed
scheme of a CNN. CNNs are extensively exploited in this Thesis,
mainly because of their ability to automatically select and extract
damage-sensitive features from raw data.

4.2.6 long short-term memory layer

RNNs are a family of NNs designed for processing sequential
data. They can handle variable-length sequencesof inputs by
leveraging the time orderingof the information �ow and process-
ing one element in the input sequence at a time. This capability
is enabled by hidden unitsthat contain a hidden state variable,
acting as adata memoryand capturing time dependencies[103].

Typically, RNNs are more suitable than fully-connected ones
for time series and time-dependent problems [150,280,281,282].
A related idea is the use of convolution across a 1D temporal
sequence. However, RNNs share parameters in a di�erent way
than 1D CNNs. Indeed, the RNN output at each time step is
a function of the current input and the hidden state from the
previous time step, and it is computed using the same weights
and biases consistently over time.

Once unrolledin time, RNNs can be seen as very deep NNs
in which all the layers share the same weights. Despite their
primary purpose is to learn long-term dependencies, it is often
challenging to train them to store information for extended peri-
ods due to vanishing gradients [103]. Speci�cally, the gradient of
a long-term interaction has an exponentially smaller magnitude

78 4 Machine Learning for Predictive Digital Twins



s s Tanh s

� ¸

�
�

Tanh

cl
C� 1

/ l
C� 1

h l
C

cl
C

/ l
C

/ l
C

ecl
C

*lC7 l
C ol

C

Figure 4.3: Architecture of
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than the gradient of a short-term interaction. To overcome this
limitation, the long short-term memory (LSTM) cell model [283]
is a RNN designed to better capture long-term dependencies
through an internal gating mechanismthat recognizes important
components in the information �ow [103].

In the following, we present the standard LSTM cell, as
proposed in [283] and illustrated in Fig. 4.3. At the core of the
model there is the internal cell, which retains the cell state from
the preceding time step through a self-recurrent connectionwhere
the gradient can �ow for an extended duration. The cell state
gets updated through three interconnected gates, designed to
incorporate or discard information depending on the context: the
forget gate, the input gate, and the output gate. The comprehensive
gating mechanism comprises four units, each resembling a fully-
connected layer and depicted as blue boxes in Fig. 4.3. These
units are used at every time step to decide when to clear the
memory content. Here, s and Tanh denote sigmoid-activated
and Tanh-activated fully-connected layers, respectively.

In the following, we discuss the LSTM cell with reference to

a generic l -th LSTM layer R l : ¹R# l
2 –R# l

2 –R# l
� º 7! ¹ R# l

2 –R# l
2 º,

¹/ l
C� 1–cl

C� 1–h l
Cº 7! ¹ / l

C–cl
Cº, with l = 1– • • • – #l , in a DNN com-

prising # l layers. The overall LSTM cell adheres to the following
computational model:

7 l
C = s¹
 l

� # h l
C ¸ 
 l

�# / l
C� 1 ¸ # l

# º– (4.18)

*lC = s¹
 l
� �h

l
C ¸ 
 l

�� / l
C� 1 ¸ # l

� º– (4.19)

ecl
C = Tanh¹
 l

�2 h l
C ¸ 
 l

� 2/
l
C� 1 ¸ # l

2º– (4.20)

cl
C = 7 l

C � cl
C� 1 ¸ *lC � ecl

C– (4.21)

ol
C = s¹
 l

�> h l
C ¸ 
 l

� >/ l
C� 1 ¸ # l

>º– (4.22)

/ l
C = ol

C � Tanh¹cl
Cº• (4.23)
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Here, cl
C� 1 2 R# l

2 represents the cell stateat the previous time

step C� 1, with size # l
2 2 N. h l

C 2 R# l
� denotes the input features

at the current time step C, with size # l
� 2 N. The hidden stateat

time C� 1 is denoted as / l
C� 1 2 R# l

2 . The weights matrices of the

four dense layers in the LSTM cell are denoted as 
 l
� Â 2 R# l

2 � # l
�

and 
 l
� Â 2 R# l

2 � # l
2 , respectively applied to h l

C and / l
C� 1, for

Â2 f # –�– 2– >g. The bias vectors are denoted as# l
Â 2 R# l

2 .
The l -th forget gatetakesh l

C and / l
C� 1, and run them through a

sigmoid-activated layer to output a vector 7 l
C 2 R# l

2 with values
between 0 and 1, according to Eq. (4.18). The two extreme values
correspond to either completely keep or completely get rid of
the current cell state.

The l -th input gatealso takes as input h l
C and / l

C� 1, but it
regulates the amount of new information to let through the new
cell state. First, a sigmoid-activated layer takes h l

C and / l
C� 1 to

detect the values to be updated in the cell state, as provided by
*lC 2 R# l

2 in Eq. (4.19). Then, a Tanh-activated layer takesh l
C and

/ l
C� 1, and computes the new candidate values ecl

C 2 R# l
2 using

Eq. (4.20). Finally, a new cell statecl
C is computed by summing

cl
C� 1 and ecl

C, respectively scaled by 7 Cand *lC, see Eq. (4.21).
The l -th output gatetakes as input h l

C, / l
C� 1 and cl

C to update
the hidden state / l

C for the current time step. First, a sigmoid-
activated layer takes h l

C and / l
C� 1 to provide ol

C 2 R# l
2 , which

selects the information in the cell state to be taken into account,
seeEq. (4.22). Finally, the updated hidden state/ l

C is computed by
taking the Tanh of the current cell state cl

C� 1, and then gating the
resulting activation via ol

C, according to Eq. (4.23).
In a RNN, gradients are backpropagated through the un-

rolled computational graph. However, because hidden units in
RNNs depend on previous time steps, a backpropagation through
timealgorithm is necessary to compute the gradients. To mitigate
the computational burden of backpropagating through time, the
input sequences can bechunkedinto (potentially overlapping)
smaller sequences treated as independent training samples. The
chunks length is a hyperparameter to be chosen for optimal
computational performance.

In this Thesis, the LSTM model is employed in Chapter 6
within the proposed MF-DNN surrogate modeling strategy to
leverage the time correlationbetween signals of di�erent �delities
and adaptively re�ne the LF signals with the e�ect of damage.

4.2.7 autoencoders

An AE is a popular DNN architecture that is typically trained to
replicate its input at its output. It can be conceptualized as com-
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Figure 4.4: Exemplary au-
toencoder architecture fea-
turing �ve fully-connected
hidden layers: red nodes
denote the input/output
quantities, while blue nodes
are the learnable neurons.
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prising two components: an encoder branchand a decoder branch.
Typically, it includes a hidden bottleneck layerfeaturing a smaller
dimension than the input and output layers. This con�guration
forces the data through a low-dimensional representationthat must
capture the most salient features of the data (see Fig. 4.4).

Traditionally, AEs have been used for tasks such as dimension-
ality reduction or feature learning [285,286,287,288,289,290,291],
as well as generative modeling[292,293,294,295,296,297,298]. Rel-
evant applications of AEs in the �eld of SHM include data
normalization [108,299], feature extraction [300,301], anomaly
detection [278,302,303], as well as surrogate modeling and model
discovery [282,304,305,306], among the others.

The dataset used for training an AE follows the unsuper-
vised learningsetting, where each sample serves as both the
input and the output variable. For our SHM purposes, the
AE architecture can be employed for dimensionality reduction
of high-dimensional vibration recordings. In this context, the
relevant dataset is represented as:

D AE = f U8g
# train
8=1 – (4.24)

where synthetic vibration recordings U8are generated by numer-
ically simulating the structural response for the 8-th sampling
of - 8, with 8= 1– • • • – #train , following the procedure detailed
in Sec.3.3.2. The dimensionality reduction process underlying
the latent representation* is only driven by the factors of variation
characterizing the training data.

The learnable components of an AE are its encoding and
decoding branches, denoted asNN ENC and NN DEC, respectively.
The encoding branch, NN ENC : R! � # D 7! R# � , U 7! h, provides
the feature representation h of the input vibration recordings
U¹- º in a low-dimensional space of size # � . On the other hand,
the decoding branch, NN DEC : R# � 7! R! � # D, h 7! U, takes
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h¹Uº and provides the reconstructed input bU¹hº, as follows:

h¹Uº = NN ENC¹U¹- ºº – (4.25)

bU¹hº = NN DEC¹h¹Uºº • (4.26)

The key component connecting NN ENC and NN DEC is the bot-
tleneck layer, characterized by the low-dimensional feature size
# � . This much smaller dimension than that of the input and
output layers compresses the data representation while aiming
to recreate the input at the output.

The learnable parameters of NN ENC and NN DEC, denoted
as 
 AE , are optimized to statistically model the input-output
relationshipunderlying D AE . This optimization is achieved by
minimizing the following loss function over D AE :

L AE¹
 AE–D AEº =

1
# train

# trainÕ

8=1

kvec»U8¹- 8º � NN DEC¹NN ENC¹U8¹- 8ººº¼k22¸

� ! 2 kvec»
 AE¼k22•

(4.27)

In Eq. (4.27), the �rst term is an MSE-based reconstruction loss
function commonly used for training AEs in a regression setting.
The second term is an ! 2 regularization of rate � ! 2, applied
over the learnable parameters 
 AE . This loss function repre-
sents a balance between two objectives. First, it aims to learn a
representation h for any given U in D AE , allowing to recover
U through NN DEC. Second, the AE needs to satisfy the norm
penalty imposed over 
 AE to limit its representation capabilities.
Satisfying this compromise encourages the low-dimensional
representation h to capture the data-generating distributionun-
derlying D AE . If the data-generating distribution concentrates
near a low-dimensional manifold, the encoded representations
implicitly capture a coordinate system for this manifold.

It is worth noting that, thanks to the nonlinear dimensionality
reductioncapabilities of AEs, it is unnecessary to pre-process
D AE for feature extraction purposes, as the AE is designed to
accomplish this process. However, in the unsupervised setting,
there is no guarantee that the extracted features are represen-
tative of structural health parameters. This situation stands
in contrast with that characterizing the supervised training of
a DL-based regressor or classi�er, where the model learn to
extract a feature representation optimized for a speci�c task.
Therefore, pre-processing D AE to highlight damage-sensitive
patterns could be bene�cial in biasing the dimensionality re-
duction process toward the envisioned downstream task. An
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„ It is worth noting that, due to
the equivalence of di�erent rota-
tions of the same latent space for
reconstruction, the decoder and
the encoder do not strictly tend to
the orthogonal matrix formed by
the �rst normalized eigenvectors
of the sample covariance matrix
and its transpose, respectively. In-
stead, they tend to two matrices
obtained by appending the proper
orthogonal decomposition basis
matrix with an invertible transfor-
mation, such as rotation and scal-
ing, and by pre�xing its transpose
with the inverse of this transfor-
mation, respectively.

311. Rolineket al., Variational Au-
toencoders Pursue PCA Directions
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instance of pre-processing strategy reported to be e�ective for
SHM purposes involves transforming time series into images
to highlight local patternsthat might otherwise be spread over
or laying outside the time domain [307,308,309]. This is indeed
the strategy we exploit in Chapter 7 within the framework for
enhanced Bayesian model updating, to pre-process training
datasets of sensor recordings viaMTF encoding. Moreover, by
relying on an AE with a Siamese architecture trained with contrastive
learning, we enable an informed distance metric within the latent
space that re�ects the SHM parameters of interest.

Determining an optimal sizefor the low-dimensional latent
space remains an open question. The prevailing intuition is
that this dimension should be larger than the number of factors
responsible for the data variability, that in our case coincides with
the number of independent parameters included in - . When
NN ENC encodes U into the corresponding low-dimensional
latent representation h, it implicitly addresses an inverse problem
often lacking a one-to-one correspondence betweenU and h.
A redundanth allows for multiple equivalent solutions, also
helping the training algorithm in balancing the potential poorly
initialization of some learnable parameters with the proper
initialization of others [310].

If an AE employs only identity functionsas activation functions
and the MSE is used as the training loss function, the mappings
operated by NN ENC and NN DEC can be interpreted as linear
operators. In this light, the MSE loss function can be viewed from
the perspective of the Schmidt-Eckart-Young theorem[236], see
Eq. (3.13). This insight suggests that in the case of alinear AE,
using an MSE loss function and imposing an orthonormality
constraint on the columns of the weights matrices underlying
NN ENC and NN DEC, the latent space represented byh tends
to the subspace spanned by the POMs. Consequently, the
resulting NN DEC and NN ENC tend to the POD basis matrix and
its transpose, respectively„ [311].

4.3 probabilistic graphical models

PGMs provide a powerful framework for reasoningand decision-
makingunder uncertainty � a core problem for enabling DTs
of structures in an SHM context. PGMs represent joint prob-
ability distributions, where nodesdenote random variables, and
edgesconnecting nodes representdirect probabilistic interactions
between them [161]. PGMs o�er a series of advantages over the
�at expansion of a joint probability distribution [312]:
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I PGMs o�er a compact representation of probability distri-
butions, even when the explicit representation is large.

II PGMs factorizejoint distributions over variables by exploit-
ing local conditional independence structuresand Bayes' rule.

The concept of representing interactions between random
variables using a graph structure originated in various commu-
nities with di�erent motivations. Early contributions to methods
for decision-making under uncertainty, were based on the naive
Bayes model[313], which later evolved into the Bayesian network
framework by Judea Pearl [314]. Recent applications of PGMs
include contributions to push forward SHM and predictive main-
tenance strategies [315,316,317,318,319,320,321,322,323], and DT
approaches to engineering systems [11,17,19,20,239,324].

The remainder of this Section is organized as follows. First,
we brie�y introduce the graph formalism in Sec.4.3.1. Then,
in Sec.4.3.2, we describe the Bayesian network model based on
directed graphs. Moving on to Sec.4.3.3, we extend the static
Bayesian network framework to settings where variables are no
longer �xed in time. Our aim is to model a system whose state
evolves over time, requiring probability distributions over entire
trajectories. We thus introduce the dynamic Bayesian network
(DBN) model, which allows us to represent systems evolving
over time. In Sec.4.3.4, we approach sequential decision making
under uncertainty, with reference to Markov decision processes.
Finally, in Sec.4.3.5, we extend the DBN framework to forms of
reasoning where we can interact with an external environment
via informed actions. References for the equations employed in
the following can be found in [161,162,325].

4.3.1 graph formalism

A PGM is a model using a graph to express the conditional
dependence structure between random variables. A graphis a
data structure G = hX–E i consisting of a set of # X 2 N nodes
X = f - # 1– • • • – -# X g and a set of edgesE. A pair of nodes
- # 8– -# 9 2 X can be connected by adirected edge- # 8 ! - # 9 2 E
or - # 9  - # 8 2 E, or by an undirected edge- # 8 � - # 9 2 E. A
graph is directed if all its edges are directed, and undirected if
all its edges are undirected. If - # 8 ! - # 9, - # 9 is said a child of
- # 8, and - # 8 is said a parentof - # 9. We denote the parents of

- # 8 asPa¹- # 8º 2 X , and its children as Ch¹- # 8º 2 X .
A graph G may be speci�ed by a set of # Y 2 N local func-

tions, or local factors, ) =Y ¹Y=Y º of some subsetY=Y of X , with
=Y = 1– • • • – #Y , representing the associated joint probability
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* A directed acyclic graph is a
graph characterized by the ab-
sence of directed cycles.

„ In a conditional probability ta-
ble, each column contains the
conditional probability of each
node value given the parent nodes.
Each column sums to one since
the entries represent an exhaus-
tive set of cases for the variable. A
node with no parents has only one
row, indicating the prior probabili-
ties of each possible value. Condi-
tional probability tables represent
the a-priori knowledge regarding
the random variables. They can
be viewed as a set of parameters,
to be determined based on histori-
cal data, accumulated experience,
or learned online from data.

distribution, as follows:

?¹- # 1– • • • – -# X º =
# YÖ

=Y =1

) =Y ¹Y=Y º• (4.28)

There are two classes of problem associated with PGMs:

I Inference.The aim is to obtain the marginal or conditional
probabilities of a subset of variables given the others.

II Learning.The aim is to obtain the graph structure or local
factors given observational data for a subset of variables.

4.3.2 bayesian networks

Bayesian networks, also known as belief networks, probabilistic
networks, causal networks, or knowledge maps, are a speci�c type of
PGM. They are characterized by a directed acyclicstructure * in
which nodes represent random variables and edges connecting
nodes represent conditional dependencies between variables.
Causal relationshipsbetween variables are described using con-
ditional probability tables(CPTs) for discrete random variables„ ,
and conditional PDFs for continuous random variables.

In a Bayesian network G = hX–E i , each node - # 8 2 X ,
with # 8 = # 1– • • • – #X , has a conditional probability distribu-
tion ?¹- # 8jPa¹- # 8ºº quantifying the in�uence of the parents
on the node. By denoting NDe¹- # 8º 2 X the variables in the
graph that are not descendantsof - # 8, the Bayesian network
encodes a set of conditional local independenceassumptions
f - # 8 ? NDe¹- # 8ºjPa¹- # 8ºg

# X
# 8=# 1

. These assumptions state that
- # 8 is conditionally independent of its non-descendants given
its parents. The local factors in Eq. (4.28)correspond precisely
to the conditional probabilities ?¹- # 8jPa¹- # 8ºº implied by the
joint distribution. Thus, Eq. (4.28) can be reformulated as:

?¹- # 1– • • • – -# X º =
# XÖ

# 8=# 1

?¹- # 8jPa¹- # 8ºº• (4.29)

Accordingly, a Bayesian network is the skeleton for compactly
expressing a joint distribution in a factorized way, through the
associated conditional independence assumptions [162].

A simple example of Bayesian network is shown in Fig. 4.5a.
Here, bold outlines denote observed quantities, while thin outlines
denote quantities to be inferred. Since- # 1 is independent of other
nodes, its state is speci�ed by the unconditional distribution
- # 1 � ?¹G# 1º. - # 1 is a parent of - # 2, and the arrow - # 1 ! - # 2

denotes that - # 1 has a direct in�uence on - # 2. Even if - # 2 is
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- # 1

- # 2

- # 3 - # 4

- # 5

(a)

- # 1

- # 2

- # 3 - # 4

- # 5

(b)

Figure 4.5: Exemplary
Bayesian networks for: (a)
causal reasoning and (b)
evidential reasoning. Nodes
with bold outlines denote
observed random variables,
while nodes with thin out-
lines denote unobserved
quantities to be estimated.
Directed solid edges repre-
sent variables dependencies
encoded via conditional
probability distributions.

a parent of both - # 3 and - # 4, - # 3 and - # 4 are conditionally
independent given - # 2. Since- # 1 is the only observed variable,
any change in - # 1 has an e�ect on - # 2, that a�ects - # 3 and - # 4,
and so on. This is acausal trail, in which the posterior distribu-
tion over the Bayesian network can be derived via uncertainty
propagation:

?¹- # 2– -# 3– -# 4– -# 5 j- # 1 = G# 1º = ) 2) 3) 4) 5– (4.30)

conveniently factorized according to Eq. (4.29), with factors:

) 2 = ?¹- # 2 j- # 1 = G# 1º– (4.31)

) 3 = ?¹- # 3 j- # 2º– (4.32)

) 4 = ?¹- # 4 j- # 2º– (4.33)

) 5 = ?¹- # 5 j- # 3– -# 4º• (4.34)

If - # 2 was also observed, any change in- # 1 would not a�ect
- # 2, as we already know its value. In this case, any change
in - # 3 does not a�ect - # 4, since this latter only depends on
- # 2. In a di�erent scenario, if - # 3 was observed instead of - # 2,
in�uence would �ows from - # 3 to - # 4 through the common
cause structure- # 3  - # 2 ! - # 4, active if and only if - # 2 is
not observed. On the other hand, when - # 5 is not observed,
any change in - # 3 re�ects some change in - # 5 but not in - # 4.
However, when - # 5 is observed, the common e�ect structure
- # 3 ! - # 5  - # 4 is active, allowing in�uence to �ow from
- # 3 through - # 5 to a�ect the belief about - # 4

A di�erent situation is the one associated with the Bayesian
network in Fig. 4.5b. In this case, there exists anevidential trail
due to the reversed edge - # 2 ! - # 1, given that - # 1 is observed.
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326. Pearl,Reverend Bayes on
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When data of any child node are obtained, a Bayesian network
is updated through Bayesian inference. Speci�cally, we have:

?¹- # 2– -# 3– -# 4– -# 5 j- # 1 = G# 1º /

/ ?¹- # 1 = G# 1 j- # 2– -# 3– -# 4– -# 5º?¹- # 2– -# 3– -# 4– -# 5º =

= ) 2) 3) 4) 5–
(4.35)

with factors:

) 2 = ?¹- # 1 = G# 1 j- # 2º?¹- # 2º– (4.36)

) 3 = ?¹- # 3 j- # 2º– (4.37)

) 4 = ?¹- # 4 j- # 2º– (4.38)

) 5 = ?¹- # 5 j- # 3– -# 4º– (4.39)

where ?¹- # 1 = G# 1 j- # 2º is a likelihood function, and the product
?¹- # 2º) 3) 4) 5 is the prior distribution over - # 2, - # 3, - # 4, and
- # 5. Despite the computational complexity increases exponen-
tially with the size of the graph, e�cient inference algorithms can
be applied to obtain posterior distributions over the unobserved
variables, also called hidden state variables. If the spaces of the
unobserved variables are discrete, we can propagate and update
the relative belief exactly with a single pass of the sum-product
message-passing algorithm[326]. When exact inference meth-
ods can not be employed, sampling-based approximate inference
methods can be alternatively exploited.

The Bayesian network model forms the foundation for the
PGM used in Chapter 8 for the digital twinning of engineering
systems. To achieve the dynamic decision network model we
actually employ, in the following sections, we extend the Bayesian
network model to time-dependentcontexts. Moreover, we equip
it with decisionsand utility nodes, enabling the interaction with
an external environment through informed actions.

4.3.3 dynamic bayesian networks

The Bayesian network model introduced in Sec.4.3.2 is well-
suited for static contexts. For time-dependent scenarios, a DBN
allows us to construct a single compact model that captures the
dynamics of a system and yields distributions over di�erent
trajectories. A DBN can be seen as a series of static Bayesian
networks, one for each time slice. While static Bayesian networks
only feature intra-time-sliceedges, connecting variables in the
same time slice, a DBN also features additional inter-time-slice
edges connecting variables in di�erent time slices.

The goal of a DBN G = hX–Ei is to represent a joint distribu-
tion, assigning a value to each variable for each possible time. We
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�rst consider a time discretization, and denote non-dimensional
time steps by C. The physical time duration between successive
time slices depends on the problem, and it is assumed to be
regularly spaced with granularity equal to the time between two
consecutive observations.

By denoting the set of variables in G at time C as

X ¹Cº = f - ¹Cº
# 1

– • • • – -¹Cº# X
g, the associated distribution over a time

partition C= 0– • • • – ), with �nite horizon ) 7 0, is denoted as:

?¹X ¹0:) ºº = ?¹- ¹0:) º
# 1

– • • • – -¹0:) º
# X

º– (4.40)

where - ¹C1:C2º
# 8

is the sequence of variables f - ¹Cº
# 8

gC2
C=C1

, with
# 8 = # 1– • • • – #X . By means of the chain rule for probabili-
ties, we can rewrite the distribution in Eq. (4.40) as:

?¹X ¹0:) ºº = ?¹X ¹0ºº
) � 1Ö

C=0

?¹X ¹Ç 1º jX ¹0:Cºº• (4.41)

By assuming that the DBN represents a �rst-order Markov
process, each variable in X ¹Cº can have parents only in the (C)-
th time slice or in the immediately preceding one. Thanks to
the corresponding conditional independence structure, we can
de�ne a more compact representation of ?¹X ¹0:) ºº, as follows:

?¹X ¹0:) ºº = ?¹X ¹0ºº
) � 1Ö

C=0

?¹X ¹Ç 1º jX ¹Cºº– (4.42)

allowing us to represent the probability distribution over di�er-
ent trajectories, given the initial state distribution?¹X ¹0ºº and the
transition model?¹X ¹Ç 1º jX ¹Cºº. For our digital twinning purposes,
assuming that the DBN represents a Markov process implies
that the modeled state transition probabilities only consider
asset-twin interactions within the current time slice or the im-
mediately preceding one. Moreover, it involves that the actions
to be taken on the asset are informed solely by the observational
data for the current time slice, rather than the full observation
history. Despite these limitations, the Markov assumption is
crucial for making the digital twinning PGM we employ in
Chapter 8 computationally tractable.

The last assumption we make is that the underlying Markov
process isstationary, meaning that the transition ?¹X ¹Ç 1º jX ¹Cºº
is the same for any C. For our digital twinning purposes, this
implies that the resulting PGM is mostly suited for capturing a
physical state evolving according to a stationary process. While
this aspect does not limit the capabilities of our DT to correctly
track non-stationaryevolutions of the asset, in Chapter 8, we
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Figure 4.6: Exemplary dy-
namic Bayesian networks:
(a) two-time-slice Bayesian
network for the process, (b)
Bayesian network represent-
ing the initial distribution
over random variables, (c)
resulting dynamic Bayesian
network unrolled over three
time slices. Nodes with bold
outlines denote observed
random variables, while
nodes with thin outlines de-
note unobserved quantities
to be estimated. Directed
solid edges represent vari-
ables dependencies encoded
via conditional probability
distributions.

envision a possible research line to enable more personalized
and robust DTs by removing this assumption.

The set of assumed conditional dependencies between ran-
dom variables allows us to specify the graph topology from
two time slices, and then unroll it for any desired number of
time slices. The factorization in Eq. (4.42)is then achieved by
representing the transition model ?¹X ¹Ç 1º jX ¹Cºº using a Bayesian
network. As an example, Fig. 4.6a shows atwo-time-slice Bayesian
networkfor a process overX . It is a conditional Bayesian network
over X ¹1º, given a set of interfacevariables X� � X . In particular,
X� includes the variables in X ¹0º with a direct e�ect on X ¹1º.

Given a Bayesian network G0 representing the initial distri-
bution over random variables X ¹0º, as shown in Fig. 4.6b, a DBN
is de�ned as a pair hG0–G! i , where G! is a two-time-slice
Bayesian network for the process. For any desired time horizon
) 7 0, the distribution over X ¹0:) º is de�ned as the unrolled
Bayesian network (seeFig. 4.6c) where, for any # 8 = # 1– • • • – #X :

ˆ The structure and conditional probabilities governing the

causal relationships of - ¹0º
# 8

are as those for- # 8 in G0.

ˆ The structure and conditional probabilities governing the

causal relationships of - ¹C70º
# 8

are as those for- ¹1º
# 8

in G! .

Given a sequence of observations, a DBN can be unrolled
until it fully encompasses the obtained data. Additional time
slices beyond the last observation have no e�ect on inference
within the observation period. The unrolled DBN becomes a
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* The state of a system, component,
or process, is generally not directly
observable. It is usually only par-
tially and indirectly observable
through observational data.

standard Bayesian network, and beliefs can be updated and
propagated as for static Bayesian networks.

4.3.4 utility and sequential decision making

In this Section, we move to the task of interacting with an external
environmentthrough actions. In a decision-makingsetting, an
agentmust choose from a set of possibleactions, each potentially
leading to uncertain e�ects on the stateof the system. The decision-
making process aims at maximizing, at least on average, the
numerical utilities assigned to each possible action outcome. This
involves taking into account both the probabilities associated
with various outcomes and our preferences among them.

When faced with a decision, the agent must choose an action
Dfrom a set U of # U 2 N possible actions. This decision-making
process relies on the knowledge about state variables. Let S
represent the set of # S 2 N states that a given system could
assume. The system state( is a random variable distributed as
( � ?¹Bº* , where ?¹Bº encodes the relative likelihood that ( = B.

A utility function U¹B– Dº : S�U 7! Rencodes the preferences
of an agent for the joint result of taking an action Dwhile being
in state B. In an uncertain context, the perceived bene�t of an
action D is measured by the expected utilityU¹Dº = E»U¹(– Dº¼,
where U¹Dº : U 7! R represents the average utility an agent
expects from taking action D, and is given as:

U¹Dº = E»U¹(– Dº¼=
Õ

B2S

U¹B– Dº?¹Bº• (4.43)

The principle of maximum expected utilityasserts that arational
agentshould choose the optimal, or rational, action D� 2 U that
maximizes the expected utility, as follows:

D� = arg max
D2U

E»U¹(– Dº¼• (4.44)

Sequential decision problems. In sequential decision problems,
the agent's utility is in�uenced by a sequence of decisions. We
consider a time discretization using non-dimensional time steps,
and denote the system state at timeCas BC2 S, with ( C � ?¹BCº.
Moreover, we denote the control input at time Cas DC 2 U .
We de�ne a control policy� : S 7! U as the mapping from
any system state to the space of actions. In sequential decision
problems, the goal is to �nd the optimal control policy� � ¹( Cº that
provides the optimal action D�

C for each possible stateBC.
The optimal policy � � ¹( Cº is learned by looking for the action

D�
C that maximizes the expected utility over a planning horizon
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Figure 4.7: Agent-
environment interaction:
schematic representation.

„ Standard Markov decision pro-
cesses assume full observability
of the environment, meaning that
the agent has a complete and exact
knowledge of the current state at
all times.

327. Bellman,A Markovian
Decision Process. 1957

328. Howard, Dynamic program-
ming and Markov processes. 1960

…The availability of a transition
model for a Markov decision pro-
cess in�uences the selection of ap-
propriate solution algorithms. Dy-
namic programming algorithms,
for instance, require an explicit
model. In situations where rep-
resenting the transition model
becomes challenging, a simula-
tor is often employed to implic-
itly model the Markov decision
process. This simulator allows
for sampling environment trajec-
tories from the underlying tran-
sition model. This is the case of
episodic reinforcement learning
tasks, where an environment sim-
ulator is queried with control ac-
tions to advance the system state.

318. Papakonstantinouet al.,
Planning structural inspection
and maintenance policies via dy-
namic programming and Markov
processes. Part I: Theory. 2014

¹0– )º. To measure the expected utility, we refer to a set of
rewardsR, quantifying the value associated with each possible
set f BC– DC– BÇ 1g. In this Thesis, we assume that the reward
function is independent on the current system state, namely
AC= AC¹DC– BÇ 1º. This reward function can encode various forms
of success or failure for the system, as well as the costs associated
with applying the control inputs. The last component required to
de�ne a sequential decision problem is a Markov transition model
?¹BÇ 1jBC– DCº : S � S � U 7! » 0–1¼, similar to those employed
in Sec.4.3.3. This transition model is a CPT that encodes the
probability of reaching any state BÇ 1 at time C¸ 1, given the
current state BCand an action taken DC. For every possible action,
there is a corresponding transition probability matrix encoding
the conditional probabilities for all the combinations of states.

The sequential decision problem can be viewed from the
perspective of an agent-environment interaction, as depicted in
Fig. 4.7. In this scenario, the agent perceives the environment
and aims to maximize the long-term accumulation of rewardsby
choosing an action DCthat in�uences the environment at time
C¸ 1. The environment interacts with the agent by de�ning the
evolution of the system state, and providing a reward AC¹DC– BÇ 1º
for taking an action DCand moving to the next state BÇ 1.

Markov decision processes. Markov decision processes(MDPs)
provide a framework for describing sequential decision prob-
lems in fully observable„ , stochastic environments with Markov
transition models and additiverewards [327,328]. Formally, an
MDP is a 4-tuple hS–U – ?¹BÇ 1jBC– DCº–Ri , comprising the space
of system states, the set of actions, the transition model…, and the
space of rewards. The problem of �nding the optimal control
policy is inherently stochastic. Consequently, the associated
objective function is additive and relies on expectations [318].
This is typically expressed as the total expected discounted reward
over the planning horizon ¹0– )º.

One way to characterize an MDP is to consider the expected
utility associated with a policy � when starting in any state B0

and following � thereafter. To this aim, the state-value function
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V � ¹( Cº : S 7! R quanti�es, for every state BC, the amount of
discounted reward the decision-maker can gather by starting in
B0 and acting according to � , as follows:

V � ¹BCº =
)Õ

C=0

� CE� »AC¹DC– (Ç 1ºjB0¼– (4.45)

where � 2 ¹0–1¼is a discount factorto obtain the present value,
and ) = ¸1 for an in�nite planning horizon. In Eq. (4.45), E�

denotes the expected value of a random variable given that the
agent follows policy � , and the probability of each state BCat
time C7 0 is estimated using the transition model ?¹BÇ 1jBC– DCº.

For any control policy � and for each possible stateBC, the
state-value function satis�es the following recursive relationship
between the value of BCand the value of its possible successor
statesBÇ 1:

V� ¹BCº =
Õ

DC2U

� ¹DCjBCº
Õ

BÇ 12S

?¹BÇ 1jBC– DCº
�
AC¹DC– BÇ 1º ¸ � V� ¹BÇ 1º

�
•

(4.46)
Eq. (4.46)is the Bellman equationfor V � , which states that the
value of any state BC is equal to the discounted value for the
expected next stateBÇ 1, plus the expected reward from BÇ 1.

Although there could be more than one optimal policy � � ¹( Cº,
they all share the sameoptimal state-value functionV � � ¹BCº. For
any given state BC, an optimal control policy � � ¹( Cº satis�es:

V � � ¹BCº = max
�

V � ¹BCº• (4.47)

According to the principle of maximum expected utility, for
any given state BC, acting following an optimal policy � � ¹( Cº
maximizes the expected utility of the subsequent state, thus:

� � ¹BCº = arg max
DC2U

©
­
«

Õ

BÇ 12S

?¹BÇ 1jBC– DCº
�
AC¹DC– BÇ 1º ¸ � V� � ¹BÇ 1º

� ª
®
¬

–

(4.48)
where V � � ¹BÇ 1º measures the utility associated with BÇ 1 when
following � � . Eq. (4.48)highlights the challenge in �nding � � ¹( Cº,
as it appears on both sides of the equality.

For an in�nite time horizon, the policy is stationary and
depends only on the state BC. In contrast, for a �nite time
horizon, the policy is non-stationarysince it depends on both the
current state BCand time C. For our digital twinning purposes, we
focus on in�nite horizon policies. However, we recognize that
this assumption is limiting and unrealistic for civil structures.
Therefore, in Chapter 8, we propose a possible research line to
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extend our DT framework by incorporating a �nite planning
horizon that represent the design lifetime of the asset.

Referring to � � ¹( Cº, the Bellman equation can be written as:

V� � ¹BCº = max
DC2U

©
­
«

Õ

BÇ 12S

?¹BÇ 1jBC– DCº
�
AC¹DC– BÇ 1º ¸ � V� � ¹BÇ 1º

� ª
®
¬

–

(4.49)
which is called Bellman optimality equation. This equation is
actually a system of # S equations in # S unknowns, one for each
state of the system. The optimal state-value functions are the
unique solutions to these equations. Once V � � ¹BCº is known, an
optimal policy can be immediately determined and the actions
that are optimal after one-step-ahead search coincide with the
long-term optimal actions. However, the optimal action D�

C¹BCº is
selected through the max operator, which makes the system of
Bellman equationsnonlinear.

Value iteration algorithm. Dynamic programmingis an algorith-
mic paradigm developed by Bellman [329]. It involves simplify-
ing a problem by breaking it down into simpler sub-problems in
a recursive manner. Dynamic programming provides a family
of solution techniques for computing optimal policies given a
perfect model of the MDP environment. Among them, one of
the most common is the value iteration algorithm, also known as
backward induction. This algorithm is employed within our DT
framework presented in Chapter 8 to solve the planning problem
induced by the PGM and �nd a health-dependent control policy.

The underlying idea of value iteration is to calculate the
utility of each state and then use them to select an optimal
action. Given that V � � ¹BCº appears on both sides of Eq. (4.49),
the algorithm proceeds recursively using the Bellman update step:

V � ¹BCº  max
DC2U

©
­
«

Õ

BÇ 12S

?¹BÇ 1jBC– DCº
�
AC¹DC– BÇ 1º ¸ � V � ¹BÇ 1º

� ª
®
¬

–

(4.50)
which turns the Bellman optimality equation into an update
rule. In detail, we start by initializing V � ¹BCº = 0, then we
calculate the right-hand side of Eq. (4.50), and plug it into the
left-hand side to simultaneously update the utility of each state
from the utilities of its neighbors. Formally, after an in�nite
number of iterations, the algorithm converges to a steady-state
equilibrium. In practice, we stop the procedure once the change
in the state-value function of each state in a sweep is smaller than
a prescribed tolerance &V 2 R. The value iteration algorithm is
formalized in Algorithm 4.1.
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Algorithm 4.1 Value iteration

Input : states spaceS
actions spaceU
rewards spaceR
transition model ?¹BÇ 1jBC– DCº
discount factor �
tolerance on the value error for any state &V

1: Initialize the expected utilities V0¹BCº = 0, 8BC2 S
2: Initialize � V 7 &V
3: while � V � &V do
4: � V = 0
5: for BC2 S do
6: V¹BCº  V0¹BCº
7: V0¹BC– DCº =
8: maxDC2U

Í
BÇ 12S ?¹BÇ 1jBC– DCº

�
AC¹DC– BÇ 1º ¸ � V¹BÇ 1º

�

9: � V = max¹� V–jV¹BCº � V0¹BCºjº
10: return deterministic control policy � � � � :

11: � ¹( Cº = arg maxDC2U

�
?¹BÇ 1jBC– DCº

�
AC¹DC– BÇ 1º ¸ � V¹BÇ 1º

�

4.3.5 dynamic decision networks

In this Section, we �nally move to decision networks, or in�uence
diagrams, which synthesize the problem of determining an opti-
mal policy based on beliefs about state variables by integrating
Bayesian networks with decisions and utilities. Decision net-
works are directed acyclic graphs, where random variables are
depicted as circle nodes, decisions assquare nodes, and utilities as
diamond nodes(that must not have children). Edges connecting
random variables or decision variables to utility nodes encode a
dependency of the utility function on these variables.

An exemplary decision network is depicted in Fig. 4.8a. In
this graph, Bold outlinesdenote observed quantities, while thin
outlinesdenote estimated quantities. Solid edgesrepresent the
variables' dependencies encoded via conditional probability dis-
tributions, while dashed edgesrepresent variables' dependencies
encoded via deterministic functions. The system state ( 2 S is
independent of other nodes, thus its value is determined by the
unconditional distribution ( � ?¹Bº. Both * 2 U and * � 2 U
represent decision variables. * � ?¹Dº is depicted with a circle
node, representing the predictedbelief about the optimal action,
while * � = D� is depicted with a square node, representing the
actualcontrol e�ectively taken. The reward variable ' � ?¹Aº
quanti�es the expected utility associated with the PGM.

The solid edge ( ! * denotes a dependency encoded
through a CPT. This CPT corresponds to an ( -dependent control
policy, mapping the belief over ( onto control actions * . In
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Figure 4.8: Exemplary de-
cision networks: (a) static
decision network; (b) dy-
namic decision network
unrolled over three time
slices; (c) corresponding
dynamic Bayesian network.
Circle nodes denote random
variables, square nodes de-
note actions, and diamond
nodes denote the objective
function. Nodes with bold
outlines denote observed
random variables, while
nodes with thin outlines de-
note unobserved quantities
to be estimated. Directed
solid edges represent vari-
ables dependencies encoded
via conditional probability
distributions, while directed
dashed edges represent
variables' dependencies
encoded via deterministic
functions.

contrast, the edge* ! * � is depicted as dashed, due to the
following reason. In a decision network, the agent can actively
select the value of a decision node, thereby in�uencing the
values of downstream variables. Since the agent knows exactly
which action it takes on the system, once the decision node is
set, it behaves like an evidence variable. In the case of a direct
dependence ( ! * � , this evidence would update backward
the state ( , changing its posterior estimate based on the chosen
control input * � = D� . However, this is not the desired behavior
in view of applying decision networks for our digital twinning
purposes. To address this drawback, the control component is
split into the predictedand actualcontrol variables. The dashed
connection * ! * � denotes a conversion from probabilistic
to deterministic control by selecting the best point estimate of
* . Similarly, the two connections ( ! '  * � represent
a deterministic reward function quantifying costs relative to
system state and control inputs, respectively.

We express the belief state over the graph in Fig. 4.8a as:

?¹(– *– ' j* � = D� º / ?¹( º) control ) reward – (4.51)
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with factors:

) control = ?¹* j( º– (4.52)

) reward = ?¹' j(– * � = D� º– (4.53)

where, ) control
C is the ( -dependent control policy, and ) reward

C
encapsulates the computation of the reward function.

Decision networks can be extended to dynamic decision
networks (DDNs) to handle decision problems evolving over
time. The augmentation from a decision network to a DDN
follows the same assumptions made to move from Bayesian
networks to DBNs: ( 8) a time discretization; ( 88) an underlying
�rst-order Markov process; ( 888) a stationary transition model.
An example of DDN unrolled over three time slices is depicted
in Fig. 4.8b. The associated belief state can be factorized up to a
current time step C2, as follows:

?¹( 0:C2– *0:C2– ' 0:C2 j* �
0:C2

= D�
0:C2

º /

?¹( 0º) control
0 ) reward

0

C2Ö

C=1

h
) control

C ) reward
C ) history

C

i
–

(4.54)

with factors:

) control
C = ?¹* Cj( Cº– (4.55)

) reward
C = ?¹' Cj( C– * �

C = D�
C º– (4.56)

) history
C = ?¹( Cj( C� 1– * �

C� 1 = D�
C� 1º• (4.57)

Here, ) history
C plays the role of a predictor forward in timeparam-

eterized by a control-dependent CPT, that describes how the
system state is expected to evolve.

It is interesting to note that by removing the * �
C nodes from

the DDN in Fig. 4.8b, we obtain the DBN in Fig. 4.8c. This
DBN encodes the MDP associated with the computation of
the optimal control policy ruling ) control

C . The computation of
� � ¹( Cº involves solving the planning problem induced by the
expected evolution of ( C, maximizing the expected reward over
the planning horizon. For an in�nite planning horizon, this
optimization problem can be stated as:

� � ¹( Cº = arg max
�

¸1Õ

C=0

� CE»' C¼– (4.58)

which can be solved through the value iteration algorithm
described in Algorithm 4.1. To this aim, the utility function ' C

can be decomposed in a weighted sum of two contributions, as:

' C¹* C– (Cº = ' control
C ¹* Cº ¸ " ' ' state

C ¹( Cº– (4.59)
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where ' control
C ¹* Cº and ' state

C ¹( Cº quantify the rewards relative to
control inputs and system state, respectively, and " ' 2 R is a
weighting factor to tune the behavior of the decision-maker.

Once the DDN in Fig. 4.8b is updated at the current time
C2, the resulting belief state can be be used to feed the DBN
in Fig. 4.8c and forecast future values of ( C and * C via belief
propagation. This process can be visualized imagining to unroll
the DDN in the out-of-plane direction until a prediction time C?,
from the DBN at time C2. We remark that, unlike the DDN, the
DBN is unrolled in future without e�ectively taking actions on
the system. The control inputs for future time steps are simply
predictions made to forecast the evolution of the system. In this
scenario, the factorization in Eq. (4.54)can be extended over the
prediction horizon associated with C?, as follows:

?¹( C2¸ 1:C? – *C2¸ 1:C? – ' C2¸ 1:C? j* �
0:C2

= D�
0:C2

º /
C?Ö

C=C2¸ 1

h
) control

C ) future- '
C ) future- (

C

i
–

(4.60)

with factors:

) control
C = ?¹* Cj( Cº– (4.61)

) future- '
C = ?¹' Cj( C– *Cº– (4.62)

) future- (
C = ?¹( Cj( C� 1– *C� 1º– (4.63)

where ) future- (
C and ) future- '

C resemble) history
C and ) reward

C , respec-
tively, but they enable future state predictions and probabilistic
estimates of the reward, conditioned on suggestedcontrol inputs
that have not yet been selected and applied.

4.4 thesis perspective

In this Chapter, we have discussed several ML methods em-
ployed throughout this Thesis to provide the algorithmic plat-
form that supports physics-based modeling for realizing e�ective
DTs of engineering structures. Their primary goal is to learn
relationships between data and quantities of interest. We have
started the discussion with the key aspects of ML, highlighting
the di�erences in the rationale behind regression and classi�-
cation algorithms. Then, we have extensively focused on the
DL paradigm, examining the technical aspects related to opti-
mization and regularization, as well as the DL models employed
in this Thesis for SHM purposes. Finally, we have analyzed
di�erent types of Bayesian networks aimed at the probabilistic
modeling of asset-twin interactions.
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We envision the contribution of ML algorithms to the objec-
tives reached in this Thesis along three major themes:

I Surrogate modeling. The use of ML algorithms, and in
particular DL models, is extensively employed in this Thesis
to surrogate the input-output map, from input parameters
to sensor data or relevant data features. Speci�cally, data-
driven emulators are employed in Chapter 6, within the
proposed MF-DNN surrogate modeling strategy, to replace
computationally expensive physics-based models. Here,
the MF perspective is leveraged for the sequential training
of a composition of DNNs designed to map damage and
operational parameters onto sensor recordings. The strategy
blends small HF datasets with large LF datasets, to reduce
the computational burden of supervised training while
ensuring the accuracy of the approximation. The MF-DNN-
SM consists of a fully-connected LF-DNN, mimicking sensor
recordings in the undamaged condition, and an LSTM HF-
DNN, adaptively re�ning the approximation with the e�ect
of damage. Di�erently, in the framework for enhanced
Bayesian model updating proposed in Chapter 7, SMs are
exploited to emulate the functional link between parameters
to be updated and a low-dimensional feature space by
relying on a fully-connected DL model. In both cases,
the DL paradigm is crucial for enabling strong modeling
capabilities and computational e�ciency during evaluation.

II Data assimilation and inverse problems.We regard the identi-
�cation of SHM parameters from sensor measurements as
a crucial aspect for enabling DTs of engineering structures.
Since observational data depend on the asset state, this
involves solving an inverse problem. When approached
from a data-driven perspective, this entails learning a map-
ping from measurements to the sought parameters, that
reverses the cause-e�ect relationship inherent in the un-
derlying structural response or in the forward operator
simulated via physics-based models. When employing DL
models to approximate this inverse mapping, we integrate
the parametrization of damage and operational parameters
with the reduced basis method discussed in Chapter 3. This
provides a knowledge platform that we exploit o�ine to
e�ciently replicate the impact of damage on the structural
response while populating training datasets. We system-
atically employ this procedure for the feature extractors
considered in Chapter 5, Sec.6.3, andChapter 7, all relying
on a Siamese architecture. Similarly, the DL classi�ers for
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damage detection and localization, as well as the DL re-
gressors for damage quanti�cation employed within the DT
framework proposed in Chapter 8, also rely on simulation-
based supervision and exploit CNNs to automatically select
and extract damage-sensitive features from noisy vibration
recordings in real time. Despite not using DL models, the
same underlying idea of mapping (observable) data fea-
tures to quantities of interest also characterizes the k-NN
regressors employed in Chapter 5 and Sec.6.3 for real-time
damage localization and identi�cation of operational condi-
tions, respectively. Di�erently, when addressing the SHM
inverse problem from a model-based perspective, there is
no need for datasets dedicated to the o�ine learning of
a possible inverse mapping. This is exempli�ed by the
MCMC-based approach exploited in Sec.6.3, where prior
knowledge is instead encoded within the MF-DNN-SM used
to assess the likelihood function of the sampler. Finally,
the hybrid perspective considered in Chapter 7 capitalizes
on the strengths of both data-driven and model-based ap-
proaches by combining the automatic feature extraction
capabilities enabled by a peculiar AE architecture with a
probabilistic model-based MCMC framework.

III Reasoning and decision-making under uncertainty.The DBN
and DDN models presented in this Chapter are the al-
gorithmic platforms we choose to enable the automatic,
potentially autonomous, interaction in asset-twin coupled
dynamical systems. In particular, they allow for reasoning
and decision-making under uncertainty by blending data
assimilation and inference via DL models (from physical to
digital) with prediction, planning, and control (from digital
to physical). These models form the foundation for the DT
framework proposed in Chapter 8.
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5DEEP METRIC LEARNING FOR DAMAGE

LOCALIZATION

This Chapter is devoted to the development of a data-driven di-
agnostic framework for real-time damage localization, which can
also be extended to address the identi�cation of operational con-
ditions or the task of damage quanti�cation, as shown in Sec.6.3
and in Sec.7.2, respectively. The method is rather general, mak-
ing it easily adaptable to handle data of di�erent natures, or to
solve inverse problems in other application domains.

We integrate aspects from both metric learning and dimen-
sionality reduction techniques. Metric learningaims to learn a
distance functionthat conforms to a task-speci�c de�nition of sim-
ilarity , ensuring that neighbors of a data point are mapped closer
than non-neighbors in the learned metric space [151,152,153].
Since it is often challenging to directly infer quantities of in-
terest from sensors data, due to the curse of dimensionality
and the low-sensitivity of raw data to damage, dimensionality
reductionis employed to map high-dimensional data onto an
informative low-dimensional manifold. Speci�cally, we leverage
a learnable nonlinear mapping of raw vibration measurements
onto a feature space, where structural health parameters de-
scribing damage locations can be easily discriminated. This
mapping is devised by means of a DNN and learned under the
constraint of inducing a damage position-related metric in the
low-dimensional space. To achieve this, the training stage is
performed in a supervised pairwise fashion, exploiting a Siamese
convolutional architecture [156]. When processing previously
unseen data, where damage is assumed to be detected but not yet
localized, real-time damage localization is achieved by applying
a k-NN regressor in the learned low-dimensional feature space.

A training dataset of synthetic vibration recordings is gener-
ated by simulating the structural response for potential damage
scenarios and operational conditions. To alleviate the associated
computational burden, the FOM of the monitored structure
is replaced with a more computationally e�cient yet accurate
ROM relying on the reduced basis method.

The e�ectiveness of the proposed approach lies in its su-
pervised pairwise training, which enables a damage-sensitive
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manifold. As a regression approach to damage localization, this
strategy eliminates the need to de�ne a large number of target
classes in advance. Additionally, it avoids the �ne-tuning of
highly sensitive hyperparameters, such as distance thresholds
and decision boundaries, thereby reducing the dependence on
user-speci�c choices.

The proposed methodology is investigated by adopting three
alternative loss functions to train the Siamese network and
varying the size of the low-dimensional feature space. Although
experimental data are not employed, the method is assessed
using noise-contaminated synthetic measurements related to
an L-shaped cantilever beam and a portal frame railway bridge,
demonstrating signi�cant damage localization capabilities.

The Chapter is organized as follows. The deep metric learn-
ing framework is detailed in Sec.5.1, focusing on the data pairing
process required for training in Sec.5.1.1, the characteristics of
the employed Siamese architecture inSec.5.1.2, and the pairwise
loss functions to be minimized in Sec.5.1.3. The use of a k-NN
regressor in the learned low-dimensional space for assessing the
location of damage is described in Sec.5.2. The application of
the methodology to an L-shaped cantilever beam and a portal
frame railway bridge is considered in Sec.5.3 and in Sec.5.4,
respectively. Sec.5.5 �nally summarizes the obtained results
and draws the conclusions.

5.1 deep metric learning

In the considered framework, the problem of damage localization
is addressed through the construction (learning) of a smooth
mapping of labeled data onto a low-dimensional feature space.
This mapping must encode the coordinates of a damaged region
in a regression-like fashion. Accordingly, the composition of
our training dataset is similar to that employed for regression
purposes in Eq. (4.1), and is de�ned as:

D LOC = f¹ U8–y8ºg
# train
8=1 • (5.1)

In Eq. (5.1), U8¹- i º = »u1¹- 8º– • • • –u# D¹- 8º¼, 8= 1– • • • – #train , is a
multivariate time series made of # D synthetic vibration record-
ings with ! measurements equally spaced in time. Each record-
ing cover a monitoring window ¹0– )º, short enough for the oper-
ational and damage conditions to be considered time-invariant.
To populate D LOC , the input parameters - are taken as uni-
formly distributed and sampled using the Latin hypercube rule,
as described in Sec.3.2. The structural response for the 8-th
sampling of input parameters - 8 is then simulated following
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the procedure detailed in Sec.3.3.2. Sensor recordings are ex-
tracted using Eq. (3.23), corrupted by adding an independent,
identically distributed Gaussian noise, and labeled with the
corresponding spatial coordinates y8 of the applied sti�ness
reduction. As described in Sec.3.2,y8 identi�es the coordinates
of the center of mass of a subdomain 
 y , where damage is
simulated by reducing the material sti�ness by a magnitude � 8.
While each instance is characterized by a sti�ness reduction of
di�erent magnitude to account for uncertainties related to its
value, this variation is not part of the label, as the focus is only
on the damage localization task. In the following, the index 8
will be omitted for ease of notation, unless necessary.

The FOMs and ROMs have been implemented in the Matlab

environment, using the redbKIT library [330]. All computations
have been carried out on a personal computer featuring an AMD

Ryzen TM 9 5950X CPU @ 3.4 GHz and 128 GB RAM.
For any given distance measure, a feature extraction algo-

rithm can be viewed as a means to learn a similarity metric
among the input data [331]. In this context, a regressorNN h is
designed to approximate a target function NN h : R! � # D 7! R# � ,
U 7! h, mapping the vibration recordings U onto their feature
representation h in a low-dimensional space of size # � .

The purpose of NN h is to enable the computation of a
distance function Eh = Eh¹NN h¹U1º–NN h¹U2ºº, according to a
chosen metric (e.g., cosine or Euclidean), between any pair of
mappings NN h¹U1º and NN h¹U2º. In particular, Eh is required
to approximate, at least semantically, the Euclidean distance
Ey = ky1 � y2k2 between the associated target labelsy1 and y2.

5.1.1 data pairing process

A possible approach to learn NN h relies on pairwise learning,
which implies that training instances are processed in pairs. In
this context, the training dataset D LOC is augmented through
a data pairing process. By �xing a threshold distance Ey 2 R to
characterize the similarity of data in terms of y, for each instance
¹U8–y8º in D LOC , we assemble# ¸ 2 N positive pairs of similar
instancescharacterized by Ey � Ey , and # � 2 N negative pairs of

dissimilar instancescharacterized by Ey 7 Ey , as follows:

D P
LOC = f¹ U1–y1–U2–y2º� g

# P
train

� =1 – (5.2)

where # P
train = # train ¹# ¸ ¸ # � º is the total number of pairs.
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Figure 5.1: Deep metric
learning damage local-
ization framework. The
sub-network NN h takes vi-
bration recordings U and
provides the corresponding
feature representation h in a
low-dimensional space. The
weights 
 h parametrizing
NN h are learned by pro-
cessing paired vibration
recordings f U1–U2g, and
minimizing a functional L
of the distance Eh between
two low-dimensional rep-
resentations f h1–h2g and
of the Euclidean distance
Ey between the associated
labels f y1–y2g. For data
unseen during training,
the damage position is pre-
dicted applying a simple
regression algorithm in the
learned feature space.

5.1.2 siamese architecture

The Siamese architecture, originally proposed for signature veri-
�cation [156], allows for pairwise learning and can be thought of
as a network made of two twins NN h linked by a loss function L ,
seeFig. 5.1. Here, the two sub-networks share the same set of pa-
rameters 
 h , and each of them is therefore simply referred to as
the sub-networkNN h . During training, paired vibration record-
ings U1 and U2 are jointly processed asNN h¹U1º and NN h¹U2º,
so that the associated distanceEh¹NN h¹U1º–NN h¹U2ºº can be
computed to evaluate the loss function L ruling the learning of

 h , as detailed in Sec. 5.1.3.

The mapping provided by NN h is required to be invariant
under transformations on the input space not related to the
damage position. To achieve this goal, a damage-sensitive feature
extractoris designed at the root of NN h through the composition
of three 1D CNN blocks. Each convolutional block consists of
a 1D convolutional layer, a Tanh activation function, a batch
normalization layer, a 1D max pooling layer, and a dropout layer
for regularization. The extracted features are expected to be
sensitive to the presence of damage, while remaining insensitive
to measurement noise and operational variability. The output
features are then �attened and run through a stack of three
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dense layers providing the low-dimensional representation h.
A schematic of the sub-network NN h is outlined in Fig. 5.1.

It is worth noting that the modeling choices for NN h are
suited to the speci�c characteristics of the considered observa-
tional data. However, the overall framework is rather general,
admitting di�erent modeling choices tailored to the data and
the characteristics of the problem at hand. NN h has been im-
plemented through the Tensorflow -basedKeras API [250], and
trained on a single Nvidia GeForce RTX TM 3080 GPU card. The
relevant implementation details are reported in Appendix A.

5.1.3 pairwise loss functions

The set of learnable weights 
 h parametrizing NN h is optimized,
considering the minimization of three alternative loss functions:

L ¹1º
h ¹
 h –D P

LOCº =
1

# P
train

# P
trainÕ

� =1

¹Ey � E hº2� – (5.3)

L ¹2–3º
h ¹
 h –D P

LOCº =

1

# P
train

# P
trainÕ

� =1

�
1 � �

2
E2

h ¸
�
2

»max ¹0–&h � E hº¼2
�

�
–

(5.4)

with the di�erence between L ¹2º
h and L ¹3º

h standing in the choice
of the associated distanceEh � this is clari�ed in the following.

In particular, L ¹1º
h is the MSE between Eh and Ey , proving a

measure of the distance between the target distanceEy and
the approximated distance Eh from NN h . On the other hand,

L ¹2–3º
h is the pairwise contrastive loss[154,155], orSquare-Square

loss[332], useful to learn a geometric structure characterizing
the low-dimensional feature space. Herein: � 2 f 0–1g, where
� = 0 indicates that y1 and y2 identify a positive pair, and � = 1
indicates a negative pair; and &h 7 0 is a margin beyond which

negative pairs do not contribute to L ¹2–3º
h . The minimization of

L ¹2–3º
h yields a distance function Eh , such that negative pairs are

kept away by at least the margin &h , while positive pairs are

pushed to be as close as possible. In the case ofL ¹2–3º
h , label infor-

mation implicitly guide the dimensionality reduction to encode
sensitivity to y, thereby enabling a manifold to suitably describe
the parametric space underlying the processed measurements.

The metric employed for the computation of Eh for L ¹1º
h and

L ¹2º
h is the Euclidean one, while L ¹3º

h exploits the cosine similarity
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� B 2 R as the relevant metric. In detail:

Eh =

(
kNN h¹U1º � NN h¹U2ºk2 for L 1– L 2–

1 � � B¹NN h¹U1º–NN h¹U2ºº for L 3–
(5.5)

where the cosine similarity is given as:

� B¹NN h¹U1º–NN h¹U2ºº =
NN h¹U1º � NN h¹U2º

kNN h¹U1ºk2kNN h¹U2ºk2
– (5.6)

measuring the cosine of the angle betweenNN h¹U1ºand NN h¹U2º.
If NN h¹U1º and NN h¹U2º are parallel, � B = 1; if they are orthog-

onal, � B = 0. The reason to considerL ¹3º
h as an additional loss

function is that, employing the cosine similarity as the metric for
Eh , embeddingsassociated with negative pairs are constrained to
feature a relative rotation in the low-dimensional space, rather
than a di�erent module. This is expected to induce an auto-
regularization e�ect that stabilizes the training and improves
the representation capability of NN h .

For any given set of input vibration recordings U, the trained
NN h provides the associated feature representationh, as follows:

h = NN h¹Uº• (5.7)

5.1.4 energy-based models perspective

An interesting perspective to frame the proposed strategy can
be built upon energy-based models[332]. Energy-based models
rely on an energy function� : ¹R# x –R# y º 7! R, ¹x –y º 7! R, that
measures the level of compatibility between # x 2 N observed
variables x and # y 2 N variables y to be inferred. In our
case,x represents the observed vibration recordings, and y
represents potential damage positions. The learning phase
consists in �nding, among a family of energy functions � 
 ¹x –y º
parametrized by tunable weights 
 , the one that provides low
energy values for a correct association ofy to x and high energy
values otherwise. � 
 ¹x –y º is shaped through the minimization
of a loss functional L¹D –� 
 ¹x –y ºº while optimizing 
 on a
dataset D . The inference of y thus consists in simply picking its
value that minimizes the learned energy function � 
 , given x .

Contrastive methods shape the energy function through a
loss functional designed to yield low values for either low energy
on correct associations or high energy on incorrect associations,
and high values for either high energy on correct associations
or low energy on incorrect associations. In our case, the energy

function of interest is represented by Eh , and L ¹1–2–3º
h are the

considered loss functionals. While L ¹1º
h implicitly pushes up the
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energy for all the possible outcomes, pushing down the energy

for the correct association, L ¹2º
h and L ¹3º

h instead push down the
energy for the correct association and push up the energy above
a prescribed margin for incorrect answers.

5.2 regression in the low-dimensional metric
space

Once NN h is trained, the damage position for unseen query
data is predicted through a k-NN regressorM y

k-NN : R# � 7! R3,
h 7! y, applied on top of mapping NN h , similarly to [333]. The
k-NN algorithm is chosen not only for its e�ectiveness but also
because it is a nonparametric, memory-based method, making
it exceptionally fast in both the learning and prediction stages,
especially when dealing with limited data dimensionality.

To �t M y
k-NN , the Siamese architecture as well asD P

LOC are
discarded, retaining only the trained sub-network NN h and
D LOC . Subsequently, D LOC is pre-processed using NN h to
generate a dedicated training dataset to feed M y

k-NN , similar to
that in Eq. (4.2). By mapping the vibration recordings in D LOC

onto the learned feature space, once and for all, this training
dataset is obtained as follows:

D h
LOC = f¹ h8 = NN h¹U8º–y8ºg

# train
8=1 – (5.8)

so that the low-dimensional features h8 and the corresponding
labels y8, with 8= 1– • • • – #train , can be stored by M y

k-NN . The
number # : of nearest neighbors considered in the k-NN regres-
sion and the associated weighting rule are determined through
a cross-validation strategy, as described in Sec. 2.2.

It might be noticed that �tting M y
k-NN on the reference low-

dimensional representations h8, 8= 1– • • • – #train , may result in
limited generalization capabilities. Typically, data-driven algo-
rithms best perform on training data, thus the low-dimensional
representation associated with the data used to train NN h may
be too optimistic compared to those obtained for unseen data.
Although in our experiments this issue does not show up due to
the e�ective prevention of over�tting, leveraging an additional
set of recordings to �ne-tune M y

k-NN could be bene�cial for
enhanced damage localization.

The algorithmic description of the preliminary o�ine phase
of the proposed strategy is reported in Algorithm 5.1. During
the next online phase, unseen incoming data, for which damage
is assumed to be detected but not yet localized, are processed to
provide real-time damage localization as described below.
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Algorithm 5.1 Deep Metric Learning for Damage Localization.
Preliminary o�ine phase: algorithmic description

Input : parametrization of the physics-based model
POD tolerance &�
training options for the feature extractor NN h
training options for the k-NN regressor M y

k-NN
1: set up the numerical model of the structure
2: assemble the snapshot matrixS via FOM analyses
3: compute the POD basis matrix via SVD of S
4: use the ROM to populate the training dataset D LOC
5: augment D LOC to D P

LOC through the pairing process
6: train NN h (Siamese network) on D P

LOC
7: use the trained NN h to derive D h

LOC from D LOC

8: �t M y
k-NN on D h

LOC via cross-validation
9: return trained feature extractor NN h ,

10: trained k-NN regressor M y
k-NN

Let UEXP denote a query instance of vibration recordings,
and hEXP = NN h¹UEXPº represent the corresponding query
low-dimensional features. Then, M y

k-NN computes the dis-
tances betweenhEXP and its # : nearest neighbors among h8,
8= 1– • • • – #train . Subsequently, it estimates the associated dam-
age position as a weighted average of the # : nearest neighbors
labelsby = M y

k-NN ¹hEXPº, following Eq. (2.15).

5.3 damage localization: l-shaped cantilever
beam

The �rst case study used to assess the e�ectiveness of the pro-
posed methodology involves the L-shaped cantilever beam
depicted in Fig. 5.2. The structure consists of two arms, each
with dimensions of 4 m in length, 0•3 m in width, and 0•4 m
in height. The assumed mechanical properties are those of
concrete: Young's modulus � = 30GPa, Poisson's ratio � = 0•2,
density � = 2500kg/m 3. The structure is subjected to a dis-
tributed vertical load @¹Cº, applied to an area of ¹0•3 � 0•3º m2

near to its tip. The load varies in time according to:

@¹Cº = & sin ¹2� 5@Cº– (5.9)

where & 2 »1–5¼kPa and 5@2 »10–100¼Hz represent the load
amplitude and frequency, respectively. Consistent with the
setup described in Sec.3.2, these parameters follow a uniform
distribution within their respective ranges.

The goal of this �rst test case is to assess the damage localiza-
tion capability of the proposed method while highlighting the
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Figure 5.2: L-shaped can-
tilever beam: details of
synthetic recordings re-
lated to displacements
D1¹Cº– • • • – D8¹Cº, loading
condition, and damageable
region 
 y .

* Throughout this Thesis, we de-
�ne the signal-to-noise ratio as the
ratio of the variance of the (mean-
ingful) signal to the variance of the
noise, assuming zero-mean noise

57. Eftekhar Azam et al., Online
damage detection via a synergy of
proper orthogonal decomposition
and recursive Bayesian �lters. 2017

58. Corigliano et al., Parameter
identi�cation in explicit structural
dynamics: Performance of the
extended Kalman �lter. 2004

interpretability of the results. Additionally, this test case aims
to determine the optimal combination of the loss function and
the size # � of the feature space that yields the best results.

5.3.1 dataset assembly and training options

Synthetic displacement time histories U¹- º = »u1¹- º– • • • –u# D¹- º¼
are generated in relation to # D = 8 DOFs along the bottom
surface of the structure, to mimic the monitoring system depicted
in Fig. 5.2. Each recording spans a time interval ¹0– ) = 1 sº with
an acquisition frequency of 5s = 500Hz. To emulate sensors self-
noise, the recordings are contaminated with additive Gaussian
noise to yield a signal-to-noise ratio(SNR) of 80* .

Damage is simulated within a subdomain 
 y of dimen-
sions ¹0•3 � 0•3 � 0•4º m3. The location of 
 y is parametrized
through y = ¹G
 – H
 º> , with either G
 or H
 varying in the range
»0•15–3•85¼m � thus, it can be represented as an abscissa run-
ning along the axis of the structure. The damage level � can take
values within the range � 2 »10%–25%¼, and it remains constant
within the time interval ¹0– )º.

The FOM is established through a �nite element discretiza-
tion using linear tetrahedral elements, resulting in # FE = 4659
DOFs. Due to its minimal relevance in identifying continuously
excited systems, as indicated in [57,58], structural damping is
neglected. The basis matrixW underlying the ROM is derived
from a snapshot matrix S, assembled by evaluating the FOM
over ¹0– )º, for # % = 300varied values of the input parameters
- = ¹&– 5@–y–� º> sampled via the Latin hypercube rule. By
prescribing a tolerance &� = 0•0005on the fraction of energy
content to be neglected in the approximation, the order of the
ROM turns out to be # RB = 68. The computing time required
by each simulation accordingly decreases from 11•30 s to 0•39 s,
entailing a speed-up of approximately 29 times.
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For the case at hand, the training dataset D LOC is populated
with # train = 8000instances collected through the ROM. This
dataset is then employed to assemble its augmented version
D P

LOC , according to Eq. (5.2). To this aim, we set a threshold
distance Ey = 0•15m based on the size of the damaged subdo-
main 
 y . Each instance inD LOC is thus paired with # ¸ = 10

similar instances, characterized by Ey � Ey , and with # � = 10

dissimilar instances, characterized by Ey 7 Ey .
Due to the lack of experimental data, the assessment of

the damage localization capabilities enabled by NN h is carried
out on a testing set comprising # test = 800pseudo-experimental
instances, derived from noise-corrupted FOM solutions.

5.3.2 localization outcome: numerical results

We now present the damage localization outcomes obtained by

training NN h using the three alternative loss functions L ¹1º
h , L ¹2º

h ,

and L ¹3º
h introduced in Sec.5.1.3. The analysis is systematically

repeated for various sizes # � of the low-dimensional space, to
provide insights into the selection of its optimal value.

Loss function L ¹1º
h . We begin by presenting the results obtained

using the MSE-based loss function L ¹1º
h . In this case, the choice

of the low-dimensional space size # � = 2 directly follows from
the modeling of the position of 
 y , requiring no additional
tuning. The low-dimensional embeddings f h8 = ¹� 1– �2º>

8 g# train
8=1

provided by NN h for the training data are illustrated in Fig. 5.3a.
The two scatter plots include a color channel referring to the
target damage position along the G-axis, denoted asf G
 8g

# train
8=1 ,

and along the H-axis, denoted as f H
 8g
# train
8=1 � refer also to

Fig. 5.2. We observe how the overall shape de�ned by the scatter
plots aligns with the structural layout, and the colors mostly
correspond to the coordinates in the physical space. As desired,
situations undergoing a similar damage condition, in terms
of damage position, are mapped close in the learned space.
This visual check o�ers an initial qualitative indication of the
e�ectiveness of the learned mapping NN h , and suggests that the
low-dimensional representation provides a coordinate system
for capturing the damage position from vibration recordings.

The testing phase for NN h aims to mimic a real structural
monitoring process. Raw vibration recordings are assumed to
be collected on-the-�y and processed to determine the damage
position. The embeddings associated with the # test testing
instances are illustrated in Fig. 5.3b, demonstrating that NN h

exhibits proper generalization capabilities to previously unseen
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(a)

(b)

Figure 5.3: L-shaped
cantilever beam - Low-
dimensional embeddings

using L ¹1º
h : (a) training

data representations

f h8 = ¹� 1– �2º>
8 g# train

8=1 against
the correct damage position
along the (left) G-direction

f G
 8g
# train
8=1 and (right) H-

direction f H
 8g
# train
8=1 ; (b)

testing data representations

f h9 = ¹� 1– �2º>
9 g# test

9=1 against

the correct damage position
along the (left) G-direction

f G
 9g
# test
9=1 and (right) H-

direction f H
 9g
# test
9=1 .

data. Real-time damage localization is then achieved via k-NN
regression. In the current scenario, M y

k-NN is �tted using a 10-
fold cross-validation. The maximum fold-averaged regression
score, measured via negative RMSE, is achieved with# : = 58
neighbors and a uniform weighting rule.

The distributions of prediction errorsalong the Gand H di-
rections for the testing data are presented in Fig. 5.4. In these
charts, the countsrepresent the number of instances for which a
particular prediction error is observed. The reported values are
distributed within a relatively narrow range around the origin,
indicating that the damage position is mostly located with high
accuracy. It is worth noting that the error distribution along the
H-direction exhibits a slightly greater variance compared to the
G-direction. This di�erence is attributed to the structural layout,
where the sensitivity of sensor recordings to damage decreases
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(a) (b)

Figure 5.4: L-shaped can-
tilever beam - Distribution
of prediction errors along
the (a) G-direction and (b)

H-direction, using L ¹1º
h .

as the damage position moves away from the clamped side.
Assuming that the prediction errors along the G and H

directions follow Gaussian distributions, relevant statistics are
presented in Tab. 5.1. The metrics used for evaluating the
performance of the damage localization model include MAE,
error mean, and error standard deviation (StdDev) along both
the Gand Hdirections. It is worth noting that the MAE values
are smaller than half the size of the damaged region in both
directions, indicating high precision. The mean values, close to
zero, suggest an unbiased estimator, while the StdDev values
con�rm the greater inaccuracies along the H-direction, consistent
with the MAE values. Based on these statistics, it is expected
that 95%of the testing population will yield prediction errors
lying within the intervals »� 0•38–0•43¼m and »� 0•43–0•51¼m,
respectively along the G and H directions. This estimation
provides further insights into the model's performance and the
expected range of prediction errors.

Loss function L ¹2º
h . We now present the results obtained us-

ing the Square-Square loss function L ¹2º
h equipped with the

Euclidean metric. The Square-Square loss function is designed
to keep negative pairs apart by at least the margin &h , while

pushing positive pairs to be as close as possible. Unlike for L ¹1º
h ,

which explicitly constraints the mapping under the guidance
of the labels, NN h is left free to learn a suitable metric space by
itself. This aspect results in the need of increasing the size # �

of the low-dimensional space to provide NN h with a su�cient
representation capability to properly describe the variability of
the monitored system in terms of structural health.

In Sec.4.2.7, we have discussed how determining an optimal
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# : : 58 Weighting rule: Uniform
MAE ¹G
 –bG
 º: 0•094m MAE ¹H
 –bH
 º: 0•117m
Mean¹G
 � bG
 º: 0•028m Mean¹H
 � bH
 º: 0•043m
StdDev¹G
 � bG
 º: 0•21m StdDev¹H
 � bH
 º: 0•24m

Table 5.1: L-shaped can-
tilever beam - Accuracy of
damage localization along
the Gand Hdirections using

L ¹1º
h .

8. Chinestaet al., Virtual, Dig-
ital and Hybrid Twins: A New
Paradigm in Data-Based Engineer-
ing and Engineered Data. 2020

334. Hastieet al., The Elements of
Statistical Learning. 2009

335. Pedregosaet al., Scikit-learn:
Machine Learning in Python. 2011

size for the latent space of an AE remains an open question. The
same consideration applies to the size# � of the low-dimensional
space described byNN h . We argue that a redundant encoding
may help in handling the ill-posedness of the sought map-
ping. To identify a suitable # � value, the damage localization
capabilities enabled by NN h are systematically analyzed for
# � = f 2–3–4g. As we will see, the best outcome is obtained
with # � = 4, with no signi�cant improvements for # � 7 4. This
result is somehow expected, as# � = 4 matches the number of
independent parameters responsible for the data variability, i.e.,
the intrinsic dimensionof the structural model.

A compact representation of the low-dimensional embed-
dings provided by NN h for the training and testing data in
the case of# � = 4 is reported in Fig. 5.5. These scatter plots
depict a downsized version of the extracted low-dimensional
features, obtained by means of multidimensional scaling(MDS).
MDS is a nonlinear dimensionality reduction method in statisti-
cal learning that seeks a low-dimensional representation of the
input data while preserving pairwise scalar products as much
as possible [8,334]. We employ themetricMDS implementation
in scikit-learn [335]. As expected, the overall shape de�ned
by the scatter plots does not resemble the actual structural lay-
out in this case, as the relevant geometrical information is not
explicitly exploited during training. However, we note how
the resulting manifold e�ectively encodes the sensitivity of the
processed measurements to the position of damage. Additional
scatter plots displaying the source low-dimensional embed-
dings of the training and testing data are presented in Fig. 5.6
and Fig. 5.7, respectively. Here, the low-dimensional features
f h8 = ¹� 1– �2– �3– �4º>

8 g# train
8=1 and f h9 = ¹� 1– �2– �3– �4º>

9 g# test
9=1 are

plotted showing two components at a time, against the correct
damage position along the Gand Hdirections. Both the MDS
representations and the source low-dimensional embeddings
clearly show that the task-speci�c mapping is learned with
proper generalization capabilities to previously unseen data, as
consistent results are obtained for the training and testing data.

The distributions of the prediction errors along the Gand H
directions for the testing data are reported in Fig. 5.8, focusing
on the case# � = 4. Both distributions con�rm that the damage
position is almost always identi�ed with high accuracy. How-
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