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Abstract

This thesis presents MuseumBots, a single-user, multi-agent conversational system de-
signed to enhance visitor engagement and educational exploration in virtual museum en-
vironments. The system enables interaction with two specialized AI agents: one guiding
navigation through virtual rooms and another providing concise, context-aware descrip-
tions of artworks.

Existing virtual museum chatbots typically rely on single-agent designs that struggle to
manage multiple conversation goals simultaneously, often resulting in redundancy or in-
coherent exchanges. To address this limitation, MuseumBots introduces a coordinated
Multi-agent framework powered by Large Language Models (LLMs) and governed by a
lightweight Conversation and Topic Management (CTM-lite) mechanism. This architec-
ture ensures role clarity, sequential turn-taking, and explicit user consent before navigation
or content display, enabling a controlled and transparent dialogue flow.

All interactions are grounded in a structured museum knowledge base created for this
project, which defines rooms, artworks, and their descriptions to ensure factual accuracy
and alignment between dialogue and visual simulation. Through this structured multi-
agent coordination, MuseumBots demonstrates how LLM-driven systems can provide
coherent, educational, and immersive experiences for individual users while preserving
conversational transparency and modularity.

Keywords: Large Language Models (LLMs), multi-agent system (MAS), single-agent
system (SAS), Virtual Museum, Human–AI Interaction, Dialogue Management, conver-
sational AI





Abstract in lingua italiana

La presente tesi introduce MuseumBots, un sistema conversazionale multi-agente pro-
gettato per un singolo utente, sviluppato con l’obiettivo di migliorare il coinvolgimento
dei visitatori e favorire un’esplorazione educativa all’interno di ambienti museali virtuali.
Il sistema consente l’interazione con due agenti di intelligenza artificiale specializzati: il
primo guida la navigazione tra le diverse sale del museo virtuale, mentre il secondo fornisce
descrizioni concise e contestualmente pertinenti delle opere d’arte.

I chatbot museali virtuali esistenti si basano generalmente su architetture a singolo agente,
che spesso non riescono a gestire simultaneamente più obiettivi comunicativi, generando
ridondanza o incoerenza nelle risposte. Per superare tale limitazione, MuseumBots in-
troduce un’architettura multi-agente coordinata, basata su modelli linguistici di grandi
dimensioni (Large Language Models, LLMs) e regolata da un meccanismo leggero di
Conversation and Topic Management (CTM-lite). Questa struttura garantisce chiarezza
dei ruoli, turnazione sequenziale e consenso esplicito dell’utente prima di ogni azione di
navigazione o visualizzazione, assicurando un flusso dialogico controllato e trasparente.

Tutte le interazioni si basano su una base di conoscenza museale strutturata, creata ap-
positamente per questo progetto, che definisce le sale, le opere e le relative descrizioni,
garantendo coerenza tra i contenuti testuali e la simulazione visiva. Attraverso questa
coordinazione multi-agente, MuseumBots dimostra come i sistemi basati su LLM pos-
sano offrire esperienze coerenti, educative e coinvolgenti per singoli utenti, mantenendo
al tempo stesso trasparenza e modularità nel dialogo.

Parole chiave: Modelli Linguistici di Grandi Dimensioni (LLMs), sistema singolo agente
(SAS), sistema multi agente (MAS), Museo Virtuale, Interazione Uomo–AI, Gestione del
Dialogo, Intelligenza Artificiale Conversazionale
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1| Introduction

The integration of Arti�cial Intelligence (AI) in cultural heritage and digital humani-

ties has transformed how audiences interact with museums, exhibitions, and historical

archives. Over the past decade, cultural institutions have increasingly adopted digital

technologies to expand accessibility and engagement, o�ering virtual tours, interactive 3D

environments, and AI-based narration. These systems have shifted the museum experi-

ence from a passive act of observation to a dynamic process of discovery and participation.

However, despite these advances, most virtual museum platforms rely on static, pre-

programmed dialogue or single-agent chatbots that lack contextual understanding, adap-

tive behavior, and conversational coordination. Such limitations often reduce the sense

of immersion and fail to reproduce the richness of human-guided museum experiences,

where multiple experts contribute distinct perspectives. This gap motivates the devel-

opment of new conversational frameworks that combine the �exibility of large language

models (LLMs) with structured, rule-based coordination to ensure clarity, coherence, and

user control.

1.1. Motivation and Context

Museums are more than collections of objects; they are spaces for storytelling, education,

and cultural preservation. In the physical world, human guides play a key role in trans-

forming visits into meaningful experiences by contextualizing artworks, explaining their

history, and responding to visitors' curiosity. Reproducing this human element in digi-

tal environments requires conversational systems that can interpret user intent, manage

topics coherently, and respond with both relevance and personality.

Large Language Models such as GPT have recently enabled substantial progress in nat-

ural language understanding and generation. Yet, deploying them directly in open-ended

dialogue can result in redundant, inconsistent, or unpredictable behavior, especially in

multi-agent contexts. Designing a multi-agent system that is both expressive and control-

lable, therefore, represents an important challenge. The aim of this thesis is to explore
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how a rule-based Multi-agent conversational structure, combined with LLM capabilities,

can create an engaging, reliable, and educational virtual museum experience.

1.2. Research Problem

Existing conversational agents for cultural heritage typically rely on a single model per-

forming multiple roles narration, navigation, and explanation. This monolithic structure

often leads to cognitive overload, con�icting dialogue goals, and reduced transparency for

users. Multi-agent frameworks o�er a potential solution by distributing responsibilities

among specialized agents. However, they require precise coordination mechanisms to pre-

vent interruptions, overlapping responses, or topic drift. The central research question

addressed in this work is:

"How can a multi-agent conversational system based on large language models be struc-

tured to provide coherent, controllable, and user-centered interaction in a virtual museum

environment?"

To answer this question, this thesis proposes the design and implementation of Muse-

umBots, a single-user, two-agent conversational system that integrates natural language

dialogue, visual simulation, and structured knowledge grounding.

1.3. Objectives

The main objective of this work is to design and implement a web-based virtual mu-

seum guided by two cooperating conversational agents with distinct but complementary

roles. The system aims to provide a natural and interactive experience in which the user

can explore artworks through dialogue rather than static interfaces. Speci�c objectives

include:

ˆ To design a coherent multi-agent conversational framework ensuring turn-taking,

topic control, and user consent before each system action.

ˆ To integrate LLM-based language understanding with rule-based coordination mech-

anisms (CTM-lite) that manage agent behavior and dialogue �ow.

ˆ To ground all information in a structured local knowledge base (museum.json) to

maintain accuracy and contextual consistency.

ˆ To develop a web architecture composed of a React front-end and Node/Express

back-end capable of real-time communication with OpenAI APIs.
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ˆ To evaluate system behavior qualitatively through simulated user sessions and visual

interaction scenarios.

1.4. System Overview

MuseumBots combines a conversational interface with a visual museum simulation to

create an immersive and educational user experience. The system architecture follows a

client�server model (see Chapter 4):

ˆ The front-end (React) handles user input, message display, and visual updates in

the simulation panel.

ˆ The back-end (Node/Express) manages dialogue logic, conversation state, and

communication with OpenAI's API.

ˆ The knowledge base (museum.json) de�nes rooms, artworks, and descriptions,

ensuring factual alignment.

Two AI agents interact with the user:

ˆ Agent A (Tourist Guide): Handles navigation tasks, such as greeting the user,

moving between rooms, and displaying or hiding artworks.

ˆ Agent B (Art Guide): Provides short, contextually relevant explanations about

artworks once they are visible on screen.

To ensure conversational control, the system employs a lightweight Conversation and

Topic Management (CTM-lite) mechanism. This state machine enforces a two-step gating

process: before showing an artwork, the user must �rst con�rm navigation to the correct

room, and then con�rm the display of the artwork. This design ensures that user consent

drives all interactions, minimizing confusion and maintaining dialogue order.
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2.1. Arti�cial Intelligence

Arti�cial Intelligence (AI) refers to the development of computer systems capable of per-

forming tasks that typically require human intelligence. These tasks include problem-

solving, natural language understanding, pattern recognition, decision-making, and learn-

ing from past experiences. AI encompasses a wide range of technologies, such as machine

learning, neural networks, deep learning, and robotics, that enable systems to process

large volumes of data, identify patterns, and improve their performance over time [24].

Figure 2.1 illustrates the hierarchical structure of AI and its sub�elds, highlighting how

various techniques relate within the broader domain.

Figure 2.1: Arti�cial Intelligence Hierarchy.

The in�uence of AI on contemporary society is profound and continues to expand. It is

transforming industries, economies, and everyday life. In the business sector, AI enables

automation, enhances decision-making, and improves operational e�ciency. In healthcare,
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it assists in diagnostics, accelerates drug discovery, and supports the design of personal-

ized treatment plans. Everyday applications include self-driving vehicles, intelligent voice

assistants such as Siri and Alexa [5, 15], recommendation systems used by platforms like

Net�ix and Amazon [14, 16], and facial recognition technologies [19]. These examples

demonstrate how AI has become deeply integrated into modern human activities and will

continue to shape the evolution of society and organizations [20].

On a broader scale, Arti�cial Intelligence is transforming entire industries. In �nance, it

is applied to fraud detection and the automation of trading strategies. In manufacturing,

AI-driven systems optimize production processes and predict equipment failures before

they occur. In creative �elds such as art, music, and literature, AI-powered applications

generate original works, sparking both enthusiasm and debate regarding creativity and

authenticity [29].

Looking ahead, the potential of AI appears even more signi�cant. It is expected to

play a crucial role in addressing some of the world's most pressing challenges, including

climate change, energy optimization, medical research, and global food security [2]. For

example, AI can improve climate modeling, support the design of more e�cient energy

grids, accelerate the discovery of novel materials, and promote sustainable agricultural

practices [20].

Nevertheless, the rapid rise of AI also raises serious concerns. Ethical issues, such as bias,

transparency, privacy, and security, remain central topics of discussion [13]. Moreover,

the automation of tasks poses a risk of large-scale workforce displacement, underscoring

the urgent need for adaptation strategies and reskilling initiatives [8, 27].

2.2. Machine Learning

Machine Learning (ML) is a core sub�eld of Arti�cial Intelligence that focuses on de-

veloping algorithms capable of recognizing patterns, making predictions, and supporting

decision-making based on data. ML models are trained on large datasets and employ sta-

tistical and computational techniques to improve their performance over time iteratively.

Di�erent paradigms of ML are commonly distinguished:

Supervised Learning: Models are trained on labeled data to learn mappings between

inputs and outputs, enabling tasks such as image classi�cation or fraud detection.

Unsupervised Learning: Models identify hidden structures or relationships within

unlabeled datasets, for example in customer segmentation or anomaly detection.
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Reinforcement Learning: Models learn optimal behaviors by interacting with an en-

vironment and adjusting actions based on feedback in the form of rewards or penalties.

The primary objective of machine learning is to extract meaningful patterns from data

and generalize these insights to new, unseen situations [25].

2.3. Generative AI

Generative Arti�cial Intelligence (GenAI) is a specialized branch of machine learning

focused on creating new data rather than merely analyzing existing information. These

models learn the patterns and structures within input datasets and use them to generate

outputs that are statistically consistent with the original data. Consequently, they can

produce text, images, music, video, and other forms of content that closely resemble

human-created material [11].

Generative AI systems are often described as highly capable tools that can deliver intelli-

gence �as a service.� Although not �awless, and still prone to errors or misinterpretations,

their capabilities are remarkable and continue to evolve at an accelerating pace. E�ective

use of these systems depends not only on their underlying architectures but also on the

user's ability to design inputs strategically. This skill, known as prompt engineering, has

become essential to unlocking the full potential of generative AI [4].

Generative AI is fundamentally reshaping how creativity, productivity, and problem-

solving are understood. By enabling systems to generate original and contextually rel-

evant content, it represents a transformative paradigm that extends the boundaries of

human�machine collaboration across multiple domains [11].

2.4. Large Language Models

Large Language Models (LLMs) are advanced deep learning architectures designed to

process and generate human-like language. They consist of millions or even billions of

interconnected parameters, analogous to neural connections in the human brain [34]. Since

text and other modalities can be represented numerically, LLMs interpret information

through statistical relationships rather than human reasoning.

Given a short input prompt, for instance, �Once upon a time,� an LLM can produce a

coherent continuation such as �there was a brave knight who lived in a castle.� While

the model does not possess true understanding, it generates meaningful text by learning

probabilistic associations between words and phrases across vast language corpora [18].
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During training, the model is exposed to extensive text datasets, such as books, articles,

and online materials and adjusts its internal parameters through iterative optimization

to predict the next word in a sequence accurately [21]. Through this large-scale learning

process, LLMs acquire the ability to model linguistic structure and semantics, enabling

applications such as dialogue generation, summarization, translation, and code synthesis.

2.4.1. Text generation

One of the fundamental applications of Large Language Models (LLMs) is the generation

of text in response to a user-provided input or prompt. This capability is enabled by

training the models on vast amounts of textual data, allowing them to capture language

patterns such as grammar, syntax, and sentence structure. Although LLMs do not truly

�understand� the semantic meaning of the text; they produce coherent outputs by pre-

dicting sequences of tokens (words or sub-words) based on statistical associations learned

during training.

The dominant architecture underlying modern LLMs is the transformer, �rst introduced

by Vaswani et al. (2017) [31]. Transformers are encoder�decoder models speci�cally

designed to process large-scale language tasks e�ciently. Their main components include:

ˆ Self-Attention Mechanism: Enables the model to evaluate the importance of

each token in relation to all others within the input sequence.

ˆ Positional Encoding: Preserves word order information since the model processes

all tokens simultaneously rather than sequentially.

ˆ Multi-Head Attention: Runs several attention mechanisms in parallel, enabling

the model to capture di�erent types of contextual relationships.

ˆ Feed-Forward Neural Networks: Further transform the representations of to-

kens after attention has been applied, re�ning the model's predictions.

In practice, when an LLM receives a prompt, the transformer architecture processes the

input and generates a probability distribution over possible next tokens. The model

then selects the token with the highest likelihood and repeats this process iteratively to

produce �uent and contextually relevant text [32]. As shown in Fig. 2.2, the LLM is able

to generate coherent multi-turn responses.
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Figure 2.2: Example of text generation in a Large Language Model (LLM) dialogue.
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2.4.2. Image Generation

Beyond natural language understanding, Large Language Models (LLMs) can be inte-

grated with image generation systems to create high-quality visual content directly from

textual descriptions. Models such as DALL·E by OpenAI [23] and Stable Di�usion [12]

represent major milestones in this area. Trained on large-scale datasets containing pairs

of images and textual annotations, these systems learn to associate linguistic concepts

with corresponding visual features, enabling them to translate language into coherent

and contextually accurate imagery [30].

During generation, an input prompt provided by the user is �rst processed by the model's

language encoder, which extracts the semantic meaning of the description. The image

synthesis component then uses this semantic representation to produce a visual output

that re�ects both the content and the style implied by the text.

Figure 2.3: Overwhelmed human and assisting robots.

An example of an image generated by DALL·E, along with the respective prompt used to

create it, is inspired by the ChatCare project developed at Politecnico di Milano [9].

Create an image of a young woman with curly brown hair sitting at a cluttered desk,

viewed from behind her computer monitor. (Figure 2.3) The back of the monitor faces

the viewer, with visible cables connecting it to the desk. The woman appears frustrated

and tired as she types intensely on a keyboard surrounded by stacks of papers, open books,

and empty co�ee cups. Two humanoid robots, one green and one blue, sit on either side
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of her, both made of polished metal with visible joints and glowing red eyes. The warm

light from the desk lamp highlights their mechanical surfaces and the human's expression

of concentration. The background is �lled with messy bookshelves and scattered papers,

conveying a sense of intellectual overload and collaboration between human and arti�cial

agents in a creative workspace.

2.4.3. Prompt Engineering

A prompt is a set of instructions written in natural language and directed to a Large

Language Model (LLM) to guide or re�ne its behavior [9]. By outlining speci�c rules and

constraints, a prompt shapes how an LLM interprets input and structures its response,

in�uencing both relevance and quality.

Prompt engineering is a growing discipline focused on designing and optimizing such

prompts to use LLMs e�ectively across various domains [1]. It requires understanding the

model's strengths and limitations to build prompting strategies that enhance reasoning,

safety, and contextual accuracy. Researchers apply it to improve performance in ques-

tion answering and reasoning, while developers use it to design adaptive conversational

interfaces integrated with domain-speci�c knowledge.

In systems like ChatCare, prompt engineering de�nes agent behavior, ensuring coherent,

goal-oriented, and user-sensitive dialogue. This practice bridges the gap between human

intent and machine understanding, enabling LLMs to serve as reliable and context-aware

assistants. A prompt typically consists of the following elements (Figure 2.4):

ˆ Instruction: a speci�c task or question the model must address.

ˆ Context: background information that helps the model provide accurate responses.

ˆ Input data: the main query or information the model analyzes.

ˆ Output: the expected form or type of response [1].

Figure 2.4: Visual breakdown of prompt engineering components.
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Prompt-engineering techniques provide reusable solutions to common instruction chal-

lenges. Some of the most e�ective and used techniques are:

ˆ Zero-shot prompting (Figure 2.5): The model performs a task using only the

written instruction, without examples. This works well when the model is trained

on large datasets and can handle general requests [7].

Figure 2.5: Zero-shot prompting.

ˆ Few-shot prompting (�gure 2.6): In this technique, we provide the model with

a few examples of input-output pairs, helping the model to identify the desired

pattern or behavior [7].

Figure 2.6: few-shot prompting.
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ˆ Chain of Thought prompting (�gure 2.7): We guide the model to break down

complex tasks into step-by-step reasoning, improving its ability to solve multi-step

problems or generate more detailed explanations [33].

Figure 2.7: Chain-of-Thought prompting.



14 2| State of the Art

2.5. Single-agent system and Multi-agent system

2.5.1. AI Agent

An AI agent can be described as an autonomous system that senses its environment,

processes information, and performs actions in order to achieve de�ned objectives. Such

agents may exist as purely software-based entities, such as chatbots or recommendation

engines, or as physical systems, such as robots and autonomous vehicles [10].

Researchers identify several key characteristics of agents. First, autonomy refers to the

capability of an agent to operate without external control, making its own decisions in-

dependently from humans or other agents in a networked environment [6, 10]. Second,

decision-making is the process by which the agent evaluates available information, us-

ing algorithms, heuristics, or machine learning models to select the most suitable action.

Third, perception involves gathering and interpreting data from the surrounding envi-

ronment so the agent can build an understanding of the context and act accordingly [6].

Fourth, adaptability denotes the agent's capacity to adjust its behavior and strategies in

response to new information, evolving conditions, or feedback, which enables it to function

e�ectively under uncertainty and improve over time [6].

Finally, proactivity highlights the ability of agents to anticipate future events by drawing

on past experiences, sensed parameters, and information about other agents. This pre-

dictive capability allows them to act in advance toward achieving their goals, even if their

behaviors di�er across environments [10].

2.5.2. Single-agent system

The goal of a single-agent system (SAS) is to accomplish its assigned task under certain

constraints, such as meeting a deadline. To achieve this, the agent �rst collects information

from the environment through sensing. Based on the gathered data, the agent builds

knowledge about the environment, which, together with the history of past actions and

the de�ned goal, is processed by an inference engine that determines the most suitable

action to take [10].

A single-agent AI system works like a solo specialist. It is designed to operate inde-

pendently, using its own logic and models to complete tasks without requiring external

collaboration or coordination. It collects data, makes decisions, and executes actions

entirely on its own [3]. Such systems are already common in practical applications, for

example, in customer service chatbots that respond to frequently asked questions or in
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software that automatically detects suspicious transactions.

As illustrated in Figure 2.8, single-agent systems rely on centralized control, where a

single AI entity is responsible for all reasoning and decision-making processes. This design

simpli�es management, as the model directly handles inputs, prompts, memory, and tools

to generate the desired output. These systems are relatively easy to develop and deploy,

since the design involves optimizing one central model without requiring communication

or coordination among multiple agents. Consequently, single-agent systems are typically

applied in well-de�ned and controlled environments where uncertainty and complexity are

limited [10].

Figure 2.8: Conceptual representation of a single-agent system architecture.

2.5.3. Multi-agent system

A multi-agent system (MAS) is an extension of agent technology in which a group of

interconnected autonomous agents operate within an environment to achieve a common

objective. These agents may collaborate, compete, or negotiate with each other, making

MAS a powerful paradigm for addressing complex and distributed problems [26].

As illustrated in Figure 2.9, multiple agents can interact dynamically with one another,

exchanging information through communication channels while responding to both the

user and the environment. Each agent operates semi-independently but shares a collective

goal, enabling the overall system to handle tasks that are too large or complex for a single

agent.
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MAS are distinguished by several de�ning characteristics. First, they feature distributed

control, where multiple agents share the workload and distribute tasks according to their

specialization and capabilities, thereby improving e�ciency and system performance [10].

Second, they support collaborative learning, enabling agents to exchange knowledge, learn

from one another, and collectively enhance their performance, which accelerates progress

and strengthens system robustness [26]. MAS are particularly well-suited for dynamic and

complex environments where adaptability and decentralized decision-making are essential

[26].

Figure 2.9: Illustration of a multi-agent system architecture.

2.5.4. SAS vs MAS Di�erences

In conclusion, the choice between a Single-Agent System (SAS) and a Multi-Agent Sys-

tem (MAS) depends on the complexity of the task, the environment, and the need for

interaction or collaboration.

Table 2.10 provides a concise comparison of the main di�erences between SAS and MAS

across several dimensions, including decision-making, complexity, communication, appli-

cation scope, and robustness. As shown, single-agent systems tend to be centralized and

simpler in structure, while multi-agent systems are inherently distributed, collaborative,

and capable of handling more complex and adaptive tasks.

A Single-Agent System is best suited for well-de�ned, controlled environments where

decision-making does not require coordination with other agents. These systems excel

in predictable, structured tasks such as personal assistants, rule-based automation, or

isolated problem-solving scenarios like chess engines or robotic vacuum cleaners. Since
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SAS operates independently, it is often easier to design, implement, and optimize for

e�ciency.

On the other hand, a Multi-Agent System is more advantageous in dynamic, large-scale,

and distributed environments where multiple autonomous entities must cooperate or com-

pete to achieve goals. MAS is ideal for applications like tra�c management, swarm

robotics, distributed computing, and smart grid optimization, where multiple agents can

share information, adapt to changes, and solve complex problems more e�ciently than a

single agent.

Hence, if the task requires high autonomy, interaction, and adaptability in a changing

environment, MAS is the superior choice. However, if the objective is e�ciency, simplicity,

and independent decision-making, a SAS approach is more practical.

Figure 2.10: Comparison between SAS and MAS.
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2.6. Role-based Multi-Agent LLMs

2.6.1. ChoiceMates

ChoiceMates is a conversational multi-agent system introduced by Park et al [22]. To

support decision-making in unfamiliar online domains. Instead of relying on a single

chatbot or a traditional recommender system, ChoiceMates allows one user to interact

with several AI agents at the same time. Each agent has its own persona, such as an expert

or hobbyist, and focuses on di�erent evaluation criteria like quality, cost, or convenience.

By talking with these agents, the user gains access to multiple perspectives and can

compare alternatives in a more natural, social way (Figure 2.11).

Online decision-making is often overwhelming. Users are faced with an overload of options

and scattered information, making it hard to know what matters most or how to com-

pare alternatives. Existing tools such as web search engines or recommendation systems

provide results, but they rarely help users structure their preferences. ChoiceMates was

designed to close this gap by turning decision-making into a conversation, where agents

embody diverse viewpoints and help the user think more critically. The system provides

three main features:

1. A conversation space, where the user can interact with multiple agents together or

focus on individual ones.

2. A conversation history, which keeps track of all criteria, options, and arguments

raised during the discussion.

3. A preference space, where the user can save important points (e.g., �lightweight

camera� or �low price�) so that the system adapts to their priorities over time.

Together, these features make ChoiceMates more than just a chatbot: it becomes a collab-

orative partner that helps users explore broadly while staying organized. The authors ran

a study with 14 participants. Each participant completed a decision-making task under

three conditions: (i) using a standard web search engine, (ii) using another multi-agent

tool called MultiAgent Wizard, and (iii) using ChoiceMates. The study was guided by

four research questions:

ˆ RQ1: Does ChoiceMates help users explore a broad range of information?

ˆ RQ2: Does it support discovery and management of relevant information?

ˆ RQ3: How do users feel about their �nal decision?

ˆ RQ4: How do users actually use ChoiceMates during decision-making?
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The results showed that ChoiceMates led participants to explore more diverse options

(RQ1), helped them manage information more easily with the preference space (RQ2),

and increased their con�dence and satisfaction with the �nal decision (RQ3). Interviews

also revealed that participants valued having control over which agents to engage with,

and they enjoyed watching agents debate with one another (RQ4).

The main contribution of ChoiceMates is a user-centered model for multi-agent conversa-

tions. Instead of letting the system make all the decisions, it gives control to the human,

while agents provide diverse and complementary perspectives. This balance reduces cog-

nitive overload, encourages richer exploration, and produces more con�dent decisions.

ChoiceMates is designed to support online decision-making in unfamiliar domains. In

ChoiceMates, the user can converse with any selected set of agents in the conversation

space (1) to gather diverse information and perspectives in the domain, and utilize the

auto-detected criteria and options in the conversation history (2) to manage and under-

stand the information found. The user can pin important keywords to the preference space

(3) to build their own preference in the process and make an informed and con�dent �nal

decision (Figure 2.11).

Figure 2.11: ChoiceMates is an interactive multi-agent conversational system.
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2.6.2. CommunityBots

CommunityBots is a multi-agent conversational platform designed to improve how public

input is collected in civic engagement contexts. The core idea is that instead of a single

chatbot handling all interactions, multiple specialized agents can share the work of asking

questions, gathering perspectives, and re�ecting back responses. This approach makes

conversations more structured, balanced, and engaging, especially when users are asked

to provide opinions on community issues [17].

The system design features several chatbot agents, each with distinct roles. Some agents

act as facilitators, guiding the conversation and keeping it on track, while others take

on complementary functions such as summarizing key points, probing for more detail, or

representing di�erent stakeholder perspectives. By coordinating these roles, the system

creates a richer multi-voice interaction than a single agent could provide.

To study the e�ectiveness of this system, the researchers built a working prototype of

CommunityBots and applied it to scenarios of public input collection. The setup involved

simulating dialogues where participants interacted with the multi-agent chatbot team

instead of a single facilitator. This allowed the authors to explore whether users would

�nd the system engaging, balanced, and useful for articulating their views on community-

related questions.

In the user study, participants engaged with the chatbot platform and provided feedback

on their experiences. Both qualitative and quantitative data were collected, focusing

on usability, trust, fairness, and the extent to which participants felt their voices were

heard. The evaluation also considered whether the multi-agent setup helped participants

express themselves more clearly and encouraged more thoughtful contributions compared

to single-agent alternatives.

The results demonstrated that CommunityBots improved engagement and user satisfac-

tion in civic dialogue tasks. Participants reported that the presence of multiple agents

made the interaction feel more dynamic and socially rich, as di�erent roles contributed

complementary perspectives. The system successfully elicited more detailed input and en-

couraged balanced participation. These �ndings suggest that multi-agent conversational

systems can play an important role in supporting public decision-making processes, o�er-

ing a structured yet �exible way of engaging communities.

In Figure 2.12, you can see the CommunityBots, A) The chatbot panel shows the chatbots

and their conversation topic. B) The chat container renders the chat conversation between

the chatbot and user. C) Each chatbot has a unique avatar that is distinguished by color



2| State of the Art 21

and shape. The open eyes represent the current chatbot. D) The current conversation

topic is highlighted based on the active chatbot. E) The chatbot message, which is left

aligned with the chatbot avatar. F) The user message, which is right aligned to the right

of the chat container. G) An indicator to show when the chatbot is typing a message in

the background.

Figure 2.12: A snapshot of CommunityBots' interface.

2.6.3. ReminiBuddy

ReminiBuddy, introduced as Chorus of the Past [28], explores how multiple conversational

agents can enhance reminiscence therapy for older adults. Instead of relying on a single

chatbot, ReminiBuddy creates a setting where two AI agents with di�erent conversational

styles interact with the user. The core idea is that the presence of multiple agents pro-

duces more natural, social, and engaging conversations, which helps users recall and share

personal memories more richly.

The system design features two distinct AI roles. One agent is proactive, asking questions

to encourage storytelling, while the other is more re�ective, o�ering supportive comments

to deepen the conversation. To make the sessions more meaningful, personal photos and

digital artifacts are integrated into the dialogue. These artifacts act as prompts that

agents can refer to, ensuring that the conversation is grounded in the real experiences of

the user.

The researchers set up an exploratory study where older adults engaged in memory-sharing

sessions with ReminiBuddy. Each session involved interaction with the two AI agents
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while digital artifacts were displayed on screen. The setup was carefully structured to

mimic a small group conversation rather than a one-to-one exchange, allowing participants

to experience a more socially dynamic setting.

In the user study, participants were observed while using the system and later interviewed

to gather feedback. The researchers focused on engagement, ease of storytelling, social

presence, and how natural the interactions felt. Participants were also asked to compare

ReminiBuddy with single-agent systems and to re�ect on whether the dual-agent approach

improved their experience.

The results showed clear advantages of the multi-agent setup. Conversations were de-

scribed as livelier, less repetitive, and more supportive compared to single-agent dialogues.

The dual roles of the agents complemented each other, making the interaction feel closer

to a real group discussion. Moreover, the use of personal photos helped participants

reconnect with past experiences and boosted memory sharing. Overall, ReminiBuddy

demonstrated that one-human�multi-agent systems can enhance reminiscence therapy by

making conversations more engaging, social, and emotionally rewarding.

In Figure 2.13, you can see an older adult interacting with two Responding Agents

with two identities (older and younger) on a glasses-free 3D monitor, discussing nostalgic

artifacts (3D models of generic nostalgic objects or personal photos). The older adult

can freely choose which agent to converse with. An Artifact Switching Agent determines

which artifact to display based on the conversation history for each round of conversation.

Figure 2.13: ReminiBuddy prototype.
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Design

The design of the system is guided by a set of conceptual principles and correspond-

ing mechanisms that ensure coherent, user-centered interaction between one human and

multiple AI agents. These principles de�ne what the system should achieve, while the

Conversation and Topic Management (CTM) framework translates them into coordinated

conversational behavior.

3.1. Design Principles

User-Centered Control: The system ensures that the human user remains in full

control of the dialogue. In multi-agent settings, there is a risk that autonomous agents

may dominate or redirect the conversation. To prevent this, all exchanges are initiated

by the user, keeping the system reactive rather than autonomous. This supports trust

and guarantees that agents act as assistants rather than decision-makers.

Coherent Multi-Agent Collaboration: Multiple agents share a uni�ed conversation

context and defer to each other's expertise to avoid redundancy or contradiction. The

design aims to create the impression of a coordinated team rather than isolated chatbots.

Transparency and Explainability: Users must understand why a speci�c agent re-

sponds and how control shifts between agents. Interface cues such as colors, icons, or

labels visually indicate which agent is active and why, enhancing clarity and trust.

Natural, Social-Like Interaction: Human conversations follow conventions such as

turn-taking and topic �ow. The system replicates these social rules so that only one

agent speaks at a time, ensuring smooth and natural communication.

Reduced Cognitive Load: Automated mechanisms handle agent selection, topic man-

agement, and turn-taking, allowing users to focus on content rather than coordination.
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3.2. Conversation and Topic Management (CTM)

To realize these principles, the system incorporates a Conversation and Topic Manage-

ment (CTM) framework that governs coordination among multiple agents and maintains a

coherent �ow of interaction with the user. CTM ensures that communication remains or-

ganized, context-aware, and free from overlap through three interdependent mechanisms:

Topic Switching: The system continuously analyzes user input to detect shifts in con-

versation topics. When a new topic is identi�ed, CTM redirects the dialogue to the

appropriate context or agent without requiring explicit user intervention.

Chatbot Switching: In multi-agent settings, CTM automatically determines which

agent is most suitable to respond based on the user's intent. This removes the need for

manual agent selection and ensures relevance in responses.

Turn-Taking: To maintain conversational order, CTM enforces a single-speaker rule

where only one agent responds at a time. This prevents overlapping or contradictory

messages, preserving conversational clarity and rhythm.

Together, these mechanisms form the foundation for coherent and adaptive multi-agent

interaction. Algorithms 3.1 and 3.2, adapted from [17], illustrate the implementation of

topic and chatbot switching within the CTM framework.
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Algorithm 3.1 Topic-switching
1: Input: currentTopic � current chat topic

currentChatbot � current expert chatbot

userResponse� user response to the previous chatbot question

2: consecutiveBadResponses 0

3: userResponse convert userResponseto lowercase

4: if userResponsecontains �skip this topic� then

5: return True // activates topic switch

6:

7: if userResponseshows unwillingnessthen

8: return True // activates topic switch

9:

10: responseLength  calculate response length ofuserResponse

11: threshold  response length threshold for �rst question

12: if responseLength < threshold then

13: consecutiveBadResponses consecutiveBadResponses+ 1

14: if consecutiveBadResponses >3 then

15: return True // activates topic switch

16:

17:

18: return False

Algorithm 3.2 Chatbot-switching
1: Input: currentChatbot � current expert chatbot

availableTopics � list of available topics for currentChatbot

2: currentTopic  pick next available topic from availableTopics

3: while currentTopic has next questiondo

4: if Topic-switching(currentTopic; currentChatbot; userResponse) is True then

5: if availableTopics has next topic then

6: switch currentTopic to next topic in availableTopics

7: return (currentChatbot; currentTopic )

8:

9: switch currentChatbot to the next chatbot

10: return (currentChatbot; currentTopic )

11:

12: userResponse get user response for next question fromcurrentTopic

13: switch currentTopic to next topic in availableTopics

14: return (currentChatbot; currentTopic )

15:
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3.3. Number of Agents Considered

Although the system architecture is designed to support multiple conversational agents,

the current prototype implements two agents, each assigned a distinct communicative role.

This con�guration provides a balanced setting to demonstrate the essential characteristics

of multi-agent dialogue, such as coordination, turn-taking, and context preservation, while

avoiding excessive system complexity during early-stage evaluation.

Starting with two agents also facilitates a controlled assessment of the Conversation and

Topic Management (CTM) framework, ensuring that its mechanisms for agent switching

and topic tracking can be e�ectively tested under realistic but manageable conditions. Im-

portantly, the underlying architecture and interaction logic remain fully scalable, allowing

for the seamless integration of additional agents in future iterations of the system.

Conversational Flow and Agent Coordination: The interaction process is governed

by the Conversation and Topic Management (CTM) framework, which interprets user

input, identi�es intent, and determines which agent should respond. The system includes

two AI agents with complementary roles (Figure 3.1):

ˆ Agent A (Tourist Guide, blue): Handles spatial navigation, guiding the user

through di�erent rooms and displaying requested masterpieces.

ˆ Agent B (Art Guide, light green): Provides in-depth information and contex-

tual details about each artwork once it appears.

Figure 3.1: Two AI agents with complementary roles.



3| Interface and Interaction Design 27

When the user issues a request (e.g., �Show me the Mona Lisa�), CTM routes the intent

to the appropriate agent. Agent A initiates navigation to the corresponding gallery,

and once the painting appears in the simulation panel, Agent B begins the explanation.

This division of responsibilities ensures coherence, prevents overlapping dialogue, and

maintains a natural conversational rhythm.

Sequential Turn-Taking and Context Sharing: At any moment, Only one agent

speaks at a time, and both agents access the shared conversation history to ensure conti-

nuity and avoid redundant responses.

Dynamic Synchronization: Textual interactions are directly linked to visual updates in

the simulation. When the user navigates to a new room or requests a speci�c artwork, the

visual display changes in real time, reinforcing the connection between conversation and

environment. This dynamic synchronization between dialogue and visualization reduces

cognitive load and creates a more immersive and engaging user experience.

3.4. Interface Layout and Interaction Flow

The interface was designed to create a clear, immersive, and user-friendly environment

that balances visual engagement with conversational clarity. The system supports a single-

user, two-agent interaction model, in which both visual and conversational elements evolve

in harmony to provide a seamless experience.

Entry page: Upon entering the system, the user is greeted by an introductory page where

they can enter their name before accessing the virtual museum. This simple onboarding

step personalizes the session and initializes the interaction context. Once con�rmed, the

user is directed to the main interface, where communication and visual updates occur

dynamically (Figure 3.2).

Main Interface Layout: The main environment consists of two primary sections: the

simulation environment on the left, and the chat panel on the right (Figure 3.3). The

simulation environment provides the visual context where the user's actions and conversa-

tions with the AI agents trigger corresponding changes, such as navigating between rooms

or displaying speci�c masterpieces. The chat panel adopts a modern, messaging-style de-

sign for familiarity and ease of use. A distinct avatar and color scheme represent each

AI agent, consistently applied to both the avatar icon and dialogue bubbles. This design,

inspired by the CommunityBots platform [17], enhances transparency by helping the user

easily recognize which The agent is active at any given moment.
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