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Abstract: Federated Learning (FL) has emerged as a promising paradigm for
decentralized Machine Learning (ML), enabling the training of models on data dis-
tributed across various nodes while preserving privacy. This innovative approach
facilitates collaborative training of a global model without centralizing sensitive
data. However, despite its advantages, FL remains susceptible to various adver-
sarial attacks that can undermine its effectiveness and reliability. While defenses
have been proposed to mitigate these vulnerabilities, most have strict requirements
and limitations. Indeed, they are often tailored to Neural Networks (NNs), lack
generalizability to other models, require custom aggregation methods to ensure ro-
bustness, and are constrained by the assumption of an upper limit on the number
of malicious clients. This thesis introduces Xplain, a novel model- and aggregation-
algorithm-agnostic defense that leverages explainable ML to detect and mitigate
byzantine and backdoor attacks in Horizontal Federated Learning (HFL), without
relying on assumptions about malicious clients. Xplain uses global explanations
generated with SHapley Additive exPlanations (SHAP) to identify anomalies in
local updates. By clustering clients based on their SHAP explanations and com-
paring them with the previous global model, Xplain detects malicious clients. We
evaluate Xplain in both IID and non-IID scenarios on three public Network In-
trusion Detection datasets, using a Convolutional Neural Network and XGBoost.
Xplain outperforms existing NN defenses, maintaining an average F1-score of 91.8%
even with 70% of malicious clients. Furthermore, we demonstrate that it promptly
detects changes in attacker behavior and effectively counters backdoor attacks, suc-
cessfully preventing the integration of backdoored updates into the global model.
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1. Introduction

Federated Learning (FL) [22, 26, 39, 57] is a collaborative Machine Learning (ML) paradigm that enables
training across decentralized nodes. Clients jointly train a shared global model under the orchestration of a
central server (Parameter Server) without sharing local data. Originally designed for Deep Neural Networks
(DNNs), FL is now gaining traction with other models, such as XGBoost [28, 36]. Unlike traditional centralized
approaches, which store and process data on a central server, FL preserves privacy by keeping data on clients’
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devices while distributing the computational load across nodes [59]. This work focuses on Horizontal Federated
Learning (HFL), where clients have different datasets but share the same feature space.
Despite its advantages, the distributed nature of Federated Learning makes it vulnerable to adversarial attacks.
Indeed, malicious clients can corrupt the global model or infer sensitive information [32]. This thesis focuses
on active attacks aimed at corrupting the global model, specifically byzantine and backdoor attacks. These can
be performed by poisoning the dataset (data poisoning) or the model (model poisoning). Furthermore, attacks
can be targeted, degrading the performance of specific targets, or untargeted, compromising the entire model.
In backdoor attacks, the goal is to insert hidden triggers that cause the model to behave maliciously in specific
scenarios while remaining benign in normal tasks.
These threats led the research community to develop defense mechanisms. Early works assume clients with
identically and independently distributed (IID) data and mainly focus on robust aggregation methods [6, 7, 46,
58], which modify the aggregation algorithm to minimize the impact of outliers during client update aggregation.
Recent studies [19, 21, 24, 33] address the challenge of non-IID data combining robust aggregation methods with
approaches that scrutinize the parameters exchanged with the Parameter Server. To the best of our knowledge,
SotA defenses focus on defending DNN-based FL systems, targeting Neural Network (NN)’s weights. However,
current research trends are shifting towards extending the FL paradigm to ensemble models, such as federated
XGBoost [28], which excels in Network Intrusion Detection (NID) tasks and on tabular data commonly used in
privacy-critical domains like finance [1] and healthcare [47]. Tree-based approaches require a complete redesign
of aggregation algorithms, as weights or gradients are no longer exchanged [28], making existing defenses not
directly applicable. Therefore, we believe a more generalizable approach is needed. Furthermore, given the
existence of different model aggregation methods [30, 39, 55], we argue that a FL defense should be aggregation-
agnostic to ensure compatibility with future aggregation methods. Lastly, all SotA defenses assume that less
than 50% of clients are malicious, which may be realistic in large-scale systems but potentially negatively impact
performance in setups with fewer clients.
This thesis proposes Xplain, a novel approach to defend Horizontal Federated Learning systems by leveraging
explainable ML [17] to detect malicious clients and mitigate active attacks. Xplain interprets local model
behavior using SHapley Additive exPlanations (SHAP). The intuition behind our approach is simple: honest
clients produce similar explanations for their predictions, as their models behave similarly. In contrast, mali-
cious clients, attempting to compromise learning at the data or model level, generate explanations that deviate
from those of honest clients. The server exploits SHapley Additive exPlanations (SHAP) [35] to obtain feature
importance vectors from received local models, customizing the SHAP explainer according to the type of ML
model. Then, it clusters local models based on their SHAP vectors using the Density-Based Spatial Clustering
of Applications with Noise (DBSCAN) [11] algorithm and identifies malicious clients by comparing clusters cen-
troids with the SHAP vector of the previous global model, considering the cluster closest to this vector as honest.
Xplain addresses key shortcomings identified in the literature: lack of generalizability across different Machine
Learning (ML) models, dependence on custom aggregation methods, limited coverage of specific attacks, and
assumptions on the number of malicious clients. Explainability enables its application to models beyond NNs
and facilitates the detection of various attacks, while density-based clustering removes the need for assumptions
about the proportion of malicious clients. Since Xplain filters out malicious clients before aggregation, it is
independent of the specific aggregation algorithm.
We evaluate Xplain by simulating a Federated Intrusion Detection System (IDS) to address the well-known
problem of Network Intrusion Detection (NID) in the Internet of Things (IoT) domain, which, due to the
extensive use of ML, is highly susceptible to adversarial ML attacks [25]. For this purpose, we use three tabular
datasets: N-BaIoT [40], CiC-ToN-IoT [48], and CICIDS2018 [23]. The primary focus is on evaluating non-IID
data distributions across clients, simulated using the Dirichlet distribution [51], as the problem of detecting
attackers in IID settings is less realistic and has been thoroughly explored in the literature. Nonetheless, we
also perform tests in IID scenarios for completeness. The evaluation involves executing several active attacks
on the Federated ML model collaboratively trained by clients. Specifically, we test the defense for Neural
Networks against five different attacks: Label-Flipping [3] (in both targeted and untargeted versions), Model
Update Sign-Flipping [3], Clean Label [9], and Backdoor with Model Replacement [4]. In addition, we replicate
the label-flipping attacks on a Federated XGBoost Model to test Xplain generalizability.
The approach effectively mitigates byzantine attacks in non-IID scenarios, outperforming all other NN defenses.
With 30% malicious clients and considering as baseline an ideal defense that never fails, it limits the F1-score
and Accuracy drops to 0.13% and 0.12%, respectively, achieving near-perfect performance. In contrast, no SotA
NN defense can well mitigate the MUSF attack, which causes a minimum 19.67% drop in F1-score. Xplain
perfectly protects the global model in a dynamic scenario where malicious clients change their behavior. Xplain
also maintains the Attack Success Rate (ASR) at 0.0 during all training rounds in the presence of a Backdoor
with Model Replacement Attack [4]. In addition, it excels in high-ratio malicious client scenarios, achieving
an average F1-score of 91.8% with up to 70% malicious nodes, while other methods fail beyond 20%. Xplain
generalizes to other ML models, including Federated XGBoost, showing an average F1-score drop (from an
ideal and never failing defense) of 0.54% on CiC-ToN-IoT and 2.06% on CICIDS2018, compared to 16.2% and
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11.99% drops without Xplain. Even with 50% malicious nodes, Federated XGBoost with Xplain achieves an
average 94.01% F1-score on CICIDS2018.
In summary, we make the following contributions:
• We propose Xplain, a novel explainability-based defense mechanism for Horizontal FL systems

capable of detecting malicious clients and mitigating active attacks independently from the specific ag-
gregation algorithm deployed.

• We demonstrate Xplain generalizability to mitigate attacks on both Neural Networks (NNs) and tree-
based models.

• We demonstrate Xplain resilience by varying the number of malicious nodes and hence removing
assumptions made by existing works.

• We demonstrate Xplain effectiveness against different attacks, including Label-Flipping, Model
Update Sign-Flipping, Clean Label, and Backdoor attacks, achieving strong results, such as an average
F1-score of 91.8% in scenarios with up to 70% malicious clients.

After this introduction, the subsequent sections are organized as follows. Section 2 provides a description of
the foundational knowledge around our research, principally explaining the concept of Federated Learning and
that of explainable ML. Section 3 summarizes the existing literature, and Section 4 brings out the current
limitations and the need for a new approach, outlining the main goals and challenges. Section 5 introduces
the threat model considered. Section 6 lays out the approach, its details, and the methods used. In Section 7,
we translate the theoretical approach into practice, describing the architecture and implementation details of
Xplain. In Section 8 we present the experimental validation, which contains all the experimental settings and
the outcomes of various experiments. Finally, in Section 9 and Section 10 we discuss the results of our research
and derive conclusions.

2. Background

This section presents the key concepts required for this thesis, with a focus on the foundations of Federated
Learning and Explainable Machine Learning, which are essential for understanding the details of our approach.

2.1. Federated Learning

In Federated Learning [22, 26, 39, 57], the Parameter Server (PS) coordinates the training process by managing
the communication and aggregation of local models’ updates from multiple clients. During each training round,
the server sends the current global model to the clients, who individually compute a local update by training on
their datasets. The clients then send their updates back to the PS, aggregating them to produce the updated
global model. This process continues over multiple rounds until the global model converges. Federated Learning
(FL) can be categorized into Horizontal Federated Learning (HFL), Vertical Federated Learning (VFL), and
Federated Transfer Learning (FTL) [27]. An HFL scenario is characterized by clients sharing the same feature
space but having different samples. In contrast, VFL involves clients with different feature spaces and the same
samples, and FTL with both different feature spaces and samples. Our approach works in a Horizontal Federated
Learning scenario. Among several aggregation algorithms [26, 30, 55], Federated Averaging (FedAvg) [39] is the
most popular. In FedAvg, the server computes the global model update as the weighted average of the clients’
updates. The weight of each client is proportional to the number of samples used during training. In the FedAvg
algorithm, the global aggregation is mathematically represented as:

wt+1 ←
K∑

k=1

nk

n
wk

t+1 (1)

where K is the number of clients, nk is the number of samples from the kth client, and n =
∑K

k=1 nk is the
total number of samples. wk

t+1 is the local model update from the kth client, computed as:

wk
t+1 ← wt − η∇Fk(wt), ∀k ∈ 1, 2, ...,K (2)

where η is the learning rate, wt is the global model at round t, and ∇Fk(wt) is the gradient computed by each
client on its local data at round t. In this work, we focus on Horizontal Federated Learning (HFL) and FedAvg.

2.2. Explainable Machine Learning

In Machine Learning, a key challenge is understanding and explaining model decisions, particularly for com-
plex models like Neural Networks or XGBoost, whose predictions are difficult to interpret. Explainable ML

3



methods [17] aim to address this by providing interpretability of model outputs. There are two types of expla-
nations: global and local (not to be confused with the global and local models in Federated Learning, which
will be discussed later). A global explanation seeks to explain the overall behavior of the model, while a local
explanation focuses on individual samples. However, a global explanation can also be derived by aggregating or
averaging multiple local explanations. In this work, we focus on SHapley Additive exPlanations (SHAP) [35], a
very popular game theory-derived approach to explain ML models. As with all other explainability approaches,
its output is a vector of feature importance. In short, it measures which sample’s features contributed most to
a prediction, thereby locally explaining a prediction. This result can be achieved in several ways, depending on
the SHAP “explainer” adopted (e.g., Gradient Explainer, Tree Explainer). SHAP takes in input the model, a
background dataset, and a test dataset. Although the background set is not mandatory for some explainers,
it is usually used for more stable explanations. Firstly, it computes the average (expectation) of each feature
using the background samples to determine a baseline. Once established, the SHAP explainer can determine
how much the deviation of each feature from its expected value affects the model predictions. Thus, SHAP
values attribute to each feature the change in the expected model prediction when conditioning on that feature.
In the following sections of the thesis, we will use the term SHAP vector, which refers to the vector composed
of the SHAP values for a prediction (i.e., feature importance values).

3. Related Work

Defending FL environments from active attacks is a complex challenge due to its decentralized nature and the
lack of direct control of the clients’ data. Current SotA defenses can be categorized based on their approaches,
each carrying specific advantages and limitations.
A common approach involves the identification and filtering of anomalous client updates. These robust aggrega-
tion methods [6, 19, 46, 58] are based on detecting outliers by measuring how far a given update deviates from
others, but they always assume that the percentage of malicious clients is less than 40%. Although these ap-
proaches can be effective when the number of malicious nodes is low (i.e., detecting outliers), their performance
decreases as the percentage of malicious nodes increases or when the distribution of client data is non-IID.
Another set of defenses injects noise into local updates [43, 52] to nullify the effects of potentially malicious
changes. These methods make it more difficult to compromise the global model. However, these methods are
tailored specifically for backdoor attacks, and raise the challenge of finding the trade-off between noise and
degradation of the model performance, particularly in scenarios where data distributions are highly non-IID.
FLDetector [61] verifies the consistency of local updates by analyzing historical patterns to detect abnormal
behaviors. By leveraging a score history, this approach attempts to find inconsistent updates corresponding to
malicious clients. However, relying on outdated models may lead to inaccurate or delayed detection, especially
in dynamic or evolving attack scenarios.
Handling non-IID data is a critical issue in FL since traditional robust aggregation methods can struggle when
data distributions vary significantly across clients. To solve this, Personalized Federated Learning (PFL) [29,
49, 54, 60] has been proposed, allowing for multiple customized models adapting to each client’s data distribu-
tion. While these techniques improve performance in several environments, they are not primarily designed for
robustness against adversarial behaviors and thus might require additional mechanisms to enhance security. Re-
cent techniques [24, 33], developed to address security in non-IID scenarios, build on existing robust aggregation
methods by incorporating strategies such as partitioning updates [33] or grouping clients into subsets [24].
Other defenses rely on server-side validation using trusted data, effectively allowing the server to cross-check
local updates before aggregating them. This approach can be effective, but it raises significant limitations.
FLTrust [7] is an example of this paradigm, and it requires access to the clients’ raw data, countering the
fundamental principle of privacy in FL.
In client-based validation mechanisms, clients collectively evaluate the updates of their peers. An example of
this mechanism is FLShield [21]. Assuming that less than 50% of the clients are malicious, it leverages this
majority in the validation process to filter out adversarial behaviors. However, this assumption can be risky,
especially if an attacker can control multiple clients, thereby altering the validation process.

4. Motivation

State-of-the-Art approaches have several limitations, such as the reliance on IID data and the assumption of a
maximum number of compromised clients. Designing a defense based on these assumptions can lead to false
positives, hindering the full utilization of clients’ data distributions. Moreover, to the best of our knowledge, all
current SotA defenses are NN-based. With the growing use of federated models beyond NNs, there is a clear
need for model-agnostic defenses. These limitations highlight four key challenges that a new defensive approach
should address. The following challenges are later reflected in the research questions in Section 8.
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Challenge 1 - Effectiveness with non-IID data. The defense must be effective even when client data
distributions vary significantly, while still accurately detecting malicious clients. This is important, as existing
defenses often struggle in non-IID scenarios.
Challenge 2 - Effectiveness to multiple attack families. The defense must be adaptable and flexible, able
to contrast a wide range of active attacks rather than focusing on a narrow subset. Existing methods frequently
focus on specific attacks, thereby not providing broad protection, and limiting their applicability in real-world
environments.
Challenge 3 - Resilience to different malicious clients ratio. The defense must remain as robust as
possible independently of the percentage of malicious clients, hence removing any assumption on the malicious
clients’ distribution. It must also maintain high performance in the presence of purely honest clients.
Challenge 4 - Generalizability. The defense must be generalizable, to work not only with the most common
Neural Networks but also with other ML-models. It should also be independent of the specific aggregation
algorithm used on the server side.

5. Threat Model

We consider a Horizontal Federated Learning (HFL) scenario in which one or more attackers control a subset
of malicious clients, which can be up to 80% of the total number of clients. While previous works typically
assume up to 40% malicious nodes, this may not reflect smaller-scale environments. This thesis focuses on
the utility-centric threats [27], that involve byzantine and backdoor attacks (we will refer to them as active
attacks). We assume that the server is not compromised, thereby the attacks can occur only on client-side at
training-time [27]. Furthermore, we assume the server can construct a small synthetic dataset (200 samples)
with a distribution that is moderately similar to clients’ datasets.

Attacker’s goal. The attacker aims to corrupt the global model in two different ways. During a byzantine
attack, he aims to drop the global model’s performance metrics such that the model cannot rightly perform the
task it is trained on. For backdoor attacks, the attacker aims to incorporate hidden triggers into the model to
control predictions for certain inputs. Thus, backdoor attacks do not compromise the model’s performance on
the original task.

Attacker’s capability. The attacker can compromise one or more client nodes before the training starts
or during the training. Once it gains the control of a client involved in the training, the attacker has a white-
box knowledge [27] of the model, with full access to model parameters and predictions. As in any other FL
environment, the attacker has only a local view [12, 27] of the data, i.e., the dataset of the compromised client(s).
Therefore, the attacker is able to modify the training data of the compromised client and its model updates
before sending them to the server.

5.1. Active Attacks against FL

There are two main families of active attacks against Federated Learning: byzantine and backdoor attacks.
Both of them are utility-centric attacks [27] and are performed on the client side.

5.1.1 Byzantine attacks

These attacks aim to decrease the performance of the model acting on the training dataset or directly on the
local model updates. We assume an attacker can perform both data and model poisoning attacks. The first
data poisoning attack considered in the threat model is the Label-Flipping (LF) attack [3]. In such an attack,
the malicious clients contain data with corrupted labels with untouched features’ values. It can be performed
in two variants depending on the attacker’s goal:
• Untargeted Label-Flipping : the attacker flips the label of some random samples without caring if the

sample is benign (label 0) or malicious (label 1). In this case, the attacker wants to degrade the overall
performance of the global model, without caring about the specific target class.

• Targeted Label-Flipping : the attacker flips only the labels of a single class (e.g., from label 1 to label 0)
such that the global model will misclassify that specific class.

Furthermore, we consider the Clean Label (CL) attack [2, 8]. It is a more sophisticated attack in which the
attacker generates adversarial samples that preserve the original label but with corrupted features’ values. Here
the attacker’s goal is to craft poisoned samples that look like normal samples to the model designed to corrupt
the global model. This method can use adversarial sample generation methods, like the Fast Gradient Sign
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Figure 1: Xplain Approach: In the first phase, the cGAN generates a synthetic dataset, which is used
in the second phase to create a SHAP vector for each client. In the third phase, these SHAP vectors
are clustered using DBSCAN, and the distance from the previous global model is computed to identify
the cluster of honest clients. This cluster is then used to generate the new global model.

Method (FGSM) [14]. Applying small perturbations to the features of a sample, the attacker tries to maximize
the error of the global model during training, leading to a shift in the decision boundaries, even if the adversarial
samples appear normal and correctly labeled. For such an attack, we consider a simpler but effective clean label
attack where the attacker slightly alters each feature with a deterministic and consistent perturbation. This
ensures that features with different values have different perturbations so that adversarial samples are more
indistinguishable from benign ones. Finally, we assume an attacker is also able to perform a Model Update
Sign-Flipping (MUSF) attack [3]. It is a model poisoning attack and consists of reversing the sign of the
malicious clients’ model updates. This means that instead of contributing to the learning process, the malicious
clients’ updates push the global model parameters in the opposite direction.

5.1.2 Backdoor Attacks

These attacks aim to manipulate the model’s predictions based on specific “triggers” without affecting overall
model performance. Given that our evaluation is based on a version of Xplain with FedAvg under the hood, we
consider that the attacker can perform a Backdoor with Model Replacement Attack (BA) [4]. This is
a famous backdoor attack against FedAvg. Here, the attacker controls a malicious client and scales the model
update by a significant factor to dominate the aggregation process, thereby injecting a backdoor into the global
model using a small portion of the dataset with the trigger and the target label. By doing so, the attacker can
replace the global model parameters with its own backdoored version. This attack does not degrade the global
model’s performance on the original task, but it succeeds in misclassifying backdoored target samples.

6. Xplain Approach

We propose Xplain, a novel server-side, model- and aggregation-agnostic approach to defend against byzantine
and backdoor attacks in Horizontal Federated Learning (i.e., clients with the same feature space and different
samples). Xplain acts as a mechanism to "filter" received local models from the clients before the FL aggregation
process. Thus, it operates at each round of the federated training. Xplain leverages explainability to describe
the behavior of multiple local models. The use of explainable ML is motivated by the challenge to generalize a
defense to other Machine Learning (ML) models beyond Neural Networks (NNs), in response to the introduction
of ensemble federated models [28, 36]. We exploit the concept of local explanations with SHapley Additive
exPlanations (SHAP) [35] on a small server-side dataset and interpret the overall behavior of the model by
averaging the local explanations, thereby obtaining a global explanation. The drawback of using explainable
ML is the need for data to extract the feature importance vectors [17]. Thus, we assume the server can obtain
a small privacy-preserving synthetic dataset extracted with a cGAN [41]. We empirically demonstrate that,
even with large differences in data distributions (original vs synthetic datasets), our approach is not affected by
such a difference. Finally, Xplain exploits feature importance vectors by clustering them with Density-Based
Spatial Clustering of Applications with Noise (DBSCAN) [11] and selecting the honest cluster by comparing
the similarity of centroids and the SHAP values extracted from the previous global model.
As depicted in Fig. 1, the pipeline of Xplain consists of three main steps: Synthetic Dataset Generation using
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cGAN, Global Explanations using SHAP values, and the final Interpretation.

6.1. Synthetic Dataset Generation using cGAN

As previously mentioned, the server needs a small synthetic dataset to compute the explanations of the received
local models at each round. Given the privacy principles of Federated Learning, the server cannot access the
clients’ raw data. To overcome this challenge, the server needs privacy-preserving synthetic data with the same
feature space as the datasets the clients have.
Inspired by works that propose solutions for privacy-preserving synthetic datasets generations in FL envi-
roments [31], we use a Conditional Generative Adversarial Network (cGAN) [41] to generate the synthetic
dataset, with class labels as the conditioning variable. A cGAN, unlike an unconditioned GAN [13], works with
additional information (i.e., the labels) as input to manage the data generation process. It learns the original
data distribution to create synthetic data indistinguishable from real ones.
There are several options for the server to obtain a synthetic dataset with the same feature space as the clients’
dataset. For example, knowing only the feature space of the clients’ dataset, the server may autonomously
construct a synthetic dataset that shares such feature space, or it could collaborate with a subset of known
honest clients during the setup phase to produce a privacy-preserving synthetic dataset [31].
Once the server obtains a synthetic dataset, Xplain trains a model on this dataset to use it as a “reference
model” (further details in Section 6.3) during the first round.

6.2. Global Explanations using SHAP values

Once the server has a clean synthetic dataset, it can compute the explanations for each round r using both
the local models received from clients and the global model of the previous round (round r − 1). Among the
several explainable ML approaches [17], SHAP is the most suitable for our task because it is model-agnostic and
implements several explainers. In addition, it has strong theoretical guarantees (i.e., consistency and fairness).

6.2.1 Global explanations

As explained in Section 2.2, explaining a model means measuring the contribution of each feature, positively or
negatively, to the predictions of the model across a dataset. Explanations are essential for our scenario because
we want to analyze the differences in the behaviors of the local models received from the clients. We exploit
“local explanations” (i.e., explain the prediction of single samples) provided by SHAP and then we average them
to obtain a global explanation (i.e., explain the prediction of the model in general). As previously anticipated,
we repeat the extraction for each client and the global model of the previous round.

6.2.2 Explainer choice

SHAP can be applied to several Machine Learning (ML) models (e.g., Deep Neural Network (DNN), tree-based
models, etc.), without any constraint on its architecture. Thanks to this property, our approach is independent
of the federated model. However, a small customization is needed here to find a suitable “explainer” for the
specific model. The evaluation in Section 8 regards a NN and Federated XGBoost and, for these two models,
we choose respectively the GradientExplainer (extension of the integrated gradients method [53]) and the
Tree Explainer [34]. The GradientExplainer better interprets the small changes in the local NN updates (i.e.,
explaining with a focus on the expected gradients). In particular, during model poisoning attacks, the adversary
makes subtle changes to the model updates, specifically to the gradients, which are difficult to capture with
explainers that do not focus on gradients. Tree Explainer, instead, is specifically designed for decision trees
and ensemble methods like XGBoost. This explainer can compute exact SHAP values for the features, without
approximations and estimations, providing a very accurate interpretation of the local models.

6.3. SHAP Interpretation

This is the core step Xplain performs. The intuition behind the entire approach is based on the interpretation of
SHAP feature importance vectors. As explained previously in this section, for each round r, the server extracts
a SHAP importance vector for each client model received, as well as for the previous global model (i.e., the
global model from round r − 1). The key insight of this work is that when a model has been compromised,
its predictions’ explanation should differ from the one of a “clean” model. In contrast, two models trained
on the same task and feature space should behave similarly, focusing on the same features during inference.
Additionally, we argue that once training has taken a particular direction, the global model from the previous
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Algorithm 1 Xplain Identification

Require: Ml: local models, M r−1
g : previous global model, Ds: synthetic dataset, Mpre: pre-trained

model, r: server round
Ensure: Ch: honest cluster
1: Sc ← SHAP(Ml, Ds) {Compute SHAP vectors}
2: C ← DBSCAN(Sc) {Cluster SHAP vectors}
3: ci ← ComputeCentroids(C) {Compute centroids}
4: if r = 1 then
5: Sref ← SHAP(Mpre, Ds)
6: d← EuclideanDistance(ci, Sref)
7: else
8: Sref ← SHAP(M r−1

g , Ds)
9: d← CosineDistance(ci, Sref)

10: end if
11: Ch ← argmin d(ci, Sref)
12:
13: return Ch

round can serve as a “reference model”. This reference model essentially represents a form of “training history”.
Therefore, our intuition is that if the first round is not compromised, the entire training process will likely
remain uncompromised. Thus, at the end of the section, we further discuss the solution to the problem of
detecting malicious clients in the first round.
The concepts described above are reflected in two design choices. The first is the use of a clustering approach
to group together clients with similar SHAP vectors. The second one is the comparison between clients SHAP
vectors and the SHAP vector of the previous global model (the reference model):

6.3.1 Clustering algorithm

To cluster the local models based on their SHAP values, we use Density-Based Spatial Clustering of Applications
with Noise (DBSCAN) [11], a density-based clustering algorithm that is robust to outliers. It identifies clusters
as areas of high density separated by areas of low density. DBSCAN is suitable for our task because it does
not require prior knowledge of the number of clusters, allowing it to handle various scenarios. For instance, in
cases where multiple malicious clients exhibit different behaviors (e.g., during a combined attack), we cannot
assume there will only be two clusters. Moreover, it effectively manages variations in attacks occurring with
different data distributions from the attackers (non-IID scenarios). In addition, differently from previous works,
using a density-based clustering approach allows to avoid assuming an a priori number of malicious nodes. To
perform the clustering process, Xplain uses the Euclidean distance [16]. This choice is supported by empirical
studies we conducted on different metrics, which led us to conclude that Euclidean distance effectively captures
the differences in both the size and direction of the SHAP vectors during the grouping phase. This allows for a
better distinction between clients with different behaviors. Finally, after clustering, Xplain computes a centroid
for each cluster, i.e., the average SHAP vector of all clients within the cluster.

6.3.2 Comparison with the previous global model

Once the clusters are identified and the centroids computed, Xplain analyzes the clusters to determine which
one contains the honest clients. Here, we exploit the concept of history inspired by the FLDetector defense [61].
Xplain computes the Cosine distance [16] between each centroid and the SHAP vector of the previous global
model extracted in the second step of the pipeline. Here we adopt the Cosine distance since our goal is to
measure the direction of the explanations to identify different behaviors. The cluster closest to the SHAP
vector of the previous global model, thereby the one with the smallest Cosine distance, is declared the honest
one. Finally, Xplain leaves only the local models from clients in the honest cluster to the aggregation algorithm
that will then produce the new global model. However, there is one exception: the first round, during which
the server does not have a previous consistent global model.
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Clients FL environment Server

SHAP

Figure 2: Overview of Xplain’s architecture, illustrating the implementation of Clients, the FL en-
vironment, and the Server. Clients use PyTorch and XGBoost to train local models, while the FL
environment, powered by Flower and Hydra, coordinates clients and configurations. The Server em-
ploys shap and scikit-learn for model explainability and clustering.

6.3.3 First round

As previously mentioned, the first round is likely the most important. If Xplain fails at this stage, it will
likely fail during the rest of the training. To provide a reference model during the first round, we use the
pre-trained model generated in the first phase of the pipeline (see Section 6.1). We empirically observed that
when comparing the SHAP vector of a pre-trained model with those of client models during the first round,
Cosine distance is not the most effective distance metric. Therefore, only for the first round, we focus on the
magnitude of the vectors using the Euclidean distance.
All the concepts described above are summarized in Algorithm 1.

7. Xplain Implementation

In this section, we describe the implementation details of Xplain, exploring the architecture, and the required
frameworks and external libraries.

7.1. Xplain Architecture

Xplain is based on a classic federated architecture, consisting primarily of multiple clients and a server. Both
components operate within a Federated Learning environment, where the server orchestrates the training of
a global model through the collaboration of clients. Each part of this process is shown in Figure 2 and is
implemented using specific frameworks and libraries according to its function.

7.1.1 Clients

As discussed in Section 4, the approach must be generalizable to models beyond neural networks. For the
implementation of clients, Xplain utilizes two main libraries: PyTorch [44] and XGBoost [10]. PyTorch provides
a flexible deep learning framework, enabling the implementation of Neural Networks, which are often the
standard model in Federated Learning. In contrast, XGBoost supports gradient-boosted decision trees, allowing
Xplain to generalize to other ML models.

7.1.2 Server

In Federated Learning, the server typically does not require specific external libraries, as it primarily aggregates
the various local models and needs only the open-source NumPy library [15] for efficient mathematical operations
with arrays. However, in our approach, the server uses two additional libraries: shap [35] and scikit-learn [45].
Shap library is used to explain the local models that the server receives during each round, while scikit-learn is
utilized for comparing and clustering the different SHAP vectors.
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7.1.3 Federated Learning Environment

The federated environment is simulated using the open-source Flower library [5], which allows Federated Learn-
ing systems to be built independently of the ML framework used, supporting both PyTorch and XGBoost
(further details about Flower simulation in Appendix A). Additionally, Flower is famous for its customizability,
achieved through its seamless integration with the Hydra library [56], enabling easy management of various
configuration files and parameters (further details about Configuration Settings in Appendix B).

7.2. Frameworks and libraries

For the implementation, we use the Python programming language, version 3.11. The details about all the
external libraries that we use are:
• flower [5] (version 1.8.0), to simulate the FL environment;
• pytorch [44] (version 2.3.0), for the Neural Networks implementation;
• xgboost [10] (version 2.1.1), for the XGBoost algorithm implementation;
• shap [35] (version 0.46.0), to generate the SHAP values for the ML models;
• scikit-learn [45] (version 1.3.1), for the computation of ML metrics;
• hydra [56] (version 1.3.2), to manage the configuration files;
• ray [42] (version 2.21.0), to parallelize and distribute the computation among clients;
• numpy [15] (version 1.26.4), for fast operations on complex structures and its mathematical functions;
• pandas [38] (version 2.2.1), for data analysis and manipulation CSV files;
• matplotlib [18] (version 3.8.4), for visualizing and plotting data.

8. Experimental Evaluation

In this section, we present the experimental evaluation of Xplain, answering the following research questions,
derived by the current SotA challenges identified in Section 4.
RQ1. Is Xplain effective against active attacks with IID and non-IID data across clients? Thus, are SHAP
vectors able to represent the clients’ behavior? Additionally, is Xplain effective when the percentage of malicious
clients changes during the training process?
RQ2. Can Xplain achieve good performance in the presence of byzantine attacks with different percentages of
malicious nodes?
RQ3. Is Xplain effective even across different federated models, like ensemble methods (e.g., XGBoost)?

8.1. Experimental Setup

We simulate a Federated Learning environment using the Flower framework [5] and the PyTorch framework [44].
All the following experiments are performed in an environment composed of 20 clients and a single server, where
each client collaboratively trains a global model for 30 rounds. We assume all clients participate in each training
round.
We conduct the evaluation using a binary classification task in a Network Intrusion Detection (NID) case study.
We believe that the simulation of a Federated Intrusion Detection System can effectively represent a realistic
environment where the considered threats are likely to occur. Moreover, NID is frequently performed on tabular
datasets, motivating the use of other ML models, such as federated ensemble methods.

8.1.1 Data Distribution

As mentioned in Section 1, We primarily focus on a scenario where the distribution of data across clients is
non-IID, as it better reflects real-world conditions and is significantly more complex than the IID scenario.
However, we also repeat several tests in an IID scenario. To simulate the non-IID case, we use the Dirichlet
distribution with α = 1.

8.1.2 Synthetic Dataset

In our evaluation, we generate the synthetic dataset for the server training a cGAN with neither training nor
test samples of the original dataset. To assess whether the synthetic dataset’s distribution is too similar to the
original training dataset used for the cGAN, we perform a two-sample Kolmogorov–Smirnov test (KS) test [37]
on the original and synthetic datasets. Specifically, we fine-tune the cGAN to obtain a dataset with a KS
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statistic above 0.4, on a scale from 0.0 (identical) to 1.0 (completely different). This threshold allows to state
that the synthetic dataset’s distribution is sufficiently different from the original dataset, thereby preserving its
privacy. Furthermore, by using such a different distribution during the evaluation, we empirically demonstrate
that even if the server has a significantly different data distribution, the approach does not lose its efficacy.

8.1.3 ML Models

We simulate two different FL environments using two types of ML binary classifiers: a Convolutional Neural
Network and XGBoost. The CNN architecture consists of three convolutional layers, followed by a dropout layer
and a fully connected layer. As explained in Section 6, Xplain is a malicious client filtering defense method.
Since it is agnostic to the aggregation algorithm, we can select any strategy. However, to further emphasize
the contribution of the defense on NNs in a non-IID scenario, we choose FedAvg, even though it is not the
most suitable aggregation algorithm for non-IID data. Finally, for XGBoost we use the aggregation algorithm
FedXgbBagging, defined in the Flower framework.

8.1.4 Datasets

We conduct experiments using three different datasets. Specifically, they are Network Intrusion Detection
datasets for IoT. We use one dataset (N-BaIoT [40]) for the evaluation on the CNN while using the other two
(CiC-ToN-IoT [48] and CICIDS2018 [50]) to evaluate XGBoost. This choice is motivated by the need to perform
multiple comparisons and experiments on NNs. Therefore, we selected a single dataset, specifically the one that
demonstrated the best performance with NNs. Next, some details about the datasets and how we treat them:
• N-BaIoT [40]: it is a public botnet dataset with real traffic data from nine commercial IoT devices

infected by Mirai and BASHLITE. The original dataset has around 70 million samples and 115 features,
but only a subset is sufficient for the experiments. In particular, we consider a scenario with 140 samples
for each client, which allows a NN to converge on the NID task achieving an F1-score of 99.21% in both
“clean” (i.e., without any ML attack) non-IID and IID scenarios.

• CiC-ToN-IoT [48]: it is based on logs of the University of New Brunswick’s servers, which detected
several network attacks. Each sample corresponds to an entry in the IDS logging system. The dataset
includes different attack scenarios such as backdoor, Denial of Service (DoS), Distributed DoS (DDoS),
injection, Man In The Middle (MITM), ransomware, and Cross-Site Scripting (XSS). We consider a
scenario where each client has 400 samples from this dataset, which allows an XGBoost model to converge
on the NID task achieving an F1-score of 99.0% and 98.83% respectively in a clean non-IID and IID
scenario.

• CICIDS2018 [50]: it was generated by the Canadian Institute for Cybersecurity and covers a broad
range of attack types such as brute force, botnet, DoS, DDoS, infiltration, and web attacks. It consists
of packet-level information captured in real-time simulations of normal and malicious activities. We
consider a scenario where each client has 500 samples from this dataset, which allows an XGBoost model
to converge on the NID task achieving an F1-score of 96.23% and 96.38% respectively in a clean non-IID
and IID scenario.

For each dataset, after data pre-processing, we split the data into the training set (90%) and the test set (10%),
distributing the training set across 20 participants. In contrast, during the entire evaluation, we use the test
set on the server side, testing the global model at each round.

8.1.5 Attacks

We perform all the attacks described in Section 5.1 for the experiments on NNs. In summary, we replicate
Label-Flipping [3] (in both targeted and untargeted versions), Model Update Sign-Flipping [3], Clean Label [9],
and Backdoor with Model Replacement [4]. For the two LFs attacks we flip all the samples in the compromised
clients. The targeted variant of the attack flips the class 1 turning it into class 0. For BA, we fix the scaling
factor of the attack (better described in Section 5.1) to the number of clients, i.e., 20. Then, we change 2 features
out of 115 (N-BaIoT) with a fixed value, i.e. the “trigger”. Finally, we flip the labels of triggered samples. We
set the proportion of triggered samples of the malicious clients to 0.2 of the target class (we choose class 0 in our
case). As regards XGBoost, we replicate the label-flipping attacks. It is important to specify that we assume
an attacker starts attacking from the first round except for the BA and the experiment where we assess the
ability of Xplain to defend a change in the behavior of malicious clients (the attack starts at round 15).

8.1.6 Baselines

We evaluate Xplain, in its NN version, against eight baselines. The first is FedAvg without any defense.
Among the robust aggregation algorithms, we selected the best-performing ones: Krum [6], Multi-Krum [6],
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Table 1: Accuracy and F1-score (after 30 training rounds) of Xplain compared with FedAvg and a
perfect defense, with 30% malicious clients on N-BaIoT (IID data) and four different attacks.

Method FedAvg Xplain Perfect defense

Attack Acc F1 Acc F1 Acc F1

No Attack 99.29 99.21 99.29 99.21 99.29 99.21

Untargeted LF 1.07 0.24 99.29 99.21 99.29 99.21

Targeted LF 68.81 46.96 99.29 99.21 99.29 99.21

CL 53.93 62.39 99.29 99.21 99.29 99.21

MUSF 98.45 98.27 99.29 99.21 99.29 99.21

Median [58], Trimmed-Mean [58], and FL-Defender [19]. Additionally, we combined the Bucketing [24] and
GAS [33] algorithms with Krum, as it achieves the best performance among the robust aggregation baselines.
We include an ideal defense as a baseline, which we refer to as the perfect defense. This represents a defense
mechanism that always detects and removes malicious clients and never excludes honest ones. By comparing
Xplain to this baseline, we can assess how close our defense performance is to the ideal one. Approaches like
Krum require an estimation of the number of malicious clients. To put such approaches in the best possible
scenario, we set the exact number of malicious clients for every experiment. Similarly, for Multi-Krum, we
provide the precise number of honest clients, specifying how many clients to retain in the aggregation process.
As regards XGBoost, the comparison only involves FedXgbBagging and a perfect defense as a baseline because,
to the best of our knowledge, we are the first to defend federated XGBoost models against Label-Flipping
attacks.

8.1.7 Evaluation Metrics

To evaluate Xplain, we use typical classification metrics, extracted using the server-side test set: Accuracy,
F1-score, and Attack Success Rate (ASR). The ASR metric is only computed for the Backdoor with Model
Replacement Attack (BA) scenario. In particular, it is defined as the accuracy of a test set composed of all
triggered samples.

8.2. Effectiveness in IID and non-IID Scenarios (RQ1)

As explained in Section 4, identifying malicious behavior, in particular when clients have non-IID data, is
a complex challenge. To demonstrate the effectiveness of Xplain in this scenario, we propose four different
experiments. For all experiments, we federately train a Convolutional Neural Network using the N-BaIoT
dataset.

8.2.1 Performance with 30% of Malicious Clients

We compare the pure performance of Xplain against all the baselines, with and without malicious nodes. For this
comparison, we analyze all the byzantine attack scenarios and select 30% as the proportion of malicious clients,
thereby guaranteeing a fair comparison. Indeed, according to the authors’ claims, all considered approaches
are said to perform well in such a scenario. Concerning the IID scenario, Table 1 shows that Xplain always
achieves the same results of the perfect defense, and for this reason we do not compare it with all the other
baselines. For the non-IID scenario, Table 2 shows that Xplain never falls below 98.93% Accuracy and 98.81% F1-
Score. Moreover, from the results emerges that Xplain outperforms all the existing defenses against Untargeted
Label-Flipping and Model Update Sign-Flipping attacks, reaching the same performance as the perfect defense.
Under Clean Label attack, it has the same performance as Krum-Gas [33], which is also the ideal performance
represented by the perfect defense. Furthermore, with Targeted LF, Xplain has a slightly lower performance
than Krum-Gas [33], but the difference is negligible. Finally, it should be considered that Krum-GAS aggregates
only one client, so it achieves convergence after many more rounds.
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Table 2: Accuracy and F1-Score after 30 training rounds for each approach considered, in the presence
of 30% malicious clients on the N-BaIoT dataset (non-IID data) across four byzantine attack scenarios.

Method ↓ Attack → No Attack Untargeted LF Targeted LF CL MUSF

FedAvg
Acc 99.29 27.76 55.0 22.02 55.0

F1 99.21 0.0 0.0 17.81 0.0

Krum
Acc 98.93 98.1 98.21 98.57 84.4

F1 98.81 97.86 97.99 98.40 79.17

MKrum
Acc 99.29 55.0 99.05 72.73 56.19

F1 99.21 0.0 98.94 57.35 5.15

Median
Acc 99.29 80.6 77.5 88.21 71.55

F1 99.21 72.51 66.67 85.24 53.77

Trimmed-Mean
Acc 99.29 55.0 55.24 98.80 55.48

F1 99.21 0.0 1.05 98.68 2.09

Krum-Bucketing
Acc 99.29 98.81 55.0 87.14 55.0

F1 99.21 98.67 0.0 83.43 0.0

Krum-GAS
Acc 99.29 98.69 99.05 99.05 57.26

F1 99.21 98.54 98.54 98.94 9.57

FL-Defender
Acc 99.17 86.9 75.12 79.88 55.0

F1 99.08 83.08 61.79 81.72 0.0

Xplain
Acc 99.29 99.05 98.93 99.05 99.05

F1 99.21 98.94 98.81 98.94 98.94

Perfect Defense
Acc 99.29 99.05 99.05 99.05 99.05

F1 99.21 98.94 98.94 98.94 98.94

Table 3: F1-Score across 30 training rounds for each approach considered, starting the untargeted
Label-Flipping attack from the 15th training round with 30% malicious clients, using the N-BaIoT
dataset (IID data).

Method ↓ 5 10 13 14 15 16 17 18 19 20 25 26 27 28 29 30

FedAvg 97.59 98.54 98.94 98.94 98.81 98.41 98.41 98.41 98.14 96.77 91.82 89.77 87.8 77.43 71.01 60.24
Xplain 98.0 98.54 98.94 98.81 98.81 98.94 98.94 98.94 98.67 98.67 99.08 99.21 99.08 99.21 99.21 99.21

Perfect Defense 98.0 98.54 98.94 98.81 98.81 98.94 98.94 98.94 98.67 98.67 99.08 99.21 99.08 99.21 99.21 99.21

8.2.2 SHAP values distributions

We perform the second experiment to assess the validity of SHAP values in our threat model. In particular,
we analyze the distribution of clients’ SHAP vectors in the presence of the byzantine attacks considered in the
previous experiment. Given the SHAP vectors’ size depends on the number of features in the dataset, to visualize
their distributions we perform a dimensionality reduction using Principal Component Analysis (PCA) [20] with
a single principal component, then discretized to identify the clients’ frequency distribution. In Figure 3 and
Figure 4, we present the distributions of SHAP vectors in the IID and non-IID case, during the first round of
training, which is also the worst scenario for our defense. As explained in Section 6.3, we consider the first as
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(d) Model Update Sign-Flipping

Figure 3: Distribution of clients’ SHAP vectors projected onto the first Principal Component (PC1)
under four byzantine attack scenarios (IID).

Table 4: F1-Score across 30 training rounds for each approach considered, starting the untargeted
Label-Flipping attack from the 15th training round with 30% malicious clients, using the N-BaIoT
dataset (non-IID data).

Method ↓ 5 10 13 14 15 16 17 18 19 20 25 26 27 28 29 30

FedAvg 98.42 99.08 99.21 99.21 40.84 10.05 1.05 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Krum 0.0 40.84 63.54 69.54 72.91 75.61 76.22 80.31 79.37 81.62 84.67 84.32 84.15 97.99 97.99 98.54

MKrum 39.83 77.54 83.61 85.89 83.26 83.08 83.08 83.26 83.61 84.67 98.81 98.81 98.94 98.94 98.94 98.94
Median 80.69 98.68 98.4 98.54 77.42 71.96 71.21 72.61 73.03 76.14 79.94 81.06 81.25 81.62 81.8 81.99

Trimmed-Mean 84.85 98.81 98.81 98.94 74.09 68.29 64.03 64.27 63.78 67.37 68.98 69.2 70.55 69.43 70.1 69.66
Krum-Bucketing 62.07 99.08 98.94 98.82 83.97 80.13 77.22 79.75 73.67 83.79 98.67 98.94 97.58 98.94 99.21 97.99

Krum-GAS 0.0 37.07 67.83 74.3 79.37 81.8 82.17 82.9 83.26 83.79 98.67 98.67 98.67 98.81 98.81 98.81
FL-Defender 63.42 73.03 95.69 98.4 80.69 59.74 63.54 71.43 65.72 71.43 83.08 82.35 81.99 83.08 83.08 82.35

Xplain 98.42 99.08 99.21 99.21 83.26 83.26 83.08 83.44 83.97 84.85 98.67 98.81 98.81 98.81 98.81 98.94

Perfect Defense 98.42 99.08 99.21 99.21 83.26 83.26 83.08 83.44 83.97 84.85 98.67 98.81 98.81 98.81 98.81 98.94

the most important training round. Indeed, it is the round that influences the training in a certain direction.
All the figures empirically confirm that there is a clear distinction between malicious and honest clients. In
particular, in the most difficult scenario (i.e., non-IID) both the Label-Flipping attacks demonstrate a strong
difference. In contrast, the case in which the SHAP vectors distributions are most similar occurs during the
Model Update Sign-Flipping attack (Figure 4d). It is the smoothest attack we replicate and also the one that
puts the most trouble on all the other defenses tested (see Table 2). During the first round, the MUSF attack,
inverts the gradients of the local model updates but does not deviate in the opposite direction from the benign
clients because the starting model was random, rather than one trained benign clients like in all other rounds.
Nevertheless, it is still possible to distinguish between the two distributions. Finally, in Figure 4c, the malicious
clients which are performing a CL attack, exhibit different distributions not only from the honest clients but
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Figure 4: Distribution of clients’ SHAP vectors projected onto the first Principal Component (PC1)
under four byzantine attack scenarios (non-IID).
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(b) Round 15 (Untargeted LF)

Figure 5: Distribution of clients’ SHAP vectors projected onto the first principal component (PC1)
before and after an untargeted LF attack with IID data. Figure (a) shows the SHAP vectors distribution
in round 14, before the attack. Figure (b) illustrates the SHAP vectors distribution in round 15,
immediately after the attack begins, showing a shift in distribution, particularly for the malicious
clients.

also from each other. This is caused by the non-IID data, causing the poisoning of features to affect models’
behavior in different ways. Looking at the same plots in a IID scenario (shown in Figure 3), this difference
is significantly reduced due to the increased stability of the SHAP values with IID data. This observation
motivates the use of DBSCAN in a non-IID scenario, which does not require any assumption on the number of
clusters.
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Figure 6: Distribution of clients’ SHAP vectors projected onto the first Principal Component (PC1)
before and after an untargeted LF attack (non-IID). Figure (a) shows the SHAP vectors distribution
in round 14, i.e., before the attack starts. Figure (b) illustrates the SHAP vectors distribution in round
15, i.e., immediately after the attack begins.
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(a) Network Intrusion Detection (NID) Accuracy
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(b) Backdoor Attack Success Rate (ASR)

Figure 7: (a) Accuracy of the original task and (b) Attack Success Rate (ASR) of the backdoor with
the model replacement attack [4] (IID data). The attack starts at round 10, and the scaling factor
corresponds to the number of clients, which is 20. The attacker sets the proportion of triggered samples
to 0.5.
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(b) Backdoor Attack Success Rate (ASR)

Figure 8: (a) Accuracy of the original task and (b) Attack Success Rate (ASR) of the Backdoor with
Model Replacement Attack (BA) [4]. We consider that only one client starts its attack at round 10 on
non-IID N-BaIoT dataset. We set the scaling factor equal to the number of clients, which is 20. The
proportion of triggered samples on the compromised client is 0.2
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Figure 9: Distribution of clients’ SHAP vectors projected onto the first Principal Component (PC1)
before and after Backdoor with Model Replacement Attack (non-IID data). (a) Shows the SHAP
vectors distribution in round 9 (i.e., before the attack). (b) Illustrates the SHAP distributions in
round 10 (i.e., immediately after the attack begins).

8.2.3 Dynamic Attacker’s behavior

We perform this third experiment to demonstrate that Xplain can also detect malicious clients when they
change their behavior during the training process. To simulate this change, we assume the attacker performs
an Untargeted LF starting from the 15th round, thereby being honest for the rounds before. Table 3 shows
the evolution of Xplain’s performance compared to FedAvg and the perfect defense. In this scenario (i.e., IID
data), our defense matches perfectly the performance of the ideal defense and the SHAP vectors distribution in
Figure 5 shows the shift of malicious clients as soon as the attack starts. For the non-IID case, Table 4 shows
that our defense reaches top performance also in this scenario with an F1-Score of 98.94% and we can observe
that, like in the IID scenario, the trend is the same as that of an ideal defense (i.e., the perfect defense). The
other defenses that manage to achieve good performance in this scenario are Krum, MKrum, and Krum-GAS.
Note that, however, such defenses require to know the number of malicious nodes, and were given the exact
number in the tests, i.e., 6 out of 20. Furthermore, the Table 4 shows a slight performance drop immediately
after the 15th round for Xplain and almost all the other defenses. As can be noticed in the performance of
the perfect defense, this slight drop also happens in an ideal case, due to the sensitivity of FedAvg to training
data changes in the non-IID case. For instance, excluding malicious clients from the training after the 15th
round alters the training process, because the data distribution across clients changes. Our defense detects the
malicious clients in the same round in which they start to perform the attack, changing their behavior. In
Figure 6 we illustrate the shift in the distribution of SHAP vectors across clients before and after performing
the Untargeted LF.

8.2.4 Backdoor Attack

In this final experiment on Neural Networks, we present Xplain’s ability to mitigate a Backdoor with Model
Replacement Attack (BA) [4]. For this attack scenario, we consider just one compromised client that aims to
replace the global model with his/her backdoored local model. The attack starts at round 10, as the authors
of the work proposing the attack suggest the backdoor is more durable in the long run if implanted at model
convergence. In Figure 8, we compare the effects of the BA using FedAvg without and with our defense in a
non-IID scenario. In particular, in the first subplot (Figure 8a) we assess if the attack is altering the performance
of the original task. From the plot, we can notice that the Accuracy of the original task remains unaffected, as
the backdoor does not aim to disrupt the primary global model task. Instead, in Figure 8b, we see that FedAvg
has an Attack Success Rate (ASR) of 1.0, meaning that all backdoored test samples are correctly misclassified.
In contrast, Xplain avoids the effect of the backdoor. Indeed, it successfully detects and blocks the malicious
client attempting to implant the backdoor. To further highlight Xplain strength to defend against this attack,
in Figure 9 we show the distributions of SHAP vectors before and after the attack starts. In Figure 8a we can
observe a small drop in performance the round after the attack starts. The motivation behind this phenomenon
is the same as the dynamic attacker’s behavior test, the drop can be traced to FedAvg. Figure 7 shows that the
backdoor has no effect in the presence of Xplain also in the IID scenario.
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Figure 10: Comparison of F1-Scores between the considered approaches under different attack scenarios
using a NN on non-IID N-BaIoT dataset. Each sub-plot corresponds to a specific method, including
(a) FedAvg, (b) Krum, (c) MKrum, (d) Median, (e) Trimmed Mean, (f) Krum-Bucketing, (g) Krum-
GAS, (h) FL-Defender, and (i) Xplain. The x-axis represents the ratio of malicious clients, while the
y-axis shows the F1-Score after round 30. Each plot illustrates four different attacks: Targeted LF,
Untargeted LF, Clean Label, and Model Update Sign-Flipping.

Answer to RQ1: The results demonstrate that Xplain is effective against active attacks in both IID and
non-IID scenario. In the presence of 30% malicious clients, our defense outperforms all other tested defenses
in mitigating both data and model poisoning attacks, without any drop from an ideal defense in an IID
scenario, and with a maximum drop of only 0.13% in the F1-score in a non-IID scenario. Specifically, in the
non-IID case, it achieves near-perfect performance in all the attack scenarios. In contrast, no existing defense
can consistently defend against the Model Update Sign-Flipping attack. Indeed, the minimum drop in the
F1-score registered for all the other defenses is 19.67%. We empirically show that the distribution of SHAP
vectors is suitable for distinguishing between honest and malicious clients. Furthermore, results demonstrate
Xplain effectiveness against a popular SotA backdoor attack, where our defense can maintain the Attack
Success Rate (ASR) to 0.0 during the entire training. Finally, Xplain achieves ideal results in a dynamic
scenario where malicious clients change their behavior.

8.3. Malicious Clients’ Ratio Resilience (RQ2)

In this section, we analyze the resilience of Xplain against different percentages of malicious clients, comparing
it with the NN SotA defenses. For this experiment, as for the previous ones on Neural Networks, we use the
N-BaIoT dataset. Furthermore, we perform this experiment in a non-IID scenario.

18



0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8
Attackers Ratio

0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

F1
-S

co
re

Targeted Label Flipping
Untargeted Label Flipping

(a) FedXgbBagging on CiC-ToN-IoT

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8
Attackers Ratio

0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
1.0

F1
-S

co
re

Targeted Label Flipping
Untargeted Label Flipping

(b) FedXgbBagging on CICIDS2018
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(d) Xplain on CICIDS2018

Figure 11: Comparison of F1-scores between the considered approaches under different attack scenarios
using XGBoost (non-IID data). Figures (a) and (b) show the FedXgbBagging aggregation method on
CiC-ToN-IoT and CICIDS2018, respectively. Figures (c) and (d) show the Xplain defense, based on
the FedXgbBagging aggregation, on the CiC-ToN-IoT and CICIDS2018 datasets, respectively. The
x-axis represents the ratio of malicious clients (from 0 to 80%), while the y-axis shows the F1-score
after round 30. Each plot illustrates two attacks: Targeted and Untargeted LF.

In Figure 10, we present separate plots for each baseline to analyze their performance across different malicious
clients’ ratios and against different types of byzantine attacks. The common behavior observed in almost
all baselines is a significant drop in performance once the percentage of malicious clients exceeds 30%. In
particular, no baseline can simultaneously defend against all four attacks without experiencing a performance
drop in scenarios with more than 10% of malicious clients. Krum is the only existing defense that can counter
well the Untargeted LF and the CL attack even with 60% malicious clients. However, as previously highlighted,
it relies on prior knowledge of an estimate of the number of malicious clients, which in the tests we adjust
dynamically to match the exact number of malicious clients ratio, resulting in performance that would not be
simultaneously achievable. In contrast, Xplain can simultaneously defend against all attacks even with 70% of
malicious clients, achieving an average F1-Score of 91.8%. Furthermore, Figure 10i demonstrates the strong
stability of Xplain, as its performance never falls below an F1-Score of 81.80% until the scenario with 80% of
malicious nodes.

Answer to RQ2: Xplain outperforms all other tested defenses in terms of resilience to high malicious clients’
ratios. Specifically, the other approaches never consistently perform on all the four considered byzantine
attacks starting from 20% of malicious clients. In contrast, Xplain achieves an average F1-score of 91.8% even
in a scenario with 70% of malicious nodes.

8.4. Xplain for Federated XGBoost (RQ3)

To demonstrate that Xplain is generalizable to other ML models beyond NNs, we replicate the previously
described experiments performed on Neural Networks using XGBoost as well. As mentioned in Section 8.1,
the aggregation algorithm we use to train a federated XGBoost model is FedXgbBagging. For this experiment,
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Table 5: Accuracy and F1-Score (after 30 training rounds) of Xplain compared with FedXgbBagging
with 30% Malicious Clients Across two Different Datasets (IID Data) and Label-Flipping Attacks.

Method FedXgbBagging Xplain Perfect defense

Dataset Attack Acc F1 Acc F1 Acc F1

CiC-ToN-IoT
No Attack 98.83 98.83 98.79 98.83 98.83 98.83

Untargeted LF 92.33 92.15 98.79 98.84 98.96 99.0

Targeted LF 91.12 90.7 98.79 98.84 98.96 99.0

CICIDS2018
No Attack 96.37 96.38 96.37 96.38 96.37 96.38

Untargeted LF 93.43 93.32 96.17 96.16 96.33 96.34

Targeted LF 93.27 93.0 95.97 95.94 96.33 96.34

Table 6: Accuracy and F1-score (after 30 training rounds) of Xplain using XGBoost. Comparison
between FedXgbBagging and Xplain with 30% malicious clients across two different datasets (non-IID
data) against LF attacks.

Method FedXgbBagging Xplain Perfect defense

Dataset Attack Acc F1 Acc F1 Acc F1

CiC-ToN-IoT
No Attack 98.96 99.0 98.87 98.92 98.96 99.0

Untargeted LF 84.0 81.74 98.46 98.51 98.75 98.8

Targeted LF 85.29 83.46 97.96 98.01 98.75 98.8

CICIDS2018
No Attack 96.23 96.23 96.37 96.36 96.23 96.23

Untargeted LF 84.96 82.97 94.27 94.1 96.33 96.32

Targeted LF 87.1 85.69 94.97 94.86 96.33 96.32

we use two datasets: CiC-ToN-IoT and CICIDS2018. Unlike with NNs, here we only compare FedXgbBagging
with and without Xplain, given the lack of other generalizable defenses in the SotA.

8.4.1 Performance with 30% of Malicious Clients

Let us analyze the pure performance of Xplain mitigating label-flipping attacks and fixing the proportion of
malicious clients to the 30%, which means that 6 clients out of 20 are compromised. In Table 5, we show the
Accuracy and the F1-score obtained on the test set at round 30 in an IID scenario comparing FedXgbBagging,
Xplain and the Perfect defense, i.e., an ideal defense that always removes malicious clients while never removing
the honest ones. Xplain proves to be effective in defending XGBoost models, achieving performance comparable
to that of the perfect defense. Since the near-perfect performance in this scenario, we believe it is crucial to focus
on and discuss the results obtained in the non-IID scenario. In Table 6, we show that Xplain is effective even in
such a different paradigm from Neural Networks in a non-IID case. Considering the drops in performance the
attacks cause without defense, Xplain can near-completely mitigate the attack effect in CiC-ToN-IoT. Indeed,
the Accuracy and F1-score achieved with our defense are very similar to the ones obtained in an ideal scenario
(the perfect defense). Xplain demonstrates equally good performance on the CICIDS2018 dataset. However,
a slight drop in performance can be observed here due to the characteristics of the dataset. Among the three
datasets used for the evaluation, CICIDS2018 is the one with the most variance and network attack types.
Given that we group every network attack under the same label, the explanations that our defense exploits are
probably biased on the attack types contained in the synthetic dataset.
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8.4.2 Malicious Clients’ Ratio Resilience

In addition to analyzing performance with a fixed number of malicious clients, we also replicate the experiment
in Section 8.3. Specifically, using both the CiC-ToN-IoT and CICIDS2018 datasets, we measure the resilience
of Xplain, in its FedXGBoost variant, to varying numbers of malicious clients. In Figure 11, we compare
FedXgbBagging with and without Xplain across 9 different percentages of malicious clients (ranging from 0
to 80%), using the F1-score as the reference metric. Figures 11a and 11b show that Label-Flipping attacks
significantly impact the FL model, with noticeable drops in performance when the defense provided by Xplain
is absent. In contrast, the effectiveness of Xplain is evident in Figures 11c and 11d. In both datasets, the
F1-score remains consistent until the 40% malicious client scenario. Additionally, we can observe that, on the
CICIDS2018 dataset, the performance drop is delayed until the 60% scenario, and for the Targeted Label-
Flipping attack on the CiC-ToN-IoT dataset, it never occurs.

Answer to RQ3: Applying the same approach used to defend Neural Networks, Xplain proves effectiveness
in a federated XGBoost setting. Against Label-Flipping attacks, Xplain shows an average F1-score drop from
an ideal defense in a non-IID case of only 0.54% on the CiC-ToN-IoT dataset and 2.06% on CICIDS2018. In
contrast, without our defense, the respective drops are 16.2% and 11.99%. Additionally, an experiment on the
resilience to the number of malicious clients proves that Xplain keeps the F1-score stable up to 40% malicious
clients. On the CICIDS2018 dataset, the performance drop is delayed until 60% versus the 40% without our
defense. Finally, on the CiC-ToN-IoT dataset, no drop occurs for Targeted Label-Flipping attacks.

9. Discussion

Existing State-of-the-Art approaches attempt to address only a subset of the issues posed by Federated Learning,
making them neither comprehensive nor adaptive. Therefore, it is difficult to apply these methods in realistic
federated environments.
Xplain tries to solve all the challenges, defined in Section 4, typical of real-world scenarios. The experimental
validation demonstrates that our defense is, to the best of our knowledge, the first one to be simultaneously
effective against different byzantine and backdoor attacks in a non-IID scenario. It also demonstrates that when
clients change their behavior, Xplain can instantly detect and remove the malicious ones. Furthermore, Xplain
is the first defense to be resilient to high-ratio malicious client scenarios. In particular, Xplain can achieve
strong resilience up to 70% of compromised nodes. Finally, we prove that Xplain generalizes to federated ML
models beyond Neural Networks, exploring new scenarios of defense applicability such as Federated XGBoost.
In the latter scenario, Xplain achieves performance similar to the ones obtained for NNs, thereby allowing us
to state that our defense is the first one that defends different ML models.
Given the above results, we believe that explainability could be a promising “path” to follow in the future in
order to develop novel and generalizable defenses, even for other attacks and scenarios.

9.1. Limitations

Unlike existing defenses, Xplain requires the presence of a clean server-side dataset. As shown in Section 6.1,
a synthetic dataset can be generated using a cGAN. While this method can be applied in several real-world
scenarios, it remains an additional requirement compared to classical robust aggregation methods. This require-
ment could potentially limit the applicability of our defense in situations where generating a privacy-preserving
server-side dataset is not feasible. Furthermore, some SHAP explainers can be computationally intensive, par-
ticularly with large datasets. Although we demonstrate that Xplain performs well with a very small server-side
dataset, in a multi-classification task with a large number of classes, extracting explanations from more samples
could increase the computational training time.

9.2. Future Developments

In the future, it would be interesting to explore an approach that involves requesting explanations directly from
the clients, bypassing the need for synthetic dataset generation. However, this direction should be carefully
considered, as there is a risk that the explanations may lose stability or clients could poison the SHAP explana-
tions. Lastly, we believe that other unexplored explainability methods could be suitable for our pipeline. Given
the exponential growth of research in Explainable ML, it is likely that more explainability approaches will be
developed in the future and could be leveraged for defensive purposes.
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10. Conclusion

In this thesis, we proposed Xplain, a novel model- and aggregation-agnostic defense for Horizontal Federated
Learning, capable of effectively detecting adversarial attacks across diverse scenarios, including both IID and
non-IID data. By leveraging explainable ML through SHapley Additive exPlanations (SHAP) vectors, combined
with a clustering algorithm, our defense identifies anomalous behaviors in local model updates without any
assumptions about the percentage of malicious clients. For the experimental evaluation, we consider a Network
Intrusion Detection (NID) case study. We evaluate Xplain against several attacks, including Label-Flipping,
Clean Label, Model Update Sign-Flipping, and Backdoor attacks, on three public datasets of Network Intrusion
Detection for IoT. We used two different ML models: Convolutional Neural Network and XGBoost. Xplain
was able to defend both models effectively, demonstrating its generalizability to other ML models. In terms of
performance, our approach outperformed existing NNs defenses in all evaluation scenarios, achieving an average
F1-Score of 91.80% even with the 70% of malicious clients.
Xplain can be computationally intensive in the computation of SHAP values with larger datasets. Future works
could explore alternative explainability methods, leveraging advancements in the field of explainable ML for
Security.
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A. Federated Learning Simulation

The FL simulation replicates a real-world federated environment where multiple clients train their models on
their local data while collaboratively learning a global model.
The simulation includes three key phases:
• Client Initialization: each client is initialized with its dataset. To evaluate the robustness of the aggre-

gation algorithms against active attacks, we simulate malicious clients behavior using the parameters ini-
tial_poisoned_clients_ratio, final_poisoned_clients_ratio, and poisoned_clients_changing_round. These
parameters define how the malicious clients are introduced and how their behavior changes during the
training process;

• Local Training: Clients perform local training on their respective datasets for a specific number of
local_epochs. The local training differs based on the model used.
◦ XGBoost Clients: For clients utilizing XGBoost, local training involves updating the model through

gradient boosting on the training dataset. The model is trained iteratively, optimizing a specified loss
function (e.g., logistic loss for binary classification) across the defined number of boosting rounds.

◦ NN Clients: In contrast, neural network clients use an optimizer, such as Stochastic Gradient
Descent (SGD), to adjust the model parameters. During local training, the cross-entropy loss
function is commonly employed to measure the difference between the predicted outputs and the
true labels. This allows the model to update its weights effectively over the defined number of
local_epochs using the specified learning_rate, momentum, and batch_size.

• Model Aggregation: After local training, the server collects model updates from clients. The aggrega-
tion algorithm is applied to compute the global model update. This step is crucial because it determines
the ability of the global model to incorporate the different client updates (honest and malicious ones).

Based on a client’s behavior (i.e., honest or malicious), the client initialization and local training phases
may change. If a data poisoning attack is carried out, malicious clients will receive both a clean and a
poisoned dataset during initialization, and the attacker can choose which dataset to use during each round
based on the configuration parameters (i.e., initial_poisoned_clients_ratio, final_poisoned_clients_ratio, and
poisoned_clients_changing_round). Regarding model poisoning attacks, they do not influence the client ini-
tialization phase and are implemented within the client class, as each client has a poisoned attribute. If this
attribute is set to true, it indicates that the client is malicious.

B. Configuration settings

In order to have scalable code, we use the Hydra library, which allows us to easily manage different configuration
settings. It is particularly useful in our project due to the large number of scenarios and hyperparameters.
Indeed, we have several parameters based on: the FL settings, the choice of the model, the aggregation algorithm,
the type of attack with the respective percentage of malicious clients, and the dataset used. Thanks to Hydra,
we leverage different configuration files in a hierarchical .yaml format, providing them as input to the entry
point of the project.

B.1. Parameters

The main parameters are:
• data_distribution: specifies how the data are distributed among clients (e.g., IID or non-IID);
• initial_poisoned_clients_ratio: the initial ratio of malicious clients at the start of the training process;
• poisoned_clients_changing_round : the round in which the ratio of malicious clients changes; default

value: -1 (the ratio remains constant during the entire training process);
• final_poisoned_clients_ratio: it is the ratio of malicious clients after the poisoned_clients_changing_round.
• num_cpus: it indicates the number of CPU cores a client gets assigned;
• num_gpus: it indicates the ratio of GPU memory a client gets assigned;
• num_rounds: the total number of Federated Learning training rounds;
• num_clients: the total number of clients in the Federated Learning simulation;
• batch_size: the batch size used by the local models;
• num_classes: the number of output classes in the classification task; num_classes=2 indicates binary

classification;
• num_clients_per_round_fit : the number of clients selected by the server during each round for model

fitting; default value: 20;
• num_clients_per_round_eval : The number of clients selected by the server during each round for model

evaluation; default value: 0;
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• lr : learning rate for the local model training;
• momentum: momentum factor for the optimizer in local training;
• local_epochs: the number of epochs each client trains locally per round;
• strategy : the Federated Learning aggregation algorithm used (e.g., FedAvg, Krum, ...);
• attack : specifies the type of active attack;
• dataset : the dataset used for the federated learning simulation (i.e., N-BaIoT, CiC-ToN-IoT, or CI-

CIDS2018);
All these parameters are written into the .yaml configuration files. However, Hydra enables the dynamic
overriding of configuration parameters directly from the command line, such that it is possible to run the
program without changing the code.
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Abstract in lingua italiana

Il Federated Learning (FL) è emerso come un nuovo paradigma che consente di decentralizzare il Machine
Learning (ML) attraverso il training su dati distribuiti tra vari nodi, preservando la privacy dei dati. Questo
approccio innovativo permette di collaborare al training di un modello globale senza centralizzare i dati sensibili
dei vari nodi. Tuttavia, nonostante i suoi vantaggi, il FL è vulnerabile agli attacchi avversariali che possono
minare la sua efficacia e affidabilità. Sebbene siano state proposte delle difese per mitigare queste vulnerabilità,
la maggior parte ha requisiti e limiti stringenti. Infatti, spesso queste difese sono adatte solamente alle Neural
Networks (NNs), mancano di generalizzabilità ad altri modelli, richiedono metodi di aggregazione specifici per
garantire la robustezza e sono vincolate dall’assunzione di un numero massimo di nodi compromessi. Questa
tesi presenta Xplain, una nuova difesa indipendente dal modello e dall’algoritmo di aggregazione, che sfrutta
l’explainability nel Machine Learning per rilevare e mitigare gli attacchi bizantini e di backdooring nel Fed-
erated Learning Orizzontale, senza basarsi su ipotesi sulla percentuale di nodi compromessi. Xplain utilizza
le explanations globali generate con SHapley Additive exPlanations (SHAP) per identificare le anomalie negli
aggiornamenti locali. Raggruppando i client in base ai loro vettori SHAP e confrontandoli con il vettore SHAP
del modello globale precedente, Xplain individua i nodi compromessi. Valutiamo Xplain in scenari IID e non-
IID su tre diversi dataset pubblici di Network Intrusion Detection, utilizzando due modelli: Neural Networks e
XGBoost. Xplain supera le performance delle difese esistenti per Neural Networks, raggiungendo una F1-Score
media del 91,8%, anche con il 70% di nodi compromessi. Inoltre, dimostriamo che Xplain rileva istantaneamente
i cambiamenti nel comportamento dei nodi e contrasta efficacemente gli attacchi di backdooring, prevenendo
con successo l’incorporazione della backdoor nel modello globale.

Parole chiave: federated learning, sicurezza, explainability, attacchi bizantini, attacchi di backdooring
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