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1. Introduction

This thesis addresses the crucial challenges of
Hybrid Reinforcement Learning (RL), a re-
cently introduced setting that integrates the ad-
vantages of Offline and Online Reinforcement
Learning paradigms to solve complex sequential
decision-making problems in different domains.
Traditional Online RL methods, while capable
of adapting through real-time interactions, of-
ten suffer from high sample complexity and in-
stability. In contrast, Offline RL exploits pre-
collected datasets to improve efficiency and ro-
bustness, but is restricted by the quality and
diversity of available data, limiting its generalis-
ability to novel scenarios. Hybrid RL attempts
to overcome these limitations by using offline
data to establish a solid policy base and refining
it through online interactions, thereby optimis-
ing exploration and exploitation and resulting in
improved performance and sample efficiency.

However, a significant obstacle in Hybrid RL
lies in the Catastrophic forgetting phenomenon,
where the learning agent abruptly lose previ-
ously acquired knowledge during the transition
from offline to online data during the learning
process, resulting in performance degradation
and unsafe behavior. This is particularly prob-
lematic since offline data often provides crucial
knowledge that is either costly or impossible to

collect during live interactions and failing to re-
tain it may lead to sub-optimal behaviors.
Contributions. To counter this phenomenon,
this research work introduces a novel two-stage
hybrid tabular RL algorithm designed to pre-
vent catastrophic forgetting while maintaining
high performance and sampling efficiency. The
first stage employs an entropy-adjusted offline
RL approach to derive a robust baseline pol-
icy from static data. The second phase exploits
the offline-learned policy as initialisation for an
online policy optimisation phase with conser-
vatively greedy improvements, facilitating opti-
mistic exploration and continuous policy refine-
ment through real-time interactions.

The theoretical contributions include an up-
per bound on the sub-optimality of the offline-
learned policy and on the regret over the online
phase, providing strong statistical guarantees for
both learning stages. From an algorithmic point
of view, the proposed Hybrid RL method forms a
bridge between Offline and Online RL, prevent-
ing Catastrophic forgetting through strategic
policy initialisation and optimisation. Empiri-
cally, our algorithm demonstrates excellent per-
formance in different benchmark environments
compared to existing Offline, Online and Hy-
brid RL methods, flourishing particularly in low
coverage contexts, directing exploration without
significant performance drops.



2. Notation and Background

Notation. We use O(X) as big-O notation ig-
noring logarithmic factors. Similarly < repre-
sents < up to logarithmic factors. We define
XVY =max{X,Y}

Setting. We consider the mathematical
framework of Finite Horizon Markov De-
cision Process (MDP), defined as a tuple
(S, A, H, {]P’}f[:1 , {7’}th1 ,p), where S is the set
space with S = |S|, A is the action space with
A = |A|, H € N is the time horizon of the
MDP, Pj, : S x A — A(S) is the time-dependent
transition function, such that Pp(s’|s,a) is the
probability of transitioning into state s’ when
taking action a in state s at time step h, rp :
S x A — [0,1] is the time-dependent reward
function, such that rp(s,a) € [0,1] the expected
immediate reward associated with taking action
a in state s at time step h. Ultimately, p € A(S)
is the initial state distribution.

The agent’s behaviour in a MDP is fully de-
scribed through the notion of policy # =
{mp}_| € I, where 7, € A (A|S). Given a pol-
icy m, it is possible to define the utility of each
state through the notion of state-value function.
Formally, the state-value function at time-step
h V77(s): S = R of an MDP is the expected re-
turn of the agent starting from state s and then
following policy 7 such that

H
Vi (s) = Ex [Z ri(se,ar) | sp = S] )

t=h

where the expectation is taken with respect to
the randomness of the trajectory, which takes
into consideration the stochasticity of the state
transitions and of the policy 7. Similarly, the
action-value (Q-value) function at time-step h
Q7 (s,a): S x A — R is defined as

H

Q5 (s,a) =E, Zrt(st,at) | sp = s,ap =a
t=h

The goal of the learning agent is to find a policy
m that maximizes the state-value function, thus
the overall expected return, to which we can re-
fer as

J(m) = Esnp [V (5)]-

In the Online Reinforcement Learning setting,
at the beginning of each episode, the agent is
placed in an initial state slf, sampled from the

starting state distribution p. Throughout the
episode, the agent proceeds through H sequen-
tial steps in which it observes its current state
si, selects an action afb based on its current
policy w}’f, and receives an immediate reward
i (s¥, af). Following the action, the agent tran-
sitions to the next state sfl 41 according to the
transition probability Pp,(- | s¥,af). Usually the
performance of Online RL is measured though
the regret metric with respect to a comparator
policy 7 is defined as the difference between the
maximum cumulative reward that could have
been achieved by policy 7 and the cumulative re-
ward achieved by an agent while interacting with
the environment for a fixed amount of episodes:

K
R(K) = ZESNp [V (s) = V™ (s)],
k=1

where 7, is the policy output by the algorithm
at episode k.

In the Offline Reinforcement Learning
(RL) setting an agent learns to opti-
mize its policy using a fixed dataset
D = {(sil,ail, T sty a%,r%)}?zl, where
each tuple represents an episode. This dataset
is assumed to have been collected according to
a data distibution p = {M}thl- The primary
objective of the Offline RL Protocol is to learn
an optimal policy w from the fixed dataset
D that maximizes the expected cumulative
rewards within the MDP M. We measure the
result of the offline learning procedure in terms
of difference in expected cumulative reward
between a policy 7 and the offline-learned policy
7, also referred as sub-optimality gap, defined
as

Ep [J(r) - J(7)]

3. Main Related Works

Existing research in Hybrid RL can be catego-
rized into three main approaches: fully Hybrid
procedures that simultaneously incorporate of-
fline and online data within a unified update
framework, RL Finetuning or Offline-to-Online
methods that adopt distinct phases for handling
offline and online learning and Jump Start ap-
proaches that use offline data to train a guiding
policy to form a set of curriculum states for an
online exploratory policy.

Hybrid RL methods faces several challenges,
including efficiently managing the distribution



shifts between the static offline data and the dy-
namic online interactions while simultaneously
preventing excessive conservatism that can hin-
der effective exploration, combined with balanc-
ing sample complexity to ensure efficient learn-
ing without over-relying on either data source.
Most importantly, the phenomenon of catas-
trophic forgetting has proven to be one of the
biggest obstacles in the development of sample-
efficient Hybrid RL algorithms, undermining
the ability to successfully combine existing ap-
proaches from the Offline and Online RL set-
tings. Various algorithmic advancements have
been proposed to address these challenges, both
in tabular and in the function approximation
setting, ranging from methods that enhance
sample efficiency through targeted exploration
towards the regions of the state-action space not
covered by the offline dataset, to sophisticated
techniques that mitigate distributional discrep-
ancies and maintain policy stability by learn-
ing Q-values calibrated with respect to reference
policies. However, the field still lacks compre-
hensive theoretical guarantees, particularly con-
cerning performance degradation and policy un-
learning, underscoring the need for further re-
search to establish robust foundational frame-
works.

4. Catastrophic Forgetting

To understand the main causes underlying the
Catastrophic forgetting phenomenon, we con-
duct an extensive empirical analyis aimed at
studying under which conditions the anomalous
behavior presents itself in Hybrid RL methods.
In order to do so, we combine the pessimistic
Offline RL algorithm VI-LCB [2]| with two on-
line Q-learning variants with different explo-
ration strategies, a greedy and and optimistic
one (UCB-H [1]). Experiments take place in the
Cliff-Walking environment using datasets that
cover with different extent the state-action pairs
visited by the optimal policy, in order to as-
sess how data distribution impacts the extent
of the performance’s drop. The influence of hy-
perparameters related to conservatism and op-
timism on the severity of Catastrophic forget-
ting is thouroghly analysed by adjusting the pes-
simism parameter L in VI-LCB and the optimism
parameter ¢ in UCB-H, highlighting the key bal-
ance required in Hybrid RL algorithms to ef-

fectively integrate offline knowledge with online
adaptability. Furthermore, the findings reveal
that initializing online learning with conserva-
tive value estimates from VI-LCB can lead to
significant performance drops, particularly when
combined with optimistic exploration strategies
like UCB-H. Highly biased estimates in the of-
fline phase due to to heavy penalizations of the
unknown regions of the state-action spaces exac-
erbate this issue, causing greater instability and
hindering the agent’s ability to recover or im-
prove upon the offline policy during online train-
ing. Conversely, using less conservative or neu-
tral offline estimates allows online algorithms to
better retain and enhance learned behaviors.
The empirical analysis underscores the neces-
sity for new strategies that mitigate the bias in-
troduced by offline value estimates and online
exploration method without discarding the re-
sult of the offline learning process, suggesting
that policy-based online procedures with offline-
learned policy initializations may offer a more
robust solution to prevent dramatic unlearning
phenomena and ensure continuous performance
improvement.
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Figure 1: Example of Catastrophic Forgetting,
high-coverage dataset, Cliff-Walking environ-
ment

5. Algorithm

Building on the empirical insights from ear-
lier analyses, we introduce a novel Hybrid
RL algorithm to which we refer as Entropy
Regularized Hybrid Policy Optimization
(ERHPO) specifically designed to mitigate the
issue of Catastrophic forgetting and improve



over existing pure Offline and Online RL meth-
ods. The proposed approach adopts a two-
stage framework with distinct offline and on-
line phases, effectively integrating pre-recorded
datasets with real-time environmental interac-
tions without suffering from policy unlearning.
In the offline phase, the algorithm enhances
the existing VI-LCB method by incorporat-
ing an entropy-regularization term: this slight
but highly relevant modification transforms the
learned deterministic policy into a stochastic
one through a softmax policy over estimated Q-
values, controlled by a regularization parameter
A adjusting the level of stochasticity. The intro-
duction of entropy into the learning objective
encourages exploration and prevents the policy
from becoming overly conservative with respect
to the training data, a behaviour we would like
to avoid especially in the case of low-quality
offline datasets, thereby laying a more robust
foundation for subsequent online learning .

Algorithm 1 Entropy-Regularized Value Itera-
tion Lower Confidence Bound (ER VI-LCB)

1: Input: Batch dataset D, horizon H, con-
fidence level 0, regularization parameter .

2: Initialize: Set Vs € S, Vi1(s) = 0.
3: forh=H,...,1do
4:  for s € S do

5 for a € Ado
6: 7h(s,a) = rp(s,a)1 {Np(s,a) > 0}
7 bn(s,a) = H\/L/(Np(s,a) V1),

where L = y/41log(2SAH/9).

8: if Nh(s, a) = 0 then
9: Set Py(:|s,a) to a random proba-
bility vector.
10: else
11: Py(s'|s,a) = %js)
12: end if
13: Qh(s,a) = fh(s,a) — bh(s,a) +
Ph("saa)vh-‘rl'
14: end for R
15 wulls) € argmaxend{ (m(-1s), Quls, ) —
Aog((1s))) 4} - A
16: Vi(s) maxrern{(m(-|s), Qn(s,:) —

Alog(m(:]s))).a}-
17:  end for
18: end for
19: Return: 7 = {7, }i_ .

Transitioning to the online phase, the algorithm
leverages the entropy-regularized policy derived
from the offline phase as an initial strategy upon
which exploration is based: this process em-
ploys an optimistic policy optimization method
inspired by the OPOMD algorithm [3|. Specifically,
at each episode, the online learning procedure it-
eratively apply two steps: the first one is a policy
evaluation step, based on a optimistic empiri-
cal model of the underlying MDP. The empiri-
cal model is built by taking into consideration
two optimistic Hoeffding-style bonuses that bal-
ance the uncertainty in the rewards and in the
transition function, defined as follows:

bi(s,a) = by (s,0) + byP(s,a), (1)
where
91 2SAHT
bET s,a) = 1/—5/ 2
w (,a) N}]f_l(s,a)\/l @
451 BSAIHT
bZ’p(s, a)=H " (3)

N}]f*l(s, a) V1

Algorithm 2 Optimistic Policy Optimization

Input: Horizon H, number of episodes K,
learning rate ty, pre-trained policy m;
for k=1,...,K do
Rollout a trajectory by acting 7
Vse S, VE . (s)=0
for h=H,...,1do
for Vs,a € S x A do
fﬁfl(s,a) = F,]f*l(s,a) + bﬁfl(s,a), as
in Eq. 1

Ak— —k—1
Qﬁ(sﬂ) :TZ 1(S’a)+Ph (~’S,CL)V}Z€+1

Qi(s, a) = min{Qﬁ(s, a), H}

end for
for Vs € S do
th(s) = <QI;:L(S7 ')77‘-2('|S)>A
end for
end for

for Vh,s,a € [H] x S x A do
k+1 o Tr;f(a\s) exp(tKQ;‘;(s,a))
Th ((1|S) T Y mi(a|s) exp(tk QF (s,a”))
end for

Update counters and empirical models N*,
* P

end for

Return: 7*F = {ﬁ,’j}




The second step involves a policy improvement
phase by using the Mirror Descent algorithm:
the use of Mirror Descent for policy updates in-
duces a conservatively greedy policy improve-
ment, ensuring that the policy remains closely
aligned with the pre-trained offline policy while
dynamically adapting its behavior based on new
interactions. This balance is crucial in or-
der to prevent the unlearning phenomenon, as
it allows the agent to incorporate new expe-
riences obtained by actively exploring the en-
vironment without overwriting valuable knowl-
edge extracted from the offline dataset.

6. Theoretical Analyisis

The main theoretical results related to our pro-
posed solution can be divided into those ob-
tained by Algorithm 1 in the offline phase
and those resulting from Algorithm 2’s analy-
sis. Specifically, we are able to prove a sub-
optimality bound on the performance of the out-
put of Algorithm 1.

Theorem 6.1 (Sub-optimality of Algorithm 1).
Consider a Finite Horizon MDP and assume
that the single-policy concentrability assumption

dy (s, a)

max <CT7
he[H],(s,a)€(S,A) pn (s, a)

holds for an arbitrary deterministic policy .
Then for all C™ > 1 we have that the policy 7
returned by the algorithm satisfies

J(m) — J(fr)] <O (\/mim + H)\)

Furthermore, we provide an upper bound on the
KL-divergence between any policy m and the
policy 7 computed by Algorithm 1, a fundamen-
tal result for the regret analysis of Algorithm 2,
as the initial policy will significantly affect the
convergence speed of the online learning proce-
dure.

Ep

Theorem 6.2 (KL divergence bound of Algo-
rithm 1). Let & be the policy returned by Algo-
rithm 1. Then

H

ZEW,D[DKL(M(-\S;L)) I (7n(:|sn))]
h—=1 (4)
2H?

The main theoretical guarantees of Algorithm 2
can be stated through an upper bound on its
regret.

Theorem 6.3 (Regret of Algorithm 2). Setting

tx = O(\/1/H?K), the regret of Algorithm 2 is
bounded by

R(K) <O <\/S2AH4K 4 - TK )

Crucially we can observe that the choice of A
in the offline phase has a relevant impact on the
online learning performance, directly influencing
the regret expression.

7. Experiments
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Figure 2: Medium-coverage dataset, Cliff-
Walking environment

To demonstrate the effectiveness of our solution
in preventing the unlearning phenomenon, we
conduct an extensive empirical assessment of our
algorithm. The evaluation highlights the algo-
rithm’s ability to maintain high-quality policy
performance in a sample-efficient manner, con-
sistently outperforming or matching the capa-
bilities of both purely Online and Offline RL
methodologies, as well as existing state-of-the-
art hybrid approaches like HyQ [4].

We benchmark our algorithm against HyQ
within the Cliff-Walking environment, utilizing
datasets with varying degrees of coverage. The
results reveal that our method effectively ex-
ploits the offline information in order to achieve
optimal online performance without suffering



from significant performance degradation. By
adjusting the entropy regularization parameter
A, our algorithm crucially balances the degree
of stochasticity for the offline-learned policy,
enabling rapid convergence to optimal policies
even with higher regularization values. This
adaptability ensures robust performance also
across lower coverage datasets, where our algo-
rithm enhances policy quality through efficient
online exploration, thanks to the relevant pre-
trained behavior.

Importantly, when extending our evaluation
to the more complex environments such as
Maze10z10, our Hybrid RL algorithm continues
to demonstrate superior performance compared
not only to both pure offline methods, but also
pure online methods such as OPOMD. While pure
offline and online approaches struggle to nav-
igate the intricate state-action spaces, our hy-
brid technique leverages entropy-regularized of-
fline training to foster a diverse and exploratory
initial policy. This foundation allows the online
phase to effectively refine and optimize the pol-
icy without succumbing to Catastrophic forget-
ting, even when faced with low-coverage offline
datasets.

Overall, the empirical findings affirm that our
Hybrid RL algorithm effectively addresses the
challenges of catastrophic forgetting through
strategic entropy regularization and seamless in-
tegration of offline and online learning phases.
The algorithm’s consistent ability to achieve op-
timal or near-optimal performance across di-
verse environments and dataset qualities under-
scores its potential as a robust solution in the
realm of Hybrid Reinforcement Learning.

8. Discussion and Conclusions

Through this research work, we advance the Hy-
brid Reinforcement Learning field by developing
a novel two-stage tabular algorithm that effec-
tively bridges Offline and Online RL paradigms.
Addressing the critical issue of Catastrophic for-
getting, our approach first employs an entropy-
regularized Offline RL phase to derive a robust
foundational policy from a static dataset which
is then used as a starting point for an Online Pol-
icy Optimization phase that improves the cur-
rent policy through Mirror Descent algorithm,
enabling optimistic exploration and continuous
policy refinement through real-time interactions.

We provide strong theoretical guarantees, in-
cluding upper bounds on sub-optimality over
the offline phase and regret in the online stage,
which are influenced by the regularization pa-
rameter A and the initial offline policy. Em-
pirical evaluations across multiple benchmarks
demonstrate that our algorithm outperforms ex-
isting Offline, Online, and Hybrid RL meth-
ods, particularly in low-coverage settings by ef-
fectively directing exploration without suffering
from significant performance degradation.

This research work can be expanded in multiple
directions, through both theoretical and empiri-
cal improvements: future work will explore inte-
grating more refined concentration inequalities
to design the bonus terms, adaptive selection
of temperature parameter for the offline stage
algorithm and most importantly extending the
framework to continuous state-action spaces us-
ing function approximation techniques. This re-
search not only mitigates key challenges in Hy-
brid RL but also sets a foundation for developing
more efficient and resilient RL agents capable of
thriving in complex environments.
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