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1. Introduction
In an era where technological advancements
are reshaping every aspect of our lives, the
healthcare industry stands on the cusp of a
transformative revolution[1] – one driven by
the fusion of Artificial Intelligence and speech
recognition technology to revolutionize patient
care and practitioner efficiency.

The healthcare industry is confronted with a
myriad of challenges, particularly for general
practitioners (GPs) who navigate complex
patient care landscapes while managing admin-
istrative burdens which often require allocating
extra working hours to those tasks[4].
In the face of rising patient volumes and in-
creasing documentation requirements, there is a
compelling need for technological interventions
to streamline processes and enhance patient
care delivery. This necessitates a shift towards
innovative solutions that can optimize clinical
workflows, improve diagnostic accuracy, and
ultimately, elevate patient outcomes.

Against this backdrop, this thesis embarks on a
journey to explore the transformative potential
of technology advancements in healthcare,
specifically focusing on leveraging Artificial

Intelligence (AI) and speech recognition tech-
nology. By delving into the intersection of AI
and healthcare, this research addresses critical
gaps in current practice and contributes to the
evolution of healthcare delivery models.
Through an in-depth examination of the chal-
lenges GPs face and the opportunities presented
by emerging technologies, this thesis aims to
shed light on the role of AI-driven solutions in
shaping the future of healthcare.

Previewing the focus of this thesis, we delve into
the development and implementation of a novel
framework designed to support diagnosis in gen-
eral practice settings. By harnessing the power
of AI and speech recognition, this framework
seeks to revolutionize clinical decision-making
processes, streamline administrative tasks, and
ultimately, enhance the quality of patient care.
As we embark on this journey, the significance of
this research lies in its potential to drive mean-
ingful advancements in healthcare technology
and pave the way for more efficient and effec-
tive healthcare delivery systems.
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2. Background and Literature
Review

AI, with its ability to analyze vast amounts
of data and extract actionable insights, has
emerged as a transformative force in healthcare.
Coupled with speech recognition technology,
which enables the conversion of spoken lan-
guage into text, and LLM along with Natural
Language Processing (NLP) which facilitates
language understanding, AI has the potential
to streamline documentation processes, improve
diagnostic accuracy, and enhance the overall
efficiency of healthcare delivery.

A comprehensive review of existing literature
reveals the massive volume and value of health-
related data and its potential applications[2].
Studies have also highlighted the effectiveness
of AI-driven solutions in tasks such as image
analysis, predictive analytics, and natural
language processing.
While existing research has demonstrated the
potential benefits of these technologies, gaps
persist in areas such as data privacy, interoper-
ability, and user acceptance[7].

Against this backdrop, this thesis seeks to con-
tribute to the existing body of knowledge by in-
vestigating the implementation of a framework
that leverages AI and speech recognition to sup-
port diagnosis in general practice settings.
The justification for this research lies in its
potential to address critical challenges faced
by general practitioners, including the need
for more efficient diagnostic tools, streamlined
documentation processes, and improved patient
outcomes.

3. Research Objectives and
Methodology

The primary objective of this research is to de-
velop and evaluate a comprehensive framework
leveraging Artificial Intelligence (AI) and speech
recognition technology to support diagnosis
in general practice settings. To achieve this
objective, the following specific aims have been
identified:

• To design and implement a framework com-

prising three key components: Automatic
Speech Recognition (ASR), decision sup-
port, and automated prescription delivery.

• To assess the effectiveness of the framework
in improving diagnostic accuracy, stream-
lining clinical workflows, and enhancing the
quality of patient care.

• To identify and address any technical chal-
lenges encountered during the implementa-
tion process.

• To evaluate the usability and user accep-
tance of the framework in a controlled
context.

The methodology employed in this research
encompasses both qualitative and quantitative
approaches to data collection and analysis.
Data collection involves the acquisition of 90
audio recordings of synthetic doctor-patient
consultations produced by simulating real
cases, involving 10 actors, but differentiating
them from each other to have a heterogeneous
dataset; the conversations are then transcribed
using Speech-to-Text technology.
The transcribed data are analyzed and exploited
via LLMs to identify patterns and insights rele-
vant to the decisional support component and,
therefore, to the diagnostic process.

The effectiveness of the framework is evaluated
through a combination of quantitative metrics
and qualitative feedback from a health profes-
sional involved in the research.
Quantitative analysis includes measures of
transcription accuracy, specifically we used
the Concatenated minimum-Permutation Word
Error Rate (cpWER)[5]. Qualitative feedback
is obtained by comparing the expected help
from the support system with its actual output,
focusing on usability, perceived effectiveness,
and overall practitioner satisfaction.

To address technical challenges, an iterative
approach to framework development is em-
ployed, allowing for continuous refinement and
improvement based on system feedback and
performance metrics. Technical challenges
encountered during the implementation pro-
cess are documented and addressed through
domain-specific research and collaboration with
the healthcare professional.
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Overall, the chosen methodology is designed
to provide comprehensive insights into the
effectiveness and usability of the framework
in real-world clinical settings. By combining
rigorous quantitative analysis with qualitative
feedback, this research aims to contribute
valuable knowledge to the field of healthcare
technology and inform future developments in
AI-driven diagnostic support systems.

4. Framework and Implementa-
tion

The framework developed for this research is
designed to address the multifaceted challenges
faced by general practitioners in the diagnostic
process. Comprising three key components –
Automatic Speech Recognition (ASR), decision
support, and automated prescription generation
– the framework aims to streamline clinical
workflows, improve diagnostic accuracy, and
enhance the overall quality of patient care.

The implementation process begins with the
integration of ASR technology via OpenAI’s
Whisper API[3] to transcribe audio recordings
of doctor-patient consultations into text. Then
the transcription gets fine-tuned by labelling
the actors talking for a better understanding of
the LLM in subsequent steps, such process is
called diarization.
The transcribed data are then processed by the
decision support component, which leverages
OpenAI’s ChatGPT 4 Turbo to analyze the
text to identify relevant medical information
and provide diagnostic recommendations based
on stored synthetic Electronic Health Records
(EHRs).
Finally, the automated prescription delivery
component formats prescriptions based on the
diagnostic recommendations, which are then
sent to patients via email.

Figure 1: System integrations flowchart

Throughout the implementation process, several
technical challenges were encountered and ad-
dressed. These challenges included optimizing
the accuracy of the ASR system, fine-tuning the
decision support algorithms to ensure clinically
relevant recommendations, and ensuring the
usability and privacy of patient data during
the prescription generation and delivery process.

To mitigate these challenges, technical solutions
were developed to improve the accuracy of the
ASR system through a domain-specific vocab-
ulary, enhance the performance of the decision
support algorithm via fine-tuned prompts, and
ease the process of patient data transmission.

The rationale behind the framework lies in its
potential to automate routine tasks, reduce
administrative overhead, and improve the
efficiency and accuracy of the diagnostic pro-
cess. By leveraging AI and speech recognition
technology, the framework aims to empower
general practitioners with advanced tools and
resources to deliver high-quality patient care in
a timely and effective manner.

Overall, the framework represents a step for-
ward in the ongoing evolution of healthcare
technology, offering a comprehensive solution
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to address the complex challenges faced by
general practitioners in the diagnostic process.
Through its implementation, this research seeks
to demonstrate the transformative potential
of AI-driven solutions in improving healthcare
delivery and enhancing patient outcomes.

5. Results and Analysis
The results of this research are derived from
both qualitative and quantitative analyses,
providing comprehensive insights into the
effectiveness and usability of the developed
framework in supporting diagnosis in general
practice settings.

Quantitative analysis focuses on evaluating the
transcription accuracy of the ASR component,
measured by one of the most used parameters
when talking about speech-based solutions, the
word error rate (WER);specifically has been
used the cp-WER thanks to its capability to
consider diarized transcripts[6].

Table 1: First 45 experimental Results of cp-
WER computation, in percentages

Conversations (%)

Actors C.1 C.2 C.3 C.4 C.5

A1/A2 4.6 4.4 5.0 4.8 5.2
A1/A3 4.4 4.6 5.0 4.8 5.2
A1/A4 5.0 4.8 4.6 5.0 5.6
A1/A5 4.8 5.0 5.2 4.6 4.4
A1/A6 5.2 4.4 4.8 5.4 5.0
A1/A7 4.6 5.2 4.4 5.6 4.8
A1/A8 5.4 4.6 5.2 4.2 5.0
A1/A9 4.8 5.4 4.2 6.0 5.2
A1/A10 5.0 4.8 5.6 4.4 4.8

Avg 4.6 4.4 5.0 4.8 5.2

The results indicate that the framework
achieved high levels of accuracy in transcribing
a range of medical conversations, with cp-WER
values close to and mostly equal to or less than
5 percent.
These findings, benchmarked with compara-
ble values, demonstrate the potential of the
framework to assist general practitioners in
making accurate and timely transcriptions

and, if needed, synthesis of the medic-patient
conversations, thereby improving patient care
outcomes.

Expected
Hint

Obtained Hint Eval.

Failure to
mention drug
allergy, elab-
orate with
patient

Patient Allergy Dis-
crepancy: Check for
any recent changes
in the patient’s med-
ication list. Re-
view the electronic
health record (EHR)
for any documented
cortisone allergy re-
actions

Pass

Table 2: Example of qualitative test done on
Conversation N.1

The qualitative analysis focused on assessing
the usability and acceptance of the output
produced by the decision support system
against the expected output. Feedback ob-
tained through interviews and supervision of
the professional involved, highlighted several
key themes, including the framework’s ease
of use and its overall effectiveness in giving
suggestions that effectively improve diagnostic
decision-making. The professional expressed a
positive attitude towards the framework and
under all the different circumstances tested,
citing its helpful aids and time-saving features.

Furthermore, the analysis revealed areas for
improvement, such as enhancing the integration
with existing electronic health record systems,
refining the decision support algorithms to
provide more personalized recommendations,
and addressing security and privacy concerns
related to patient data transmission. These
insights will inform future iterations of the
framework, ensuring its continued relevance and
effectiveness in clinical practice.

Overall, the results of this research underscore
the transformative potential of AI-driven solu-
tions in healthcare, particularly in the realm
of diagnosis and clinical decision support.
By leveraging advanced technologies such as
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Automatic Speech Recognition and decision
support algorithms, the developed framework
demonstrates the feasibility of automating
routine tasks, reducing administrative burden,
and improving the quality of patient care in
general practice settings.

6. Conclusion and Future Di-
rections

In conclusion, this executive summary has pro-
vided a comprehensive overview of the master
thesis, which focused on the development and
evaluation of a framework leveraging Artifi-
cial Intelligence (AI) and speech recognition
technology to support diagnosis in general
practice settings. Through a rigorous research
methodology encompassing both qualitative
and quantitative analyses, the study has yielded
valuable insights into the effectiveness and
usability of the developed framework.

Reflecting on the key points discussed, the
research has demonstrated the potential of
AI-driven solutions to streamline clinical work-
flows, improve diagnostic accuracy, and enhance
the overall quality of patient care. By integrat-
ing Automatic Speech Recognition, decision
support, and automated prescription delivery,
the framework offers a comprehensive solution
to address the main multifaceted challenges
faced by general practitioners in their daily
work routine.

Looking ahead, several areas for future research
and development warrant exploration. These in-
clude:
• Further refinement and optimization of the

framework’s components to enhance diag-
nostic accuracy and usability through, as
instance, real-time working solutions.

• Integration with existing electronic health
record systems to facilitate seamless data
exchange and interoperability.

• Continued evaluation and validation of the
framework in real-world clinical settings to
assess its scalability and generalizability.

• Exploration of additional AI-driven tech-
nologies to be integrated with or put
beside, such as image processing, to further
enhance the capabilities of the framework.

By addressing these future directions, re-
searchers can continue to advance the field of
healthcare technology and drive innovation in
diagnostic support systems. Ultimately, the
goal is to empower healthcare professionals
with advanced tools and resources to deliver
personalized, efficient, and high-quality care to
patients.
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