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Abstract

In this thesis, we investigate the usage of the Neural Tangent Kernel (NTK) as a kernel
for computing the Maximum Mean Discrepancy (MMD) statistic. We focus on the appli-
cation of the NTK MMD statistic on image data, using NTKs derived from convolutional
neural networks.
In the first part of this work, we explore multiple variants of the MMD statistic computed
with the NTK for performing two sample tests, and compare them with two baselines:
the quadratic time MMD statistic computed with the Gaussian kernel, and its linear time
approximation. We consider multiple classes of alternative hypotheses, and perform the
experiments on the MNIST and CIFAR-10 dataset. While on the MNIST dataset we find
that the Gaussian kernel MMD is the best choice for two sample tests, on the CIFAR-10
dataset it is outperformed by multiple variants of the NTK MMD statistic. We also in-
vestigate the impact of the network architecture on the NTK MMD testing performance.
In the second part of this work, we apply the NTK MMD to the detection of adversarial
examples. We focus on examples generated by the Projected Gradient Descent (PGD) at-
tack, and we frame the problem in two different ways: distinguishing two samples, where
one contains a fraction of adversarial images, and detecting which images in a sample
are adversarial. On the MNIST dataset, we succeed in both the tasks with the Gaus-
sian kernel MMD and multiple variants of the NTK MMD. On the CIFAR-10 dataset,
we succeed on the first task only with three variants of the NTK MMD, and only for
adversarial examples generated by an high number of iterations of the PGD attack. No
method succeeds on the second task on CIFAR-10. In the end, we develop a variant of
the PGD attack against the detection method on MNIST.

Keywords: two sample test, maximum mean discrepancy, neural tangent kernel, adver-
sarial detection





Abstract in lingua italiana

In questa tesi, exploriamo l’utilizzo del Neural Tangent Kernel (NTK) come kernel per
il calcolo della statistica Maximum Mean Discrepancy (MMD). Applichiamo la statistica
MMD a campioni di immagini, utilizzando NTK derivati da reti neurali convoluzionali.
Nella prima parte di questo lavoro, analizziamo l’uso di diverse variantk della statistica
MMD calcolata con il NTK per test a due campioni, e le compariamo con due metodi
di riferimento: la MMD quadratica calcolata usando il kernel Gaussiano, e la sua ap-
prossimazione lineare. Consideriamo diverse classi di ipotesi alternative, ed eseguiamo gli
esperimenti sui dataset MNIST e CIFAR-10. Mentre per MNIST la MMD calcolata con
il kernel Gaussiano si rivela essere la scelta migliore per effettuare un test a due campioni,
essa viene superata da diverse varianti della NTK MMD per CIFAR-10. Inoltre, analizzi-
amo l’impatto dell’architettura della rete neurale utilizzata sulla performance del test.
Nella seconda parte di questo lavoro, applichiamo la NTK MMD all’individuazione di
immagini avversarie. Consideriamo immagini generate dall’attacco Projected Gradient
Descent (PGD), e impostiamo il problema in due modi differenti: distinguere due cam-
pioni, uno dei quali contenente una frazione di immagini avversarie, e identificare quali
immagini sono avversarie in un campione. Per MNIST, la MMD calcolata con il Gaussian
kernel e diverse varianti della NTK MMD succedono in entrambi i compiti. Per CIFAR-
10, solamente tre varianti della NTK MMD succedono nel primo compito, e solamente
per immagini avversarie generate da un numero elevato di iterazioni dell’attacco PGD.
Nessun metodo ha successo per il secondo compito su CIFAR-10. Infine, sviluppiamo una
variante dell’attacco PGD per fronteggiare l’individuazione di singole immagini avversarie
per MNIST.

Parole chiave: test a due campioni, maximum mean discrepancy, neural tangent kernel,
individuazione di esempi avversari
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1

Introduction

The Maximum Mean Discrepancy (MMD) [17] is a statistic that expresses the difference
between two statistical distributions. It is used to perform two sample tests, which are
statistical hypothesis tests that aim to distinguish whether two samples were generated by
the same statistical distribution or not. The MMD statistic is based on a kernel function,
which determines the feature space in which the distributions are compared. Since the
MMD statistic requires to compute the Gram matrix of the examples under test, it is
quadratic in the number of examples. In [17] it is also proposed a linear time approxi-
mation of the MMD statistic, that computes a linear subset of the elements of the Gram
matrix. Different kernels can capture different types of relationships between examples,
and therefore the choice of the kernel deeply impacts the performance of MMD two sam-
ple tests.
In this thesis, we investigate the usage of the Neural Tangent Kernel (NTK) [19] as a ker-
nel for the MMD statistic between samples of images. The NTK is derived from neural
networks: when a network is trained by gradient descent, the network function follows
kernel gradient descent with respect to the NTK. One of the main results of the NTK
theory concerns infinitely wide neural networks: when the width of the network tends to
infinity, the NTK stays constant during training. The reasons for the choice of the NTK
for computing the MMD statistic are two. The first reason is that convolutional neural
networks have shown outstanding performance on tasks related to images, and therefore a
kernel based on a convolutional neural network seems a good candidate for computing the
MMD statistic on images. The second reason is the existence of a linear approximation
of the MMD statistic computed with the NTK, that only requires one epoch of training
of a network [7].
We investigate the performance of two sample tests using multiple variants of the NTK
MMD statistic: we experiment with both the quadratic and linear MMD statistics pro-
posed in [17], using the NTK of finite and infinite networks, and we also experiment with
the linear approximation in [7]. We perform our experiments on the MNIST and CIFAR-
10 datasets, and find that on both datasets the NTK MMD statistic outperforms the
Gaussian kernel MMD in terms of test power. We also find out that the linear approxi-
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mation proposed in [7] obtains highest test power than the linear approximation proposed
in [17].
We also investigate the usage of the MMD statistic for the detection of adversarial exam-
ples on the MNSIT and CIFAR-10 datasets. In previous research, it has been shown that
the Gaussian kernel MMD is able to distinguish a sample containing adversarial examples
from a sample containing cleaning examples from the MNIST dataset [18]. However, it
has also been shown that the Gaussian kernel MMD is not effective in this same task on
the CIFAR-10 dataset [6]. Therefore, we test whether the NTK succeeds in the adversarial
examples detection. We find out that it adequately distinguishes the alternative hypoth-
esis from the null hypothesis for the MNIST dataset, and it also succeeds for CIFAR-10,
given that the adversarial examples are generated with a sufficiently high number of it-
erations. We also propose a method based on the NTK MMD for detecting individual
adversarial examples, and develop an attack against this detection method.
We begin our presentation in Chapter 1 with an exposition of the background notions
necessary for understanding this work. Then, in chapter 2 we investigate the performance
of the NTK MMD two sample tests. In chapter 3 we apply the NTK MMD for adversarial
examples detection. Finally, in Chapter 4 we deliver our conclusions and some directions
for future work.
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1| Background

This chapter presents multiple background notions that will be used in the following
chapters. Since the thesis focuses on the impact of Neural Tangent Kernel on Maximum
Mean Discrepancy, this chapter mainly revolves around these two topics. First, two sample
tests are introduced, focusing on kernel two sample tests. Then we present the Maximum
Mean Discrepancy statistic and the two different sample tests that can be built from it.
The second section of this chapter deals with the Neural Tangent Kernel theory. First,
Gaussian Processes and the equivalence between Gaussian Processes and infinite-width
networks at initialization are introduced. Then, the Neural Tangent Kernel is presented,
and the main results are derived from it for infinite-width networks. Finally, there is a
third section about a linear approximation of the Maximum Mean Discrepancy statistic
using the Neural Tangent Kernel, which requires a one-epoch training of the network
instead of computing the kernel on the samples under test.

1.1. Maximum Mean Discrepancy

1.1.1. Two sample tests

The two sample addresses the problem of discerning if the same or different statistical
distributions generated two random samples. Suppose we have two independent and
identically distributed (i.i.d) samples:

X = {x1, ..., xm} ⊂ X , xi ∼ p ∀xi ∈ X,

Y = {y1, ..., yn} ⊂ X , yi ∼ q ∀xi ∈ Y.

where X is a set, p and q are probability distributions on X . A two sample test is a
statistical hypothesis test that aims to distinguish the null hypothesis H0 : p = q from
the alternative hypothesis H1 : p ̸= q.
As for any hypothesis test, the result can be incorrect in two different ways. A type I error
is made when the test rejects the null hypothesis H0, despite it being correct. A type II
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error is made when the test accepts the null hypothesis H0, despite it being incorrect. The
level α of a test is the probability of making a type I error, and it is a design parameter
of the test. The power of a test is the probability of (correctly) rejecting H0 when H1 is
correct, and it is equal to (1−β), where β is the probability of a type II error. The power
of a test depends from the level α of the test, the sizes of the samples X and Y , and from
the particular instance of the alternative hypothesis H1, i.e., what the difference between
p and q is. For instance, if p and q are two one-dimensional Gaussian distributions, they
can have either different means and the same variance, different variances and the same
mean or both different means and variances; moreover, the difference between the means
and/or variances can have different values. All these factors affect the power of a test,
given the same level α and the same sample sizes.
In order to accept or reject the null hypothesis, a two sample test computes a statistic
T : Xm × X n → R from X and Y , obtaining a real value t̂. Then, it computes the
probability that, under the null hypothesis, the statistic T is greater than t̂ itself, which
is called p-value p̂. If p̂ < α, then H0 is rejected, otherwise it is accepted. The region
C ⊂ Xm ×X n where H0 is rejected is called critical region of the test.
Two sample tests can be either parametric or nonparametric. Parametric two sample
tests make assumptions on the distributions p and q and their parameters. An example
of parametric two sample test is the Student’s t-test [40], which tests for the difference of
the means of two normal distributions. Instead, nonparametric two sample tests do not
make any assumption about the distributions involved. An example is the Mann-Withney
U-test [31], which tests for the difference between the rank means of two samples.
Two sample tests have a variety of applications; these include data integration and at-
tribute matching [17], multiple tasks in bioinformatics [4, 8], Generative Adversarial Net-
works training and evaluation [11, 24], drift detection [37], benchmarking for steganogra-
phy [36], automated model checking [27] and causal discovery [28].

1.1.2. Kernel two sample tests

Two sample tests statistics are usually based on some measure of distance. For exam-
ple, for the Student t-test, this distance is the difference between the means of the two
distributions. Other tests use distances between representations of the distributions,
such as density functions or cumulative density functions. A recently developed class
of tests, instead, uses kernel-based distances between the representations. The advan-
tage of using such distances is the possibility of dealing through an appropriate kernel
k : X × X → R with high-dimensional data, since kernels are able to implicitly operate
in high-dimensional, and even infinite, feature spaces.
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A function k : X n ×X n → R is a kernel if it is:

1. Symmetric: k(x1, x2) = k(x2, x1) ∀ x1, x2 ∈ X ;

2. Positive semi-definite:
∑m

i=1

∑m
j=1 cicjk(xi, xj) ≥ 0 ∀ x1, ..., xm ∈ X .

Given x1, ..., xm ∈ X , the matrix K of size m×m with elements Kij = k(xi, xj) is called
Gram matrix. A necessary and sufficient condition for a function k : X ×X → R to be a
kernel is that the Gram matrix is a symmetric positive semi-definite matrix for any choice
of the set x1, ..., xm.
Kernel functions usually express similarity. In the literature, a great variety of kernels
have been proposed. One of the most used kernels is the Gaussian kernel:

k(x1, x2) = exp(−||x1 − x2||2

2σ2
). (1.1)

Kernel-based statistics for two sample tests include the kernel Fisher discriminant [12],
density ratio estimates [44], and the maximum mean discrepancy, which we will deal with
in the following chapter.

1.1.3. Maximum Mean Discrepancy

Here the Maximum Mean Discrepancy (MMD) statistic and two sample test are presented,
according to the foundational paper [17].
Consider X , p, q, X, Y as defined in section 1.1.1. Let x and y be two random variables
such that x ∼ p and y ∼ q, and F be a class of functions f : X → R. The maximum
mean discrepancy (MMD) between the two random variables x and y is defined as:

MMD[F, p, q] := sup
f∈F

(Ex∼p[f(x)]− Ey∼q[f(y)]). (1.2)

The idea behind the MMD is using a function f which is large on points drawn from p

and small (negative) on points drawn from q, and assuming the difference between its
expected value on x ∼ p and y ∼ q as the distance between the two distributions p and
q. If we substitute the expected value over x and y with the sample mean over X and Y ,
we obtain an empirical biased estimate of the MMD:

MMDb[F, p, q] := sup
f∈F

(
1

m

m∑
i=1

f(xi)−
1

n

n∑
i=1

f(yi)). (1.3)

The choice for the class of functions F in [17] is the unit ball in a Reproducing Kernel
Hilbert Space (RKHS). A (real) Hilbert space H is a vector space over a set X which is
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complete with respect an inner product operation ⟨x, y⟩, that maps two elements of H to
an element of R and which is conjugate symmetric, linear with respect its first argument
and positive definite when x = y. From the inner product, it is possible to define the norm
of x ∈ H as ||x|| =

√
⟨x, x⟩, and the distance between x ∈ H and y ∈ H as ||x − y||. An

Hilbert space is a RKHS when the point evaluation functional δx, that associates f ∈ H

to f(x) ∈ R is continuous and linear. In a RKHS there always exists a feature mapping
φ ∈ H such that f(x) = ⟨f, φ(x)⟩H for every f ∈ H. This feature mapping takes the form
of the partial application of a kernel k : X × X → R: φ(x) = k(x, ·).
Given a probability distribution p, its mean embedding in a RKHS H is µp ∈ H s.t.
Ex[f ] = ⟨f, µp⟩H ∀f ∈ H. We can express the MMD as the distance between the mean
embeddings of the two probability distributions p and q:

MMD2[F, p, q] = ||µp − µq||2H. (1.4)

A RKHS H is called universal if the kernel k is continuous and H is dense in C(X ) with
respect to the L∞ norm, i.e., for every g ∈ C(X ) and for every ε > 0 there exists f ∈ H

such that ||f − g||∞ ≤ ε. If F is the unit ball in a universal RKHS, MMD[F, p, q] = 0 if
and only if p = q.
We can express the squared MMD in a RKHS in terms of the kernel:

MMD2[F, p, q] = Ex,x′∼p[k(x, x
′)]− 2Ex∼p,y∼q[k(x, y)] + Ey,y′∼q[k(y, y

′)]. (1.5)

From this form, the following unbiased empirical estimates is obtained:

MMD2
u[F, X, Y ] =

1

m(m− 1)

m∑
i=1

m∑
j ̸=i

k(xi, xj) +
1

n(n− 1)

n∑
i=1

n∑
j ̸=i

k(yi, yj)

− 2

mn

m∑
i=1

n∑
j ̸=i

k(xi, yj).

(1.6)

(1.7)

We can also reformulate the biased empirical estimate in 1.3 as:

MMD2
b [F, X, Y ] =

1

m2

m∑
i,j=1

k(xi, xj) +
1

n2

n∑
i,j=1

k(yi, yj)−
2

mn

m,n∑
i,j=1

k(xi, yj). (1.8)

We can interpret these formulas in the following way, by attributing to the kernel a
meaning of similarity: in order to express how much distributions p and q are different,
the MMD compares how much points drawn from p are similar to other points drawn
from p and how much points drawn from q are similar to other points drawn from q with
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how much points drawn from p are similar to points drawn from q. We expect the two
estimates to be small when p = q, and to be larger the more p and q are different. The
computational cost of both estimates is O(m2 + n2).
The function f ∗ that obtain the supremum in 1.2 is called witness function:

f ∗(t) ∝ Ex∼p[k(x, t)]− Ey∼q[k(y, t)]. (1.9)

Its empirical estimate f̂ ∗ is the function obtaining the supremum in 1.3:

f̂ ∗(t) ∝ 1

m

m∑
i=1

k(xi, t)−
1

n

n∑
i=1

k(yi, t). (1.10)

The absolute value of the witness function in t is proportional to how much different the
two distributions p and q are in t. Therefore, it can be used to identify the regions (or
the examples) where the p and q differ the most.
In [17], the unbiased and biased statistics in 1.6 and 1.8 are used to derive three different
two sample tests, by analytically computing the corresponding acceptance regions. The
first two tests are based on uniform convergence bounds on the biased and unbiased
statistic, i.e., bounds on how much the empirical estimates in 1.6 and 1.8 differ from the
actual population value. Assume 0 < k(x, y) < K. Given a level α and assuming that
m = n, the test based on the uniform convergence bound of the biased statistic has the
following acceptance region:

MMDb[F, X, Y ] <

√
2K

m
(1 +

√
2 log(α−1)). (1.11)

Given a level α and assuming that m = n, the test based on the uniform convergence
bound of the unbiased statistic has the following acceptance region:

MMDu[F, X, Y ] <
4K√
m

√
log(α−1). (1.12)

The third test is based on the asymptotic distribution of the unbiased statistic. Given the
asymptotic distribution of 1.6 under the null hypothesis, the acceptance region for a test of
level α is MMD2

u[F, X, Y ] < z1−α, where z1−α is the (1−α)-quantile of the aforementioned
distribution. Since computing analytically z1−α is not possible, [17] suggests two possible
approaches to estimate it. The first approach consists in using the (1−α)-quantile of the
empirical null distribution, estimated by a permutation test. This is done by repeatedly
extracting two samples, X̂ and Ŷ , of size m and n, from Z = X ∪Y and recalculating the
test statistic mi = MMD2

u[F, X̂, Ŷ ] for each permutation. By generating a large number
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of permutations, we obtain a distribution of the test statistic under the null hypothesis.
In order to reduce the computational effort for the permutation test, it is possible to
avoid re-evaluating the kernel in 1.6 for each permutation. Let K be the Gram matrix
computed on Z = X ∪ Y . It is sufficient to compute K one time, and then, instead of
resampling from X and Y and recomputing the MMD2

u statistic from scratch every time,
shuffle the rows and columns of K and use the permutation of the kernel values obtained
to compute MMD2

u. The second approach for estimating z1−α consists in approximating
the null distribution by fitting Pearson curves to its first four moments.
[17] also provides a linear-time statistic and test. Assume m = n, and define m2 = ⌊m

2
⌋.

Let z := (x, y) ∼ p× q, and:

h(z1, z2) := k(x1, x2) + k(y1, y2)− k(x1, y2)− k(x2, y1). (1.13)

Then, the following is an unbiased estimate of MMD2[F, X, Y ]:

MMD2
l [F, X, Y ] :=

1

m2

m2∑
i=1

h((x2i−1,y2i−1
), (x2i, y2i)). (1.14)

While it has an higher variance than MMD2
u, it has the advantage of being computed in

O(m2), thanks to a linear sub-sampling of the kernel values to compute. Two different
two sample tests can be obtained from this statistic, one based on uniform convergence
and one from asymptotic distribution. Again, assume 0 < k(x, y) < K. Given a level
α and assuming that m = n, the test based on the uniform convergence bound of the
unbiased linear-time statistic has the following acceptance region:

MMDu[F, X, Y ] <
4K√
m

√
log(α−1). (1.15)

The second test, instead, accepts the null hypothesis for values of MMD2
l under the (1−α)-

quantile of the asymptotic distribution under the null hypothesis. It is based on the fact
that, if 0 < E[h2] < ∞, MMD2

l converges in distribution to a Gaussian:

m
1
2 (MMD2

l −MMD2[F, p, q])
D−→ N (0, σ2

l )

where σ2
l = 2[Ez,z′∼p×q[h

2(z, z′)] − [Ez,z′∼p×q[h(z, z
′)]]2]. Therefore, it is sufficient to sub-

stitute the expected values with the empirical sample means to obtain the empirical
distribution of MMD2

l , and, from it, its (1− α)-quantile.
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1.2. Neural Tangent Kernel

1.2.1. Gaussian processes

Gaussian processes are used in machine learning as models for various tasks, such as re-
gression and classification. In general, they are used to define a prior probability over
functions, which is updated after the observation of examples into a posterior distribu-
tion. Following [3], a Gaussian process (GP) is defined as a probability distribution over
functions y : Rn → R, such that the set of values of y evaluated at an arbitrary set of
points x1, ..., xm ∈ Rn, jointly have a Gaussian distribution. Since it is Gaussian, the joint
distribution over y(x1), ..., y(xm) is defined just by its mean and covariance. The mean is
usually taken as zero, therefore the Gaussian process is entirely specified by the covariance
of y evaluated at any two values x1 and x2, which is E[y(x1), y(x2)]. A common way to
define a Gaussian process is using a kernel k as its covariance function:

E[y(x1), y(x2)] = k(x1, x2). (1.16)

Equivalently, the covariance matrix of the joint distribution over y(x1), ..., y(xn) is the
Gram matrix K of the kernel k:

p(y) = N (y | 0, K). (1.17)

In the following, we will use the notation GP(µ,K) to denote a Gaussian process with
mean µ and function K.

1.2.2. Equivalence between infinite width neural networks and
Gaussian processes

This equivalence between infinite-width neural networks and GPs was first stated in [33]
for fully connected feed-forwards neural networks (FC-FFNNs) with a single hidden layer
with infinite neurons. Then, it was extended to FC-FFNNs with L infinite-width hidden
layers in [22] and in [10].
Consider a fully connected feed-forward neural network, with L hidden layers, with Nl

neurons in layer l, and pointwise nonlinearities ϕ. Let x ∈ Rdin be the input of the
network, and zL ∈ Rdout be the output of the network. The network function is defined
by:

zli(x) = bli +

Nl∑
j=1

W l
ijx

l
j(x), (1.18)
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xl
i(x) = ϕ(zl−1

j (x)). (1.19)

where x0 = x. xl
i are called post-activations, and zli are called pre-activations. Weights

for layer l are iid with zero mean and σ2
w

Nl
variance. Biases for layer l are iid with zero

mean and variance σb. In the limit of infinite width (N0 → ∞, ..., NL → ∞), the outputs
of the network converge in distribution to a Gaussian process:

zLi ∼ GP (0, KL), (1.20)

whose covariance is recursively defined by:

K l(x, x′) = E[zli(x)zli(x′)] = σ2
b + σ2

wEzl−1
i ∼GP(0,Kl−1)[ϕ(z

l−1
i (x))ϕ(zl−1

i (x′))]. (1.21)

It is worthy to note that the infinite limit is not taken on the number of neurons in zL,
which is dout. The expectation in 1.21 is taken over the GP governing zl−1

i , but this is
equivalent to take the expectation over the joint distribution of only zl−1

i (x) and zl−1
i (x′),

which is a 2-dimensional Gaussian with zero mean and covariance matrix with entries
K l−1(x, x′), K l−1(x, x) and K l−1(x′, x′). Therefore, we can rewrite the recurrence for
K l(x, x′) highlighting the recursive relationship between K l and K l−1 via a deterministic
function Fϕ, whose form only depends from the nonlinearity ϕ:

K l(x, x′) = σ2
b + σ2

wFϕ(K
l−1(x, x′), K l−1(x, x), K l−1(x′, x′)). (1.22)

Given W 0
ij ∼ N (0, σ2

w

din
), b0j ∼ N (0, σ2

b ), the base case for the recursion is:

K0(x, x′) = E[z0j (x)z0j (x′)] = σ2
b + σ2

w(
xx′

din
). (1.23)

Equation 1.22 can be computed analytically for certain activation functions, such as ReLu;
otherwise, when there is not any analytical form, it has to be computed numerically. For
the ReLu activation function, K l(x, x′) takes the form of an arccosine kernel:

K l(x, x′) = σ2
β +

σ2
w

2π

√
K l−1(x, x′)K l−1(x, x′)(sin θl−1

x,x′ + (π − θl−1
x,x′) cos θ

l−1
x,x′), (1.24)

where:

θl−1
x,x′ = cos− 1(

K l(x, x′)√
K l(x, x)K l(x′, x′)

). (1.25)

For convolutional neural networks (CNNs), the equivalence with GPs is shown in the limit



1| Background 11

of infinite channels in [34] and [15]. Consider a 1-dimensional CNN with circularly padded
activations and L convolutional layers, with Nl channels for layer l. Weights and biases
are Gaussian distributed:

W l
ij,β ∼ N (0, νβ

σ2
w

Nl

) bli ∼ N (0, σ2
b ) (1.26)

where:

• i is the outgoing channel index;

• j is the incoming channel index;

• β is the spatial location in the filter, β ∈ {−k, ..., 0, ..., k} for a filter of size 2k + 1;

• νβ is the fraction of the receptive field variance at location β,
∑

β νβ = 1.

Let N0 be the number of input channels, d the number of input pixels, that stays constant
throughout the network, and X ⊂ RN0d the set of input images. The network function is
defined by:

xl
i,α =

xi,α l = 0

ϕ(zl−1
i,α (x)) l > 0,

(1.27)

zli,α =

Nl∑
j=1

k∑
β=−k

wl
ij,βxj,α+β(x) + bli. (1.28)

The covariance matrix of the activations xl at layer l is computed as:

K l
α,α′(x, x′) =

1

Nl

Nl∑
i=1

xl
i,α(x)x

l
i,α′(x′). (1.29)

It is a random variable indexed by the inputs x, x′ and the spatial locations α, α′. The
covariance matrix of inputs K0 is deterministic.
As N1 → ∞, ..., NL → ∞, the top-layer pre-activations zL converge in distribution to a
GP:

zL ∼ GP(0,A(KL)⊗ INL+1
), (1.30)

with covariance:
KL = (C ◦ A)L(K0), (1.31)

where transformations A and C are defined as:

[A(K)]α,α′(x, x′) := σ2
β + σ2

w

∑
β

νβKα+β,α′+β(x, x
′), (1.32)
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[C(K)]α,α′(x, x′) := Eu∼N (0,K)[ϕ(uα(x))ϕ(uα′(x′))]. (1.33)

It is worthy to note that the infinite limit is not taken on the number of channels in
zL. The covariance matrix of the preactivations of the last convolutional layer zL, and
the covariance matrices of the preactivations of all the hidden convolutional layers, are
block diagonal, because separate channels {zli}N

l+1

i=1 are iid conditioned on xl, due to iid
weights and biases {wl

i, b
l
i}N

l+1

i=1 . For some nonlinearitise, such as the ReLu, it is possible
to compute KL analytically; otherwise, it has to be computed numerically.
In [34], it is also shown that it is possible to obtain a GP over classes by placing a flattening
layer or a global average pooling layer on top of zL. Moreover, the equivalence with GPs
is extended to strided convolutions, average pooling in intermediate layers and higher
dimensions of convolutions. In [15], the equivalence with GPs is extended to infinite-
width CNNs with residual connections.
In [45], the equivalence between infinitely wide neural networks at initialization and GPs is
extended to other classes of networks, such as recurrent neural networks and transformers.

1.2.3. Neural Tangent Kernel

Up to now, it has been stated that infinitely wide neural networks at initialization are
equivalent to GPs. The GPs obtained can be used to perform Bayesian inference for
regression or classification tasks. But, usually, neural networks are trained by gradient
descent on the network parameters w.r.t. a loss function. In this section, we deal with
what happens during gradient descent, which can also be described by a kernel: the
network function follows kernel gradient descent w.r.t. a limiting kernel, which is called
Neural Tangent Kernel (NTK).
The foundational paper for the NTK theory is [19], and hereafter we follow its tractation.
Consider a FC-FFNN with L + 1 layers, with N0, ..., NL neurons and with a Lipschitz-
countinuous, twice differentiable nonlinearity ϕ, with bounded second derivative. We
define as the neural network realization function F (L) : RP → F the function that maps
neural network parameters θ to functions fθ in a function space F = {f : RN0 → RNL},
where P =

∑L−1
l=0 (Nl +1)Nl is the dimension of the parameter space. Weights and biases

are initialized to iid Gaussians with mean zero and variance one.
Given a distributions of the inputs pin, we consider the following bilinear form on the
function space F :

⟨f, g⟩pin = Ex∼pin [f(x)
Tg(x)]. (1.34)

From it, the seminorm ||f − g||pin =
√
⟨f − g, f − g⟩pin is defined. From now on, we will

assume that pin is the empirical distribution over a finite sample X = {x1, ..., xn}.
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The network function is defined by:

x0(x; θ) = x (1.35)

zl+1(x; θ) =
1√
Nl

W lxl(x; θ) + βbl (1.36)

xl(x, θ) = ϕ(zl(x, θ)), (1.37)

where β is a positive scalar parameter that allows to tune the influence of bias during
training. This type of initialization of the network parameters is called NTK parametriza-
tion.
Training a neural network consists in optimizing fθ in the function space F w.r.t. a func-
tional cost C : F → R. Even if C is convex, the composite cost in the parameter space
C ◦ FL : RP → R is highly non-convex, and this is why neural networks are trained by
gradient descent instead of being optimized analytically in closed form.
Consider a kernel K : RN0×RN0 → RNL×NL , that maps two inputs x, x′ to a kernel matrix
K(x, x′). It defines the following bilinear map over the function space F :

⟨f, g⟩K := Ex,x′∼pin [f(x)
TK(x, x′)g(x′)]. (1.38)

The kernel is said to be positive definite with respect to || · ||pin if ||f ||pin > 0 implies
||f ||K > 0. We call F∗ the dual of F w.r.t. pin, i.e., the set of linear forms µ : F → R of
the form µ = ⟨d, ·⟩pin for some d ∈ F . Since the partial application of the kernel Ki,·(x, ·)
is a function in F , it is possible to define a map ΦK : F∗ → F that maps a dual element
µ = ⟨d, ·⟩pin to the function fµ = ΦK(µ) with values:

fµ,i(x) = µKi,·(x, ·) = ⟨d,Ki,·(x, ·)⟩pin . (1.39)

The functional derivative of the cost C at a point f0 ∈ F , written as ∂in
f C|f0 , is an

element of F∗. We denote its corresponding dual element as d|f0 ∈ F , such that ∂in
f C|f0 =

⟨d|f0 , ·⟩pin .
We define the kernel gradient ∇KC|f0 ∈ F as ΦK(∂

in
f C|f0). It takes values:

∇KC|f0(x) =
1

n

n∑
j=1

K(x, xj)d|f0(xj). (1.40)
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A time-dependent function f(t) is said to follow the kernel gradient descent w.r.t. K if it
satisfies the following differential equation:

∂tf(t) = −∇KC|f(t). (1.41)

It is possible to introduce a learning rate by multiplying the right-hand side of the equation
by a scalar η. Considering that d|f0 = ∂C

∂f0
, and applying equation it is possible to rewrite

this equation in a more operational form, evaluated on a finite dataset X. If we denote
as the empirical loss L the evaluation on X of the cost C(f(t)), then:

ḟt(X) = − 1

n
K(X,X)∇ftL(X). (1.42)

During kernel gradient descent, the cost C(f(t)) evolves as:

∂tf(t)C|f(t) = −⟨d|f(t),∇KC|f(t)⟩pin = −||d|f(t)||2K . (1.43)

If K is positive definite w.r.t. || · ||pin , then the functional cost is strictly decreasing during
kernel gradient descent. As a consequence, if C is convex and bounded from below, then
during kernel gradient descent f(t) converges to a global minimum for t → ∞. Summing
up, training a neural network in the parameter space P on the cost C ◦FL is equivalent to
perform gradient descent w.r.t. to a certain kernel K in the function space F . This kernel
is called Neural Tangent Kernel (NTK). This means that, during training, the network
function fθ evolves along the kernel gradient:

∂θfθ(t) = −∇Θ(L)C|f(θ(t)) (1.44)

with respect to the NTK:

Θ(L)(θ) =
P∑

p=1

∂θpF
(L)(θ)⊗ ∂θpF

(L)(θ). (1.45)

Since the NTK depends from the parameters θ of the network, it is random at initialization
and varies during training.
Equations 1.45 can be rewritten in a more operative form, evaluated on a finite dataset
X. Since ∂tfθ(t) = ∂θ(t)F

(L)(θ(t))∂tθ(t), the NTK evaluated on the finite dataset X is the
product between the Jacobian of the network function w.r.t. the parameters θ evaluated
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on X and its transposed:

Θ̂(L)(X,X; θ) = ∇θf(X; θ)∇θf(X; θ)T =
P∑

p=1

∇θpf(X; θ)∇θpf(X; θ)T . (1.46)

Now, we present the study done in [19] for the NTK in the infinite width limit. At
initialization, for N1, ..., NL−1 → ∞, the NTK converges in probability to a deterministic
kernel:

Θ(L) → Θ(L)
∞ ⊗ INl

. (1.47)

Θ
(L)
∞ : RN0 × RN0 → R is defined recursively by:

Θ(1)
∞ (x, x′) = Σ(1)(x, x′) (1.48)

Θ(l+1)
∞ (x, x′) = Θ(l)

∞(x, x′)Σ̇(l+1)(x, x′) + Σ(l+1)(x, x′), (1.49)

where Σ(L) is the variance of the GP equivalent to the network at initialization, that in
the NTK parametrization takes the form:

Σ(1)(x, x′) =
1

N0

xTx′ + β2 (1.50)

Σ(l+1)(x, x′) = Ef∼GP (0,Σ(l))[ϕ(f(x))ϕ(f(x
′))] + β2, (1.51)

and Σ̇l is defined as:

Σ̇(l+1)(x, x′) = Ef∼GP (0,Σ(l))[ϕ̇(f(x))ϕ̇(f(x
′))]. (1.52)

Θ
(L)
∞ only depends on the choice of the nonlinearity ϕ, the network depth L and the

variance of the parameters at initialization. To compute the NTK for n examples, the time
complexity is O(n2L). For some nonlinearinities, such as the ReLu, it can be computed
analytically [23]; otherwise, it has to be computed numerically. For the ReLu activation
function, Σl(x, x′) is equal to K l(x, x′) in Equation 1.24, after substituting the values in the
NTK parametrization for the variances of weights and biases, and Σ̇l(x, x′) is computed
as:

Σ̇l(x, x′) =
1

2π
(π − θ), (1.53)

where θ is defined in Equation 1.25.
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During training, in the infinite width limit, the NTK stays constant:

Θ(L)(t) → Θ(L)
∞ ⊗ INl

(1.54)

This result is subject to two conditions:

1. The NTK is positive-definite w.r.t. the pin-norm;

2. The integral
∫ T

0
||d|f(θ(t))||pindt stays stochastically bounded.

The first condition is shown to be satisfied for datasets in the unitary sphere, the second
condition is shown to be satisfied for the least square regression loss.
In the following, we will refer to Θ

(L)
∞ as to the infinite-width NTK; and to the NTK Θ(L)

of a finite network, which depends from the specific random draw of the initial parameters,
as the empirical NTK.

The NTK results have been extended to CNNs in [1]. Consider a 2-dimensional CNN,
with input images X ⊂ RP×Q×N0 , where P is the width, Q is the height and N0 is the
number of input channels. Given a convolutional filter w ∈ Rq×q and an image x ∈ RP×Q,
we denote the 2-dimensional convolution operator as:

[w ∗ x]ij =

q−1
2∑

a=− q−1
2

q−1
2∑

b=− q−1
2

[w]a+ q+1
2

,b+ q+1
2
[x]a+i,b+j (1.55)

for i ∈ {0, ..., P −1}, j ∈ {0, ..., Q−1}. The network considered in [1] has L convolutional
layers and one fully-connected layer. The convolutional layers have zero padding and
stride 1, in order to preserve the height and width at each layer. The network function is
defined as:

• The input of the network is x0 = x ∈ RP×Q×N0 ;

• For l = 1, ..., L, β = 1, ..., Nl, the intermediate outputs are:

zlβ =
N l−1∑
α=1

W l
α,β ∗ xl−1

α (1.56)

xl
β = ϕ(zlβ), (1.57)

where W l
α,β ∈ Rq×q is initialized with a standard Gaussian distribution;
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• The final output is:

f(x) =

NL∑
α=1

WL+1
α xL

α, (1.58)

where WL+1
α ∈ RP×Q is initialized with a standard Gaussian distribution.

Define:
K0

α(x, x
′) = xα ⊗ x′

α (1.59)

and:

[Σ0(x, x′)]ij,i′j′ =

N0∑
α=1

tr([K0
α(x, x

′)]Dij,i′j′
), (1.60)

where Dij,i′j′ = {(i + a, j + b, i′ + a′, b′ + j′)|a, b, a′, b′ ∈ N , 0 ≤ a, a′ < P, 0 ≤ b, b′ <

Q,−(q − 1)/2 ≤ a, b, a′, b′ ≤ (q − 1)/2}. Define:

Λl
ij,i′j′(x, x

′) =

[
[Σl−1(x, x)]ij,ij [Σl−1(x, x′)]ij,i′j′

[Σl−1(x′, x)]i′j′,ij [Σl−1(x′, x′)]i′j′,i′j′

]
∈ R2×2, (1.61)

[K l(x, x′)]ij,i′j′ = Eu,v∼N (0,Λl
ij,i′j′ (x,x

′))[ϕ(u)ϕ(v)], (1.62)

[K̇ l(x, x′)]ij,i′j′ = Eu,v∼N (0,Λl
ij,i′j′ (x,x

′))[ϕ̇(u)ϕ̇(v)], (1.63)

[Σl(x, x′)]ij,i′j′ = tr([K l(x, x′)]Dij,i′j′
). (1.64)

Finally, the NTK of the network Θ∞ in the limit of infinite width is defined recursively
as:

1. The base case of the recursion is:

Θ0
∞(x, x′) = Σ0(x, x′); (1.65)

2. For l = 1, ..., L− 1:

[Θl
∞(x, x′)]ij,i′j′ = tr([K̇ l(x, x′)Θl−1

∞ (x, x′) +K l(x, x′)]Dij,i′j′
); (1.66)

3. For l = L:

ΘL
∞(x, x′) = K̇L(x, x′)ΘL−1

∞ (x, x′) +KL(x, x′); (1.67)
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4. The final value for the NTK is:

Θ∞ = tr(ΘL
∞). (1.68)

To compute the NTK for n examples, the time complexity is O(n2P 2Q2L). For some
nonlinearities, such as the ReLu, Θ∞ can be computed analytically; otherwise, it has
to be computed numerically. In [1] the NTK for Global Average Pooling (GAP) is also
obtained, and the NTK for (Local) Average Pooling is obtained in [25]. In [42], the NTK
formula for residual neural networks is derived. In [45], the NTK theory is extended to
other classes of networks, such as recurrent neural networks and transformers.

Another foundational result of the NTK theory is presented in [23]: for infinitely wide
neural networks, the training dynamics is governed by a linear model, obtained from the
first-order Taylor expansion of the network around its initial parameters. This linear
model is called linearized network:

f lin
t (x) = f0(x) +∇θf0(x)|θ=θ0ωt, (1.69)

where ωt = θt − θ0 is the change of parameters from their initial values. f lin
t (x) is the

sum of two terms: the network output at initialization f0(x) (which stays constant during
training), and a term which expresses the change to this initial value during training.
For linearized networks trained with MSE (Mean Squared Error) loss, the kernel gradient
descent differential equation (see Equation 1.42) has a closed form solution. In the limit
of infinite width, this closed form solution converges in distribution to a time-dependent
GP. If we also take the infinite limit for training time, the closed form solution for f lin

t

converges in distribution to a (time-independent) GP, that depends from the covariance
matrix of GP equivalent to the network and from the NTK of the network.
Consider now the gradient descent dynamics of the original network function f , trained
with MSE loss. Let n be the width of all the network layers. If the learning rate used
is small enough (i.e, smaller than a ηcritical) that depends from the NTK of the network,
then as n → ∞:

sup
t≥0

||ft(x)− f lin
t (x)||2 = O(n− 1

2 ), (1.70)

i.e., a neural network with infinite-width layers has the same training dynamics of a
linearized network. This result connects the NTK theory with the lazy training theory
for overparametrized (but finite) networks [9]. In fact, it has been shown that for short-
time training, overparametrized neural networks behave like the linearization around their
initialization, equivalently to infinite-width networks.
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1.3. A linear approximation for Neural Tangent Ker-

nel Maximum Mean Discrepancy

In [7], a linear approximation for the computation of the Maximum Mean Discrepancy
statistics using the Neural Tangent Kernel is provided. It is based on the fact that,
for an appropriately chosen loss function, the short-time training of a neural network is
equivalent to computing the witness function of MMD using the NTK at initialization of
the network itself. It does not require the explicit computation of the NTK on the samples
X and Y (defined as in Subsection 1.1.1), but a one-epoch neural network training.
Consider the two sample problem, as defined in Subsection 1.1.1. Let f(x; θ) be the
network function. The network is trained by continuous time gradient descent on X ∪ Y ,
with objective function:

L(θ) = − 1

m

m∑
i=1

f(xi; θ) +
1

n

n∑
i=1

f(yi; θ). (1.71)

Training the network with respect to this loss will lead the network output to divergence.
However, for short-time training the network output remains finite. Hereafter, the network
will be trained for one epoch only.
Let u(x, t) := f(x, θ(t)). If the network has been trained for a short time t, we define the
(time-dependent) statistic Tnet(t) as:

Tnet(t) :=
1

t
(L(θ(t))− L(θ(0))). (1.72)

It is computed in linear time w.r.t. the number of samples (n+m), and it approximates
with O(t) error the squared MMD between X and Y computed with the NTK at the
initialization of the network. It has to be noted that no infinite width assumption has
been made, and the NTK that this statistic approximates is the empirical NTK of a finite
width network. In the following, we will refer to Tnet as to the network MMD. If SGD
is used, the approximation still is valid. With batch size one and learning rate η, the
network MMD is defined as:

Tnet(t) :=
1

η
(L(θ(k))− L(θ(0))), (1.73)

where k is the number of gradient steps performed. If the network is trained for one
epoch, k = n +m. The approximation error for SGD training is O(η). Since the loss is
a linear accumulation over samples, using a batch size greater than 1 does not alter the
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approximation error.
The witness function of the network MMD is:

g(x) :=
1

t
(u(x, t)− u(x, 0)), (1.74)

if the network is trained by continuous-time gradient descent, and:

g(x) :=
1

η
(u(x, t)− u(x, 0)), (1.75)

if the network is trained by SGD.
In [7], multiple solutions for building a two sample test are proposed. The first one
is based on U-statistic concentration analysis, and provides a provable guarantee on
test power under some assumptions. Let Θ0 be the NTK at initialization. Assume
supx,x′∈X |Θ0(x, x

′)| ≤ 1. Assume that Ex∼p,x′∼pΘ0(x, x
′)2, Ex∼p,y∼qΘ0(x, y)

2 and
Ey∼q,y′∼qΘ0(y, y

′)2 are all bounded by a constant ν ≤ 1. Assume that there exists a con-
stant 0 < c < 1 such that, for N = m + n large enough, cN + 1 < m,n < N . Let the
threshold for a two sample test of level α be:

tthresh :=
4

cN
+ 4λ1

√
ν

cN
, (1.76)

where λ1 :=
√

8 log( 4
α
). Then, if for some λ2 > 0:

N >
1

c
max

1

9ν
maxλ1, λ2

2,
8

M
,

8

M2
(8(λ1 + λ2))

2, (1.77)

where M is the population value of the squared MMD computed with respect to Θ0, then

the probability of a type II error is β ≤ 3e−
λ22
8 , i,e„ the test power is 1− β ≥ 1− 3e−

λ22
8 .

Despite the testing power guarantee, in [7] it is suggested that this threshold may not be
the best choice, because of the fact that it is based on quite loose bounds. Therefore, it
is proposed to use as the threshold the (1 − α)-quantile of the null distribution of Tnet,
obtained by bootstrapping. One option is to simply repeat the whole test permuting the
samples in X and Y (as explained in Subsection 1.1.3). This is called full bootstrapping in
[7], and it requires training the network for each permutation of X and Y . Another option
is test-only bootstrapping, that requires to train the network one time only. To perform
test-only bootstrapping, it is necessary to divide X and Y into a train set Xtrain ∪ Ytrain

and a test set Xtest∪Ytest. We train the network on the train set, and compute the network
MMD statistic on the test set, as the difference between the loss function value on the test
set after training and before training. Then, we estimate the null distribution of Tnet by
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permuting the examples between Xtest and Ytest multiple times, every time recomputing
the MMD statistic as the difference of the losses on the test set after and before training.
Theoretical testing power guarantees are given in [7] for both full bootstrapping and
test-only bootstrapping.
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sample tests

In this chapter, we will investigate the impact of using the Neural Tangent Kernel for per-
forming Maximum Mean Discrepancy in two sample tests. We will explore different ways
of computing the NTK MMD statistic to analyze how they influence the testing power
and execution time. In the first experiments we present, the data under test are extracted
from multidimensional Gaussian distributions, an the distribution q is generated by alter-
ing the mean or variance of the distribution p. Then, we proceed with two sample tests on
images, which are the main focus of this thesis. Two different datasets are considered (the
MNIST and CIFAR-10 datasets), and several different alternative hypotheses are tested.
Finally, we explore how network architecture impacts the testing power of NTK MMD.

2.1. Problem Statement

As mentioned in Section 1.1.2, an advantage of kernel two sample tests is the possibility
of operating with high-dimensional data, such as images. The choice of the kernel is an
operation of crucial importance since the kernel used has to adequately express a notion
of similarity between the data under test. For what concerns the MMD, the kernel has
to map probability distributions to mean embeddings in such a way that the distance
between mean embeddings reflects the difference between the probability distributions
(see Equation 1.4). This may not always be true for simple kernels such as the Gaussian
kernel (Equation 1.1), especially for high-dimensional data [26, 38]. In this thesis, we
focus on images; they often lie on low-dimensional manifolds in high-dimensional spaces
whose human-perceived distance differs from the Euclidean distance between pixels.
CNNs have shown remarkable performance in multiple tasks on images, due to their ability
to extract meaningful features from images. We now ask ourselves if using a kernel deriving
from a CNN, such as the NTK, is beneficial to deal with the two sample problem between
images. Another advantage of the NTK is the availability of a linear approximation of
the NTK MMD statistics (Section 1.3) which does not require the explicit computation
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of the kernel. Therefore, in this chapter, we investigate the NTK impact on MMD-based
two sample tests by:

1. Exploring different ways to compute a NTK MMD statistic;

2. Comparing it the NTK with the Gaussian kernel.

The different NTK-MMD based two sample tests that will be used in this chapter are:

1. Empirical NTK MMD test (EmpNTK MMD):
It is a two sample test based on the asymptotic distribution of the unbiased MMD
statistic (MMD2

u), as it is described in Section 1.1.3. The threshold for the test
is estimated by a permutation test, using 400 permutations. The kernel used is
the empirical NTK at the initialization of a finite-width network, computed as the
product between the Jacobian of the network with its transposed (Equation 1.46).
It has quadratic time complexity in the number of examples in X and Y .

2. Infinite-width NTK MMD test (InfNTK MMD):
Like the precedent test, it is a two sample test based on the asymptotic distribution
of the unbiased MMD statistic. Again, the threshold for the test is estimated by
a permutation test, using 400 permutations. The kernel used is the infinite-width
NTK. It has quadratic time complexity in the number of examples in X and Y .

3. Empirical NTK linear MMD test (EmpNTK linMMD):
It is a two sample test based on the asymptotic distribution of the linear MMD
statistic (MMD2

l ), as it is described in Section 1.1.3. The kernel used is the empirical
NTK at the initialization of a finite-width network. It has linear time complexity
in the number of examples in X and Y .

4. Infinite-width NTK linear MMD test (InfNTK linMMD):
Like the precedent test, it is a two sample test based on the asymptotic distribution
of the linear MMD statistic. The kernel used is the infinite-width NTK. It has linear
time complexity in the number of examples in X and Y .

5. Network MMD test (Net MMD):
It is a test based on the network MMD statistic Tnet, where the threshold is computed
by partial bootstrapping, as described in Section 1.3. The network is trained for
one epoch with batch size 1. The permutations in the bootstrapping are 400. It has
linear time complexity in the number of examples in X and Y .

6. Batch network MMD test (BatchNet MMD):
It is analogous to the precedent test, the only difference is the batch size in training,



2| NTK impact on MMD two sample tests 25

which is 64.

It is worthy to note that the linear approximations of the MMD statistic in 3 and in 4
are obtain differently than the linear approximations in 5 and in 6. The linear MMD
statistic in 3 and in 4 is linear because it computes a linear subset of the elements of the
Gram matrix computed on Z = X ∪ Y . Instead, the network MMD statistic in 5 and
6 is linear because it performs two linear operations: a one epoch training of a neural
network, and the computation of the loss on the test set before and after training. No
kernel computation is performed. Another important observation is that the network
MMD statistic approximates the squared MMD computed with the empirical NTK of the
network at initialization, and not the infinite-width NTK.

These tests are compared with two tests using the Gaussian kernel:

1. Gaussian kernel MMD test (GK MMD):
It is a two sample test based on the asymptotic distribution of the unbiased MMD
statistic. The threshold for the test is estimated by a permutation test, using 400
permutations. The kernel used is the Gaussian kernel, with the bandwidth σ com-
puted by the median heuristic, i.e. σ is chosen to be the median of all the pairwise
distances between examples in X and in Y . It has quadratic time complexity in the
number of examples in X and Y .

2. Gaussian kernel linear MMD test (GK linMMD):
It is a two sample test based on the asymptotic distribution of the linear MMD
statistic. As for the precedent test, the kernel used is the Gaussian kernel, with the
bandwidth σ computed by the median heuristic. It has linear time complexity in
the number of examples in X and Y .

2.2. Experimental Results on Gaussian mean and co-

variance shift

The experiments in this section apply the two sample tests presented in the previous
section to Gaussian-distributed data. They are an extension of the ones performed in [7],
where only the network MMD test and the Gaussian kernel MMD test are used.

Consider Gaussian-distributed data in R100, with |X| = m = 200 and |Y | = n = 200. Let
p be the distribution of N (0, I100). For q, we consider mean and covariance shifts:

1. Mean shift: q is the distribution of N (µ, I100), where ||µ||2 = δ and δ ∈ {0, 0.2, 0.4, 0.6, 0.8}.
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2. Covariance shift: q is the distribution of N (0, I100 + ρE), where E ∈ R100×100 is a
matrix with all elements equal to one and ρ ∈ {0, 0.04, 0.08, 0.12, 0.16}.

The network used in the NTK MMD tests is the one used in [7]. It is a fully connected feed-
forward neural network with one hidden layer of 512 neurons. The hidden layer neurons
have softplus activation for the tests using the empirical NTK and network MMD tests,
while they have ReLu activation for tests using the infinite-width NTK, since the NTK for
the network using the softplus activation is not analytically computable. The weights of
the hidden layer are initialized to N (0, 1), and the biases are initialized to 0. The weights
of the output layer are initialized to N (0, 1

512
), and no bias is used. For the network MMD

tests, the output layer is not trained. The train-test split is 50%-50%, and the network is
trained by SGD with learning rate 0.1 and momentum 0.9. A p-value of 0.05 is used for
all tests.
In the following tables, we report the tests’ empirical test power and execution time. The
test power has been estimated by repeating the tests 500 times. For NTK MMD tests,
the network is re-initialized every time (in particular, this is true for the tests using the
empirical NTK and the network MMD tests, not for the infinite-width NTK tests, as the
infinite-width NTK is deterministic given the network). Execution times refer to the sum
of the execution times of all the experiments in the corresponding row of the table. The
experiments have been executed on a laptop with an Intel® CoreTM i7-1165G7 processor
and a 16 GB RAM.

Gaussian Mean Shift

Two Sample Test 0 0.2 0.4 0.6 0.8
Execution
Time

GK MMD 0.050 0.076 0.300 0.694 0.988 27:24 min

EmpNTK MMD 0.050 0.094 0.272 0.694 0.976 1:23:39 h

InfNTK MMD 0.054 0.090 0.296 0.746 0.986 25:42 min

GK linMMD 0.044 0.068 0.068 0.088 0.096 19:17 min

EmpNTK linMMD 0.058 0.052 0.068 0.068 0.094 32:22 min

InfNTK linMMD 0.058 0.038 0.054 0.066 0.094 4:15 min

Net MMD 0.052 0.076 0.236 0.508 0.864 1:11:28 h

BatchNet MMD 0.054 0.086 0.192 0.494 0.850 20:15 min

Table 2.1: Testing power and execution time on Gaussian mean shift.

Estimated testing power and execution time on Gaussian mean shift. The numerical
values in the heading of the tables are the values for δ.
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Gaussian Covariance Shift

Two Sample Test 0 0.04 0.08 0.12 0.16
Execution
Time

GK MMD 0.050 0.160 0.760 0.994 1 28:14 min

EmpNTK MMD 0.050 0.144 0.572 0.974 0.998 1:21:47 h

InfNTK MMD 0.054 0.144 0.562 0.976 1 35:44 min

GK linMMD 0.044 0.064 0.078 0.106 0.136 19:11 min

EmpNTK linMMD 0.058 0.062 0.048 0.074 0.126 32:22 min

InfNTK linMMD 0.058 0.076 0.086 0.078 0.094 4:18 min

Net MMD 0.052 0.112 0.418 0.826 0.968 1:22:21 h

BatchNet MMD 0.054 0.098 0.422 0.762 0.962 20:40 min

Table 2.2: Testing power and execution time on Gaussian covariance shift.

Estimated testing power and execution time on Gaussian covariance shift. The
numerical values in the heading of the tables are the values for ρ.
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Figure 2.1: Gaussian mean and covariance shift
Estimated testing power on Gaussian mean and covariance shift.

On both mean and covariance shift, is is possible to observe that quadratic methods (GK
MMD, EmpNTK MMD, InfNTK MMD) perform better than network MMD methods
(Net MMD, BatchNet MMD), which perform better than linear MMD methods (GK
linMMD, EmpNTK linMMD, InfNTK linMMD). The latter ones are not able to detect
the difference between p and q for any of the parameters δ and ρ. On the mean shift, all
quadratic methods have approximately the same performance, while on covariance shift
the GK MMD gives more power than all other methods. The results for EmpNTK and
InfNTK are very similar, and this is explicable considering that the hidden layer in the
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finite-width network has a large number of neurons (512), and therefore the finite-width
NTK is very similar to the infinite-width NTK.

2.3. Experimental Results on MNIST and CIFAR-10

2.3.1. Experiment Settings

In this section, we apply the two sample tests presented in Section 2.1 to images from
the MNIST [21] and CIFAR-10 [20] datasets. We sample X from the dataset (MNIST
or CIFAR-10). We generate Y by applying different kind of modifications to the dataset
distribution:

1. Class imbalance remove: Y is generated by removing a fraction δ of the images of
a predefined class c. For example, if we want to generate a sample of 1000 images,
we sample 1000 images from the dataset, remove δnc images of class c (where nc is
the number of samples in class c) and then add δnc images from other classes. We
take δ ∈ {0.1, 0.5, 1} and c = 0 for both MNIST and CIFAR-10.

2. Class imbalance add: Y is generated by adding a fraction δ of the images of a
predefined class c. For example, if we want to generate a sample of 1000 images,
we sample 1000 images from the dataset, add δnc images of class c (where nc is the
number of samples in class c) and then remove δnc images from other classes. We
take δ ∈ {0.1, 0.5, 1} and c = 0 for both MNIST and CIFAR-10.

3. Gaussian noise: Y is generated by adding a Gaussian noise with zero mean and
standard deviation σ to all the pixels of a fraction δ of the images. The Gaussian
noises added are independent among pixels and channels. We take δ ∈ {0.1, 0.5, 1}
and σ ∈ {0.004, 0.04, 0.1, 0.4, 0.7}.

4. Roto-trasl-zool: Y is generated by modifying a fraction δ of the images with ran-
dom rotations, translations and zooms. The maximum angle of the rotation is rmax.
The translations are both in the vertical and horizontal directions, and the trans-
lation percentage is tmax. The maximum zooming percentage is zmax. We take
δ ∈ {0.1, 0.5, 1} and (rmax, tmax, zmax) ∈ {(10, 0.1, 0.1), (40, 0.2, 0.2), (90, 0.4, 0.4)}.

All the alternative hypothesis classes presented above have a fraction parameter δ, and
the Gaussian noise and Roto-trasl-zoom ones also have one or more intensity param-
eters. Our objective is to understand how these parameters affect the testing power
of the two sample tests under analysis. We also want to investigate how the number
of samples in X and Y affect the testing power. We always consider m = n, and
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take n ∈ {50, 250, 500, 2500, 5000}. For all the alternative hypothesis classes, we test
all the combinations of δ and the intensity parameters (when present) with n = 500

and n = 2500. Instead, for n ∈ {50, 250, 5000} we only test δ = 0.5, σ = 0.1 and
(rmax, tmax, zmax) = (40, 0.2, 0.2). We do not consider n = 2500 and n = 5000 for the
InfNTK MMD test for time limitation reasons. We also test the case where p = q for all
the values of n considered. A p-value of 0.05 is used for all the tests.
The network used in the NTK MMD tests is the one used in [7] for the MNIST distribution
abundance change experiment. It is a convolutional neural network with the following
structure:

• A convolutional layers with 5× 5 filters, 16 channels, and ReLu activation, followed
by a max pooling layer;

• A convolutional layer with 5 × 5 filters, 32 channels and ReLu activation, followed
by a max pooling layer;

• A flattening layer;

• A dense layer with 128 neurons and ReLu activation;

• A one-neuron output layer.

Both the convolutional layers use stride 1 for the filters and same padding. The max
pooling layers are substituted by average pooling layers for the tests using the infinite-
width NTK, since there is no analytical form for the NTK of a max pooling layer. Weights
and biases are initialized according to the NTK parametrization, i.e., as Gaussians with
σw = 1/

√
fanin and σb = 1. For the network MMD tests, the train-test split is 2

3
− 1

3
and

the network is trained by SGD with learning rate 0.001 and momentum 0.9.
In the following sections, the testing powers and execution times for each experiment will
be reported. The testing powers for each experiment have been estimated by repeating
the tests 100 times. At every execution of a test, the samples X and Y are generated:
X and Yunmodified are sampled from the original dataset, and then Y is obtained from
Yunmodified according to the alternative hypothesis under test. The network used in the
network MMD and empirical NTK MMD tests is re-initialized for every execution of the
test. The experiments on GK MMD, Net MMD and BatchNet MMD have been executed
on an 11 GB NVIDIA GeForce GTX 1080 Ti GPU; experiments on EmpNTK MMD,
InfNTK MMD, EmpNTK linMMD, InfNTK linMMD have been executed on a 24 GB
NVIDIA Quadro RTX 6000 GPU. An asterisk near the execution time will point out
exceptions to these settings. In each table in the following sections, execution times refer
to the sum of the execution times of the experiments in the row. In each table there is the
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testing power under the null hypothesis as a comparison, its execution time is excluded
from the sum of the execution times of the row.

2.3.2. Results on MNIST

In this section, we show the results obtained on the MNIST dataset. It is composed by
70000 images of digits of dimension 28× 28, divided in 10 classes, one for each digit.
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Figure 2.2: Samples from the MNIST dataset

Class Imbalance Remove, n = 2500

Two Sample Test 0 0.1 0.5 1 Execution Time

GK MMD 0.04 0.05 0.96 1 9:19 min

EmpNTK MMD 0.03 0.06 0.70 1 4:18:41 h

GK linMMD 0.02 0.05 0.05 0.14 1:07 min

EmpNTK linMMD 0.06 0.05 0.03 0.13 6:36 min

InfNTK linMMD 0.06 0.03 0.04 0.19 23:17:45 h*

Net MMD 0.02 0.06 0.25 0.68 1:07:16 h

BatchNet MMD 0.07 0.04 0.18 0.61 6:09 min

Table 2.3: Testing power and execution time on MNIST class imbalance remove, with
n = 2500.

Estimated testing power and execution time on the class imbalance remove alternative
hypothesis on the MNIST dataset, for n = 2500. The numerical values in the heading of

the tables are the values for δ.
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Class Imbalance Remove, n = 500

Two Sample Test 0 0.1 0.5 1 Execution Time

GK MMD 0.08 0.03 0.18 0.91 5:15 min

EmpNTK MMD 0.05 0.05 0.21 0.59 25:40 min

InfNTK MMD 0.08 0.1 0.33 0.96 13:55:58 h

GK linMMD 0.02 0.06 0.09 0.08 1:06 min

EmpNTK linMMD 0.05 0.02 0.04 0.11 5:53 min

InfNTK linMMD 0.06 0.05 0.05 0.10 3:10:38 h*

Net MMD 0.05 0.02 0.08 0.49 17:54 min

BatchNet MMD 0.07 0.05 0.08 0.35 5:29 min

Table 2.4: Testing power and execution time on MNIST class imbalance remove, with
n = 500.

Estimated testing power and execution time on the class imbalance remove alternative
hypothesis on the MNIST dataset, for n = 500. The numerical values in the heading of

the tables are the values for δ.

(a)

0.0 0.1 0.5 1.0
delta

0.0

0.2

0.4

0.6

0.8

1.0

te
st

 p
ow

er

Class Imbalance Remove, n = 2500

(b)

0.0 0.1 0.5 1.0
delta

0.0

0.2

0.4

0.6

0.8

1.0

te
st

 p
ow

er

Class Imbalance Remove, n = 500

(c)

Figure 2.3: MNIST class imbalance remove
Estimated testing power on class imbalance remove on MNIST.
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Class Imbalance Add, n = 2500

Two Sample Test 0 0.1 0.5 1 Execution Time

GK MMD 0.04 0.06 0.83 1 10:07 min

EmpNTK MMD 0.03 0.06 0.70 0.99 4:38:46 h

GK linMMD 0.02 0.08 0.05 0.08 18 s

EmpNTK linMMD 0.06 0.05 0.11 0.03 4:13 min

InfNTK linMMD 0.06 0.04 0.05 0.13 26:32:26 h*

Net MMD 0.02 0.05 0.20 0.55 1:46:20 h*

BatchNet MMD 0.07 0.03 0.20 0.46 6:25 min

Table 2.5: Testing power and execution time on MNIST class imbalance add, with n =

2500.

Estimated testing power and execution time on the class imbalance add alternative
hypothesis on the MNIST dataset, for n = 2500. The numerical values in the heading of

the tables are the values for δ.

Class Imbalance Add, n = 500

Two Sample Test 0 0.1 0.5 1 Execution Time

GK MMD 0.08 0.04 0.19 0.81 7:46 min

EmpNTK MMD 0.05 0.03 0.09 0.44 22:26 min

InfNTK MMD 0.08 0.07 0.25 0.72 8:35:06 h

GK linMMD 0.02 0.13 0.05 0.06 15 s

EmpNTK linMMD 0.05 0.05 0.08 0.04 4:13 min

InfNTK linMMD 0.06 0.06 0.03 0.06 2:58:50 h*

Net MMD 0.05 0.06 0.07 0.34 16:53 min

BatchNet MMD 0.07 0.03 0.10 0.39 5:08 min

Table 2.6: Testing power and execution time on MNIST class imbalance add, with n =

500.

Estimated testing power and execution time on the class imbalance add alternative
hypothesis on the MNIST dataset, for n = 500. The numerical values in the heading of

the tables are the values for δ.
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Figure 2.4: MNIST class imbalance add
Estimated testing power on class imbalance add on MNIST.
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Figure 2.5: MNIST samples with Gaussian noise.
MNIST samples to which Gaussian noise for the various values of σ has been applied. In

(a), σ = 0.004; in (b), σ = 0.04; in (c), σ = 0.1, in (d); σ = 0.4; in (e), σ = 0.7.

Gaussian Noise, n = 2500, δ = 0.1

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.04 0.07 0.08 0.10 1 1 13:08 min

EmpNTK MMD 0.03 0.04 0.08 0.16 1 1 6:07:07 h

GK linMMD 0.02 0.05 0.02 0.04 0.08 0.16 30 s

EmpNTK linMMD 0.06 0.07 0.07 0.04 0.14 0.19 10:06 min

InfNTK linMMD 0.06 0.08 0.07 0.06 0.07 0.13 1:08:10 h

Net MMD 0.02 0.10 0.06 0.10 0.90 1 2:31:55 h*

BatchNet MMD 0.07 0.08 0.08 0.08 0.74 0.95 14:45 min

Table 2.7: Testing power and execution time on MNIST with Gaussian noise, with n =

2500 and δ = 0.1.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the MNIST dataset, for n = 2500 and δ = 0.1. The numerical values in

the heading of the tables are the values for σ.
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Gaussian Noise, n = 500, δ = 0.1

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.08 0.03 0.05 0.06 0.54 1 6:38 min

EmpNTK MMD 0.05 0.06 0.04 0.07 0.58 0.94 36:43 min

InfNTK MMD 0.08 0.04 0.07 0.08 0.77 1 15:14:23 h

GK linMMD 0.02 0.03 0.05 0.05 0.08 0.04 30 s

EmpNTK linMMD 0.05 0.04 0.04 0.05 0.09 0.10 7:20 min

InfNTK linMMD 0.06 0.11 0.04 0.08 0.11 0.08 28:10:58 h*

Net MMD 0.05 0.09 0.04 0.13 0.51 0.87 30:21 min

BatchNet MMD 0.07 0.07 0.05 0.04 0.45 0.75 9:29 min

Table 2.8: Testing power and execution time on MNIST with Gaussian noise, with n = 500

and δ = 0.1.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the MNIST dataset, for n = 500 and δ = 0.1. The numerical values in the

heading of the tables are the values for σ.

Gaussian Noise, n = 2500, δ = 0.5

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.04 0.05 0.93 1 1 1 13:11 min

EmpNTK MMD 0.03 0.05 0.69 1 1 1 6:03:27 h

GK linMMD 0.02 0.05 0.03 0.13 1 1 44 s

EmpNTK linMMD 0.06 0.07 0.08 0.09 1 1 10:02 min

InfNTK linMMD 0.06 0.10 0.07 0.14 1 1 1:08:21 h

Net MMD 0.02 0.04 0.30 1 1 1 2:37:31 h*

BatchNet MMD 0.07 0.06 0.38 1 1 1 15:16 min

Table 2.9: Testing power and execution time on MNIST with Gaussian noise, with n =

2500 and δ = 0.5.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the MNIST dataset, for n = 2500 and δ = 0.5. The numerical values in

the heading of the tables are the values for σ.
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Gaussian Noise, n = 500, δ = 0.5

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.08 0.08 0.09 1 1 1 6:38 min

EmpNTK MMD 0.05 0.01 0.11 0.79 1 1 36:21 min

InfNTK MMD 0.08 0.06 0.42 1 1 1 15:18:51 h

GK linMMD 0.02 0.04 0.03 0.06 0.77 1 24 s

EmpNTK linMMD 0.05 0.01 0.05 0.07 0.86 0.99 6:46 min

InfNTK linMMD 0.06 0.06 0.06 0.13 0.97 1 1:19:35 h*

Net MMD 0.05 0.07 0.06 0.74 1 1 30:06 min

BatchNet MMD 0.07 0.07 0.10 0.51 1 1 9:16 min

Table 2.10: Testing power and execution time on MNIST with Gaussian noise, with
n = 500 and δ = 0.5.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the MNIST dataset, for n = 500 and δ = 0.5. The numerical values in the

heading of the tables are the values for σ.

Gaussian Noise, n = 2500, δ = 1

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.04 0.10 1 1 1 1 13:30 min

EmpNTK MMD 0.03 0.03 1 1 1 1 6:03:24 h

GK linMMD 0.02 0.04 0.08 0.43 1 1 1:01 s

EmpNTK linMMD 0.06 0.06 0.07 0.51 1 1 10:11 min

InfNTK linMMD 0.06 0.08 0.20 0.91 1 1 1:08:37 h

Net MMD 0.02 0.03 0.84 1 1 1 2:35:32 h*

BatchNet MMD 0.07 0.04 0.81 0.98 1 1 16:12 min

Table 2.11: Testing power and execution time on MNIST with Gaussian noise, with
n = 2500 and δ = 1.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the MNIST dataset, for n = 2500 and δ = 1. The numerical values in the

heading of the tables are the values for σ.
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Gaussian Noise, n = 500, δ = 1

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.08 0.04 0.73 1 1 1 6:42 min

EmpNTK MMD 0.05 0.01 0.54 0.99 1 1 36:40 min

InfNTK MMD 0.08 0.12 1 1 1 1 15:23:29 h

GK linMMD 0.02 0.04 0.06 0.17 1 1 28 s

EmpNTK linMMD 0.05 0.08 0.05 0.20 1 1 6:46 min

InfNTK linMMD 0.06 0.06 0.14 0.40 1 1 1:18:55 h*

Net MMD 0.05 0.03 0.50 1 1 1 30:12 min

BatchNet MMD 0.07 0.04 0.42 0.95 1 1 9:29 min

Table 2.12: Testing power and execution time on MNIST with Gaussian noise, with
n = 500 and δ = 1.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the MNIST dataset, for n = 500 and δ = 1. The numerical values in the

heading of the tables are the values for σ.
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Figure 2.6: MNIST Gaussian noise, delta = 0.1
Estimated testing power on Gaussian noise on MNIST, with delta = 0.1.
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Figure 2.7: MNIST Gaussian noise, delta = 0.5
Estimated testing power on Gaussian noise on MNIST, with delta = 0.5.
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Figure 2.8: MNIST Gaussian noise, delta = 1
Estimated testing power on Gaussian noise on MNIST, with delta = 1.
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Figure 2.9: MNIST samples rotated, translated and zoomed.
MNIST samples to which random rotations, translations and zooming have been

applied. In (a), rmax = 10, tmax = 0.1, zmax = 0.1; in (b),
rmax = 40, tmax = 0.2, zmax = 0.2; in (b), rmax = 90, tmax = 0.4, zmax = 0.4.
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Roto-Trasl-Zoom, n = 2500, δ = 0.1

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.04 0.21 0.79 1 8:23 min

EmpNTK MMD 0.03 0.15 0.65 0.99 3:56:20 h

GK linMMD 0.02 0.04 0.04 0.06 2:29 min

EmpNTK linMMD 0.06 0.03 0.04 0.07 9:10 min

InfNTK linMMD 0.06 0.07 0.08 0.08 41:47 min

Net MMD 0.02 0.11 0.34 0.85 2:06:47 h*

BatchNet MMD 0.07 0.15 0.31 0.77 10:03 min

Table 2.13: Testing power and execution time on MNIST with Roto-Trasl-Zoom, with
n = 2500 and δ = 0.1.

Estimated testing power and execution time on the Roto-Trasl-Zoom alternative
hypothesis on the MNIST dataset, for n = 2500 and δ = 0.1. The numerical values in

the heading of the tables are the values for rmax, tmax, zmax.

Roto-Trasl-Zoom, n = 500, δ = 0.1

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.08 0.04 0.10 0.16 3:44 min

EmpNTK MMD 0.05 0.04 0.04 0.19 23:00 min

InfNTK MMD 0.08 0.08 0.08 0.29 23:19:22 h*

GK linMMD 0.02 0.07 0.06 0.04 18 s

EmpNTK linMMD 0.05 0.07 0.06 0.04 5:04 min*

InfNTK linMMD 0.06 0.05 0.09 0.05 48:04* min

Net MMD 0.05 0.03 0.07 0.20 21:17 min

BatchNet MMD 0.07 0.12 0.07 0.15 5:22 min

Table 2.14: Testing power and execution time on MNIST with roto-trasl-zoom, with
n = 500 and δ = 0.1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the MNIST dataset, for n = 500 and δ = 0.1. The numerical values in the

heading of the tables are the values for rmax, tmax, zmax.
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Roto-Trasl-Zoom, n = 2500, δ = 0.5

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.04 1 1 1 9:55 min

EmpNTK MMD 0.03 1 1 1 3:53:56 h

GK linMMD 0.02 0.10 0.77 1 3:54 min

EmpNTK linMMD 0.06 0.22 0.56 0.96 10:43 min

InfNTK linMMD 0.06 0.12 0.79 1 42:41 min

Net MMD 0.02 0.99 1 1 1:02:58 h

BatchNet MMD 0.07 0.99 1 1 11:39 min

Table 2.15: Testing power and execution time on MNIST with roto-trasl-zoom, with
n = 2500 and δ = 0.1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the MNIST dataset, for n = 2500 and δ = 0.5. The numerical values in

the heading of the tables are the values for rmax, tmax, zmax.

Roto-Trasl-Zoom, n = 500, δ = 0.5

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.08 0.98 1 1 3:53 min

EmpNTK MMD 0.05 0.85 1 1 22:29 min

InfNTK MMD 0.08 0.84 1 1 37:04:42 h*

GK linMMD 0.02 0.10 0.16 0.71 30 s

EmpNTK linMMD 0.05 0.06 0.18 0.57 4:46 min*

InfNTK linMMD 0.06 0.05 0.22 0.87 47:22* min

Net MMD 0.05 0.74 1 1 20:52 min

BatchNet MMD 0.07 0.62 0.95 1 5:33 min

Table 2.16: Testing power and execution time on MNIST with roto-trasl-zoom, with
n = 500 and δ = 0.5.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the MNIST dataset, for n = 500 and δ = 0.5. The numerical values in the

heading of the tables are the values for rmax, tmax, zmax.
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Roto-Trasl-Zoom, n = 2500, δ = 1

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.04 1 1 1 11:50 min

EmpNTK MMD 0.03 1 1 1 3:53:08 h

GK linMMD 0.02 0.8 1 1 5:40 min

EmpNTK linMMD 0.06 0.66 0.99 1 12:52 min

InfNTK linMMD 0.06 0.55 1 1 44:36 min

Net MMD 0.02 1 1 1 1:19:49 h

BatchNet MMD 0.07 1 1 1 13:33 min

Table 2.17: Testing power and execution time on MNIST with roto-trasl-zoom, with
n = 2500 and δ = 1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the MNIST dataset, for n = 2500 and δ = 1. The numerical values in the

heading of the tables are the values for rmax, tmax, zmax.

Roto-Trasl-Zoom, n = 500, δ = 1

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.08 1 1 1 4:11 min

EmpNTK MMD 0.05 1 1 1 22:47 min

InfNTK MMD 0.08 1 1 1 37:06:05 h*

GK linMMD 0.02 0.27 0.98 1 50 s

EmpNTK linMMD 0.05 0.29 0.86 1 5:16 min*

InfNTK linMMD 0.06 0.21 1 1 48:00* min

Net MMD 0.05 1 1 1 21:50 min

BatchNet MMD 0.07 0.97 1 1 6:02 min

Table 2.18: Testing power and execution time on MNIST with roto-trasl-zoom, with
n = 500 and δ = 1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the MNIST dataset, for n = 500 and δ = 1. The numerical values in the

heading of the tables are the values for rmax, tmax, zmax.
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Figure 2.10: MNIST Roto-Trasl-Zoom, delta = 0.1
Estimated testing power on roto-trasl-zoom on MNIST, with delta = 0.1.
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Figure 2.11: MNIST Roto-Trasl-Zoom, delta = 0.5
Estimated testing power on roto-trasl-zoom on MNIST, with delta = 0.5.
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Figure 2.12: MNIST Roto-Trasl-Zoom, delta = 1
Estimated testing power on roto-trasl-zoom on MNIST, with delta = 1.

All tests increase their test power the more distributions p and q are different, i.e., the
higher δ, σ, rmax, tmax and zmax are. Moreover, the tests have higher ability to distinguish
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p and q the more examples they have; therefore, in the setting with n = 2500 tests have
higher performance than in the setting with n = 500. We can observe that in every setting
quadratic tests perform better than linear tests. Among quadratic tests, the GK MMD
is the best performing on the Class Imbalance Add and Remove alternative hypotheses,
while the InfNTK MMD is the best performing on the Gaussian Noise and Roto-Trasl-
Zoom. Among linear tests, the two network tests always have higher test power than the
ones based on the linear MMD statistic. This can by explained by the fact that linear
MMD tests only compare each image with three other images, while network tests implic-
itly compare each image of the test set with each image of the training set, through the
computation of the loss in the Tnet statistic. The BatchNet MMD test has generally lower
performance that the Net MMD with batch size one. Tests based on linear MMD are able
to detect only significant shifts for the Gaussian noise and Roto-Trasl-Zoom alternative
hypotheses, when the frequency δ is high, while they are never been able to detect class
imbalance.

Null Hypothesis

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.08 0.03 0.08 0.04 0.08 30:22 min

EmpNTK MMD 0.05 0.05 0.05 0.03 0.07 7:18:45

InfNTK MMD 0.07 0.03 0.08 - -
18:48:14 h*

GK linMMD 0.05 0.07 0.02 0.02 0.09 28 s

EmpNTK linMMD 0.05 0.06 0.05 0.06 0.04 10:02 min

InfNTK linMMD 0.13 0.02 0.06 0.06 0.03 9:20:05 h*

Net MMD 0.04 0.09 0.05 0.02 0.02 1:25:11 h*

BatchNet MMD 0.05 0.04 0.07 0.07 0.05 10:04 min

Table 2.19: Testing power and execution time on MNIST Null Hypothesis with varying
n.

Estimated testing power and execution time on the null hypothesis on the MNIST
dataset for varying n. The numerical values in the heading of the tables are the values

for n.
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Class Imbalance Remove, δ = 0.5

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.09 0.11 0.18 0.96 1 30:47 min

EmpNTK MMD 0.09 0.12 0.21 0.69 0.93 7:20:09

InfNTK MMD 0.04 0.17 0.33 - - 6:20:13 h

GK linMMD 0.06 0.07 0.09 0.05 0.05 2:30 min

EmpNTK linMMD 0.05 0.07 0.04 0.03 0.05 11:02 min

InfNTK linMMD 0.07 0.04 0.05 0.04 0.09 9:15:04 h*

Net MMD 0.03 0.09 0.08 0.25 0.48 1:10:04 h

BatchNet MMD 0.05 0.10 0.08 0.18 0.42 10:56 min

Table 2.20: Testing power and execution time on MNIST Class Imbalance Remove, with
δ = 0.5 and varying n.

Estimated testing power and execution time on Class Imbalance Remove on the MNIST
dataset, for δ = 0.5 and varying n. The numerical values in the heading of the tables are

the values for n.
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Figure 2.13: MNIST Class Imbalance Remove, delta = 0.5, varying n

Estimated testing power on Class Imbalance Remove on the MNIST dataset, for δ = 0.5

and varying n.
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Class Imbalance Add, δ = 0.5

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.06 0.05 0.19 0.83 0.97 32:59 min

EmpNTK MMD 0.07 0.12 0.09 0.70 0.90 7:29:03

InfNTK MMD 0.04 0.21 0.25 - - 4:01:50 h

GK linMMD 0.06 0.06 0.05 0.05 0.06 32 s

EmpNTK linMMD 0.07 0.03 0.08 0.11 0.05 9:43 min

InfNTK linMMD 0.03 0.06 0.03 0.05 0.05
10:11:15 h*

Net MMD 0.05 0.07 0.07 0.20 0.41 1:12:26 h*

BatchNet MMD 0.09 0.03 0.10 0.20 0.33 10:22 min

Table 2.21: Testing power and execution time on MNIST Class Imbalance Add, with
δ = 0.5 and varying n.

Estimated testing power and execution time on Class Imbalance Add on the MNIST
dataset, for δ = 0.5 and varying n. The numerical values in the heading of the tables are

the values for n.
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Figure 2.14: MNIST Class Imbalance Add, delta = 0.5, varying n

Estimated testing power on Class Imbalance Add on the MNIST dataset, for δ = 0.5

and varying n.



2| NTK impact on MMD two sample tests 45

Gaussian Noise, δ = 0.5, σ = 0.1

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.07 0.57 1 1 1 30:14 min

EmpNTK MMD 0.16 0.40 0.99 1 1 7:37:42

InfNTK MMD 0.11 0.98 1 - - 4:03:41 h

GK linMMD 0.04 0.06 0.09 0.13 0.09 40 s

EmpNTK linMMD 0.04 0.06 0.07 0.09 0.14 11:23 min

InfNTK linMMD 0.03 0.08 0.13 0.14 0.29 7:38:10 h*

Net MMD 0.06 0.18 0.40 1 0.99 1:05:02 h

BatchNet MMD 0.07 0.26 0.48 1 0.99 11:13 min

Table 2.22: Testing power and execution time on MNIST with Gaussian Noise, with
δ = 0.5, σ = 0.1 and varying n.

Estimated testing power and execution time on Gaussian Noise on the MNIST dataset,
for δ = 0.5, σ = 0.1 and varying n. The numerical values in the heading of the tables are

the values for n.
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Figure 2.15: MNIST Gaussian Noise, delta = 0.5, sigma = 0.1, varying n

Estimated testing power on Gaussian Noise on the MNIST dataset, for δ = 0.5, σ = 0.1

and varying n.
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Roto-Trasl-Zoom, δ = 0.5, (rmax, tmax, zmax = (40, 0.2, 0.2)

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.05 1 1 1 1 32:09 min

EmpNTK MMD 0.03 0.91 1 1 1 7:36:01

InfNTK MMD 0.06 1 1 - - 4:04:32 h

GK linMMD 0.02 0.07 0.17 0.77 0.93 3:00 min

EmpNTK linMMD 0.05 0.08 0.18 0.56 0.81 13:51 min

InfNTK linMMD 0.10 0.06 0.22 0.79 0.97 1:08:55 h*

Net MMD 0.03 0.44 0.82 1 1 1:08:53 h

BatchNet MMD 0.07 0.51 0.82 1 1 13:30 min

Table 2.23: Testing power and execution time on MNIST with Roto-Trasl-Zoom, with
δ = 0.5, (rmax, tmax, zmax = (40, 0.2, 0.2) and varying n.

Estimated testing power and execution time on Roto-Trasl-Zoom on the MNIST
dataset, for δ = 0.5, (rmax, tmax, zmax = (40, 0.2, 0.2) and varying n. The numerical

values in the heading of the tables are the values for n.
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Figure 2.16: MNIST Roto-Trasl-Zoom, delta = 0.5, (rmax, tmax, zmax) = (40, 0.2, 0.2),
varying n

Estimated testing power on Roto-Trasl-Zoom on the MNIST dataset, for δ = 0.5,
(rmax, tmax, zmax) = (40, 0.2, 0.2) and varying n.

We can observe that the sample size n severely impacts the performance of all the tests.
For n = 50, no test is able to distinguish the alternative hypothesis from the null one,
for any type of alternative hypothesis considered. For the class imbalance alternative hy-
potheses with δ = 0.5 no test is effective also for n = 250 and n = 500, and only quadratic
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tests obtain a test power higher than 0.5 for n = 2500 and n = 5000. For the Gaussian
noise alternative hypothesis, with δ = 0.5 and σ = 0.1, the only tests adequately distin-
guishing the alternative hypothesis from the null hypothesis for n = 250 is the InfNTK
MMD test; for n = 500, all quadratic tests have a test power superior to 0.9; for n = 2500

and n = 5000 also network MMD tests reach a test power superior to 0.9. Considering the
roto-trasl-zoom alternative hypothesis, with δ = 0.5 and (rmax, tmax, zmax) = (40, 0.2, 0.2),
only quadratic tests obtain a significative test power for n = 250; for n = 500, also net-
work MMD tests reach a test power superior to 0.8; for n = 2500 also the GK LinMMD
and the InfNTK LinMMD are able to distinguish the alternative hypothesis from the null
one, and for n = 5000 also the EmpNTK LinMMD reaches a test power superior to 0.8.

Finally, we make some considerations about the execution time of the tests analyzed. In
the following table and figure, we report the average execution times of the experiments
in tables 2.19, 2.20, 2.21, 2.22, 2.23, grouped by the number of samples n. Only the
execution times of experiments executed on the settings described in Section 2.3.1 are
taken into consideration (i.e., we do not take into consideration execution times marked
with the asterisk in the tables). Each execution time in the following table refers to 100
runs of the relative two sample test.

Execution Times

Two Sample Test 50 250 500 2500 5000

GK MMD 1:27 min 1:28 min 1:36 min 3:07 min 19:00 min

EmpNTK MMD 5:18 min 6:12 min 7:32 min 1:20:51 h 5:47:39 h

InfNTK MMD 9:18 min 51:02 min 3:48:38 h - -

GK linMMD 8 s 7 s 8 s 24 s 39 s

EmpNTK linMMD 1:36 min 1:24 min 1:34 min 2:21 min 2:44 min

InfNTK linMMD 4:38 min 5:24 min 4:31 min 13:39 min 25:34 min

Net MMD 1:59 min 3:18 min 5:13 min 20:13 min 30:03 min

BatchNet MMD 1:33 min 1:32 min 1:41 min 2:42 min 3:46 min

Table 2.24: Execution time on MNIST.

Execution time of the two sample tests on MNIST. The times are the average for 100
runs of the test, considering the experiments from Table 2.19 to 2.23.
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Figure 2.17: Execution time on MNIST.
Execution time of the two sample tests on MNIST. The times are the average for 100

runs of the test, considering the experiments from Table 2.19 to 2.23. The x-axis for the
number of examples n is linear, while the y-axis for the execution time in seconds is

logarithmic.

The tests analyzed have significantly different execution times. The InfNTK test has the
highest execution time: for n = 1000 it is one order of magnitude above the other tests,
and for n = 2500 and n = 5000 it has not been possible to run the experiments, since
one execution of the test on n = 2500 takes around 4 hours (and each experiment is
composed by 100 test runs). Then the Emp NTK has the second highest execution time,
followed by the Net MMD test and the InfNTK lin MMD test. Despite being quadratic,
the GK MMD test has an execution time smaller than the Net MMD test: computing the
Gaussian kernel is faster than training a network with batch size 1. Then the BatchNet
MMD and the EmpNTK linMMD tests have smaller execution times, and the test with
the smallest execution time is the GK linMMD.
Despite the InfNTK MMD reaching the highest performances in terms of testing power,
it does not seem to be a practical alternative the the GK MMD, because of its high
time demands. The GK MMD appears to be the test with the best trade-off between
test power and execution time. Tests based on the linear MMD statistic may be useful
for settings with large samples, limited computational resources and large differences
between the distributions p and q; however, they are not able to detect any difference
in the distributions when there is class imbalance or when the Gaussian noise and Roto-
Trasl-Zoom have limited strength (small δ, small σ or small (rmax, tmax, zmax)). All these
considerations are limited to the MNIST dataset; in the following section we will see that
different results have been obtained on the CIFAR-10 dataset.
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2.3.3. Results on CIFAR-10

In this section, we show the results obtained on the CIFAR-10 dataset. It is composed
by 60000 images of dimension 32× 32× 3, divided in 10 classes.
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Figure 2.18: Samples from the CIFAR-10 dataset.

Class Imbalance Remove, n = 2500

Two Sample Test 0 0.1 0.5 1 Execution Time

GK MMD 0.05 0.04 0.32 0.88 15:21 min

EmpNTK MMD 0.03 0.05 0.19 0.70 3:18:26 h

GK linMMD 0.06 0.06 0.08 0.03 4:13 min

EmpNTK linMMD 0.06 0.03 0.02 0.05 10:47 min

InfNTK linMMD 0.03 0.06 0.05 0.04 1:30:17 h

Net MMD 0.05 0.02 0.16 0.41 1:27:42 h

BatchNet MMD 0.05 0.04 0.13 0.37 11:14 min

Table 2.25: Testing power and execution time on CIFAR-10 class imbalance remove, with
n = 2500.

Estimated testing power and execution time on the class imbalance remove alternative
hypothesis on the CIFAR-10 dataset, for n = 2500. The numerical values in the heading

of the tables are the values for δ.
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Class Imbalance Remove, n = 500

Two Sample Test 0 0.1 0.5 1 Execution Time

GK MMD 0.05 0.05 0.10 0.25 8:42 min

EmpNTK MMD 0.04 0.04 0.13 0.12 31:36 min

InfNTK MMD 0.04 0.04 0.12 0.25 16:14:18 h

GK linMMD 0.02 0.02 0.03 0.04 2:59 min

EmpNTK linMMD 0.04 0.05 0.03 0.06 13:26 min

InfNTK linMMD 0.04 0.02 0.03 0.04 31:05 min

Net MMD 0.06 0.07 0.10 0.13 20:55 min

BatchNet MMD 0.03 0.05 0.05 0.08 8:03 min

Table 2.26: Testing power and execution time on CIFAR-10 class imbalance remove, with
n = 500.

Estimated testing power and execution time on the class imbalance remove alternative
hypothesis on the CIFAR-10 dataset, for n = 500. The numerical values in the heading

of the tables are the values for δ.
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Figure 2.19: CIFAR-10 class imbalance remove
Estimated testing power on class imbalance remove on CIFAR-10.
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Class Imbalance Add, n = 2500

Two Sample Test 0 0.1 0.5 1 Execution Time

GK MMD 0.05 0.03 0.38 0.94 10:34 min

EmpNTK MMD 0.03 0.10 0.22 0.67 3:20:14 h

GK linMMD 0.06 0.04 0.02 0.09 1:43 min

EmpNTK linMMD 0.06 0.07 0.04 0.01 11:30 min

InfNTK linMMD 0.03 0.06 0.06 0.07 1:11:48 h

Net MMD 0.05 0.07 0.20 0.37 1:13:10 h

BatchNet MMD 0.05 0.05 0.06 0.37 8:56 min

Table 2.27: Testing power and execution time on CIFAR-10 class imbalance add, with
n = 2500.

Estimated testing power and execution time on the class imbalance add alternative
hypothesis on the CIFAR-10 dataset, for n = 2500. The numerical values in the heading

of the tables are the values for δ.

Class Imbalance Add, n = 500

Two Sample Test 0 0.1 0.5 1 Execution Time

GK MMD 0.05 0.08 0.08 0.28 5:45 min

EmpNTK MMD 0.04 0.04 0.05 0.12 22:25 min

InfNTK MMD 0.04 0.04 0.10 0.28 15:37:35 h

GK linMMD 0.02 0.04 0.05 0.06 20 s

EmpNTK linMMD 0.04 0.08 0.06 0.03 4:34 min

InfNTK linMMD 0.04 0.07 0.05 0.02 21:21 min

Net MMD 0.06 0.05 0.10 0.13 18:29 min

BatchNet MMD 0.03 0.05 0.11 0.08 5:16 min

Table 2.28: Testing power and execution time on CIFAR-10 class imbalance add, with
n = 500.

Estimated testing power and execution time on the class imbalance add alternative
hypothesis on the CIFAR-10 dataset, for n = 500. The numerical values in the heading

of the tables are the values for δ.
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Figure 2.20: CIFAR-10 class imbalance add
Estimated testing power on class imbalance add on CIFAR-10.
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Figure 2.21: CIFAR-10 samples with Gaussian noise.
In the first row, there are five CIFAR-10 samples with no Gaussian noise applied. In the

second row, we apply a Gaussian noise to each image of the first row, with different
values of σ. In (f), σ = 0.004; in (g), σ = 0.04; in (h), σ = 0.1, in (i); σ = 0.4; in (j),

σ = 0.7.
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Gaussian Noise, n = 2500, δ = 0.1

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.05 0.06 0.05 0.04 1 1 17:50 min

EmpNTK MMD 0.03 0.05 0.07 0.34 1 1 6:18:51 h

GK linMMD 0.06 0.10 0.07 0.05 0.11 0.04 2:54 min

EmpNTK linMMD 0.06 0.04 0.03 0.06 0.10 0.36 29:21 min

InfNTK linMMD 0.03 0.06 0.10 0.04 0.05 0.05 2:07:43 h

Net MMD 0.05 0.02 0.03 0.28 1 1 1:59:57 h

BatchNet MMD 0.05 0.09 0.06 0.32 0.99 1 14:51 min

Table 2.29: Testing power and execution time on CIFAR-10 with Gaussian noise, with
n = 2500 and δ = 0.1.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the CIFAR-10 dataset, for n = 2500 and δ = 0.1. The numerical values in

the heading of the tables are the values for σ.

Gaussian Noise, n = 500, δ = 0.1

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.05 0.07 0.06 0.07 0.24 0.66 9:35 min

EmpNTK MMD 0.04 0.11 0.07 0.06 0.91 0.97 39:07 min

InfNTK MMD 0.04 0.02 0.06 0.03 0.10 0.11 26:00:55 h

GK linMMD 0.02 0.02 0.03 0.09 0.06 0.09 42 s

EmpNTK linMMD 0.04 0.05 0.04 0.04 0.03 0.17 8:34 min

InfNTK linMMD 0.04 0.05 0.09 0.04 0.05 0.03 34:42 min

Net MMD 0.06 0.06 0.04 0.15 0.75 0.91 30:37 min

BatchNet MMD 0.03 0.08 0.03 0.06 0.63 0.81 16:14 min

Table 2.30: Testing power and execution time on MNIST with Gaussian noise, with
n = 500 and δ = 0.1.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the MNIST dataset, for n = 500 and δ = 0.1. The numerical values in the

heading of the tables are the values for σ.
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Gaussian Noise, n = 2500, δ = 0.5

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.05 0.06 0.03 0.85 1 1 18:15 min

EmpNTK MMD 0.03 0.07 0.49 1 1 1 6:15:19 h

GK linMMD 0.06 0.04 0 0.09 0.96 1 3:29 min

EmpNTK linMMD 0.06 0.11 0.06 0.18 1 1 31:05 min

InfNTK linMMD 0.03 0.07 0.04 0.06 0.19 0.69 2:05:44 h

Net MMD 0.05 0.06 0.37 0.99 1 1 2:01:53 h*

BatchNet MMD 0.05 0.05 0.32 0.99 1 1 16:13 min

Table 2.31: Testing power and execution time on CIFAR-10 with Gaussian noise, with
n = 2500 and δ = 0.5.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the CIFAR-10 dataset, for n = 2500 and δ = 0.5. The numerical values in

the heading of the tables are the values for σ.

Gaussian Noise, n = 500, δ = 0.5

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.05 0.06 0.09 0.06 1 1 9:42 min

EmpNTK MMD 0.04 0.06 0.10 0.95 1 1 39:11 min

InfNTK MMD 0.04 0.10 0.06 0.05 1 1 25:56:23 h

GK linMMD 0.02 0.03 0.05 0.07 0.56 0.93 51 s

EmpNTK linMMD 0.04 0.07 0.05 0.08 0.98 1 7:55 min

InfNTK linMMD 0.04 0.06 0.06 0.04 0.11 0.26 33:33 min

Net MMD 0.06 0.06 0.12 0.81 1 1 30:51 min

BatchNet MMD 0.03 0.03 0.07 0.72 1 1 10:18 min

Table 2.32: Testing power and execution time on CIFAR-10 with Gaussian noise, with
n = 500 and δ = 0.5.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the CIFAR-10 dataset, for n = 500 and δ = 0.5. The numerical values in

the heading of the tables are the values for σ.
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Gaussian Noise, n = 2500, δ = 1

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.05 0.05 0.08 1 1 1 19:44 min

EmpNTK MMD 0.03 0.05 0.96 1 1 1 6:19:48 h

GK linMMD 0.06 0.07 0.02 0.10 1 1 5:12 s

EmpNTK linMMD 0.06 0.08 0.09 0.73 1 1 42:50 min

InfNTK linMMD 0.03 0.07 0.02 0.03 0.95 1 2:22:10 h

Net MMD 0.05 0.04 0.84 1 1 1 1:40:14 h

BatchNet MMD 0.05 0.06 0.80 1 1 1 17:04 min

Table 2.33: Testing power and execution time on CIFAR-10 with Gaussian noise, with
n = 2500 and δ = 1.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the CIFAR-10 dataset, for n = 2500 and δ = 1. The numerical values in

the heading of the tables are the values for σ.

Gaussian Noise, n = 500, δ = 1

Two Sample Test 0 0.004 0.04 0.1 0.4 0.7 Execution Time

GK MMD 0.05 0.08 0.08 0.64 1 1 6:42 min

EmpNTK MMD 0.04 0.09 0.43 1 1 1 36:40 min

InfNTK MMD 0.04 0.01 0.04 0.10 1 1 15:23:29 h

GK linMMD 0.02 0.03 0.05 0.10 1 1 28 s

EmpNTK linMMD 0.04 0.07 0.02 0.32 1 1 6:46 min

InfNTK linMMD 0.04 0.04 0.03 0.04 0.50 1 1:18:55 h*

Net MMD 0.06 0.08 0.35 0.98 1 1 30:12 min

BatchNet MMD 0.03 0.01 0.35 0.99 1 1 9:29 min

Table 2.34: Testing power and execution time on CIFAR-10 with Gaussian noise, with
n = 500 and δ = 1.

Estimated testing power and execution time on the Gaussian noise alternative
hypothesis on the CIFAR-10 dataset, for n = 500 and δ = 1. The numerical values in

the heading of the tables are the values for σ.
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Figure 2.22: CIFAR-10 Gaussian noise, delta = 0.1
Estimated testing power on Gaussian noise on CIFAR-10, with delta = 0.1.
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Figure 2.23: CIFAR-10 Gaussian noise, delta = 0.5
Estimated testing power on Gaussian noise on CIFAR-10, with delta = 0.5.
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Figure 2.24: CIFAR-10 Gaussian noise, delta = 1
Estimated testing power on Gaussian noise on CIFAR-10, with delta = 1.
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(a) (b) (c)

(d) (e) (f)

Figure 2.25: CIFAR-10 examples rotated, translated and zoomed.
In the first row, there are CIFAR-10 examples. In the second row, random rotations,

translations and zooming have been applied to these images. In (d),
rmax = 10, tmax = 0.1, zmax = 0.1; in (e), rmax = 40, tmax = 0.2, zmax = 0.2; in (f),

rmax = 90, tmax = 0.4, zmax = 0.4.

Roto-Trasl-Zoom, n = 2500, δ = 0.1

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.05 0.06 0.04 0.15 10:48 min

EmpNTK MMD 0.03 0.01 0.06 0.14 3:36:30 h

GK linMMD 0.06 0 0.08 0.03 2:34 min

EmpNTK linMMD 0.06 0.09 0.05 0.04 9:10 min

InfNTK linMMD 0.03 0.02 0.06 0.03 14:53 min

Net MMD 0.05 0.05 0.03 0.09 1:22:27 h

BatchNet MMD 0.05 0.07 0.07 0.10 9:28 min

Table 2.35: Testing power and execution time on CIFAR-10 with roto-trasl-zoom, with
n = 2500 and δ = 0.1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the CIFAR-10 dataset, for n = 2500 and δ = 0.1. The numerical values in

the heading of the tables are the values for rmax, tmax, zmax.
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Roto-Trasl-Zoom, n = 500, δ = 0.1

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.05 0.06 0.12 0.05 6:30 min

EmpNTK MMD 0.04 0.07 0.03 0.07 22:21 min

InfNTK MMD 0.04 0.10 0.08 0.05 15:31:37 h

GK linMMD 0.02 0.06 0.04 0.02 29 s

EmpNTK linMMD 0.04 0.06 0.08 0.06 4:48 min

InfNTK linMMD 0.04 0.06 0.06 0.04 21:46 min

Net MMD 0.06 0.06 0.03 0.06 18:36 min

BatchNet MMD 0.03 0.07 0.04 0.06 5:21 min

Table 2.36: Testing power and execution time on CIFAR-10 with roto-trasl-zoom, with
n = 500 and δ = 0.1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the CIFAR-10 dataset, for n = 500 and δ = 0.1. The numerical values in

the heading of the tables are the values for rmax, tmax, zmax.

Roto-Trasl-Zoom, n = 2500, δ = 0.5

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.05 0.14 0.56 1 13:09 min

EmpNTK MMD 0.03 0.77 0.93 1 3:34:39 h

GK linMMD 0.06 0.09 0.07 0.11 5:27 min

EmpNTK linMMD 0.06 0.09 0.06 0.06 18:51 min

InfNTK linMMD 0.03 0.05 0.07 0.07 1:16:18 h

Net MMD 0.05 0.43 0.53 0.96 1:16:38 h

BatchNet MMD 0.05 0.34 0.50 0.96 11:53 min

Table 2.37: Testing power and execution time on CIFAR-10 with roto-trasl-zoom, with
n = 2500 and δ = 0.1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the CIFAR-10 dataset, for n = 2500 and δ = 0.5. The numerical values in

the heading of the tables are the values for rmax, tmax, zmax.
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Roto-Trasl-Zoom, n = 500, δ = 0.5

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.05 0.06 0.05 0.42 7:01 min

EmpNTK MMD 0.04 0.11 0.11 0.43 23:08 min

InfNTK MMD 0.04 0.08 0.03 0.30 15:31:37 h

GK linMMD 0.02 0.03 0.02 0.08 53 s

EmpNTK linMMD 0.04 0.05 0.05 0.09 5:10 min

InfNTK linMMD 0.04 0.07 0.05 0.06 23:04 min

Net MMD 0.06 0.09 0.12 0.24 19:16 min

BatchNet MMD 0.03 0.16 0.07 0.36 5:40 min

Table 2.38: Testing power and execution time on CIFAR-10 with roto-trasl-zoom, with
n = 500 and δ = 0.5.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the CIFAR-10 dataset, for n = 500 and δ = 0.5. The numerical values in

the heading of the tables are the values for rmax, tmax, zmax.

Roto-Trasl-Zoom, n = 2500, δ = 1

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.05 0.52 1 1 16:09 min

EmpNTK MMD 0.03 1 1 1 3:35:45 h

GK linMMD 0.06 0.01 0.08 0.26 9:06 min

EmpNTK linMMD 0.06 0.07 0.10 0.23 23:25 min

InfNTK linMMD 0.03 0.07 0.10 0.19 1:26:21 h

Net MMD 0.05 0.89 1 1 1:32:15 h

BatchNet MMD 0.05 0.86 0.91 1 14:45 min

Table 2.39: Testing power and execution time on CIFAR-10 with roto-trasl-zoom, with
n = 2500 and δ = 1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the CIFAR-10 dataset, for n = 2500 and δ = 1. The numerical values in

the heading of the tables are the values for rmax, tmax, zmax.
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Roto-Trasl-Zoom, n = 500, δ = 1

Two Sample Test 0,0,0 10,0.1,0.1 40,02,0.2 90,0.4,0.4 Execution Time

GK MMD 0.05 0.10 0.37 1 7:29 min

EmpNTK MMD 0.04 0.33 0.49 0.99 23:53 min

InfNTK MMD 0.04 0.08 0.19 1 15:32:42 h

GK linMMD 0.02 0.02 0.09 0.10 1:30 min

EmpNTK linMMD 0.04 0.06 0.07 0.08 6:02 min

InfNTK linMMD 0.04 0.05 0.03 0.09 22:36 min

Net MMD 0.06 0.30 0.49 0.89 20:01 min

BatchNet MMD 0.03 0.28 0.33 0.70 6:13 min

Table 2.40: Testing power and execution time on CIFAR-10 with roto-trasl-zoom, with
n = 500 and δ = 1.

Estimated testing power and execution time on the roto-trasl-zoom alternative
hypothesis on the CIFAR-10 dataset, for n = 500 and δ = 1. The numerical values in

the heading of the tables are the values for rmax, tmax, zmax.
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Figure 2.26: CIFAR-10 roto-trasl-zoom, delta = 0.1
Estimated testing power on roto-trasl-zoom on CIFAR-10, with delta = 0.1.
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Figure 2.27: CIFAR-10 roto-trasl-zoom, delta = 0.1
Estimated testing power on roto-trasl-zoom on CIFAR-10, with delta = 0.1.
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Figure 2.28: CIFAR-10 roto-trasl-zoom, delta = 0.1
Estimated testing power on roto-trasl-zoom on CIFAR-10, with delta = 0.1.

Experiments carried out on the CIFAR-10 dataset show different results with respect to
experiments carried out on the MNIST dataset. For the class imbalance alternative hy-
potheses, the only test able to detect the difference between p and q is the GK MMD, for
δ = 1 and n = 2500, while for smaller δ and n = 1000 no test reaches a test power higher
than 0.5. Detecting class imbalance on the CIFAR-10 dataset with the methods studied in
this section is more difficult than detecting class imbalance on the MNIST dataset, since
on MNIST the GK MMD reached a significant test power with δ = 0.5 and n = 2500,
and with δ = 1 and n = 1000. Moreover, on MNIST, the EmpNTK and InfNTK tests
could detect class imbalance for some values of δ and n, while on CIFAR-10 they are not.
For the Gaussian noise and roto-trasl-zoom alternative hypotheses, the test showing the
highest test power is the EmpNTK MMD, followed by its linear approximations Net
MMD and Batch Net MMD. The difference in the testing power between Net MMD and
Batch Net MMD is smaller than it is on the MNIST dataset, and these two tests often
reach the same test powers. The GK MMD and InfNTK MMD, which were the best
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performing tests on MNIST, are not able to detect Gaussian noise and roto-trasl-zoom
in settings where EmpNTK MMD, Net MMD and Batch Net MMD are. In general, the
maximum testing power achieved for each setting (i.e., choice of the values (δ, σ)) of the
Gaussian noise alternative hypothesis is higher on CIFAR-10 than in MNIST; instead,
for roto-trasl-zoom, the opposite is true. Indeed, Gaussian noise is also more visible to
humans on the CIFAR-10 dataset, since it is added on three channels instead than one.
Instead, rotations, translations and zooming are already present up to a certain degree
in the CIFAR-10 dataset, while they are very limited in the MNIST dataset: the objects
and animals in the CIFAR-10 datasets are depicted in different angles, sizes and positions
in the image, while digits in the MNIST dataset are always vertical, centered in the im-
age and of the same size. Therefore small rotations, translations and zooming artificially
added to MNIST images make them distinguishable from original MNIST examples, while
the same is not valid for CIFAR-10 images.
For the GK LinMMD, EmpNTK LinMMD and InfNTK LinMMD tests, similar consider-
ations can be drawn on CIFAR-10 with respect to the ones drawn on the MNIST dataset:
they are not able to detect class imbalance, and they detect Gaussian noise and roto-
trasl-zoom only when the difference between p and q is very high (i.e., high values for
δ, σ, (rmax, tmax, zmax)). Among these tests, the one reaching the higher test power is the
Emp NTK test.
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Null Hypothesis

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.05 0.08 0.05 0.05 0.02 33:27 min

EmpNTK MMD 0.08 0.09 0.04 0.03 0.05 7:04:46

InfNTK MMD 0.03 0.02 0.04 - - 6:44:26 h

GK linMMD 0.07 0.06 0.02 0.06 0.03 1:38 min

EmpNTK linMMD 0.06 0.03 0.04 0.06 0.07 13:47 min

InfNTK linMMD 0.05 0.07 0.04 0.03 0.03 1:25:53 h

Net MMD 0.03 0.03 0.06 0.05 0.06 1:28:24 h

BatchNet MMD 0.06 0.02 0.03 0.05 0.03 14:27 min

Table 2.41: Testing power and execution time on CIFAR-10 Null Hypothesis with varying
n.

Estimated testing power and execution time on the null hypothesis on the CIFAR-10
dataset for varying n. The numerical values in the heading of the tables are the values

for n.
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Class Imbalance Remove, δ = 0.5

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.03 0.04 0.10 0.32 0.65 30:47 min

EmpNTK MMD 0.05 0.04 0.13 0.19 0.32 7:20:09

InfNTK MMD 0.07 0.08 0.12 - - 6:20:13 h

GK linMMD 0.06 0.05 0.03 0.08 0.07 2:30 min

EmpNTK linMMD 0.06 0.07 0.03 0.02 0.07 11:02 min

InfNTK linMMD 0.07 0.04 0.03 0.05 0.07 9:15:04 h*

Net MMD 0.02 0.03 0.10 0.16 0.34 1:10:04 h

BatchNet MMD 0.05 0.11 0.05 0.13 0.18 10:56 min

Table 2.42: Testing power and execution time on CIFAR-10 Class Imbalance Remove,
with δ = 0.5 and varying n.

Estimated testing power and execution time on Class Imbalance Remove on the
CIFAR-10 dataset, for δ = 0.5 and varying n. The numerical values in the heading of

the tables are the values for n.
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Figure 2.29: CIFAR-10 Class Imbalance Remove, delta = 0.5, varying n

Estimated testing power on Class Imbalance Remove on the CIFAR-10 dataset, for
δ = 0.5 and varying n.
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Class Imbalance Add, δ = 0.5

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.07 0.04 0.08 0.38 0.57 33:37 min

EmpNTK MMD 0.05 0.06 0.05 0.22 0.41 6:40:18

InfNTK MMD 0.03 0.08 0.10 - - 6:51:20 h

GK linMMD 0.03 0.05 0.05 0.02 0.06 1:52 min

EmpNTK linMMD 0.09 0.02 0.06 0.04 0.03 13:24 min

InfNTK linMMD 0.03 0.11 0.05 0.06 0.05 1:29:24 h

Net MMD 0.08 0.03 0.10 0.20 0.25 1:25:11 h

BatchNet MMD 0.09 0.02 0.11 0.06 0.27 12:20 min

Table 2.43: Testing power and execution time on CIFAR-10 Class Imbalance Add, with
δ = 0.5 and varying n.

Estimated testing power and execution time on Class Imbalance Add on the CIFAR-10
dataset, for δ = 0.5 and varying n. The numerical values in the heading of the tables are

the values for n.
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Figure 2.30: CIFAR-10 Class Imbalance Add, delta = 0.5, varying n

Estimated testing power on Class Imbalance Add on the CIFAR-10 dataset, for δ = 0.5

and varying n.
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Gaussian Noise, δ = 0.5, σ = 0.1

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.09 0.14 0.06 0.85 1 30:14 min

EmpNTK MMD 0.16 0.75 0.95 1 1 7:37:42

InfNTK MMD 0.01 0.01 0.05 - - 4:03:41 h

GK linMMD 0.04 0.04 0.07 0.09 0.05 40 s

EmpNTK linMMD 0.10 0.08 0.08 0.18 0.30 11:23 min

InfNTK linMMD 0.07 0.06 0.04 0.06 0.08 7:38:10 h*

Net MMD 0.11 0.57 0.81 0.99 1 1:05:02 h

BatchNet MMD 0.12 0.47 0.72 0.99 1 11:13 min

Table 2.44: Testing power and execution time on CIFAR-10 with Gaussian Noise, with
δ = 0.5, σ = 0.1 and varying n.

Estimated testing power and execution time on Gaussian Noise on the CIFAR-10
dataset, for δ = 0.5, σ = 0.1 and varying n. The numerical values in the heading of the

tables are the values for n.

(a)

50 25
0

50
0

25
00

50
00

n

0.0

0.2

0.4

0.6

0.8

1.0

te
st

 p
ow

er

Gaussian Noise, delta = 0.5, sigma = 0.1

(b)

Figure 2.31: CIFAR-10 Gaussian Noise, delta = 0.5, sigma = 0.1, varying n

Estimated testing power on Gaussian Noise on the CIFAR-10 dataset, for δ = 0.5,
σ = 0.1 and varying n.
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Roto-Trasl-Zoom, δ = 0.5, (rmax, tmax, zmax = (40, 0.2, 0.2)

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.04 0.06 0.05 0.56 0.95 37:13 min

EmpNTK MMD 0.06 0.07 0.11 0.93 0.98 7:13:10

InfNTK MMD 0.09 0.05 0.03 - - 6:44:30 h

GK linMMD 0.06 0.07 0.02 0.07 0.08 5:09 min

EmpNTK linMMD 0.06 0.04 0.05 0.06 0.05 18:59 min

InfNTK linMMD 0.04 0.06 0.05 0.07 0.04 1:28:48 h

Net MMD 0.07 0.03 0.12 0.53 0.90 1:26:31 h

BatchNet MMD 0.05 0.05 0.07 0.50 0.79 15:15 min

Table 2.45: Testing power and execution time on MNIST with Roto-Trasl-Zoom, with
δ = 0.5, (rmax, tmax, zmax = (40, 0.2, 0.2) and varying n.

Estimated testing power and execution time on Roto-Trasl-Zoom on the MNIST
dataset, for δ = 0.5, (rmax, tmax, zmax = (40, 0.2, 0.2) and varying n. The numerical

values in the heading of the tables are the values for n.
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Figure 2.32: CIFAR-10 Roto-Trasl-Zoom, delta = 0.5, (rmax, tmax, zmax) = (40, 0.2, 0.2),
varying n

Estimated testing power on Roto-Trasl-Zoom on the CIFAR-10 dataset, for δ = 0.5,
(rmax, tmax, zmax) = (40, 0.2, 0.2) and varying n.

In Tables from 2.41 to 2.45 tests with varying number of samples have been performed.
As for the MNIST dataset, for n = 50, no test is able to distinguish the alternative hy-
pothesis from the null one, for any setting considered. For the class imbalance alternative
hypotheses, the only test effective with δ = 0 is the GK MMD with n = 5000; for smaller
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n, no test is effective. For the Gaussian noise alternative hypothesis, with δ = 0.5 and
σ = 0.1, the EmpNTK MMD test reaches a test power of 0.75 for n = 250, and for n = 500

also the Net MMD and BatchNet MMD tests obtain a test power higher than 0.7. For
n = 2500, also the GK MMD is able to distinguish the alternative hypothesis from the null
one. For the roto-trasl-zoom alternative hypothesis with δ = 0.5 and (rmax, tmax, zmax),
no test succeeds for n ∈ {50, 250, 500}; for n = 2500 the only test succeeding is the Emp-
NTK MMD; for n = 5000 also the GK MMD, Net MMD and BatchNet MMD are able to
distinguish the alternative hypothesis from the null hypothesis. The tests based on the
linMMD statistic are not effective for any of the settings considered.

As for the MNIST dataset, we report the average execution times of experiments in
Tables from 2.41 to 2.45, grouped by the number of samples n. Each execution time in
the following table refers to 100 runs of the relative two sample test.

Execution Times

Two Sample Test 50 250 500 2500 5000

GK MMD 2:16 min 2:21 min 2:12 min 4:17 min 23:55 min

EmpNTK MMD 5:18 min 6:25 min 7:51 min 1:08:36 h 5:36:51 h

InfNTK MMD 11:57 min 1:23:40 h 5:13:43 h - -

GK linMMD 16 s 16 s 23 s 1:13 min 1:36 min

EmpNTK linMMD 1:41 min 1:39 min 2:12 min 4:48 min 6:07 min

InfNTK linMMD 6:12 min 7:22 min 7:41 min 25:06 min 42:56 min

Net MMD 2:15 min 4:29 min 6:24 min 26:07 min 48:48 min

BatchNet MMD 2:05 min 2:17 min 2:02 min 3:20 min 5:03 min

Table 2.46: Execution time on CIFAR-10.

Execution time of the two sample tests on CIFAR-10. The times are the average for 100
runs of the test, considering the experiments from Table 2.41 to 2.45.
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Figure 2.33: Execution time on CIFAR-10.
Execution time of the two sample tests on CIFAR-10. The times are the average for 100
runs of the test, considering the experiments from Table 2.41 to 2.45. The x-axis for the

number of examples n is linear, while the y-axis for the execution time in seconds is
logarithmic.

The ratio between the execution times of the tests is the same to the one on the MNIST
dataset.
Finally, we summarize our findings on the CIFAR-10 dataset. The best test to detect
class imbalance is the GK MMD, like for the MNIST dataset. Instead, the test reaching
the highest test powers on the Gaussian noise and roto-trasl-zoom alternative hypotheses
is the EmpNTK MMD, while for the MNIST dataset it was the GK MMD. Given that
the EmpNTK MMD is quadratic, and therefore its execution time significantly increases
as n increases, the best approach is to use the EmpNTK MMD with small n, since it is
the test that reaches the highest test power and its execution time is not prohibitive, and
use the BatchNet MMD test with higher n, since it reaches comparable test power to the
EmpNTK MMD with a much smaller execution time. It also has to be noted that all the
best performing tests on the CIFAR-10 dataset for the Gaussian noise and roto-trasl-zoom
alternative hypotheses, that modify the distribution p by modifying images individually,
are based on the empirical NTK; therefore we can conclude that it appropriately expresses
a notion of similarity between single images. Instead, for the MNIST dataset, the best
performing kernel was the Gaussian kernel.
The difference in the results between the MNIST and CIFAR-10 datasets can be explained
by the fact that the MNIST dataset is much more simple than the CIFAR-10 dataset:
it has grayscale images, all the digits depicted are centered and have approximately the
same scale, and images of the same class are very similar among each other; this makes
it more similar to a vector dataset than to an image dataset. Therefore, we believe that
the results on the CIFAR-10 dataset are more significant for the application of the tests
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analyzed on images.

2.4. Network architecture impact on NTK MMD

In Section 2.3, we always used the same convolutional neural network to perform all the
experiments. In this section, we investigate whether the network architecture and training
configuration has an impact on the tests performance. We focus on the NetMMD and
BatchNet MMD tests, and consider varying filter size, number of convolutional hidden
layers, number of channels and learning rate. We consider the Gaussian noise alternative
hypothesis, with n = 2500, δ = 0.5 and σ ∈ {0, 0.02, 0.04, 0.06, 0.08, 0.1}, on both the
MNIST and CIFAR-10 datasets. The structure of the networks we consider in this section
is a generalization of the structure of the network used in Section 2.3: L convolutional
layers, each with q × q filters and 2lN channels, where l is the index of the convolutional
layer, starting from 0; each convolutional layer has ReLu activation and is followed by
a max pooling layer; then, a flattening layer, a dense layer with 128 neurons and ReLu
activation and a one-neuron output layer. The learning rate used in training is η. The
convolutional stride and padding, weight initialization, momentum and train-test split is
the same as in Section 2.3. All the experiments have been executed on an 11 GB NVIDIA
GeForce GTX 1080 Ti GPU, and each testing power has been estimated with 100 runs of
the test.
In Tables from 2.47 to 2.50, we perform the NetMMD and BatchNet MMD tests with
varying filter size q × q, with q ∈ {3, 5}. The other parameters of the network are fixed
at L = 2, N = 16, η = 10−3.

Net MMD on MNIST with varying filter size

q 0 0.02 0.04 0.06 0.08 1

3 0.08 0.29 0.87 0.98 1 1

5 0.02 0.18 0.30 0.68 1 1

Table 2.47: Testing power of Net MMD with varying filter size on MNIST.

Estimated testing power of the Net MMD test, using networks with varying filter size q

on the MNIST dataset with the Gaussian noise alternative hypothesis. The numerical
values in the heading of the table are the values for σ.
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BatchNet MMD on MNIST with varying filter size

q 0 0.02 0.04 0.06 0.08 1

3 0.06 0.17 0.78 1 0.99 1

5 0.07 0.17 0.38 0.93 1 1

Table 2.48: Testing power of BatchNet MMD with varying filter size on MNIST.

Estimated testing power of the BatchNet MMD test, using networks with varying filter
size q on the MNIST dataset with the Gaussian noise alternative hypothesis. The

numerical values in the heading of the table are the values for σ.

Net MMD on CIFAR-10 with varying filter size

q 0 0.02 0.04 0.06 0.08 1

3 0.06 0.13 0.68 0.94 1 1

5 0.07 0.12 0.42 0.83 1 1

Table 2.49: Testing power of Net MMD with varying filter size on CIFAR-10.

Estimated testing power of the Net MMD test, using networks with varying filter size q

on the CIFAR-10 dataset with the Gaussian noise alternative hypothesis. The numerical
values in the heading of the table are the values for σ.

BatchNet MMD on CIFAR-10 with varying filter size

q 0 0.02 0.04 0.06 0.08 1

3 0.04 0.11 0.65 0.96 1 1

5 0.07 0.17 0.46 0.90 1 1

Table 2.50: Testing power of BatchNet MMD with varying filter size on CIFAR-10.

Estimated testing power of the BatchNet MMD test, using networks with varying filter
size q on the CIFAR-10 dataset with the Gaussian noise alternative hypothesis. The

numerical values in the heading of the table are the values for σ.

We observe that filter size has a significant impact on the testing power of Net MMD
and BatchNet MMD: with q = 3, higher testing power is obtained. This happens also
when convolutional neural networks are applied to other tasks, such as classification, since
smaller filters are able to capture smaller details and features in images.
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In Tables from 2.51 to 2.54, we perform the NetMMD and BatchNet MMD tests with
varying number of convolutional layers L, for values L ∈ {1, 2, 3, 4}. The other parameters
of the network are fixed at q = 3, N = 16, η = 10−3.

Net MMD on MNIST with varying number of convolutional layers

L 0 0.02 0.04 0.06 0.08 1

1 0.02 0.19 0.91 0.99 1 1

2 0.08 0.29 0.87 0.98 1 1

3 0.05 0.20 0.77 0.99 1 1

4 0.03 0.12 0.54 0.91 0.99 1

Table 2.51: Testing power of Net MMD with varying number of convolutional layers on
MNIST.

Estimated testing power of the Net MMD test, using networks with varying number of
convolutional layers L on the MNIST dataset with the Gaussian noise alternative
hypothesis. The numerical values in the heading of the table are the values for σ.

BatchNet MMD on MNIST with varying number of convolutional layers

L 0 0.02 0.04 0.06 0.08 1

1 0.05 0.22 0.88 0.99 1 1

2 0.06 0.17 0.78 1 0.99 1

3 0.08 0.13 0.65 0.92 0.98 1

4 0.04 0.20 0.70 0.88 0.98 1

Table 2.52: Testing power of BatchNet MMD with varying number of convolutional layers
on MNIST.

Estimated testing power of the BatchNet MMD test, using networks with varying
number of convolutional layers L on the MNIST dataset with the Gaussian noise

alternative hypothesis. The numerical values in the heading of the table are the values
for σ.
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Net MMD on CIFAR-10 with varying number of convolutional layers

L 0 0.02 0.04 0.06 0.08 1

1 0.06 0.14 0.54 0.93 0.97 1

2 0.06 0.13 0.68 0.94 1 1

3 0.05 0.09 0.44 0.96 0.98 1

4 0.05 0.06 0.27 0.63 0.74 0.66

Table 2.53: Testing power of Net MMD with varying number of convolutional layers on
CIFAR-10.

Estimated testing power of the Net MMD test, using networks with varying number of
convolutional layers L on the CIFAR-10 dataset with the Gaussian noise alternative
hypothesis. The numerical values in the heading of the table are the values for σ.

BatchNet MMD on CIFAR-10 with varying number of convolutional layers

L 0 0.02 0.04 0.06 0.08 1

1 0.07 0.14 0.51 0.92 1 1

2 0.04 0.11 0.65 0.96 1 1

3 0.04 0.11 0.47 0.94 1 1

4 0.07 0.06 0.55 0.93 1 1

Table 2.54: Testing power of BatchNet MMD with varying number of convolutional layers
on CIFAR-10.

Estimated testing power of the BatchNet MMD test, using networks with varying
number of convolutional layers L on the CIFAR-10 dataset with the Gaussian noise

alternative hypothesis. The numerical values in the heading of the table are the values
for σ.

We observe that also the number of convolutional layers influences the test power. For
each dataset, there is an optimal value for L, which is L = 1 for MNIST and L = 2 for
CIFAR-10. This is different from what happens with other tasks, such as classification,
where deep networks often overperform shallow networks. The Gaussian noise is a local
modification of the image, and therefore shallow networks may be more suited for detecting
it, while deep networks are more suited to recognize high-level features, such as the class
which an image belongs to.
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In Tables from 2.55 to 2.58, we perform the NetMMD and BatchNet MMD tests with vary-
ing number of channels 2lN in each convolutional layer, for values N ∈ {16, 64, 256, 1024}.
The other parameters of the network are fixed at q = 3, L = 2, η = 10−3.

Net MMD on MNIST with varying number of channels in convolutional layers

L 0 0.02 0.04 0.06 0.08 1

16 0.08 0.29 0.87 0.98 1 1

64 0.03 0.21 0.91 1 1 1

256 0.04 0.15 0.54 0.90 0.95 0.99

1024 0.04 0.08 0.18 0.32 0.41 0.46

Table 2.55: Testing power of Net MMD with varying number of channels in convolutional
layers on MNIST.

Estimated testing power of the Net MMD test, using networks with varying number of
channels in convolutional layers 2lN on the MNIST dataset with the Gaussian noise

alternative hypothesis. The numerical values in the heading of the table are the values
for σ.

BatchNet MMD on MNIST with varying number of channels in convolutional
layers

L 0 0.02 0.04 0.06 0.08 1

16 0.0 0.17 0.78 1 0.99 1

64 0.05 0.20 0.84 1 1 1

256 0.04 0.22 0.64 0.98 1 1

1024 0.07 0.16 0.58 0.84 0.98 0.98

Table 2.56: Testing power of BatchNet MMD with varying number of channels in convo-
lutional layers on MNIST.

Estimated testing power of the BatchNet MMD test, using networks with varying
number of channels in convolutional layers 2lN on the MNIST dataset with the

Gaussian noise alternative hypothesis. The numerical values in the heading of the table
are the values for σ.
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Net MMD on CIFAR-10 with varying number of channels in convolutional
layers

L 0 0.02 0.04 0.06 0.08 1

16 0.06 0.13 0.68 0.94 1 1

64 0.08 0.09 0.55 0.94 1 1

256 0.06 0.07 0.46 0.82 0.93 1

1024 0.05 0.05 0.22 0.39 0.43 0.58

Table 2.57: Testing power of Net MMD with varying number of channels in convolutional
layers on CIFAR-10.

Estimated testing power of the Net MMD test, using networks with varying number of
channels in convolutional layers 2lN on the CIFAR-10 dataset with the Gaussian noise
alternative hypothesis. The numerical values in the heading of the table are the values

for σ.

BatchNet MMD on CIFAR-10 with varying number of channels in convolu-
tional layers

L 0 0.02 0.04 0.06 0.08 1

16 0.04 0.11 0.65 0.96 1 1

64 0.03 0.08 0.61 0.97 1 1

256 0.04 0.13 0.50 0.94 1 1

1024 0.07 0.10 0.41 0.82 0.98 1

Table 2.58: Testing power of BatchNet MMD with varying number of channels in convo-
lutional layers on CIFAR-10.

Estimated testing power of the BatchNet MMD test, using networks with varying
number of channels in convolutional layers 2lN on the CIFAR-10 dataset with the

Gaussian noise alternative hypothesis. The numerical values in the heading of the table
are the values for σ.

For the MNIST dataset, the optimal value for N is 64, while for the CIFAR-10 dataset it
is 16. For both datasets, increasing N to 256 and 1024 makes the test power drop. This
phenomenon is more relevant for the Net MMD test. The explanation is that the learning
rate is kept fixed, and for N = 256 and N = 1024, it can happen that the output of the
network diverges. When the output of the network diverges, the Tnet statistic can assume
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extremely high or low (negative) values, and in the latter case the test accepts the null
hypothesis, since the statistic is lower than the threshold corresponding to the p-value α.
This happens less frequently for the BatchNet MMD statistic, since the gradient descent
steps are less training with batch size 64 than training with batch size 1. Instead, the
reason why the optimal N for MNIST is 64, and the optimal N for CIFAR-10 is 16, is
that for MNIST the optimal kernel was the infinite-width NTK, better approximated by
a larger network, while for CIFAR-10 the optimal kernel was the empirical kernel of a
network with N = 16.

In Tables from 2.59 to 2.62, we perform the NetMMD and BatchNet MMD tests with
varying learning rate, for values η ∈ {10−2, 10−3, 10−4, 10−5}. The other parameters of
the network are fixed at q = 3, L = 2, N = 16.

Net MMD on MNIST with varying learning rate

L 0 0.02 0.04 0.06 0.08 1

10−2 0.05 0.25 0.85 0.99 1 1

10−3 0.08 0.29 0.87 0.98 1 1

10−4 0.05 0.34 0.82 0.99 1 1

10−5 0.04 0.27 0.9 1 1 1

Table 2.59: Testing power of Net MMD with varying learning rate on MNIST.

Estimated testing power of the Net MMD test, using networks with varying learning
rate η on the MNIST dataset with the Gaussian noise alternative hypothesis. The

numerical values in the heading of the table are the values for σ.

BatchNet MMD on MNIST with varying learning rate

L 0 0.02 0.04 0.06 0.08 1

10−2 0.05 0.20 0.82 0.98 1 1

10−3 0.06 0.17 0.78 1 0.99 1

10−4 0.05 0.27 0.89 0.98 1 1

10−5 0.03 0.16 0.74 0.98 1 1

Table 2.60: Testing power of BatchNet MMD with varying learning rate on MNIST.

Estimated testing power of the BatchNet MMD test, using networks with varying
learning rate η on the MNIST dataset with the Gaussian noise alternative hypothesis.

The numerical values in the heading of the table are the values for σ.
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Net MMD on CIFAR-10 with varying learning rate

L 0 0.02 0.04 0.06 0.08 1

10−2 0.03 0.07 0.45 0.86 0.98 0.94

10−3 0.06 0.13 0.68 0.94 1 1

10−4 0.05 0.11 0.59 0.97 1 1

10−5 0.05 0.10 0.57 0.94 1 1

Table 2.61: Testing power of Net MMD with varying learning rate on CIFAR-10.

Estimated testing power of the Net MMD test, using networks with varying learning
rate η on the CIFAR-10 dataset with the Gaussian noise alternative hypothesis. The

numerical values in the heading of the table are the values for σ.

BatchNet MMD on CIFAR-10 with varying learning rate

L 0 0.02 0.04 0.06 0.08 1

10−2 0.06 0.06 0.55 0.94 1 1

10−3 0.04 0.11 0.65 0.96 1 1

10−4 0.09 0.12 0.52 0.92 0.99 1

10−5 0.02 0.13 0.60 0.94 1 1

Table 2.62: Testing power of BatchNet MMD with varying learning rate on CIFAR-10.

Estimated testing power of the BatchNet MMD test, using networks with varying
learning rate η on the CIFAR-10 dataset with the Gaussian noise alternative hypothesis.

The numerical values in the heading of the table are the values for σ.

All the values used in the preceding tables for the learning rate yield similar results in
terms of testing power. However, if the difference between p and q is higher, or if the
network is deeper or larger keeping the learning rate unchanged, it may happen that the
output of the network diverges, as it was described earlier. For example, on the MNIST
dataset, the test power of the Net MMD using the network of Section 2.3 (which has
learning rate η = 10−3) is 1 for δ = 0.1 and σ = 0.4. If we set the learning rate to
η = 10−2, the test power drops to 0.5, since the Net MMD statistic becomes a random
large number, negative or positive, and the test accepts the null hypothesis when it is
negative, and accepts the alternative hypothesis when it is positive.
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through the witness function of
NTK MMD

In this chapter, we apply the NTK MMD tests presented in chapter 2 to the detection of
adversarial examples generated by the Projected Gradient Descent (PGD) attack. We first
use the two sample tests to distinguish between a sample containing only clean images and
a sample containing a fraction δ of adversarial images. Then, we investigate the possibility
to use the witness function of tests to individuate which images are actually adversarial
in a sample with both adversarial and clean images. Finally, we develop a variant of the
PGD attack against the witness function based detection of adversarial images.

3.1. Background

Adversarial attacks to neural networks consist of adding small perturbations to inputs to
cause the network to misclassify them [2, 41]. In this chapter, we focus on adversarial
attacks on images, but they apply to any data. Adversarial attacks can undermine the
functionality of systems based on neural networks; for example. they can be used to
bypass facial recognition systems [39], perturbing traffic signs to misdirect autonomous
vehicle [13], perturbing medical images leading to misdiagnosis [29].

Consider a neural network for classification on images, with inputs x ∈ RP×Q×N , where
P is the width, Q is the height and N is the number of channels of the image. Let
f : RP×Q×N → RC be the function computed by the network, where C is the number of
classes in the classification problem. We denote by f(x)i the i-th output of the network,
which represents the probability that image x belongs to class i. The prediction of the
network is argmaxi∈{0,...,C−1}fi(x), and we denote the true class of the image as c∗(x).
Given an image x, that we call clean, it is possible to generate an adversarial image xadv

such that d(x, xadv) is small for some distance metric d, and c∗(x) ̸= c(xadv), even if
c∗(x) = c(x). The distance metrics more used in the literature are based on the l∞ and
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the l2 norms:

||x||∞ = sup
i

xi, (3.1)

||x||2 =
√∑

i

x2
i . (3.2)

Adversarial attacks can be white box or black box. In white box attacks, the attacker
has the complete knowledge of the attacked model, i.e., of its parameters, weights, model
architecture, training method and possibly training dataset. In a black box attack the
attacker only interacts with the model by feeding it inputs and reading its outputs, i.e.,
the attacker does not have access to model parameters, weights, architecture and train-
ing method. Adversarial attacks can be targeted or untargeted. Untargeted adversarial
attacks aim to make the network misclassify xadv, without caring which class c(xadv) the
adversarial image is assigned to. Targeted adversarial attacks, instead, aim to make the
network classify xadv to a predetermined class ctarget ̸= c∗(x).

In this chapter, we focus on the Projected Gradient Descent (PGD) attack [30], which is
an improvement of the Fast Gradient Sign Method (FGSM) attack [16]. It is a simple and
popular iterative white box and untargeted attack. Let L(θ, x, c∗(x)) be the loss against
which the network is trained. The adversarial image xadv in initialized as x0

adv = x, and
then for every iteration t = 1, ...Niter:

1. Compute the gradient of the loss L with respect to xt−1;

2. Update xt−1 in the direction of the of the gradient, i.e. add to xt−1 a term equal to
the sign of the gradient multiplied by a learning rate η;

3. Project the image obtained on the ϵ-ball around x, with respect to the norm chosen;
ϵ is called budget of the attack.

More formally:

xt
adv = Πx+ε(x

t−1
adv + ηsign(∇xt−1

adv
L(θ, xt−1

adv , c
∗(x))). (3.3)

where Πx+ϵ is the projection operator on the ε-ball around x. The PGD attack aims
to maximize the loss function on xadv through gradient ascent (or, equivalently, gradient
descent on the negative loss function), in order to bring the network to misclassify xadv,
while keeping xadv similar to x, i.e., ||xadv − x|| < ε for the norm chosen. The attack can
be carried out for a fixed number of iterations, as described above, or it can stop when
xadv is misclassified.

In order to contrast adversarial attacks, multiple defense and detection mechanisms have
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been developed. Defense methods aim to make networks more robust with respect to
adversarial attacks, i.e., to classify adversarial samples correctly. Some defense methods
are adversarial training [16], which consists in augmenting the training data with ad-
versarial examples, gradient masking [35], which obscures the gradients that the attacker
uses to generate the adversarial examples, and defensive distillation, that trains a distilled
model using softened probabilities from a larger, well-trained model. Detection methods,
instead, involve a separate detector model to distinguish between clean and adversarial
samples. Some examples of detection methods are feature squeezing [43], that compares
the prediction of the network on the original example against the prediction on a squeezed
example and MagNet [32], which detects images outside the manifold of the training data.

Another option to detect adversarial examples is using statistical methods, such as the
MMD two sample test. In [18], the MMD with Gaussian kernel (which in Chapter 2 we
have called GK MMD) has been successfully used to detect adversarial MNIST examples
generated by the PGD attack. However, in [6] it has been shown that the GK MMD is
not able to detect CIFAR-10 adversarial examples generated by the Carlini-Wagner attack
[5], that frames the generation of adversarial examples as an optimization problem that
finds the smallest perturbation of the input image that causes a misclassification. In [14]
it is argued that the reason for the failing of the GK MMD test is the inappropriateness
of the Gaussian kernel, and the MMD linear statistic using a deep kernel [26], i.e., a
kernel parametrized by a deep neural network, is successfully used to detect CIFAR-10
adversarial examples generated by the PGD attack.

3.2. Using the NTK MMD two sample test and its

approximations for adversarial detection

In this section, we investigate whether the NTK is a valid kernel for performing two sample
tests between a sample with clean images and a sample containing a fraction of adversarial
images. We use all the tests presented in Chapter 2, perform the experiments on both
the MNIST and CIFAR-10 datasets. We generate the adversarial examples through the
PGD attack, with a varying number of iterations Niter ∈ {20, 25, 100, 1000} and using
the l∞ norm. We use the same network and training settings as in Chapter 2, and we
also use the same p-value of α = 0.05. Also the execution environment is the same. We
consider always m = n, and use the same values for n as in Chapter 2. We sample X

from the clean dataset, and for Y we sample δn adversarial images and (1 − δ)n clean
images. We consider values δ ∈ {0.1, 0.5, 1} for the fraction of adversarial examples in
Y . For n ∈ {500, 2500} we perform the tests for all the values of δ and Niter, while for
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n ∈ {50, 250, 5000} we perform the tests only for δ = 0.5 and Niter = 25.

3.2.1. Experimental Results on the MNIST dataset

For the PGD attack on the MNIST dataset, we use a budget ε = 0.3 (images are nor-
malized between 0 and 1) and a learning rate η = 0.01. The network attacked is a
convolutional neural network with the following structure:

• A convolutional layer with 64 channels, a convolutional layer with 128 channels, a
max pooling layer;

• A convolutional layer with 128 channels, followed by a dropout layer with dropout
rate 0.25;

• A flattening layer, a dense layer with 128 neurons, a dropout layer with dropout
rate 0.5, and a final dense layer with 10 neurons.

All layers are ReLu-activated, and the convolutional filters used have size 3×3 and stride
1. The network is trained for 20 epochs with batch size 64 and learning rate 0.001. The
first 60000 examples of the MNIST dataset are used to train the network, and the last
10000 are used to generate the adversarial examples. The network reaches an accuracy
of 0.9898 on the last 10000 examples of the dataset. In the following table we show
the fooling percentage of the PGD attack with varying number of iterations, i.e., the
percentage of misclassified adversarial examples.

Fooling Percentage on MNIST

Niter Fooling Percentage

20 0.8518

25 0.9427

100 0.9990

1000 0.9998

Table 3.1: Fooling percentage of the PGD attack on MNIST.

Fooling percentage of the PGD attack on MNIST, with varying number of iterations.

In the following figure, we show some examples generated by the PGD attack.
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Figure 3.1: Adversarial examples from the MNIST dataset.
In the first column, there are clean examples from the MNIST dataset. In the other

columns, we apply the PGD attack to these examples for Niter = 20, 25, 100, 1000 and
show the adversarial examples obtained.

In the following tables, we show the empirical test power achieved by the tests, together
with their execution time.

Adversarial examples, n = 2500, δ = 0.1

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.04 0.35 0.70 1 1 12:27 min

EmpNTK MMD 0.03 0.15 0.29 0.79 0.84 4:47:56 h

GK linMMD 0.02 0.03 0.03 0.04 0.07 1:07 min

EmpNTK linMMD 0.06 0.08 0.09 0.08 0.03 14:13 min

InfNTK linMMD 0.06 0.02 0.11 0.06 0.08 57:45 min

Net MMD 0.02 0.12 0.28 0.61 0.75 1:47:53 h

BatchNet MMD 0.07 0.15 0.30 0.63 0.63 9:29 min

Table 3.2: Testing power and execution time on MNIST against adversarial examples,
with n = 2500 and δ = 0.1.

Estimated testing power and execution time against adversarial examples on the MNIST
dataset, for n = 2500 and δ = 0.1. The numerical values in the heading of the tables are
the values for Niter. In the column with Niter = 0, the empirical testing power for p = q

is reported.
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Adversarial examples, n = 500, δ = 0.1

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.08 0.10 0.10 0.23 0.26 5:34 min

EmpNTK MMD 0.05 0.11 0.11 0.24 0.28 31:46 min

InfNTK MMD 0.08 0.11 0.14 0.24 0.32 12:10:03 h

GK linMMD 0.02 0.11 0.03 0.06 0.06 1:02 min

EmpNTK linMMD 0.05 0.06 0.02 0.02 0.06 8:23 min

InfNTK linMMD 0.06 0.06 0.06 0.03 0.05 19:12 min

Net MMD 0.05 0.06 0.11 0.15 0.12 24:34 min

BatchNet MMD 0.07 0.07 0.13 0.07 0.10 8:01 min

Table 3.3: Testing power and execution time on MNIST against adversarial examples,
with n = 500 and δ = 0.1.

Estimated testing power and execution time against adversarial examples on the MNIST
dataset, for n = 500 and δ = 0.1. The numerical values in the heading of the tables are
the values for Niter. In the column with Niter = 0, the empirical testing power for p = q

is reported.

(a)

0 20 25 100 1000
N_iter

0.0

0.2

0.4

0.6

0.8

1.0

te
st

 p
ow

er

Adversarial examples, n = 2500, delta = 0.1

(b)

0 20 25 100 1000
N_iter

0.0

0.2

0.4

0.6

0.8

1.0

te
st

 p
ow

er

Adversarial examples, n = 500, delta = 0.1

(c)

Figure 3.2: Two sample tests on adversarial MNIST, δ = 0.1
Estimated testing power and execution time on adversarial examples from MNIST, with

δ = 0.1.
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Adversarial examples, n = 2500, δ = 0.5

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.04 1 1 1 1 13:04 min

EmpNTK MMD 0.03 1 1 1 1 4:46:41 h

GK linMMD 0.02 0.25 0.39 0.93 0.95 1:04 min

EmpNTK linMMD 0.06 0.14 0.12 0.60 0.67 13:48 min

InfNTK linMMD 0.06 0.39 0.60 0.99 1 57:25 min

Net MMD 0.02 1 1 1 1 1:34:02 h

BatchNet MMD 0.07 1 1 1 1 9:22 min

Table 3.4: Testing power and execution time on MNIST against adversarial examples,
with n = 2500 and δ = 0.5.

Estimated testing power and execution time against adversarial examples on the MNIST
dataset, for n = 2500 and δ = 0.5. The numerical values in the heading of the tables are
the values for Niter. In the column with Niter = 0, the empirical testing power for p = q

is reported.

Adversarial examples, n = 500, δ = 0.5

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.08 1 1 1 1 5:31 min

EmpNTK MMD 0.05 0.88 0.98 1 1 31:36 min

InfNTK MMD 0.08 1 1 1 1 12:12:36 h

GK linMMD 0.02 0.08 0.16 0.37 0.45 58 s

EmpNTK linMMD 0.05 0.05 0.09 0.23 0.32 7:27 min

InfNTK linMMD 0.06 0.15 0.22 0.54 0.70 18:16 min

Net MMD 0.05 0.76 0.93 1 1 24:29 min

BatchNet MMD 0.07 0.71 0.82 0.97 1 8:04 min

Table 3.5: Testing power and execution time on MNIST against adversarial examples,
with n = 500 and δ = 0.5.

Estimated testing power and execution time against adversarial examples on the MNIST
dataset, for n = 500 and δ = 0.5. The numerical values in the heading of the tables are
the values for Niter. In the column with Niter = 0, the empirical testing power for p = q

is reported.
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Figure 3.3: Two sample tests on adversarial MNIST, δ = 0.5
Estimated testing power and execution time on adversarial examples from MNIST, with

δ = 0.5.

Adversarial examples, n = 2500, δ = 1

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.04 1 1 1 1 13:12 min

EmpNTK MMD 0.03 1 1 1 1 4:45:19 h

GK linMMD 0.02 0.98 1 1 1 1:07 min

EmpNTK linMMD 0.06 0.64 0.80 0.99 1 13:54 min

InfNTK linMMD 0.06 1 1 1 1 57:16 min

Net MMD 0.02 1 1 1 1 1:45:51 h

BatchNet MMD 0.07 1 1 1 1 9:23 min

Table 3.6: Testing power and execution time on MNIST against adversarial examples,
with n = 2500 and δ = 1.

Estimated testing power and execution time against adversarial examples on the MNIST
dataset, for n = 2500 and δ = 1. The numerical values in the heading of the tables are
the values for Niter. In the column with Niter = 0, the empirical testing power for p = q

is reported.
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Adversarial examples, n = 500, δ = 1

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.08 1 1 1 1 5:31 min

EmpNTK MMD 0.05 1 1 1 1 31:36 min

InfNTK MMD 0.08 1 1 1 1 12:12:36 h

GK linMMD 0.02 0.56 0.72 1 1 58 s

EmpNTK linMMD 0.05 0.33 0.44 0.86 0.89 7:27 min

InfNTK linMMD 0.06 0.87 0.94 1 1 18:16 min

Net MMD 0.05 1 1 1 1 24:29 min

BatchNet MMD 0.07 1 0.99 1 1 8:04 min

Table 3.7: Testing power and execution time on MNIST against adversarial examples,
with n = 500 and δ = 1.

Estimated testing power and execution time against adversarial examples on the MNIST
dataset, for n = 500 and δ = 1. The numerical values in the heading of the tables are

the values for Niter. In the column with Niter = 0, the empirical testing power for p = q

is reported.
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Figure 3.4: Two sample tests on adversarial MNIST, delta = 1
Estimated testing power and execution time on adversarial examples from MNIST, with

delta = 1.
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Adversarial examples, δ = 0.5, Niter = 25

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.19 1 1 1 1 35:05 min

EmpNTK MMD 0.16 0.78 1 1 1 7:15:34

InfNTK MMD 0.25 1 1 - - 4:04:26 h

GK linMMD 0.12 0.08 0.10 0.39 0.57 1:23 s

EmpNTK linMMD 0.09 0.11 0.09 0.12 0.26 13:38 min

InfNTK linMMD 0.10 0.16 0.22 0.60 0.75 56:36 min

Net MMD 0.14 0.72 0.93 1 1 1:23:01 h

BatchNet MMD 0.05 0.62 0.82 1 1 12:16 min

Table 3.8: Testing power and execution time on MNIST adversarial examples with varying
n.

Estimated testing power and execution time on the adversarial examples on the MNIST
dataset for varying n, with δ = 0.5 and Niter = 25. The numerical values in the heading

of the tables are the values for n.
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Figure 3.5: Two sample tests on adversarial MNIST, δ = 0.5, Niter = 25, varying n

Estimated testing power and execution time on adversarial examples from MNIST, with
δ = 0.5, Niter = 25 and varying n.

From the experiments performed, it results that adversarial examples on the MNIST
dataset, generated by the PGD attack, are easily detectable by the tests analyzed. As for
the Gaussian noise and roto-trasl-zoom alternative hypotheses, the test with the highest
test power is the InfNTK MMD, followed by GK MMD, and then by the EmpNTK MMD.
After the quadratic tests, the Net MMD and the BatchNet MMD obtain the highest test
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power; after them, in order of test power performances, there are the InfNTK LinMMD,
the GK LinMMD and the EmpNTK LinMMD. In general, examples with a smaller Niter

are less detectable, since they have been modified less than examples with higher Niter.
For δ = 0.1 and n = 500 no test is able to distinguish the alternative hypothesis from the
null hypothesis, while for n = 2500 the GK MMD obtains a high test power higher than
0.70 Niter = 25, and the EmpNTK MMD, Net MMD and BatchNet MMD tests obtain
test powers higher than 0.60 from Niter = 100. For δ = 0.5 and δ = 1, with n = 2500

all the quadratic tests, the Net MMD and the BatchNet MMD achieve a test power of
1, and also for n = 500 they achieve a test power higher than 0.7. Tests based on the
linear MMD statistic achieve smaller test power, but they still are able to distinguish the
alternative hypothesis in several cases, where the difference between the two hypotheses
is higher. Considering Table 3.16, we observe that with n = 50 no test is able to detect
the difference between X and Y ; for n = 250 quadratic tests, NTK MMD and BatchNet
MMD obtain test powers higher than 0.60 and for n = 5000 all tests beside the GK
linMMD and the EmpNTK linMMD obtain test powers higher than 0.75. In conclusion,
considering both the execution time and the test power, the test more suited to detect the
difference between a sample X of clean images and a sample Y containing a fraction of
adversarial images is the GK MMD, as it was for the Gaussian noise and roto-trasl-zoom
shifts.

3.2.2. Experimental Results on the CIFAR-10 dataset

For the PGD attack on the CIFAR-10 dataset, we use a budget of 15/255 and a learning
rate η = 0.15. The network attacked is a ResNet50, with a GAP layer and three dense
layers at the top. It is fine tuned starting from the imagenet weights for 3 epochs, with
btch size 32 and learning rate 0.01. The first 50000 examples of the CIFAR-10 dataset
are used to train the network, and the last 10000 are used to generate the adversarial
examples. The network reaches an accuracy of 0.9240 on the last 10000 examples of
the dataset. To generate adversarial examples, only images that the network classifies
correctly are used among the last 10000. In the following table, we show the fooling
percentage of the PGD attack with varying number of iterations.
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Fooling Percentage on CIFAR-10

Niter Fooling Percentage

20 0.8505

25 0.9139

100 0.9998

1000 1

Table 3.9: Fooling percentage of the PGD attack on CIFAR-10.

Fooling percentage of the PGD attack on CIFAR-10, with varying number of iterations.

In the following figure, we show some examples generated by the PGD attack.
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Figure 3.6: Adversarial examples from the CIFAR-10 dataset.
In the first column, there are clean examples from the CIFAR-10 dataset. In the other
columns, we apply the PGD attack to these examples for Niter = 20, 25, 100, 1000 and

show the adversarial examples obtained.

In the following tables, we show the empirical test power achieved by the tests, together
with their execution time.
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Adversarial examples, n = 2500, δ = 0.1

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.05 0.07 0.03 0.05 0.04 16:48 min

EmpNTK MMD 0.03 0.05 0.04 0.05 0.03 4:50:06 h

GK linMMD 0.06 0.02 0.07 0.02 0.10 3:00 min

EmpNTK linMMD 0.06 0.04 0.06 0.02 0.05 14:10 min

InfNTK linMMD 0.03 0.03 0.05 0.04 0.04 1:28:22 h

Net MMD 0.05 0.03 0.03 0.08 0.06 1:39:57 h

BatchNet MMD 0.05 0.05 0.03 0.01 0.10 13:01 min

Table 3.10: Testing power and execution time on CIFAR-10 against adversarial examples,
with n = 2500 and δ = 0.1.

Estimated testing power and execution time against adversarial examples on the
CIFAR-10 dataset, for n = 2500 and δ = 0.1. The numerical values in the heading of the
tables are the values for Niter. In the column with Niter = 0, the empirical testing power

for p = q is reported.

Adversarial examples, n = 500, δ = 0.1

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.05 0.03 0.06 0.06 0.05 11:34 min

EmpNTK MMD 0.04 0.03 0.02 0.04 0.05 30:22 min

InfNTK MMD 0.04 0.03 0.08 0.05 0.04 20:49:19 h

GK linMMD 0.02 0.05 0.07 0.05 0.08 2:12 min

EmpNTK linMMD 0.04 0.08 0.07 0.02 0.02 9:34 min

InfNTK linMMD 0.04 0.08 0.04 0.06 0.06 26:44 min

Net MMD 0.06 0.03 0.04 0.07 0.03 30:30 min

BatchNet MMD 0.03 0.04 0.05 0.06 0.05 10:06 min

Table 3.11: Testing power and execution time on CIFAR-10 against adversarial examples,
with n = 500 and δ = 0.1.

Estimated testing power and execution time against adversarial examples on the
CIFAR-10 dataset, for n = 500 and δ = 0.1. The numerical values in the heading of the
tables are the values for Niter. In the column with Niter = 0, the empirical testing power

for p = q is reported.
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Figure 3.7: Two sample tests on adversarial CIFAR-10, δ = 0.1
Estimated testing power and execution time on adversarial examples from CIFAR-10,

with δ = 0.1.

Adversarial examples, n = 2500, δ = 0.5

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.05 0.03 0.02 0.05 0.06 16:41 min

EmpNTK MMD 0.03 0.04 0.07 0.15 0.82 4:48:55 h

GK linMMD 0.06 0.05 0.04 0.04 0.05 3:08 min

EmpNTK linMMD 0.06 0.05 0.02 0.05 0.03 15:18 min

InfNTK linMMD 0.03 0.03 0.04 0.04 0.07 1:28:15 h

Net MMD 0.05 0.04 0.04 0.06 0.68 1:57:10 h

BatchNet MMD 0.05 0.04 0.04 0.11 0.60 13:22 min

Table 3.12: Testing power and execution time on CIFAR-10 against adversarial examples,
with n = 2500 and δ = 0.5.

Estimated testing power and execution time against adversarial examples on the
CIFAR-10 dataset, for n = 2500 and δ = 0.5. The numerical values in the heading of the
tables are the values for Niter. In the column with Niter = 0, the empirical testing power

for p = q is reported.
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Adversarial examples, n = 500, δ = 0.5

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.08 0.04 0.02 0.05 0.08 11:32 min

EmpNTK MMD 0.04 0.07 0.04 0.07 0.28 30:11 min

InfNTK MMD 0.04 0.05 0.04 0.05 0.10 20:55:06 h

GK linMMD 0.02 0.04 0.05 0.04 0.07 2:04 min

EmpNTK linMMD 0.04 0.05 0.04 0.03 0.06 9:06 min

InfNTK linMMD 0.04 0.40 0.07 0.04 0.04 26:28 min

Net MMD 0.06 0.02 0.08 0.06 0.09 28:19 min

BatchNet MMD 0.03 0.05 0.05 0.06 0.09 10:12 min

Table 3.13: Testing power and execution time on CIFAR-10 against adversarial examples,
with n = 500 and δ = 0.5.

Estimated testing power and execution time against adversarial examples on the
CIFAR-10 dataset, for n = 500 and δ = 0.5. The numerical values in the heading of the
tables are the values for Niter. In the column with Niter = 0, the empirical testing power

for p = q is reported.
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Figure 3.8: Two sample tests on adversarial CIFAR-10, δ = 0.5
Estimated testing power and execution time on adversarial examples from CIFAR-10,

with δ = 0.5.
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Adversarial examples, n = 2500, δ = 1

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.05 0.04 0.06 0.07 0.17 16:35 min

EmpNTK MMD 0.03 0.07 0.03 0.25 0.96 4:47:34 h

GK linMMD 0.06 0.05 0.07 0.08 0.07 2:51 min

EmpNTK linMMD 0.06 0.07 0.05 0.04 0.14 17:10 min

InfNTK linMMD 0.03 0.08 0.03 0.06 0.02 1:28:09 h

Net MMD 0.05 0.04 0.10 0.30 0.98 1:49:19 h

BatchNet MMD 0.05 0.08 0.03 0.25 0.96 12:53 min

Table 3.14: Testing power and execution time on CIFAR-10 against adversarial examples,
with n = 2500 and δ = 1.

Estimated testing power and execution time against adversarial examples on the
CIFAR-10 dataset, for n = 2500 and δ = 1. The numerical values in the heading of the
tables are the values for Niter. In the column with Niter = 0, the empirical testing power

for p = q is reported.

Adversarial examples, n = 500, δ = 1

Two Sample Test 0 20 25 100 1000 Execution Time

GK MMD 0.05 0.05 0.03 0.02 0.06 11:23 min

EmpNTK MMD 0.04 0.04 0.03 0.14 0.79 30:10 min

InfNTK MMD 0.04 0.09 0.04 0.09 0.06 20:48:49 h

GK linMMD 0.02 0.05 0.08 0.02 0.03 2:06 min

EmpNTK linMMD 0.04 0.01 0.05 0.09 0.05 9:52 min

InfNTK linMMD 0.04 0.06 0.03 0.04 0.04 26:27 min

Net MMD 0.06 0.03 0.06 0.06 0.39 32:22 min

BatchNet MMD 0.03 0.04 0.05 0.09 0.57 9:55 min

Table 3.15: Testing power and execution time on CIFAR-10 against adversarial examples,
with n = 500 and δ = 1.

Estimated testing power and execution time against adversarial examples on the
CIFAR-10 dataset, for n = 500 and δ = 1. The numerical values in the heading of the

tables are the values for Niter. In the column with Niter = 0, the empirical testing power
for p = q is reported.
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Figure 3.9: Two sample tests on adversarial CIFAR-10, delta = 1
Estimated testing power and execution time on adversarial examples from CIFAR-10,

with delta = 1.

Adversarial examples, δ = 0.5, Niter = 25

Two Sample Test 50 250 500 2500 5000
Execution
Time

GK MMD 0.04 0.05 0.02 0.02 0.05 35:33 min

EmpNTK MMD 0.05 0.08 0.04 0.07 0.07 7:18:57

InfNTK MMD 0.02 0.06 0.04 - - 6:53:47 h

GK linMMD 0.09 0.09 0.05 0.04 0.03 2:47 min

EmpNTK linMMD 0.07 0.05 0.04 0.02 0.08 13:12 min

InfNTK linMMD 0.01 0.06 0.07 0.04 0.06 1:24:26

Net MMD 0.09 0.04 0.08 0.04 0.07 1:29:21 h

BatchNet MMD 0.03 0.06 0.05 0.04 0.05 12:52 min

Table 3.16: Testing power and execution time on CIFAR-10 adversarial examples with
varying n.

Estimated testing power and execution time on the adversarial examples on the
CIFAR-10 dataset for varying n, with δ = 0.5 and Niter = 25. The numerical values in

the heading of the tables are the values for n.
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Figure 3.10: Two sample tests on adversarial CIFAR-10, δ = 0.5, Niter = 25, varying n

Estimated testing power and execution time on adversarial examples from CIFAR-10,
with δ = 0.5, Niter = 25 and varying n.

Adversarial examples are much more difficult to detect on the CIFAR-10 dataset than on
the MNIST dataset. The only effective methods are the EmpNTK MMD, the Net MMD
and the BatchNet MMD, only for n = 2500, δ = 0.5, 1 and Niter = 1000. The EmpNTK
MMD is also able to detect the difference between X and Y for n = 500, δ = 1 and
Niter = 1000. This is an improvement with respect to the baseline method GK MMD.
The difference between the results on MNIST and the results on CIFAR-10 is due to
the fact that, with equal Niter and fooling percentage, a larger budget is necessary on
MNIST, and a smaller budget on CIFAR -10. Adversarial examples on CIFAR-10 are
also less detectable by humans. The fact that for the CIFAR-10 dataset only examples
generated by 1000 iterations of the PGD attack are detectable is not a complete downside,
since often attacks are carried out for a large number of iterations in order to overcome
defenses.

3.3. Detection of individual adversarial examples through

the witness function

In the previous section, our objective was to detect the difference between a sample of
m clean images and a sample of n images, with a fraction δ of them being adversarial.
In this section, we consider the setting where we have a sample Z, containing both clean
and adversarial images, and our objective is identify which images in Z are adversarial.
We suppose to have access to two reference sets: Xref , containing clean images, and Yref ,
containing adversarial images. Our approach to identify adversarial images in the mixed
sample Z is using the witness functions of the two sample tests analyzed. We focus on the
quadratic methods, and on the Net MMD and BatchNet MMD, since they were the ones
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obtaining the highest test powers in the previous section. The witness function of the
quadratic methods is Equation 1.10, the witness function of the Net MMD and BatchNet
MMD is Equation 1.75.
As it is explained in Chapter 1, the absolute value of the withess function is an indication
of how much different the two distributions p and q are. When we perform a two sample
test where Y contains a fraction δ of adversarial examples, the witness function values of
the clean examples in Y are very similar to the witness function values of the examples
in X, since for this examples p and q are equal, while the witness function values of
adversarial examples in Y are different, since for this examples p and q differ the most.
In the following figure, we show this phenomenon for the GK MMD and the Net MMD
tests.

(a) (b)

(c) (d)

Figure 3.11: Witness function values in a two sample test.
All the subfigures show the witness function values for a two sample test on the MNIST

dataset between a sample X, composed by 2500 clean images, and a sample Y ,
composed by 1250 clean images and 1250 adversarial images, generated with 100

iterations of the PGD attack. In subfigures (a) and (b) the two sample test used is the
GK MMD, in subfigures (c) and (d) the two sample test used is the Net MMD. In

subfigures (a) and (c) the witness function values for the examples in X are shown in
orange, while the witness function values for the examples in Y are shown in blue. In
subfigures (b) and (d) the witness function values for the clean examples are shown in

blue and the witness function values for the adversarial examples are shown in orange.
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We can observe that, as expected, the adversarial examples in Y assumed different values
of the witness function with respect to clean examples in both X and Y . We also can
observe that different tests have different witness functions, and the separation between
clean and adversarial examples can be more or less strong.
In this section, instead of computing the witness function while performing a two sample
test, we compute the witness function of examples in Z against the two reference sets.
Let nref be the number of examples in both Xref and Yref , and nZ be the number of
examples in Z. Let w(z,Xref , Yref ) be the witness function value for an example z ∈ Z,
computed with respect to the two reference sets Xref and Yref . For the quadratic MMD
tests it is:

w(z,Xref , Yref ) =
1

nref

nref∑
i=1

k(xi, z)−
1

nref

nref∑
i=1

k(yi, z), (3.4)

where k is the kernel used in the test. For the Net MMD and BatchNet MMD it is:

w(z,Xref , Yref ) =
1

η
(u(x, t)− u(z, 0)), (3.5)

where η is the learning rate. u(z, 0) is the output of the untrained network for z and
u(x, t) is the output of the network for z after one epoch of training, using as a training
dataset Xref ∪ Yref .
We use as a score for identifying adversarial examples the difference between the witness
function value for z and the average of the witness function values in Xref , that we call
wXref

:

sadv(z) = |w(z,Xref , Yref )− wXref
|. (3.6)

sadv(z) expresses how much the witness function value of z is similar to the values of the
witness function for clean examples.
We test this approach on both the MNIST and CIFAR-10 datasets, considering the same
number of iterations, budget and learning rate as in the previous section. We consider
two different settings with respect to the number of examples: in the first setting we con-
sider nref = 5000 and nZ = 2000, and in the second setting we consider nref = 1000 and
nZ = 1000. In both settings, Z has a fraction δ = 0.5 of adversarial examples. In order
to evaluate the ability of the sadv score to individuate adversarial examples, we compute
the Area Under the ROC curve (AUROC).
Given z,Xref , Yref and the scale parameter σ, the GK MMD witness function is deter-
ministic. The same holds for the InfNTK MMD witness function, given z,Xref , Yref and
the network architecture. Instead, the EmpNTK MMD, Net MMD and BatchNet MMD
witness functions also depend from the initialization of the parameters of the network.
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Therefore, after sampling Z, we compute the sadv score one time for the GK MMD and
InfNTK MMD, and 100 times for the EmpNTK MMD, Net MMD and BatchNet MMD,
re-initializing the network each time. For these three tests, we compute the mean and the
standard deviation of the values for the AUROC.

3.3.1. Experimental results on the MNIST dataset

For the MNIST dataset, we divide the dataset in the following way:

• We use the first 50000 examples to train the classifier network to be fooled;

• We use the examples from 50000 to 55000 for the Xref set, when nref = 5000; we
use the examples from 50000 to 51000 when nref = 1000;

• We use the examples from 55000 to 60000 for the Yref set, when nref = 5000; we
use the examples from 55000 to 56000 when nref = 1000;

• We use the examples from 60000 to 62500 for the clean examples in Z, when nZ =

5000; we use the examples from 60000 to 60500 when nZ = 2000;

• We use the examples from 62500 to 70000 for generating the adversarial examples,
and then use nZ/2 examples that generate a misclassification for the adversarial
examples in Z.

In the following table, we show the fooling percentage of the PGD attack on the examples
from 55000 to 60000 (Yref ) and on the examples from 62500 to 70000 (Zadv).

Fooling Percentage on MNIST

Niter Yref Zadv

20 0.8937 0.8808

25 0.9757 0.9664

100 0.9980 0.9956

1000 0.9984 0.9976

Table 3.17: Fooling percentage of the PGD attack on Yref and Zadv on the MNIST dataset.

Fooling percentage of the PGD attack on MNIST, on Yref and Zadv, with varying
number of iterations.

In the following tables, we show the results obtained on the MNIST dataset, for Niter ∈
{20, 25, 100, 1000}.
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Witness function score on Niter = 20, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.9628 - 4.58 s

EmpNTK MMD 0.6200 0.0979 7:40 min

InfNTK MMD 0.8279 - 2:04:20 h

Net MMD 0.4988 0.0608 1:06:07 h

BatchNet MMD 0.5094 0.0716 3:11 min

Table 3.18: Witness function score on MNIST, with Niter = 20, nref = 5000, nZ = 5000

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 20, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.

Witness function score on Niter = 20, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.8044 - 5.27 s

EmpNTK MMD 0.5967 0.0959 3:24 min

InfNTK MMD 0.7296 - 4:49 min

Net MMD 0.5980 0.0670 14:28 min

BatchNet MMD 0.5803 0.0578 1:20 min

Table 3.19: Witness function score on MNIST, with Niter = 20, nref = 1000, nZ = 1000

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 20, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.
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Witness function score on Niter = 25, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.9618 - 2.72 s

EmpNTK MMD 0.6520 0.1026 7:33 min

InfNTK MMD 0.8862 - 1:55:23 h

Net MMD 0.6729 0.0984 1:22:49 h

BatchNet MMD 0.6311 0.0697 3:16 min

Table 3.20: Witness function score on MNIST, with Niter = 20, nref = 5000, nZ = 5000

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 25, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.

Witness function score on Niter = 25, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.8791 - 1.26 s

EmpNTK MMD 0.6303 0.1023 3:17 min

InfNTK MMD 0.8027 - 4:40 min

Net MMD 0.6521 0.0807 14:19 min

BatchNet MMD 0.6063 0.0812 2:21 min

Table 3.21: Witness function score on MNIST, with Niter = 25, nref = 1000, nZ = 1000

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 25, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.
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Witness function score on Niter = 100, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.9985 - 2.78 s

EmpNTK MMD 0.7719 0.1145 7:30 min

InfNTK MMD 0.9882 - 2:59:00 h

Net MMD 0.8786 0.0782 1:10:11 h

BatchNet MMD 0.7806 0.0716 3:16 min

Table 3.22: Witness function score on MNIST, with Niter = 100, nref = 5000, nZ = 5000

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 100, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.

Witness function score on Niter = 100, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.9915 - 0.90 s

EmpNTK MMD 0.7616 0.1167 3:12 min

InfNTK MMD 0.9740 - 4:40 min

Net MMD 0.8768 0.0877 15:13 min

BatchNet MMD 0.7520 0.1043 2:04 min

Table 3.23: Witness function score on MNIST, with Niter = 100, nref = 1000, nZ = 1000

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 100, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.
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Witness function score on Niter = 1000, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.9988 - 2.83 s

EmpNTK MMD 0.7816 0.1142 7:32 min

InfNTK MMD 0.9905 - 2:12:55 h

Net MMD 0.9034 0.0590 1:09:13 h

BatchNet MMD 0.7862 0.0962 3:17 min

Table 3.24: Witness function score on MNIST, with Niter = 1000, nref = 5000, nZ = 5000

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 1000, nref = 5000, nZ = 5000. Execution times refer to one run for the GK
MMD and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and

BatchNet MMD.

Witness function score on Niter = 1000, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.9942 - 0.97 s

EmpNTK MMD 0.7729 0.1163 3:11 min

InfNTK MMD 0.9793 - 4:40 min

Net MMD 0.8833 0.0854 15:05 min

BatchNet MMD 0.7737 0.1108 2:02 min

Table 3.25: Witness function score on MNIST, with Niter = 1000, nref = 1000, nZ = 1000

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 1000, nref = 1000, nZ = 1000. Execution times refer to one run for the GK
MMD and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and

BatchNet MMD.
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Figure 3.12: Witness function AUROC on MNIST
Witness function AUROC values for varying Niter.

The witness function obtaining the highest AUROC values is the GK MMD, following
by the InfNTK MMD. Then the Net MMD follows, and EmpNTK MMD and BatchNet
MMD are the witness functions with the smaller AUROC. In general, this approach for
detecting PGD adversarial examples on the MNIST dataset is successful; all witness
functions obtain high values for the AUROC for Niter = 100, 1000, and GK MMD and
InfNTK MMD also obtain high values for the AUROC for Niter = 20, 25. We can observe
that highest test power in the experiments of the previous section does not correspond
to highest AUROC in the experiments of this section: the test achieving the highest test
power is the InfNTK MMD, while the witness function having the highest AUROC is the
GK MMD; the EmpNTK MMD has higher test powers than the Net MMD, but the Net
MMD has highest AUROC than the EmpNTK MMD. This is because for achieving high
test power it is sufficient that the statistic is higher than the threshold. The statistic can
be viewed as the difference between the sum of the witness function values of X and the
sum of the witness function values of Y . Therefore, it is sufficient that these sums, or
equivalently, the averages, have a difference higher than the test threshold. Instead, for
the witness function detection of adversarial examples, it is necessary that the witness
function values for clean and adversarial examples are different. An high AUROC of the
witness function therefore implies an high test power, but the reverse is not true, since
it is possible that the values of the witness function of clean and adversarial examples
are very similar but still have averages distant enough to make the test succeed. We see
an example of this in the following figure, where we show the witness function values for
Niter = 20, Nref = 5000, NZ = 5000 for the GK MMD and the Net MMD.
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(a) (b)

Figure 3.13: Witness function values on MNIST for Niter=20.
Witness function values on MNIST for Niter = 20, Nref = 5000, NZ = 5000. In subfigure
(a) there are the witness function values for the GK MMD; in subfigure (b) there are the

witness function values for the Net MMD.

Since the AUROC values increase with the number of iterations of the PGD attack,
the attacker can deal with this defense by keeping the number of iterations low. We
consider the case when the attack stops when the example becomes misclassified, with
a maximum number of iterations Niter. For Niter we consider the same values as the
previous experiments. In the following tables, we show the AUROC obtained by the tests
where the adversarial examples are generated in this way.

Witness function score on Niter = 20, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.7543 - 2.84 s

EmpNTK MMD 0.5625 0.0757 7:35 min

InfNTK MMD 0.6644 - 2:04:01 h

Net MMD 0.4859 0.0296 57:33 min

BatchNet MMD 0.4843 0.0284 3:12 min

Table 3.26: Witness function score on MNIST, with Niter = 20, nref = 5000, nZ = 5000,
and PGD stopping condition.

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 20, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet
MMD. Adversarial examples are generated stopping the iterations of the PGD attack

when achieving a misclassification.
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Witness function score on Niter = 20, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5598 - 0.94 s

EmpNTK MMD 0.5346 0.0700 3:14 min

InfNTK MMD 05581 - 4:40 min

Net MMD 0.5232 0.0399 16:31 min

BatchNet MMD 0.5164 0.0452 2:10 min

Table 3.27: Witness function score on MNIST, with Niter = 20, nref = 1000, nZ = 1000,
and PGD stopping condition.

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 20, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet
MMD. Adversarial examples are generated stopping the iterations of the PGD attack

when achieving a misclassification.

Witness function score on Niter = 25, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.7753 - 2.84 s

EmpNTK MMD 0.5642 0.0767 7:37 min

InfNTK MMD 0.6818 - 1:55:24 h

Net MMD 0.5376 0.0454 1:06:43 h

BatchNet MMD 0.5360 0.0548 3:16 min

Table 3.28: Witness function score on MNIST, with Niter = 20, nref = 5000, nZ = 5000,
and PGD stopping condition.

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 25, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet
MMD. Adversarial examples are generated stopping the iterations of the PGD attack

when achieving a misclassification.
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Witness function score on Niter = 25, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5735 - 0.92 s

EmpNTK MMD 0.5346 0.0701 3:19 min

InfNTK MMD 0.5677 - 4:40 min

Net MMD 0.5229 0.0341 16:15 min

BatchNet MMD 0.5183 0.0407 3:19 min

Table 3.29: Witness function score on MNIST, with Niter = 25, nref = 1000, nZ = 1000,
and PGD stopping condition.

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 25, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet
MMD. Adversarial examples are generated stopping the iterations of the PGD attack

when achieving a misclassification.

Witness function score on Niter = 100, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.7773 - 2.55 s

EmpNTK MMD 0.5649 0.0767 7:36 min

InfNTK MMD 0.6873 - 3:00:18 h

Net MMD 0.5627 0.0434 1:06:58 h

BatchNet MMD 0.5579 0.0526 3:17 min

Table 3.30: Witness function score on MNIST, with Niter = 100, nref = 5000, nZ = 5000,
and PGD stopping condition.

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 100, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet
MMD. Adversarial examples are generated stopping the iterations of the PGD attack

when achieving a misclassification.
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Witness function score on Niter = 100, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.2771 - 0.92 s

EmpNTK MMD 0.5349 0.0697 3:13 min

InfNTK MMD 0.5693 - 4:41 min

Net MMD 0.5239 0.0369 14:51 min

BatchNet MMD 0.5244 0.0352 2:06 min

Table 3.31: Witness function score on MNIST, with Niter = 100, nref = 1000, nZ = 1000,
and PGD stopping condition.

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 100, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet
MMD. Adversarial examples are generated stopping the iterations of the PGD attack

when achieving a misclassification.

Witness function score on Niter = 1000, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.7752 - 2.59 s

EmpNTK MMD 0.5647 0.0767 7:36 min

InfNTK MMD 0.6867 - 2:13:07 h

Net MMD 0.5500 0.0408 1:13:18 h

BatchNet MMD 0.5453 0.0461 3:15 min

Table 3.32: Witness function score on MNIST, with Niter = 1000, nref = 5000, nZ = 5000,
and PGD stopping condition.

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 1000, nref = 5000, nZ = 5000. Execution times refer to one run for the GK
MMD and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and

BatchNet MMD. Adversarial examples are generated stopping the iterations of the PGD
attack when achieving a misclassification.
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Witness function score on Niter = 1000, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5774 - 0.95 s

EmpNTK MMD 0.5348 0.0697 3:17 min

InfNTK MMD 0.5693 - 4:40 min

Net MMD 0.5248 0.0384 14:47 min

BatchNet MMD 0.5198 0.0426 2:06 min

Table 3.33: Witness function score on MNIST, with Niter = 1000, nref = 1000, nZ = 1000,
and PGD stopping condition.

AUROC and execution time of the witness functions on the MNIST dataset, with
Niter = 1000, nref = 1000, nZ = 1000. Execution times refer to one run for the GK
MMD and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and

BatchNet MMD. Adversarial examples are generated stopping the iterations of the PGD
attack when achieving a misclassification.
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Figure 3.14: Witness function AUROC on MNIST, for PGD with stopping condition.
Witness function AUROC values for varying Niter. Adversarial examples are generated

stopping the iterations of the PGD attack when achieving a misclassification.

If the attack stops when the example becomes misclassified, the AUROC of the witness
functions decreases substantially. In this case, the only witness function able to detect
adversarial examples is the GK MMD, and only for nZ = 5000.

3.3.2. Experimental results on the CIFAR-10 dataset

For the CIFAR-10 dataset, we divide the dataset in the following way:
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• We use the first 40000 examples to train the classifier network to be fooled;

• We use the examples from 40000 to 45000 for the Xref set, when nref = 5000; we
use the examples from 40000 to 41000 when nref = 1000;

• We use the examples from 45000 to 50000 for the Yref set, when nref = 5000; we
use the examples from 45000 to 46000 when nref = 1000;

• We use the examples from 50000 to 52500 for the clean examples in Z, when nZ =

5000; we use the examples from 50000 to 50500 when nZ = 2000;

• We use the examples from 52500 to 60000 for generating the adversarial examples,
and then use nZ/2 examples that generate a misclassification for the adversarial
examples in Z.

In the following table, we show the fooling percentage of the PGD attack on the examples
from 45000 to 50000 (Yref ) and on the examples from 52500 to 60000 (Zadv).

Fooling Percentage on CIFAR-10

Niter Yref Zadv

20 0.7982 0.8045

25 0.8708 0.8762

100 0.9986 0.9962

1000 1 1

Table 3.34: Fooling percentage of the PGD attack on Yref and Zadv on the CIFAR-10
dataset.

Fooling percentage of the PGD attack on CIFAR-10, on Yref and Zadv, with varying
number of iterations.

In the following tables, we show the results obtained on the CIFAR-10 dataset, for Niter ∈
{20, 25, 100, 1000}.
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Witness function score on Niter = 20, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5059 - 5.72 s

EmpNTK MMD 0.4989 0.0064 14:36 min

InfNTK MMD 0.5053 - 4:02:28 h

Net MMD 0.4993 0.0054 1:01:19 h

BatchNet MMD 0.4972 0.0026 3:35 min

Table 3.35: Witness function score on CIFAR-10, with Niter = 20, nref = 5000, nZ = 5000

AUROC and execution time of the witness functions on the CIFAR-10 dataset, with
Niter = 20, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.

Witness function score on Niter = 20, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5167 - 3.94 s

EmpNTK MMD 0.5104 0.0102 3:32 min

InfNTK MMD 0.5132 - 8:17 min

Net MMD 0.5025 0.0181 15:04 min

BatchNet MMD 0.5153 0.0117 1:53 min

Table 3.36: Witness function score on CIFAR-10, with Niter = 20, nref = 1000, nZ = 1000

AUROC and execution time of the witness functions on the CIFAR-10 dataset, with
Niter = 20, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.
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Witness function score on Niter = 25, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5023 - 4.06 s

EmpNTK MMD 0.4926 0.0066 14:18 min

InfNTK MMD 0.4947 - 4:15:38 h

Net MMD 0.4935 0.0049 1:03:06 h

BatchNet MMD 0.4940 0.0051 4:48 min

Table 3.37: Witness function score on CIFAR-10, with Niter = 20, nref = 5000, nZ = 5000

AUROC and execution time of the witness functions on the CIFAR-10 dataset, with
Niter = 25, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.

Witness function score on Niter = 25, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5194 - 0.97 s

EmpNTK MMD 0.5010 0.0108 3:20 min

InfNTK MMD 0.4962 - 8:03 min

Net MMD 0.5096 0.0128 16:10 min

BatchNet MMD 0.5100 0.0142 2:03 min

Table 3.38: Witness function score on CIFAR-10, with Niter = 25, nref = 1000, nZ = 1000

AUROC and execution time of the witness functions on the CIFAR-10 dataset, with
Niter = 25, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.
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Witness function score on Niter = 100, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5051 - 7.10 s

EmpNTK MMD 0.4995 0.0084 14:20 min

InfNTK MMD 0.5097 - 7:31:20 h*

Net MMD 0.4922 0.0056 1:07:40 h

BatchNet MMD 0.4930 0.0060 3:54 min

Table 3.39: Witness function score on CIFAR-10, with Niter = 100, nref = 5000, nZ =

5000

AUROC and execution time of the witness functions on the CIFAR-10 dataset, with
Niter = 100, nref = 5000, nZ = 5000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD. The execution time for InfNTK MMD was not computed on the standard
execution setting.

Witness function score on Niter = 100, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5275 - 0.95 s

EmpNTK MMD 0.4975 0.0145 3:18 min

InfNTK MMD 0.4906 - 8:03 min

Net MMD 0.5016 0.0162 16:03 min

BatchNet MMD 0.5066 0.0142 1:56 min

Table 3.40: Witness function score on CIFAR-10, with Niter = 100, nref = 1000, nZ =

1000

AUROC and execution time of the witness functions on the CIFAR-10 dataset, with
Niter = 100, nref = 1000, nZ = 1000. Execution times refer to one run for the GK MMD
and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and BatchNet

MMD.
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Witness function score on Niter = 1000, nref = 5000, nZ = 5000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.4935 - 3.46 s

EmpNTK MMD 0.4967 0.0075 14:16 min

InfNTK MMD 0.5033 - 7:27:44 h*

Net MMD 0.4998 0.0123 1:04:36 h

BatchNet MMD 0.4980 0.0166 3:55 min

Table 3.41: Witness function score on CIFAR-10, with Niter = 1000, nref = 5000, nZ =

5000

AUROC and execution time of the witness functions on the CIFAR-10 dataset, with
Niter = 1000, nref = 5000, nZ = 5000. Execution times refer to one run for the GK
MMD and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and
BatchNet MMD. The execution time for InfNTK MMD was not computed on the

standard execution setting.

Witness function score on Niter = 1000, nref = 1000, nZ = 1000

Witness Function AUROC mean AUROC std Execution Time

GK MMD 0.5156 - 1.06 s

EmpNTK MMD 0.4937 0.0140 3:22 min

InfNTK MMD 0.4902 - 8:03 min

Net MMD 0.5116 0.0198 15:36 min

BatchNet MMD 0.5062 0.0202 1:59 min

Table 3.42: Witness function score on CIFAR-10, with Niter = 1000, nref = 1000, nZ =

1000

AUROC and execution time of the witness functions on the CIFAR-10 dataset, with
Niter = 1000, nref = 1000, nZ = 1000. Execution times refer to one run for the GK
MMD and InfNTK MMD, and to 100 runs for the EmpNTK MMD, Net MMD and

BatchNet MMD.
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Figure 3.15: Witness function AUROC on CIFAR-10
Witness function AUROC values for varying Niter.

On the CIFAR-10 dataset, there is no witness function able to identify adversarial exam-
ples. This is true also for the cases where the two sample test succeeds in distinguishing
the alternative hypothesis from the null hypothesis, i.e., for the EmpNTK test with adver-
sarial examples generated with 1000 iterations. The reason has been explained in Section
3.3.1: the difference between the means of the witness function of clean and adversarial
examples is sufficient for the two sample test to succeed, but the witness function values
for clean and adversarial examples are not enough different to identify which examples are
adversarial. We show this phenomenon in the following figure for the EmpNTK witness
function with adversarial examples generated with 1000 iterations.

(a)

Figure 3.16: Witness function values on CIFAR-10 for the EmpNTK MMD.
Witness function values on CIFAR-10 for Niter = 1000, Nref = 5000, NZ = 5000. The

witness function used is the EmpNTK MMD.
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3.4. Attack against the witness function detection

method

In the previous section, we showed that using the witness function to compute an adver-
sarial score sadv is an effective detection method for the adversarial examples generated
by the PGD attack on the MNIST dataset. In this section, we develop an attack able
to overcome this detection method, by minimizing the difference between the witness
function of the adversarial example and the witness function of the original clean exam-
ple.This means that we want to maximize the classification loss L(θ, xadv, c ∗ (x)) and
simultaneously minimize the witness function loss Lw(θ, xadv, x), defined as:

Lw(θ, xadv, x) = |w(xadv, Xref , Yref )− w(x,Xref , Yref )|. (3.7)

We deal with this multi-objective optimization problem by alternating, for each itera-
tion of the attack, a gradient ascent step to maximize L and a gradient descent step to
minimize Lw. More formally, for each iteration of the attack, we perform the following
transformations:

xtemp
adv = Πx+ε(x

t−1
adv + ηsign(∇xt−1

adv
L(θ, xt−1

adv , c
∗(x))) (3.8)

xt
adv = Πx+ε(x

temp
adv − ηsign(∇xtemp

adv
Lw(θ, x

temp
adv , c∗(x))). (3.9)

We test this attack on the GK MMD, Net MMD and BatchNet MMD witness functions.
It is applicable also to the EmpNTK MMD and InfNTK MMD witness functions, but we
do not test the attack against these witness functions, because of computational resources
limitations (computing the gradient of these witness functions is expensive). We carry on
the attack for 100 iterations, and perform it one time on the GK MMD, and 100 times
on the Net MMD and BatchNet MMD, to average over the random initialization of the
network parameters. To evaluate the effectiveness of the attack we compute the fooling
percentage and the AUROC mean and standard deviation. We consider Nref = 5000 and
NZ = 5000.
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Figure 3.17: Examples generated by the attack against the witness function detection.
In the first row, the examples are generated against the GK MMD witness function; in
the second row, the examples are generated against the Net MMD witness function; in

the third row, the examples are generated against the BatchNet MMD witness function.

Attack against the witness function detection

Witness Function
Fooling
percentage

AUROC
mean

AUROC
std

Execution
Time

GK MMD 0.5287 0.4407 - 1.11 s

Net MMD 0.9975 0.5134 0.0401 2:42:05 h

BatchNet MMD 0.9876 0.4991 0.0401 1:35:18 h

Table 3.43: Attack against the witness function detection

Average fooling percentage of the attack against the witness function detection, and
AUROC mean and standard deviation of the witness function detection on the examples

generated by the attack.

The attack is effective against all the witness functions. For the Net MMD and BatchNet
MMD, the fooling percentage is almost 1, while for the GK MMD it decreases significantly
with respect to the original PGD attack (for 100 iterations, it was 0.9956 on Zadv).
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We have extensively analyzed the performances of different two sample tests based on
the NTK MMD statistic. We have considered different classes of alternative hypothe-
ses, different sizes of the samples under test and two different datasets. On the MNIST
dataset, we found that the test achieving the highest test powers is the InfNTK MMD,
but it is impractical due to its elevate execution times. The GK MMD is the second test
for test power on MNIST, and its low execution time makes it the best choice among the
tests considered in this work. Instead, on CIFAR-10, the best performing tests are the
EmpNTK MMD, the Net MMD and the BatchNet MMD. The EmpNTK MMD is rec-
ommended for small sample sizes, being more time-demanding but also more performing
for small samples, and the BatchNet MMD is recommended for bigger samples. We also
have analyzed the impact of the network architecture and training configuration on the
NTK MMD, considering different filter sizes, numbers of channels, numbers of layers and
learning rates. We found that these parameters influence the performance of the tests,
and therefore should be carefully chosen when using the NTK MMD tests.
We applied the two sample tests to the problem of discerning between a sample of clean
examples and a sample containing a fraction of adversarial examples, generated by the
PGD attack. On the MNIST dataset, all the methods have shown to distinguish the two
samples, while on the CIFAR-10 dataset only the EmpNTK, NetMMD and BatchNet
MMD tests have succeeded, and for examples generated by a high number of iterations
of the PGD attack. This is an improvement with respect to the baseline, the GK MMD,
which on CIFAR-10 has been ineffective. Then, we used the witness functions of the tests
to compute an adversarial score, and we have used this score for detecting individual
adversarial examples in a sample with both clean and adversarial examples. This detec-
tion method has been successful on the MNIST dataset, while it has been ineffective on
the CIFAR-10 dataset. For the MNIST dataset, we have also developed a variant of the
PGD attack to overcome the witness function defense; this attack has made the witness
function defense completely ineffective.
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This work can be extended in multiple ways. The datasets considered contain small and
simple images, therefore it is a natural extension of this work considering more complex
and diverse datasets, such as ImageNet. The alternative hypotheses considered for the
tests were all artificial, it would be interesting to apply the tests to images naturally
generated from different distributions. An interesting application of two sample tests
is change detection: given a data stream generated by a distribution p, the objective
is finding the instant when the generating distribution changes to q. Two sample tests
can be used for change detection by applying them to sliding windows; investigating the
performances of the NTK MMD tests on image streams is a direction worth exploring.
Finally, another kernel deriving from neural networks that can be adopted for computing
the MMD statistic is the Gaussian Process covariance of infinitely wide neural networks,
presented in Section 1.2.2.
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