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Abstract

The thesis discusses the robotic bin picking, a complex task difficult to fully automate.
The objective is to grasp individual objects in a cluttered and unpredictable environment,
relying on a camera as the primary source of information. Neural Networks, particularly
Convolutional Neural Networks (CNNs), play a crucial role in this domain, expecially to
solve object detection and pose estimation tasks. One of the critical challenges intro-
duced by these algorithms is the demand for vast labeled datasets, a labor-intensive and
time-consuming task. To overcome this challenge, the approach consisted in generating
a fully synthetic dataset for training the network. However, this strategy introduces the
concept of the ’reality gap’, leading to the model’s incapacity to generalize effectively to
real-world scenarios. To mitigate this concern, the research proposes an innovative ap-
proach dividing the overall task into two distinct components: object detection and pose
estimation. These components are addressed separately, employing two distinct neural
networks. The object detection network is trained on a limited dataset of real images,
while the pose estimation network is trained on a completely synthetic dataset. To bridge
the "reality gap," an integration strategy is introduced where the 2D mask derived from
the object detection network is used to enhance the performance of the pose estimation
network. The overall solution is tested in different real-world scenarios, performing a
pick-and-place task in different conditions.

Keywords: Robotic bin-picking, Object Detection, Pose Estimation, Neural Networks





Abstract in lingua italiana

Questa tesi discute il problema del bin picking, un problema complesso, molto difficile
da rendere completamente automatizzato. L’obiettivo è quello di afferrare un oggetto in
un ambiente disordinato e non prevedibile, usando una camera come principale fonte di
informazioni. Le reti neurali, in particolare le reti neurali convoluzionali (CNN), svolgono
un ruolo cruciale in questo contesto, specialmente per risolvere compiti di rilevamento
degli oggetti e stima della loro posa. Una delle sfide introdotte da questi algoritmi è la
richiesta di un grande numero di dati etichettati, compito che richiede molto tempo per
essere effettuato. Per superare questa sfida, l’approccio presentato propone di generare
un set di dati completamente sintetico per addestrare la rete neurale. Tuttavia, questa
strategia introduce il concetto di ’reality gap’, cioè l’incapacità del modello di adattarsi
al mondo reale. Per attenuare questo problema, il compito viene suddiviso in due parti
distinte: il rilevamento degli oggetti e la stima della posa, che vengono risolte separata-
mente, utilizzando due reti neurali distinte. La rete di rilevamento degli oggetti viene
addestrata su un ridotto set di dati di immagini reali, mentre la rete di stima della posa
viene addestrata su un set di dati completamente sintetico. Per colmare il ’reality gap’, le
due reti neurali vengono integrate tra loro. In particolare, la maschera 2D derivata dalla
rete di rilevamento degli oggetti viene utilizzata per migliorare le prestazioni della rete di
stima della posa. Il modello complessivo viene testato in diversi scenari reali, eseguendo
un compito di ’pick-and-place’ in diverse situazioni.

Parole chiave: Robotic bin-picking, Rilevazione degli oggetti, Stima della posa, Reti
neurali
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1| Introduction

1.1. General overview

Industry 4.0 is characterized by the heavy use of machine-to-machine communication and

information exchange. It is the fusion of automation, data analytics, arti�cial intelligence,

and the Internet of Things (IoT). This amalgamation enables machines, devices, and

systems to not only interact but also collaboratively make decisions, ushering in a new

era of adaptive and responsive industrial processes. Central to this revolution is the rapid

evolution of advanced robotics, a union of arti�cial intelligence, machine learning, and

sophisticated mechanical design that allows machines to execute not pre-programmed

tasks.

Figure 1.1: Industrial Revolutions and Bin-Picking Components [13]

In this set of industrial applications, robotic bin-picking (Fig 1.1) is still an area where

many issues should be solved. The goal of robotic bin-picking is to teach a robot how

to pick up known (or unknown) objects randomly placed inside a bin. This scenario is

quite common in a production line. For a human worker, it is easy to recognize and

pick-and-place speci�c objects without problem, even in a very cluttered environment.
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On the other hand, robots are much better than humans at carrying out tasks that are

repetitive and can be set up in advance. However, they still face challenges when it comes

to tasks where they need to adjust their actions based on their surroundings. In robotic

bin-picking, the system should act in a unique way for every item that should be picked.

In addition, the position of the items keeps changing every time an object is picked.

Therefore, it is not possible to pre-program the robot to complete this task. To be able

to perform a bin-picking task, a robot requires a huge amount of data and information.

Furthermore, the goal is to replace human workers with robots, so they should complete

the task in a very short time. To do so, researchers are focusing on three di�erent areas:

sensors, tooling, and software.

Robotic picking is a topic that is getting a lot of attention from both research institutes

and companies. In particular, companies want to make their production more e�cient

and at a lower cost. Therefore, important investments are made in this research area.

For example, many robotic competitions were organized to solve a speci�c scenario, in

order to accelerate technology development. One of the most famous is the `Amazon

Picking Challenge', a competition organized by Amazon from 2015 to 2017. During this

event, researchers from all around the world took part in a competition where they had

to locate, pick and replace into containers some speci�c items from a shelve.

Figure 1.2: Amazon Picking Challenge
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As shown in Figure 1.2, the robot should be able to pick di�erent kinds of items in order

to complete the task. This situation di�ers considerably from a real warehouse scenario,

yet it provides an opportunity to advance cutting-edge technology by rewarding solutions

capable of handling various and unfamiliar objects.

In recent years, some 3D vision systems are already present in the market, which makes

it possible to implement a bin-picking solution in a real factory scenario. Photoneo is one

of these brands that provide software capable of training a Convolutional Neural Network

to classify objects. Other well-known solutions are Zivid, Solomon, and Pickit. These

systems provide an e�cient and robust solution for the industry to solve a bin-picking

scenario, but they are very expensive and not accessible for the vast majority of small and

medium-size enterprises (SME). Therefore, there is a high demand for low-cost solutions

based on cheaper 3D vision cameras.

1.2. Thesis goal

The aim of this thesis is to develop a pipeline to implement object detection, classi�cation

and pose estimation for a bin picking application. This solution is designed to operate in

an environment where various types of objects are randomly deposited within a bin in a

cluttered manner. This solution should be �exible and adaptable to accommodate new

kinds of objects. Machine learning approaches are incapable of understanding the cause-

e�ect relationship, being only practiced in perceiving and optimizing an input-output

relationship. Therefore, in order to train them correctly, a proper dataset is required,

containing proper training inputs and associated ideal outputs. Acquiring these data can

be highly time-consuming and expensive, especially for a 6D-pose prediction. Therefore,

the goal is to train the pose estimation model with synthetic labeled data, while the

object detection model with real labeled images, since they are much easier to obtain.

The overall idea is to improve the pose estimation algorithm trained only with synthetic

images using a 2D detection algorithm trained with real images.

The performance of the overall solution has been studied both for synthetic data and

for real data, to understand whether it is capable of e�ectively generalizing to real-world

conditions.

1.3. Thesis structure

The thesis is organized as follows. Chapter 2 examines the state-of-the-art methods for

robotic bin-picking, and it distinguishes them between two macro-categories describing
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the main di�erences between them. Chapter 3 discusses the base algorithms chosen for

the chosen solution underlying the motivations of these choices, as well as the proposed

modi�cation to the base algorithm. Chapter 4 describes the training and testing process of

the object detection network. Chapter 5 presents the results of the pose estimation model,

comparing the proposed solution with the base algorithm. Chapter 6 reports the results

of experimental tests, testing the proposed solution in a real-world scenario. Finally,

Chapter 7 presents the �nal discussion about this work, proposing possible improvements

and future developments.
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2| State of the Art

This chapter provides a classi�cation of various approaches to implement a robotic bin-

picking task. It begins by o�ering a concise overview of the sub-tasks within each method

category. Then, the focus is pointed towards 6D pose estimation and grasp point detection

tasks. An examination of the state-of-the-art is reported, underlying di�erences between

di�erent methods.

2.1. Classi�cation of di�erent approaches

Random bin-picking is a combination of di�erent technological �elds. As shown in Figure

2.1, the robot should recognize and classify an object; �nd a suitable grasping position

based on the characteristics of its end-e�ector, and calculate a feasible path to deposit

the object to its �nal position.

Figure 2.1: Bin picking application: task [10]

Approaches to vision-based robotic grasping can be categorized based on di�erent criteria.

They can be divided into analytic and data-driven approaches. Analytic approaches

typically analyze the shape of the object to identify a suitable grasp pose. Instead,

data-driven approaches are based on machine learning [27]. In recent years, data-driven
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approaches have gained popularity thanks to the increased availability of data, enhanced

computational resources, and algorithm improvements.

Vision-based robotic grasping approaches can be also categorized as model-based and

model-free methods. The di�erence between them is the availability of speci�c information

about the object to be picked. Model-based methods use 3D models or previously scanned

models to identify a suitable grasp pose; while model-free methods calculate a grasp

candidate without using any prior knowledge of the object. Figure 2.2 gives a clear

description of the typical pipeline for the two di�erent approaches.

Figure 2.2: Pipeline of the two di�erent approaches [27]

In particular, model-based methods typically include an object detection task, followed

by a pose estimation step to have a precise positioning of the object. Knowing the object

pose and some feasible grasp positions, it is relatively simple to calculate a grasp pose

candidate. Instead, model-free approaches directly propose some grasp candidates so

they can give good results for novel objects. Once a grasping position is determined, both

approaches have to calculate a collision-free and kinematically feasible trajectory to pick

the object and move it to its �nal position [27].

2.2. Model-Based Approaches

The typical pipeline of a model-based approach requires object detection and its pose

estimation. In this section, a wide description of possible methods to solve these two

tasks is reported.
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2.2.1. Object detection

Object detection is the fusion of two di�erent tasks: object location and object classi�ca-

tion. Deep learning is commonly applied in this �eld since deep-CNNs (DCNNs) have an

high feature representation power. The various object detection models can be divided

into two categories: two-stage and one-stage detectors. Figure 2.3 illustrates some of the

most common models for both types of detectors.

(a) Two-stage object detectors (b) One-stage object detectors

Figure 2.3: Classi�cation of object detectors models [43]

Two-stage object detectors

The two-stage framework separates the object detection task into object location and

classi�cation. It initially generates region proposals to identify the object Localization

and subsequently proceeds with their classi�cation. While this approach can deliver high

detection accuracy, it comes at the cost of slower detection speed when compared to

one-stage detectors.

Among these methods, Region-Based CNNs (RCNNs) and their developments dominate

the landscape. RCNNs (Figure 2.4a) represents a family of deep learning models for object

detection introduced by Girshick et al. in 2014 [41]. In a RCNN model, 2000 regions of

interest are extracted from each input image using a technique known as selective search.

Each region of interest undergoes feature extraction via pretrained CNNs. Subsequently,

these features are subjected to multiple SVM (Support Vector Machine) classi�ers to

determine the presence of objects within the region. The primary performance bottleneck

of RCNN occurs due to independent CNN forward propagations for each region proposal,

with no computation sharing. Since these region overlap each other, independent feature

extractions result in a signi�cant amount of redundant computation. One of the signi�cant

enhancements introduced in Fast R-CNN [14] (Figure 2.4b) is that the CNN forward
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(a) RCNN (b) Fast-RCNN

(c) Faster-RCNN (d) Mask-RCNN

Figure 2.4: Two-stage object detectors scheme

propagation is exclusively carried out on the entire image, extracting one single feature

map.

An additional improvement has been introduced in Faster R-CNN [45] (Figure 2.4c), which

employs a region proposal method to generate distinct regions of interest. To reduce region

proposals without loss of accuracy, Faster R-CNN incorporates another CNN known as

the Region Proposal Network (RPN) to acquire a smaller number of regions. Integrated

within the model, RPN is jointly trained alongside the remainder of the network. This

end-to-end training process enables RPN to learn how to generate high-quality region

proposals with a reduced number of proposals learned from the data.

Furthermore, if pixel-level positions of object are also labeled on training images, the

accuracy of object detection can be further improved. Based on this idea, Mask-RCNN

[25] (Figure 2.4d) was developed on top of Faster-RCNN to perform image segmentation.

While Faster-RCNN has only two outputs for each candidate object (class label, and a

bounding-box o�set), Mask-RCNN has a third branch that outputs the object mask from

an additional fully convolutional network.
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One-stage object detectors

One-stage object detection frameworks simultaneously locate and classify objects using

DCNNs without dividing the process into two distinct stages. These approaches are

known for their speed in object detection, as they do not separate the region proposal

and the feature extraction phase. Instead, they aim to capture essential information in a

single pass through the network. Figure 2.3b shows several methods within this category.

Among them, "You Only Look Once" (YOLO), introduced by Redmon, J et al. in 2016

[23], stands out as the most widely used. Unlike two-stage detectors that rely on region-

speci�c features, YOLO leverages features from the entire image. As depicted in Figure

2.5, the input image is divided into an N x X grid, where each grid cell is described by a

�ve-element tuple consisting of x, y, width (w), height (h), and a con�dence score. These

values de�ne the coordinates of the predicted object bounding box and its con�dence.

Each object class has an associated con�dence score, and the class with the highest score

is assigned to the predicted object.

Over the years, several versions of YOLO have been developed, including YOLOv2 [21],

YOLOv3 [22], and YOLOv4 [2], each with signi�cant performance and accuracy improve-

ments.

Figure 2.5: YOLO object detection pipeline [23]
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2.2.2. 6D Object Pose Estimation

The goal of the pose estimation step is to determine the relative position of one or mul-

tiple objects with respect to a speci�ed reference frame, typically the camera reference

frame. This task poses signi�cant challenges due to factors such as sensor noise, di�erent

lighting conditions, as well as the presence of occlusions. Moreover, the challenge becomes

even more complex when dealing with highly symmetric objects, as they introduce pose

ambiguities that need to be solved. To address the pose estimation task, prior knowl-

edge of the objects in the form of 3D models or pre-scanned models is used. Traditionally,

object-speci�c con�gurations have been necessary, requiring high manual tuning to achieve

satisfactory performance. This manual tuning approach restricts scalability when dealing

with novel objects, as each new object introduced into the scene necessitates additional

manual adjustments.

In recent years, research in 6D object pose estimation has been signi�cantly in�uenced by

methods employing convolutional neural networks (CNNs). This is primarily due to CNNs

capabilities in automatically learning and generalizing from complex visual data, resulting

in improved performance and scalability for various objects and environments. These

algorithms can be categorized into three main groups: correspondence-based, template-

based, and voting-based methods.

Correspondence-based Methods

Correspondence-based 6D object pose estimation methods try to �nd correspondences

between the observed input data and the known 3D object model. Considering a 2D

RGB image as input, the idea is to �nd correspondences between 2D pixels and 3D points

of the existing 3D model. Then, the 6D object pose can be recovered using a Perspective-

n-Point (PnP) algorithm [29]. Figure 2.6 reports the typical pipeline of feature-based

methods.

For example, Rad and Lepetit [42] predict 2D projections of the eight corners of the

3D Bounding box and obtain the 2D-3D correspondences. This method struggles with

partially occluded, texture-less, and symmetric objects. To solve this issue, Song et

al. [49] propose HybridPose which predicts a hybrid representation to express various

geometrical information such as keypoints, edge vectors, and symmetries. Alternatively,

Hu et al [20] proposed a 6D pose estimation framework where each visible part of the object

contributes to a local pose prediction of the object in the form of 2D keypoint locations.

Subsequently, these various pose candidates are harmonized through a robust system of

2D-3D correspondences, which culminate in the derivation of a �nal pose estimation.
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