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Abstract

Data fusion is a critical and evolving process widely used in today’s data-driven world. It
involves the integration of data from multiple sources to produce more consistent, accu-
rate, and useful information than would be possible from any individual data source alone.
As the volume and variety of data continue to grow, data fusion techniques are becoming
increasingly important across a range of applications, from enhancing decision-making
processes to improving technological solutions in various fields. This thesis explores key
research questions aimed at deepening our understanding of how data fusion impacts ev-
eryday life. Specifically, it analyzes the various applications of data fusion, evaluates the
algorithms commonly employed, and provides a comparative analysis of these methods.
The goal is to offer insights into the effectiveness of different approaches, and the chal-
lenges that they still face up, thereby contributing to the ongoing development of this

essential technology.
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Abstract in lingua italiana

Il Data Fusion ¢ un processo fondamentale e in continua evoluzione, ampiamente utiliz-
zato nel mondo di oggi basato sui dati. Essa consiste nell’integrazione di dati proveni-
enti da diverse fonti per produrre informazioni piti coerenti, accurate e utili rispetto a
quelle che si potrebbero ottenere da una singola fonte di dati. Con 'aumento del vol-
ume e della varietd dei dati, le tecniche di data fusion stanno diventando sempre piu
importanti in un’ampia gamma di applicazioni, dal miglioramento dei processi decisionali
all’ottimizzazione delle soluzioni tecnologiche in vari settori. Questa tesi esplora alcune
importanti research questions volte a comprendere meglio come il data fusion influenzi
la vita quotidiana. In particolare, vengono analizzate le diverse applicazioni della fusione
dei dati, valutati gli algoritmi comunemente utilizzati, e offerta un’analisi comparativa
di questi metodi. L’obiettivo é fornire approfondimenti sull’efficacia dei vari approcci, e
le sfide che ancora devono affrontare, contribuendo cosi allo sviluppo continuo di questa

tecnologia essenziale.
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Introduction

Data fusion is the process of integrating data from multiple homogeneous or heterogeneous
sources that represent the same real-world object. This procedure is used to provide more
useful data that allow to have a more precise information and a more complementary view

of the phenomenon being analyzed [13].

Data fusion processes are often categorized as low, intermediate, or high, depending on
the processing stage at which fusion takes place: low-level data fusion combines several
sources of raw data to produce new raw data; the intermediate-level data fusion uses
the extracted features of the data; the high-level operates with more complex data as
input. The result of those processes is fused data, more informative and synthetic than

the original inputs [10].

I believe that a more global view of this topic can bring a broader understanding of this
expanding field by recognizing recurring patterns that can be leveraged to improve the
efficiency and effectiveness of adopted solutions, developing more effective algorithms that
consider diverse variables and conditions, making them more adaptable and performant in
different settings, and creating standardized metrics, useful for evaluating and comparing
performance uniformly. This global view can be also helpful to reveal untapped oppor-
tunities highlighting new potential directions on which data fusion can reach, enhance
international collaboration fostering the exchange of knowledge and resources, and equips
the field to better respond to global challenges such as climate change, pandemics, and

economic instability.

In order to help people to have a more global view, I analyzed several papers focused on
different specific applications use of data fusion methods. I found that there are many
technologies and approaches to operate with data fusion and, in this paper, I show how
this impact in our daily life, understanding which are the advantages and challenges that

they bring and which are the sectors that mostly benefit from this process.

I focused my study in some specific area in which I found that data fusion has given an
higher impact in day life, in saving resources, and in technological innovation: considering

healthcare, a study conducted by the Institute for Health Technology Transformation [11]
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highlights that healthcare organizations using data fusion and analytics could save up
to $300 billion a year, which is about 8% of the total U.S. healthcare expenditures, if
they will evolve and embrace this emerging technology. As Cottle et al. [11] state in
their paper, health care organizations are accumulating 85% more data than they did two
years ago, and many laboratories and departments are already experiencing the benefits
of data fusion in patients care: orthopedic surgeons at Brigham and Women’s Hospital
in Boston, relying on their own experience combined with data gleaned from research on
a host of factors critical to the success of joint-replacement surgery, have systematically
standardized knee joint-replacement surgery, with a resultant increase in more successful
outcomes and reduced costs. Similarly, the University of Michigan Health System [11]
standardized the administration of blood transfusions, reducing the need for transfusions
by 31% and expenses by $200,000 a month. Speaking about finance, the growing market
of investors and the ever-evolving nature of data fusion are already a reality, as shown by
the Deloitte FSI predictions 2023 [26], that state that the global market for alternative
data providers will likely reach US$137 billion, growing at a compound annual growth
rate of 53% over the next seven years. When it comes to security and fraud detection,
Saheed et al. [23] have examined the application of machine learning models able to
predict and detect with 96.29% accuracy credit card fraud, which reached global losses of
$28.65 billion by 2020. All these statistics highlight the crucial role of data fusion in in

optimizing outcomes and reducing costs in every field of application.

This thesis is structured in 6 chapters, in the first one 1 I described the state of the art
of data fusion, what other researchers talked about until now. In particular I showed a
categorization of data fusion approaches and a comparison with my work and the novelty
that it brings. In the second one 2 I first give an overview of what I wanted to analyse on
this paper, defining three research questions that I'd like to answer during my researches.
In order to answer them, I started by applying topic modelling to find a raw results of
papers that could help me to have an overview of data fusion. Then I catalogate them
based on some statistics that shows the trend of different topics, such as the timeline and
the quantity. I finally chose the papers that could bring some novelty result to my thesis
and which I based my research on. In the third chapter 3 I made an overview of the story
of data fusion, how it is born, what is it used for and its development over the years. In
particular, I highlighted some of the main fields in which data fusion can be applied in
our daily life, and I reported an example of use case in order to better understand the
importance of data fusion in each field. All the challenges and the advantages in which
all data fusion processes can be run into are showed in chapter four 4. At the end of this

thesis 5 I reported a discussion of the results that I found, comparing algorithms analysed
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and answering to the research questions that I made at the beginning of the thesis. A
brief summary of the paper is showed in the conclusion chapter 6 where I tried to sketch

hypothetical future development for data fusion.
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]_ State of the art

The Joint Directors of Laboratories (JDL) originally described data fusion as a com-
plex process involving the automatic handling of various levels and facets of data and
information from multiple sources [25|. However, Klein expands upon this definition by
emphasizing that data may come from either one single source or several sources [17].
This new definition changed the perception of data fusion, introducing new challenges,
such as an increase in the importance of data quality partly due to advances in technol-
ogy, the widespread use of the Internet and the diffusion of fake news. Together with
the new definition, also the approaches have evolved. In fact, early approaches were fo-
cusing on finding which was the average value or the most recent value, while the new
approaches are based on the notion that the more reliable data sources are, the more
accurate the data they provide will be, introducing the concept of data quality and data

source trustworthiness [§].

I analyzed several works about data fusion, well aware of the fact that the number of ex-
isting approaches is constantly growing. I reported an overview of the most used methods
and different categories in which they have been classified, highlighting the challenges,
the blind spots and the advantages for each one. A brief introduction of those categories

is shown in Table 1.1
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Categories Description

Conflict resolution | Use different strategies to resolve conflicts

Conflict avoidance | Manipulate data to avoid conflicts

Conflict ignorance | Manipulate data and ignore conflicts

Voting Count the occurrence of the values, the highest wins.
Quality-based Gives higher vote count to higher trustworthiness sources
Relation-based Consider the relations between sources

Optimization-based | Using of optimization algorithms to minimize the error

Iterative Iterative processes to find a convergence of data

Machine Learning | Use machine learning algorithms to predict data

Table 1.1: Methods’ categories

The first classification that has been done is based on the way to approach conflicts.
This classification has been done by Bleiholder and Naumann [6], who differentiate three
different alternatives: conflict resolution, conflict avoidance and conflict ignorance. The
first one comprehends all the strategies adopted in order to resolve data conflicts, such as
the Meet In The Middle strategy, that picks the average value. The second one is focused
on data manipulation in order to avoid conflicts, such as the Trust Your Friends strategy,
that picks a certain value from a preferred source. The latter one is simply to ignore all
data that are in conflicts with each other, such as the Consider All Possibilities strategy,

that provides all possible value combinations.

Over the years, the only category that has been deepened is the conflict resolution one.
This happens because with conflict ignorance and conflict avoidance the results were
not truthful or accurate. In fact, one of the most interesting and complete research is
done by Dong et al. [12] in which 3 main categories are being defined. The first one is
Voting, a method in which one vote is given to each data source and the value which
receives the highest number of votes is regarded as the correct one. It is characterized
by a serious flaw: this method is not reliable because with the widespread of Internet
and the introduction of many false data brings to a veracity problem. Dong et al. [12]
defined then a second category of approaches that are quality-based, meaning that they
evaluate the trustworthiness of data sources and give a higher vote count for a high-quality
source. The trustworthiness is calculated in different ways, so Dong’s categorization can
be further deepened in additional sub-categories: web link based (like PageRank), based
on the similar metrics between provided values and true values (IR based), based on the

probability of the value to be true (Bayesian methods) and based on the probabilistic
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graphical model (Graphical model methods). However, all of those categories estimate
a value to attribute at the sources, but it’s not possible to find an objective metric to
evaluate the trustworthiness of a source. An extension of this category is the relation-
based type of methods, that consider the relations between sources. This can be work if
relations are few, but the management of several source relations is complex to elaborate,

and they can be conflictual.

Some of those classifications has been provided also by Li et al. [19], but a major turning
point in data fusion has been 2015, because only then this group of scientists have found
additional categories of data fusion methods. In fact, they defined the Optimization-
based methods, that use optimization algorithms to assign a weight to the sources in
order to minimize the error. Those algorithms, however, are computationally complex,
and for a big number of data require many resources to allocate. Li et al. [20], in one of
their following paper, also defined the iterative model, that consists into defining an error
estimation between the provided value and the true value, and update it using learning
algorithms until it arrives as near as possible to a convergence. They are computationally
more efficient because they take subsets of data, but the importance of the initial input
data is very high because if they are incomplete or distorted the iterative process and the

final results are influenced negatively.

There are other researches that provide a classification of conflict resolution approaches
that are similar to the ones above, but sometimes with different names. An example of
that is Berti- "Equille and Borge-Holthoefer research [5] that differentiate agreement-based
methods, very similar to voting-based methods where it counts the number of sources
that agree or disagree with a specific value. Another classification is the MAP (Maximum
Likelihood Estimation) that is a subset of bayesian methods that use specific algorithms
on available observation, such as Expectation maximization or Gibbs sampling. There is
also the Analytical methods that is a subset of optimization-based methods that use the

matrix diagonalization technique.

One of the latest papers that have tried to operate a classification of the data fusion meth-
ods has been an essay by Gabrielle Karine Canalle, Ana Carolina Salgado and Bernadette
Farias Loscio on 2020 [8], who defined together with the already analyzed categories
probability-based and optimization-based, two additional categories: Rule-based, that
includes all voting-based and first proposed methods for data fusion, and Machine Learn-
ing based methods, that includes all approaches that use machine learning techniques.
Canalle listed also a set of algorithms for each category, highlighting their approaches to

data fusion challenges.
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In my paper, I chose to analyze algorithms by focusing on their specific application fields.
Beginning with use cases from everyday domains, I examined the strengths and limita-
tions of these algorithms, assessing the benefits they offer and categorizing them within
the broader context of this state of the art. This analysis served as the foundation for
addressing the research questions I outlined in the following chapter, providing a compre-

hensive overview of the data fusion landscape.



2 Research Methodology

First of all, it’s important to state which was the research methodology that I had used to
research for this paper in order to help the researchers to find new solutions for the software
automatization of data fusion: I mainly conducted a systematic Multivocal Literature
Review (MLR) on Data Fusion [18], that is characterized by the use of the Grey Literature,
that included all the papers that are not controlled by commercial publishers or by peer-

review, differently from what happens in what is called the White Literature.

The Multivocal Literature Review (MLR) on Data Fusion approach allowed me to analyze
more papers, have a better view of the state of the art for data fusion, and go deeper with

my research, in order to address the following research questions:
RQ1: Which technologies and architectures for big data fusion exist?

RQ2: What challenges and technical advantages do the individual most-used data fusion

approaches propose?
RQ3: Which sectors or applications data fusion can bring significant improvements in?

These research questions are the result of my preliminary reading of several papers focused
on many different approaches: indeed, Data Fusion can be applied to an enormous variety
of fields in which those methods can be used. While their heterogeneity and their vastness
was really helpful to get an overview of all the potential uses of data fusion, the variety
of subjects these studies were focused on had the major drawback of not allowing any
kind of comparation, since these different areas often were not apparently connected. My
resolution was to focus on research questions that could help me getting a more complete
global view of the application for this process, to understand if the benefits were worth

the effort, and figure out the differences on all data fusion algorithms implemented.

To answer these research questions, as [7] did, I created a selection of articles to review
related to data fusion argument, conducted the review using different methods that I
explained in the next paragraph, and analyzed the results of those approaches in order to

select only papers that can answer to research questions that I have defined before.
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2.1. Selection Flow

I can distinguish two methods of selections for the papers, the former regarding White
Literature papers, the latter Grey Literature papers. This is a pivotal difference to make
because one has to be extremely careful taking into accounts Grey Literature, since this

kind of papers has not been peer reviewed so one could rely on wrong or incomplete data.

To find White Literature papers I used different platforms that contains a database of
scientific articles, books, academic researches and other peer-review papers. In particular,
I mostly used: ACM Digital Library, IEEEXplore, Wiley Interscience, Elsevier Scopus,
Bibsonomy and Google Scholar; while I researched using the Google engine to find all the

Grey Literature papers.

For both the research of White and Grey Literature papers, I used a combination of key-

words, listed in Table 2.1, that allows me to have a major understanding of the argument.

Keywords

Data Fusion Big Data

Data Fusion Methodologies | Data Fusion Types

Data Fusion Techniques Data Fusion Fields

Data Fusion Benefits Data Fusion Applications
Data Fusion Challenges Data Fusion Use Cases

Table 2.1: Keywords used

To the papers found with keywords, I added papers found through the use of the website

https:/ /www.connectedpapers.com/ that allows me to find related papers.

It is interesting the evolution of the number of papers founds with this first selection. To
have a global view of this trend, I chose to represent a timeline graph of those papers,

showed in Figure 2.1.


http://www.connectedpapers.com/
http://www.connectedpapers.com/

2| Research Methodology 11

2008 2010 2012 2014 2016 2018 2020 2022 2024

Figure 2.1: Timeline of data fusion papers

The results depicted in the graph illustrate the progressive evolution of data fusion over
recent years. There has been a noticeable increase in both discussion and academic re-
search in this area, reflecting a growing interest and recognition. Moreover, this evolution
is evident not only in the development of new algorithms but also in the implementation of
advanced techniques. Furthermore, there has been a broadening of its application across

various fields, showcasing its expanding relevance and impact in diverse domains.

As showed in Figure 2.2, after reading tile and abstract of each paper found using keywords
described before, I found 183 papers that could be useful to my research, and to analyse
them I decided to use the Latent Dirichlet Allocation (LDA) topic modelling method,
that automatically labels papers based on some topic or theme that it founds through the

text analysis.

This method implementation starts with a pre-processing phase that consists in data
cleaning and vectorization. This phase is a crucial step in topic modeling. In my re-
search, I utilized the NLTK (Natural Language Toolkit) library in Python to handle this
pre-processing step. The process included: tokenization, that consists into splitting the
text into individual words or tokens; converting all text to lowercase to maintain unifor-
mity; removing special characters and numbers since that they don’t carry meaningful
information; stopwords removal that remove common words (e.g., and’, 'the’; ’is’) that
do not contribute significant meaning to the text to focus on more informative terms. In
addition to data cleaning, also vectorization is part of pre-processing step, and it is used to
convert the text data into a numerical format suitable for LDA. Term Frequency-Inverse

Document Frequency (TF-IDF) vectorization matrix was used.
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183 papers found
Keyword Definition Search Engine Usage
A4

= Preprocessing

Topic Selection LDA
. max_df: 0.95
57 papers selected Number of Topics: 20 Vectorization min_df: 2
25 papers used Alpha: 0.1 max_features: 1000
Beta: 0.01

Iterations: 1500
Random state: 39

Figure 2.2: Process Flow !

The LDA model was trained on the TF-IDF matrix to identify topics by analyzing the
processed text, identifying themes and labeling papers accordingly. To ensure the effec-
tiveness of the LDA model, I used several evaluation metrics. The model’s perplexity,
a measure of how well it predicts unseen data, was monitored and achieved a value of
around 1500, indicating good performance. The coherence score, which evaluates topic in-
terpretability, was optimized and reached approximately 0.55. As a result of this process,
a list of topics have been produced, as showed in Figure 2.3, and 57 papers were selected
based on their topics, in order to remove ones that were too similar to each and leave
only those that contributed new insights to my research. I finally conduct an additional
review by reading and selecting a restricted number of papers (25) which were ultimately

used to draft my thesis.

!max df: to ignore terms that appear in more than 95% (0,95) of the documents; min_ df: to

include only terms that appear in at least 2 documents; max _features: to limit the number of features
to the top 1000 terms by TF-IDF score; Number of Topics: the model was set to identify 20 topics
across the dataset; Alpha (Dirichlet prior for document-topic distribution): a symmetric value of 0.1
was used to assume each document could belong to multiple topics; Beta (Dirichlet prior for topic-word
distribution): a default value of 0.01 was used to assume each topic could have multiple words; Iterations:
the algorithm was run for 1500 iterations to ensure convergence and thorough analysis; Random State:
a fixed random state (39 here) was used for reproducibility.
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el 44
Application Sensor fusion

23
Knowledge

19
Improvement

43
Privacy

| . “ .
~ Machine learning

Figure 2.3: Topics from LDA Topic Modelling Analysis

2.2. Use Case paper selection

Since there were several application fields, I decided to focus on some areas that high-
lighted for me just how integral this technology is to our daily lives. By demonstrating its
extensive use, these fields made me aware of how data fusion seamlessly integrates into
various aspects of our routines, making tasks more efficient and enhancing overall safety,
even though its contributions are not always immediately apparent. This realization un-
derscores the profound impact that data fusion has in simplifying our experiences and

ensuring a safer environment.

In order to find and categorize relevant information, I started with the set of papers I had
previously analyzed using LDA topic modeling. The LDA analysis revealed several key
topics related to data fusion as showed before. Among these topics, I focused specifically
on the ’Applications’ category to explore the practical implementations of data fusion
across different domains. This further categorization led to identifying specific subcat-
egories of applications where data fusion is utilized, as shown in Figure 2.4. After this
categorization I decided to focus my research on some fields that have higher impact on

our day life, in particular I'm based on the Maslow Pyramid, or Maslow’s Hierarchy of
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Needs. a psychological theory proposed by Abraham Maslow ? showed in Figure 2.5. The
four fields I have decided to focus on could all be regrouped in the second level of the
Maslow pyramid, being inalienable rights that the human being must fulfil in order to feel

accomplished and secure, and they are Healthcare, Environment, Security and Finance.

Security
Healthcare I

Automotive
Industry
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Social Sciences
Agriculture
Telecommunication
Finance

Energy

Environment

~N
[y
w

Robotics

>
o
=
o
w
he]
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[}
o
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=)
=
o
-
N
=
o

Figure 2.4: Data Fusion Applications

2Tt’s often depicted as a pyramid with five levels of needs, arranged in a hierarchical order. Maslow
proposed that individuals must satisfy lower-level needs before they can move on to higher-level needs.
Here’s a brief summary of each level from bottom to top: 1. Physiological Needs: these are the basic,
essential needs for human survival, such as food, water, shelter, and sleep; 2. Safety Needs: once
physiological needs are met, individuals seek safety and security. This includes physical safety, financial
stability, health, and protection from accidents and threats. 3. Love and Belongingness Needs: after
safety needs are fulfilled, people look for social connections. This includes relationships, love, friendship,
and a sense of belonging to a group or community. 4. Esteem Needs: with social connections in place,
individuals strive for self-esteem and the esteem of others. This involves feelings of accomplishment,
recognition, and respect. 5. Self-Actualization Needs: at the top of the pyramid, self-actualization
refers to the pursuit of personal growth and fulfillment. This includes realizing one’s potential, creativity,
and seeking personal and professional growth.
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Desire
to become
the most that
one can be

Self-Actualization

Respect

Recognition Self-Esteem

Freedom

Sense of connection
Love and Belonging

Friendship Family
Wellness Health
Safety Needs
Personal security Financial security
Qi £8ag Physiological Needs
Water Sleep Shelter

Figure 2.5: Pyramide

Since the few number of papers related to those specific applications, I decided to start
a new selection using more specific keywords, combining "Data Fusion" with each appli-
cation, and applied LDA topic modelling as before. The results of this further selection
allows me to find new topics related to every application that I decided to analyse. Those
topic results are showed in Figure 2.6. This additional level of classification allowed for a
more refined and detailed analysis, providing deeper insights into the various specialized
areas within the broader application fields, and thereby enhancing the comprehensiveness

of the overall analysis.
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Environmental Security

B Geosismic Risk

H Climate Change Impact = Threat Detection

[ ]

1 Pollution Monitoring Radar and Sonar Detector
= Video and Audio Surveillance
W Weather Prediction

Healthcare Finance

W Market Analysis
B Patient Monitoring M Customer Profiling
H Clinical Decision  Fraud Detection

= Self-Health Monitoring M Risk and Trading Management

Figure 2.6: Subdivision of Data Fusion applications
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3 ‘ Background and fields of
application

The origins of data fusion as a concept are centuries old, in the evolved capacity of humans
and animals to incorporate information gathered from multiple senses to improve their
ability to survive, for example combining data collected through sight, touch, smell, and

taste to decide whether a substance is edible.

Historically, the roots of data fusion can be found in the Classical Period of Ancient Greece
(600 to 300 B.C.), when philosophers like Aristotle, Thales, Pythagoras developed and
studied the deductive method, the logical mental process in which a conclusion is based
on the concordance of multiple premises. Identically to what happens in data fusion,
the veracity of the input data in the deductive method is a non-negotiable assumption:
classical philosophers showed that a deductive reasoning was dependent on its premises,
meaning that a false premise could possibly lead to a false result. This process of think-
ing gathering all different kinds of information to draw inferences was one of the main
principles of the Scientific Revolution thanks to the studies of French philosopher René
Descartes, who combined deductive reasoning with empiricism, which is the acquisition
of knowledge from sensory experiences. Descartes studies were pivotal in establishing the
foundations of the scientific method, based on deductive reasoning — as I have just stated
— but also on inductive reasoning, a process of thinking in which broad generalizations
or principles are derived from a body of observations, similarly to what happens in data
fusion. Inductive reasoning played an important role also in the work of the English natu-
ral philosopher Francis Bacon, who made an important distinction between the deductive
and the inductive methods: he noticed that the former began with a proposition and
discarded evidence that did not support that premise (which was also the way the con-
flict between data were solved in the first stages of data fusion), while the latter reached
a conclusion only after the collection of evidence. According to Bacon, only inductive
reasoning enabled researchers to support observations with empirical data rather than
conjecture, but historically both methods greatly influenced the intellectual context of

the Enlightenment by providing two systematic means of drawing conclusions about the
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natural world from observations and evidence.

Those methods are at the base of what we now call data fusion, the process of combining
data from different sources. This process has been introduced in order to help to obtain
better results and take more informed decisions. As Hassani et al. [14| pointed out,
the first mathematical theories of data fusion were devised in the 1960s, but only in the
1970s and 1980s, data fusion was implemented in various disciplines. The watershed
can be found in 1984 in the USA, when an information fusion sub-panel promoted the
concept of data fusion to the industry, and officially stated the importance of identifying
requirements, and coordinating information fusion projects. In the first years of data
fusion, only industries with significant capital could invest in research, so the majority
of the early data fusion projects were devised in the military, where developments in
man—machine interaction were sought to boost national defense efficiency. Nowadays, data
fusion applications have extended to various fields, including non-destructive analytics,

pattern recognition, robotics, earth sciences, medicine, and finance.

This extensions made become data fusion procedures more complex, due to the signifi-
cant amount of data, often conflicting with each other, coming from the Web and from
untrusted sources. Those conflicts brings to a need of a systematic, clearly defined and
structured approach to data fusion problem that starts with setting clear objectives: what
do we want to achieve with data fusion? Are we aiming to improve the accuracy of our es-
timates, obtain a more complete picture of a phenomenon, or reduce uncertainty?. Next,
we identify and describe the data sources available to us. This includes evaluating the
quality and reliability of each source, understanding the format of the data, whether it’s
numerical data, images, signals, or text, and ensuring we know the structure of the data.
We then move on to aligning the data temporally and spatially, resolving any discrepan-
cies or misalignments between sources. This ensures that we are working with a coherent
dataset. The heart of formalization lies in selecting appropriate models and techniques
for fusion. Whether we are combining raw data, extracting and merging relevant fea-
tures, or integrating decisions from separate sources, we must choose methods that suit
our specific objectives and constraints. Furthermore, we establish evaluation criteria to
measure the effectiveness of our data fusion process. Accuracy, precision, robustness, and
computational efficiency are some of the metrics we might consider. Finally, we address
the uncertainties inherent in our data and methods, employing probabilistic techniques
or fuzzy logic to manage these uncertainties effectively. A conceptual map of this formal-

ization is showed in Figure 3.1, with an example of traffic monitoring in a city.
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Figure 3.1: Conceptual map of data fusion process !

As fusion strategy, thanks to the software automations, many techniques have been im-
plemented in order to improve the data fusion method, reduce the margin of error and
have more reliable results. In the beginning, those algorithms were mostly used for track-
ing moving objects on land, on and under the sea, and in the air. Over the years, this
process has been expanded to many fields, bringing different advantages. In the next sub
chapters, I listed some of the most relevant fields in which data fusion is applied to our
day to day life, almost without us knowing, showing that we are currently living in a data
fusion based world and that algorithms rule our existence, making life safer and easier.
For each field of application, I gave an overview of their characteristics and peculiarities,
how data fusion can be applied to them and the advantages that it brings to us. At the

end of each sub chapter I also reported a practical example of data fusion application.

!Example of traffic monitoring in the data fusion process: Objectives: monitor real-time traffic flow
and Identify traffic congestion and anomalies. Data Sources: Surveillance Cameras: images and videos.
Speed Sensors: numerical data on vehicle speed. GPS Data from Vehicles: coordinates and vehicle speeds.
Data Representation: Convert camera images to vehicle counts per frame. Speed sensor data repre-
sented in km/h. GPS data formatted as geographic coordinates and speeds in km/h. Data Alignment:
temporal synchronization with unified timestamps and Spatial mapping using a common geographic co-
ordinate system. Fusion Models: Data-Level Fusion to combine vehicle counts and average speeds,
and Feature-Level Fusion to calculate weighted averages of speeds. Fusion Strategies: continuous data
updates in real-time, collected in a central server. Evaluation Criteria: accuracy of traffic estimates
and response times of the monitoring system. Uncertantly Management: use probabilistic techniques
to handle uncertainty in GPS data and camera counts. Computational Considerations: the server
that operates with data need to have an high computational capacity, and margin errors of algorithms
must be considered.
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3.1. Environmental Management

In the last years, we always heard to talk about climate change, air, acoustic, energetic
pollution, natural disasters, environmental crisis, etc... All those phenomena increased
due to industrialization, urbanization and the growth of population [24]. This brings to
a bigger concern of people about the future that we’ll live, and to the thought of people
to do something to remedy to all the indifference in which we lived until now. For this
reason, some companies implemented some procedures to reduce human environmental
impact, promoting the sustainability through the responsible use of resources, creating a

new type of activities that we call environmental management.

Data fusion helps those type of organizations with all the activities that regards monitor-
ing from different sources and the predictive analysis through the use of historical data
and real time observations. In fact, through the use of data fusion, data coming from
satellites, sensors and climatic models are used to prevent natural disasters, predict the
environmental impact to the ecosystems, reduce waste in the operations optimizing the

resources making them more sustainable [15].

In the following paragraph, I report an example of the use of data fusion in environmental
management, in particular I analysed an article of Huo et al., published 2020 [16], re-
garding soil pollution in a Chinese province and how data fusion can be applied to detect

quality of agricultural and industrial lands.

3.1.1. Use Case

Due to industrialization, level of soil pollutioning significally grown, with important con-
seguences to to agricultural safety production, cultivated land quality, and people’s health,
so it is important to analyse data to find some solutions such as soils quality regulation
and site-specific legislation. Data Fusion comes into play in this analysis. This study, in
fact, proposes a comprehensive soil environmental quality assessment method based on
the Driving Force-Pressure-State-Impact-Response (DPSIR) (European Environmental
Agency. FEurope’s Environment: The Second Assessment; Elsevier Science Ltd.: Oxford,
UK, 1998.) model in order to evaluate the soil environmental quality of Hebei Province,
China.

18 indicators has been taken into account in this analysis, divided in 5 criterion layer, as

showed in Figure 3.2.
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Module

Indicator

Indicator Explanation

D; Driving force

X1 Industrialization index

Industrialization development level, indicating the driving force of
industrial development

X, Population density/person-km =2

The ratio of the total population to the land area, indicating population pressure

D, Pressure

X3 Industrial wastewater discharge per unit GDP/ton-10,000 yuan™

The ratio of industrial wastewater discharge to GDP, indicating pollution pressure

X4 Organic emissions per unit GDP/g-10,000 yuan~!

The ratio of organic emissions to GDP, indicating industrial pollution pressure

Xs Regular metal emissions per unit GDP/g-10,000 yuan‘1

The ratio of heavy metal emissions to GDP, indicating industrial pollution pressure

Xs Ammonia nitrogen emissions per unit of GDP/kg-10,000 yuan~!

The ratio of ammonia nitrogen emissions to GDP, indicating industrial
pollution pressure

X7 NOx emissions per unit GDP/kg:10,000 yuan™"

The ratio of nitrogen oxide emissions to GDP, indicating industrial pollution pressure

Xg Fertilizer application intensity/kg-hm?

The ratio of the total amount of chemical fertilizer applied to the total area of
cultivated land, indicating the pressure of agricultural pollution

Xy Pesticide application intensity/kg-hm?

The ratio of the total amount of pesticide application to the total area of cultivated
land, indicating the pressure of agricultural pollution

X109 Annual average air quality index/ug-m ™~

The annual average concentration of PM2.5

X;1 Heavy metal pollution index

Calculated by the Nemerow index, indicating the state of heavy metal pollution in soil

Dj Status
Xj2 Organic pollution index Calculated by the Nemerow index, indicating the state of organic pollution
Xu3 Potential ecological risk index Calculated by Equation (2), indicating the ecological risk effect caused by
D, Impact heavy metals
4 Impac

X14 Human health risk index

Calculated by Equation (4), indicating the human health impact caused by soil
pollution

Ds Response

Xi5 Environmental protection investment as a percentage of GDP/%

The ratio of environmental protection investment to GDP

Xi6 Industrial wastewater reuse rate/%

The industrial wastewater reuse rate

Xj7 Attainment rate of industrial wastewater discharge/%

The ratio of industrial wastewater discharge to industrial wastewater discharge

Xig Attainment rate of industrial gas discharge/%

The ratio of industrial waste gas discharge to industrial waste gas emissions

Figure 3.2: List of indicators of Soil Pollution, taken from [16]

To apply this model, indicators received a weight through the AHP (Analytic Hierarchy

Process) method, that consists into give an importance level to the indicators, put them

into a comparation matrix and calculate respective weights. In this case the software

Matlab has been used for the calculation part. The results are shown into Figure 3.3

Criteria Layer Weights Indicator Layer Weight
X; 0.8173
51 0.0673 Xs 0.1827
X3 0.1394
Xy 0.2329
Xs 0.2465
X 0.0781

D 6
2 = X, 0.0709
Xs 0.1322
Xo 0.0635
X10 0.0367
Xq1 0.5000
Ds 0.4057 X1z 0.5000
X13 0.5000
D4 0.1649 X1 0.5000
X5 0.1893
Xic 0.2148
Ds 0.1309 Xq7 0.4914
%ig 0.1046

Figure 3.3: Weight of indicators of Soil Pollution, taken from [16]
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After given a weight to the indicators, data standardization for the values is needed,
because units, values and calculations of each indicator are quite different, making them
hard to compare. At first, we get the indicator values of 32 provinces, municipalities, and
autonomous regions in Mainland China, sorted in ascending order. Then they defines
four levels of standardized scores: (0.75 , 1] means that the indicator of the studied area
is excellent; (0.5, 0.75] indicates a medium state; (0.25 , 0.5] an alert state; and (0 , 0.25]
a bad state. The higher the value is, the more positive the indicator is. Standard and

graded values are shown in Figure 3.4

Evaluation Indicator Standardized Score Range

(0.75,1] (0.5, 0.75] (0.25, 0.5] (0, 0.25]
X; Industrialization index <25 (2.5, 5] (5,7.5] (7.5, 10]
X, The population der'lsity/persor't-l(m_2 <150 (150, 240] (240, 480] (480, 900]
X3 Industrial wastewater discharge per unit GDP/ton-10,000 yuan~! <2 (2,2.5] (2.5, 3.5] (3.5, 10]
X4 Organic emissions per unit GDP/g-10,000 yuan_1 <10 (10, 45) (45, 70] (70, 150]
X5 Regular metal emissions per unit GDP/g-10,000 yuan‘1 <0.1 (0.1,0.5) (0.5, 1] (1, 3]
Xg Ammonia nitrogen emissions per unit GDP/kg-10,000 yuan~! <0.1 (0.1, 0.35] (0.35, 0.7] 0.7,1]
X7 NOx emissions per unit GDP/kg-10,000 yuan_1 <1 (1, 5] (5,10] (10, 20]
Xg Fertilizer application intensity/kg hm? <250 (250, 400] (400, 550] (550, 900]
Xg Pesticide application intensity/kg hm? <5 (5,10] (10, 15] (15, 30]
X190 Annual average air quality index/ug-m_3 <35 (35, 45] (45, 60] (60, 100]
X171 Heavy metal pollution index <0.7 (0.7, 1.5] (1.5, 3] (3,7]
X1z Organic pollution index <0.7 (0.7, 1.5) (1.5, 3] (3,7]
X3 Potential ecological risk index <150 (150, 500) (500, 1000] (1000, 2000]
X14 Human Health Risk Index (total cancer risk) <106 (1075,107°] (107%,10™%] (107%,1079]
X15 Environmental protection investment as a percentage of GDP/% (3,71 (2,3] 1,2] <1
X16 Industrial wastewater reuse rate/% (95, 100] (80, 95] (65, 80] <65
X17 Attainment rate of industrial wastewater discharge/% (95, 100] (90, 95] (80, 90] <80
X;s Attainment rate of industrial gas emission rate/% (95, 100] (90, 95] (80, 90] <80

Figure 3.4: Standardization of indicators for Soil Pollution, taken from [16]

After calculating the weights and standard value of each indicator, the soil environmental
quality index (SEQI) is calculated by the weighted average of the standard values of the
18 indicator, obtaining a result from 0 to 1, in which the larger the value is, the better

the soil environmental quality is.

Applying then this method to data coming from different statistical yearbook and surveys
of 2015 in Hebei Province, the evaluation results show that the soil environmental quality
of Hebei’s agricultural land is in a medium state, and the industrial land is approaching
the alert state. Some indicators, such as pesticide application intensity and environment
protection investment have an extremely bad status and should be paid attention to, as

shown in Figure 3.5.
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Criterion . Original Standard  Weighted Criterion Layer =~ Weighted
Target Layer Layer Indicator Value o; Value x; Value Value d; d;
X 3.04 0.70 0.5721
D
1 X2 402 0.33 0.0603 0.6324 0.0426
X 3.16 0.34 0.0474
X4 65 0.30 0.0699
Xs 0.51 0.49 0.1208
X 045 043 0.0336
D 6 &
2 Xy 7.13 0.39 0.0277 0.3697 0.0855
T Xs 494 0.34 0.0449
Agricultural Xo 13.66 032 0.0203
land: 0.5815 X10 77 0.14 0.0051
Industrial
. Xj1 Agricultural 141 0.53 0.2650
land: 0.5127 b X12 Agricultural 1.06 0.64 0.3200 0.5850 0.2373
3 .
X11 Industrial 2.35 0.36 0.1800
X1 Industrial 171 0.47 0.2350 0.4150 0.1684
Xi3 203 071 0.3550
D Xig 15x107° 073 0.3650 0.7200 01187
X5 0.02 0.01 0.0019
Xi6 91 0.68 0.1461
D5 Yoo 100 ) 04914 0.7440 0.0974
Xig 100 1 0.1046

Figure 3.5: Indicator results for Hebei Province, taken from [16]

Results

In this study, data fusion has been employed to combine various indicators in order to
gain a comprehensive understanding of soil quality in Hebei Province. To streamline
the analysis and make the data more accessible, a standardization has been done of all
collected data into a single measurement unit. Additionally, they assigned weights to
the results based on the relative importance of each indicator and each criterion layer.
This method allows to create an overall value that accurately represents the quality of
the soil while considering all contributing factors. As a result, this data fusion approach
makes it much easier for individuals to pinpoint the areas that require the most atten-
tion and intervention, ultimately aiding in more effective decision-making and resource

management.

3.2. Security

The data fusion process can be applied in several fields, but one of the most important is
the Security one. In fact, when data are integrated from different sources, it’s easier to
have comprehensive and detailed view of potential threats and vulnerabilities, helping also
to a faster detection of false positive alarms. This kind of aid is very important nowadays,

because information attacks are increasingly sophisticated and harder to discover.

Sources of data fusion in the security fields are numerous, but the most used are social
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media, surveillance cameras and communication networks. The fusion of these data helps
to respond efficiently to threats and emergencies, providing a complete and integrated

picture of the situation.

In particular, analyzing social media can reveal valuable information about ongoing or
upcoming events, social trends, and potential threats. Surveillance cameras offer real-time
visual data that can be analyzed to identify suspicious or abnormal behaviors. Commu-
nication networks provide data on interactions and information flows between users and
devices, which are crucial for detecting suspicious activities and preventing cyber attacks
[29].

The use of data fusion in the security field allows for the identification and blocking of
suspicious activities and abnormal behaviors by analyzing all activities conducted by users
and devices. By combining and integrating data from various sources, it is possible to sig-
nificantly enhance the capabilities for detecting and responding to threats, ensuring more
effective and timely protection. In an era where cyber threats are constantly evolving, the
ability to quickly integrate and analyze large amounts of data represents a fundamental

strategic advantage for security [2].

In the following paragraph, I report an example of the use of data fusion in security field,
in particular I analysed an article by Tamburri et al. published on 2023 [9], that use data

fusion in order to predict trajectory of a target in video surveillance system.

3.2.1. Use Case

Video surveillance systems are essential tools for forensic investigators in analyzing evi-
dence collected from crime scenes. However, these systems often use a variety of security
cameras and [oT devices that monitor the same crime scene from different perspectives.
This results in a massive amount of data that needs to be analyzed in order to selectively

combine these big data streams to obtain a global and coherent view of the situation.

In order to help those results, this paper developed a new framework for trajectory pre-
diction within a multi-sensor surveillance system. This framework is structured in four
layers, showed in Figure 3.6, each with its own tasks and purposes and depending from

the other (e.g., the types of sensors used, the purpose of the entire system).
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Figure 3.6: Structure of trajectory prediction framework, taken from 9]

The first layer of this framework is the Sensor Layer that includes all physical devices used
to collect information and produce raw data (e.g., videos from a camera, sound from a
microphone, temperature from a temperature sensor). All these data are being processed
in the second layer, the Single Sensor Computation Layer, that transform data based on
the purpose of the system. For example, data from a microphone can be processed with a
speech recognition algorithm, converting the data into text, or it can be processed in order
to detect noise and recognize the environment. In the Data Fusion and Interpretation
Layer, those pre-processed data are combined to create a higher-level understanding of
the scene, for example, tracking an object from two individual cameras can be combined
to map the object’s trajectory in 3D space. At the end of this structure we found the
Human Interaction Layer, that provides human operators with intuitive tools to interact

with the data and make informed decisions.

In particular, the most important layer in this framework, is the Data Fusion and Inter-
pretation Layer, that allows to create a coherent and comprehensive view of the situation.
In this case, it was chosen to demonstrate that the Unscented Kalman Filter as a data
fusion approach can predict the target’s trajectory by using a combination of real mea-
surements. This algorithm predict the state of the system at the next time interval and
the estimation error covariance based on the system dynamics. To this prediction, the
algorithm combine data coming from new measurements of the new state, to obtain a new

updated and more accurate estimation of the state, updating also the error covariance.

The sources for this comparison are video data manually created in a controlled environ-
ment. Two smartphones that films the same scene from different positions. This scene
consists in a target that performs different patterns by walking (e.g. walking in a straight
line, zigzagging, or stopping in the middle of a walk). The position of those cameras are

shown in Figure 3.7
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Figure 3.7: Positions of cameras, taken from [9]

As a baseline for determine the efficiency of UFK, a triangulation have been performed.
For both cameras, for each frame of the video, the coordinates (X,Y) of the target have
been taken, and the triangulation have been calculated using the following equation, where
Za is the angle towards the target and d is the camera’s focus point.

x-coordinate
Za = arctan | ——

; (3.1)

Then, knowing the angles, position, and orientation of the cameras, two virtual lines

have been drawn, and their point of intersection has been calculated, using the following

equations

(c1y — c15 - tan(cit)) — (coy — cop - tan(cat))
tan(cit) — tan(cot)

(3.2)

Lintersect —

Yintersect — (mintersect : tan(clt)> + (Cly — C1z ° tan(clt)) (33)

where cl and c2 are the cameras, x and y are the coordinates, and t is the angle towards
the target. Iterating this intersection for each frame, plotting the resulting points, and

drawing a line between the points gives us the mapping of the trajectory of the target.

In order to use the Unscented Kalman Filter, in addition to the (x,y) coordinates, also their

respective velocity are being used (&, y), initialized setting the target starting position



3| Background and fields of application 27
and the initial velocity to 1. Also a vector u has been defined, to keep track of the target
direction and the distance moved from the last point recorded. The new coordinates of

the target have been estimated using a transition function showed below:
Az = cos(UT) - UAd" (3.4)

Ay = sin(Ul) - UAd" (3.5)

The results of this algorithm are showed in Figure 3.8, together with the results of the
triangulation as baseline, where the blue hue indicates the uncertainty (co-variance) of
the predicted position, that is higher in the initial state because the algorithm needs time
to converge, and also when the angle towards the target from one camera overshoots the

angle towards the target from the other camera resulting in a wrong measurement

Walking pattern: zigzag
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Figure 3.8: Trajectory Prediction for both methods, taken from [9]

The baseline triangulation and UKF are very similar, this prompt to affirm that UKF

can correctly predict the target’s trajectory and stay very close to the actual trajectory.

Results
In this study, the Unscented Kalman Filter (UKF) data fusion approach was utilized to

predict a target’s trajectory across four different video sequences, with results compared
to a baseline method using triangulation. After visually confirming that both the UKF
and triangulation methods accurately captured the target’s zig-zag movement pattern, a

numerical validation was performed. This validation involved calculating several metrics:
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the total difference (Total Diff. (cm)) across the entire video, the minimum, maximum,
and average differences for individual points (Min/Max/Avg Diff. (cm)), and the differ-
ence at the final position of the target (Diff. at last position (cm)). These results are

presented in Figure 3.9.

Test Number  Video Number  Total Diff. (cm) Min/Max/Avg Diff. (cm)  Diff. at last position (cm)

0 1 121.2 327758 N
1 2 367.5 2.7/12.0/5.3 4.1
2 3 213.5 2.8/9.1/5.2 6.8
3 4 209.8 1.8/9.0¢/5.5 22

Figure 3.9: UFK algorithm vs actual position, taken from [9]

The average difference between the predicted and actual positions was approximately 5.5
cm. Although the total difference can be relatively large (e.g., 367.5 cm in test 1), the
algorithm consistently remained close to the baseline throughout the prediction process,
particularly at the end. These findings suggest that the UKF is effective for predicting

target trajectories and maintains accuracy relative to the baseline over time.

3.3. Healthcare

Data fusion plays an important role in healthcare systems because it brings a significantly
impact on the overall quality of patient care, efficiency of medical services and innovation
in treatment methods. In particular, in the healhtcare field the majority of data is col-
lected by medical imaging, wearable devices and electronic health records, that allow to

get a better overview of the patient, make more accurate diagnostics and fuel research.

One of the most evolving industry in healthcare in which data fusion is quickly having a
bigger and bigger role is connected to wearable devices, like smartbands and smartwatches,
that allow to integrate clinic information in order to constantly monitor vital parameters
of patients, facilitating a proactive management of chronic conditions like diabetes or

cardiac diseases.

Wearable devices are characterized by multimodal sensors that allow to collect data in
different modalities and from different sources using the same device. In the next para-
graph I reported an example of use of Data Fusion in healthcare field, with a specific focus
on multimodal sensors. In particular I analysed an article of Nweke et al. published on

2019 [22], that use sensors of wearable devices to detect human activities.
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3.3.1. Use Case

The use of multimodal sensors in healthcare has seen a surge in research interest due
to their ability to automatically and comprehensively monitor human behaviors, man-
age high-intensity sports, estimate energy expenditure, and detect postural changes. In
health-related applications, sensor data is analyzed to recognize a range of activities,
from simple actions like walking and running to more complex tasks such as performing
household chores or operating industrial equipment. This study leverages motion sensors,
including accelerometers, gyroscopes, and magnetometers, which are commonly integrated
into wearable devices and smartphones, to develop a high-performance, robust, and effi-
cient human activity recognition framework utilizing multiple classifier system methods,
which are techniques to improve performance of classification systems. This framework is

showed in Figure 3.10.
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Figure 3.10: Framework of human activity recognition, taken from [22]

The first step in human activity detection is data collection. In this case, a datasets has

been taken from wearable device of 19 subjects while performing 13 physical activities,
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shown in Figure 3.11. Those data comes from accelerometer and gyroscope sensors.

Sensors Shimmer sensor devices containing 3D
accelerometer, 3D gyroscope

Placement Right ankle, chest and right wrist

Physical activities performed sitting, lying, standing, washing dishes,
vacuuming, sweeping, walking,
ascending stairs, descending stairs,
running, bicycling on the ergometer
(50 w), bicycling on the ergometer
(100 w), rope jumping.

Number of activities 13

Number of participants 19

Sampling rate 204.8 Hz

Filtering method Linear interpolation
Window type and size 5 s with 50% overlap

Feature selection methods  Evolutionary search method, Correla-
tionAttributeEval, Ranker

Evaluation method Tenfold cross validation

Figure 3.11: Dataset of wearable device, taken from [22]

Those data are full of sensor impurities, for example loss of battery life, therefore the
signal processing step help to remove noise from them. In this study, linear interpolation
was used to input missing values and the values at the end of the activity sequence were

replaced with the previous activity data.

The next phase, the feature extraction, consists into transform the raw signal into descrip-
tive feature vectors, categorizing them into time and frequency domain and normalizing
them. Time domain features involve the extraction of signal or statistical metrics from
raw signals and show how signal changes with time, applicable for online and real-time
activity detection. In contrast, frequency domain features help to show the distribution
of signal energy and are efficient for recognition of repetitive activities. After the feature
extraction process, the computed features were then normalized to zero mean and unit
variance in order to reduce the features to certain ranges. This process has proven to
be effective for improved classification accuracy in the human activity detection system

especially for features with dynamic range.

However, not all the extracted feature vectors from each sensor modality may be useful for
developing effective and efficient activity detection framework, so the next step consists

into selecting the useful features. To do this, the features were ranked based on the
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correlation, and only features with correlation threshold of > 0.15 were selected and a
Bio-inspired Feature Selection were performed, where each feature has been recursively
evaluated based on its ability to correctly predict human activity until it reach the number
of iteration, given fitness score is achieved or the algorithm converges to near-optimal
solutions. For this study, accuracy, recall, precision, F-measure and AUC (Area Under

the Curve) performances are selected as feature vectors.

The next step is the the class imbalancing, where certain activities that are frequently
performed in nature has majority classes while less performed activities have less num-
ber of classes, improving classification algorithm performances. To do this procedure,
Synthetic Minority Oversampling Techniques (SMOTE) is been used, that oversample of
minority activities, such as ascending stairs, descending stairs and jumping, in order to

equilibrate the classes distribution on the dataset, as showed in Figure 3.12.

Sitting
= Lying
Standing

— m Walking
Ascending stairs
6% = Descending stairs

= Running

Jumping

Figure 3.12: Class distribution of activities, taken from [22]

The chosen feature vectors are then evaluated by selecting appropriate classification al-
gorithms, in order to build robust and efficient human activity detection system, due
to the difficulty of identify all the activity details, they ensure accurate evaluation and
comparison. In this study, the base classifiers algorithms used are decision tree (J48)
that recursively divide training data from sensor modalities into node segments made up
of root node, internal splits, and leaves, k-Nearest Neighbors (k-NN) that use instance
learning methods to store instances and classifiers new training data using similarity in-
dex measure, logistic regression (LR) where data are linearly combined using weights or
coefficient values in order to make predictions on the training data, and supported vector
machine (SVM) that optimally separate the classes into different activities finding the

hyperplane with maximal margin between them.
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The feature vectors from accelerometer and gyroscope sensors were finally combined at
feature-level, by combining features extracted from multiple etherogeneous sensors, and
at decision-level, by using multi-view stacking method that consists into choosing a set of
classification algorithms that have been stacked, starting from base classifiers that predict
some classification, and giving the output predicted probabilities to the Meta classifier,
to produce the final activity detection results. The results of those analysis are showed

in Figure 3.13.

Positions Methods Accuracy (%) Recall Precision F-measure Errors AUC
Ankle SVYM 93.98 0.9060 0.9299 0.8991 0.0602 0.9488
KNN 9533 0.9295 09314 0.9303 0.0467 09614
148 96.45 0.9537 0.9560 0.9547 0.0355 09742
LR 96.48 0.9504 0.9505 0.9502 0.0352 09727
Stacking-KNN-J48-KNN 97.25 0.9629 0.9621 0.9624 0.0275 0.979%4
Stacking-LR—KNN-J48-LR 97.92 09709 09713 09711 00208 0.9838
Stacking-LR-KNN-J48-MV-LR-  97.89 09718 09717 09717 00211 0.9844
KNN
Chest SVM 94.43 0.9170 0.9386 0.9254 0.0557 0.9541
KNN 95.20 0.9307 09434 0.9364 0.0480 0.9616
148 93.79 0.9197 09240 09218 0.0621 0.9551
LR 9542 0.9419 0.9443 0.9430 0.0458 0.9675
Stacking-KNN-J48-KNN 95.87 0.9466 0.9465 0.9464 0.0413 09702
Stacking-LR-KNN-J48-LR 96.54 0.9565 0.9586 0.9575 0.0346 09756
Stacking-LR-KNN-J48-MV-LR-  96.73 0.9586 0.9603 0.9594 0.0327 0.9768
KNN
Wrist SVM 91.26 0.8956 0.9254 0.9085 0.0874 0.9407
KNN 95.30 0.9381 0.9534 0.9451 0.0470 0.9654
148 92.39 0.9222 0.9243 09232 0.0761 0.9552
LR 91.72 0.9040 0.9067 0.9052 0.0828 0.9457
Stacking-KNN-J48-KNN 9591 0.9504 0.9522 09513 0.0409 0.9721
Stacking-LR-KNN-J48-LR 96.17 0.9524 0.9545 09477 0.0383 09733
Stacking-LR-KNN-J48-MV-LR—  96.63 09572 09616 0.9593 0.0337 0.9/60
KNN

Figure 3.13: Performance results of human activity detection algorithms, taken from [22]

With those results, can be observed superior performances of the proposed multiview
stacking ensemble algorithms for human activity detection, improving up to approximately

99% the accuracy of the detection.
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Results

This paper presents an experimental investigation into the use of a multi-view stack-
ing ensemble approach to combine data from various sensors, leveraging their predictive
probabilities for human activity detection and monitoring. The results demonstrate a sig-
nificant improvement in overall detection accuracy, increasing from approximately 71% to
95% when all feature vectors extracted from each sensor modality and classification algo-
rithm are utilized. Furthermore, by incorporating multi-view stacking ensembles alongside
feature selection methods and the SMOTE algorithm, accuracy can be further enhanced,
reaching approximately 99%. These results clearly highlight the effectiveness and impact
of multi-view stacking fusion, evolutionary search-based feature selection, and SMOTE
in enhancing the granularity and accuracy of human activity detection in mobile and

wearable sensor-based systems.

3.4. Finance and Industries

In the past decade, the financial landscape has undergone a profound transformation,
driven by technological advancements and changing consumer preferences. Among the
most notable trends is the significant rise in the use of credit cards and digital payments,
due to the expansion of e-commerce . This shift is reshaping how individuals and busi-

nesses conduct transactions, offering enhanced convenience, security, and efficiency.

The increasing use of credit cards and digital payments generates vast amounts of data
from various sources, including transaction histories, geolocation data, social media inter-
actions, and more. To harness the full potential of this data, financial institutions operate
data fusion process with those sources, enabling to enhance fraud detection by identifying
unusual behavior or transactions in multiple locations, and improve costumer profiling and
personalization allowing to make targeted marketing campaigns and improving customer

satisfaction and loyalty. [4].

In the next paragraph I reported an example of use of data fusion in finance field, in par-
ticular I analysed an article of Abbassi et al., published on 2024 [1], that use unsupervised
machine learning algorithms in order to improve the real-time fraud detection in banking

transitions.

3.4.1. Use Case

In the digital age, the financial field is increasingly vulnerable to sophisticated fraudulent

activities. As the volume of credit card transactions and digital payments grows, so
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does the complexity and scale of financial fraud. Because of the prevalence of mobile
payments, criminals now have more options for committing online transaction fraud,
including account takeover, chargebacks, money laundering, etc. Traditional methods of

fraud detection, while still valuable, often fall short in the face of these evolving challenges.

This study aims to identify fraud in real-time in digital banking, covering the detection
of credit card fraud, mobile wallet fraud, e-commerce transaction fraud, and more. Until
now, to identify frauds, labeled past transactions have been used to create a predictive
fraud algorithm that predicts the chance of every new transaction being fraudulent. In
this case instead, unsupervised models are been used, that allows to identify anomaly
behaviours based on transaction data, without the use of past labeled data, adapting to

the changing fraud scene.

An high-level proposed real-time framework for catching fraudulent transactions in dig-
ital banking through a hybrid approach that takes advantage of big data engines, deep

learning, and unsupervised learning, is showed in Figure 3.14.

=
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Feature Engineering by
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Figure 3.14: Framework of unsupervised learning, taken from [1]

In this case, in order to compare the results with other supervised models, an asynchronous
dataset has been taken into account, containing 594,643 transactions performed over 180
replicated days, 7200 of which are judged suspicious. Those data contain information

about different attributes, showed in Figure 3.15.
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Attribute Description
Step The date when a transaction occurred
Customer ID A unique code that identifies the customer's account that is engaged in the transaction.
Account Zip Code The customer's related zip code.
Merchant ID A code that identifies the merchant who is conducting the transaction.

Merchant Zip Code The merchant's zip code.
Purchase Category A variable of sorts that indicates the category of product or service bought.

Purchase Amount The entire amount spent on the transaction.
Age Category A categorical variable that assigns the consumer to one of eight different age categories.
Gender A type of variable presenting the client's gender.
Status of Fraud A binary number denotes whether or not the transaction was unlawful.

Figure 3.15: Attributes of bank transactions’ dataset, taken from [1]

A subset of this dataset, containing only non-fraudolent transactions, is given as input
to two unsupervised learning algorithms: AutoEncoder, that performs a training by con-
structing a compressed representation of those data, calculate the error by reconstructing
input data from this representation, and find a threshold value error upon that new data
will be classified as suspicious, and Extended Isolation Forest, that construct a decision
tree with transactions by recursively choosing a random characteristic and splitting it
between maximum and minimum value of that, finding the minimum number of splits

that can be considerate as "normal behaviour".

Then, the rest of dataset have been fed to the framework. If the result of AutoEncoder
(AE) algorithm exceed the threshold value, the transaction will be classified as suspicious,
and it will be used as input for the Extended Isolation Forest (EIF), that will identify
the Fraud Score of that transaction. If the fraud score is under the minimum number of

splits founded during the test, the transaction is fraudulent.

The results of the application of those algorithms have been compared to other papers that
use the same dataset with different learning algortihms, demonstrating that, as showed in
Figure 3.16, the use of combination of the two unsupervised algorithms AE and EIF, can
beat cutting-edge methodologies and improve fraud detection skills in the contemporary

digital world, reducing the number of false positive detection.
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Reference Technique Accuracy  Precision Recall F1-Score
Karthikeyan et al. (2023) CNN-SVM 0.9 0.91 - 0.9
Afriyie et al. (2023) Decision Tree 0.92 0.05 0.93 0.09
Alfaiz & Fati (2022) K-Nearest Neighbors with CatBoost 0.97 - 0.95 0. 87
Kolli & Tatavarthi (2021) Harris water optimization- RNN 0.91 0.99 0.76 -
Sadgali et al. (2021) Bidirectional Gated Recurrent Units 0.97 - 0.97 -
Present Model AE-EIF 0.99 0.91 0.97 0.91

Figure 3.16: Performace Results, taken from [1]

Results

This study introduces a hybrid approach that combines the strengths of autoencoder
deep learning and extended isolation forest techniques to enhance fraud detection model-
ing. The proposed method has significant practical implications, particularly for digital
banking providers, as it offers an effective and efficient solution for real-time detection
of fraudulent transactions. By implementing this approach, financial institutions can
better protect consumer interests and minimize financial losses due to fraud, as well as re-
duce compliance-related expenses. However, the study acknowledges certain limitations,
including challenges associated with real-world implementation, particularly concerning
data privacy. Additionally, the computational cost of the proposed framework was not

evaluated, leaving room for further research in this area.
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With its multiple fields of applications and its various methodologies, data fusion can
offer many vantages and can be extremely useful, but it would be short-sighted to not
understand that this topic encloses many risks and challenges. I list here the main issues

that we meet when we talk about data fusion:

e Data heterogeneity: for heterogeneity: we intend the different nature of collected
data, which can pertain a multitude of environment. They could be visual data,
tactile data, numeric data, and so on, making it very hard to combine them. For
this reason, the input of data fusion processes can be at different granularity type,
and often we need to operate with a combination of them, no matter how difficult
it is. Azcarate et al. [3| pointed out this particular challenge in their paper, stating
how data fusion can use one of three main type of strategies: a low-level strategy
of data fusion (LLDF), using as input only raw data, a mid-level strategy of data
fusion (MLDF), using as input the extracted features of the data; and a high-level
strategy of data fusion (HLDF), where the data are combined at the classification

or prediction decision level.

e Data inconsistency and data imperfection: data, especially when it is provided by
sensors, is always subjected to some level of uncertainty and inconsistency, often
caused by differences in timing or calibration, but uncertainties in sensors arise not
only from the impreciseness and noise in the measurements, but are also caused
by the ambiguities and inconsistencies present in the environment, and from the
inability to distinguish between them, as stated by B. Khaleghi et al. [17]. Data
fusion strategies should be able to point out outliers and spurious data and treat
them accordingly. It is also important to stress out that the widespread of internet
brought to an increase in the risk of relying on untrusted sources and fake values they
provide. As Dong et al. [12] state, in a variety of domains, such as science, business,
technology, arts, entertainment, politics, government, sports, tourism, there are a
huge number of data sources that seek to provide information to a wide spectrum of

information users, but while enabling the availability of useful information, the Web
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has also eased the ability to publish and spread false information across multiple

sources.

Scalability: another challenge that the widespread of internet has created is the
significant increase in the quantity of data provided, so we need to be able to operate
with a huge amount of data in an efficient way. As Yang et al. [27] noticed, now the
data acquisition system of the received data into the explosive growth trend, the
current data fusion system is facing the problems of massive data storage and rapid
retrieval: how can the massive data storage effectively support the source constantly
and how to meet the real-time demand of various queries based on mass on the data

are very important questions for current system designers to answer.

Time alignment: data can be captured in different time. To create a cohesive picture
of the situation that we are analyzing it’s pivotal to match all the different timelines,
especially if we are matching many different sources scattered in a long, or not so

long, period of time.

Privacy and security: nowadays, with the rapid development of big data technology,
data fusion is facing the problem of privacy security, especially when the fused data
is the sensible kind. As Li et al. [21] point out, there are three common problems
dealing with privacy and security: first of all, the privacy security problem of local
client data processing, second of all, the privacy security problem of data sharing
and transmission, and lastly the privacy security problem of data tampering in
centralized server. To solve these impasses, data fusion must use certain strategies,
relying on a trusted execution environment, on asymmetric encryptions and on a

blockchain technology.

Algorithms listed in the previous chapter are very useful to face with those issues, but

we need to be careful because the choice of which asset is better to use depending on the

field and on the single case being analyzed. Once the algorithm has been chosen and the

process is performing, data fusion will turn out to be extremely useful and bring many
benefits:

e Accuracy and reliability: data fusion enhances accuracy and reliability by integrat-

ing multiple data sources, mitigating the limitations and errors inherent in any
single source. For example, in remote sensing, combining satellite imagery with
ground-based observations can correct for atmospheric distortions and sensor er-
rors, providing a clearer and more precise representation of the earth’s surface.
This integration ensures that the final dataset is more robust, reducing the likeli-

hood of false positives and negatives. As Hassani et al. [14] underline, data fusion
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reduce the redundancy in information obtained from different sources and, at the

same time, provide complementary information.

e Data coverage: by leveraging multiple data sources, data fusion fills gaps that may
exist when relying on a single source. This comprehensive coverage ensures that
missing or incomplete data from one source can be supplemented by another, leading

to a more complete, accurate and detailed dataset.

e Enhanced situational awareness: data fusion is highly adaptable, making it ap-
plicable across diverse fields by using different algorithms and processes tailored
to specific needs. This adaptability enhances situational awareness by providing
comprehensive and timely information, crucial for effective response and strategy
formulation. As Yu et al.|28| point out, in many fields of applications data fusion is

pivotal to estimate and predict the potential operating risks.

e Better decision-making capabilities: with enhanced accuracy, reliability, and cover-
age, data fusion supports more informed and timely decision-making. By providing a
clearer picture of current and predicted states, decision-makers can anticipate trends
and potential issues, leading to more proactive and strategic actions, also because
cross-verifying information from different sources validate the data’s authenticity

and reliability.

e Cost-effectiveness: data fusion significantly enhances cost-effectiveness by optimiz-
ing resource allocation in several key ways. First, by integrating multiple data
sources, data fusion focuses on relevant and high-quality data, minimizing the need
for extensive data collection and storage. This selective approach reduces the volume
of redundant and irrelevant data, leading to lower data management and storage
costs. Additionally, data fusion streamlines the data analysis process, especially
when dealing with large, unstructured datasets from multiple sources. This acceler-
ation not only cuts operational costs but also allows organizations to respond more
swiftly to emerging trends and issues, thereby enhancing their agility and competi-

tiveness.
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5

In my analysis, I explored several algorithms used in the discussed use cases. Specifically,

Discussion of the results

I covered the Kalman Filter for trajectory prediction, the Analytic Hierarchy Process
(AHP) for evaluating source quality and assigning weights, and a mix of machine learning
algorithms for predicting and detecting patterns in human activities and fraud detection,
distinguishing between supervised and unsupervised learning. Given the rapid evolution
of the field, providing a comprehensive list of all algorithms would be impractical, as new
algorithms continually emerge and develop. In Table 5.1 I compared the algorithms I
analyzed, providing a brief overview and characteristics of each. I also classified them

according to the categorization presented in the state-of-the-art section of this thesis.

tures in unlabeled

data

Algorithm Applications Requirements Complexity Category
UFK State estimation in | System  dynamics | Computationally Iterative Algorithm
nonlinear systems and measurement | intensive, partic-
models ularly  for  high-
dimensional Sys-
tems
AHP Structured decision- | Subjective pairwise | Computationally Quality-based algo-
making in  multi- | comparisons  and | low, but depends on | rithm
criteria problems judgments number of criteria.
Supervised ML Predictive tasks | Needs large | Can  be complex | Machine Learning
with labeled data amounts  of la-|depending on the | algorithms
beled data model and data size
Unsupervised ML | Discovering hidden | Operates on unla- | Complexity —varies | Machine Learning
patterns and struc- | beled data based on the al-|algorithms

gorithm and data

structure

Table 5.1: Comparison of algorithms

The Unscented Kalman Filter (UKF) is an advanced recursive algorithm specifically de-

signed for state estimation in nonlinear systems. It excels in scenarios where both system



42 5| Discussion of the results

dynamics and measurement processes are nonlinear, and where real-time processing is
essential, such as in tracking and navigation systems. While its complexity is a notable
limitation—requiring detailed models that describe system dynamics and account for sen-
sor errors and uncertainties—the UKF’s strengths far outweigh this challenge. One of its
most significant advantages is its ability to manage the heterogeneity of data by seam-
lessly integrating information from diverse sources, such as radar and GPS, without the
need for linearizing system models. Furthermore, its probabilistic foundation enables the
UKF to effectively address inconsistencies and imperfections in the data, as it continu-
ously refines its estimates based on the quality and accuracy of incoming measurements.
The UKF is also optimized for real-time operation, making it highly effective at managing

time alignment challenges in dynamic environments.

The Analytic Hierarchy Process (AHP) is a decision-making methodology that simplifies
complex problems by structuring them into a hierarchical framework and performing
pairwise comparisons to derive priorities and preferences. This method is particularly
effective for managing problems with multiple criteria by breaking them down into a clear
hierarchy of criteria and sub-criteria. AHP allows for the assessment of heterogeneity
by evaluating different aspects of a problem separately. However, its main limitation
lies in its reliance on the subjective judgments of decision-makers, which can introduce
inconsistencies. Although the computational complexity is generally low, the process
can become cumbersome as the number of criteria and alternatives increases, leading to
challenges in scalability. Additionally, AHP is not designed to handle time alignment or
temporal dynamics in data, making it less suitable for scenarios that involve changing or

evolving data over time.

Supervised Machine Learning involves training models using labeled datasets to learn the
relationship between input features and output labels. This approach is widely employed
for tasks such as predictive modeling and classification, where it often achieves high
accuracy. However, one significant drawback is the time and cost involved in acquiring and
labeling the data. Supervised Machine Learning algorithms excel at scalability, as they can
be trained on large datasets effectively. They are also adept at handling time alignment
challenges with, for example, time series models. Despite these strengths, the reliability
of the results is heavily dependent on the quality of the data, making inconsistencies and

imperfections in the data a notable challenge.

Unsupervised Machine Learning focuses on training models with unlabeled data to dis-
cover patterns, groupings, or underlying structures within the dataset. A primary limita-
tion of this approach is the challenge in evaluating the quality and effectiveness of models

due to the absence of ground truth labels for comparison. The complexity of these models
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can vary based on the algorithm and the data structure. While unsupervised algorithms
offer flexibility in identifying hidden patterns without predefined labels, this flexibility
can also be problematic. The lack of explicit learning signals makes it more challenging
to manage heterogeneity and inconsistencies in the data. Additionally, issues of scala-
bility and time alignment may arise, although some techniques can help address these

challenges.

In conclusion, each of these approaches offers specific advantages in the context of Data
Fusion, but none is perfect on its own. The choice of the most suitable algorithm will
always depend on the specific context in which we operate: the nature of the data, the
scale of the problem, and the ultimate goals of the fusion process. Therefore, the real
challenge is not just to choose the right algorithm, but to integrate these tools into a
process capable of effectively and securely addressing all the challenges of Data Fusion.
Only in this way can we fully harness the potential that data offers us and transform it

into tangible value.
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6 ‘ Conclusions and future

developments

n this thesis, I present an in-depth exploration of data fusion technologies, methodologies,
and applications, aiming to provide a comprehensive understanding of this evolving field.
To achieve this, I address three primary research questions, each designed to uncover

different aspects of data fusion.

Initially, I gathered a wide array of academic papers from various online sources. By
employing Latent Dirichlet Allocation (LDA) modeling, I selected papers that offered a
broad overview of the topic. This foundational review allowed me to focus on specific
application domains where data fusion plays a critical role in daily life. I traced the
historical development of data fusion and concentrated on four key areas, each illustrated
with a relevant use case: environmental management, security, healthcare, and finance.
For each domain, I examined how data fusion techniques have been applied to achieve
improved outcomes. Additionally, I investigated the challenges and advantages associated

with different data fusion algorithms.

At the conclusion of this thesis, I provide a discussion of the results, addressing the
research questions formulated at the outset. I compare the analyzed algorithms and
evaluate how they confront various challenges. Below is a summary of the answers to the

research questions posed:

e RQ1: Which technologies and architectures for big data fusion exist? - The field
of data fusion encompasses a diverse range of algorithms, each tailored to specific
application contexts and objectives. Throughout the analysis, several notable al-
gorithms were explored, including the Kalman Filter for trajectory prediction used
in the security domain [9], the Analytic Hierarchy Process for weighting sources in
environmental management [16], and Feature-Level Fusion for combining hetero-
geneous data from different sensors in healthcare and finance [1, 22|. Given the
rapid advancement and continual evolution of data fusion technologies, providing

an exhaustive list of algorithms is impractical.
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e RQ2: What challenges and technical advantages do the individual most-used data
fusion approaches propose? - The analysis identifies key challenges faced by data
fusion techniques, such as dealing with data heterogeneity, meeting real-time pro-
cessing demands, and managing computational complexity. I evaluated how different
algorithms address these challenges, highlighting their strengths and limitations. It
became evident that no single algorithm is universally perfect; rather, the optimal

choice depends on the specific context and requirements of the application.

e RQ3: Which sectors or applications can data fusion bring significant improvements
in? - This study investigates the contributions of data fusion to various sectors,
including environmental management, security, healthcare, and finance. By exam-
ining specific use cases, I demonstrated the substantial benefits and improvements
that data fusion brings to these fields. Data fusion is pervasive in modern life, often
operating behind the scenes. Data fusion’s impact is broadly significant across all
domains. Notably, some fields, such as Artificial Intelligence, owe their existence to

advances in data fusion.

Understanding the landscape of data fusion technologies and their practical implications
is crucial for both researchers and practitioners. This thesis seeks to bridge gaps in
current knowledge by providing a thorough review of the existing literature, exploring
various methodological approaches, and presenting detailed case studies. By addressing
the outlined research questions, this study offers valuable insights into how data fusion

can enhance decision-making processes and drive innovation across multiple domains.

The future of data fusion technologies is poised for significant advancements driven by
innovations in machine learning, real-time processing, data integration, privacy, scalabil-
ity, quantum computing, and human-centric design. These developments will enhance the
ability of data fusion systems to address complex challenges, improve decision-making,

and drive progress across a wide range of applications.
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