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Abstract

Converged space-ground networks are essential for future global connectivity, but the
highly dynamic nature of LEO (Low Earth Orbit) constellations introduces complex rout-
ing challenges. Constant satellite movement and varying topology render optimal paths
unstable, while traffic creates real-time congestion. The objective of this thesis is to

design, simulate, and compare routing strategies for this demanding environment.

To achieve this, a discrete-event network simulator was developed in Python, modeling
a LEO constellation integrated with a terrestrial backbone. The analysis focuses on
comparing two approaches for routing within the satellite segment: (1) a baseline Dijkstra
algorithm, implemented as a centralized, snapshot-based approach that re-calculates the
optimal path at every constellation movement, and (2) a decentralized Reinforcement

Learning algorithm, where agents (satellites) learn optimal, congestion-aware paths.

Simulations were conducted under medium-to-high traffic load scenarios. The results
demonstrate the clear limitations of the Dijkstra approach: unable to react to instanta-
neous congestion, it suffers a performance collapse under high load, with queueing latency
becoming the dominant delay factor. Q-Learning, in contrast, successfully learned a load-
balancing policy, as evidenced by congestion maps. Steady-state analysis demonstrates
that the learned Q-Learning policy can effectively mitigate queueing latency, even in the

highest-traffic scenarios.

Keywords: Hybrid networks, LEO constellations, Reinforcement Learning, Routing,

Network Simulation
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Abstract in lingua italiana

Le reti ibride convergenti Spazio-Terra sono fondamentali per la futura connettivita glob-
ale, ma la natura altamente dinamica delle costellazioni LEO (Low Earth Orbit) introduce
sfide di routing complesse. Il movimento costante dei satelliti e la topologia variabile ren-
dono i percorsi ottimali instabili, mentre il traffico genera congestione in tempo reale.
L’obiettivo di questa tesi € progettare, simulare e confrontare strategie di routing per

questo ambiente esigente.

Per raggiungere questo scopo, € stato sviluppato un simulatore di rete a eventi discreti in
Python, modellando una costellazione LEO integrata con un backbone terrestre. L’analisi
si concentra sul confronto di due approcci per il routing all’interno del segmento satellitare:
(1) un algoritmo Dijkstra di baseline, implementato come approccio centralizzato che
ricalcola il percorso ottimale ad ogni movimento della costellazione, e (2) un algoritmo
di Reinforcement Learning decentralizzato, in cui gli agenti (i satelliti) imparano percorsi

consapevoli della congestione.

Le simulazioni sono state condotte in scenari di traffico da medio a elevato. I risultati
dimostrano i chiari limiti dell’approccio Dijkstra: incapace di reagire alla congestione
istantanea, subisce un collasso delle prestazioni all’aumentare del carico, con la latenza di
accodamento che diventa il fattore di ritardo dominante. Il Q-Learning, al contrario, ha
dimostrato di apprendere con successo una politica di bilanciamento del carico. L’analisi
a regime dimostra che la politica di Reinforcement Learning appresa é in grado di mitigare

efficacemente la latenza di accodamento, anche negli scenari di traffico piu elevato.

Parole chiave: Reti ibride, costellazioni LEO, Reinforcement Learning, Routing, simu-

lazione di rete
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]_ Introduction

The exponential growth of global data traffic and the increasing demand for ubiquitous
connectivity are changing the way communication networks are managed and designed.
Although terrestrial networks, based on optical fiber backbones, have reached excellent
levels for data transmission in very densely populated and industrialized areas, they con-
tinue to face economic and geographical problems to guarantee connectivity in rural, polar
and maritime areas, that remain largely underserved. As a result, large portions of the
globe continue to lack high-quality Internet access, nowadays still creating an important

gap between urban areas and the most isolated areas.

For this reason, Low Earth Orbit (LEO) satellite constellations are considered the key solu-
tion for global broadband communications. LEO satellites can provide several advantages
compared to traditional Geostationary (GEO) and Medium Earth Orbit (MEO) constel-
lations, such as lower latency, higher throughput, lower cost and more flexible deployment.
These networks ensure continuous global coverage by deploying dense constellations, op-
erating at altitudes between 500 and 2000 kilometers. Recent commercial projects such
as OneWeb, Amazon’s Kuiper, and especially Starlink — which has deployed over seven
thousand active satellites - have demonstrated the technical and economic feasibility of
these networks. They are capable of providing high-speed and low-latency Internet access

even in the most remote corners of the globe [1].

However, these advantages do not come without challenges to face. LEO constellations
are highly dynamic systems, where each satellite moves rapidly relative to the Earth. This
cause frequent constellation topology changes, handovers and new links to be established.
As a consequence, the use of an efficient routing strategy become crucial. Traditional
routing algorithms, designed for relatively static terrestrial networks, are often inadequate
in highly dynamic environments. There is the need of more flexible strategies that can

manage continuous topology changes and non-fixed links between satellites.

At the same time, the growth of terrestrial communication systems continue to advance.
The deployment of 5G and upcoming 6G infrastructures keep providing outstanding per-

formance in terms of latency, reliability, and throughput, given by dense optical backbones
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and cutting-edge resources. However, these high-performance terrestrial systems are not
universally present on a global scale. Given this, an increasingly important direction of
research is therefore the integration of terrestrial and non-terrestrial networks into a con-
verged space-ground architecture. Such Hybrid Satellite-Terrestrial Networks (HSTNs)
or Satellite-Terrestrial Integrated Networks (STINs) enables satellites and terrestrial net-
works to complement each other, aiming to combine the strengths of both environments:
the capacity and stability of ground infrastructures and the global reach of LEO constel-

lations [2].

The integration of these separate networks involves several research challenges, given its
complexity. Research is focusing on enhancing network fault tolerance, optimizing routing
strategies and developing dedicated routing algorithms to improve performance and reli-
ability of space networks. Routing across a hybrid space—ground network must account
for the different propagation characteristics, link dynamics, and contrasting constraints of
each segment, such as the stable, high-capacity terrestrial links versus the dynamic and

capacity-variable satellite links [3].

The objective of this thesis is to extend an existing Python-based simulator [4], originally
designed to model data transmission within a Low Earth Orbit (LEO) satellite constel-
lation. The main enhancement introduced in this work consists of integrating a realistic
terrestrial backbone into the simulator, enabling the evaluation of routing strategies in a

hybrid space—ground communication network.

This extension makes it possible to compare deterministic routing algorithms, such as
Dijkstra’s shortest-path method [5], with reinforcement learning—based approaches like
Q-learning, under realistic and dynamically changing network conditions. The simulator
thus serves as a flexible framework for testing how routing decisions evolve as the constel-
lation moves and the number of active gateways, i.e., the nodes of the architecture that

interconnects the terrestrial backbone and the LEO satellite constellation, increases.

In a broader context, this research aligns with the long-term vision of fully integrated
global communication infrastructures, where satellite and terrestrial networks cooperate
to provide seamless, intelligent, reliable, and resilient connectivity. Understanding how
routing mechanisms can efficiently adapt across these different networks is a crucial step
toward realizing an integrated infrastructure. The hybrid routing framework developed
and analyzed in this thesis contributes to that goal by providing both a simulation environ-
ment and an experimental foundation for future advancements in converged space—ground

networking systems.

This thesis is structured in the following way:
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In Chapter 2, the relevant literature pertaining to the subject under investigation
is analyzed, along with its signi cance to the present project.

In Chapter 3, a description of the key concepts and technologies that underpin this
project is provided, focusing on LEO constellations, hybrid networks and routing
strategies.

In Chapter 4, the problem addressed in this thesis is formally stated and described.
In Chapter 5, the architecture of the simulator used in the thesis is presented.

In Chapter 6, an analysis of the experimental results and performance is provided,
comparing our proposed decentralized, adaptive approach (based on Reinforcement
Learning), with a centralized benchmark algorithm (based on Dijkstra).

In Chapter 7, the key ndings and lessons learned from the results are synthesized,
emphasizing the existing limitations and some suggestions for future developments.
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The goal of this project is to study the e ectiveness of Reinforcement Learning (RL)

algorithms, such as Q-Learning and Deep Q-Learning, in performing routing decisions
and compare them against traditional routing strategies, like Dijkstra-based algorithms.

Especially, this study focuses on the application of RL algorithms in hybrid ground-

space networks, that is, architectures that integrate terrestrial backbones and satellite
constellations.

In this work, the RL algorithms developed by the authors in [4] are used, applied to the
extended Python-based simulator that emulate converged space-ground networks, with
the goal of improving and optimizing the routing in hybrid networks, with special focus
on the satellite constellation.

Several studies have been done in this area of research. The paper in [6] analyze the routing
problem in space-air-ground integrated networks (SAGIN), architectures that combine
satellite, aerial and terrestrial networks. The main limitation exposed by the authors is
the load-balancing data transmission e ciency, mainly due to the network topology that

is highly dynamic. For this reason, they propose a deep reinforcement learning (DRL)
routing strategy powered by generative adversarial network (GAN) [7] to execute dynamic
routing in SAGIN while ensuring network load-balancing. Authors claim that with this
approach it is possible to maintain the DRL agent's decision-making accuracy without
incurring the delays and consumption associated with real-rime data collection. Moreover,
it is shown that the GAN-powered DRL method consistently achieves better performance,
in terms of delay and packet loss, compared to baseline methods and pure DRL methods.

Another relevant study is the one presented in [8], where the authors propose an end-to-
end routing decision method based on graph neural network (GNN) [9] and DRL, with the
goal of optimizing the end-to-end transmission delay and network load balancing under
service function chain (SFC) constraints. More in detail, a GNN is used to extract the
link state and functional attributes of multi-hop neighbours, while DRL agents are used
to dynamically adjust the weights of the reward function. It is claimed that this approach
can outperform other routing methods regarding end-to-end path delay, average network
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load, and service access success rate performance. Moreover, the authors suggest the
addition of federated learning and lightweight model deployment strategies in the future

to signi cantly reduce computational and communication overhead while ensuring routing

in real-time.

The survey in [3] explores the diverse routing methods employed in Non-Terrestrial
Network (NTN) constellations, with a focus on centralized, distributed and hybrid ap-
proaches. Firstly, an overview of NTN and their architecture is presented, followed by
the description of the several challenges regarding this topic, such as increased sensitiv-
ity, dynamic network topology and optimization of routing strategies and algorithms. To
overcome this problems, three di erent routing strategies are proposed: centralized, dis-
tributed and hybrid routing. Centralized routing provides global optimization capabilities,
making it appropriate for networks that necessitate comprehensive planning. In contrast,
distributed routing o ers signi cant exibility and swift response, making it well-suited for
dynamic environments. Hybrid routing integrates the advantages of both centralized and
distributed methods, presenting a thorough solution that balances exibility, reliability,
and e ciency.

In [10] the authors point out that the existing routing strategies, as regards the LEO con-
stellations, have poor scalability and robustness when facing large networks and frequent
failures. Given that, they propose a Graph Reinforcement Learning-based resilient routing
(GRL-RR) framework, speci cally designed for software-de ned LEO mega-constellations.
Utilizing a link selection algorithm that prioritizes critical failure scenarios, GRL-RR em-
ploys a DRL algorithm based on GNNs to manage critical links, thereby achieving routing
that is both scalable and robust. The authors demonstrate that GRL-RR performs bet-
ter than other existing resilient routing schemes in various link failure scenarios, with a
signi cant improvement of path reliability and a reduced maximum link utilization, all
this achieved while maintaining an end-to-end latency in an acceptable range.

The work in [11] illustrates a software de ned networking (SDN) [12] based intelligent
satellite routing (SISR) method, with the goal of increasing adaptivity and reliability
during the packet transmission process. The motivation behind this study is given by
the fact that most of the existing reliable routing algorithms only focus on information
exchange between adjacent nodes, failing to perceive real-time global network changes,
and making sub-optimal decisions. The experimental results showed that they can dra-
matically reduce packet loss and latency in LEO constellations, compared to baseline
methods.

Finally, the work in [13] presents an overview of the use of Articial Intelligence (Al)
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and Machine Learning (ML) to integrate terrestrial and non-terrestrial networks, also ex-
plaining the current problems and future challenges. The study provides a comprehensive
analysis of Al/ML-based solutions that facilitate the integration of terrestrial networks
with non-terrestrial networks, with the key points of this research being intelligent rout-
ing and handover, resource allocation and e ective spectrum management. This research
signi cantly enhances the existing knowledge regarding the application of arti cial intel-
ligence and machine learning in the integration of NTN by providing new insights and
outlining possible directions for future research e orts in this eld.
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3.1. Hybrid Satellite Terrestrial Networks

The integration of satellite and terrestrial networks aims at extending the connectivity to
rural and remote areas, with the goal of providing heterogeneous services and seamless
network coverage all around the globe. This can be achieved by combining the advantages
of both satellite and terrestrial networks. As already widely demonstrated and studied,
terrestrial networks have reached outstanding performance in large urban and densely-
populated areas; however the main issue with these networks remain the feasibility of
o0 ering global coverage, even in the most remote and isolated areas. On the other hand,
satellite networks are able to provide services for wide areas. This is a direct result of
their high-altitude orbital position, which allows a single satellite's signal to cover a vast
geographical region.

Based on the satellite orbit altitude, the constellations can be classi ed into three di erent
categories:

" Geostationary earth orbit (GEO) satellites, placed at a xed orbit of 36000 km,
provide the most extensive coverage because of the high altitude but this also has
some disadvantages such as high propagation delay and signal attenuation.

" Medium earth orbit (MEO) satellites, with orbit between 2000 km and 36000 km,
they place themselves in the middle, taking advantage of both the GEO and LEO
satellites.

Low earth orbit (LEO) satellites, that operate at a orbit ranging between 500 and
2000 km. Their low altitude brings advantages in terms of propagation delay and
signal attenuation, which are much smaller of those of GEO and MEO satellites.

Due to the top-down nature, satellite networks are able to provide global coverage with
relatively low cost. For this reason the integrated satellite-terrestrial network architecture
demonstrates signi cant promise for future communication networks [14].

The main idea of realizing an integrated space-ground infrastructure is to merge and
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integrate the two di erent networks, aiming to exploit the advantages of both. Despite
the promising potentials of these converged space-ground architecture, many challenges,
to obtain a seamless and high-performance communication, are still unresolved.

The key challenges to face when integrating terrestrial and satellite networks are the
following:

A

Routing and Path Selection: e cient routing algorithms are crucial to link a source
node to a destination node, especially to reduce queue time and dropped packets
due to full bu ers.

Long propagation delay of satellites: Although integrated satellite terrestrial net-
works o er much wider connectivity than purely terrestrial systems, they still su er
from higher latency due to satellite propagation delays; minimizing this requires
optimized gateway placement and new o oading strategies capable of balancing
latency, computation capacity, and limited resources across a large user base.

Mobility and Handover Management: frequent handovers arise from both user mo-
bility and satellite motion. Managing these e ciently is crucial for maintaining
service continuity.

Complex Characteristics of Link Conditions: Satellite links, unlike terrestrial ones,
are highly a ected by atmospheric conditions and dynamic channel variations due
to satellite motion. Factors like rain attenuation, Doppler shifts, and imperfect

channel estimation make maintaining stable communication challenging.

Tra c O oading in the Integrated Network: tra ¢ o oading enables data to be
dynamically shifted between satellite and ground systems to balance load and reduce
congestion. Unlike traditional terrestrial o oading, these schemes must account for
satellite mobility, variable link latency, and propagation delay.

Resource Management: resource management must jointly optimize heterogeneous
assets such as spectrum, power, and orbital resources to ensure e ciency and
QoS across both domains.

Despite the numerous challenges faced by integrating satellite terrestrial networks, one
of the most critical aspects for ensuring reliable and e cient communication remains to

develop e cient routing algorithms, which is the focus of this thesis.
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3.2. Overview of LEO Satellite Networks

The primary advantages of these LEO networks are their low latency, which is essential
for real-time applications, and their potential to provide reliable internet access to remote
and underserved regions of the globe.

The e ectiveness of LEO satellite networks begins with a careful con guration of the
satellite constellation. Satellites are strategically placed across various orbital planes to
ensure comprehensive global coverage.

One prevalent con guration is the Walker Delta pattern [15], which features uniformly
spaced satellites within each orbital plane that are staggered in relation to adjacent planes.
This architecture guarantees that, at any given time, multiple satellites are within the line
of sight from any location on Earth's surface, thereby facilitating persistent connectivity.

To support seamless communication, LEO satellites are equipped with Inter-Satellite
Links (ISLs) [16]. These links establish a space-based network infrastructure, allowing
data packets to be transmitted between satellites until they reach the satellite linked to
the intended ground station or gateway. ISLs are essential for minimizing dependence on
ground-based infrastructure.

The integration of the ground backbone with the LEO constellation is critical for enabling
end-to-end communication. Ground stations, which are equipped with special antennas
to support Ground-to-Satellite links (GSLs) [17], serve as the interface between the space
segment and terrestrial networks. These stations are located globally to enable the hand-
o of signals from the satellite network to local internet backbones [18].

3.3. Routing in dynamic networks

Routing algorithms utilize network resources to establish paths through a network between
a source and a destination. In mobile radio communication networks, the distribution of
tra c loads and network topologies can range from nearly static to highly dynamic.
This dynamic behavior can uctuate both spatially and temporally. Given that routing
algorithms are often tailored to speci c networking environments, identifying a singular
routing algorithm that is optimal for a particular network becomes challenging when the
network experiences varying levels of dynamic behavior [19].

This is exactly what it is faced when using hybrid satellite-terrestrial network topologies,
where the terrestrial backbone is usually a static network, while the satellite network (LEO
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constellation in the case of this thesis) represents an highly dynamic topology, bringing
with it all the challenges already described in the previous paragraphs for standalone
satellite networks.

In dynamic topologies, such as LEO constellations, both link states and node positions
change rapidly over time. This ongoing change presents challenges for traditional routing
algorithms, which are typically designed for relatively static or slowly evolving topologies.
The need to maintain up-to-date routing tables in these contexts frequently results in
considerable control overhead and suboptimal path selection.

Moreover, when designing routing algorithms to be applied to satellite constellations,
integrated with a terrestrial backbone, it is crucial to consider the huge variety of network
conditions and requests, while ensuring diversi ed service requirements, such as delay,
bandwidth and security, and dynamically adapt to di erentiated service requests [20].

These challenges highlight the limitations of conventional routing algorithms in highly
dynamic environments. As a result, recent research has explored adaptive and learning-
based techniques, such as reinforcement learning, to enable more exible and intelligent
routing decisions.

3.4. Reinforcement Learning for routing

Reinforcement learning (RL) is a machine learning methodology that entails training an
agent to make decisions informed by feedback from its environment. The fundamental
components of reinforcement learning include agents, the environment, and the reward.
The reward signi es the desirability of the actions taken, weighted by a speci c factor.
Additionally, the framework encompasses the policy that governs the agent's actions and
a value function.

A signi cant consideration in the design of an RL system is the choice between employing
a single agent or multiple agents. This choice is crucial and based on the nature of
the problem being addressed, as well as the complexity of the environment. The main
di erence between single-agent RL and multi-agent RL is in the interaction with the
environment. In a single-agent system, the agent interacts only with the environment with
the goal to maximize its individual rewards. In contrast, a multi-agent system involves
agents interacting not only with the environment but also with one another, focusing on
the maximization of their collective rewards [21].

In this project, reinforcement learning has been applied at the satellite layer to enable
adaptive routing under highly dynamic conditions, while deterministic Dijkstra-based
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routing was retained for the terrestrial backbone. Especially, a multi-agent Deep Rein-
forcement Learning algorithm was applied to the satellite LEO constellation, and then
the results compared with a baseline shortest path method. This hybrid approach allows
a direct performance comparison between traditional and learning-based strategies, as
discussed in the following chapters.






15

4 ‘ Problem Statement and
Modeling

The integration of satellite and terrestrial networks introduces new challenges in routing
due to frequent topology changes, variable link quality, and heterogeneous communication
delays. The main objective of this work is to design and evaluate routing strategies capable
of dynamically adapting to the network conditions in a hybrid architecture composed of
a LEO satellite constellation and a terrestrial backbone. In particular, the goal is to
minimize end-to-end delay and packet loss, while ensuring balanced tra c distribution
and e cient resource utilization. Table ?? provides a comprehensive summary of the key
mathematical notations and parameters used throughout this chapter.

Table 4.1: Summary of Key Notations and Parameters

Symbol Description
Gh; Ny ; By | Hybrid Graph, its set of Nodes, and Edges
Gr;Gs Terrestrial sub-graph and Space sub-graph
U Set of terrestrial cities and routers
C Set of "City" nodes (capable of generating trac), C U
A Set of active "City" nodes in a simulation,A C
G Set of gateways (ground stations)
S Set of satellites
Er
Es

Set of static terrestrial links
Set of dynamic Ground-to-Satellite Links (GSLS)

Es Set of dynamic Inter-Satellite Links (ISLs)
R(;]) Data rate of the link from nodei to nodej
di;j) Euclidean distance between nodeand nodej
B Packet size (in bits)
V;C Propagation speed ¢ for light in vacuum, v for ber)

Set of spectral e ciencies (bits/s/Hz)
Continued on next page
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Table 4.1 (Continued)

Symbol Description
w Bandwidth (Hz)
Pr(i;]) Power received by nod¢ from i
Kg Boltzmann's constant
Ts System noise temperature
L(i;j) Total one-hop latency from nodd to |
tq(i) Queuing delay at node
tix Transmission delay
torop Propagation delay
) Global load factor <~ 1)
(i) Total tra ¢ generation rate for node i
i Tra c rate for the ow from node i to nodej
demand (1) | Aggregated user demand at node
capaciy (1) | Physical capacity of node
backhaul (1) | Nodei's terrestrial backhaul capacity
accesd1) Nodei's wireless access network capacity
P The routing optimization problem
Rsg A set of possible routes frons to d
Psq The set of all packets to be sent frons to d
Ly(s;d) The total E2E latency for a speci c packetp
fi Trac owonlink (i;))
w(i;]) Static weight (cost) of link (i;j ) for Dijkstra
Learning Rate
Discount Factor
E Epsilon (Exploration Rate)
Q(s;a) Q-value for a given state-action pair
re Reward received at timet
I queue Reward component for queueing delay
I gist Reward component for distance
Il gel Reward for successful delivery
oop Penalty (negative reward) for loops
W1, Wo Reward adjustment coe cients

Set of nodes already visited by packet
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4.1. Network Model

We model the complete network architecture by rst de ning the fundamental sets of
nodes and edges.

The sets of nodes are:

A

U: The set of terrestrial cities and routers.

A

G: The set of gateways, which are stationary ground stations at xed, known a
priori locations.

" S: The set of satellites in dynamic orbital motion.
The sets of edges are:
" Er: The set of static terrestrial links, interconnecting nodes itJ and G.

" Eg: The set of dynamic Ground-to-Satellite Links (GSLS), interconnecting gateways
(G) and satellites (S).

A

Es: The set of dynamic Inter-Satellite Links (ISLs), interconnecting satellites§)
with each other.

From these components, we de ne the two sub-graphs:
" The terrestrial backbone is a static graptGt = (U [ G;Er).
" The space segment is a dynamic graps = (S| G;Es [E s).

The complete integrated hybrid architecture Gy, is the union of these two graphs, de ned
as:

Gh = (Nu;En); (4.1)
where the total set of nodes is:
NH = U[ G[ S
and the total set of edges is:
BEn = E[EGl[Es

These sets represent the complete graph of the converged space-ground network.

4.2. Data Rate

The communication link capacity between nodesandj in the space graph, for both ISL
and GSL, is selected for the feasible links as the highest modulation and coding scheme
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that ensures reliable communication given the current signal-to-noise ratio (SNR), and
zero otherwise.

bits/s/Hz is denoted as the set of spectral e ciencies achievable in the DVB-S2 tech-
nology [22].
Moreover, let SNRyn () represent the minimum SNR required for reliable communica-
tion with . Assuming free-space path loss, the link capacity for transmission framo |
is calculated as: n P.(i]) 0

. Ke T’SW SNRuin( ) (4.2)

where W is the bandwidth,P, (i;j ) denotes the power received by node j from i, including
the antenna gains and free-space path lods; is the Boltzmann's constant, and TS is the

Rs(i;j ) = W max

system noise temperature [4].

Concerning the terrestrial network, the maximum capacityR (i;j ) for each link (i;j ) is
assumed to be a static, pre-de ned value. This value is not necessarily uniform; it can be
set individually, allowing for di erent capacities across the backbone to re ect real-world

di erences, such as those between high-capacity submarine cables and standard urban
links. However, unlike the dynamic satellite links, these capacities are xed and do not
change during the simulation. These values can be set directly through the simulator's
con guration.

4.3. Latency

The total latency for the transmission of a packep of sizeB bits, between nodei and
nodej, is formulated in this section.

The total latency is obtained by the sum of three contribution: queuing delay, transmission
delay and propagation delay.

Queuing delay, indicated withty(i), is the time elapsed since the packet is ready to be
transmitted from nodei to nodej until the beginning of the transmission. As the name
indicates, it represents the impact on the latency of the queue of packets. The queuing
delay is given byty(i) = F?'(I—JB) whereR(i;] ) is calculated as described above (depending
on the type of link that the packet needs to use), whilg is the length of the transmission
bu er at node i (i.e., the number of packets already in the queue).

Transmission delay is the time needed to transmiB bits at R(i;j ) bps, i.e.,%.

Lastly, propagation delay is the time that it takes to travel the distance, denoted as
d(i;j ), between node and nodej. Here too, based on whether it is an ISL/GSL link or



4| Problem Statement and Modeling 19

a terrestrial ber optic link, the value of the propagation time can be calculated ag(ivﬁ,
whered(i;] ) is the distance between the two nodes anddepends on the type of link: for
GSLs and ISLsy = ¢=3 10° m/s, that is equivalent to the speed of light; for terrestrial
links v depends on the type of ber and its refraction index, and it can be approximated
asv=2 10° m/s.

So to conclude, the total latency is calculated as:

B di)

L) = )+ grry * (4.3)

4.4. Trac Generation

We consider a scenario with realistic packet generation, queuing, and transmission. Cet
be the subset of all terrestrial nodes with the "City" attribute (whereC  U), which are
the only nodes capable of generating or receiving tra c. In any given simulation, tra c
originates and terminates exclusively at a subs& C, referred to as the active nodes.

Data is generated for each ow (from node 2 Atoj 2 A, 6 i) following a Poisson
distribution with rate j, j. This data is then aggregated into xed-size blocks dB bits
for transmission.

This ow-specic rate, j j, is derived by splitting the total uplink data generation rate
(i) from the source node. This total tra c is split equally among all other active nodes:

(i) .
iAj 1

8ij 2A;j 6i (4.4)

T

The total generation rate (i) is, in turn, determined by three main factors: aggregated
user demand, the node's physical capacity, and a global load factar The nal rate is
capped by the minimum of the user demand and this scaled capacity:

(1) =min(  gemana(i); capacity i) ) (4.5)
This model ensures that a node cannot generate more trac than its users demand
( demand(i)), Nor more than a fraction” of its true physical bottleneck ( capaciy (i))-

Finally, this maximum physical capacity capacity (1) is realistically constrained by the pri-
mary bottleneck in the node's local infrastructure, which is the minimum of its terrestrial
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backhaul and wireless access network capacities:

capacity (') = min( backhaul (i); access(i)) (4-6)

where packnau (1) IS the node's ber connection and ,ccesdi) IS the wireless link capacity.

4.5. Objective Function and Constraints

The routing problem, P, aims to route data packets across the hybrid space-ground net-
work Gy = (Ny;ER).

The behavior of the "City" nodes,C U, is dynamic. For any given problem instance,
let A C be the set of active nodes, which are the only nodes that can generate (source)
or receive (destination) tra c, taken from the subset C.

All other nodes in the network,Ny nA, act as transit nodes. This set includes satellites
(S), gateways ), terrestrial routers (U nC), and any inactive "City" node (C nA).

The goal of the problem is to nd the optimal routesRgy that minimize the total End-
to-End (E2E) latency for all active tra c pairs s;d 2 A, subject to the topological and
capacity constraints.

Objective Function:

dej
P :min Lo(s;d); 8s;d2 A;sé d 4.7)
de p:1
1. Capacity Constraint:
fi  R(@;j); 8(5)) 2 En (4.8)

2. Flow Conservation Constraint:

X X
fji = fi; 812 (NynA) (4.9)
2Ny k2N

3. No Self-Loop Constraint:
fi =0; 8i 2 Ny (4.10)

The goal of the problem is to nd the optimal routesRgq for all active tra c pairs s;d2 A.
Let Psq be the set of all data packetg that must travel from a sources to a destination
d.
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The objective function states the primary goal: to minimize the cumulative E2E latency
experienced by all data packets, subject to the network's topological and capacity con-
straints. The minimization is performed over the set of all possible routef}sy, and
aggregates the latency (s; d) for every individual packetp 2 Psy. Critically, this objec-
tive is applied only to pairs of nodes and d that belong to A, the dynamic set of active
nodes.

The constraint (4.8) is fundamental to the model's physical realism. It states that the
total trac ow, fj, on any given directed link from nodei to nodej cannot exceed
the link's maximum available data rate, R(i;j ). This constraint is universally applied
to all links in the hybrid network, 8(i;j) 2 Ey, which includes terrestrial links &),
Gateway-to-Satellite Links (GSLs,Es), and Inter-Satellite Links (ISLs, Es). Its purpose
IS to prevent link saturation and model network congestion.

The equation (4.9) enforces ow conservation and is the core of the routing logic. It
states that for any nodei_that is not an active source or destination (i.e.8i 2 (Ny nA)),

the total incoming ow ( f; ) must exactly equal the total outgoing ow ( fi). This
constraint correctly models the behavior of all transit nodes in the network. Nodes in set
A (active nodes) are exempt from this constraint, as they are the sources and destinations
of tra c.

Finally, the constraint (4.10) is a logical condition that explicitly forbids any ow from
being routed from a nodd back to itself. This applies to every node in the entire hybrid
network (Ny) and ensures that all routed ow is productive in advancing a packet from
its source to its destination.

4.6. Routing algorithms

The main challenge of the previously de ned routing problem is the selection of an optimal
policy. Such a policy must determine the best path for data packets, balancing the need
to minimize the primary objective, i.e., the total E2E latency, while observing to the
network's physical constraints, such as link capacity and ow conservation. The cost of
any given path is therefore directly related to the total latency experienced along it.

To nd this optimal path, we formulate and compare two distinct approaches: a classical,
centralized algorithm based on Dijkstra's shortest path calculation, and a decentralized,
RL algorithm based on Q-Learning.
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4.6.1. Dijkstra's Algorithm (Static Baseline)

Dijkstra's algorithm is a classical graph search algorithm that provides the optimal solu-
tion to the single-source shortest path problem for a graph with non-negative edge weights

[5].

In our baseline implementation, this algorithm is used to nd the path with the minimum
static latency. Each link (i;j ) 2 Ey is assigned a static weightw(i;j ), that represents
the best-case, one-hop latency for a packet:

W(i;j ) = Dprop (i3] ) + D (i3]) (4.11)

where Do, is the propagation delay (dependent on the link's physical distance and on
the link's type) and Dy is the transmission delay (dependent on a xed packet siZ@
and the link's maximum capacity R(i;] )).

By applyli:ng Dijkstra's algorithm, we nd the path that minimizes the sum of these static
weights, wf(i;j ). This provides the theoretically fastest path in an uncongested network.

This approach serves as a static baseline. The main limitation of this system is its lack
of awareness regarding tra ¢ conditions; it does not account for dynamic network state,
speci cally queuing delay D). The path chosen by Dijkstra algorithm will always be the
same, regardless of whether that path is heavily congested. In a dynamic LEO network
with bursty tra c, this static routing policy will lead to signi cant congestion on popular
links, failing to minimize the true E2E latency, which is our objective. This motivates the
need for an adaptive, decentralized approach like Q-Learning.

4.6.2. Q-Learning (Decentralized and Adaptive)

To address the limitations of the static Dijkstra model, we formulate the routing problem
using Q-Learning, a Reinforcement Learning (RL) algorithm [23]. This approach is decen-
tralized and adaptive, allowing individual nodes to learn optimal routing policies based
on local information and feedback, thereby reacting to dynamic network congestion.

A critical aspect of this formulation is that the Q-Learning algorithm is applied exclusively
to the satellite network segment. The terrestrial backbone is not included in the learning
process. This choice is motivated by two reasons:

1. Complexity Reduction: Applying a learning-based approach to the entire hybrid
network would result in an intractably large and complex state-action space.
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2. Network Characteristics: The terrestrial backbone is a static graph with xed, high-
capacity ber links. For the purpose of our RL implementation, we treat the ter-
restrial path from the source city to its gateway as a xed, static route. This
simpli cation is based on the assumption that the gateway locations are known and
pre-de ned. The satellite network, in contrast, is highly dynamic, with a topology
that changes frequently, making it the ideal candidate for our adaptive RL-based
algorithm. It is important to note that this assumption is a simpli cation: if the
problem were expanded to include the dynamic selection of the optimal gateway, the
terrestrial segment would also become part of the dynamic problem, and applying
RL agents to ground nodes would be a logical extension.

The problem is modeled as a Markov Decision Process (MDP) [24], where each satellite
I is equipped with an RL agent implementing local routing decisions based on feedback
from the environment, which in this model is provided by the next-hop satellitg¢ (as
shown in Figure 4.2).

Q-Function: In Q-learning, the agent aims at nding the optimal policy, which consists
of state-action pairs that maximize long-term accumulated rewards. In this context, we
de ne the state-action Q-value, Q(s;; &), as the expected reward of completing actioa,
being in states;, at time t.

Two main phases can be identi ed during a Q-Learning process: exploration and ex-
ploitation. During the exploration phase, the agent tries random or new actions to gather
information about the environment. This allows it to identify the potential bene ts of
actions that are not often pursued or never been attempted, ensuring that it does not
overlook better options. In the exploitation phase, by contrast, the agent acts greedily:
it chooses the action that it currently estimates to be the best, based on its learn€g
values, in order to maximize the known reward. The agent learns by updating its Q-values
after every action, regardless of whether it was an explorative or exploitative choice. This
update step is mathematically explained as:

Qlssa)=(1  )Q(ssa)+ [re+ maxQ(suq;a) (4.12)

where represents the learning rate, i.e., controls how fast the agent learns.can have
values between 0 and 1. The closer it gets to 0, the slower it learns, but the model becomes
very stable. If it gets close to 1, the agent learns very quickly, but the model becomes very
unstable. In practice, balances old knowledge with new discoveries. is the discount
factor (ranging between 0 and 1), and is used to determine the importance of future
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rewards. A value close to 0 makes the agent care only about immediate rewards, while
with a value close to 1, the agent values more the future rewards and aims at maximizing
the cumulative long-term reward.

Reward Function: The key to this model is its ability to learn congestion. The reward
ri for an agenti taking an action (sending a packet tg) is designed to penalize both
distance and queuing delay. The total reward; is the sum of a distance reward and a
gueue reward:

't = lqueue t ldist (4.13)

The queue reward q.eue PeNalizes sending a packet to a neighbprthat has a long bu er
queueq :

lqueve = W1 (1 1000)) (4.14)
wherety(j) is the time spent in the queue of satellite j, i.e., the next hop.

The distance rewardr 4i; penalizes sending a packet to a neighbprthat is physically far
or moving away from the destinationd:

di;d) d(;d)+ d(s;d)
d(s; d)
where d(i; d) is the distance from the current nodd to the destination d, d(j;d) is the

distance from the neighborj to d and d(s;d) is the full distance between the original
source and the destination.

laist = W2 (415)

The weightsw;; w, are adjustment coe cients that balance the importance of minimizing
distance versus avoiding congestion.

Moreover, other two special rewards are used when a packet reach a destinatiqyq Y or
for avoiding loops (io0p), de ning the rewards for a speci ¢ action at satellite i as:

8
E I del, jd 2 Eg;
= T i 2P, (4.16)

lqueue T ldist, Otherwise,

whereEg is the set of GSLs andP;, is the set of nodes visited by packep.

Q-Learning Update: The agents follow an'-greedy policy, balancing exploration (ran-
dom actions) with exploitation (choosing the best-known action).
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The update process is decentralized and follows the 3-step feedback loop illustrated in
Figures 4.1, 4.2, and 4.3.

First, as shown in Figure 4.1, an agent (satellite) in its current state s; (de ned by the
packet's nal destination d) takes an actiona; (choosing the next-hop neighboy) and
forwards the packet.

Second, as shown in Figure 4.2, the neighbor nopeeceives the packet. It is now in the
next state, s;+; . Nodej then calculates the immediate reward; (based on its own queue
time, tq(j)) and determines its own maximum possible Q-value for that state. It then
sends this crucial information (the reward and the max Q-value) back to agent

Finally, as shown in Figure 4.3, agent receives this feedback and uses it to update its
Q-table for the original state-action pair &;; &) using the Bellman equation:

Qi(ssa)=@1 )Qi(ssa)+ [re+ maxQj(su;a)l (4.17)

where is the learning rate and is the discount factor, as already described before.

Figure 4.1: Actiona; at state s;: sending packetp(d), directed at destination d, fromi to
j . Adopted by [25]

Figure 4.2: Satellitej, after receiving the packet, calculates the nev@-value and sends
it back to satellite i. Adopted by [25]
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Figure 4.3: Satellitei updates theQ-table. Adopted by [25]

Through this decentralized process, theqeye COMponent in the reward function allows
the network to autonomously learn and better manage the congestion, a crucial problem
that characterize the static Dijkstra baseline approach.

The presented mathematical model de nes the theoretical basis for the hybrid space ground
routing problem. In the next chapter, these concepts are translated into a simulation
framework implemented in Python, where both the network topology and routing algo-
rithms are realized and evaluated under dynamic conditions.
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5 ‘ Simulator Design and
Implementation

In this thesis we worked with a Python-based simulator, designed to manage data trans-
mission between terrestrial nodes, located around the globe. The environment is composed
of a LEO satellite constellation and a terrestrial backbone, modeled as two individual
graphs. The two separated graphs are interconnected through gateways, terrestrial nodes
that are present in both the graphs and can route data packets both using space segments
or terrestrial segments. In the following we provide a detailed description of the simulator.

5.1. Space Segment

The space segment is abstracted as a dynamic gra@N, E), created by a set of nodes
N and a set of edge€. The LEO constellation used in the simulations consider the
Kepler constellation design (see gure 5.1), consisting of 140 satellites evenly distributed
across 7 orbital planes (i.e., 20 satellites per orbit). Each orbital plane is deployed at a
given altitude of 600 km and approximated as a circular orbit. Each satellite has four
antennas used to link to its four satellite neighbours through inter-satellite links (ISLs):
two neighbours are located in front and back of the satellite, in the same orbital plane;
the other two antennas are used to link the satellite to the other two neighbours located
in other orbital planes, one up and one down. Moreover, every satellite has also another
antenna for ground-to-satellite communication, used to communicate with the terrestrial
gateways using a ground-to-satellite link (GSL). It is important to point out that a satellite
will not always have ve active links (four ISL and one GSL), as it may not have any
gateways in range and therefore not be able to connect to the terrestrial backbone.
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Figure 5.1: Kepler satellite constellation

5.2. Ground Segment

In the existing simulator, the ground segment was originally composed of only gateways.
In this thesis, we expanded the ground segment implementing a worldwide terrestrial
backbone, abstracted as a static graph, composed of 3815 terrestrial nodes and 5189
terrestrial edges (see gure 5.2). The nodes are divided in di erent categories: "Cities",
"Seacable Waypoints" and "Seacable Landing points"; while the links are divided in
two di erent categories: "seacable", for intercontinental underwater connections, and
"normal” for classic urban connections [26].

The original gateways were retained and connected to the new complete backbone, al-
lowing the terrestrial and satellite networks to communicate. To make the simulation
realistic, only nodes with the "City" attribute are allowed to be active nodes, i.e., these
nodes are the only ones capable of generating and receiving trac. Gateways are not
considered "City" nodes and therefore do not generate or receive user tra c. Gateways
act as special routers with the ability to route data packets via terrestrial backbone or
satellite constellation. The other nodes in the terrestrial backbone act as routers for pure
packet forwarding, according to the algorithm in use.
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Figure 5.2: Terrestrial backbone

5.3. Simulator Architecture and Time management

The simulator's architecture is built in Python and is founded on a discrete-event simula-
tion (DES) paradigm, implemented using the SimPy library [27]. This architectural choice
is critical for the model's e ciency and accuracy. Unlike a time-stepped approach, which
would advance at xed intervals, the DES engine advances simulation time by jumping
directly to the next scheduled event.

A key simplifying assumption is made to balance realism with computational feasibility,
clarifying the relationship between the event calendar and the network topology. We
assume that the network topology (i.e., satellite positions and active GSLS) is static
within one 'movementTime' interval. Therefore, a packet's entire journey, including its
potential queuing delay, is assumed to complete using the topology that was calculated
at the beginning of that interval. We do not consider the case where an extremely high
gueuing delay causes a single packet's lifetime to span across multiple topology updates.
This is a common and necessary abstraction, as re-calculating the global LEO topology
at every packet-level event would be computationally intractable.

Each simulation is controlled by reading key experimental parameters from an external
CSV con guration le (inputRL.csv). This le de nes crucial inputs for each run, such as
the total simulation time, the set of active terrestrial nodes and gateways (Locations), and
other parameters for managing tra ¢ and routing, like the fraction of the tra c injected,

as already described in 4.4. This allows to test and analyze the unloaded, medium-loaded,
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and highly congested networks. Furthermore, the vast selection of available active ground
nodes (available via a txt le, where all ground nodes with the "City" attribute, and
therefore potential tra c generators, are grouped and divided by continent) allows to
create and analyze an in nite number of di erent scenarios, making the simulator a solid
foundation for hybrid space-ground network simulations. This makes the simulator highly
customizable and versatile, with the ability to best customize each simulation based on a
Speci ¢ purpose.

For each experimental con guration, a distinct SimPy environment instance is created.
This environment is then populated by the "initialize" function, which is responsible for
building the entire simulation scenario.

Figure 5.3: Flow chart of the simulation setup process, from reading the con guration le
to activating the core SimPy processes.

" Graph Creation and Integration: First, the function builds the two separate net-
work models: the terrestrial backbone graph lguild_terrestrial_graph() ) and
the space segment graphdteateGraph() "). It then integrates these two networks
by mapping the ‘Gateway objects to their corresponding nodes in both graph struc-
tures.

Simulation Object Instantiation: It iterates through the abstract nodes of the
graphs and instantiates the active, stateful SimPy simulation objects, primarily
the 'TerrestrialNode 'and 'Satellite ' objects.
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" Active Node Con guration: It parses the Locations ' list from the "inputRL.csv '
le. It Iters this list to identify the speci c "City" nodes that will act as active
(the set A de ned in Chapter 4) for generating and receiving tra c.

Static Path Pre-calculation: It pre-computes the static baseline paths for all active

node pairs. For each source-destination pair, it calculates both the purely terrestrial
path ('getShortestPathTerrestrial ') and the hybrid path (' compute_hybrid_path"),
selecting the one with the lowest static cost as the default path for the Dijkstra base-
line.

SimPy Process Activation: It activates the core SimPy processes that will run dur-
ing the simulation. This includes starting the tra c generator process for each
active node and launching the individual sendBlock' processes for every outbound
link from every routing node (Terrestrial Nodes, Gateways, and Satellites). This
design ensures that each speci c link whether it is an ISL, a GSL, or a terrestrial

ber link has its own dedicated sending process and bu er, which is essential for

accurately modeling link-speci ¢ congestion.

5.4. Network Dynamics Implementation

The simulator must accurately model the highly dynamic topology of the LEO constel-
lation, as de ned in section 5.1. This dynamism is implemented through two key mecha-
nisms: periodic orbital updates and event-driven link management.

The satellite constellation is not simulated using a computationally intensive, high- delity
propagator like SGP4 (Simpli ed General Perturbations 4) [28], which models complex
orbital perturbations caused by atmospheric drag and gravitational anomalies.

Instead, a more e cient Keplerian mathematical model is used, which makes two key
simplifying assumptions:

" Simpli ed Physics: Satellites are assumed to follow perfect, circular orbits at a xed
altitude, ignoring external perturbing forces.

" Discrete-Time Updates: Rather than simulating continuous motion, the simulator
updates all satellite positions only at xed, periodic intervals.

This approach, while less physically accurate than SGP4, provides a computationally fea-
sible model that correctly captures the network's large-scale topological changes (GSL
hando s and ISL variations), which are the primary focus of this routing problem.

At initialization (' _init__ "), each satellite's Cartesian (X, y, z) and geographic (latitude,



32 5| Simulator Design and Implementation

longitude) coordinates are computed from its xed orbital parameters (altitude, inclina-
tion, and phasing). The movement of the constellation is driven by a periodic SimPy pro-
cess. This process operates at xed time intervals, con gurable from thenobvementTine
parameter, to:

A

Rotate the constellation: It calls the Satellite.rotate() " method for every satel-
lite.

Update satellite positions: The fotate() ' method updates the satellite's spherical
coordinates ( and ) based on the elapsed time and the orbital period, and then
recalculates its Cartesian and geographic coordinates.

Re-evaluate links: After this movement, the simulator rebuilds the network's dy-
namic links.

The implementation of the dynamic graphGs relies on this periodic update:

~

Inter-Satellite Links (ISL): The two intra-plane links (connecting satellite neigh-
bors in the same orbit) are static and permanent. The inter-plane links (connect-
ing satellites in adjacent orbital planes) are also treated as pre-de ned neighbors,
but their distances, and thus their propagation latencies, are recalculated at each
‘movementTimestep.

~ Ground-to-Satellite Links (GSL): GSLs are not permanent. At eachmovementTine
step, the simulator re-evaluates all potential satellite-gateway connections. A GSL is
considered active if and only if the gateway is within the satellite’'snaxSlantRange
This range is pre-calculated by the GetmaxSlantRange() method, which imple-
ments the geometric formula based on the satellite's altitude and the crucial mini-
mum elevation angle parameter, which is set to 30n our simulation model. This
ensures that satellites only connect to gateways they are realistically in view of.

This discrete-step update model provides a computationally e cient yet accurate abstrac-
tion of the LEO network's continuous motion, creating the dynamic environment required
to challenge the routing algorithms.

5.5. Packet Flow and Tra c Implementation

This section details how the theoretical models for tra ¢ generation and latency, de ned
in Chapter 4, are implemented as active processes within the SimPy environment.
The tra c generation model from Section 4.4 is implemented by theTerrestrialNode
class. During initialization, the 'makeFillBlockProcesses() ' method is called for each
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active node. This method launches a dedicated SimPy procedd|Block()’ , for each
potential destination. The fillBlock() ' process is the practical implementation of the
Poisson arrival process.

It operates as follows:

1. It rst creates a new 'DataBlock’ object.
2. Itthen calculates the inter-arrival time for this ow by calling 'timeToFullBlock() .

3. This function retrieves the total tra c rate for the node (' self.totalAvgFlow ', i.e.,
the practical equivalent of (i) from Eq. 4.5) and calculates the average time for a
single packet.

4. Finally, it generates the stochastic inter-arrival time by drawing from an exponential
distribution: ' np.random.exponential(scale=avgTime) .

5. The process then waits for this duration, after which it attempts to enqueue the
data block into the node's bu er.

This design precisely models the theoretical Poisson generation for each source-destination
pair.

The packet's latency is governed by thesendBlock() ' and ‘receiveBlock() ' processes.
Every routing node in the simulation (terrestrial node, gateway or satellite) runs these
processes.

This is how the components of the total latency (Eq. 4.3) are modeled:

" Queuing Latency: This is the most critical aspect of the simulation. Queuing latency
is not calculated from a formula; it is an emergent property of the system. When
a packet is ready, fillBlock() ' (or 'receiveBlock() ' for a transit node) places
it into a First-In, First-Out (FIFO) bu er. The ' sendBlock() ' process retrieves it
when the link is free. The time a packet spends in this bu er list is the measured
queuing delayt,. Furthermore, the TerrestrialNode ' class implements a nite
bu er, which will drop packets if the queue is full, accurately modeling congestion.

Transmission Latency: This is implemented directly in thesendBlock() ' process.
The process looks up the link's data rate from the graph edge.

It calculates 'timeToSend = ' BLOCK_SIZE' data_rate ', a direct implementation
of tiw = B=R(i;j ). It then holds the link for this duration.

Propagation Latency: This is handled by the interaction betweersendBlock' and
‘receiveBlock ' functions. 'sendBlock() ' looks up the link's propagation delay
from the graph edge. It forwards the packet to the next hop by calling the next
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hop node. The teceiveBlock() ' process on the receiving node waits for the actual
propagation time, i.e., the next node does not "see" the packet until the propagation
time has fully elapsed, modeling the propagation delay.

5.6. Routing Algorithm Implementation

A key feature of the simulator is its ability to switch between routing algorithms to
compare their performances. This selection is controlled by thpdthing ' parameter in
the Python script. Based on the value of this parameter, the simulator activates one of the
two fundamentally di erent routing policies de ned in Section 4.6: a static, centralized
baseline (Dijkstra) and a decentralized, adaptive approach (Q-Learning).

The DataBlock object, which carries its own path information, is central to implementing
both.

5.6.1. Dijkstra Algorithm

The Dijkstra implementation serves as an simple static baseline, providing the optimal
path in an uncongested network. It is not a single calculation but rather a comparative
selection process performed during the initialize function:

1. First, the algorithm computes the optimal purely terrestrial path between the source
and destination ('getShortestPathTerrestrial ).

2. Next, it computes the optimal hybrid path (‘compute_hybrid_path'), which can
use both terrestrial and satellite links, interconnected through the gateway nodes.

3. Finally, it compares the static costs (based only on propagation and transmission
latency) of these two routes and selects the one with the lowest overall static latency.

This chosen path (whether it be purely terrestrial or hybrid) is then stored in theblock.path
attribute when the packet is created. During execution, every routing node (terrestrial,
gateway, or satellite) follows a simple logic: it inspects the path, nds its own node 'ID’
in the list, and forwards the block to the next node 'ID'. This implementation is inten-
tionally "blind" to the network's real-time state (it ignores the queue time and thus the
congestion). It will always send packets along the same pre-determined shortest static
path, modeling the limitations described in Section 4.6.1 and allowing congestion to build
up on popular links.
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5.6.2. Q-Learning Algorithm

The Q-Learning method, on the other hand, provides a decentralized, adaptive policy,
allowing the network and its agents (the satellites) to learn and route around congestion.
This logic is encapsulated within a dedicatedQLearning' class, which is instantiated for
each satellite agent and manages its Q-table, tHegreedy policy, and the logic for action
selection and value updates. A critical design choice, as mentioned in Section 4.6.2, is
that this adaptive policy is applied only to the satellite segmentGs) of the network. The
terrestrial backbone Gt) continues to use the pre-calculated, static Dijkstra paths. This
hybrid routing approach was chosen for two main reasons:

" Network Characteristics: The terrestrial network is static, with xed, high-capacity,
and low-latency ber links where static routing (like Dijkstra) is highly e cient and
already optimal. The LEO network, in contrast, is highly dynamic with variable
link quality, making it the ideal candidate for an adaptive learning algorithm.

State-Space Reduction: Applying Q-Learning to the entire hybrid network (thou-
sands of terrestrial nodes plus satellites and gateways) would create an incredibly
large state-space. By limiting the learning scope to only the satellite constellation,
the problem remains computationally feasible.

Therefore, static routing is used for the stable terrestrial segments that interconnects the
active terrestrial nodes to the gateways, while Q-Learning is used to intelligently navigate
the complex and dynamic satellite portion of the path. The implementation translates
the theoretical State-Action-Reward model into a practical, event-driven process. The
data block object is not just a packet; it is the messenger that carries state information
between agents. It uses theéblock.QPath ' attribute to store the dynamically chosen path
and 'block.oldState '/ ' block.oldAction ' to facilitate the Bellman update.

State-Action-Reward (S-A-R) Implementation:

A

State (s;): When a data block arrives at a satellita (the agent), the receiveBlock '
process is triggered. The agentdetermines its states; by reading the block's nal
destination. Therefore, the state is de ned as €urrent_node ', 'final_destination ).

Action (&): The agenti (in state s;) must now choose an action. It calls the
‘'makeAction’ function. This function implements the crucial trade-o between ex-
ploration and exploitation using the E-greedy policy. With a probability of 1 E ,
the agent exploits its current knowledge by choosing the actign (next-hop satel-
lite) that has the highest Q-value in its table. With a probability of E, it explores
by choosing a random actiorj from its available neighbors. This exploration is
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essential for discovering new, potentially better paths and ensuring the agent does
not get stuck in a sub-optimal policy. The resulting ID of the chosen satellitg is
the action a;, which is then appended to theblock.QPath list.

Reward (r;): This implements the crucial feedback loop described in Section 4.6.2
of Chapter 4, also shown in Figures 4.1, 4.2, 4.3. The update requires information
from the next hop. Before sending the block, agentstores its state and action in
the block. The block is sent to satellitej. The 'sendBlock' and 'receiveBlock '
processes measure the queuing and propagation delay required to get there. When
the block arrives at satellitej, agentj is now in states;.;. Agentj can calculate
the reward r; (based on the measured queue tintg, as per Eq. 4.14) and nd its
own best Q-value. As shown in Figure 4.2, agemtthen sends this information (;
and the max, Q value) back to agenti. Only upon receiving this feedback (Figure
4.3), agenti can complete the Bellman equation, updating its Q-table with the new,
learned value.

This decentralized implementation allows the Q-tables to adapt to the true, measured
network state, directly using the queuing latency as a core part of its reward signal.
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In this chapter, the results of the work are presented. First, we provide a qualitative

validation of the simulator's model, demonstrating its path selection logic and the core

challenge of the network's dynamic topology. Then, we present a quantitative performance
analysis, where we compare the Dijkstra baseline against the adaptive RL algorithm to
evaluate scalability, latency, and congestion management.

6.1. Model Validation and Network Dynamics

Before conducting a quantitative performance analysis, this section validates the simula-
tor's core path nding logic and demonstrates the dynamic nature of the hybrid network.

6.1.1. Static Path Selection and Network Resilience

We begin by validating the static path selection logic, which is used by the Dijkstra
baseline. As described in Chapter 5, theanitialize  ~ function pre-calculates both the
purely terrestrial and the hybrid paths. It then compares their cost to select the optimal
baseline route.

A medium-haul route, Milano-Moscow, is used to illustrate this selection process.

Figure 6.1: Selected static terrestrial path for the Milan-Moscow city pair.
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Figure 6.2: Alternative hybrid path for the Milano-Moscow city pair.

Figure 6.1 shows the purely terrestrial path selected by the baseline algorithm. This
selection is based on the theoretical path cost in an uncongested network. This cost
Is calculated as the sum of propagation delay and transmission delay, while completely
ignoring any potential queuing delays from network congestion.

Figure 6.2 illustrates the optimal hybrid path for the same source-destination pair (i.e.,
the shortest path found that must utilize the satellite network). This hybrid path was
calculated but discarded by the baseline, as its calculated congestion-free cost was signif-
icantly higher than the terrestrial-only option.

This selection validates the baseline logic: based on the congestion-free cost metric (which
ignores queuing delays), the purely terrestrial path is signi cantly faster for short-to-
medium distances, making the hybrid satellite-terrestrial route a relatively ine cient
choice. However, the existence of the path shown in Figure 6.2 and the availability of
the gateways to access the LEO constellation demonstrate a key feature of a converged
network infrastructure, i.e., network robustness. In the event of a catastrophic failure
on the terrestrial route (e.g., a major ber cut or a natural disaster), the hybrid path
provides a vital backup for ensuring service continuity.

Conversely, for long-haul routes (e.g., source and destination on di erent continents),
the baseline algorithm selects the hybrid path. This selection occurs when the calculated
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congestion-free cost of the purely terrestrial path, which is dominated by the high cumula-
tive latency of long-distance (often submarine) ber-optic links, becomes greater than the
total congestion-free cost of the hybrid path. This is the case for the Milano-Sydney route,
as shown in Figure 6.3, where the LEO constellation provides a faster intercontinental
connection than the terrestrial backbone.

Figure 6.3: Hybrid intercontinental path for the Milano-Sydney city pair.

6.1.2. Dynamic Topology

The hybrid path, though e ective for long-haul routes and essential for resilience, intro-
duces a signi cant challenge that distinguishes it from the terrestrial path. While both
paths can be considered xed on the short timescale of a single packet's transmission, the
terrestrial path is statically optimal (i.e., its best path never changes).

The hybrid path, in contrast, is topologically unstable. As implemented in our simulator,
its optimal route changes periodically due to the movement of the LEO constellation.
This means any path calculated by the baseline is only valid for a short window of time
before it becomes stale.

As implemented in the simulator (see Section 5.4 for the details), the satellite positions
are updated at every movementTimestep. Figure 6.4 illustrates this motion, showing a
signi cant change in the constellation's topology relative to the gateways after a move-
ment.
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(a) Satellites positions at the start.

(b) Satellites positions after a constellation movement

Figure 6.4: Constellation movement.

This continuous motion is the root cause of the network's dynamic behavior. The most

direct consequence is the constant handover between satellites moving in and out of a
gateway's visibility cone.

This handover has a critical impact on the optimal E2E path. Figure 6.5 shows the optimal
E2E path for the Milano-Sydney route at these same two moments in the simulation.
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(a) Optimal path at the start.

(b) Optimal path after the rst constellation movement.

Figure 6.5: Variation of the optimal E2E hybrid path for Milano-Sydney at the start (a)
and after a movement of the LEO constellation (b).

At the start, the optimal path utilizes a gateway in Nemea, Greece (near Milano) and a
gateway in Mingenew, Australia (near Sydney). After the constellation movement, due
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to the satellite's new position, the simulator nds that the optimal path now uses the
gateway in Aalborg, Denmark for interconnecting the node in Milano and the satellites.

This validation highlights the critical timescale disparity inherent in LEO networks. While
the end-to-end transmission of a single packet takes only milliseconds, the network topol-
ogy changes at the longemovementTime' scale.

Consider a concrete example of two consecutive packets in a ow: Pacletis sent just
before a topology update and traverses the path via Nemea (Figure 6.5(a)), while Packet
B, sent immediately after the update, routes via Aalborg (Figure 6.5(b)). If the new
path is faster, PacketB could arrive before PacketA. This packet reordering poses a
signi cant challenge for transport protocols.

While the implementation of re-sequencing bu ers is outside the scope of this work and left
for future developments, this validation proves that a static routing table is insu cient.

It justi es the need for an adaptive approach like RL, which can handle these topological
shifts without the massive computational overhead of global re-calculation required by
the Dijkstra baseline.

6.2. Performance Analysis and Comparison

6.2.1. Experimental Setup for Performance Analysis

Having validated the simulator's logic and the dynamic nature of the problem, we now
de ne the parameters for the quantitative performance comparison.

As already anticipated, this thesis compares two algorithms for routing within the satellite
network segment:

1. Dijkstra Baseline: A centralized algorithm that re-computes the optimal path at
xed time intervals.

2. Q-Learning: A decentralized algorithm where agents learn the best path from ex-
perience.

The goal is to evaluate how each algorithm's performance scales as the number of active
gateways increases. This variable scales the network’'s complexity and overall input tra c,
allowing us to observe how each algorithm manages potential bottlenecks.

All key simulation parameters are summarized in Table 6.1. To ensure a challenging,
congested environment, the tra c fraction per node (referred to as the global load factor
" in Section 4.4) was held constant at a medium-high value of 0.85 for all simulations.
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Table 6.1: Simulation Parameters for Performance Evaluation

Parameter Value

Simulation Duration 2 seconds

Constellation Kepler (140 satellites, 7 orbits)
Topology Hybrid Space-Ground Network
Active Gateways From 2t0 9

Tra ¢ Load Factor ( ) 0.85 (Medium-High)
Q-Learning Rate () 0.25

Q-Learning Discount () | 0.6

The performance of both algorithms is evaluated against our primary KPI, average End-
to-End (E2E) Latency within the satellite network.

The performance analysis of the RL-based and Dijkstra-based routing algorithms is di-
vided in three parts. First, we examine the E2E latency over time to observe the e ec-
tiveness of the RL-based algorithm's learning and convergence behavior, compared to the
Dijkstra baseline. Second, we provide a spatial analysis by visualizing the tra c load on
the satellite links to see how each algorithm performs di erently. Finally, a comparison
of the average E2E latency for increasing number of active gateways is presented.
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6.2.2. EZ2E Latency and Algorithm Learning Curve

The rst analysis compares the average E2E latency of both algorithms over the 2-second
simulation time. Figures 6.6, 6.7, and 6.8 present these results for the low, medium, and
high-complexity scenarios, respectively.

In each gure, the epsilon (green dotted line) is plotted on the right-hand Y-axis, showing
the decay of the Q-Learning algorithm's exploration rate.

Figure 6.6: E2E Latency and Epsilon decay with 2 active gateways.

Figure 6.7: E2E Latency and Epsilon decay in a medium-complexity scenario (5 active
gateways).
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