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Abstract

In recent years, we have witnessed remarkable advancements in the field of big data man-
agement and processing. These developments have spurred the adoption of increasingly
intricate and sophisticated infrastructures designed to extract information more efficiently
from vast volumes of data. As a consequence, this has significantly complicated the way
distributed infrastructure architectures are conceived and managed. The thesis sets out to
provide data-intensive architects with a systematic methodology for selecting an appropri-
ate set of technologies to implement a data-intensive architecture. Data-intensive systems
architectures are software structures engineered for the storage and processing of large-
scale data, in line with both functional and non-functional requirements. Consequently,
the specific architectural design can vary, with an emphasis on the key features neces-
sary for effective data management and processing. This underscores the importance of
identifying all potential characteristics that data-intensive architectures may exhibit and
aligning them with the requirements that an architect can gather during the initial design
phase. The initial part of the thesis introduces a comprehensive model intended to en-
compass all conceivable characteristics. This model depicts the data life-cycle within the
architecture, segmented into various phases. Subsequently, for each phase, a catalog of
potential features that may be required (both for storage and processing purposes) is pre-
sented. Additionally, the model outlines how these features can be supplied by different

systems and the extent to which they assure coverage of the required characteristics.

The methodology to implement a use-case specific architecture initially leverages the pro-
vided model to select the necessary features and determine the requisite level of coverage,
all guided by the specific requirements. It then proceeds to choose the set of technologies
that enables comprehensive coverage of all features and facilitates the construction of the

architecture.

Keywords: data-intensive architectures, big-data systems, methodology



////M//////////é N 1 \\\\\\\ / \m\\ %
2N /// \ 117717/ s
//// N\ //// ////::_:::\\\ //) \\\ \\\\
NN 779477770770 00 /2 2
NN N e otrts
oty HH1100177 070070 2 2
SO 77752777777 000 2 2 2 2 27
J ///// /// N //// ////N///////////é __ ________,5\ I \\\\\\\ \\w\\ \\\\\\\\\\\\\\ =
~ 3N M s
N T e
—— f ot
—— = R
- ““\\\\\\\\\\\\\\\\\\m\\\w\w\\ 77 /////////////,/////////////// //// ///UU/
N RN R
1 NN
5577 NN
2 T I A O O



Abstract in lingua italiana

Negli ultimi anni, abbiamo assistito a notevoli progressi nel campo della gestione e
dell’elaborazione dei big data. Questi sviluppi hanno stimolato I’adozione di infrastrut-
ture sempre piu intricate e sofisticate progettate per estrarre informazioni in modo piu
efficiente da grandi volumi di dati. Di conseguenza, cid ha notevolmente complicato il
modo in cui vengono concepite e gestite le architetture di infrastrutture distribuite. La
tesi si propone di fornire agli architetti di sistemi ad alta intensita di dati una metodolo-
gia sistematica per selezionare un insieme appropriato di tecnologie per implementare
un’architettura ad alta intensita di dati. Le architetture dei sistemi ad alta intensita di
dati sono strutture software progettate per lo stoccaggio e 1’elaborazione di dati su larga
scala, in conformita ai requisiti funzionali e non funzionali. Di conseguenza, il design ar-
chitetturale specifico puo variare, con un’enfasi sulle caratteristiche chiave necessarie per
una gestione ed elaborazione efficace dei dati. Cio sottolinea I'importanza di identificare
tutte le possibili caratteristiche che le architetture ad alta intensita di dati possono pre-
sentare e di allinearle ai requisiti che un architetto puo raccogliere durante la fase iniziale
di progettazione. La prima parte della tesi introduce un modello completo destinato a
comprendere tutte le caratteristiche concepibili. Questo modello rappresenta il ciclo di
vita dei dati all'interno dell’architettura, suddiviso in diverse fasi. Successivamente, per
ciascuna fase, viene presentato un catalogo di possibili caratteristiche che potrebbero es-
sere richieste (sia per scopi di archiviazione che di elaborazione). Inoltre, il documento
descrive come queste caratteristiche possano essere fornite da diversi sistemi e in che

misura garantiscono la copertura delle caratteristiche richieste.

La metodologia utilizza inizialmente il modello fornito per selezionare le caratteristiche
necessarie e determinare il livello di copertura richiesto, il tutto guidato dai requisiti
specifici. Successivamente, procede a scegliere I'insieme di tecnologie che consente una

copertura completa di tutte le caratteristiche e facilita la costruzione dell’architettura.

Parole chiave: architetture data-intensive, sistemi di big data, metodologia
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Introduction

We de ne a data-intensive architectureas a software architecture a company adopts to
collect, analyze and manage big data to obtain actionable knowledge and serve informa-
tion to internal/external users according to its requirements. We consider architectures
for distributed systems, which are deployed on di erent nodes, that may be placed in
di erent localities. Architectures can be regarded as an ensemble of components meticu-
lously designed to implement data life-cycles in accordance with the speci ¢ requirements
of the company. We denote aomponentas a software component that represent a uni-
tary element performing a step in the data life-cycle within the infrastructure. These
components are combined within the architecture with the purpose to delineate the data
life-cycle and generate essential information to meet the company's needs. Architecture
describes software infrastructures that encompass multiple systems, each with its distinct
primary function. In our terminology, we de ne asystemas a technological component de-
signed to enhance data processing and/or data management. These systems encompass a
wide range of technologies, including databases, queuing systems, storage systems, analyt-
ics platforms, and more, which work collaboratively within the infrastructure to optimize
the processes of data processing and data management. We consitdga processingas
encompassing tasks related to the manipulation and analysis of data, whereas we de ne
data managementas encompassing tasks related to the persistent storage and retrieval
of data. For instance, Apache Spark[15] is primarily recognized as a system dedicated to
data processing, whereas MySQL[10] is primarily designed for data management, albeit it
can also perform processing tasks through SQL queries. Notably, these two systems can
seamlessly collaborate, with Apache Spark extracting data managed by MySQL through
interaction to facilitate data processing. The combination of data processing and data
management tasks within the infrastructure de ne the data life-cycle.

Summing up, data-intensive architecturesrefer to the structures of software infrastruc-
tures. These architectures consist of individual components that outline the various stages
in the life-cycle of data that the infrastructure needs to manage. These infrastructures
are constructed using systems, which are combined in a manner that enables the imple-
mentation of the data life-cycle as de ned by their architectures.
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Tailoring the architecture to precise requirements involves selecting various components.
This includes accounting for the nature of the data being gathered and the speci ¢ meth-
ods required for its management and analysis to derive valuable insights. The extent of
variability in these choices hinges on the unique needs of the company or organization.

We consider a broad spectrum of requirements, covering both non-functional and func-
tional aspects. Functional requirements are intricately tied to the nature of queries orig-
inating from external users, while non-functional requirements aim to safeguard the in-
tegrity, consistency, scalability, and latency performance of our distributed environments.
We address both transactional and processing aspects of the systems, aiming to achieve
a comprehensive perspective on data management and processing.

Choosing distributed environments instead of centralized ones introduces additional com-
plexities in meeting these requirements, which translate into new requirements[37]. An
example is the consistency of data distributed across di erent nodes, which was not present
in vertically scalable database environments where data resides on the same node. Fur-
thermore, these requirements frequently clash with each other, leading to the existence
of trade-o s that necessitate choosing between di erent solutions when designing a data-
intensive architecture. Hence the need for more complex architectures, which require to
combine di erent strategies to optimize trade-o s.

The contribution of this thesis is to provide a software engineering methodology to sim-
plify the process of reconciling all the requirements initially for designing a suitable data-
intensive architecture and subsequently for identifying a set of systems for implementa-
tion. The methodology depends on a provided abstract model that captures the most
relevant characteristics of any data-intensive architecture. This model incorporates perti-
nent characteristics for complex architectures, including those primarily focused on data
processing without persistence, those primarily dedicated to data management, and those
that combine these functions. When software architects apply the methodology to a
speci ¢ architecture, they are initially guided to choose from our model the characteris-
tics relevant to that speci c architecture, based on the requirements they have gathered
from the application domain. Following this, they proceed to select a set of systems for
implementation that enable the coverage of all the chosen characteristics.

To ful Il this goal, we:

1. Identify a precise list of characteristics that data processing and management at
scale may present;

2. Provide an abstract model that captures the key characteristics of any architecture;
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3. Provide a clear mapping of requirements to model's characteristics. Di erent re-
quirements may led to the selection of di erent components, characteristics and
component's ability in providing the characterisitic; we de ne the selection aacti-
vation of some component or feature's ability.

4. Show if and how systems can implement the model's characteristics;

5. Show how to combine the dierent systems to encompass all the characteristics
selected in the model by combining requirements.

The methodology exploits the model and mappings above to allow architects to: precisely
identify their requirements based on the provided list, de ne one or more architectures

that contain the characteristics that satisfy the identi ed requirement, and select systems

to realize the designed architecture in practice.

To present the methodology, we start by describing presenting an overview of the com-
ponents that composes the model in Chapter 1, followed by a description of each their
relative features in Chapter 3 and Chapter 4. Then, requirements are described, with
their related components and features. Finally, a strategy is provided to select the set of
tools to implement the architecture.






1 ‘ Motivation and Contributions

In recent years, we have witnessed extraordinary advancements in the eld of big data
management and processing. These advancements have driven the adoption of increas-
ingly sophisticated and complex infrastructures aimed at extracting information more

e ciently from massive volumes of data.

Di erent infrastructures exhibit signi cant diversity in their requirements, both functional

and non-functional, including but not limited to the types of data to be analyzed, pro-
cessing methods, and data storage perisistence. Moreover, it is essential to consider that
the same infrastructure may need to interface with a variety of di erent stakeholders,
both data producers and consumers, each with unique and speci c needs. This diver-
si cation of stakeholders introduces the complexity of processing and managing data in
highly customized ways to meet the speci c requirements of each group. The wide range
of requirements and the heterogeneity of infrastructures result in highly diversi ed data-
intensive architectures, each designed to address speci ¢ challenges, which predominantly
revolve around de ning the data life-cycles and making decisions about what data should
be stored within the infrastructure and how to store it e ciently. We view the process

of implementing an infrastructure as a two-step approach: the design of an architecture
to depict the infrastructure, and the selection and integration of systems to realize this
architectural vision. As a result, there is also a need to integrate various systems to im-
plement data-intensive architectures more e ectively. In summary, we can pinpoint two
primary challenges when constructing a data-intensive infrastructure: the rst is design-
ing an architecture that encompasses all the previously described complexities, and the
second is assembling a set of systems that address all the identi ed challenges within that
architecture.

The complexity highlighted above underscores the necessity fomreference architecture
This terms refers to an architecture that abstracts away from a concrete infrastructure,
describes a class of infrastructure, and can be used to design concrete architectures for
di erent infrastructures within this class[41]. In other words, we consider a reference
architecture as an encompassing architecture that can serve as a blueprint for all other
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architectures. These other architectures can be derived from speci cations within the
reference architecture.

Many reference architectures have been presented in the literature. By following di er-
ent research approaches, [46] and [41] have both introduced reference architectures that
unify the various data life-cycles that can be implemented within an infrastructure. They
both conceptualize the life-cycle as a sequence of phases, starting with data acquisition
and continuing with data processing to generate results. However, their reference archi-
tectures primarily delve into functional requirements, thus focusing mainly on extracting
and showcasing data processing characteristics of di erent tasks. The data management
aspect is con ned to determining whether data is stored in persistent or temporary stor-
age, and it primarily concentrates on non-functional requirements directly related to data
processing. Aspects such as transactional requirements are not thoroughly examined in
these works. [42] introduce a model for data-intensive systems that consolidates crucial
design and implementation decisions into a cohesive framework. They take into account
both data processing and data management systems in data-intensive scenarios. How-
ever, they do not discuss architectures for integrating these systems to de ne a complete
infrastructure. In the reference work [27], numerous reference architectures are presented
for various architectural paradigms, including Lambda, Kappa, and others. The analysis
assesses how each of these architectures addresses a diverse range of requirements, both
functional and non-functional. However, it is noteworthy that there is no single compre-
hensive reference architecture that encompasses all the necessary components to represent
any of the mentioned reference architectures.

As a primary contribution of this thesis, we have developed a reference architecture, which
we term as themode| that aims to encompass all the characteristics that a data-intensive
architecture may possess when handling both data processing and data management tasks
at each stage of the data life cycle. In fact, we will demonstrate the versatility of our
model, showcasing its adaptability for architectures with a primary emphasis on data
storage with transactional properties, as well as for architectures primarily geared to-
wards data processing. Through the selection of di erent components, our model can be
tailored to suit a variety of architectural paradigms widely documented in the literature,
including Lambda, Kappa, Liquid, and others, as well as infrastructures such as OLAP
(Online Analytical Processing), OLTP (Online Transaction Processing), HTAP (Hybrid
Transactional/Analytical Processing), and Data Warehouses.

Furthermore, reference architectures predominantly emphasize theoretical aspects, and
the existing literature lacks a systematic software engineering methodology[27] to de ne
a data-intensive infrastructure starting from high-level requirements. In practical terms,
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when faced with a speci ¢ application scenario, there is a notable absence of a formalized
process for identifying an appropriate architecture and the corresponding set of technolo-
gies required for its successful implementation.

Such a formalized process could prove immensely advantageous in the domain of Infrastructure-
as-Code (IaC). laC represents a DevOps approach that revolves around the management
and provisioning of infrastructure through machine-readable de nition les, eliminating
the need for manual physical hardware con guration or interactive con guration tools[31].
Orchestrators assume a pivotal role in this context by providing automatic support to
practitioners during the development of infrastructural code. Therefore, armed with an
algorithm capable of extracting the necessary systems based on a list of requirements, and
with the aid of automation and the principles of Infrastructure as Code (laC), it becomes
plausible to swiftly and consistently implement the architecture, with requirements as
the sole speci cation. In fact, 1aC allows for clear de nition of the necessary resources
and con gurations, ensuring that the infrastructure aligns with the selected technologies.
By using an orchestrator to orchestrate the application, it could be possible to e ciently
coordinate the various components of the application with the underlying infrastructure,
ensuring everything operates harmoniously.

In this work, as our second primary contribution, we aim to establish a systematic method-
ology for crafting a bespoke data-intensive architecture tailored to specic application
requirements. This methodology aim at guiding architects in transforming identi ed re-
guirements into a tangible physical infrastructure. It can be considered an algorithmic
approach that architects can readily follow to actualize their application-speci ¢ architec-
tures. By providing the identi ed requirements as input, this process yields a comprehen-
sive set of technologies necessary for the architecture's successful implementation.






2 ‘ A Model for Data-Intensive
Architectures

This chapter describes our model of a data-intensive architecture in terms of the compo-
nents it encompass. Recalling our de nition, oumodelserves a reference architecture that
aims to encompass all the characteristics that a data-intensive architecture may possess
when handling data processing and/or data management tasks within a data life-cycle.
It is delineated based on the data life-cycle that can be executed within such an archi-
tecture, and it emphasizes the potential capabilities that can be o ered. As a reminder,
our de nition characterizes acomponentas a discrete element responsible for executing a
particular phase within a data life-cycle. Therefore, our model is structured as a collection
of these components connected collectively outline the entire data life-cycle.

In this chapter, we start by describing the single components and their interactions in
section 2.1. Then, we provide in Section 2.2 a high-level model description that combines
black-box components. Finally, we describe how characteristics inside each components
are represented in Section 2.3. In this chapter, we refrain from listing the characteristics
associated with each component. These characteristics will be detailed in Chapter 3 and
Chapter 4.

Model's Terminology We de ne query any request that has to be handled within the
architecture. We distinguish betweerstatic and dynamic queries. Static queries are those
established during the architecture implementation time, whilelynamic queries are those
generated by users during the system's usage. Dynamic queries can require both data
management and data processing tasks, while static queries are primarily focused on data
processing tasks only.

The model's external actors ar@roducersand consumers We de ne producersas external
sources from which data is collected, whileonsumersas external actors that can receive
static query results and/or generate dynamic queries and receive results.

The data that passes through the model and is optionally persisted can lbewv, merged
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or derived We refer to the data received from sources aaw, indicating that it has

not undergone any form of modi cation. In certain scenarios, data coming from external
sources may not be compatible with each other to be processed together by the architec-
ture's operations. In such cases, preliminary data elaborations may be required before
the actual data processing and/or management tasks can commence. These elaborations
ensure that the incoming data is suitably uni ed for subsequent processing within the
architecture. We refer to the raw data that undergoes these elaborations merged Both

raw and merged data contain identical information, as these operations do not generate
additional data, but rather transform the raw data into a di erent representation that

still contains the same information. Both raw and merged data can undergo processing
and or management that extracts new data containing additional information. In such
cases, we refer to the resulting data aderived data. An example of raw information
could be a data-set of thermal measurements received from sensors (producers). Merged
information could be the thermal measurements coming from di erent sensors in a uni ed
format, and derived information, would be the computed average of these measurements.

2.1. Components

In this section, we start by o ering an explanation of how each component is depicted
within the model in Subsection 2.1.1. Subsequently, we delve into a description of how
these components interact with one another and external actors in Subsection 2.1.1.

2.1.1. Component Representation

Each component within the model comprises two essential elementsplaaseand a stor-
age The phasecorresponds to the step in the big data life-cycle that the component
is associated with, while thestorage indicates whether the component needs to preserve
data produced at that speci c phase. Both phase and storage within each component
can have one or more features. We de ne feature as a capability that the component

o er to perform data management or data processing task. Features related to a phase
are de ned ascomputation features whereas those related to the storage are de ned as
storage features The representation of the component is depicted in Figure 2.1.



2| A Model for Data-Intensive Architectures 11

Figure 2.1: Component Overview.

Computation features are primarily associated with capabilities related to data process-
ing tasks, while storage features are mainly associated with capabilities related to data
management tasks.

State-Centric vs Data-Centric Components

We have stated that our model is structured as a collecton of components that commu-
nicates to collectively outline the entire data life-cycle, and each individual component
represents a step within this life-cycle. It's important to note that it's not always necessary
to retain the data produced at the end of every step in the data life-cycle; in some cases,
simply transferring the data to the next step without storage is su cient. Therefore, not

all individual components necessarily need to have a storage. We say that the storage is
active when it's necessary to preserve the data produced at the end of its data life-cycle
step. In such cases, the component has storage features, indicating that it has capabilities
related to data management. Conversely, when data storage is not required at the end of
the step, the component neither has storage nor storage features, and can simply route
the data to the next step in the life-cycle. We de nestate-centric componentsas those
components with active storage, andata-centric componentsas those components with-
out active storage. State-centric components are storage systems, mostly dedicated to
persist information; data-centric components are processing components used to process
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the data without having to persist it.

2.1.2. Components Interactions

The components within the model communicate with each other through the exchange
of data and queries (both static and dynamic). Figure 2.2 shows the interaction among
phases, which is characterized by two di erent types of ows: th®ata-Flow entering the
model from the left and moving to the right and theDynamic-Query-Flow entering the
model from the right and moving to the left. We de neData-Flow the process of trans-
ferring data from one component to another, including all computations or processing
operations that occur within each component, while we de n®ynamic-Query-Flow as

the process of transferring a dynamic query from one component to another. Static queries
are integrated into the data ow because they are de ned within the components during
the architecture's implementation. During the architecture's execution, the process pri-
marily involves data exchange between the components themselves, as they have already
implemented the necessary functions to perform the required processing and generate the
data to be passed on.

Figure 2.2: Components Interaction

In the following, Subsection 2.1.2 and Subsection 2.1.2 provide descriptions of the Data-
Flow and the Dynamic-Query-Flow, respectively.
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Data-Flow

Data that comes from producers is collected, and optionally persisted in the storage, by
the leftmost component. Notice that for simplicity we do not distinguish whether the
data is ingested from producers with some command (e.gNSERT or with a stream of
data. This data, according to the information de nitions provided above, is considered
asraw. The raw data in the leftmost phase may be subject to some data elaboration
(taking the form of merged, and optionally persisted. Starting from either raw data or,

if present, merged data, management and processing tasks can be performed to obtain
derived information and optionally persist it. These tasks can be triggered by both
static and dynamic queries. As a consequence, the model manages more raw information
moving on the left components, and more elaborated information on the right components:
raw and mergedinformation will be in the leftmost components, andderived one, when
produced, in the rightmost components.

Data may ow from one component to the other either inpushmode or inpull mode: with
push mode, the data is sent to the next component with a time that can be con gured

by the designer; with pull mode, the receiver component requires available data when
necessary. The choice is done when selecting the systems during the methodology, as it
Is the system itself that can have a push or pull implementation based on its design. In
case of push mode, producer and consumer must be decoupled, so as to avoid situations
in which the consumer cannot manage the speed with which the producer sends data.
For this reason, push systems implements some application-level ow control mechanism
to protect the system against being overloaded when data arrives too fast. For example,
Flink implements a backpressure mechanism.

Dynamic-Query-Flow

Dynamic queries are ingested by consumers in the model from the rightmost phase, and
ow on left phases to take the response. Answers to the queries, which are included in the
data- ow, will be taken in a phase according to the asked type of information: the more
raw is the requested data, the further the query will ow to the left to get the response.

2.2. High-Level Model Description

In this section, we delineate the diverse roles that the components can assume within the
architecture. These roles correspond to the various steps that can be executed within a
data life-cycle.
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Let us rst consider components as black boxes with their optional storages, without
going into detail describing their capabilities (i.e., theirfeatures). The next chapters will
then describe the features each component can have.

Figure 2.3: High-Level Model

Figure 2.3 illustrates the model, omitting interactions, which are depicted in Figure 2.2.
Our model is composed of three main components with their phases and optional storages.

~

A~

A

The Ingestion component acquires data from external sources as it comes; it is
composed of adapters that communicate with the outside world and convert the
protocols used by the outside with what is in the system. Th&naltered Storageis
used to storeraw data as it comes from the outside, which doesn't necessarily have
a de ned format or schema, and it can store data in di erent formats.

The Merge component acquires data from the previous phase. It is present if and
only if some union over theaw data coming to di erent sources is necessary to create
mergeddata and facilitate the work that will be done by the following phases. The
Merged Storagecan persistmergeddata produced in this phase.

The Processing component is responsible for doing processing actions over the
raw/ merged data in order to perform more in depth analysis and producderived

data. For example, the average of some values that can be stored either in the un-
altered storage or in the merged storage is computed in this phase, and the average



2| A Model for Data-Intensive Architectures 15

is derived data. The Derived Storagestores thederived data that is produced in
this phase.

The Serving component extends across the other components to indicate their capability
to perform in-memory computation (for the phases) and in-memory storage and manage-
ment (for the storage).

Summing up, raw data can be stored in theUnaltered Storage When data needs to be
uni ed before storage, it becomesnergedand can be stored in theMerged Storage The
Derived Storagesavesderived data.

A specic architecture can be mapped to this model byactivating some components
and optionally their storage. In the case of data-centric component, the storage is not
activated, and data ows to the next phase without being ‘remembered'. Consequently,

it will no longer be available in the future. For example, if theingestion component is a
data-centric component, the result of the query is directly sent either to thenergephase or

to the processing phase without being persisted. In the case of state-centric component,
the storage persist data produced in that phase for future usage. For example, if the
processing component is state-centric, the result of the query is persisted in the derived
storage before being delivered to the consumer. The serving phase can be activated only
for active components, and this signi es an intention to prioritize in-memory processing
whenever feasible. The serving storage can be activated only for those active components
whose storage is active. In this case, the data generated by that component is stored in-
memory, and the management actions are performed in-memory. However, it's important
to note that this doesn't necessarily exclude the possibility of maintaining a secondary
copy on disk, often for fault tolerance purposes, ensuring data durability even in the event
of failures or system restarts.

Components do not necessarily represent di erent components of the real system. For
example, a single system can rst transform raw data irmerged data, and then can
processmergeddata to obtain derived data. In the model, this is split in two phases: the
merge phase and the processing phase.

2.2.1. High-Level Model's Mappings

In the following, we will illustrate how to use the model described above, combining the

various components to tailor it to speci c architectures. In these examples, we assume
that the in-memory options are always disabled. However, they can be enabled in each
case to accommodate certain in-memory data lifecycle tasks. Notice that when activating
a component, its phase is automatically activated.
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Figure 2.4: Example of Model's Mapping

An application of the model could be an infrastructure that gather raw data from pro-
ducers, with receivers making requests for this raw data in form of dynamic-on-demand
queries. The architecture of the infrastructure is mapped in the model by only activating
the Ingestion component with both its phase and storage, as illustrated in Figure 2.4.

(@) (b)

(€) (d)

Figure 2.5: Examples of Model's Mappings.

The merge component is activated when raw data ingested by di erent producers neces-
sitate some form of standardization or harmonization. In this scenario, the architect has
the option to retain both the unaltered storage to store raw data and the merged storage



2| A Model for Data-Intensive Architectures 17

to store merged data or choose to keep only one of them based on the collected require-
ments. As an example, if queries only ask for merged data, the architect may decide to
keep only the merged storage (see Figure 2.5a). However, for fault tolerant reasons he/she
may decide to keep also the raw version of the data stored, so that in case of crash of the
physical component that implements the merged storage, it is possible to recompute the
merged information starting from the raw one that is persisted in the unaltered storage.
This last case is shown in Figure 2.5b. Furthermore, it might not be necessary to save
the elaboration result, which corresponds to the derived data. In such cases, the architect
can choose to persist only the raw data (Figure 2.5¢) in the unaltered storage or to not
persist anything at all (Figure 2.5d).

Moving forward, we will delve into and expand upon scenario 2.5a (i.e., only the merged
data is persisted); however, the concepts discussed can be applied to any of the earlier
scenarios.

(@) (b)

Figure 2.6: Examples of Model's Mappings.

Any time the query requires derived data that must be extracted through processing
actions over the raw/merged data the processing component is activated. Whether to
activate the derived storage of not depends on the need to persist the derived information
that has been obtained. This derived information can serve as either to answer to the
query or as intermediate computations required to obtain the nal result. Figure 2.6a
illustrates a scenario in which the derived data, including both intermediate and nal
results, do not require persistence. Figure 2.6b describes the situation in which the nal
result needs to be persisted. In this case, the derived storage is activated.

2.2.2. Multiple Data-Flows

Data-intensive architectures pertain to a data life-cycle that, due to the stakeholder di-
versi cation introduced in Chapter 1, may require dierent data handling approaches
within the same architecture. As a result, data within the life-cycle could follow distinct
paths, which we refer to adata- ows. In the previous chapter, we presented our model,
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focusing on a life-cycle consisting of a single data ow. However, to apply our model to
a real-world architecture, it might be necessary to de ne multiple query ows, each with
its customized activations. To expand on this concept in our model, and accommodate a
life-cycle with multiple data ows, we need to provisionally instantiate a separate instance
of the model for each data- ow and eventually combine them to obtain the nal complete
architecture.

Notice that producers and consumers can be shared by di erent data- ows. For example,
consider an online sales system: Producers and consumers are managers and users. As
producers, users produce data about their personal information, what they see as they
browse the site and what they buy, while managers produce data about what is for
sale. As consumers, users want to see data about their purchases, what's available, and
what they're recommended based on previous actions; managers want to see statistics on
purchases, trends, and more. Based on this, the architect identi es two data- ows: one
that produces output for users, and one for managers. Thus, a rst data- ow will have
managers and users as producers and users as consumers, and a second data- ow will have
managers and users as producers and managers as consumers. In this case, the di erent
data- ows share ingestion phase and/or serving phase to obtain the nal architecture.

An example is the Lambda Architecture, which is a architectural model designed to
address two fundamental needs in data analysis: the need to handle complex queries that
require extensive processing and the need to provide rapid responses to high-throughput
gueries. These two requirements necessitate distinct strategies for query management, as
extensive computations take time to complete, while real-time queries demand immediate
responses. Consequently, using the same systems for both types of queries would not
meet these requirements. The Lambda Architecture, therefore, divides data elaborations
into two separate streams: a batch-processing stream for complex queries and a real-time
processing stream to handle high-throughput queries. To achieve this, it is divided into
three layers [27]:

" The batch layer stores input data as batch views, which are written in a master
data-set and periodically merged with new data. These batch views contain the
results of complex queries.

" The speed layer processes real-time views as soon as data arrives, and send them to
a storage in the serving layer. These real-time views contain the results of real-time
gueries.

" The serving layer collects both batch views from the batch layer and real time-views
from the speed layer and produces merging layer to provide a unifying access point
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of the results.

We can model the Lambda architecture by instantiating separate instances of our model
for each type of query, corresponding to di erent data- ows, one data- ow associated to
the batch-processing part, and one data ow associated to the stream-processing part.

Figure 2.7: Lambda's Pipelines and Final Model

For this example, we consider that requirements are such that

A

raw data comes from dierent producers, and need to be unied, and becomes
merged data. If this is not the case, thenerge Phase is omitted, and instead of the
merged storageve select theunaltered storage

only merged data needs to be persisted, while raw data can be discarded. If this is
not the case, theunaltered storageneeds to be selected too.

The Lambda architecture is mapped in our model as depicted in Figure 2.7. Itis composed
of two instances of the model that merges together at query time.
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The rst ow models the batch layer. The ingestion components retrieve data from
producers and sends them to the merge component. Here data is elaborated in merged
data and stored in the merged storage, which corresponds to the master data-set. The
processing phase periodically retrieve data from the merged storage in batch, performs
computations to produce derived data and stores them in the derived storage. The second
ow models the stream layer. The ingestion component retrieves data from producers and
sends them to the merge component, directly produces real time views without persisting
merged information. These two instances are merged to obtain the nal model.

2.3. Features

Up until now, we've considered each component as a black box. In the following, we
will delve deeper to examine the characteristics of each individual component. We have
de ned a feature as a capability that a component o ers to perform data management or
data processing tasks. Each component is composed of a collection of features, meaning
that it can provide a set of capabilities to perform its tasks. The overall model, which is

a collection of components composed of features, represents the complete set of potential
capabilities that each data-intensive architecture can o er for implementing a data life-
cycle. We have categorized features into two distinct types: Computation features and
Storage features. Computation features primarily encompass capabilities related to data
processing tasks, while Storage features predominantly involve capabilities related to data
management tasks.

To formally de ne these categoriesComputation features refer to capabilities that enable
data processing within the architecture. Converselystoragefeatures pertain to how data

is stored and managed, considering speci ¢ assumptions. Computation features can be
delivered by both data-centric and state-centric components, storage features be delivered
only by state-centric components. We say that components can have di ereapproaches

in providing each feature, indicating that the component can o er that particular capa-
bility through di erent options.

A speci ¢ data-intensive architecture can be mapped to the model by activating, for each
data- ow, its speci c components, and for each of these components activate how each
feature should be provided, i.e., which approaches each component should have. Ac-
tivated approaches are not the only provided by the overall architecture, but they are
the ones identi ed as essential. This means that systems implementing the infrastruc-
ture described by an architecture must necessarily include these active approaches. This
doesn't directly imply that all other approaches won't be provided by the infrastructure;
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it simply means that when selecting systems, we must ensure that essential approaches
for providing capabilities are present.

In our model, a feature is represented as a rectangle within the component, and within
it, there are rectangles that represent the activated approaches (Figure 3) .

Figure 2.8: Feature Representations.

Chapter 3 and Chapter 4, provide a description of, respectively, computation and storage
features, with their respective approaches. Chapter 5 describes how to extract a set of
physical components by considering the activated logical components and features.
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3 ‘ Computation Features

This chapter describes the processing capabilities of model's components.

We can divide our model into two main parts: the upper part, which encompasses the
computation features, and the lower part, which comprises the storage features. In this
chapter, our focus is on the upper part, which contains the computation features and is
illustrated in the Figure 3.1. The lower part, located beneath the storage and displaying
the storage features, will be addressed in the next chapter (Chapter 4).

Computation features are depicted in green, while their corresponding abilities are rep-
resented in blue. As illustrated, components may o er varying features based on their
respective phase's tasks, and each feature can be delivered through di erent abilities. All
components with the same phase's type possess a set of features, and they di erentiate
themselves from one another in their speci ¢ architecture based on the abilities through
which they provide each feature.
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Figure 3.1: Computation Features Overview.

In the following sections, an explanation of each feature is provided, along with their
respective abilities.
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3.1. Data Acquisition

We de ne Data Acquisition as the component's capability to acquire data either from
other components or from producers. When the component receives the data, it can either
acquire it immediately upon arrival or pre-accumulate it before retrieval and processing
begins. Viewing the data-set ingested in the component as a collection of items, the rst
approach involves acquiring one item at a time, whereas the second approach involves
gathering a group of items before acquisition. As a result, we de ne the rst approach as
single-item and the second one asulti-item.

The feature representation is depicted in Figure 3.2).

Figure 3.2: Data Acquisition Feature.

Based on the previously provided de nitions, we di erentiate betweefingle-ltem Data
Acquisition and Multi-ltem Data Acquisition abilities in retrieving data.

3.2. Processing Request

We de ne Processing Request Featuras the capability of the component to receive a
guery that enters the architecture. In Chapter 2 we have characterized queries static

and dynamic. We have de nedstatic queries as those established during the architecture
implementation, primarily focused on data processing tasks. Conversely, we have de ned
dynamic queries as queries generated by users during the system's usage that may en-
compass both data management and data processing task. Hence, the rst enters the
architecture when it is created, while the second enters the architecture at run-time.

The feature's representation in our model is shown in Figure 3.3.
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Figure 3.3: Processing Request Feature.

We de ne Static Processing Requesas the component's approach to handling static re-

quests, whileDynamic Processing Requesas the component's approach to handling dy-

namic requests. We can state thastatic queries are triggered by the component as soon
as the architecture is created, whilelynamic queries enter the component when they are
triggered either by a consumer or by another component within the model.

3.3. Processing Response

We de ne the Processing Response Featuras the capability of the component to send
out data requested either by the consumer of by another component. We di erentiate
between two primary modes for processing responses to be sent: the ability to respond
periodically to requests and the ability to provide continuous responses. In the rst case,
the component sends a response at prede ned time intervals, whereas in the second case,
it delivers a continuous stream of data in response

Accordingly, we categorize processing response abilities if@riodic and Continuous
abilities, as it is depicted in Figure 3.4.

Figure 3.4: Processing Response Feature.

We de ne Periodic Processing Responsas the component's approach to transmitting
periodic answers, whileContinuous Processing Responsas the component's approach
to proactively sending out data as soon as new data becomes available. This external
interaction can involve either a consumer or another component within the system.
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3.4. Query Knowledge

We de ne the Query Knowledge Featureas the component's capability to manage queries
that may be known at various points in time. We di erentiate between two primary ar-
chitectural abilities: the architecture may be capable of handling both known queries at
the time of implementation, which are planned and con gured in advance, and unknown
gueries, which can emerge unexpectedly. Known queries can be handled by all types
of components because they are speci ed in advance, and components are designed and
con gured based on these queries. On the other hand, exibility in handling unknown
gueries can be an important aspect to consider during the design of data processing sys-
tems because architectures can be designed with varying degrees of exibility in managing
unknown queries. In general, we can say that all state-centric components can respond to
unknown gueries as soon as the necessary data to obtain the answer is present in storage,
while data-centric components are less predisposed to do so because data is not persisted.

Figure 3.5 illustrates the feature, which can be present in any component of the model.

Figure 3.5: Query Behavior Feature.

In our model, we distinguish betweerkKnown Query Behaviorand Unknown Query Be-
havior. We de ne Known Query Behaviouras the ability to handle queries that are known
at the time of implementing the component, andJnknown Query Behavioras the ability

to handle queries that may emerge in the future.

3.5. Processing Actions

We de ne Processing Actions Featureas the capability of the component to provide actions

to process the data and extract derived information. This feature is present only in
components whose phase is the Processing Phase, as it includes the ability to perform
various data manipulation operations, each with a speci c goal, which can be combined
to obtain derived information.



28 3| Computation Features

Figure 3.6 depicts the feature's representation in our model, where we distinguish between
Filtering, Aggregation Grouping, Joining, Sorting, Pattern Matching abilities.

Figure 3.6: Processing Actions Feature.

We de ne Filtering as the ability to select relevant or of interest data, eliminating those
that are unnecessary or do not conform to de ned criteria. We de néggregatingas the
ability to combine data from di erent sources or categories, allowing for the calculation
of statistics or simpli cation of data comprehension. We de neGrouping as the ability
to facilitate the organization of data based on common attributes, enabling analysis and
visualization of related data groups. We de neJoining as the ability to allow the combi-
nation of data from di erent sources or tables based on common criteria, enabling data
analysis in a broader context. We de neSorting as the ability to allow the sorting of data
within a data-set according to a speci ed criteria order. We de nePattern Matching as
the ability to to allow the combination of data from di erent sources or tables based on
common criteria, enabling data analysis in a broader context.

3.6. Language

We de ne the Language Featureas the capability of the component to provide some lan-
guage to manage and de ne queries over data. Dierent components can enable this
feature through dierent categories of languages. For the purposes of the model we
classify programming languages in declarative languages, imperative, object-oriented pro-
gramming (OOP) languages, and functional languages. Declarative languages focus on
the desired result: users specify what they want to achieve, and the system autonomously
determines how to calculate and execute it. In imperative and object-oriented languages
(OOP), the emphasis is on the operations to be performed to achieve the desired result;
they di er in that imperative programming relies on a sequence of explicit instructions to
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control program ow, while OOP encapsulates data and behavior within objects, promot-
ing a more modular and reusable code structure. In functional languages, on the other
hand, functions are treated as immutable entities that can be composed, allowing devel-
opers to de ne a processing ow in which functions accept arguments, perform specic
operations, and return results based on speci cations without causing side e ects.

The feature in question is depicted in Figure 3.7. Components can implement it using one
or a combination of various programming languages. In our model, a language feature
can be provided by a component through the adoption of one or a combination of the
following abilities: declarative imperative, OOP and functional.

Figure 3.7: Language Feature.

We de ne declarative languageas the ability of the component to provide the language
capability following a declarative approach. We de nemperative languageas the ability of
the component to provide the language capability following an imperative approach. We
de ne OOP languageas the ability of the component to provide the language capability
following a OOP approach. We de neunctional languageas the ability of the component
to provide the language capability following a functional approach.

3.7. Extension

We de ne Extensions Featureas the ability of a component to adeptly manage and process
data in alignment with their speci ¢ characteristics. These extensions encompass special-
ized algorithms and tools tailored to e ciently and accurately handle data. Indeed, the
nature of data can, in certain instances, necessitate bespoke functionalities to ensure its
proper management and analysis. Data can manifest in temporal and spatial dimensions,
and may require to be considered accordingly. In the former, it can represent precise
moments when events occurred (timestamps), time intervals, dates, hours, or any time-
related information. In the latter, data can denote physical locations or spatial contexts
where events unfold or objects reside. Furthermore, there are scenarios where data seam-
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lessly intertwines both temporal and geographic attributes, and in these cases we speak
about spatio-temporal data. A prime example is data originating from GPS sensors,
which concurrently record geographic coordinates and corresponding timestamps.

In our model, we represent this feature as depicted in Figure 3.8, where we di erentiate
betweenTemporal and Geospatial abilities for managing and/or processing data.

Figure 3.8: Extensions Feature.

We de ne Temporal as the capability to account for data within their temporal dimen-
sion, providing functions for managing this data e ectively. These functions may include
actions such as Itering, aggregating, or retrieving data based on speci c time intervals.
We de ne Geospatialas the capability to analyze data within their spatial dimension, of-
fering functions to extract information based on geographic location. The architect may
decide to select either one or both abilities. If both abilities are selected, spatio-temporal
data is considered.

3.8. Parallelism

We de ne Parallelism Feature as the capability of the component to distribute data pro-
cessing and/or storage across multiple nodes to improve performance. It entails paral-
lelizing the execution of operations or queries whenever feasible, followed by aggregating
the nal outcomes. This minimizes the time needed for executing the entire operation.
Both data and operations can be divided to facilitate parallel processing. In the rst sce-
nario, the data-set is partitioned into smaller segments, and the operation is concurrently
executed on these distinct segments. In the second scenario, the query is dissected into
independent tasks that are executed in parallel. Subsequently, the outcomes from these
parallel executions are merged to produce the nal solution. It's important to note that
this approach might not always be feasible, as data dependencies could necessitate the
system to execute sequentially in certain situations.

In our model, the feature is represented as in Figure 3.9.
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Figure 3.9: Parallelism Feature.

We distinguish betweenData Parallelism and Task Parallelism abilities. We de ne Data
Parallelism as the ability of the component to split the data-set to parallelize the oper-

ations, while Task Parallelism as the ability to split the query in tasks to be applied in
parallel.
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4 ‘ Storage Features

This chapter describes the features each component can have when the storage is activated.
We de ne Storage Featuresas capabilities the component's storage can exhibit, including
the types of data it can store and the guarantees it provides regarding non-functional
requirement.

Figure 4.1 provides an overview of the storage features in our model, all of which are
present in the storage systems of each component type. Similar to computational features,
storage features may demonstrate varying abilities when delivering each function, which
are highlighted in the model.



34 4| Storage Features

Figure 4.1: Storage Features Overview.

The following section outlines the storage features that are related to both the require-
ments about the datatype to be persisted and the non-functional requirements.

4.1. Persisted Data Type Feature

We de ne Persisted Data Type Featureas the capability of a component's storage to persist
speci ¢ types of data. Data can be categorized into three main types: structured, semi-
structured, and unstructured. Structured data is organized with a prede ned and coherent
schema, typically represented in a tabular format where rows and columns are well de ned.
The schema for structured data must be de ned in advance. Semi-structured data refers
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to a type of structured data that doesn't adhere to the formal structure of data models
commonly linked with relational databases or other types of tabular data. However, it
still incorporates tags or other indicators to distinguish semantic elements and establish
hierarchies of records and elds within the data. Unstructured data, pertains to data that
lacks a prede ned data model or doesn't neatly t into relational tables. Unstructured
information typically consists of a heavy amount of text, but it may also include elements
such as dates, numbers, and factual data [50]. As a consequence, semi-structured data,
has a more exible schema with respect to the structured one. While it still exhibits some
structure, it doesn't require a rigid, prede ned schema. Semi-structured data often uses
formats like JSON or XML and may include nested or hierarchical structures. The key
distinction from structured data is that its schema doesn't need to be de ned in advance,
making it suitable for scenarios where data structures may evolve or vary. Unstructured
data, in contrast, lacks a speci c structure or format altogether. It doesn't conform to
the tabular organization seen in structured data and doesn't follow a prede ned schema
like semi-structured data. Unstructured data can take many forms, including free-form
text, images, videos, audio recordings, and more. Analyzing and extracting meaningful
information from unstructured data can be challenging, as it doesn't have a consistent
structure that makes it easily machine-readable.

The feature in our model is represented as in Figure 4.2. We distinguish between abilities
In managing Structured, Unstructured and Semi-Structured data.

Figure 4.2: Persisted Data Type Feature.

We de ne Structured Persisted Data Typeas the storage's ability to manage structured
data. Similarly, we de ne Unstructured Persisted Data Typeas the storage's ability to
manage unstructured data, andSemi-Structured Persisted Data Typeas the storage's
ability to manage semi-structured data.
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4.2.  Availability

We de ne Availability Feature as the capability of the component to provide availability,
which consists in being up and running whenever it is required by users. A highly-available
system is de ned as a system that is never blocked by some event, such as a failure[22].
This means that highly-available systems keep working even when part of the system goes
down, giving the user the illusion that nothing has gone wrong.

Availability can be ensured by implementing replication. Replication is de ned as keeping

a copy of the same data on multiple machines, de ned as replica, that are connected via
network, allowing multiple entities to operate simultaneously on di erent replicas [37].
The replicated system should create the illusion for all users that they are operating
within a centralized system rather than on di erent replicas. This concept is commonly
de ned as consistency among replicas. Di erent consistency models among replicas has
been proposed that di erentiate in the level of consistency they provide [58]. The strongest
level of consistency idinearizability (or strong consistency, which guarantees that every
operation appears to be applied instantaneously across all replic&equential consistengy

on the other hand, ensures that operations within each replica are executed in the same
order as they were issued. In contrastweak consistencydoes not guarantee that read
operations return the most recently written value. Finally,eventual consistencys a level

of consistency where replicas converge toward identical copies in the absence of further
updates. This means that if no new operations are invoked on the object, eventually, all
read operations will return the same value.

When implementing replication, systems require protocols to propagate updates from one
replica to others. Systems can use either leader-based or leaderless solutions [37]. In
Leader-Based replication, one (single-leader) or more (multi-leader) replicas are identi ed
as Leaders, which are responsible for receiving all write operations and then propagating
these writes to the associated replicas, which are known as followers. The propagation
of updates, which can occur synchronously or asynchronously, compromises availability.
With synchronous propagation, when a replica propagates an update, it waits until all
recipients have processed it and sends an acknowledgment to signal completion. On
the other hand, asynchronous propagation doesn't require the sender to ensure that the
receiver receives the update and can continue processing other updates without being
blocked. When a replica fails, leader-Based protocols implement logging on replicas. If
the failed replica is not a leader, it recovers by using its log and contacting the leader to
receive changes done when it was not active. If the failed replica is a leader, a failover
mechanism has to be done to elect a new leader and inform other replicas about the change.
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Therefore, in leader-based protocols, leader failover is costly, as it involves detecting leader
failure, electing a new leader, and re-con guring the system to use the new leader. In
case of synchronous propagation, this cause the system to block until the new leader is
elected, and the cost is related to the time needed to restore the leader. However, in Multi-
Leader protocols, this cost is restricted only by the subset of replicas associated with the
failed leader, while the others can continue their operations without interruption. As a
consequence, synchronous propagation impact in the level of availability, as it may require
the system to be blocked, but do not impact on the level of consistency. In the case of
asynchronous propagation, the failover cost is indeed related to the potential loss of data
consistency guarantees. Since replicas process data as soon as they receive it without
waiting for all nodes to have received it, if the leader fails before all other nodes have
received the updated data, some replicas may not be aligned with the latest available
data. This situation can persist until the failed leader is restored. When the leader comes
back online, replicas will begin to converge toward a common and consistent state, but this
process may take some time. As a consequence, asynchronous propagation do not impact
on the level of availability, as do not require the system to be blocked, but provides
only eventual consistency. The implementation of multi-leader systems introduces the
challenge of write con icts, where the same data can be concurrently modi ed in two
di erent replicas [37]. This can occur due to factors such as asynchrony, where two leaders
may receive di erent copies of data from their followers simultaneously. When these
leaders propagate their changes, it can result in uncertainty among other nodes in the
system regarding which version should be considered the latest and therefore prioritized.
Consequently, it is essential to implement con ict resolution strategies to bring the system
into a consistent state in such scenarios. These strategies can encompass both automated
and manual approaches. In Leaderless replication, the producer sends writes to a number
of replicas, de ned as Quorum, which must approve that write before propagating it
to all replicas. In other words, a quorum of replicas must approve a write operation
before it is considered successful and propagated to all replicas. In the event of a replica
failure, Leaderless replication ensures that all updates will eventually be executed through
mechanisms such as read repair or anti-entropy processes. In the former approach, a
client reads from multiple replicas concurrently and identi es divergent responses. In
the latter case, internal processes within the component actively seek out discrepancies
among the replicas and make the necessary adjustments. In this case, failover does not
exist, and availability is ensured when a number of replicas greater than or equal to
the quorum are active and functioning. This means that the system can continue to
operate even if some replicas are unavailable or have experienced failures, provided that
the required quorum is still reached. The quorum size can be manually con gured based
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on the speci ¢ needs of the system and the data. As a consequence, leaderless replication
can be seen as a way to trade consistency and availability guarantees by selecting the
quorum. The quorum algorithm is designed to ensure data durability and consistency,
but it's important to note that there is a trade-o. Increasing the quorum size can
enhance data durability and consistency but may result in increased latency and reduced
system availability. Furthermore, by requiring approval from multiple replicas through

the quorum, it's possible to reduce write con icts. Each write operation is processed by
more than one replica, increasing the chances of e ective con ict resolution.

Based on this, we categorize protocols intblocking and non-blocking categories. We
classify protocols aslockingwhen they may necessitate communication to be temporar-
ily halted, whereas we label protocols ason-blocking when they allow the system to
continue functioning even in the event of replica failures. The rst category, comprising
protocols that propagate updates synchronously, prioritizes strong consistency guarantees
but tends to be less available. This is because they may require system suspension in the
event of a replica failure and often involve the implementation of failover mechanisms.
Conversely, non-blocking protocols, which propagate updates asynchronously, are highly
available, as they can continue operating even when replica failures occur. However, they
typically provide only eventual consistency guarantees. Leaderless replication is consid-
ered a non-blocking alternative that o ers robust consistency guarantees, assuming that
the concurrent failure of replicas remains below a certain quorum threshold.

The Availability Feature of our model is shown in Figure 4.3. We distinguish between the
ability of the storage's component to beHighly-Available or Available

Figure 4.3: Availability Feature.

We de ne Higlhy-Avaliable as the ability to ensure high-availability, achieved by a com-
ponent implementing replication using a blocking protocol. Conversely, we de n&vail-
ability as the ability to be available, which is accomplished by a component implementing
replication with a non-blocking protocol alongside appropriate failover mechanisms. The
gure also highlights the trade-o involving consistency guarantees: achieving highly-
available abilities typically implies o ering only eventual consistency guarantees, whereas
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availability can allow us to attain strong consistency guarantees.

4.3. Atomicity

We de ne Atomicity Feature as the capability of the storage's component to ensure atom-
icity among di erent transactions. We consider a transaction as a group of operations
that can be reads, writes and/or updates on multiple items. Atomicity ensures that all
transactions are seen as logical units, meaning that either all operations composing the
transactions entire succeed, or the entire transaction fails. The rst case is de ned as
transaction commit, while the second is de ned as transaction abort [37].

To ensure atomicity in distributed settings, the 2-Phase Commit (2PC) can be imple-
mented. It ensures that operations either commit in all nodes or abort[37]. This is done
by reaching an agreement between the replicas, which can be a global-commit or a global-
abort. This protocol requires the existence of a coordinator who manages the nodes:
when the transaction nishes, if there is a commit request by the application, the coor-
dinator emits the vote-request message, which is sent to all the replicas; replicas receives
the vote request and vote commit or abort; the coordinator collects all votes and if there
is at least one abort emits a global-abort to replicas, otherwise it emits a global-commit;
replicas receive the global message and move to the corresponding state. This protocol
works under the assumption that the coordinator never fails, otherwise execution might
be blocked until the coordinator recovers: it is a blocking protocol. A more expensive
protocol that solves this problem is 3-Phase Commit (3PC), which avoids blocking the
execution in case of coordinator failure. However, in practice it is preferable to use the
less expensive 2PC and implement some failover mechanism[37]; for this reason, 3PC is
omitted from the model. Summing up, Two-Phase Commit (2PC) is a valid solution for
ensuring atomicity in distributed systems, as it employs a voting mechanism to ensure
that all replicas agree on whether to commit or abort a transaction, thus achieving atom-
icity. However, it comes with the drawback of needing a failover mechanism, which can
potentially impact system availability if not managed e ectively.

To increase system availability, it is possible to relax the requirement of atomicity and
implement non-blocking solutions. Sagas have been introduced in the context of central-
ized systems, but they are applicable to distributed systems too [30]. The concept behind
sagas is to split the transaction in a sequence of independent step where each step does
not have to observe the same consistent state. Each step update the storage and trigger
the execution of the next one. If a step fails, compensating actions are performed to undo
the changes done by the previous one. The idea behind sagas is to allow intermediate
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inconsistent states of the storage, by assuming that it is always possible to asynchronously
rollback without blocking the execution. For example, consider a transaction composed
of hotel booking and ight booking operations and assume that there is an integrity con-
straint that requires only both to be booked: the transaction is successful only if both
operations occur; if only one of them fails, both are canceled. If the rst operation is
successful and the second is not (for example because there are no ights available), using
the sagas it is possible to temporarily commit the rst operation, and only after having
received the abort of the second to automatically roll back the rst. However, immedi-
ately after the rst operation was completed, the storage was in a state in which the user
had only booked the hotel, violating the integrity rule. In this case, it can be considered
acceptable because it only a ects the user, for whom seeing the intermediate state is di -
cult because he would have to log in with another system at the same time. So assuming
the user is logged in with only one device at a time, the sagas are acceptable.

Another way to handle the execution of operations in a transaction relies on a deterministic
approach: the order is deterministically established and delivered to all replicas before
transactions are executed. It uses a distributed log, where operations are written in a
serial order; each replica has a local copy of this log that is used to execute operations. In
this way, all nodes execute operations in the same order, which is the one in the log. This
approach simpli es the commit protocol, as in the event of a machine failure, it is su cient

to re-execute the transactions recorded in the distributed transaction log. Consequently,
in this scenario, the two phases of the commit protocol become unnecessary, thereby
reducing the need for additional communication and rendering the protocol non-blocking
precisely when locks are detected[56].

The feature in our model is represented as in Figure 4.4. We distinguish between the
ability of the storage's component to provideGlobal Transactional guarantees,Eventual
Transactional guarantees orLocal Transactional guarantees.

Figure 4.4: Atomicity Feature.
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We de ne asGlobal Transactional guarantees the ability of the component to implement
a blocking-protocol to provide atomicity guarantees over distributed transactions, such as
2PC. We de ne asEventual Transactionalguarantees the ability of the component to allow
for some strategy to provide atomicity guarantees that eventually the transaction will be
seen as atomic, but accepting temporarily incorrectness. We de ne lscal Transactional
guarantees the ability of the component to allow for some strategy to provide atomicity
guarantees over local transactions, such as Deterministic approach.

4.4. |solation

We de ne Isolation Feature as the capability of the storage's component to provide iso-
lation among di erent transactions. This is useful when replication is implemented to
ensure consistency among replicas[18]. We consider a transaction as a group of opera-
tions that can be reads, writes and/or updates on multiple items. Isolation is de ned as
the property of ensuring that concurrently executing transactions do not a ect each other;

if, for example, one transaction makes several writes, then other transactions should see
either all or none of them [37]. Transactions that reads data that is concurrently mod-

i ed by another transaction, or two transactions that try to simultaneously modify the
same data, may cause concurrency issues may arise, as race conditions, which impact
the level of consistency among replicas. Examples of race conditions include dirty read,
which occurs when a transaction reads an update made by another transaction that has
not yet committed and may be aborted, non-repeatable read, which occurs when a data
item is read twice within the same transaction with di erent values, and phantom read,
which occurs when a transaction executes two di erent queries in the same processing
and returns two di erent results[18]. Hence, to avoid this, concurrency control techniques
must be implemented.

The strongest level of isolation, de ned aserializability, ensures that transactions, even
when executed in parallel, produce the same nal result as if they were executed sequen-
tially, one after the other, without any concurrency. This means that if transactions are
correct when executed individually, they will still be correct when executed concurrently
[37]. To ensure serializability, a rst requirement is a global transactional atomicity ability

of the component (Subsection 4.3): transactions must either entirely commit or abort.
Moreover, a lock-based protocol can be implemented. These mechanisms use locks to
allow one transaction at a time to access the data. One of the most common lock-based
protocol is the 2-Phase Locking algorithm (2PL). However, implementing some proto-
col to ensure this isolation level, especially in distributed scenario, may bring to reduce
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availability, which is undesirable in many applications. For example, in a distributed en-
vironment, performing 2PL for a transaction of length T necessitates T lock operations
along with at least one lock and one unlock operation, each of which demands coordination
with other database servers or a lock service[22]. Moreover, they can cause deadlocks that
are usually solved automatically with some technique by the system[37]. Another way to
ensure serializability is to use a Multi-Versioning Concurrency Control (MVCC) protocol
with a timestamp implementation, where resources are tagged with the timestamp of the
transaction that created them, and read operations access the correct version based on
the timestamp. However, it is still necessary to check for update con icts to manage
situations where concurrent writes can occur. This check makes the protocol blocking
and unsuitable for highly available solutions[22].

Consequently, various weaker isolation levels have been introduced and categorized based
on the race conditions they mitigate or avoid [18], and some of them can be implemented
in highly-available scenarios[23].

For example, snapshot isolation ensure that each transaction sees all the data that was
committed in the database at the start of the transaction, by reading from a consistent
snapshot of the database[37]. However, this approach necessitates the implementation
of locking mechanisms to prevent dirty writes, making it unsuitable for high availability
scenarios [22]. Nevertheless, it doesn't require any locks for read operations, enabling
the database to concurrently execute long-running read queries on a consistent snapshot
while processing writes in a typical manner, without encountering lock contention between
the two. In many scenarios, this level of availability su ces, rendering it a commonly
employed solution[37].

An example of isolation level that can be implemented with highly-availability is the
Read Committed isolation level[23], ensure transactions to read only committed values,
prevents dirty reads but not non-repeatable reads. This is implemented by most systems
with a MVCC approach by retaining both the old committed value and the new value set
by the current transaction holding the lock for writing. Other transactions reading the
object during this transaction's execution access the old value, transitioning to the new
value only upon its commitment[37].

Hence, it has been demonstrated that many systems can achieve highly-availability by
relaxing serializability guarantees and allowing some race conditions to occur[23]. This is
acceptable in many applications where absolute data consistency is not a critical priority,

and a certain level of ambiguity in results can be tolerated.

By generalizing, we can conclude that there are blocking protocols that o er robust isola-
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tion guarantees, such as serializability, but are not suitable for components with stringent
availability requirements. On the other hand, non-blocking protocols provide weaker iso-
lation levels, like read committed, but are well-suited for components that prioritize high
availability. Snapshot isolation falls in between these extremes, as it strikes a balance
by delivering both high availability and strong consistency, particularly when handling
long-running read queries.

Figure 4.5 shows the feature's representation in our model. We distinguish between the
component's ability to ensureStrong isolation guarantees andVeak isolation guarantees.

Figure 4.5: Isolation Feature.

We de ne Strong Isolation as the ability to o er strong isolation guarantees, typically
enforced through a blocking protocol. However, this approach comes at the cost of reduced
availability. Conversely, we de neWeak Isolation as the ability to provide weaker isolation
guarantees. This is implemented with a non blocking protocol, often implemented via
a non-blocking protocol, thus enabling higher availability. The feature also highlights
the direct correlation between the strength of the isolation level and the degree of data
consistency it ensures.

4.5. Durability

We de ne Durability Feature as the capability of the storage's component to provide
durability guarantees. Durability is de ned as the promise that once a transaction has
committed successfully, an data it has has written will not be forgotten, even if there
is a hardware fault or the database crashes. In a replicated database, durability implies
that data has been successfully copied to a certain number of nodes. To ensure dura-
bility, a database must wait until these write operations or replications are completed
before con rming a transaction as successfully committed[37]. Di erent techniques can
be implemented to provide durability guarantees.

Checkpointing techniques are used to save the state of the system to a stable storage in
order to use it in future when necessary. There are two di erent mechanism to imple-
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ment it: Independent Checkpointing and Distributed Checkpointining. With Independent
Checkpointing nodes without coordinating periodically checkpoints and save their state
independently one to each other. This mechanism is easy to be implemented, but it could
end up in an inconsistent set of checkpoints: it can happen that a node has checked
pointed up to an event X and then started an event Y, and another node at the moment
of the checkpoint has already received Y. This cause the system to search for another
set of checkpoints which is consistent, going back in time: the rst consistent cut found
going back represents the recovery line, which is the sets of checkpoints that together
result consistent. This may lead to the domino e ect: if no checkpoint represents a
consistent cut, the system must come back to the initial state of each node. With Dis-
tributed Checkpointing the system takes a distributed snapshot that represents the state
of the application and save it on the disk. The advantage here is that processes are not
blocked while the checkpoint is being take; the drawback is the increased complexity of
the global snapshot algorithm to be implemented. Another di erence is that with In-
dependent Checkpointing, that does not require coordination, previous checkpoints have
to be persisted to nd the rst consistent cut, whereas Distributed Checkpointing, that
require coordination, does not need to save previous snapshots.

Logging techniques can be used to store the state of the system to a stable storage too.
The di erence is that instead of saving the entire state, the Logging feature saves either
the input data and invocations on it to restore the state, or saves state changes before
updating the main storage. The rst mechanism is de ned as Command Logging, whereas
the second as Write Ahead Log. Dierently from write ahead log, Command Logging
requires additional processing, but it is faster; on the other side, with a Write Ahead Log
all changed data are persisted.

These two techniques are commonly combined approach is to start from the last checkpoint
and re-execute the transactions recorded in the log.

Figure 4.6 shows the feature's representation in our model

Figure 4.6: Durability Feature.
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4.6. Scalability

We de ne Scalability Feature as the capability of the storage's component to provide
scalability as the data volume grows. Scalability is de ned as the system's ability to cope
with increased load[37]. System scaling refers to the capability of a system to tolerate an
increase in demands for data processing[20].

Scalability is divided in two main categories: Vertical and Horizontal Scalability. To
accommodate the growing data volume, a vertically scalable approach involves enhanc-
ing the resources of a single node, while a horizontally scalable approach entails adding
another node with equivalent resource capacity[37].

Vertical scalability typically involves the installation of additional processors, faster hard-
ware and memory into a single server[20]. The problem with this approach is that the
cost grows faster than linearly. Horizontal scalability, on the other hand involves workload
distribution over several servers (these may even be commodity machines)[20]. In other
worlds, it involve splitting the data-set in smaller partitions and store them independently,
enabling the addition of new patrtitions as the data volume expands.

Figure 4.7 shows the feature's representation in our model, where we distinguish between
component's abilities of providingHorizontal Scalability or Vertical Scalability

Figure 4.7: Scalability Feature.
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5 ‘ Physical Components

In this chapter, we provide categorizations for the systems used in building distributed
infrastructures. Through a thorough examination of both literature and o cial documen-
tation for various systems, we have categorized them based on the capabilities they cover
in our model and the approaches they employ. In other words, we have delineated the
abilities that di erent categories of systems o er.

In accordance with what we have done with the components of our model, we categorize
systems into two main categories: state-centric and data-centric, both with the goal of
optimizing the utilization of large-scale data, but di ering in their primary focus. We de-

ne data-centric systems as those designed for data processing, emphasizing their e cient
processing, analysis, and manipulation. We de nstate-centric systems as those that pri-
marily revolve around data management, including their storage and organization. While
some of these systems may include computational capabilities, their primary purpose is
to ensure the e ective maintenance of data state, often in distributed environments with
large data volumes to manage.

This categorization is derived from an in-depth review of literature and o cial system
documentation, with the aim of identifying patterns that can be leveraged for the method-
ology. After careful analysis, we can assert that distributed systems within the same cat-
egory generally behave in a similar manner, with some secondary di erences. Therefore,
for the methodology's purposes, we have highlighted the key characteristics within our
models that distinguish them and guide the choice of the category of distributed systems
to use for implementing architecture components. The other characteristics, referred to
as secondary, are used to di erentiate between di erent systems within the same category.
However, given the wide variety of systems available today, in the subsequent sections of
this chapter, we provide a general overview of the categories, followed by some notable
examples of similarities and di erences. We de ne as primary features all storage fea-
tures and Data Acquisition, Processing Request and Processing Response Computation
Feature.

The methodology will provide a set of technology categories to use, and the architect
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can then choose the speci c system based on both the secondary characteristics and their
practical experience. We have made this choice to allow architects to select individual
systems they are more familiar with.

In the following sections of the chapter, we provide a general overview of the di erent
types of systems, both state-centric and data-centric. We illustrate how these systems
align with our model by specifying the features they cover and how they cover them. It
Is worth noting that data-centric systems do not provide any storage features, as they are
not designed to maintain state within the infrastructure, while state-centric systems may,
to a limited extent, o er computational capabilities.

Section 5.1 addresses data-centric systems, while Section 5.2 delves into state-centric
systems. Both sections present the primary categorizations of these systems and brie y
discuss those that fall outside the main categories. Additionally, they demonstrate how
the various categories t within our model.

5.1. Data-Centric Systems

This section delves into systems tailored for data-centric components, which we term
Processing Systems. Firstly, we categorize them, highlighting their similarities and dif-

ferences. Then, we delve into a detailed analysis of their characteristics to demonstrate
how these systems align with our model.

In the remainder of the section, in Subsection 5.1.1, we introduce the di erent Processing
Systems, and in subsection 5.1.2, we demonstrate their mapping within our model.

5.1.1. Processing Systems

We de ne Processing Systems those systems whose characteristics primarily focus on
performing computations over data without persisting it over time. They require the
de nition of a pipeline of actions to be performed over the data. We categorize them into
Batch-Processingsystems andStream-ProcessingSystems, with the former implementing
batch processing and the latter executing stream processing. A stream-processing system
processes data streams as the data arrives. It aggregates, lters and analyzes the data
items and thus gains fast insights, reactions to observed situations and higher level infor-
mation [49]. Batch processing is a data processing model in which information is collected
and aggregated into a prede ned 'batch' before processing, whereas real-time processing
entails the ongoing processing of data as it arrives [26]. A processing system can belong
to both categories if it has the capability to perform both batch and stream processing
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tasks, and we refer to such systems &$ybrid-Processingsystems. Subsection 5.1.1 ana-
lyzes the two categories, highlighting di erences and commonalities, while Subsecti®
demonstrates how various processing systems align with our model.

Stream-Processing Systems vs Batch-Processing Systems

As mentioned earlier, the main di erence between batch-processing systems and stream-
processing systems lies in how they handle data. Batch-processing systems focus on
large volumes of data accumulated over time, while stream-processing systems focus on
real-time data streams. Consequently, batch-processing systems are better suited for
complex processing tasks, while stream-processing systems are ideal for lightweight and
fast tasks such as lItering and aggregation in real-time. An optimal use case for batch-
processing systems is periodic analysis, while stream-processing systems are suitable for
system monitoring. Another technological di erence that in uences the choice is the
data arrival mode. We sow that data can enter the system either continuously, one item
at a time, or periodically as a group of items. When data enters continuously, both
batch-processing and stream-processing systems can handle it. Streaming technology
systems handle data items one at a time as soon as they arrive, while batch-processing
systems gather and process a group of items once a batch is collected. If data enters
the system periodically, only batch-processing systems can process it, by performing the
computation as soon as the group of items arrive. As a result, batch processing can interact
to receive data with both external producers and other internal components, including
batch processing and stream processing. Additionally, batch processing can also fetch
data from a database in groups for processing, allowing it to interact for data reception
with a state-centric component as well. Stream-processing systems instead require data
to arrive in a streaming manner, so they need to be connected either to external sources
or other stream-processing systems. Consequently, when data needs to be fetched from
storage, stream-processing systems are not the appropriate choice. Another signi cant
di erence is that batch processing has higher latency, while stream processing o ers much
lower latency, as in the rst case, data is processed immediately, whereas in the second
case, it takes more time both to collect the data and to execute a more complex process
[26]. However, stream technologies are much more costly to implement because of their
real-time processing requirements (low latency, rapid data ingestion, rapid response to
event). Also, they require a more robust infrastructure to handle the contonous stream
management.

Summing up the choice between the two approaches will depend on the nature of the
data, latency requirements, speci ¢ applications, and the complexity of processing tasks.
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In practice, a combination of both methods is often used depending on the needs.

Among the prominent stream processing systems, we highlight Apache Kafka Streams[9],
, Apache Storm[16]. For batch processing, we have Hadoop with MapReduce[7]. Also,
Spark[15] and Apache Flink[5] provide both stream and batch processing capabilities.

5.1.2. Components Mappings

In the following sections, we provide the mapping of di erent categories of processing
systems within our model. As mentioned earlier, these systems are primarily focused on
computation and do not involve persistent data storage. Consequently, storage features
are not provided by these components. Therefore, we will analyze them solely in relation
to computation features.

Computation Feature Mapping

Data Acquisition In Section 3.1 we have de nedlata acquisition as the component's
ability to obtain data from either other components or producers. We have made a
distinction between Single-ltem Data Acquisition where one item is inserted into the
component at a time, andMulti-Item Data Acquisition, where a group of items is inserted
simultaneously. In processing systems elaboration entails executing actions on items, ei-
ther individually or in groups, as soon as they are acquired. Stream-processing systems
elaborate one item at a time, and as a consequence they have a single-item data acquisi-
tion by default. Conversely, in a batch-processing system, the elaboration of single items
is atypical, and hence single item data acquisition too. Typically, data is elaborated in
batches, where multiple elements are elaborated simultaneously within each batch. As
a consequence, the most frequent approach for batch-processing systems is multi-item
data acquisition Moreover, stream-processing systems can perform multi-processing data
acquisition. In fact, they implement windowing techniques to partition the data stream
into batches and perform batch data processing, where a batch of stream elements for
a speci c stream represents a nite subset of the stream within a time interval[36]. In
the case of multi-item elaboration, processing systems typically incorporate some form
of temporary storage mechanism to hold the group during the execution of operations.
Windowing operators implemented by stream-processing systems are de ned as stateful
operators, where the state can be de ned as the intermediate value of a speci c computa-
tion that will be used in subsequent operations during the processing of a data ow[57].
Also, batch-processing systems when receives data from a stream, uses some state to
group items before starting the elaboration. This should not be confused with the storage



5| Physical Components 51

of our model. In fact, to enable this capability, the architect is not obligated to acti-
vate storage explicitly, but by enabling multi-item ability in a data-centric component, it
implicitly requires the processing system to possess some form of temporary storage ca-
pability. This highlight a gray area in the model: in a sense, a stateful technique could be
considered as a database, since it persists information. However, at the moment these are
separate concepts: there are technologies that are not databases but that can be based on
a state. These technologies in the model are mapped to Data-Centric components with
multi-item elaboration ability activated. Notice that recent researches try to converge
these two worlds[19], trying to implement systems that converge processing and storage,
but at the moment they are only prototypes. Stateful mechanisms allow one to perform
windowing, which simplify some types of computation on stateful processing in which the
state does not have to be maintained interactively, but declaratively there are systems
that allow to de ne which portion of data is being acted on. Moreover, they allow, during
the Processing Phase, to perform Incremental Processing, which is a processing technique
where the new state is calculated incrementally by combining the old state with new data,
reducing processing latency.

Processing Request and Query Knowledge We have de ned in Section 3.2pro-
cessing requesias the capability of the component to receive a query that enters the
architecture. We have de nedstatic queries as queries known and established during
the architecture implementation, primarily focused on data processing task, amtynamic
queries as those ingested by users during the system's usage. Moreover, we have de ned
in Section 3.4Query Knowledgeas the component's capability to manage queries that
may be known at various points in time. We have distinguished betwedmown queries

as those queries known in advance at the time of the architecture implementation, and
unknown queriesas those queries that are not known or prede ned in advance but they
may be ingested in the system at real time. The design of data processing systems en-
tails the management of static queries, which are carefully planned in advance to ful l
speci ¢ system requirements. Because the sequence of actions to be executed by pro-
cessing systems must be predetermined, they are incapable of handling unknown queries.
Furthermore, these systems cannot accommodate dynamic queries because they do not re-
tain their results. To handle unknown queries, they must depend on a storage mechanism.
Consequently, they are primarily suited for addressing predetermined, static queries. In
general, processing systems are ill-suited for managing dynamic queries due to their lack
of result persistence.



52 5| Physical Components

Processing Response We have de ned in Section 3.3Processing Responsas the capa-
bility of the component to send out data requested either by the consumer of by another
component . We have distinguished between the capability to respornmkriodically to
requests and the capability to providecontinous responses. As they are de ned, batch
processing systems respond periodically to queries, while stream processing systems han-
dle data in real-time or near-real-time, providing instant responses upon data arrival.

Language We have de ned in Section 3.6 the language features as the capability of the
components to provide some language to manage and de ne queries over data. Looking
at the documentations of processing systems, we can conclude that the most of them are
designed to be compatible with a wide range of general-purpose programming languages,
o ering adaptable APIs and libraries for various languages, thus enabling the implemen-
tation of big data processing applications in di erent languages. These languages can be
both imperative and OOP. Furthermore, processing systems have the exibility to inte-
grate functional or declarative paradigms. In stream-processing systems, APIs tend to
have a more functional nature, with data transformation operatorsrap filter , etc.)
often used in a functional manner on data streams. For example, in Spark, we can de-
ne data transformation operations on a data stream in a functional manner using the
DataFrames API, while Flink promotes the use of functional operations on real-time data
streams. On the other hand, batch-processing systems provide APIs with a more declar-
ative approach, similar to a query language used in databases. For instance, Spark o ers
the DataFrame API, which allows data manipulation similar to SQL, thus introducing a
declarative paradigm for batch data processing.

Extensions  We have de ned in Section 3. Extensions Featureas the ability of a compo-
nent to adeptly manage and process data in alignment with their speci ¢ characteristics.
Both batch-processing and stream-processing systems often incorporate extensions to han-
dle temporal and spatial data. In batch-processing systems, extensions for temporal data
frequently include libraries or functions designed to manage time series data, enabling
e cient time-based processing. For example, Apache Spark o ers the Spark SQL mod-
ule, which supports temporal data types and date/time functions. It also allows joining
data based on temporal columns and partitioning data based on time. Extensions for
spatial data in batch-processing systems can provide support for geographic data types
and geospatial query functions. They may also include algorithms for performing spatial
joins, calculating distances, and aggregating spatial data. For instance, Spark o ers the
GeoSpark extension, speci cally designed for geospatial data analysis. GeoSpark allows
to de ne geographic coordinates and use specialized functions for spatial data, such as
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distance calculations. In the case of stream-processing systems, extensions for temporal
data are often necessary to support the processing of data streams with timestamps. How-
ever, for detailed temporal analysis, it is often necessary to use time windows that allow
data to be grouped into speci c time intervals. Spark Streaming, for example, provides
time-based windowing functions for this purpose. Extensions for spatial stream-processing
systems can o er functionalities for detecting spatial patterns, tracking moving objects,

or performing real-time geofencing operations. The GeoMesa extension introduced for
database systems, can also be integrated with Spark Streaming to perform real-time spa-
tial analysis.

Parallelism  In Section 3.8, we have de ned parallelism as the capability of the com-
ponent to distribute data processing across multiple nodes to improve performance. In
general, data processing systems have as primarily task to process data e ciently, and
parallelism is a fundamental component to achieve this objective. The ability to per-
form operations in parallel on data is essential for enhancing performance and speeding
up data processing[44] In batch-processing systems, we consider data parallelism as the
parallel processing of batches, while task parallelism as the simultaneous execution of
various independent operations on each batch. In stream-processing systems, we consider
data parallelism the execution of multiple instances of an operator, in parallel on di erent
parts of the input data. Task parallelism, on the other hand, involves the execution of
multiple operations on the same input stream in parallel[49]. In data processing systems,
both those based on batch processing and those oriented towards streaming, the manage-
ment of parallelism can vary signi cantly and can be de ned by the user or automated

by the system. In general, in batch processing systems, automation of parallelism is more
common, as batch processing involves the processing of data-sets in separate batches.
For stream processing systems data parallelizing statefull operators requires much more
attention when de ning the pipeline of execution, because the input stream should be
distributed among the operator instances such that each instance can keep an individual
state to avoid interference in between the di erent operator instances[49].

Processing Actions In Section 3.8, we have de ned processing actions as those ac-
tions used to extract derived information. Upon reviewing the documentation for various
processing systems, we can state that that both batch-processing and stream-processing
systems are equipped to perform data processing tasks. This aligns with the state-centric
systems de nition we have provided, in which we categorize processing systems. In fact,
we de ne state-centric systems as those whose primary objective is to process data.
Batch-processing systems allow for the Itering of elements within a batch based on spe-
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ci ¢ conditions, aggregating batches to generate statistics or aggregated results, grouping
or merging data based on common characteristics, and performing pattern matching to
search for speci c sequences or patterns in the data, such as keywords in text. In stream-
processing systems, ltering pertains to the selection of incoming data based on specic
conditions. Aggregation and grouping are accomplished using stateful techniques. Joins
involve merging data from di erent streams based on common keys or speci ¢ conditions.
Pattern matching serves to identify speci ¢ real-time events, for instance, for the purpose
of detecting anomalies within a stream.

5.2. State-Centric Systems

In this section, we categorize state-centric systems and begin by providing an overarch-
ing overview of them. Subsequently, we delve into analyzing their characteristics and
how they relate to our model. We classify state-centric systems as those systems whose
primary objective is the storage of large volumes of data. As the primary category of
State-Centric Systems, we includé®atabase Systemswhich we de ne as systems dedi-
cated to e ciently and coherently organizing, storing, retrieving, and manipulating data.
Databases can be accessed by multiple users or applications, providing mechanisms to
ensure concurrency, availability, and reliability. By concurrency, we mean the ability to
access data concurrently by di erent users; by availability, we mean the system's ability
to respond to requests; and by reliability, we mean the system's ability to recover data in
case a part of the system fails. Therefore, databases fall into the category of state-centric
systems capable of providing the capabilities of our model related to storage, i.e., storage
features.

As another category of state-centric systems, we identifyistributed File Systems(DFS)
These systems are also primarily designed for the storage and distribution of les and
data within a distributed network[39]. They o er the capability to store large amounts
of unstructured data in forms of les reliably on commodity hardware.

In the remainder of the section, in Subsection 5.2.1, we introduce the Database Systems,
in subsection 5.2.2, we delve into other types of databases, and nally, in subsection 5.2.3,
we demonstrate the mapping of state-centric systems within our model.

5.2.1. Database Systems

In this section, we identify the two main categories of database systems, which are SQL
and NoSQL database systems, and we provide a general overview of their main charac-
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teristics.

SQL solutions are relational databases where data is stored and manipulated using a
prede ned schema that must be established in advance. This schema is de ned through
tables, which can be interconnected. These solutions ensure ACID properties: they of-
fer strong guarantees in terms of Availability, Consistency, Isolation, and Durability[25].
Consistency refers to Integrity: the SQL language is used for implementing transactions
on the data while maintaining data integrity between each transaction. However, they
exhibit limitations in terms of exibility, scalability, and performance as data volume
grows. In fact, SQL solutions are primarily vertically scalable, and they lack exibility
since the schema must be determined in advance and cannot be easily altered.

NoSQL databases are the development of horizontally scalable, distributed non-relational
data stores [43]. They o er enhanced exibility due to their dynamic schema, allowing
the storage of unstructured and semi-structured data. Additionally, in contrast to SQL
databases, they provide horizontal scalability. According to the distinction we provide in
Section 4.6, as data volume grows, the economic expense required is lower.

Di erent NoSQL solutions are available, which di ers in the way they persist data and in
the query expressiveness they o er[32][38][43].

A

Document-basedNoSQL solutions stores data as documents, usually in formats such
as JSON or BSON. Their queries o er a high degree of expressiveness, enabling
Itering, manipulation, and data aggregation. It's important to note that to fully
leverage this expressiveness, the document schema should be thoughtfully designed.
They allow for indexing documents based on attributes present in the document,
improving search queries not only focusing on the primary key.

Key-Value NoSQL solutions associate each item with a key and store data as key-
value pairs. Their queries are primarily based on direct lookups and do not provide
the ability to lter or aggregate data.

Graph-basedNoSQL solutions store data in graph structures, where nodes represent
items, and edges represent the relationships between them. Their queries primarily
focus on traversing graphs to explore data relationships, rather than on performing
joins or aggregations.

Column-basedNoSQL solutions store data in a columnar format. Consequently, they
may necessitate the upfront de nition of a schema. Nevertheless, they o er greater
exibility compared to SQL databases as they permit dynamic column de nition.
Additionally, columns can accommodate text or JSON to store unstructured data,



56 5| Physical Components

although this may not always be the optimal approach. Their queries provide a high
level of expressiveness, enabling operations such as sorting, joining, aggregations,
Itering, and scans, all optimized for columnar data. Their queries are concurrent
process gqueries, that is, each column is treated by one process. However, they are
less structured than relational databases as they do not support table association.

Based on this, various NoSQL database types are better suited for di erent query scenarios[43].
For simple lookup queries, key-value solutions excel: their query speed is higher than rela-
tional databases, support mass storage, and high concurrency[32]. For intricate searches
relying on speci c attributes, document-based databases are preferable. When the queries
involve the analysis of complex relationships among items, graph databases become the
choice of consideration[38]. Lastly, for queries primarily focused on analytics and aggre-
gations, column-based databases emerge as the optimal selection[32].

As will be further detailed later, databases di er in how they handle the CAP Theorem,
which asserts that any networked shared-data system can have only two of three desirable
properties among Consistency, Availability, and Partition Tolerance. [25].SQL databases
focus on consistency and availability, using replication techniques to provide it and thus
not providing guarantees of partition tolerance[32]. NoSQL systems, being horizontally
scalable, choose between Availability and Consistency: some of them ensure consistency
among the di erent nodes but are less good for scalability, while others are better in terms
of scalability but they lack in consistency.

In the following, we describe how SQL and NoSQL database systems map to our model.

To get a complete mapping, we reviewed documentations from many SQL and NoSQL
databases. In this chapter, we provide examples about MySQL[10], Oracle[12], PostgreSQL[14]
for SQL databases, MongoDBJ3], CouchDB[2], Cassandra[l], Redis[4], Neo4J, HBase for
NoSQL.

5.2.2. Others State-Centric Systems

A le system is a subsystem of an operating system whose purpose is to provide long-term
storage. [39] A le system serves as a fundamental component of computer storage, re-
sponsible for managing and organizing les in a structured manner. Its primary objective
is to provide a reliable and durable means of storing data for the long term. A distributed
le system (DFS) extends this concept to operate in a distributed or networked environ-
ment. It is spread across multiple servers or nodes, creating a networked architecture[39].
So, just like databases, DFSs are used for data management, allowing the storage, or-
ganization, and retrieval of information. They are designed to ensure the reliability and
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durability of data through mechanisms such as data replication or backup[55]. However,
they primarily handle unstructured or semi-structured data, such as les and documents,
with access typically based on les and directories, and they do not support complex
gueries like databases. Also, they do not support ACID transactions and lack consistency
guarantees like databases. In fact, they are designed to prioritize availability by utiliz-
ing le replication for redundancy and availability. However, in many cases, they may
sacri ce availability to maintain the consistency of critical les[39]. In le systems, fault
tolerance is closely tied to the replication feature because replication is implemented to
ensure availability and to transparently handle failures for users[55]. Furthermore, they
are designed to prioritize availability, sometimes at the cost of consistency. They utilize
le replication for redundancy and availability. In fact, they do not support ACID trans-
actions and lack consistency guarantees like databases. However, in many cases, they may
sacri ce availability to maintain the consistency of critical les[39]. Furthermore, they are
designed to allow multiple users or applications to access data simultaneously, supporting
concurrency. They can be scaled to meet growing data storage and access needs[39].

So, in general, we can say that DFS (Distributed File Systems) are often an appropriate
choice when you want to store data without the need for strict structuring or complex
qguerying operations. DFS are particularly well-suited for storing unstructured or semi-
structured data, such as text les, images, videos, and documents, and they are designed
to provide a scalable and reliable storage mechanism for such data. They are commonly
used in conjunction with data processing systems, where data is stored in a DFS for access
by big data frameworks like Apache Hadoop [51]for processing and analysis.

5.2.3. Components Mappings

Computation Components Mapping

Data Acquisition In Section ?? we have de ned data acquisition as the component's
ability to obtain data from either other components or producers. We have made a
distinction between Single-ltem Data Acquistion where one item is inserted into the
component at a time, andMulti-ltem Data Acquisition, here a group of items is inserted
simultaneously. All databases provide strategies to perform both single-item and multi-
item data acquisition. SQL databases allows with the SQL clause INSERT to insert either
a row or a set of row at a time. Similarly, document-based databases o er exibility when
it comes to data insertion. For instance, MongoDB, with its query language, provides
methods like insertOne for inserting individual documents andinsertMany for adding
multiple documents all at once. Some key-value allows to insert both single-item and
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multi-item. For example, Redis allows for both single-item and multi-item insertion, while
Amazon DynamoDB does not support the insertion of multiple items in a single operation
through a single statement. Instead, you need to execute separate insert operations for
each individual item you wish to add to the database. Similar to key-value databases, there
are variations among column-based databases in their support for multi-item insertion.
For instance, Apache Cassandra, a column-based database, allows the insertion of multiple
records concurrently through batch operations. In contrast, Base, another column-based
database, does not support multi-item insertion through a single batch operation. Graph-
based databases have the capability to handle both single-element and multi-element
insertions. For example, Neo4j, which is a graph-based database, allows the insertion
of multiple nodes and edges in a single transaction. You can add multiple elements
concurrently by using a single query for creating nodes and relationships in Neo4,.

Processing Request and Query Knowledge We have de ned in Section 3.2pro-
cessing requests the capability of the component to receive a query that enters the
architecture. We have de nedstatic queries as queries known and established during
the architecture implementation, primarily focused on data processing task, and dynamic
gueries as those ingested by users during the system's usage. Moreover, we have de ned
Section 3.4Query Knowledgeas the component's capability to manage queries that may
be known at various points in time. Moreover, we have de nednown queriesas those
gueries known in advance at the time of the implementation, andnknown queriesas
those queries that are not known or prede ned in advance. In general, databases can re-
spond to queries at any time, provided that the query pertains to the data stored within
them. However, the ability to respond to a query can vary depending on the type of
database and the data structure in use. Some databases, especially those based on rigid
schemas, may struggle to e ectively handle queries that have not been planned in ad-
vance. For instance, we have seen that relational databases require queries to be written
in SQL and the table structure to be de ned in advance. This can limit their exibility
when it comes to handling dynamic or unforeseen queries. On the other hand, NoSQL
databases are designed to be more exible and can handle dynamic queries more easily.
For example, document-based databases are less strict regarding data schema, allowing
for dynamic data insertion and query de nition, even if these data and queries were not
known prior to the data insertion.

Processing Response We have de ned in Section 3.3Processing Responsas the capa-
bility of the component to send out data requested either by the consumer of by another
component . We have distinguished between the capability to resporgériodically to
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requests and the capability to providecontinous responses. Databases are primarily de-
signed to respond to on-demand queries, meaning they persistently store data, and when
a query is issued, they process it to retrieve a response. Hence, periodic and countinu-
ous responses are not their normal behaviour. Therefore, if architects wish to support
real-time continuous or on-demand queries queries, it often requires integrating these
databases with other technologies capable of handling this type of query behavior (Sec-
tion 5.1). However, in some cases, it's possible to leverage certain storage features to
support continuous queries. For instance, some SQL databases like MySQL and Oracle
use Materialized Views, Triggers and Stored Procedures, to obtain a behaviour similar to
that of continuous queries. Materialized views signi cantly enhance database performance
when executing speci ¢ queries by storing query results in a dedicated table. Instead of
reconstructing the original query from the source tables each time, the database engine
can e ciently retrieve the relevant data directly from the materialized view table[33].
Stored Procedures, on the other hand, are prede ned queries within the database that
can be triggered in response to speci c events, allowing real-time data analysis and mod-
I cation. Triggers are designed to automatically execute actions based on events that
occur in a database[34]. By integrating these three components, it becomes possible to
achieve behavior similar to that of a continuous query. This is accomplished by de ning

a stored procedure, triggering it with an event, and storing the resulting data in a ma-
terialized view. Furthermore, both column-based and document-based databases allow
the creation of materialized views that aggregate and analyze data in real-time. These
materialized views can be used to execute continuous queries on real-time data. Some
databases also o er the ability to use User-De ned Functions (UDF) and triggers. For
example, Cassandra allows the de nition of UDF and triggers that can be used to perform
speci ¢ actions in response to real-time events.

Language We have de ned in Section 3.6 the language features as the capability of
the components to provide some language to manage and de ne queries over data. Af-
ter reviewing the o cial documentation of various technologies, it can be observed that
database systems, both SQL and noSQL, provide the ability to interact with them with

a declarative language as rst ability. Then, some of them can also allow for impera-
tive/OOP and/or functional implementations to enhance the expressiveness of the lan-
guage. The SQL language, used by SQL database systems, is a declarative language that
allow to incorporate functional, imperative, and object-oriented elements through proce-
dures, scripts, and external frameworks. For example, it supports aggregating functions
such asSUMr AVGMoreover, using an ORM (Object-Relational Mapping) such as Hiber-
nate [8], it is possible to handle objects in an object-oriented manner while interacting with



60 5| Physical Components

the database. For NoSQL databases, the query language varies signi cantly depending on
the speci ¢ type of database. Document-based databases provide a primarily declarative
language in which users use prede ned functions likend to specify what they want as
the search result. These languages can o er functional paradigms for aggregation or map-
ping functions. Additionally, they may also provide the ability to integrate user-de ned
functions with imperative and/or object-oriented programming languages. For instance,
in MongoDB, you can use the nd function to query documents in a collection and specify
the criteria for the search, such as ltering by specic elds or values. Additionally, you
can use functions likemapReducdollowing a functional paradigm, or follow imperative
and/or iterative approaches to specify new functions. MongoDB language supports the
use of JavaScript to de ne User-De ned Functions (UDFs): one can write the logic using
JavaScript, which is an imperative language and can incorporate OOP concepts. However,
notice that OOP paradigms are not used in this context. Column-based databases primar-
ily o er a declarative language similar to SQL, in which users de ne declarative queries
to retrieve data based on columns and conditions needed. Additionally, they support the
use of imperative paradigms for operations involving more complex data processing logic,
which can also be de ned using functional paradigms. For example, the Cassandra Query
Language (CQL) is a language very similar to SQL that supports declarative queries
through SELECT, imperative operations like UPDATE, and can also follow functional
paradigms, such as aggregation functions like AVG. Additionally, it allows the de nition

of user-de ned functions using imperative paradigms. Key-value database languages are
primarily imperative languages oriented toward data insertion and retrieval based on a key
and usually do not support complex query languages. As a result, support for functional
paradigms is mainly limited to atomic operations with a simple logic (e.g., additions or
increments) even though in most cases, these functions are managed externally to the
database. Declarative paradigms can be utilized within the database, although even in
these cases, the typical approach is to de ne them within applications that adhere to the
declarative paradigm. In such cases, it's the application code that manages declarative
logic, while the database primarily o ers fundamental key-value operations. For example,
the Redis CLI language supports operations likEETand GETand allows for the de nition

of complex logic using scripts in the LUA programming language (which can be used
both with a declarative and imperative approaches), even though the common approach
is to handle complex logic outside the database. Functional commands supported by
Redis CLI Language are primarily used for atomic operations such as incrementNCR

or additions (ZADD and for executing Lua scripts EVA)L Graph databases are charac-
terized by higher complexity and o er specialized languages for managing and querying
graphs. These languages enable both declarative and imperative approaches: declarative
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gueries can be used to search for data within the graph, specifying patterns based on
relationships between nodes and edges to search for, and simultaneously imperative logic
for more complex modi cation operations can be employed. Functional paradigms are
not commonly used in these contexts, although they may be supported in some cases.
For example, Neo4j provides the Cypher language, which allows you to search for pat-
terns within the graph using theMATCElause. Additionally, with Cypher, you can de ne
imperative operations, such as adding a node or creating a relationship between nodes
using the CREATElause.

Extensions We have de ned in Section 3.Extensionsas the ability of a component to
adeptly manage and process data in alignment with their speci ¢ characteristics. We have
de ned Temporal as the capability to account for data within their temporal dimension,
providing functions for managing this data e ectively, and Geospatial as the capability

to analyze data within their spatial dimension, o ering functions to extract information
based on geographic locations. All databases can be organized to handle temporal and
spatial data in their native implementations, adapting the data structure to the specic
architectural requirements. SQL databases allow the use of temporal data types to de ne
their tables (e.g.,DATETIMEor to apply functions for modifying, ltering, or aggregating
temporal data (e.g.,DATEAD& DATEDIFE Additionally, some SQL databases o er spe-
cialized extensions to enhance performance in handling this type of data. For instance,
TimescaleDB is an extension of PostgreSQL that provides speci c functionality to op-
timize performance and e ciency in managing and querying large volumes of temporal
data[17]. The same applies to geographical data. SQL databases enable the use of ge-
ographical data types to de ne tables and provide functions for calculating distances or
comparing geographical areas, such BOINTST_DISTANGHd ST_CONTAINSMySQL.
Furthermore, some SQL databases o er dedicated extensions for geographical data. For
example, PostgreSQL provides the PostGIS extension[13]. NoSQL databases allow for
the adaptation of data structures to include temporal information. Document-based
databases enable the addition of temporal elds to documents and subsequently querying
data based on them. Similarly, column-based databases allow for the inclusion of temporal
columns in tables. Graph-based databases allow for the addition of nodes and relation-
ships representing temporal events, while key-value databases can incorporate temporal
data by adding a timestamp to key-value pairs. In general, column-based and graph-based
databases are most suitable for this type of analysis. Columnar databases like Apache
Cassandra or Apache HBase are ideal for temporal data that requires rapid access to data
based on speci ¢ columns, especially for storing time series data where reading specic
columns is common[43]. Graph databases like Neo4j are e ective for addressing complex
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guestions about temporal connections and relationships. Document-based databases may
be suitable when there is a need to store temporal information about data but complex
analyses with fast access to columns are not required. Additionally, there are NoSQL
databases speci cally designed to handle temporal data with high performance. For in-
stance, ClickHouse is an open-source columnar database optimized for high-performance
analysis, particularly well-suited for managing temporal data and time series[53]. Thanks
to its columnar structure, ClickHouse allows for e cient execution of complex analytical
gueries on large volumes of temporal data. Regarding geographical data, di erent types
of NoSQL databases allow for adaptation in various ways. Document-based databases
provide speci ¢ data types for incorporating geographical attributes into documents (for
example, MongoDB and Couchbase o er the GeoJSON type) and o er geospatial query
capabilities. Graph-based databases are particularly well-suited for this type of data, as
locations and paths between locations can be represented as nodes and edges in a graph,
enabling advanced geospatial queries and analyses. Column-based databases are typically
not the optimal choice for geographical data, but it is still possible to design the schema
by including columns for latitude and longitude to perform spatial queries. Additionally,
there are extensions that provide tools for storing and analyzing geospatial data in NoSQL
databases. For example, GeoMesa[6], which provides spatio-temporal data persistence on
top of distributed databases for massive storage of point, line, and polygon data. For
example, it can be integrated with various databases such as Cassandra or HBase and
enables large-scale geospatial querying and analytics on distributed computing systems.
Also, RSDB, which rely on HBase, can be used for remote sensing, which allows to ef-
ciently monitor the physical properties of the environment using multi-temporal data
acquisitions of large area[59].

Parallelism  We have de ned in Section 3.Barallelism as the capability of the com-
ponent to distribute data processing and/or storage across multiple nodes to improve
performance. We have de neData Parallelism as the ability of the component to split
the data-set to parallelize the operations, whil&ask Parallelism as the ability to split
the query in tasks to be applied in parallel. Both task and data parallelism abilities can
be o ered by both SQL and NoSQL databases, although they may di er in the manner
in which they provide them. In general, it can be stated that many databases, both
SQL and NoSQL, may implement a combination of data parallelism and task parallelism
techniques to enhance performance during executions whenever possible. However, their
implementation in a speci ¢ situation depends on various factors. Firstly, actions un-
dertaken in parallel must be independent; otherwise, there is a risk of data consistency
issues and operation conicts. For instance, if two concurrent operations attempt to
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modify the same data portion without proper management, a race condition or data
conict may occur. Additionally, the use of imperative or Object-Oriented Program-
ming (OOP) paradigms might restrict parallelism possibilities, as they often involve a
sequential ow of control and operations dependent on prior outcomes. Therefore, to
fully leverage parallelism, programming paradigms better suited for parallel computing,
such as the functional paradigm, are preferred. Also, the structure of the database and
the architecture of the data management system can in uence the ability to implement
parallelism. Some databases are speci cally designed to support parallelism, while oth-
ers are not. SQL databases can support parallelism, but their ability to fully harness

it may vary. In SQL databases, queries can run concurrently across multiple threads or
processes. SQL databases such as Oracle, SQL Server, and PostgreSQL support query
parallelism. This means that a complex single query can be subdivided into sub-queries
and executed simultaneously on multiple computing units. Moreover, in SQL databases,
data partitioning, which involves dividing data into smaller segments known as parti-
tions, can be implemented. These partitions can be distributed across separate servers,
enabling parallel query execution on these segmented data sets. For example, PostgreSQL
provides support for data partitioning. About NoSQL databases, column-based databases
like Apache Cassandra are typically designed to provide a high level of parallelism in read
and write operations. By distributing data across multiple nodes, they enable e cient
parallel queries on speci ¢ columns. Document-based databases like MongoDB can sup-
port parallelism by distributing documents across separate nodes and allowing parallel
execution of queries across di erent nodes. Key-value databases like Redis are primarily
designed for read and write operations on individual keys or values and are not oriented
towards parallelism. Graph databases like Neo4j are designed to manage data with com-
plex relationships. They can e ciently execute graph queries, often involving signi cant
parallel processing during graph traversal and relationship analysis. The approaches used
to partition the data-set and execute queries in parallel on each portion of the data-set
vary between SQL and NoSQL. Therefore, while for the purpose of our model it can be
asserted that both SQL and NoSQL solutions can enable data parallelism when feasible,
it's important to recognize that they implement distinct techniques. SQL databases use
a partitioning technique, while most NoSQL databases employ a sharding technique. The
main distinction between sharding and partitioning is that in the case of sharding, data
shards are distributed across di erent servers or separate server clusters[47], whereas in
the case of partitioning, data partitions may reside on di erent nodes within the same
server or on di erent nodes within the same cluster. Thus, sharding involves distributing
data across separate servers, whereas partitioning can involve dividing data across dif-
ferent resources within the same infrastructure. This is one of the reasons why NoSQL
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solutions are generally more scalable [28].

Processing Actions  We have de ned in Section 3.5Processing Actionsas the capa-
bility of the component to provide actions to process the data and extract derived infor-
mation. After reviewing the o cial documentations, we can state that most databases
provide the capability to perform processing actions. The SQL language used with SQL
databases o ers clauses to allow for all processing actions. It allows for Itering using the
WHER#ause, aggregation using functions likBUMind AVGor aggregation based on spe-

ci c attributes using GROUP BAdditionally, SQL enables table joins through theJOIN
clause. To perform pattern matching, theLIKE clause followed by a regular expression
pattern is utilized. Processing actions capabilities are provided by NoSQL databases in
di erent waysmoniruzzaman2013nosgl Column-based databases enable data ltering,
aggregations, grouping on one or more columns, and joining on tables or columns. Some
of them also allow for pattern matching operations using regular expressions or search
functions. Key-value databases o er limited support for these operations. Filtering is
based solely on the primary key, and only a few of them allow pattern matching on pat-
terns within values associated with the primary key. Aggregations, grouping, and joins
require application-level handling, as key-value databases do not provide native support
for these operations. Graph-based databases support these operations to be performed
on nodes or edges. Of particular importance is pattern matching, which is fundamental
for these databases as it allows searching for speci ¢ patterns on nodes and edges within
the graph. Document-based databases allow Itering based on speci ¢ document con-
ditions, aggregating with functions like sum, average, etc., and calculating statistics on
document changes. They also support grouping based on speci ¢ document elds. Some
of them even support joining between documents based on de ned conditions and pattern
matching operations, for example, searching for common values in document elds.

Persisted Data Type We have de ned in Section 4.1Persisted Data Typefeature as
the capability of a component's storage to persist speci c types of data, which can be
structured, unstructured or semi-structured. As previously mentioned in the introduction

to this chapter, di erent database systems possess the capability to persist various types
of data. SQL databases, based on the traditional structured query language, are primarily
designed for managing structured data. These databases excel in organizing and querying
data that follows a well-de ned schema, such as that presented in tables with clearly
de ned columns. On the other hand, NoSQL databases have been speci cally conceived
to address a broader range of data. These systems stand out for their ability to handle
not only structured data but also semistructured and unstructured data e ectively. This
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exibility makes them suitable for applications where data structure may be variable or
even absent.

Isolation  Relational databases implement Concurrency Control mechanisms as a fun-
damental part of ensuring the transactional ACID properties[43]. These properties are a
primary motivation for choosing relational databases. Looking at the Oracle documenta-
tion, we can see that it relies on Lock-Based mechanisms to isolate transactions during
their execution. Oracle allows the programmer to select the most suitable level of locking
between row-level, table-level and database locking. Moreover, Oracle's default isolation
level is read committed, but it allows, with an appropriate command, to set the seri-
alizable isolation level. Looking at the PostgreSQL documentation, we can read that it
implements a MVCC mechanism also for serializable snapshot isolation level. Its standard
Is read committed, but it can also provide repeatible read and serializable isolation level.
Also, PostgreSQL provides table-level, row-level and page-level locking to be set up by
the designer when MVCC is not enough. They are primarily employed in SQL databases
to ensure ACID properties. As a consequence, they are are not commonly used in NoSQL
databases, since to handle numerous concurrent read and write requests, some of them
relax concurrency restrictions[35]. Graph databases typically employ Multi-Version Con-
currency Control (MVCC) mechanisms because graphs can be intricately connected, and
di erent versions help avoid con icts. Columnar databases also usually employ MVCC
strategies, both to track versions for historical analysis purposes and to handle con icts.
Systems like HBase, Hypertable, Bigdata, and GraphDB utilize the storage of di erent
versions not only for con ict resolution but also for versioning purposes.[35] . CouchDB
implements MVCC too. Similarly, Key-Value databases provide high concurrency, and
the most common strategy is Timestamp-Based, where a timestamp is associated with
each key-value pair[45]. However, this approach can be costly, as it demands signi -
cant storage capacity, a garbage collector to remove unused versions, and an algorithm
to resolve conicts in case of inconsistency. As a result, some NoSQL databases em-
ploy optimistic locking techniques, such as Neo4J. Before committing changed data, each
transaction checks whether other transactions have made con icting modi cations to the
same datasets. If con icts arise, the transaction is rolled back. Applications that don't en-
counter many con icting operations can opt for optimistic locking, supported by databases
like Voldemort, Redis, and Membase[35] In general,

Atomicity =~ To ensure ACID properties all relational databases implement some Com-
mit Protocol mechanisms. They usually implement 2PC, such as Oracle, PostgreSQL or
MySQL. Similarly to the 2PL protocol, the 2PC protocol is not commonly utilized in
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NoSQL databases, as it is more typical of SQL databases for transaction management.
Some NoSQL databases may provide features that helps in the implementation of the
Sagas pattern to maintain data consistency in distributed transactions. For in- stance,
Cassandra and MongoDB allow the implementation of compensating actions using the
transaction log. Alternatively, in other cases when multiversioning is implemented in
the database (e.g., Cassandra), it can be leveraged to facilitate the implementation of
compensatory actions. However, it's important to note that using Sagas requires cus-
tomization of application logic and is not a native feature of the database. Similarly,
the deterministic approach can also be implemented at the application level. To simplify
the implementation of this approach, it is necessary for the NoSQL database to support
timestamp management and con ict resolution.

Availability All relational databases o ers Replication, each with its own strategies.
Looking at the documentations of various relational databases, it is possible to under-
stand the di erent replication options they o er. For example, MySQL replication is
asynchronous by default: the source writes the changes to a binary log, and replicas re-
trieve them when they want, without the need to be always connected to the net- work.
Moreover, MySQL allows architects to select what to replicate, and to decide the scope of
replication. In fact, replication can be used for backups, either by using the mysqgldump
tool[11], which is ine cient for large databases,or by putting the server in a read-only
state. Moreover, Replication can be used for improve performance during the execution
of queries mostly composed of reads, by distributing reads across replicas. In addition to
the standard asynchronous replication, MySQL allows you to implement semi-synchronous
replication.

The majority of NoSQL databases implement Replication. For instance, Cassandra uti-
lizes a leaderless mechanism through a Gossip protocol designed to meet scalability and
resilience requirements. Couchbase employs a Leader-Based solution with Automatic
Leader Election, dynamically selecting leader nodes. Regarding data propagation, NoSQL
databases generally implement it asynchronously to enhance write latency. This hap-
pens because NoSQL databases primarily focus on providing high availability, at the
expense of data consistency[29]. As mentioned in the introduction, NoSQL databases
are designed to scale horizontally and employ techniques like partitioning and distributed
replication across multiple nodes. In accordance with the aforementioned CAP theorem,
NoSQL databases maintain partition tolerance (due to horizontal scaling through parti-
tioning) and prioritize high availability, accepting a certain level of compromise on data
consistency[52].



5| Physical Components 67

Scalability = Relational databases can allows to partition large tables, either horizontally
and/or vertically. In the rst case, di erent rows of a table are associated to di erent
partitions, whereas in the second case, di erent columns are associated to di erent parti-
tions. As it happens for the other features, di erent relational databases allows di erent
strategies for Partitioning. By looking at the PostgreSQL documentations, we can read
that by de ning a table as partitioned table it is possible to select which tables of a
schema have to be partitioned. It allows both Key-Value and Hash Partitioning. Key-
Value Partitioning can be either designed by range or by list: range partitioning allows
the designer to select the ranges of keys for each partition, whereas list partitioning allows
to exactly indicate the keys to be inserted in each partition. Notice that the key-value
approach does not necessarily involve the primary key: PostgreSQL allows one to de ne
which attribute of the table to consider when partitioning it, allowing the designed to
partition also attributes for secondary indexes. Also, it allows to combine the partition-
ing strategies to create multi-level partitioning. By looking at the Oracle documentation,
we can see that it o ers the same partitioning strategies of PostgreSQL, con rming what
Is written in the introduction of this chapter. many databases o ers the same strategies.
NoSQL databases implement Partitioning as they are designed for horizontal scalabil-
ity. Key-range partitioning is commonly used by Columnar and Key-Value databases,
such as Cassandra and Redis. Document databases, on the other hand, typically employ
Hash-Based solutions. For example, MongoDB uses a hash function over the primary key
to distribute documents across di erent partitions. Graph databases have their specic
technique based on graph partitioning. In this case, graph nodes are partitioned in a way
that connected nodes reside in the same partition.

Durability Most SQL databases implement both of these methods, which are used
for database state recovery purposes. The common approach is to start from the last
checkpoint and re-execute the transactions recorded in the log. Oracle, MySQL, and
PostgreSQL use checkpointing to write data to disk, allowing manual con guration of
checkpoint intervals. Additionally, they enable transaction logging by default. However,
even though it is highly discouraged as it would limit the database's recovery capabilities,
it can be restricted or disabled by the database administrator. NoSQL databases uses
replications also for durability purposes. For example, Amazon DynamoDB replicates
data across at least three data centers, thus providing high availability and durability
even under complex failure scenarios[45].

Replication in NoSQL databases not only enhances availability and durability but also
provides the exibility to replace failing nodes with other servers when needed[35]. In fact,
NoSQL databases operate under the assumption that complete consistency enforcement
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may not always be necessary in real-world scenarios. They prioritize achieving higher
availability and partition tolerance even if it means compromising on consistency in ad-
justable ways. This trade-o can impact durability; if a system experiences consistency
issues, it may jeopardize its overall durability, potentially leading to data loss[40]. To
deal with recovery in case of failures, many NoSQL databases implements both of Check-
pointing and Logging, and to start from the last checkpoint, followed by the re-execution
of transactions recorded in the log. For instance, in the case of the in-memory Key-Value
database Redis, data is asynchronously saved to disk and provides the option to con gure
periodic checkpoints. For example, MongoDB employs an append-only log for write op-
erations, which is used also for monitoring purposes. The columnar database Cassandra,
on the other hand, relies on a write-ahead log and periodically generates snapshots of
SSTables. In the context of Graph databases, Neo4j utilizes a transaction log.
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6 ‘ Methodology Overview

This chapter describes the software methodology to create and a data-intensive architec-
ture and identify systems to implement the corresponding infrastructure. T he method-
ology assumes that the architect

" knows how many producers and consumers are present, what they produce and the
gueries they ingest in the system;

" has already carried out the requirement collection process, from which he/she has
extracted a list of requirements to be covered, both functional and non-functional,
when designing the architecture.

This information is used by the architect to create the methodology input in a format
described in Chapter 7. This input is used in the methodology algorithm, described
in chapter 8 that produces as output the set of concrete components to implement the
architecture. The methodology involves the use of the model shown in Figure 6.1, which
has been described in Chapter 2, Chapter 3 and Chapter 4: starting from this model, and
following the rst part of the methodology, components and features are activated, and
the logical data-intensive architectureis obtained. In the second part, the methodology
guides the architect to select the set of physical components necessary to implement the
architecture. To do this, the architect must follow what is indicated in the Chapter 5.
The nal output of the methodology is the set of systems necessary to obtain the physical
architecture that corresponds to the logical architecture obtained in the previous step.
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Figure 6.1: Complete model.
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In the following it is shown when to take each decision following the methodology, without
specifying the criteria by which decisions are taken. These will be speci ed in chapter 8,
where the full algorithm of the methodology is provided.

The methodology is a systematic procedure that takes as input the architecture, which
is composed of multiple data- ows. This is modeled by the architect with a structure
described in Chapter 7 considering the information previously collected. Each data ow
corresponds to a type of query that can be performed in the system that, as it will be
shown, can be decomposed in sub-queries: a sub-query is a unitary computation action
that can be performed over the data; this action has its own characteristic both in terms
of produced data and of requirements. A sequence of sub-queries determines the nal
guery, which correspond to a data ow. As a consequence, each data ow is associated
with a query, composed of sequence of sub queries, each with its own characteristics.

Figure 6.2 shows the pseudo-code of an overview of the methodology. Then, Chapter 8
will show a more detailed pseudo-code.

Figure 6.2: Methodology pseudo-code.

Starting from the information that the architect is supposed to have gathered, the method-
ology guides to identify a set of technologies for each data ow. To do that, for each data
ow the architect has to rst create an instance of the model, and then to activate com-

ponents and features according to the input's characteristics.

Remembering that
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The Ingestion component is always present;

The Servingcomponent is an extension of the other components to allow in-memory
processing and/or management;

The Merge component is required when data coming from diverse components has
to be uni ed before being used,;

The Processing component is required when queries require some computation to
produce the nal output;

The Unaltered storage is required when the data to be persisted is the one that
comes from the outside as it is;

The Merge storage is required when data needs to be uni ed before being stored,;
The Derived storage is required when derived information needs to be persisted.

In the following, we refer as a component to be instantiated to say that it is activated
and their abilities selected. Aningestion component is associated and instantiated for
each producer to ingest data coming from them. Moreover, if necessary, the storage is
instantiated and optionally in-memory activated. The Merge component is instantiated
any time data needs to be unied. Then, by considering the query associated to the
data ow, the methodology guides the architect to decide whether to activate instances of
the Processingcomponent (and related storages) or not for each sub-query. Considering
this, an instance of the model can have more than Bgestion, Merge and Processing
component, and each component may or may not activate its storage to persist the result
of that speci c computation. When an ability corresponding to a feature is activated
we say that the system we have to chose must provide that ability. After completing all
the steps for each data ow to establish a mapping with our model, the architect must
consolidate the various instances, resulting in the nal architecture aligned with the model.
In this phase, components may be consolidated when they are tasked with delivering
identical capabilities or disaggregated when they are featured in di erent data- ows, each
requiring mutually incompatible capabilities. The next step is to select the appropriate set
of systems to implement the architecture. Chapter 5 shows how to perform tineapping
systems useful to implementState-Centric components mostly coverStorage Features
but may be able to provide alsdcComputation Features whereas those useful to implement
Data-Centric components covefComputation Features So, looking at the mapped model,
for each phase, the activation of the storage highlight the need for a database technology,
whereas the absence of the storage highlight the need for a processing technology.
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Requirements

In this chapter, we will demonstrate the process of generating input for our methodology,
starting from the architect's knowledge. The input for the methodology is derived from
the information previously gathered by the architect regarding producers, consumers,
queries, and requirements. Speci cally, the architect needs to be aware of:

" How and where data is produced by producers.
" The queries that consumers use to request information.
" When and how consumers access the data.

" The requirements that the architecture must ful ll, both functionally and non-
functionally.

Based on this information, the architect can create the necessary input for our method-
ology, which will be utilized in applying the algorithm described in Chapter 8.

To generate this input, the architect must de ne the infrastructure as a graph in which
nodes represent the operations required to respond to consumer queries. Once the infras-
tructure graph has been de ned, data ows that constitute the input of the methodology
can be identi ed.

Furthermore, to e ectively apply the methodology, the architect must also specify prefer-
ences for both functional and non-functional requirements, which we refer to asteria.

Throughout the chapter, we rst provide criteria for both computation and storage com-
ponents in Section 7.1. Then, we explain how to model an infrastructure (Section 7.2),
how to identify data ows based on the infrastructure (Section 7.3), and how to identify
relevant parameters for the subsequent phases of the methodology within the nodes of the
data ows (Section 7.3).
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7.1. Decision-Making Criteria

In this section, we list a set of decision criteria that architects can choose from based
on their requirements. By decision criteria, we mean the options architects can select,
considering both the resources at their disposal and how they intend to manage the trade-
o s that may arise in the requirements. These criteria will in uence the choices that the
methodology leads to make.

We have identi ed a set of criteria based on the literature review conducted for Chapter 5,
after pinpointing the key di erences among various systems. However, this methodology is
exible enough to accommodate the introduction of new criteria with minor adjustments
to the systematic procedure. In the following sections, we will demonstrate how these
criteria in uence decision-making and indicate where modi cations would be necessary
when adding new criteria.

We start by enumerating the decision criteria pertaining to the computation phase (Sub-
section 7.1.1), followed by the enumeration of those concerning storage (Section 7.1.2).

7.1.1. Computation Criteria

Regarding the computational phase, we have identi ed three main criteria to consider for
our choice. These criteria are related to the trade-o between latency and operational
cost: to achieve low latencies, it is often necessary to use technologies that are more
resource-intensive and complex to manage. On the other hand, to reduce operational
costs, it may be necessary to accept higher latency.

CC1: Cost Reduction Criteria We de ne Cost Reduction Criterion as the approach
that prioritizes minimizing resource expenditure at the expense of response latency. Under
this criterion, low-latency solutions are chosen only when strictly necessary and explicitly
requested by a consumer. Hence, cost-e ective solutions are favored, even at the expense
of latency, but pre-processing solutions are implemented whenever possible to anticipate
the nal computation. This way, when computation is requested and needs to begin, a
portion of it has already been completed, thereby partially reducing the workload and its
impact on latency.

CC2: Latency Reduction Criteria We de ne Latency Reduction Criterion as the
approach that aims to minimize latency as much as possible, even if it results in increased
processing costs, even when not explicitly requested by the consumer. Under this criterion,
low-latency solutions are employed in all cases unless there are exceptional circumstances
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where it is not feasible.

7.1.2. Storage Criteria

In this section, we list the criteria among which the architect can choose when deciding
to activate storage for a component. These criteria have been identi ed based on the
information collected in Chapter 5, where we mapped state-centric systems to our model.
We have identi ed the key factors that in uence the choice of the type of state-centric
system to implement. Based on the selected criteria, the methodology involves the acti-
vation of various skills related to storage features in the model. However, the choice of a
criterion does not entail the activation of a skill for every storage feature. Features that
are not directly considered by the criterion remain optional. However, given the presence
of trade-o0 s that are managed by the selection of di erent systems, in cases where there
is no technology capable of simultaneously covering both trade-o s, the methodology will
choose the system that optimizes the trade-o most e ectively, prioritizing requirements
related to the selected criterion. We have identi ed two primary trade-o s that the archi-
tect can consider: the trade-o associated with meeting availability requirements, which
may involve compromising on consistency (referred to as CS1), and the trade-o associ-
ated with scalability, which may entail resource costs (referred to as CS2). These choices
are considered crucial when selecting the type of state-centric technology.

CS1: high Availability vs Consistency As discussed in Section 4.2, achieving high
availability in distributed systems, where partitioning is employed, often requires sacri c-
ing data consistency. Conversely, prioritizing strong consistency among replicas can lead
to a trade-o involving the complete availability of the system[25]. Consequently, the ar-
chitect can determine which of the two requirements to favor betweddS1 = high-availability
or CS2 = strong-consistency based on the speci c needs of the application.mploying
this criterion, the methodology assumes that the architect intends to anticipate the possi-
bility of horizontal scalability, as it aligns with the CAP theorem by making the trade-o
between these two aspects to ensure partition tolerance requirements.

CS2: ACID vs BASE The ACID properties are safety guarantees that can be provided
by certain databases. ACID is an acronym for Atomicity, Consistency, Isolation, and
Durability. Atomicity has been discussed in Section 4.3, isolation in Section 4.4, and
durability in Section 4.5. In the context of ACID properties, Consistency takes on a
di erent meaning compared to the CS1 criteria. Here, it refers to the preservation of
all database rules, such as unique keys[25]. This ensures that the database remains in a
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consistent state with respect to its invariants. BASE criteria stands instead for Basically
available, soft state and eventual consistency[37]. The rst principle, Basically Available,
means that a system must remain essentially available to handle user requests, even if
it may not be in a completely consistent or reliable state; soft state refers to the fact
that data can be in a transitional or temporarily inconsistent state; eventual consistency
highlights that in the long term, all data will converge to a consistent state. Hence, the
architect that wants to include this requirement in its input has to insert eitherCS2 =
acid or CS2 = base

Please note that we have chosen to separate these two criteria because, although they
may appear quite similar, they have signi cant di erences in terms of the covered re-
guirements. In fact, the concept of '‘consistency’ varies between the two criteria: in CC1,

it refers to the consistency of a single copy of the data, while in CC2, it pertains to the
integrity constraints de ned by the database that must always be upheld across all nodes.
Consequently, the de nition in CC2 represents a stricter and broader requirement[25].
Furthermore, the consistency in CC2 is not strictly a property of the database but rather
an application-level property: in the context of ACID, the application can leverage the
properties of atomicity, isolation, and durability to achieve consistency[37].

We have also identi ed a third criterion, which we denote a££S3 where the architect is
not interested in specifying any preference but only wants data to be persisted in some
way.

7.2. Infrastructure Modeling

The architecture should be modeled as a Directed Acyclic Graph (DAG). A DAG consists

of a nite set of edges and vertices, with each edge directed from one vertex to an- other.
DAGs are very close to work ows, but they do not include cycles. [24] DAGs has been
widley used in the topic of distributed processing systems to model the pipeline of actions
to be performed to process the stream of data. In our methodology, architects use it to
model the architecture corresponding to the infrastructure they want to design.

The components of the graph are depicted in Figure 7.1.
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Figure 7.1: Elements Composing the Input

The input and output elements are, respectively, referred to ggroducersand consumers
According to the de nitions we have provided, producers are those who input data into
the infrastructure, while consumers are those who request data, which may be more or
less processed. They are not under the control of the infrastructure, but the architect
must know them and assign a unique identi er to each of them. Additionally, for each
producer, the architect must specify the frequency at which they ingest data into the
infrastructure, which we de ne asupdate frequency This frequency can be categorized
as periodic, if the producer sends new data at de ned time intervals, ocontinuous if it
provides new data in a continuous ow. Regarding consumers, the architect must also
specify the latency within which they expect to receive a response, which we de ne as
response latency This latency represents the period of time within which a consumer
anticipates the processing and return of the requested data. We categorize this response
as low when there is a critical need for minimal latency on the consumer's end, and as
normal in other scenarios. The same consumer can consume data from di erent ows,
and in such cases, they may have di erent latency requirements for each ow.

Internal nodes represent atomic actions in which queries are decomposed. For each of
these actions, the architect has the option to specify whether they want the produced
data to be retained for future use. To indicate this preference, the architect uses the
future_result_usage parameter, which can be con gured in three waysno, in_range, or
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storage In the rst case, there is no intention to save the data generated by the action for
future use. In the second case, the architect anticipates using the data produced by the
action within a speci ed time-frame. In the third case, there is a desire to permanently
retain the result of the action.In this latter scenario, the architect speci es the criteria
that have to be followed by the methodology among those highlighted in Secti@?.

The actions can be categorized into three main groupsetch actions for data retrieval,
from both original sources and other actions involving storaganerge actions used to
integrate data from various sources; angrocessingactions, which represent the actual
detailed processing actions as elaborated in Secti@R. Fetch actions involve only one
producer and are limited to retrieving the data as it arrives. In the case of an external
producer, this occurs at the ingestion rate, without any modi cations. When a fetch

is connected to a database, it represents a select operation within the database (i.e., as
categorized based on our queries, a known query on demand). Merge actions are employed
to amalgamate data from various sources in order to enable coherent processing by the
subsequent action.

In the case of processing actions, the architect must also specify whether the function
in question is unary (i.e., parametric on a single item) orn-ary (i.e., parametric on
multiple items). Furthermore, the architect must specify the structure of the data passing
through the node, which can bestructured, semi-structured or unstructured, as de ned

in Section 4.1. Lastly, for each action node, the architect can specify a set of optional
features if they wish to anticipate speci c functionalities. We de ne as optional features
those features that are not relevant for the choice of the type of system to be selected,
but they may in uence the choice of the speci c system. Considering the features of our
model, we have identi ed data parallelism, extension, and language. In this case too,
the methodology remains exible, allowing for the inclusion of other optional features as
determined by the architect.

Actions can have zero, one, or multiple outgoing edges. The merge action must have
multiple outgoing edges, as it is used to combine and make data consistent from di erent
sources. All other actions have only one incoming arrow.

In the upcoming gures, we will not reference optional features to maintain better visual
clarity. However, it's worth noting that within each node, the architect can indicate a list
of optional characteristics they desire for the corresponding action.

All known queries, both static and dynamic, are represented within the infrastructure.
Additionally, the architecture allows for the anticipation of incoming queries that may not
be known at the moment, using theduture data usageattribute present in all actions. The
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data ow, which illustrates how data enters, ows through, and exits the infrastructure,
is represented by the edges connecting the various input elements. The basic scenarios
for modeling the di erent relationships between nodes are depicted in Figure 7.2.

Figure 7.2: Nodes Relationships

The rst example illustrates the connection between two generic actions. An edge con-
necting nodel to node2 indicates that node2 performs its action on data generated by
nodel. Actions can have one or more incoming edges and one or more outgoing edges.
Producers, as in the second example, can only have outgoing edges since they introduce
external data into the infrastructure. We consider them as external to the architect's
control over the infrastructure and, for this reason, they must be connected toRETCH
action to retrieve the data they produce. Similarly, consumers can only have incoming
edges. In this case, there are no restrictions on the types of actions to which they can be
connected (as shown in example 3). The fourth example demonstrates how data integra-
tion from two di erent nodes occurs: to achieve this, MERGE node must be inserted to
combine the ow. In the last example, we show how to represent insertion operations in
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the case of state-centric components. The last action in the ow has no outgoing edges,
and the future_result_usage attribute is set to STORAGE. This represents a represents

a ow entering the architecture for which we cannot predict when it will exit (i.e., when

a consumer will request it). The same approach can be used for all other cases. For ex-
ample, in the rst example, if we place aSSTORAGE at N1, we indicate that, beyond the
known query related to the ow connecting it to N2, we anticipate there may be future
gueries on the data produced by N1. By setting it tdN_RANGE , it is anticipated that

this data will be requested within a speci c time range, after which it may be discarded.

Infrastructure Modeling Example

To better illustrate the modeling process, let's consider a scenario of a simple sales in-
frastructure with physical locations and an online store. At this point, in addition to
not considering optional parameters, we are also not taking storage into account. How-
ever, it's important to note that storage can be arbitrarily con gured in each node at the
architect's discretion.

Let's suppose we want to model an infrastructure for a sales company that manages
two physical stores and an online store. The company has low-level managers in each
physical store and high-level managers who oversee all the stores. Let's imagine that the
low-level managers are interested in receiving a summary of products sold online and in
their respective physical stores at the end of each day. On the other hand, the high-level
managers want a summary of products sold online and in both physical stores, also at the
end of each day. Furthermore, all managers want to be informed in real-time about online
sales. Additionally, suppose that store B has technology that automatically records sales
as soon as they occur, while in store A, sales must be manually entered. Online sales
are naturally recorded in the system as soon as they occur. Finally, let's assume that
high-level managers and store A do not have speci c latency requirements for receiving
daily information, while store B wants to receive it as quickly as possible.

Based on this information, we proceed to model our infrastructure. The rst step is
to identify producers, consumers, and queries. Additionally, we need to determine the
update frequencies of the producers and the latency requirements of the consumers. It's
important to remember that the same consumer can receive data from di erent ows and
have di erent latency requirements for each of them.

Based on the information gathered, we identify three producers and their respective up-
date frequencies:

Based on the information gathered, we identify three producers and their respective up-
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date frequencies:

A

A

A

Shop A (A), whose update frequency is periodic because sales are manually entered,
and therefore will be entered from time to time, possibly in bulk.

Shop B B): whose update frequency is continuous because sales are automatically
entered into the infrastructure as soon as they occur.

Online Store ©): whose update frequency is continuous because, like B, sales are
automatically entered into the infrastructure.

Furthermore, we identify four di erent queries, each corresponding to one of the four data

ows in the infrastructure:

A

QuerylA: sum per product of all products sold online and in Shop A dailyfhis
will be modeled with two "fetch" actions, one to retrieve data from source A and
one to retrieve data from source O, followed by a "merge" action to combine the
collected data. The "processing” actions include aggregation to calculate the sum
per product (which will be a multi-item function) and sorting before delivering it
to the nal consumers (also multi-item).

QuerylB: sum per product of all products sold online and in Shop B dailyrhis
will be modeled with two "fetch" actions, one to retrieve data from source B and
one to retrieve data from source O, followed by a "merge" action to combine the
collected data. The "processing" actions include aggregation to calculate the sum
per product (which will be a multi-item function) and sorting before delivering it
to the nal consumers (also multi-item).

QuerylM: sum per product of all products sold online in real-timeThis will be
modeled with two "fetch” actions, one to retrieve data from source M and one to
retrieve data from source O, followed by a "merge" action to combine the collected
data. The "processing" actions include aggregation to calculate the sum per product
(which will be a multi-item function) and sorting before delivering it to the nal
consumers (also multi-item).

Query2: sum per product of all products sold online, in Shop A, and in ShopBhis
will be modeled with three "fetch" actions, one to retrieve data from source A, one
to retrieve data from source B, and one to retrieve data from source O, followed by
a "merge" action to combine the collected data. The "processing" actions include
aggregation to calculate the sum per product (which will be a multi-item function)
and sorting before delivering it to the nal consumers (also multi-item).
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Finally, we identify three consumers, the queries they are interested in, and their latency
requirements:

" Shop A Managers nA): are interested in QuerylA without low-latency require-
ments and in Query2 with low-latency requirements.

" Shop B ManagersifiB): are interested in Query1B without low-latency requirements
and in Query2 with low-latency requirements.

" High-Level Managers (nM ): are interested in Query1M without low-latency require-
ments and in Query2 with low-latency requirements.

Based on the information gathered, we can represent the infrastructure as depicted in
Figure 7.3. To enhance the gure's clarity, we have replicated the consumers to associate
them with various query ows. Nevertheless, consumer nodes sharing the same ID pertain
to the same physical consumer. Importantly, it should be noted that a single consumer
may exhibit varying latency requirements contingent on the speci c query ow.

Figure 7.3: Nodes Relationships

. Note that the various nodes have been numbered. This numbering will be helpful in the
next steps for identi cation.

From this point forward, we will systematically proceed to identify the various data ows,
which constitute the input in the initial step of our methodology. The primary goal of
this step is to achieve a mapping of the infrastructure with our model. Subsequently,
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during the second phase of the methodology, we will utilize this mapping to identify a set
of technologies suitable for our infrastructure.

7.3. Data-Flow Identi cation

The next step involves identifying the various data ows that data can follow within the
infrastructure. To do this, any graph traversal algorithm can be implemented with the
aim of identifying sub-graphs. By "subgraph,” we mean a portion of the graph consisting
of a set of nodes and the edges that connect them within the DAG. Nodes can be present
in more than one subgraph. These di erent sub-graphs correspond to the various data
ows within the infrastructure.

Continuation of the Example: Mapping Data Flows within the
Infrastructure Graph

In the infrastructure described in the previous section's example, by traversing the graph,
we can identify the sub-graphs corresponding to the data ows of the four queries. Fig-
ure 7.4. shows the data ows. It's worth noting that some components are present in
multiple data ows, indicating that certain queries can share pre-computations.
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Figure 7.4: Nodes Relationships
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7.4. Data-Flow Parametrization

Now we have identi ed the data- ows, and for each of them, we have determined the
sequence of actions to be performed along with their respective properties. We have also
identi ed the producers along with their update frequencies and the consumers with their
response latency requirements.

For producers, we have de ned theupdate frequencyas the time interval between the
ingestion of two pieces of data or data blocks. We have categorized this frequencyes
riodic when data is sent periodically, such as in groups of items, and eantinuous when

a continuous stream of items is transmitted. For consumers, we have de neelsponse
latency, which represents their latency requirements. We have categorized these require-
ments aslow latencywhen the producer has stringent response latency requirements from
the data ow and as normal otherwise.

Now, the methodology guides the architect to specify, for each internal node (i.e., action)
of each data- ow, the requiredupdate frequencyand response latency The data- ows with
this new information become the input for the rst true step of the methodology, which is
the mapping with our model. Figure 7.5 illustrates the elements that must comprise each
data- ow. It does not include the attributes of optional features for improved readability.
However, it is important to note that these attributes may be present in each action.

Figure 7.5: Nodes Relationships

We de ne the update frequencyof an internal node as the rate at which the node must
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request data from the preceding component, which can l®ntinuous or periodic. Its
response latencyis de ned as how quickly it must send the results of its action to the
next component, which can bdow or normal.

To set the parameters for each internal node, regardless of the criteria, we must traverse
the graph starting from the consumers (on the right) and proceed towards the producers
(on the left) to de ne the various response latencies. Subsequently, we proceed in the
opposite direction to establish the update frequencies. The choice of these parameters
depends not only on the producers and consumers but also on the processing criteria
selected by the architect from those described in Subsection 7.1.1. We begin by importing
the response latency from components directly connected to external consumers, consider-
ing the response latency required by those consumers themselves. It is important to note
that in the case where a data- ow lacks a nal consumer (such as insert queries), unless
speci ¢ circumstances are speci ed by the architect in de ning storage requirements, we
consider the database to have a normal latency, as we can presume it won't be accessed
immediately. In the case of CC1, the goal is to reduce costs unless reduced latencies are
absolutely necessary. Therefore, if at least one consumer requires low latency, we assign
a low response latency to the node. Otherwise, we set a normal response latency. This
decision propagates backward until it reaches the producers. In the case of CC2, we aim
to optimize latency at any cost. Consequently, we set a low latency in all nodes of the
data ow.

After de ning all latencies, we start with the FETCH nodes directly connected to a
source and traverse the graph in the opposite direction to de ne the frequencies of the
intermediate nodes. The update frequency for each node is determined in the same way,
regardless of the criteria. The update frequency of theETCH node corresponds to the
rate at which the producer connected to it sends data. For processing actions, the update
frequency is propagated in the same way as that of the preceding node. To de ne the
update frequency inMERGE operations, it is necessary to consider the update frequencies
of all nodes being merged. If all nodes have the same update frequency, they are treated
as a single ow, and their update frequency is propagated to the merge. If, on the other
hand, the nodes entering the merge have di erent update frequencies, the ow is split into
two, with one managed as continuous and the other as periodic. This strategy optimizes
computations to be performed in advance. Figure 7.6 shows how to perform this split
in the case of two nodes with dierent ows: actions performed after the merge are
duplicated for the periodic and continuous ows, while the merge action is postponed to
the end.
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Figure 7.6: Merging two nodes with di erent frequencies

Figure 7.7 illustrates the procedure when there are more than two ows: in this case, the
merge is divided into multiple parts to join nodes with the same update frequency.
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Figure 7.7: Merging more nodes with di erent frequencies

This step is customizable by the architect, who can tailor it by adjusting the computation
criteria, thereby adapting the strategies for assigning internal node parameters.

Continuation of the Example: Assigning Parameters to each Data-
Flows Actions

Building upon the previous sections' example, we have delineated the various data ows.
To progress, we must pinpoint the intermediate parameters required to attain the output
of the initial substantive step in the methodology. To showcase diverse applications, we
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evaluate distinct query requirements and select parameters accordingly, aligning with the
chosen computational criteria.

QuerylA with CC1 requirement (Figure 7.8) Following the requirement CC1, we
aim to prioritize latency only when strictly necessary. The consumer in question (mA)
doesn't have stringentresponse latencyrequirements, so we upholechormal response la-
tency. Regarding theupdate frequencyFETCH node N1 inherits aperiodic update fre-
guencyfrom the corresponding source, WhilEETCH node N2 operates with aontinuous
update frequency MERGE node N4 needs to merge two ows, one periodic and one con-
tinuous. To optimize this process, we decompose them into two ows, as explained earlier,
and recombine them at the end. It's important to note that since the nal operation is a
sort, the MERGE will also arrange the partial results from the two ows as it combines
them.

Figure 7.8: QuerylA Parameters according to CC1

QuerylB with CC2 requirement (Figure 7.9) For Query1B, we choose requirement
CC2, which entails optimizing even when not explicitly requested by the consumer. In
this case, the consumer haslaw response latencyequirement, so we must propagate this
requirement to the nodes. However, even if it had beenrermal requirement, we would
still propagate low due to the requirement. Regarding theupdate frequency FETCH
nodes N2 and N3 inherit acontinuous update frequency from their respective sources.
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MERGE node N10 needs to merge twegontinuous ows, so it assumes a continuous
update frequency, which also propagates to the other nodes.

Figure 7.9: Query2A Parameters according to CC2

QuerylM with CC1 requirement (Figure 7.10) For Queryl1lM, once again, we opt
for requirement CC1, with the aim of cost containment whenever possible. Consequently,
according to the consumerfow latency requirement, we propagatenormal to all nodes.

Regarding the update frequencyMERGE node N7 needs to combine three streams, two
of which arecontinuous while one isperiodic. As a result, the merge node is divided into
two parts: one for combining thecontinuous ow before performing partial computations,
and the other for aggregating the results with those from the periodic part. It's worth
noting that the nal merge operation, highlighted in yellow in the diagram, will also
involve a sorting step while combining periodic and continuous data.
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Figure 7.10: QuerylM Parameters according to CC1

Query2M (Figure 7.11) Regardless of the chosen requirement, since the destination
has alow latencyrequirement, as in the case of Query1B, we propagate this requirement
to all nodes. Regarding the update frequency, as all sources aomtinuous we propagate
continuous

Figure 7.11: Query2M Parametrization.
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8 ‘ Methodology: Algorithm

This chapter describes in details the methodology's algorithm, which has been introduced
in Chapter 6. Its input is a dataflows , whose elements are thdataflow s, each of which
has the structure of the input described in Chapter 7. For eactiataflow , the methodol-
ogy guides the architect to instantiate amodel_instance , with a structure described in
Section 8.1 describes the structure of the logical model, whereas in Section 8.2 a detailed
description of the methodology is provided.

8.1. Model Instance

This section shows the instance of the model for the methodology application, which we
de ne asmodel_instance . Its structure is shown in Figure 8.1.

Figure 8.1: Instance of the Methodology.

It is composed of an attribute for each component that composes the logical model. At
the beginning, all attributes are set tono, to indicate that the initial instance is empty.
Then, during the implementation of the methodology, if a logical component must be
activated, the corresponding attribute is assigned to the correspondent list. According to
Chapter 6, each instance of the model have a list tigestion components, one oMerge
components, and one dProcessingcomponents. These list can either be empty or contain
one or more elements.

This is translated in the instance structure by considering a list of instances for the
ingestion_component , for the merge_componentnd for the processing_component,
which can either be empty or contain one or more instances.
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Figure 8.2 shows the structure of the instance for each component. Each component has
its own features, represented in the structure as attributes initially set tmo and modi ed
during the methodology implementation.

Figure 8.2: Components' Instances.

Each features has its own instance (Figure 8.3), which is instantiated during the imple-
mentation. Also in this case, the initial instance has all attributes set tamo. These are
turned to yes if required during the methodology.



8| Methodology: Algorithm 95

Figure 8.3: Computation Features Instances.

Each component has its storage too. For each component, this is initially set tw,
and optionally the methodology can instantiate astorage instance. The instance of the
storage is shown in Figure 8.4, and it includes the storage's features initially setrio and
replaced when needed by the methodology with their related instance.
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Figure 8.4: Storage's Instance.

Notice that durability is initially set to yes. This is because the durability capability

is needed in any storage. Figure 8.5 shows instances for features related to the storage
part, whose attributes, initially set to no could be turnedyes during the application of

the methodology.

Figure 8.5: Storage Features Instances.
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8.2. Detailed Pseudo-code of the Methodology

This section outlines the two main steps of the methodology. It begins with de ning
the architecture using a Directed Acyclic Graph (DAG), following the completion of the
preliminary steps described in Chapter 7. At this point, we have the di erent data ows
with the necessary parameters to initiate the actual methodology.

The methodology is divided into three main parts: in the rst part, as described in
Section 8.2.1, we map the data ows to the model by instantiating a model instance for
each data ow. Subsequently, for each data ow, we identify the types of systems with
which they can be implemented (Section 8.2.2), and nally, we combine all the systems
to obtain the set of systems to implement the architecture and create the infrastructure
(Section 8.2.3).

8.2.1. STEP 1. From Data-Flows to Model Mapping Intances

The rst crucial step in our methodology involves instantiating a model for each data ow.
Each node within the data ow corresponds to an instance of a model component. "Fetch"
actions correspond to instances of ingestion components, "merge" actions to instances of
merge components, while other actions fall under data processing actions.

We begin with the FETCH nodes, which must determine theidata_acquisition method:

if the data producer has a continuous update frequency, they acquire data with a single-
item capability; if the associated producer has a periodic update frequency, they employ
the data acquisition multi-item capability. The same principle applies ttMERGE nodes.

In accordance with the query ow de nition, even if there are multiple input nodes, all
will share the same update frequency, which is used to identify the data acquisition mode
of the merge component.

Subsequently, following the criteria illustrated in Figure 8.6, the methodology assigns
the component the abilities related todata acquisition and processing_response
functionalities. Furthermore, optional features are activated. Therocessing request

is part of the optional features; however, it is automatically activated as static, as the
data- ow we are modeling is a static query, meaning that it known at implementation
time. If the architect wishes to include dynamic queries on the data produced by a node,
they must specify it among the optional features.
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Figure 8.6: Computation Features Mapping.

Finally, the methodology checks if that node requires any type of storage and assigns it,
if necessary, based on the criteria outlined in the Figure 8.7 schema.

Figure 8.7: Storage Features Mapping.

The code displayed in Figure 8.8 represents the implementation of the rst part of the
methodology. The functionsactivateStorage and activateOptional are not included

here, as they essentially consist of a series of "if" conditions, similar to those used in
computational components.






	Abstract
	Abstract in lingua italiana
	Contents
	Introduction
	Motivation and Contributions
	A Model for Data-Intensive Architectures
	Components
	Component Representation
	Components Interactions

	High-Level Model Description
	High-Level Model's Mappings
	Multiple Data-Flows

	Features

	Computation Features
	Data Acquisition
	Processing Request
	Processing Response
	Query Knowledge
	Processing Actions
	Language
	Extension
	Parallelism

	Storage Features
	Persisted Data Type Feature
	Availability
	Atomicity
	Isolation
	Durability
	Scalability

	Physical Components
	Data-Centric Systems
	Processing Systems
	Components Mappings

	State-Centric Systems
	Database Systems
	Others State-Centric Systems
	Components Mappings


	Methodology Overview
	Methodology: Input Requirements
	Decision-Making Criteria
	Computation Criteria
	Storage Criteria

	Infrastructure Modeling
	Data-Flow Identification
	Data-Flow Parametrization

	Methodology: Algorithm
	 Model Instance
	Detailed Pseudo-code of the Methodology
	STEP 1: From Data-Flows to Model Mapping Intances
	STEP 2: From Model Mapping Instances to Architecture Mapping
	STEP 3: From Systems Data-Flows to Architecture Systems


	Related Work
	Conclusions and future developments
	Bibliography

