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Abstract

The increasing penetration of intermittent renewable power sources necessitates the devel-
opment of robust long-term storage solutions to ensure grid stability and energy security.
While lithium-ion batteries are highly effective for short-term storage, long-term storage
requires different solutions. Hydrogen is one of the most promising among them, due to
its high energy density and scalability. This thesis focuses on modeling a hydrogen stor-
age system, specifically the fuel cell, and integrating it into a broader control architecture
based on a hierarchical Model Predictive Control (MPC).
First, an experimental campaign was conducted to characterize the fuel cell and refine
thermal, voltage, and efficiency models. These revealed significant deviations from nom-
inal manufacturer specifications, identifying a gross efficiency of 48% (excluding auxil-
iaries), and a peak net efficiency of 32 %. The campaign was also challenging as the fuel
cell had hardware limitations, which led to frequent flooding events and caused many
problems during startup.
To mitigate these issues, the real-time MPC layer was modified to incorporate logic ca-
pable of handling this unpredictable behavior, using a battery buffer to compensate for
the consequences of these faults.
The algorithm was then tested experimentally, with necessary simplifications due to lab-
oratory constraints.
Subsequently, it was validated through a year-long simulation of the Ginostra microgrid,
a small town on Stromboli island. Two scenarios were analyzed: one with a smaller tank
and one that enabled fully renewable generation. The comparison between the two scenar-
ios demonstrated the effectiveness of the algorithm and highlighted the challenges related
to seasonality in the context of intermittent power generation, as capacity requirements
increase significantly to achieve complete energy autonomy.

Keywords: Microgrid, Hydrogen Storage, Model Predictive Control, Seasonal Storage,
Fuel Cell Modeling, Energy Management System.





Abstract in lingua italiana

La crescente penetrazione di fonti rinnovabili intermittenti necessita di soluzioni robuste
per l’accumulo di energia nel lungo periodo, al fine di garantire la stabilità della rete e
la sicurezza energetica. Mentre le batterie agli ioni di litio sono altamente efficaci per
l’accumulo a breve termine, quello a lungo termine richiede soluzioni diverse. L’idrogeno
rappresenta uno dei candidati più promettenti, grazie alla sua elevata densità energetica
e scalabilità. Questa tesi si concentra sulla modellazione di un sistema di accumulo ad
idrogeno, in particolare la cella a combustibile, e sulla sua integrazione in una più ampia
architettura di controllo, basata sul Model Predictive Control (MPC).
Innanzitutto è stata condotta una campagna sperimentale, per caratterizzare la cella a
combustione e affinare i modelli termici, della tensione e dell’efficienza. Questa ha rivelato
una deviazione significativa dalle caratteristiche nominali indicate dal produttore, identi-
ficando un’efficienza lorda del 48% (esclusi gli ausiliari), ed un’efficienza netta massima
del 32%. La campagna ha inoltre evidenziato limitazioni hardware, che spesso causavano
allagamenti e instabilità durante l’avvio.
Per mitigare questi problemi, il livello MPC real-time è stato modificato per incorporare
una logica in grado di gestire questi comportamenti imprevedibili, utilizzando una batte-
ria tampone per compensare le conseguenze di questi guasti.
L’algoritmo è stato poi testato sperimentalmente, anche se con delle semplificazioni dovute
a limitazioni nel laboratorio.
Successivamente, è stato validato attraverso una simulazione di un anno della microrete
di Ginostra (isola di Stromboli). Sono stati analizzati due scenari: uno con un serbatoio
più piccolo, e uno con un serbatoio di capacità sufficiente da permettere una generazione
completamente rinnovabile. Il confronto tra questi due scenari ha dimostrato l’efficacia
dell’algoritmo, ed ha evidenziato le sfide legate alla stagionalità nel contesto della gener-
azione intermittente, poiché i requisiti di accumulo crescono significativamente per rag-
giungere la completa autonomia energetica.
Parole chiave: Microreti, Accumulo a Idrogeno, Controllo Predittivo (MPC), Accumulo
Stagionale, Modellazione Celle a Combustibile, Sistemi di Gestione dell’Energia.
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1| Introduction

Figure 1.1: Share of global green-
house emissions by industry

There is broad scientific consensus that climate
change will have devastating impacts on human-
ity if no action is taken [1]. In this context, it
is crucial to address electricity generation, one of
the biggest sources of greenhouse gas emissions:
in 2024 electricity and heat production accounted
for nearly 30% of total CO2 emissions, the largest
single-sector source [2].
However, recent trends are encouraging as in 2024
around 80% of the growth in power generation
came from renewable energy [3], indicating that re-
newables represent the most viable path to a more
sustainable energy grid. The EU has set very am-
bitious goals, aiming to become the first climate-
neutral continent. Most importantly, the current
goal is to reduce greenhouse gas emissions by at least 55% by 2030 compared to 1990, by
transitioning to renewable energy sources (RES) and improving energy efficiency across
all sectors. The subsequent goal is to reach net zero emissions by 2050.
This very fast development poses many challenges in grid management. Most renewable
energy sources (excluding nuclear) are intermittent and not directly dispatchable: unlike
thermal power plants, they do not contribute to the grid’s inertia, and any weather change
can have an immediate impact on power generation. For this reason, grid operators have
to increasingly rely on advanced control strategies, supported by increasingly accurate
load and weather forecasting, and they are starting to investigate sector coupling tech-
niques, where transport, heating and electricity generation can be integrated to increase
grid stability.
For all these reasons it is increasingly important to develop technologies to increase grid
stability, and this is where storage comes into play. The idea is to counter this volatility
with a buffer capable of absorbing excess generation and releasing it when production falls
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short. This capacity to smooth fluctuations in generation and demand makes storage a
cornerstone of a resilient renewable-based energy system.
A distinction must be made in energy storage for these purposes:

• Short-term energy storage: it is typically sized for seconds to hours, and it is dom-
inated by flywheels and Li-ion batteries. The former are mainly used for frequency
regulation, as they are not expected to store any significant energy. The latter
are used for longer time frames due to their very high efficiency and very low self-
discharge, but cannot be easily scaled due to their high cost per kWh and capacity
degradation, compared to other storage solutions. Lithium-ion battery energy stor-
age increases with volume, which means it’s a function of its constituent materials.
Most of these are Critical Raw Materials(CRM), such as lithium, cobalt and nickel.
Scaling battery storage means scaling the use of these materials linearly, which
means they are not economically competitive as storage grows.

• Long-term energy storage: it is the main focus of this thesis, sized for days to
months it is designed to deal with problems connected to seasonality, whether that
is caused by intermittent generation or intermittent loads. This is always useful,
but strictly needed when penetration of renewable energy sources is over 80% [4–7].
It is typically done with Power-to-x technologies, which transform electrical power
into an energy medium and then back to electricity. Power-to-gas is one of the most
promising, with hydrogen as the leading candidate. Hydrogen requires platinum
(another CRM) in the fuel cells, but does not require it to scale in energy storage.
There is a decoupling between power and energy, which allows for mass storage at
a lower cost. This is a very important factor when comparing different scales of
storage.

Figure 1.2: Comparison of different technologies at different storage size
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The main form of long-term energy storage has traditionally been hydroelectric storage

through the use of dams [8]: when energy is in excess, water is pumped into the reservoir,

and when it's needed it is run through a turbine to generate electricity. Although e�ective

and simple, this method is clearly limited in its applications, as the speci�c requirements

to build a dam are very strict.

Many more methods are being considered to address the problem in a more versatile and

distributed way, and one of them is hydrogen. The process of electrolysis involves the use

of electricity to separate two molecules of water into its components:

2H2O + Electricity ! 2H2 + O2 (1.1)

The reverse reaction is instead oxidation, where hydrogen and oxygen react to create

water and electricity.

2H2 + O2 ! 2H2O + Electricity + Heat (1.2)

The high energy content of hydrogen per unit mass and its ability to be compressed or

lique�ed make it a promising medium for energy storage, as this process can be easily

repeated over time.

However hydrogen has a major drawback, which is e�ciency. While Li-ion batteries have

an e�ciency of about 80%� 95%[9] the hydrogen electrolyzer-fuel cell cycle has an e�-

ciency of about30%� 50% [10]. For this reason it is not economically viable unless the

storage size and seasonal variation justify the energy losses.

Another form of long-term energy storage is thermal storage, but at the current stage it

is typically limited to the scale of days, not entire months. It works by heating a medium,

like molten salt, rocks or water, and then reusing that heat to generate electricity when

needed via heat engines and turbines.

One factor to consider when comparing hydrogen to other long term energy storage solu-

tions is the possibility of delivering it through pipelines or using it in di�erent industries

if more convenient, such as transportation or manufacturing. [11] [12].

Currently, most of the hydrogen is produced on site through the use of fossil fuels when

necessary, like for the production of ammonia and many other chemicals. Hydrogen could

be transported using the already existing natural gas pipeline network, and brought where

necessary if it is in excess of the power grid's needs. This versatility makes hydrogen not

only an energy storage system, but also a commodity that can be exchanged in real time

depending on the markets.
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Figure 1.3: Hydrogen consumption by sector from the European hydrogen observatory

Another important factor in this rapid change is a phenomenon unique in the history of

the electric grid: the introduction of prosumers. These are entities that not only draw

power from the grid, but also feed their excess generation into the grid. The decentral-

ization of both generation and installation means that the �ow of power is no longer

unidirectional; grids must handle generation coming from thousands of di�erent sources,

each requiring balancing, metering and compensation. A high share of prosumers has

caused grid overloads in the past, leading grid operators to impose negative prices to

prevent overloads [13�17].

Traditional power systems were designed around large, centralized plants and passive

consumers. The growing penetration of renewable generation has fundamentally changed

this paradigm, requiring �exible, distributed architectures capable of local balancing and

autonomous operation. Microgrids represent a key building block of this emerging smart

grid structure, as they enable local energy generation and consumption, reducing losses

and increasing reliability.

Formally, a microgrid is de�ned by the U.S. Department of Energy as "a group of intercon-

nected loads and distributed energy resources within clearly de�ned electrical boundaries

that acts as a single controllable entity with respect to the grid. A microgrid can connect

and disconnect from the grid to enable it to operate in both grid-connected or island-

mode"[18]. The complexity of the control problem grows exponentially with the size of

the electric grid considered, which is why microgrids are especially interesting for experi-

menting with new technologies.
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The interest in microgrids goes beyond simple experimentation: the simplicity of control

has pushed many studies to focus on splitting the macrogrids into multiple microgrids

that can sometimes change dynamically, to simplify the management of the distributed

energy sources and reduce the burden on a centralized controller [19, 20].

These setups are mostly experimental for now, but islanded microgrids are present in

many remote places, where the traditional grid cannot reach. Italy is prone to many

geographical challenges that impede a single, unique grid, with 19 small inhabited islands

that currently mostly rely on diesel[21], and many other mountain communities. Reducing

their dependence on fossil fuel has impacts not only directly on the pollution produced

locally during generation, but also on all the logistics necessary to bring fuel to these

remote locations. This has been accomplished before with a combination of hydrogen

storage, batteries, and solar generation, as will be discussed later in this thesis.

Figure 1.4: Italian load as forecasted by

Terna and measured across a week in Octo-

ber.

The control of these systems is challeng-

ing, as the load must be met at all times,

while optimizing for the constraints intro-

duced by each generator, and the respec-

tive e�ciency curves. This is achieved

with the use of forecasting methods that

are ever-improving, both for load and gen-

eration. Controller decisions must ac-

count for them, while optimizing for mul-

tiple scenarios, as every forecast has un-

modeled dynamics. On top of this most

control strategies implement multiple lay-

ers, working on di�erent time scales to

guarantee optimal decisions once the uncertainties realized.

Despite the ever improving quality of simulation tools it is always necessary to have ex-

perimental setups, to capture any unexpected or unmodeled dynamics. They are a crucial

intermediary between theoretical research and practical implementation.

For these reasons it is important to laboratories like the one in theMG2Lab. This is

an innovative microgrid testing ground, which integrates Li-ion batteries and hydrogen

storage with solar photovoltaic generators and a back-to-back (B2B) converter to simulate

a load, all while being connected the main grid, in case of necessity. TheMG2Lab pro-

vides an ideal environment to investigate the role of hydrogen-based storage in microgrid

control. The results obtained here can inform future strategies for large-scale deployment
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of hybrid renewable systems and contribute to the broader development of smart grid ar-

chitectures. The purpose of this thesis is to model and integrate into a microgrid control

algorithm a hydrogen storage system, focusing on both its dynamic behavior and its role

in grid balancing. Speci�cally, an H2V ector PET-10 fuel cell will be used to gather all

the necessary experimental curves, and run all the tests in the experimental microgrid of

MG2LAB , located in the Milan Bovisa campus. Some limitations of the fuel cell also

gave an opportunity to tackle some deeper control algorithms for the dynamical behavior

of the fuel cell's activity. This thesis is organized as follows:

ˆ Chapter 2 presents the state-of-the-art in microgrid control, analyzing both data-

driven and model-based paradigms to identify the speci�c research gap this work

addresses.

ˆ Chapter 3 details the models that will be implemented in the control system, or

used to evaluate overall performance

ˆ Chapter 4 �ts and validates these models using experimental data, and introduces

the experimental setup for the validation of the algorithm over a short period

ˆ Chapter 5 introduces the case study used for validation of the algorithm over a

longer simulated time span

ˆ Chapter 6 shows the results of the implementation of all control algorithms, both

in simulation and on the experimental setup.

ˆ Chapter 7 concludes the thesis by summarizing the key contributions and suggest-

ing directions for future research.
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Research on microgrid control has evolved rapidly in the last decade, driven by the in-

creasing penetration of distributed renewable resources.

Modern approaches aim to achieve optimal performance despite uncertainties, combining

control theory, optimization, and arti�cial intelligence. The literature generally converges

toward hierarchical structures that balance computational e�ciency and scalability, ensur-

ing both local stability and global coordination. The main idea behind these algorithms

is to have di�erent levels of control, depending on the dynamics each layer has to capture

and control, from day-ahead weather forecasting to real-time balancing of the grid.

Within this framework, numerous strategies have been proposed, ranging from purely

data-driven to fully model-based algorithms.

Data-driven techniques have been applied before to the control of the microgrid operation,

even though they are not the main interest of this thesis they warrant an explanation.

Tools like arti�cial neural networks are not structurally capable of guaranteeing con-

straints, such as the power balance, and are therefore not well suited for this purpose.

However, they can work with other algorithms to provide forecasts of weather or load,

crucial for most algorithms [22]. In spite of this, it is a highly researched topic, with focus

on easing the computational load, as it increases very quickly with the network size [23].

Another important factor is the low adaptability these algorithms have to a change in the

grid's composition, but this could be addressed through transfer learning [24].

Among the data driven techniques the work of Stefano Leonori et al [25]. is one of the

most unique, utilizing an interpretable fuzzy inference system synthesized through a ge-

netic algorithm, but it is strictly experimental.

Another frontier of data-based algorithms is Q-learning, where the grid management prob-

lem is formulated as a Markov decision process: states are the commitment status of each

generator, the power requested from them, the load, the SOC of the batteries, and the

price of electricity [26]. Particularly noteworthy is the work of Hao Zhou et al., who de-

veloped a Q-learning multi-agent algorithm where the producers and the users are agents,

who aim to maximize their revenue [27].

Despite their �exibility, data driven methods are not able to give the formal guarantees
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that a system like this requires. Many of these methods are not structurally able to en-

force hard-coded constraints, which is a strong limitation.

This directs research, and this thesis, mostly towards model-based algorithms. These are

simpler to understand and manage, as they leverage a white-box model of the system,

to ensure all physical constraints are respected by design. Hybrids exist, an example is

model-based convolutional neural networks (CNNs) [28], but they are still highly experi-

mental.

Most model-based algorithms use some form of an optimization problem, where a model

of the system is leveraged to minimize an economic cost function.

To this end, nonlinear models are implemented in the literature, due to their precise mod-

eling capabilities [29]. They are much more �exible and accurate than linearized models.

Usually these are however considered only after the binary commitment status variables

have been decided, as the complexity of nonlinear mixed integer programs is currently

too high for practical implementation. This means they can only be implemented in the

real-time balancing of the system; however, in this case speed is crucial, and computa-

tional e�ciency must be thoroughly considered.

For all these reasons theMG2Lab focuses on control methods based on linearized or piece-

wise linear models [30�32].

This introduces some complications in modeling the systems properly, as there are very

few components that are actually linear in a microgrid, but at the current stage there

is no realistic path to solve nonlinear mixed-integer programs at the required speed. It

is possible to use piecewise characteristic curves (such as the diesel generators), but this

approach is mostly avoided due to the increasing computational complexity.
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3.1. Models

This chapter is meant to introduce the system-level models necessary for integration into

the Model Predictive Control (MPC) framework. Due to the constraints set by a linear

optimization solved in real time the complex dynamic models are actually not directly

implementable, but they provide a basis for the necessary linear approximation. Other

than the e�ciency model, two other models are important to characterize the fuel cell

behavior:

ˆ A thermal model is important for the control problem, as the reaction is eased by

temperature, and this limits the dynamic response of the fuel cell.

ˆ A voltage-current model, to understand all of the real working points beyond the

nominal declared behavior.

The chapter �rst provides an overview of the physical system and its auxiliaries, then

details the simpli�ed thermal, current-voltage, and e�ciency models used by the control

algorithm.
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3.1.1. Fuel cell system and auxiliaries

The fuel cell system considered is theH2V ector PET-10, an integrated unit with a nom-

inal output of 10.6 kW. Before modeling the stack itself, the Balance of Plant (BOP)

components�the auxiliaries�must be de�ned, as they represent signi�cant, nonlinear

consumption.

ˆ Constant consumption: control panels and air fans to cool the cell and feed the air

needed for the reaction. Together, they always consume about 2kW

ˆ Variable consumption: cooling system. Depending on the heat that needs to be dis-

sipated, it either implements an on/o� logic based on cooling water temperature or

is simply left on, and the �ow is controlled through valve opened by a P controller.

This consumes about 1.5kW.

However, as it is possible to note in �gure 3.1, even at a constant power auxiliary behavior

and consumption change overtime. This means that it is impossible to statically map

auxiliary power consumption to power consumed. Since it is not linearly related to any

measured value, it was decided to simply model it as a constant 3.5 kW loss. This

assumption is not signi�cant, as power consumption changes very little with power, and

even when the on o� logic is implemented it is generally ine�cient to run the fuel cell

at less than 3.5 kW, as it switches from providing to requiring power. This means that

the fuel cell should, optimally, always be run at its highest output, where net e�ciency is

highest.

Figure 3.1: Power consumed by auxiliaries over time, in a test ran at constant power. It

is possible to note the switch in temperature control strategy. Every drop in power is fuel

cell downtime
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3.1.2. Thermal modeling

Fuel cells require very careful thermal modeling, as temperature is crucial in controlling the

reaction and its e�ciency. Pushing too much current at low temperatures can damage the

fuel cell overtime, shortening its lifespan. For this reason, many 1D and 2D temperature

models have been developed[33�35].

However, the main interest of this thesis is not to control the reaction happening inside

the fuel cell, but rather to control the power setpoints to follow, assuming the lower-level

control to be managed internally. For this reason, only a lumped model will be considered.

The producer enforces the following rule:

I max (T) =

8
<

:
2TF C ; if Tfc � 55� C

230 else

A thermal model was developed from experimental data to precisely characterize this

constraint. The fuel cell stack is enclosed in a cabinet and cooled by a combination of

forced air and an auxiliary water-cooling system. Both the cabinet air temperature and

the cooling water temperature were measured and included in the model identi�cation

process. Over longer time scales (on the order of several hours), the auxiliary cooling unit

itself exhibits thermal inertia; its temperature was therefore incorporated in the model

to improve prediction accuracy during optimization, although these slow dynamics are

largely outside the control horizon of interest. While estimating the model the cooling

water temperature and the fuel cell temperature were assumed to be approximately equal.

8
>>>><

>>>>:

T t+1
F C = T t

F C + Ts[L1(T t
cab � T t

F C ) + L2(T t
aux � T t

F C ) � auxt
on + L3P t

fc ]

T t+1
cab = T t

cab + Ts[L4(T t
F C � T t

cab) + L5(T t
amb � T t

cab)];

T t+1
aux = T t

aux + Ts[L6(T t
F C � T t

aux ) � auxt
on + L7(T t

amb � T t
aux )]:

Here TF C , Tcab,Taux are respectively the temperature of the fuel cell, the temperature of

the cabinet and the temperature of the auxiliary unit, whileauxon is a boolean parameter,

that was set to zero or one depending on whether the cooling auxiliaries were o� or on.

Ts is the sampling time of the system.Pfc is the power generated by the fuel cell, the

only energy input of the system. The auxiliary's behavior changed with power and time,

as mentioned earlier.

However, the thermal model cannot be used directly in the optimization problem, as it

is strictly nonlinear due to the on/o� behavior of the auxiliaries. Nevertheless it can be

used to derive a linear approximation.
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Firstly, since the optimization problem is formulated using a power balance equation, a

linear relationship between current and power had to be considered to reformulate this

constraint.

The linearization was applied at low power, as this is where the constraint must be

enforced; higher power levels can only be reached when temperature is above55� C, 110A

corresponds to approximately 6kW. The constraint can therefore be rewritten as

Pk � 2fT k (3.1)

Figure 3.2: Linear approximation of the current/power relationship

After this issue was resolved, the problem had to be reformulated to account for the

nonlinearities of the temperature model. A simple ramp-up constraint could have been

implemented; however, this method lacked memory, preventing the fuel cell to start as

already warm and thus bypass the initial thermal transient. This constraint would be

enforced at all times, regardless of the state of the fuel cell, slowing down the dynamic

response of the system.

For this reason, a �rst-order dynamic system was introduced to approximate the con-

straint. This was introduced alongside a second always-active constraint,Pfc � 10:6.

The parameters were identi�ed using a prediction error minimization, by comparing it

with the thermal model developed earlier. The model parameters were identi�ed using

a prediction-error minimization approach, by comparing the dynamic model with the

previously developed thermal model under maximum allowable power. The estimation

minimized the deviation between the two constraints over time.
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The resulting formulation can be expressed in linear form by assuming that the derivative

remains constant over each sampling interval:

Pk � 2f (T0
k + Tamb)

T0
k+1 = T0

k + Ts
_T0
k

_T0
k = A0T0

k + B 0P k
fc

A0 � 0

B 0 � 0

(3.2)

Figure 3.3: Comparison between the �rst order transfer function constraint and the real

one, both when the power applied is the highest allowed by the constraint and when the

fuel cell is turned o�

This �ctitious temperature is designed to reach a higher steady-state value, and it is

replaced by the �xed constraint when the latter becomes stricter.

This is a rough approximation and is not intended to replace the internal thermal control

enforced by the fuel cell. Instead, it helps reduce the computational burden of the second

layer, which has to balance the grid despite the model limitations. The steady state also

changes, depending on the input power, and can get below 10.6 kW. This is not, however,

a big issue, as the fuel cell always has some inertia, and therefore gradual setpoint changes

are preferred.

The main limitation of this method is the lack of measured feedback, as it has no direct

connection with the measured temperature, and it is a completely synthetic constraint.

While the model remains stable, it reduces some of the advantages of the MPC framework.
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3.1.3. Current voltage model

To further characterize the stack, an analysis of the voltage current characteristic was

carried out, and a model was estimated to compare it to the nominal one. By extrapolating

a model from the data is was possible to characterize the entire polarization curve, not

just the points gathered experimentally.

A detailed description of the model can be found in [36].

The main output voltage is the sum of the elements reported in table 3.1:

Table 3.1: Voltage Component Descriptions

Voltage Component Symbol Description

Reversible Voltage Vrev Theoretical maximum voltage from chemical po-

tential

Activation Voltage Vact Voltage needed to overcome reaction energy barri-

ers; dominates at low current

Ohmic Losses Vohm Linear loss from inherent resistance in electrodes

and membrane.

Concentration Losses Vconc Loss from mass transport limitations (reactants in,

water out); dominates at high current.

Therefore, the overall model equation is:

Vstack = Vrev � Vact � Vconc � Vohm (3.3)

For the derivation of each equation, refer to [36]. This can be modeled as an equivalent

circuit model:

Figure 3.4: Equivalent circuit of the Fuel cell stack
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Where:
Vrev = Ns[1:229� 4:3 � 10� 5Tfc;K ln(

PH2 PO2

PH2O
)]

Vact = Nsf (a0 + a1Tfc;K ) + ( b0 + b1Tfc;K ) ln( I fc )g

Vconc = Ns(m0 + m1Tfc;K )enI fc;k

HereNs is the number of cells in the stack,P[ ] is the partial pressure of species [ ] (in this

case 1 for hydrogen, 0.21 for oxygen and 1 for water),Tfc;K is the fuel cell temperature in

Kelvin, I fc is the current, whilea0; a1; b0; b1; Rohm ; m0; m1; n are the modeling parameters.

Note that the choice of the partial pressures implies an assumption of purely liquid output

water and not humidi�ed hydrogen, which is not always correct. However, the di�erence

in voltage introduced by this assumption is negligible, as it is scaled by a term in the

order of 10� 5.

This model will not be implemented into the MPC framework, as it is not necessary and

strictly nonlinear, but it is useful to characterize the fuel cell and compare it with nominal

data. It allows to extrapolate a more general characterization from the experimental data.
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3.2. Overview of the MG2Lab Control Architecture

The laboratory implements a two-layer control structure, with two separate controllers

operating at di�erent time scales, as described in [30�32]

ˆ First layer: A MILP problem is solved with a horizon of 24 hours and time intervals

of 15 minutes. Since it relies on forecasts of both weather and load it requires a

stochastic component, optimizing across multiple scenarios. The resulting problem

is computationally expensive, and is only suitable for high-level day-ahead schedul-

ing. Owing to its long prediction horizon it is able to plan ahead and decide resource

allocation throughout the day, while minimizing economic cost.

ˆ Second layer: Operating with a much �ner time resolution, a second optimization

problem is solved, with a time horizon of 15 minutes and a resolution of 1 minute.

This preserves the commitment variables decided by the �rst layer, and balances

the power in real time, based on the realized values of uncertain variables. Since

it maintains the commitment statuses, all the variables are continuous and linear,

making the problem simpler and faster to solve. The higher temporal resolution

also allows for more accurate models, capturing faster dynamics not noticeable in

the �rst layer. The main focus is to balance the grid and respond to unforeseen

disturbances.

Figure 3.5: Hierarchical structure of the EMS and information �ow.
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3.2.1. First layer

Since the �rst layer is focused on optimizing the resources throughout the day, it is more

sophisticated and computationally intensive than the second layer, and requires some

careful characterization. This section summarizes its main formulation for context; more

detailed information can be found in [30�32]

The optimization variables are the power outputs (or consumptions) of each component,

expressed as a fraction of their rated power, and their corresponding binary commitment

statuses:
x t

i 2 [0; 1]

zt
i 2 f 0; 1g

zt
i � x t

i

x t
i � Pmin

i zt
i

8i 2 f fc; f; batt; el g

8t 2 [0; thorizon ]

(3.4)

Herex t
i denotes the normalized power output of component i at time t, andzt

i its binary

commitment variable. The last two constraints guarantee logical consistency between the

variables: a component can only output (or consume) power if its commitment variable

is set to one, and vice versa.

The fundamental constraint enforces the instantaneous power balance across the system:

P t
f + P t

solar + P t
fc = P t

batt + P t
el + P t

load + P t
grid (3.5)

Here, Pf is the power generated from fossil sources,Pfc is the power generated by the

fuel cell, Pbatt is the battery power (positive if charging negative if discharging),Pel is the

electrolyzer consumption,Pload is the total consumption andPgrid is the power exchanged

with the external grid.

This global constraint couples all components, while each device is subject to its own

operational limits.
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Energy storage systems. For both the battery and the hydrogen storage unit, the

state of charge (SOC) is constrained between its minimum and maximum limits. The

evolution of the SOC over time is modeled as:

SOCi; min � SOCt
i � SOCi; max

SOCt+1
i = SOCt

i + ci P t
i ;

_SOC
t
i � _SOCi; min ;

8t 2 [0; thorizon ]; 8i 2 f Hstorage; battg:

(3.6)

Generators The power output of each generator is limited by its dynamic ramping

constraints:
P t+1

i � ai P t
i + bi ;

8i 2 f fc; el; f g; 8t 2 [0; thorizon ]:
(3.7)

These constraints are coupled with a startup cost, to ensure that the physical generators

are not switched on and o�, and the startups are limited. This ensures that any unmodeled

startup dynamic present in the physical generators a�ects the result as little as possible,

and the generators are able to follow the given setpoints accurately.

Cost The objective function is formulated to minimize total operational cost. Each

component either produces or consumes a resource, to which an economic cost is assigned

according to system priorities, which forms the objective to be minimized. Additional

terms account for maintenance and operational costs.

Innovations added to implement the fuel cell

The optimal behavior would be to set a priority order, where solar energy is used whenever

available, if it is not enough then batteries should intervene and then the fuel cell, only if

the batteries are not available anymore. If this is also depleted or not available then the

diesel generation should turn on. Vice versa, when there is extra energy, it should go to

the batteries �rst, and any energy that is in excess to that should go to the electrolyzer.

This should be an emergent property if the optimization problem.

The main idea behind the implemented cost function is to assign an economic value to

every resource, so as to ensure that the set priorities are respected. To determine the value

given to the hydrogen, it is important to consider the cost associated to fuel consumption:

Cud
t = W0P mf (3.8)
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where P is the price of fuel in¿ /l and mf is the fuel intake in liters per sampling time,

in this case 15 minutes, andW0 is a weighting coe�cient, useful to shape the relative

economic contribution.

In our case hydrogen does not have a direct economic value, as it is produced exclusively

from renewable sources and the study does not consider the possibility of selling it or

using it for other purposes. For this reason, an arti�cial value has been assigned to it,

using an equivalent-energy valuation.

Cud
t = W1 PMH

LHVH

LHV f
(3.9)

The price is still the one of fuel in¿ /l, MH is the total stored volume of hydrogen in

liters, and LHVH and LHV f are respectively the lower heating values of hydrogen and

the considered fuel in kWh/l. W1 is simply a weight sized so thatW1 � W0:

The economic value of hydrogen is the price of the amount of fuel that would provide

the same energy, scaled by an empirically chosen factor, to ensure hydrogen is always

preferred to fuel.

The same can be done with the batteries, but with a lower multiplierW2 < W 1 so that

they are preferred to hydrogen. However, the choice of this weight requires careful tuning:

if W2 is set too low the system may avoid charging the batteries in favor of hydrogen

storage, which is energetically ine�cient. In the extreme case, the controller may even

choose to discharge the batteries to �ll the hydrogen storage tank. Assigning the weights

directly to energy simpli�es this trade-o�, as the cost function directly accounts for the

corresponding e�ciency losses. For energetic consistency it is su�cient that:

W1 �
� el

� char
batt

< W 2 � W1 �
� disch

batt

� fc
� W0 (3.10)

where � [ ] is the e�ciency of component [ ], with a distinction between charging and

discharging e�ciency for the battery.

This balance ensures that it is always better to both charge and discharge the batteries:

the lower bound ensures batteries are not ignored to power the electrolyzer, while the

higher bound ensures batteries are discharged �rst.

Symbol Meaning Typical value
W0 Fuel cost weight 1.00
W1 Hydrogen storage value weight 0.15
W2 Battery storage value weight 0.10

Table 3.2: Weighting factors used in the cost function.
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As an example,table 3.3 and 3.4 respectively report the value increment or cost that the

optimization problem computes, considering it has 10kWh to store away or generate from

the di�erent sources. they keep e�ciencies into account, and considers a 1.5¿ /l diesel

cost. Auxiliaries are not considered in this computation, as their importance depends on

power. Regardless, since the auxiliaries of the fuel cell are much higher, the incentive to

use hydrogen is lower, not changing the results.

Storage method Value[ ¿ ]

Battery 0.13

Hydrogen 0.11

Table 3.3: Value of storing 10 kWh

Energy source Cost[ ¿ ]

Diesel 3.5a

Battery 0.15

Hydrogen 0.438
a Assuming a 0.4 e�ciency from

the diesel generator

Table 3.4: Cost of generating 10 kWh.

The remaining essential elements of the model are the e�ciency curve, approximated as

linear, and the relationships de�ning power, hydrogen �ow, and hydrogen storage.

P t
fc = x t

fc Pmax
fc � 3:5

H t
f low;fc = qxt

fc Pmax
fc

SOCt+1
Hstorage = SOCt

Hstorage +
H t

f low;el � H t
f low;fc

H max
storage

Ts

(3.11)

(3.12)

(3.13)

In the case of a non-islanded microgrid, where the power de�cit is compensated by the

network, the cost is moved from equivalent fuel to kWh directly. This implies the removal

of the scaling factor 1
LHV f

, and the price becomes the one of electric current, in¿ /kWh.
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3.2.2. Second layer

Once the commitment variables are determined by the �rst layer, the second layer op-

timizes the power �ows in real time while maintaining the operational status previously

assigned to each generator. This is enabled by the batteries, which act as a bu�er to

absorb deviations as uncertainties are realized. The optimization problem retains the

same structure as the �rst layer, with an added cost term penalizing deviations from the

planned states of charge of the battery and hydrogen storage system. The models used

here are generally more detailed, capturing faster dynamics.

3.2.3. Innovations added to implement the fuel cell

The main di�erence is that at this level the temperature constraint can be addressed,

as the time step is re�ned enough to capture it accurately. The control strategy imple-

mented to manage this constraint could also compensate for a secondary issue: hardware

and software imperfections in the speci�c fuel cell used. Power outages and �uctuations

on the order of several kW frequently occurred during startup due to faults in the onboard

DC/DC converter, and the unit often experienced �ooding, requiring periodic shutdowns

for drainage. More detailed explanations of such issues can be found in the appendix.

These disturbances had to be mitigated by a control layer, since the grid could not be ex-

pected to handle such unpredictable behavior, nor could they be easily forecast, especially

within a linear framework.

Battery bu�er The �rst control strategy tested introduced a power mismatch in the

MPC, representing the di�erence between the power expected from the fuel cell by the

grid and the power actually delivered. This allowed for a battery pack to be installed

in parallel to the fuel cell, compensating for all its de�ciencies. The battery would then

be recharged when possible. For safety reasons the fuel cell was already equipped with a

supercapacitor, but this device could provide high power at very low energy capacity.

New variables were de�ned, to account for the di�erence between the actual power deliv-

ered by the fuel cell and the one expected by the grid, and for the separate behavior of

the auxiliary battery pack:
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Pexp;t
fc = xexp;t

fc Pmax
fc � 3:5

Pem;t
batt = xem;t

batt Pem;max
batt

0 � SOCem;t
batt � 1

SOCem;t +1
batt = SOCem;t

batt +
Pbatt

E max
batt

Ts

P t
fc = x t

fc Pmax
fc � 3:5

P t
fc � Pem

batt = Pexp;t
fc

x t
fc ; xexp;t

fc ; xt
batt 2 [0; 1]

zi � x i ; 8i 2 [fc; battem]

8t 2 [0; thorizon ]

(3.14)

The only important thing to note about the commitment variable constraints is that the

fuel cell's binary status is shared byPexp
fc . In other words if the power is expected to come

from the fuel cell the unit must be switched on. Otherwise the formulation is equivalent

to allowing the grid to directly draw power from the auxiliary battery.

The reverse, however, does not necessarily hold: the system may decide to recharge the

auxiliary battery when it is convenient to do so, even if the grid does not request fuel cell

operation. These new variables, however, are only implemented in the second layer, that

has no authority over the commitment variables.

The power balance constraint was then modi�ed to re�ect the introduction of the new

variables:

P t
f + P t

solar + Pexp;t
fc = P t

load + P t
el + P t

batt (3.15)

The structure is identical to the previous formulation, with two key di�erences:

ˆ Pbatt No longer represents all the batteries anymore, as a portion is reserved to

support the fuel cell

ˆ Pexp
fc is the power expected from the fuel cell, rather than the power actually deliv-

ered.

The cost was changed in the following way, in addition to the base optimization objective:

min
U

C

C = CN � W3P
E em;t

batt

LHV f
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Here CN is the cost of the base optimization objective,E em;t
batt is the energy stored in the

auxiliary battery attached to the fuel cell in kWh, LHV f is the lower heating value of the

fossil fuel considered in kWh/l, andW3 is a scaling value.

Following the same logic as before, it must hold that:

W0 � W3 > max
�

W1 �
� disch

batt

� fc
;

W1

� char
batt � � fc

�
=

W1

� char
batt � � fc

(3.16)

This guarantees that, regardless of fuel cell e�ciency, it is never economically optimal

to draw energy from the battery, thus ensuring it will be discharged only if necessary.

The max() operator ensures that the fuel cell is also used to recharge the battery. If the

e�ciency of the fuel cell is not modeled as constant, the minimum value is picked.

The optimization variables are the standard ones, oncexexp
fc and xem;t

batt are factored in.

EMS

(Layer 2)
Fuel Cell System

Fuel Cell

Battery

�

P t
fc

Pem;t
batt

Pexp;t
fc Pexp;t

fc
Microgrid

Figure 3.6: Conceptual schematic of the second-layer 'battery bu�er' strategy. The Energy

Management System (EMS) issues a power referencePexp;t
fc to the fuel cell system. This

demand is met by the combined action of the actual fuel cell (P t
fc ) and the dedicated

auxiliary battery ( Pem;t
batt ), which actively compensates for internal �uctuations, startup

delays, and �ooding-induced power drops.

Taking advantage of the two layers architecture The MPC strategy works well un-

der most operating conditions; however it cannot guarantee the battery will stay charged.

Its commitment variable is decided by the �rst layer, and it charges the battery only when

excess generation is available beyond the grid demand. In the event of frequent �oodings,

the energy required by the system might increase signi�cantly.

This happens because the second layer acts reactively: it cannot decide to turn compo-

nents on or o�; it can only react within the constraints de�ned by the �rst layer. This

reduces computational e�ort, but it also limits the controller's ability to respond once the

uncertainties are realized and the faster dynamics are considered.

To reduce the energy needed at startup the output of the �rst layer is automatically
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adjusted to set the commitment variable of the fuel cell to 1 one time step before it is

actually supposed to turn on. As a result, when the grid requires the fuel cell to provide

power it will already be at operating temperature, and the battery can be recharged with

any surplus energy. Once the battery is fully charged, the remaining available power can

be used to drive he fuel cell's auxiliaries, allowing it to stay warm regardless of the size

or state of charge of the batteries. This approach allows a smaller battery pack to be

installed alongside the fuel cell, or enables the existing battery pack to be maintained at

a higher state of charge in case of future unexpected disturbances. However, hydrogen

consumption will increase, as the fuel cell must stay on -and power its auxiliaries- for 15

minutes longer than expected. This e�ect should be taken into account with a startup

penalty in the �rst layer optimization. Notably, the MPC algorithm naturally selects this

strategy given a window long enough, since the energy stored in the battery has a higher

weight in the cost function. However, this only holds true if it is able to choose its own

binary variables, which is not an option with the fast, real-time control layer.
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4.1. The physical system

The system considered is a PET-10 fuel cell energy system, manufactured byH2V ector.

It has a nominal power of 10.6 kW, with a nominal maximum hydrogen �ow rate of

120Nl=min. The system integrates a NEDSTACK FCS 10-XXL PEM fuel cell stack,

composed of 75 fuel cells in series, providing an open circuit voltage of 72.8V and a

maximum current of 230A.

Figure 4.1: The PET-10 fuel cell

energy system

Figure 4.2: Nominal Power-Voltage-Current of the

fuel cell stack

It is a unit intended for medium scale residential applications, and its losses can be used

for central heating.

The system has auxiliary units for cooling, venting, and other functions, which account

for a maximum consumption of 3.5 kW. This means the maximum output power it can
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provide continuously is 7.1 kW.

This was not included in the e�ciency computations, as the behavior of the auxiliaries

has been estimated experimentally, and will be discussed later. The nominal hydrogen

consumption was estimated using Faraday's law.

_mH2 =
I fc

2F
(4.1)

where I is the current, F is the Faraday constantF = 96485 C
mol and _mH2 is the molar

�ow rate in mol
s .

Figure 4.3: Nominal hydrogen consumption Figure 4.4: Nominal e�ciency

Results show that the nominal consumption curve is quadratic (R2 � 0:9995) , meaning

that the e�ciency is approximately linear( R2 � 0:9966). This will be later compared with

the experimental one, which is signi�cantly lower.

4.2. Experimental campaign

The fuel cell had many implementation issues. For this reason many of the trials were

aimed at identifying and troubleshooting these issues, rather than characterizing the dif-

ferent models.

Throughout the entire campaign the fuel cell would fail to drain, and for this reason it

often �ooded and had to turn o� to get rid of the accumulated water. This made the

identi�cation of many parameters, especially for the thermal model, more complicated.

On top of this the on-board DC/DC was badly programmed, causing a power �uctua-

tions of many kW on startup. A more precise characterization with examples is in the

appendix.
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As a consequence many of the tests are segmented, with power �uctuations hard to simu-

late or keep into account, and not really important to characterize the nominal behavior.

These issues were solved right before the experimental implementation of the algorithm,

which left little time for nominal characterization.

Despite all of these imperfections it was possible to accumulate enough data (1500 min-

utes) to characterize the fuel cell, even if a relevant part of it was either at high power or

in downtime, causing a possible imbalance in the results.

All communication with the fuel cell was managed through the programmable logic con-

troller (PLC) supervising the entire microgrid. It handled communication and data ac-

quisition, making sure that all the data was properly logged for later analysis. During the

experiments all the power produced was fed into the main grid of campus Bovisa.

4.2.1. Characterization of thermal model

Figure 4.5: Power and temperature curve of the test used to characterize the fuel cell
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The test used to characterize the thermal model was the one in 4.5.

The setpoints to follow were empirically set to:

Setpoint[kW] Time [minutes]

4.7 111

5.4 10

5.9 10

6.4 30

6.8 10

7.5 80

Table 4.1: Setpoint of the test considered

The reason why this test was chosen to characterize the thermal model was the clear

temperature curve over time, showing not only the transient of the fuel cell of the cabinet

reaching steady state but also the cooling auxiliary. This can be inferred by the fuel cell's

temperature, which reaches a constant maximum after 150 minutes, as the e�ectiveness of

the cooling system reaches a steady state. Moreover, the cooling strategy was maintained

the same throughout the entire test, which simpli�es the model, and no �oodings occurred

(one of three such tests out of sixteen).

By using a prediction error minimization algorithm the parametersL1 to L6 were esti-

mated, and an overall thermal model was estimated. A sequential estimation method was

adopted to improve convergence: �rstL4 and L5 were estimated using the measured fuel

cell temperature as a �xed input. Next, the cabinet temperature was �xed to its measured

value, andL1 and L3 were estimated from the initial transient when auxiliaries were o�.

With these initial estimates the remaining parameters were computed on the entire

dataset.

This procedure was repeated iteratively until convergence. The resulting values are re-

ported in table 4.2
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Table 4.2: Parameter values forL1 through L7.

Parameter Value

L1 0.0024

L2 0.0219

L3 0.0294

L4 2 � 10� 4

L5 4 � 10� 4

L6 0.0084

L7 0.0402

Figure 4.6: Comparison between real and simulated water temperature, with zoom on

the initial transient (B)



30 4| Experimental implementation

Figure 4.7: Comparison between real and simulated cabinet temperature

Temperature R2

Fuel cell (transient) 0.99

Fuel cell(entire test) 0.93

Cabinet(entire test) 0.97

Table 4.3: Accuracy of results on the test

they were �t on

The results accurately capture both transient and steady-state behavior. The model was

used to study the overall fuel-cell behavior, given the limited availability of experimental

data.

The focus was on fuel cell temperature transient, as that is the one that is most interesting

for control, and that is re�ected in the results. To ensure it was not a case of over�tting

the same metrics were measured across di�erent tests:
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Figure 4.8: Comparison between real and simulated water temperature, with zoom on

the initial transient (B) on a di�erent test

Figure 4.9: Comparison between real and

simulated cabinet temperature on a

di�erent test

Temperature R2

Fuel cell (transient) 0.9970

Fuel cell(entire test) 0.967

Cabinet(entire test) 0.9886

Table 4.4: Accuracy of results on a

di�erent test
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4.2.2. Characterization of voltage model

This model is not dynamic, but depends directly on measured values, point by point.

Despite its high non linearity this eases the parameter identi�cation procedure, as not

only multiple tests can be chained together with no issues, but faults are also less of a

problem, once cleaned of clear outliers caused by them. The same method as the thermal

model was used, but it was not necessary to use any iterative procedure, thanks to the

static nature of this problem.

All of the tests were used for the identi�cation of the parameters of the voltage model, to

use as many combinations of voltage, current and temperature as possible.

Figure 4.10: Results over one test

Figure 4.11: Comparison with experimental

data and nominal V-I curve at 62°C

Over the 1500 minutes of data available the measureR2 is 0.95.

Table 4.5: Parameter results

Item Value

a0 0.3322

a1 -8e-06

b0 0.0309

b1 -5e-07

R 4.5644e-04

m0 1.1299

m1 -0.0034

n -0.9205

The voltage is steadily below the nominal one,

matching the e�ciency results, since a higher

current is necessary to achieve the same power.

Note that at high power the two curves seem

to merge, as is re�ected in the e�ciency com-

putation. That is also the area where the fuel

cell will be used the most, as the consumption

of auxiliary components is only loosely related

to power.

It is also clear that the relation between tem-

perature and voltage is very small, as botha1

and b1 are approximately zero. Onlym1 car-

ries some contribution, as it is related to the



4| Experimental implementation 33

concentration losses: viscosity decreases with temperature and it is an important factor

in the transportation of gasses to the reaction site.

4.2.3. E�ciency curves

The entire dataset could be used, for the same reason as the voltage model, despite being

a�ected more from faults.

Across all the experiments the following curves were gathered:

Figure 4.12: Hydrogen consumption com-

pared to the nominal one

Figure 4.13: Current to power compared to

nominal

Figure 4.14: Hydrogen consumption compared to the theoretical minimum, computed

through Faraday's law. Note that the data at very low powers seems to imply a better

than ideal consumption, showing the dataset's limitations

The measured relation from power to hydrogen consumption was approximately linear1,

as con�rmed by the linear regression in �gure 4.15. The linear model performs worse on
1R2 = 0 :9776
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lower powers, but because of the auxiliaries any power below 3.5 kW is not operationally

convenient in most situations, while a power below 2 kW is never favorable, as the con-

sumption is always higher than the production.

Results show that a constant e�ciency of 0.48 is a good approximation, about equal to

the nominal e�ciency at the highest power level. However, it is possible that this is a

consequence of the dataset that was available, and further characterization at lower power

is required. This might reveal a piecewise approximation is more accurate, as the nominal

data seems to show.

Figure 4.15: Linearized approximation of hydrogen consumption curve

The maximum e�ciency, net of auxiliaries, is therefore around 32%.
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4.3. Experimental deployment

With the physical models de�ned, the �rst step was an experimental validation of the

algorithm, to understand the consequences of the choices taken in modeling the compo-

nents. The algorithm was deployed on the central Programmable Logic Controller (PLC)

of the laboratory, with the objective of studying its behavior in a real-life setting. This

PLC is responsible for all the high-level decision-making, data logging and the dispatch

of all power setpoints to the individual assets (generators, fuel cell ecc..).

Table 4.6: Experimental Setup Parameters (MG2LAB )

Component Parameter Value

Battery pack Capacity 20 kWha

Self-discharge 1 kW

Hydrogen tank Capacity 30Nm3

Pressure 30 bar

PEM Electrolyzer Max Power 55 kW

Auxiliary Power 5 kW (when on)

E�ciency 0.6 (constant)

PEM Fuel Cell Max Power 10.6 kW

Auxiliary Power 3.5 kW(when on)

E�ciency 0.48 (constant)

B2B Converter Max Load possible (Simulated) 110 kW

Grid Connection Yes
a Actual installed capacity is 140 kWh in two 70 kWh battery packs, but only 20

kWh were considered in this experiment

4.3.1. Description of the experiment

Ideally, the full hierarchical MPC architecture described in Chapter 3 would have been

deployed to control the experimental microgrid. However, strict integration constraints

regarding the laboratory's existing infrastructure and safety protocols precluded the full

deployment of the optimization layer in the real-time environment.

Instead, a simpli�ed control logic was implemented. This con�guration retained the pro-

posed fuel cell model, but utilized a reduced cost function and relied on the laboratory's

legacy models for all peripheral components. These models, especially the batteries,

imposed signi�cant limitations, resulting in a power dispatch that re�ects the rigid con-

straints imposed by the existing framework, rather than the economic optimality intended
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by the full architecture.

Nevertheless, the experiment serves as a critical validation of the actuation �delity of the

fuel cell, and the strength of the developed model. It should be viewed as a test of the

model used in control in a real-world deployment, rather than a demonstration of the

higher-level economic optimization capabilities of the architecture.

The experiment consisted in using the B2B converter to simulate the load of a residential

pro�le, shown in �gure 4.16. It was sized to be the simulation of a small condominium,

so to ensure the fuel cell had to turn on at night. The batteries were sized accordingly to

this goal, and reduced to 20 kWh.

Figure 4.16: Load used for the real-work experiment

4.3.2. Practical implementation Challenges and workarounds

The transition from a purely theoretical simulation to an hardware implementation faced

some challenges related to hardware non-idealities, and characteristics of the speci�c hard-

ware set up. The following sections will detail these challenges, and the solutions imple-

mented to overcome them.

AC/DC inverter nonlinear behavior

The �rst thing to consider was a problem with power conversion. The relation between

the DC power generated by the fuel cell and the AC power read on the AC side had

values diverging in a nonlinear fashion. This had to be implemented using a piecewise

approximation. This issue will not be considered in the case study, as it is related to

this speci�c set up, and not to the inner functioning of the fuel cell, and this implies an

additional drop in overall system e�ciency.
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Figure 4.17: Nonlinear diverging curve between DC power and AC power

Setpoint translation

The fuel cell could not reliably receive power setpoints, and it was impossible to directly

control the current of the fuel cell. However, it was possible to control the current after

the �rst DC/DC converter onboard of the fuel cell. Empirically, it was found that this

aimed at maintaining a voltage of about 44V, therefore the setpoint was found with a

simple division of the wanted power over 44.

Temperature transient

This simple control logic did not have any temperature model, for this reason the �rst

power setpoints were limited automatically, so to avoid overloading the fuel cell. This had

to be done in real time, and was not considered in the optimization problem.
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5| Algorithm Validation for

Seasonal Storage: The

Ginostra Microgrid Case

5.1. Introduction

Once the algorithm was validated experimentally, its long-term e�ectiveness was assessed

through a simulated case study. This aspect is particularly important for hydrogen stor-

age, since its primary advantages lie in large-scale, long-term energy storage. Over a

shorter period, such as daily operation, its bene�ts are less apparent. The results will

demonstrate that a properly designed control algorithm can substantially enhance micro-

grid operation through the e�cient use of hydrogen.

This will be done over two di�erent scenarios, one where the hydrogen storage system is

not scaled properly to guarantee full seasonal storage, and one where it is. Results will

show that increasing only hydrogen storage will lead to full self reliance.

Islands provide an excellent example of microgrid applications, as Italy has 19 inhabited

islands disconnected from the main grid due to geographical constraints[21]. As a result,

each island has its own isolated grid, typically managed by a local utility. At present,

they are mostly powered by a small number of diesel generators due to the challenges

of renewable energy integration. However, there are plans to expand renewable energy

penetration on the islands [37].
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5.2. The Ginostra Challenge:

Isolation and Seasonality

Figure 5.1: Air view of Stromboli island
Ginostra is a small village belonging to the municipality of Lipari (ME) and located on

the island of Stromboli. It has approximately 40 permanent residents, and an annual

consumption of 172 MWh[38]. Stromboli itself is isolated from the national grid, but due

to its remote position Ginostra is also disconnected from all the other settlements on the

island. As a result it has to manage its own independent power system.

The village experiences pronounced seasonality, which results in a highly variable electrical

demand. Currently, it is powered by a 100 kW photovoltaic plant coupled with diesel

generators.

Fuel is delivered from the port to the generators by helicopter, which is both ine�cient and

costly, but necessary due to its geographical location. This further justi�es the adoption

of alternative energy technologies. Thanks to its Mediterranean climate, the site has high

solar potential throughout the year, which can be exploited to support energy generation.

In 2018 the EU-funded project REMOTE was launched, in collaboration with Politecnico

di Torino. It was aimed at experimenting with cutting-edge technologies and studying

the behavior of microgrids across Europe, initially with four demonstration sites:

� Two in Italy (Ginostra, in the south, and Ambornetti in Castelmagno, Piedmont, in the

north),

� One in the village of Agkistro, on the border between Greece and Bulgary,

� One in Frøya, located in the Froan archipelago, in the north of Norway.
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The project's �rst phase concluded in 2023, and new demonstration sites are now under

development around the globe. Unfortunately after the planning phases the two Italian

sites were dismissed, in favor of one on Canary island, Spain [39].

In the case of Ginostra, the design speci�cations were as reported in [40], and shown in

Table 5.1.

Table 5.1: Sizing of the planned project

Component Value

Thermal power installed [kW] 96a

PV power installed [kW] 170b

Battery capacity installed [kWh] 600

Hydrogen storage[kg] 100

Electrolyzers installed power [kW] 50

Fuel cells installed power [kW] 50

Renewables penetration [%] 95
a Implemented with two 48 kW generators
b An upgrade of a 100 kW photovoltaic plant in-

stalled by Enel in 2004.

This con�guration is su�cient to decrease the use of diesel generators by 95%, according

to the project's initial estimates.

Beyond its well-de�ned component sizing, this network was selected for two main reasons:

ˆ Seasonality: long-term storage is particularly useful when there are signi�cant sea-

sonal variations, either in demand or in generation. [12]. The high touristic load

of the island leads to strong �uctuations in energy consumption, with monthly en-

ergy consumption nearly triplicating from winter to summer[38], and this forces an

oversizing of the energy grid if not properly managed.

ˆ Moderate size: the upfront investment required for hydrogen systems is usually

justi�ed only in grids of su�cient scale, as the economic bene�ts in residential

applications are often limited [41], and the cost per kW of small plants is signi�cantly

higher [42]. However, very large networks introduce additional complexity, and are

not compatible with the experimental data that were gathered. This network is big

enough for the investment to be realistic, but still small enough to retain detailed

control over individual generators.
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5.3. Simulation framework

The case study was implemented in a simulation environment designed to replicate the

behavior of the aforementioned microgrid. It was run over a year with an hourly de�ni-

tion, using Pyomo to compute the optimal decisions de�ned by the optimization problem

presented in chapter 3. Given the large temporal scope, only the results from the �rst

layer are shown, as all the dynamics captured by the second layer are largely irrelevant

at this scale.

To run the simulation, both load and solar generation pro�les were required. Since this

data is not publicly available, it was estimated usingHOMER (Hybrid Optimization of

Multiple Energy Resources), a widely used software for modeling and optimizing micro-

grids and hybrid renewable energy systems. Using this software a seasonally variable

pro�le was generated. This pro�le was con�gured to grow from June to August, reaching

a peak twice that of April and three times that of January, before decreasing through

September and October to represent the seasonality.

Figure 5.2: Monthly load pro�le, the horizontal bars represent the monthly median load,

the blue rectangles span from the lowest to the highest daily averages, and the vertical

bars indicate the instantaneous monthly minimum and maximum values.

The fuel cell and electrolyzer models used in the simulation correspond to the labora-

tory prototypes, with multiple units connected in parallel when higher power output was

required. This is a suboptimal way to implement this system, as e�ciency generally im-

proves in machines of higher power.

Then a second scenario is considered, where the e�ciency of the fuel cell is taken from
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Figure 5.3: Solar pro�le throughout the year

literature (0.45 net of auxiliaries[43]), and the hydrogen storage was rescaled to achieve

fully renewable power generation, resulting in the system de�ned in table 5.2

Table 5.2: Sizing of the plant

Component Value

Thermal power installed [kW] 96a

PV power installed [kW] 170

Battery capacity installed [kWh] 600

Hydrogen storage [kg] 689

Electrolyzers installed power [kW] 50

Fuel cells installed power [kW] 50

Renewables penetration [%] 100
a Implemented with two 48 kW generators

Since the original case expected compression at 250 bar this was also implemented in the

simulations, modeled as a 7.5% higher consumption for the electrolyzer [44]. However,

for this second case the volume is high enough to consider compressing it up to 700 bar.

The results indicate the energy to do so is available, without installing new generation.

However, this carries many complications, including higher storage costs and additional

safety precautions.

Pressure [bar] Volume [ m3]

250 33

450 23.2

700 17.4

Table 5.3: Volume of stored hydrogen at di�erent pressures
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5.4. Assumptions

The following assumptions were implemented, to avoid excessive computational complex-

ity:

ˆ Converter losses are neglected

ˆ The diesel generator's e�ciency curve has not been estimated from experimental

data, but a standard one was used.

ˆ The battery auxiliaries are assumed to be the same as the ones available to the

laboratory set in parallel. Each pack is 70 kW, and has 1kW of self consumption

when turned on.



45

6| Results

6.1. Case study

6.1.1. Planned scenario

This is the previously outlined scenario (the one planned for realization) but using the

e�ciency curves obtained from the laboratory setup. This corresponds to a hydrogen stor-

age system round trip e�ciency of 28% excluding the auxiliaries, generally low compared

to values presented in literature[45, 46].

Figure 6.1: Energy balance of the microgrid across the year
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Figure 6.2: Example of a week in August
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Hydrogen storage is only ever discharged twice: once in winter when solar power is lowest

and once in August, when load is highest. It is big enough to mostly satisfy winter demand

(with diesel generation playing a very minor role in December), but it is not sized to cover

the peak load demand. It is worth noting that in all months the system generates more

power than it is strictly required. This phenomenon is most pronounced in the months

when the hydrogen storage tank is empty and energy can be stored for future use. On top

of this there are losses caused by the batteries. They are not represented here as they are

charged and discharged multiple times a month, accumulating an integral of about zero

over 30 days, but have a round trip e�ciency of about85% and auxiliaries of a relevant

size are needed for cooling and control.

In this setup, the system still achieves a renewable generation of 95% (or 1568 liters of

diesel consumed), but it is also clear that the contribution of hydrogen is very limited, if

we were to remove it the renewable generation would only decrease to 93%(or 2177 liters

of diesel consumed) making the inclusion of hydrogen de�nitely not worth the cost, as

diesel generation is still required, and so are the logistics necessary to maintain it.

However, an important assumption was made, multiple small fuel cells in parallel were

used to utilize the experimental data. This is not how it is generally done and it is very

ine�cient. Moreover, the fuel cell that is available in the laboratory has been modeled

with an overall low e�ciency, and the weight of all the balance of plant (BOP) auxiliaries

is exceptionally high. Using the same fuel cell in this scenario does not improve results

signi�cantly (1 % more renewable penetration) because of the low in�uence of hydrogen,

but it allows for the system to continue working thorough the entire winter without turning

on the diesel generators, requiring it only during the summer at peak load.
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6.1.2. Ideal fully renewable scenario

In this scenario the fuel cell is modeled using higher e�ciency curve (0.45 net of auxiliaries)

taken from literature [43], and the hydrogen storage was rescaled to achieve fully renewable

power generation, resulting in the system de�ned in the next pages.

Figure 6.3: Results of the simulation, showing the energy balance(top) and the SOC of

batteries and hydrogen tank during the year, in the case of fully renewable generation
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Figure 6.4: Example of a week in August

In this case the storage capacity is su�cient to handle the seasonal variation,eliminating

the need for Diesel generators operation.

Notably, curtailment still presents a signi�cant share of total losses. This suggests it would

be technically feasible to decrease the installed photovoltaic capacity, while increasing the

hydrogen storage further, and achieve the same renewable share. However, determining

this optimal balance constitutes an economic sizing problem, which lies beyond the scope

of this thesis. This also indicates that further compressing the hydrogen would be feasible,

with the only consequence of moving up the moment storage �lls up. The complications

connected with high storage pressure must be considered.

It is important to note that the the fuel cell power output is not always enough to cover the

instantaneous load. Batteries are therefore required to compensate for short-term power

gaps as well as for for energy balancing, as illustrated in the example week provided. For

this reason, it may be useful to reserve a properly sized battery pack to intervene only
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during such conditions, using a modi�ed cost function like the one that was de�ned for

the second layer of the optimization problem.

Overall, this con�guration proves that the technology that was planned was already

enough to achieve full renewable generation. Hydrogen storage tanks are the only com-

ponents not to require rare earth elements in the entire systems, and can be added in

parallel to the ones that would have been installed. The seasonal storage works as ex-

pected, slowly storing energy during the low season, and using it when it is necessary.

However, this comes at the price of oversizing both PV and hydrogen storage capacity.

This suggests that this design should not be considered as driven by economic reason,

but instead by the goal of autarky and emissions reduction. It highlights the fundamen-

tal problem with an energy grid fully powered by intermittent renewable energy sources:

ensuring security of supply requires a surplus of capital-intensive assets (generation or

storage), most of which run at low utilization during much of the year. This is especially

true in places with very high seasonality, such as Ginostra. While load seasonality has

always led to oversizing (even with dispatchable generators) generation seasonality is a

new paradigm that will have to be faced in the upcoming future, as renewable generation

�nds its place into the energy mix.

Table 6.1: Comparison of Ginostra Case Study Scenarios

Parameter Scenario 1: Planned Scenario 2: Ideal

FC E�ciency (Net) 32% (from lab data) a 45% (from literature)b

PV Power 170 kW 170 kW

H2 Storage 100 kg 689 kg

Result: Renewable Share 95% 100%

Result: Diesel Used 1200 liters 0 liters

a Peak e�ciency, net of auxiliaries.
b Net constant e�ciency, including auxiliaries.
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6.2. Results of experimental implementation

The interpretation of these results requires the consideration of three critical system con-

straints:

ˆ The battery auxiliaries were not implemented as on/o� in the legacy model. For this

reason the legacy model imposes a continuous discharge of 3.14 kW, regardless of

state of charge or connection to the network. This represents a substantial parameter

discrepancy, as even when connected to grid the battery's self discharge is 1 kW.

The lack of an on/o� binary variable meant that a signi�cant amount of the energy

has to go into powering the batteries to avoid total discharge, particularly during

overnight periods.

ˆ Since the grid is connected to the Bovisa campus, and can output up to 110 kW of

power, there are some strict safety requirements. As such, the generation cannot

vary too fast, and has to be easily predictable. For this reason there is a tracking

penalty: the second layer must track the grid power exchange pro�le scheduled by

the �rst layer as precisely as possible. This means that, even if the energy the �rst

layer sets aside is not necessary, the second layer will still have to adhere to the

planned import/export pro�le.

ˆ The price of electricity is time varying, which creates opportunity for arbitrage.The

absence of a discount factor in the cost function allows for future energy savings,

incentivizing multi-day storage strategies.



52 6| Results

Figure 6.5: Initial �rst layer output at the start of the experiment

Figure 6.5 shows the importance of correctly setting the value of hydrogen and batteries

and the importance of updating the power dispatch pro�le as the prediction horizon

advances. Since hydrogen is not valued, at the end of the day it is used to recharge the

battery. Neither the battery state of charge nor the hydrogen state of charge appear in the

cost function; thus, storage levels only in�uence the objective function if they are strictly

required within the optimization window. However, as the receding horizon progresses,

the controller revises this strategy, in favor of maintaining the hydrogen for later use, as

the forecasted load of the following day enters the horizon of the optimization problem.

The use of the fuel cell is delayed, likely attributable to the electricity price.

Retrospective analysis using the full algorithm demonstrates the system is capable of fully

sustained island-mode operation, eliminating the need for grid reliance entirely
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