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Abstract: Modern cancer centers collect an enormous wealth of diverse data
that describe individual patients in great detail, leading to comprehensive, multi-
modal datasets that can potentially pave the way towards an holistic framework
for medical predictive modeling. However, such datasets are often characterized
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originates from clinical observations, textual medical reports, whole slide images
of tissue samples, and genomic information. We also propose a modular train-
ing strategy, where each modality undergoes separate training into an individual
submodel, and is later merged into a joint network, whose training is focused on
learning fusion weights. In addition, the presence of attention-based fusion modules
positively contributes to model interpretability, allowing the visualization of atten-
tion maps. Experimental results on four cancer datasets highlight state-of-the-art
performance, supporting the effectiveness of our fusion and training methods.
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1. Introduction

In recent years, machine learning and predictive modeling are becoming an increasingly relevant component
of modern medicine. Medical literature has widely established how one-size-fits-all therapeutic approaches are
detrimental to patient recovery and survival, especially in cancer [27, 30]. The rise of precision medicine in
oncology is leading to treatment and prevention strategies that can take into account variability in genes, tumor
environment, and lifestyle and co-morbidities of each person, potentially leading to tailored therapies that can
optimize tumor reponse and prevent therapy-induced toxicities [10]. This emerging concept applies to clinical
medicine as well as medical predictive modeling, where traditional survival analysis models often do not fully
represent all of the necessary information, and are limited to single modality data, leading to incomplete results.
As a clinical example, glioma patients (affected by a type of central nervous system tumor) with similar genetic
or histological profiles can have diverse outcomes caused by macroscopic factors, such as tumor location or
disruption of the blood-brain barrier, altering the efficacy of drug delivery [22]. Survival analysis models are
tasked with the estimation of patients prognosis, and thus should be expected to process a diverse range of



relevant information, including macroscopic and microscopic characteristics, as well as medical history, in order
to be clinically relevant. However, traditional architectures are often not able to represent the complexity of
each individual case, calling for a new approach which could lead towards an holistic perspective and refine
survival predictions.

To address these challenges, this thesis aims to develop a novel multimodal deep learning method for survival
analysis, with the goal of refining performance and interpretability in survival models. Multimodal deep learn-
ing is a rapidly spreading and powerful framework, with applications ranging from social media analysis and
medical imaging to emotion recognition and embodied AI [18]. Applying a multimodal approach to survival
analysis is necessary to construct a comprehensive view of a medical case. Moreover, it makes possible advanced
integration of microscopic and macroscopic information, combining single modality informative content as well
as interactions. By implementing a robust and interpretable fusion mechanism that features a large number of
modalities, we hope to reach an insightful and meaningful description of each patient’s case, enabling robust
predictions and the discovery of clinically relevant hidden features.

1.1. Survival Analysis

Survival analysis is a branch of statistics whose objective is to predict the time until the occurrence of a specific
event. In general, the event can be of any nature, leading to numerous fields of application. Survival Analysis
is most commonly used to study device failure, customer retention, credit risk, and the prognosis of patients
suffering from a given disease, or subject to a given treatment.

Regardless of the use case, survival analysis entails the estimation of a survival function, which represents the
probability that the event has not yet taken place at given times:

S(t)=P(T >1).

In a discrete time setting, S(t) is derived as the cumulative product of the inverse of the hazard rates. Hazard
rates h(t) model the probability of the event happening at a given time t, given that it has not happened before.

h(t) =P(T =T = t)

1
S®)=  (1—h(i))

Survival models have as objective the estimation of the survival function S(t) given some features x. In
general, survival models can be classified according to the underlying assumption about the event distribution.
Namely, parametric models assume that the event distribution can be fully described by parameters, while
non-parametric models do not make any assumptions. A model that has traditionally been widely employed
in Survival Analysis is the Cox proportional hazard model [5]. This is considered a semi-parametric model,
as it estimates a coefficient of relative risk through a linear model. This coefficient is then applied to a non
parametric hazard baseline function:

h(t]x) = ho(t) -exp(BTx)

where ho(t) is the non-parametric hazard baseline, is the vector of features and P is the vector of model
parameters.

1.2. Metrics

An historical problem in Survival Analysis has been the presence of censored data. A sample is considered
censored when the event is never observed, and measurements are only available up to a given time (the censor-
ship time). In medical applications, this often happens when a patient stops showing up to visits for unknown
reasons. Considering the scarcity of data in this field, handling censored data properly is essential. Given this,
the quality of survival model predictions cannot be evaluated through standard performance metrics, due to
the fact that survival times are not well defined for censored data. As a result, survival analysis relies on some
ad hoc performance metrics, of which the most common are the following;:

e C-Index: It is defined as the fraction of concordant pairs which are correctly ordered according to their
relative risk. A pair of observations is considered concordant if both are non-censored, or if one is censored
(with censorship time T¢) and the other is non-censored and has event time Tg < T.. A visualization
of the notion of concordant pair is provided in Fig. 1. It should be noted that using the C-index as the
main performance metrics of survival predictions effectively shifts the focus of the task from estimating
accurate survival times to correctly ranking relative risks [9, 20].



@® Non-censored sample
@® Censored sample
—— Concordant pair

Figure 1: Nlustration of "concordant pair" definition

* Brier Score (BS): It is defined as the square distance between the true and predicted survival rates:
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where Tj is the observed time for sample i (assuming a non-censored sample) and S(t, x;) is the predicted
probability of remaining event-free up to time t, for a given feature vector x;.

In practical applications, samples are weighted by the inverse censoring probability as derived from the
Kaplan-Meier estimator:
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where 1/G (1) is the inverse probability of censoring weight and &; = 1 denotes that the event is observed
for sample i .

The Integrated Brier Score (IBS) measures an average prediction error over all the time of the study,
and is easily derived as the integration of the Brier Score over time, resulting in a single value:

B

IBS = —
T

BS(t) dt (3)
As opposed to the C-index, the Brier Score is generally considered the equivalent of an accuracy metrics for
survival models, as it directly takes into account the survival prediction of a single observation, regardless
of relative ordering [20].

1.3. Purpose and Model Description

Modern cancer centers acquire an abundant amount of data over the course of a patient diagnosis and treatment,
ranging from histology, clinical, genomics and laboratory tests, to familial and patient histories [21]. The result-
ing availability of multiple data dimensions has enabled predictive modeling to move towards a personalized,
holistic framework, where patients history and status are represented integrating complementary information
from several sources. The goal of this thesis is to take a step in the direction of such modeling paradigm,
building on top of recent literature to make a novel multimodal deep learning model for survival analysis, and
striving to improve the performance of current model while also aiming for interpretability.

To achieve this, our model should aim at extracting knowledge contained in each single data modality, as well
as understand how multimodal interactions have an impact on survival times. In recent literature, the work
of Chen et al. [3] has highlighted how histological and genomic data possess complementary information which
cannot be extracted from a single modality, but can emerge through a suitable fusion method that reaches
a joint representation of the two modalities. This concept forms the foundation of our model, which we will
extend with the addition of other modalities. Specifically, we will introduce textual data in the form of medical
reports, and clinical data such as age, sex and previous conditions, in a tabular format. We expect textual data
to express its informative potential when combined with WSIs, as medical reports often provide context and
localized information about corresponding tissue samples contained in WSIs. Clinical data offers an extremely



valuable and largely interpretable source of information which has a clear prognostic potential. For example,
indicators about obesity, co-morbosities and previous conditions are directly related with survival times [14].
The very foundations of survival analysis in medicine are rooted in clinical-based modeling, dating back to the
work of D.R.Cox on proportional hazards models [5].

As mentioned, the multimodal nature of our dataset grants us a comprehensive representation that encompasses
all aspects of the medical problem. In order to fully utilize the potential of our dataset, we need to carefully
structure and train our model in a way such that it can leverage the high dimensionality of each sample with-
out falling into over tting. Following the approach from MCAT [3], our model will deploy a genomic-guided
co-attention (GCA) module, as well as a new attention fusion module where text features, coming from medical
reports, are used as query, and WSI features are used as key and value. This module will be referred to as
text-guided co-attention (TGA), as an analogy with GCA. An original choice in our model design was to fuse
clinical features with the rest only at a very late stage, e ectively implementing a combination of intermediate
and late fusion. This choice was driven by the necessity of not diluting the information contained in clinical data
through many network layers, opting instead for allowing it to skip most of the processing and fusion stages,
resulting in a more direct path towards the prediction layer. We provide detailed information about our model
architecture in Sec. 3. A visualization of the model structure is also available in Fig. 8.

Another relevant contribution of our model is an original training procedure, where each single modality under-
goes training independently, through multiple individual submodels, which are nally integrated in a modular
way into a joint predictive model. This training procedure has the benet of not burdening the model with
training all of its parameters at once, which would signi cantly raise over tting risks. Instead, we split our
training procedure into multiple subtasks, where individual submodels only need to learn their single modality
feature extraction section, allowing the nal training to focus on learning generalizable fusion weights.

Results were derived from several experiments on 4 TCGA datasets, and highlight very promising performance.
A comparison with other relevant work, based on C-index scoring, is shown in Table 5, and suggests that
our model succesfully achieves state-of-the-art performance across all of the tested datasets. Moreover, our
framework achieves superior results compared to all other considered models in 2 out of 4 datasets (BRCA and
UCEC). These ndings support the e ectiveness of our fusion mechanism and training procedure in handling
multimodal datasets with high dimensionality and small sample size.

1.4. Content Overview

This section contains a brief description of the content in each of the remaining sections of the thesis:

Section 2: It provides a review of the current state of the art for our problem, and clari es how our model
integrates with previous literature, highlighting the direction of our model.

Section 3: It is the core of the thesis and contains a thorough description of the method that was imple-
mented. This consists mainly of a breakdown of the dataset construction and model architecture, as well
as the reasons driving design choices. This section also includes implementation details and visualizations.

Section 4: Here we report our experimental settings and the results obtained from each con guration, as
well as a comparison with state-of-the-art models, ablation and single modality studies. This section also
includes visualizations of the cross-attention maps generated by our experiments, which provide valuable
insight into the decision-making process of the model.

Section 5: This is the last section, where we draw conclusions from the results and outline possible future
ways to improve and expand our solution.

2. Related Work

In this section we present a survey of some of the related work contained in the literature. As a rst step,
we provide relevant context on the survival analysis eld in general, mentioning some of the most historically
relevant techniques deployed. Then, we will discuss the broad eld of multimodal deep learning, which features
an impressive range of rapidly emerging applications. Lastly, we will examine its applications in survival
analysis, which resulted in several solutions which are closely related to the thesis, with a specic regard
towards attention-based methods as a recently emerging, powerful approach to many branches of deep learning.



2.1. Survival Analysis

Some of the more traditional methods for Survival Analysis include the Kaplan-Meier estimator and the Cox
proportional hazards (PH) model [2]. The Kaplan-Meier is a non parametric estimator of the survival function
for a given population. As mentioned in Section 1, the Cox PH model was one of the rst parametric approaches
to the survival problem. This is essentially a linear method that estimates a coe cient for each patient,
representing its relative risk, under the assumption that survival curves are proportional to each other. In 2008,
Ishwaran et al. [14] introduced random survival forests as one of the rsts machine learning techniques for SA,
which are still a competitive method in terms of performance on clinical data [32]. DeepSurv [16] was among
the rst to use the proportional hazard hypothesis (or Cox assumption) in a non-linear setting, using a deep
learning model to estimate risk coe cients.

2.2. Multimodal Deep Learning

As our brain is able to seamlessly integrate information from multiple senses at once, so multimodal neural
models are aiming to aggregate data from multiple sources and with di erent structures into a shared repre-
sentation [18]. For instance, one model may try to fuse audio, video and textual data to reach a comprehensive
representation of a real world phenomenon, resulting in more informed predictions.

Traditionally, multimodal fusion methods are classi ed based on the stage in the data processing pipeline at
which they occur [1, 21]. For instance, in early fusions the modalities are fused at the input or at an early
feature extraction stage, whereas late fusion evaluates indipendent submodels for each modality, combining
directly their outputs, similar to an ensemble approach. By contrast, intermediate fusion aims to learn a shared
representation of modalities, and most recent research in multimodal fusion falls under this category. Attention-
based fusion is a typical example, as often used in recent models such as [35] and [3], and also in our proposed
model.

2.3. Deep Learning For Survival Analysis

As in many elds, in Survival Analysis deep learning models are quickly replacing traditional linear models.
The hidden mechanisms driving survival times are highly complex and often unknown, making deep learning an
ideal choice, given their ability to learn arbitrarily complex functions and process impressive amounts of data.
The rst successful applications of deep learning to survival analysis emerged around the mid-2010s, with
DeepSurv [16] (2016) being one of the seminal works in this eld. Their model was the rst to estimate the Cox
Proportional hazard coe cient in a non-linear way, reformulating the Cox partial likelihood as a loss function for

a feed-forward neural network, as opposed to the traditional linear approach. In 2018, Cox-Nnet [4] introduced
a similar concept, applying the same framework on high dimensional genomics data, with an architecture
consisting of a single hidden layer and a Cox-regression layer.

A parallel line of research was to formulate the problem as a discrete time, multi-task logistic regression that
models hazard rates in each time bin, thus bypassing the Cox proportional hazards assumptions. One of the rst
successful works in this area is Nnet-survival (2018) [7]. This type of formulation enabled them to increase the
exibility of the model, so that the baseline hazard rate and the e ect of the input data on hazard probability
can vary with follow-up time [7].

Vale-Silva and Rohr [28] was among the rst multimodal networks for survival analysis. Their model shifted
from a proportional hazard model to discrete time intervals, adopting a concatenation fusion approach, where
each modality has its own feature extraction subnetwork. Their approach falls under the late fusion category,
in that features are only fused towards the penultimate network layers. This approach is limited by the lack of
explainability in multimodal interactions, which only happen through a MLP stage just before the prediction [3].

Attention-based methods

Drawing from the seminal and widely known work of A.Vaswani et al. [29] , Richard Chen et al. [3] proposed
the Multimodal co-attention Transformer (MCAT) in 2021, as one of the rst models to apply the Attention
mechanism in Survival Analysis. The MCAT model marked a milestone in the understanding of multimodal
interactions between histological and genomic features, thanks to a Genomic-Guided Co-Attention (GCA)
module, which enables the selection of WSI patches based on their correlation with genomic data. The histo-
genomic attention maps resulting from their model also allowed for advanced explainability of multimodal
interactions, highlighting the potential of using multimodal interactions to navigate the complexity of WSI
information, and fueling a number of following works. Later, Xu et al. [35] deployed optimal transport theory
to guide the mapping between the distributions of each modality, improving the performance of the model;



Zhou et al. [40] used knowledge decomposition and contrastive learning to analyze the di erent components
of multimodal interaction. Namely, they enabled separation of synergistic, redundant and single knowledge
components from each couple of modalities. They also applied contrastive learning by placing patients into
pre-determined risk pools according to their supervised labels. Among more recently proposed models, Eijpe
et al. [6] has been able to further re ne predictions by applying Disentangled Attention, a framework that has
the goal of explicitly capturing intra-modal and iter-modal interactions, in this case between WSI and genomics
data.

Attention-based models represent the current state of the art for Survival Analysis, and our model will follow
an analogous approach.

3. Method

Our Survival Analysis dataset consists of a multimodal collection, where several data modalities are represented
for each patient. A single observation includes histological whole slide images (WSI), genomic data of 4 sub-
modalities (MRNA,MiRNA,DNAmM,CNV), tabular clinical data and textual clinical reports. While information

is abundant for each patient, on the other hand we have to rely on a very limited number of observations. In
general, the combination of high model dimensionality and few data drastically increases the risk of over t-
ting [36]. This makes it even more crucial to structure and train our survival model in a way that enables robust
generalization, across both intra-modality and inter-modality information.

To face these challenges, we adopted a precise strategy covering dataset pre-processing, model design and train-
ing procedure, which is thoroughly described in this section. The next paragraphs contain a detailed description

of each step of our methodology, in the following way:

3.1 Data Description

3.2 WSI pre-processing and encoding
3.3 Medical reports pre-processing
3.4 Genomic data pre-processing

3.5 Multimodal fusion and prediction
3.6 Training Procedure

3.7 Implementation Details

Where Section 3.1 describes the original data as it was taken from TCGA, Sections 3.2, 3.3, 3.4 describe the
construction of our dataset, Section 3.5 explains the architecture of our model and the reasons driving design
choices, 3.6 reports our training procedure and 3.7 contains details about the PyTorch implementation of the
model.

3.1. Data Description

We trained our model on 4 datasets from The Cancer Genome Atlas (TCGA), a public cancer data consortium
that contains matched diagnostic WSIs and genomic data, as well as clinical data and medical reports for each
patient, each with labeled survival times and censorship statuses (available at https://gdc.cancer.gov/). Namely,
we evaluated model performance on the following cancer types: Bladder Urothelial CarcinomaBLCA ) (n =
437), Breast Invasive Carcinoma BRCA ) (n = 1022), Lung Adenocarcinoma (LUAD ) (n = 515), and Uterine
Corpus Endometrial Carcinoma (UCEC ) (n = 538)[3].

The following paragraphs contain a detailed description of each of the data modalities included in our cancer
datasets.

Clinical Data

Our datasets provide clinical data in a tabular format. These include general information about patients, such as
age, sex, weight, previous conditions, tobacco smoking history, and current presence of tumor and/or metastasis.
The data also includes information about speci ¢ biomarkers and clinical test results. An overview of some of
the features which are contained in the clinical modality of our datasets is provided in Table 1. As clinical data
comes in a natively model-ready tabular format, the pre-processing pipeline for clinical data comprises a few
simple steps, which we report as follows:



Table 1: Description of some of the clinical features available across our 4 TCGA datasets.

Clinical Features BLCA BRCA UCEC LUAD
Age(years) Min 34 26 31 38
Median 69 59 63 66
Max 90 90 90 88
Weight(kg) Min 41 44
Median 77 84
Max 292 209
Sex Male 276 11 0 213
Female 97 1001 487 246
Cancer Stage I 2 166 310 252
[l 118 576 45 111
11 130 226 106 67
[ 121 17 26 23
Tobacco Smoking History Never Smoker 99 63
Once Smoker 85 114
Current Smoker 104 122
Smoking Pack-Years* Not/Light Smoker (0-20) 69 53
Moderate Smoker (21-40)| 71 113
Heavy smoker (>40) 62 131

*Pack-Years are de ned assmoked packs=day smoking years.

1. Normalization:  all numerical features x underwent standard scaling:

2. One-hot encoding:  All categorical features underwent one-hot (or dummy) encoding to be easily han-
dled by the model. In one-hot encoding, each categorical variable 2 f ¢c;; c;; :::; ¢k g produces a vector
y2f0;1g¢; wherey; =1, x=g.

WSI Data

Our datasets contain whole slide images of tissue samples from each participant of the TCGA studies. These
are high-resolution digital scans of entire histology slides (up tol50000 150000pixels), which are encoded as
a single large image le that can be viewed at multiple magni cations. WSIs are a complex data format that
needs elaborated pre-processing in order to be utilized. In Sec. 3.2 we report the steps that were taken in order
to map this les into a computationally feasible and model-ready representation. Fig.2 displays some examples
of whole slide images contained in each of our datasets.
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