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Abstract

This thesis aims to redefine the clustering of S&P500 companies by enhancing traditional
sector-based classifications, integrating expert financial knowledge with machine learning
techniques. Focused on data spanning from January 2007 to December 2022, it aims to
construct a novel and insightful classification system that not only reflects the intricate
behaviors of companies within the financial markets, but also addresses the rising compu-
tational challenges in multivariate time series analysis. Recognizing the increasing need
for multivariate time series clustering methods, three clustering algorithms have been
introduced. Special emphasis has been placed on a novel implementation of the Fast-
DTW distance metric, exploiting its linear complexity. The other two algorithms serve
as benchmarks for computational efficiency and quality of results. Despite the diversity
of approaches, these methods consistently yield parallel outcomes, highlighting the ro-
bustness and quality of the underlying financial data. Noteworthy is how all algorithms
uncover a significant alignment in balance sheet data among traditional non-cyclical and
technology companies post-2017, signaling a shift in market dynamics that traditional
sector classifications fail to capture. The thesis demonstrates that a machine learning
driven approach, particularly when leveraging the computational efficiency of FastDTW,
can uncover inter-company relationships that extend beyond conventional sector bound-
aries. This methodological framework not only offers a refined understanding of company
classifications, but also presents an innovative investment vehicle for those seeking to
balance risk and market responsiveness. By achieving its dual objectives, this research
lays the groundwork for future studies that may further explore the interplay between
financial clustering and broader economic indicators. The findings underscore the poten-
tial of integrating machine learning with financial expertise to navigate the increasingly
complex and data-driven landscape of financial analytics, offering actionable insights for

both academic and practical applications in finance.

Keywords: FastDTW, Multivariate Timeseries Clustering, TimeSeriesKMeans, S&P500,
Cyclical-Non Cyclical Companies
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Abstract in lingua italiana

Questa tesi ha come obiettivo quello di ridefinire il clustering delle aziende nel S&P500,
migliorando le classificazioni tradizionali basate sui settori, integrando conoscenze fi-
nanziarie di esperti con tecniche di machine learning. Concentrandosi sui dati che vanno
da gennaio 2007 a dicembre 2022, mira a costruire un sistema di classificazione piu sen-
sibile e dinamico che non solo rifletta i comportamenti complessi delle aziende all’interno
dei mercati finanziari, ma affronti anche le crescenti sfide computazionali nell’analisi delle
serie temporali multivariate. Riconoscendo la crescente necessita di metodi di cluster-
ing per serie temporali multivariate, sono stati introdotti tre algoritmi di clustering, con
'obiettivo di trovare la soluzione computazionalmente pitl veloce. E stata posta una
particolare attenzione su una nuova implementazione di TimeSeriesKk Means con distanza
FastDTW, sfruttando la sua complessita lineare. Gli altri due algoritmi servono invece
come benchmark per 'efficienza computazionale e la qualita dei risultati. Nonostante la
diversita degli approcci, i tre metodi giungono a simili risultati, evidenziando la robustezza
e la qualita dei dati finanziari utilizzati. Degno di nota & come tutti gli algoritmi rivelino
forti similitudini nei dati di bilancio tra aziende tradizionalmente non cicliche e quelle
tecnologiche dopo il 2017, segnalando un cambiamento nelle dinamiche di mercato che le
classificazioni settoriali tradizionali non riescono a catturare. La tesi dimostra come un
approccio guidato dal machine learning, puo scoprire relazioni tra le aziende che vanno
oltre i confini settoriali convenzionali. Questo quadro metodologico non solo offre una
comprensione raffinata delle classificazioni aziendali, ma presenta anche un veicolo di in-
vestimento innovativo per coloro che cercano soluzioni bilanciate nel rischio e rendimento.
Raggiungendo i suoi obiettivi, questa ricerca getta le basi per futuri studi che potrebbero
esplorare ulteriormente l'interazione tra il clustering finanziario e indicatori economici
pit ampi. I risultati sottolineano il potenziale dell’integrazione del machine learning con
Iesperienza finanziaria per navigare nel panorama, sempre pitt complesso e guidato dai
dati, dell’analisi finanziaria, offrendo spunti d’azione sia per applicazioni accademiche che

pratiche nel campo della finanza.

Parole chiave: FastDTW, Clustering Serie Storiche Multivariate, TimeSeriesKMeans,
S&P500, Aziende Cicliche e Non Cicliche
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Introduction

In the evolving landscape of financial analytics, this thesis sets out to redefine the cluster-
ing of companies within the S&P500 index, the United States stock market index tracking
the performance of the 500 largest companies by capitalization, spanning from January
2007 to December 2022. The research pivots on two primary objectives, each addressing

a critical aspect of contemporary financial analysis.

In the realm of finance, categorizing entities has always been a crucial tool for analy-
sis and forecasting, with sector-based classification being particularly prevalent. This
method, initially introduced by the Global Industry Classification Standard (GICS) in
1999, has remained largely unchanged, except for occasional reassignments of certain
companies to different sectors. The core idea behind this categorization is to evaluate
companies based on their primary revenue sources, alongside considering their earnings
and market reputation. Over time, this sector-based classification has proven to be the
most reliable method in finance, finding applications in various domains. For instance, the
current state of the art assumes companies as Cyclical (tending to follow market trends)
or Non-Cyclical (more stable, less affected by economic cycles), depending merely on their
sector [11]. This distinction is vital in finance, offering general investment guidance, es-
pecially during economic downturns. However, this binary classification, rooted in sector
affiliation, has its limitations. Given the diversity within sectors, it’s not always accurate
to label all companies within a sector the same. This is more of a broad generalization
rather than a rule. To address this issue, this thesis proposes refining the traditional
sector-based approach by incorporating machine learning techniques combined with ex-
pert financial insight. This involves selecting key features that reflect a company’s market
behavior, as guided by my advisor, and using these as a basis for analysis. The proposed
method employs clustering algorithms on company balance sheet data to identify patterns
over time, integrating these findings with existing sector classifications. This innovative
hybrid approach aims to provide a more nuanced distinction between Cyclical and Non-
Cyclical companies, leveraging both traditional sector classifications and in-depth analysis

of financial data.



2 | Introduction

Another goal of this thesis is to enhance the efficiency of the algorithm used for clustering
companies based on their balance sheet data, particularly within time series analysis.
Dynamic Time Warping (DTW) is widely recognized in the literature for its effectiveness
in handling time series data due to its adaptive properties. However, its computational
complexity is a significant drawback, especially in an era where data volumes are growing
exponentially, necessitating more computationally efficient solutions for measuring time
series distances. To address this challenge, it has been introduced in the current state of
the art an improved version of DTW, known as FastDTW [16], which maintains the quality
of DTW, while significantly reducing computational demands from a quadratic to a linear
complexity. Despite these advancements, the application of FastDTW in the context
of multivariate time series, which involves analyzing multiple time-dependent variables
for each company, remains underdeveloped, particularly in clustering algorithms. This
thesis seeks to fill this gap by introducing a novel algorithm, TimeSeriesKMeansFastDTW,
designed to handle multivariate time series. This algorithm integrates the efficiency of
FastDTW with the TimeSeriesKMeans approach, first introduced in the tslearn library
in 2016, to offer a fast and effective clustering solution. To evaluate the performance
of this new algorithm, it was compared against two other clustering methods in terms
of both quality and computational speed. A ’Fuzzy Algorithm with Ensemble Method’
was used as a benchmark for result quality, based on the literature’s assertion that the
combination of fuzzy clustering and ensemble methods yields the most reliable outcomes,
a concept further elaborated in chapter 4. Additionally, the standard TimeSeriesKMeans

using DTW distance was employed as a benchmark for assessing time complexity.

The innovative contributions of this work include the introduction of new definitions
for cyclical and non-cyclical companies, derived from a novel methodology that merges
balance sheet data of companies with their respective sectors. Additionally, this thesis
has developed a novel, rapid clustering algorithm tailored for multivariate time series.
This new algorithm integrates the reliability and scalability of the TimeSeriesKMeans
approach with the efficiency of FastDTW’s linear complexity, enhancing the analysis of

time series data.

In the final analysis, portfolios constructed from the clustering outcomes of the three
clustering methods will be evaluated using diverse financial metrics. This comparison aims
to extract additional valuable insights, demonstrating the quality of the input data and
uncovering hidden company similarities not evident without the use of machine learning
clustering algorithms. By navigating through these diverse methodologies, the thesis

contributes a novel perspective to financial data analysis.
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The thesis structure is as follows:

e Chapter 1 sets the stage by exploring the historical context and current definitions of
cyclical and non-cyclical companies, including GICS classification, their application

in finance, and the integration of expert judgment with machine learning techniques.
e Chapter 2 describes the dataset used for clustering analysis.

e Chapter 3 outlines the theoretical framework, covering state-of-the-art knowledge

for clustering time series data, both univariate and multivariate.

e Chapter 4 details the implementation of three algorithms, comparing two bench-

marks against a novel FastDTW multivariate time series clustering approach.
e Chapter 5 evaluates these algorithms and their portfolios through financial metrics.

e Chapter 6 concludes the thesis and suggests potential enhancements for more accu-

rate clustering results sensitive to external factors.
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]_ ‘ Background History and

Definitions

1.1. Cyclical and Non Cyclical Companies

In the ever-fluctuating landscape of global economics, the distinction between cyclical
and non-cyclical companies stands as a foundational concept in financial analysis and
investment strategy. This categorization, deeply anchored in economic theory and the
tangible realities of market behavior, serves as an indispensable tool for investors, analysts,
and policymakers. It guides them in navigating the intricate and often complex terrain
of financial markets, where understanding the nuances of company classifications is vital

for strategic decision-making.

The concept of distinguishing between cyclical and non-cyclical companies is not a recent
innovation but rather an evolution of thought that has developed alongside economic the-
ory and practice. Its origins can be traced back to the early 20th century, stemming from
the fundamental observations of economic cycles by prominent economists like Nikolai
Kondratieff and Joseph Schumpeter. Kondratieff, a Russian economist, is particularly
noted for his theory of long-term economic cycles, termed ’Kondratieff Waves’. These
cycles, typically spanning 50 to 60 years, depict alternating periods of economic growth
and stagnation, especially evident in the agricultural and commodity markets. Building
upon Kondratieff’s insights, Joseph Schumpeter, an Austrian economist, introduced the
concept of 'creative destruction’. His work significantly emphasized the role of techno-
logical innovation and entrepreneurship in propelling economic development and business
cycles. Schumpeter’s theories illuminated how these dynamic forces instigate the rise and

decline of various industries over time, thus shaping the economic landscape.

In the period following World War II, the global economy embarked on a trajectory
of remarkable growth and transformation, further deepening the understanding of these
economic concepts. The post-war era was marked by an unprecedented surge in indus-

trialization and technological progress, particularly pronounced in the United States and
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Western Europe. This era of rapid economic expansion, accompanied by increased con-
sumer spending and the emergence of new industries, offered fertile ground for applying
and testing the theories of Kondratieff and Schumpeter. Financial analysts, observing
these trends, began to categorize companies based on their responsiveness to the prevail-
ing economic cycles. It was during this time that the terms cyclical and non-cyclical (or
defensive) companies gained prominence, creating a dichotomy based on how closely a

company’s performance correlated with broader economic conditions.

Cyclical companies are identified as those whose performance and profitability are signif-
icantly influenced by the overall state of the economy. These companies typically flourish
during periods of economic expansion, capitalizing on increased consumer spending and
investment. However, they are also more vulnerable during economic downturns, as their
revenues and profits are closely linked to prevailing economic conditions. Their products
or services, often deemed non essential or luxury items, see fluctuating demand based on
the economic climate. When the economy is robust, consumers and businesses are more
inclined to spend on these items, but in times of economic contraction, such expenditure

is usually curtailed, resulting in decreased sales and profits for these cyclical entities.

In contrast, non-cyclical companies exhibit a degree of immunity to economic downturns.
Their performance is not significantly swayed by the larger economic cycle. Often de-
scribed as defensive companies, they typically provide essential goods or services that
remain in constant demand, irrespective of the overall economic conditions. This en-
during stability arises from the nature of their offerings — products or services that are
fundamental necessities in everyday life, such as healthcare, utilities, and basic consumer
goods. Consequently, these companies tend to maintain a steady stream of revenue and
profitability, even during periods of economic recession. This characteristic makes them

a favored choice for investors seeking stability in turbulent economic times.

The distinction between cyclical and non-cyclical companies, thus, becomes a crucial fac-
tor in financial analysis and strategic investment planning. It aids in understanding how
different companies are likely to perform under varying economic scenarios. This under-
standing is pivotal for portfolio diversification, risk management, and aligning investment
strategies with economic forecasts. The ability to identify and categorize companies based
on their cyclical nature enables investors and analysts to make more informed decisions,
optimizing their investment approaches in alignment with the anticipated economic con-

ditions.
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1.2. GICS Classification

The nuanced distinction between cyclical and non-cyclical companies, reflective of their
respective responses to economic cycles, laid the groundwork for the development of ad-
vanced classification systems such as the Global Industry Classification Standard (GICS)
[10]. This sophisticated framework, introduced to accurately capture the complexities of
various industry sectors, has significantly bolstered the analytical process in discerning a
company’s cyclical nature. GICS, a comprehensive and standardized industry classifica-
tion system, was collaboratively developed by MSCI and Standard & Poor’s. Since its
inception in 1999, GICS has aimed to provide an effective tool to encapsulate the breadth,
depth, and evolution of industry sectors. The system intricately categorizes the economy
into 11 sectors, which are further segmented into 24 industry groups, 69 industries, and
158 sub-industries. This hierarchical structure offers a detailed and scalable method for
classifying companies based on their primary business activities, enhancing the precision

of economic analysis.

The deployment of GICS has markedly improved the capacity to evaluate the cyclical or
non-cyclical nature of companies through its detailed sector classification. It facilitates
a more granular analysis of industries and companies, thereby enabling analysts to accu-
rately pinpoint the cyclical tendencies inherent in various business types. For instance,
sectors like Consumer Discretionary or Industrials, as per GICS classification, are gen-
erally viewed as more cyclical. Companies in these sectors, such as those involved in
luxury goods, automotive, and heavy machinery, typically experience fluctuations in sync
with the overall economic climate. In contrast, GICS assists in identifying predominantly
non-cyclical sectors, including Utilities, Healthcare, and Consumer Staples, where com-
panies provide essential services or products, making their performance less dependent
on economic cycles [11]. Furthermore, GICS exhibits the flexibility to adapt to economic
changes, allowing for the reclassification of sectors and industries in response to evolving
economic conditions. This adaptability ensures that classifications remain pertinent and
accurately mirror the current economic realities, a critical aspect in evaluating the cyclical

or non-cyclical nature of companies.

These classifications, refined by GICS, proved invaluable during significant economic up-
heavals such as the 2008 financial crisis and the COVID-19 pandemic. They offered
essential insights into how different sectors were impacted by these crises, thereby guiding
strategic investment and policy decisions. The 2008 financial crisis, for instance, saw a
pronounced downturn in cyclical sectors like real estate, finance, and consumer discre-

tionary, largely due to a dramatic dip in consumer confidence and spending. Companies
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in these sectors, as categorized by GICS, faced substantial losses triggered by the housing
market collapse and the subsequent financial turmoil. In contrast, non-cyclical sectors
like utilities, healthcare, and consumer staples demonstrated resilience during this period.
The stability of these sectors, underscored by their essential services and products, was
maintained despite the economic downturn, as evidenced by their steady performance.
Similarly, the COVID-19 pandemic’s impact varied significantly across sectors. Cycli-
cal sectors such as travel, hospitality, and non essential retail were severely affected by
lockdowns and social distancing protocols. However, non-cyclical sectors, particularly
healthcare, experienced growth due to an increased demand for medical services and
products, including pharmaceuticals and healthcare equipment. Additionally, sectors like
technology and telecommunications, traditionally more cyclical, displayed non-cyclical
characteristics during the pandemic, driven by the surge in remote working and digital
services. This unexpected shift in sector behavior underscored the dynamic nature of
economic classification and the importance of having a flexible and responsive system like

GICS that can adapt to such unforeseen changes [13].

1.3. Applications in Finance

In the intricate realm of financial markets, the classification of companies into cyclical and
non-cyclical categories, enriched by the Global Industry Classification Standard (GICS),
stands as a pivotal tool in the arsenal of financial analysts, investors, and policymakers.
This classification system, deeply woven into the fabric of economic theory and market
realities, serves as a crucial navigational aid in the complex and often tumultuous world of
financial decision-making. In the world of finance, these classifications have far-reaching
implications, influencing everything from individual investment choices to broad market
strategies [6]. Investors often use the cyclical and non-cyclical dichotomy to tailor their
portfolios according to the economic climate [17]. For instance, during the thriving eco-
nomic period of the mid-2000s, cyclical sectors like real estate and finance were booming.
Investors who capitalized on this trend, such as those investing in the burgeoning housing
market before the 2008 crisis, saw significant returns. However, the subsequent finan-
cial downturn starkly illustrated the risks associated with such cyclical investments. In
contrast, investors who had allocated assets to non-cyclical sectors like healthcare or util-
ities witnessed more stability during this tumultuous period. A practical application of
these classifications is evident in portfolio diversification strategies. A balanced portfo-

lio typically includes a mix of cyclical and non-cyclical stocks to hedge against market
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volatility. For example, during the COVID-19 pandemic, while cyclical sectors like travel
and hospitality suffered immense losses, non-cyclical sectors such as technology and con-
sumer staples (like food and hygiene products) saw an increase in demand. Investors
with diversified portfolios could mitigate the impact of the pandemic on their invest-
ments. Furthermore, market analysts often scrutinize the performance of various GICS
sectors to predict economic trends. A surge in consumer discretionary spending can be
a harbinger of economic growth, while a pivot towards traditionally non-cyclical sectors
like utilities might signal impending economic uncertainty. For instance, leading up to
the 2008 financial crisis, a shift in investment towards more stable sectors was observed,
foreshadowing the impending economic downturn. These classifications offer a framework
for risk assessment and strategic investment. Understanding these classifications enables
investors to employ sector rotation strategies effectively, shifting capital between cyclical
and non-cyclical stocks based on economic forecasts. However, these systems come with
inherent limitations, primarily the opacity and lack of explainability in their classifica-
tions. Often, the reasons behind categorizing a company as either cyclical or non-cyclical
are not clear, particularly when companies span multiple sectors or operate in rapidly
changing industries. This ambiguity can lead to misinformed decisions, as the factors

driving these classifications might not be fully understood.

Traditionally, the classification process into cyclical and non-cyclical categories, includ-
ing those under GICS, has depended heavily on human judgment. This human element
introduces a level of subjectivity that can make classifications seem arbitrary, lacking a
concrete and traceable rationale. Analysts often rely on a mix of qualitative assessments
and sector-based metrics, drawing on their experience and intuition. However, this ap-
proach can lead to inconsistent classifications. The criteria for these classifications can
often be vague, leaving investors and analysts without a clear understanding of the un-
derlying reasons for a company’s categorization. A company might be deemed cyclical
following conventional sector norms, but its specific financial structure or market position
could suggest a different categorization. Addressing these issues, the advent of clustering
machine learning algorithms offers a more objective and transparent approach to classifi-
cation. These algorithms are capable of analyzing large datasets to uncover patterns and
connections not readily visible through traditional analysis. Machine learning algorithms,
by processing complex financial data, market trends, and economic indicators, eliminate
the biases typically associated with human judgment. This leads to classifications that
are based on quantifiable and consistent criteria. One significant advantage of machine
learning in classification is the transparency it brings to the process. Algorithms that

incorporate explainability can provide clear insights into why a company is classified as
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either cyclical or non-cyclical. For example, a machine learning model might classify a
company as non-cyclical because its revenue is less affected by economic fluctuations, a
conclusion based on an in-depth analysis of historical financial data. Moreover, machine
learning algorithms excel in their adaptability to market changes. Unlike traditional mod-
els, which often lag behind in reflecting changes in market conditions and sector dynamics,
machine learning algorithms continuously update and adapt. They process new data to
provide real-time insights, crucial in sectors affected by rapid technological advancements
or regulatory shifts. Furthermore, machine learning’s capacity to handle complex, multi-
dimensional data leads to a more nuanced approach to classification. This reduces the risk
of oversimplification that is inherent in traditional systems. Such a nuanced approach is
vital in accurately discerning the subtleties within sectors, leading to more precise classi-
fications. For instance, in the technology sector, which encompasses a variety of business
models from hardware manufacturing to cloud services, traditional methods might label
the entire sector as cyclical. Machine learning, however, can differentiate between com-
panies within the sector based on their susceptibility to economic cycles, offering a more
refined and accurate perspective. This integration of data analytics and machine learning
marks a pivotal shift in financial analysis, moving towards a more data-driven, informed
approach that promises to reshape investment strategies and decision-making processes

in the financial sector.

1.4. Integrating Machine Learning with Human Ex-
pertise

In the intricate world of financial analysis, the application of machine learning (ML)
techniques demands a foundational emphasis on the quality of data, meticulous tuning
of algorithmic parameters, and a harmonious blend of expert knowledge. The axiom
"garbage in, garbage out" holds especially true in ML; the algorithm’s efficacy is deeply
intertwined with the caliber of its input data. For ML to be a transformative tool in
finance, data must not only be accurate, avoiding misleading errors, but also complete,
ensuring that the models developed don’t suffer from biases or overfitting. Equally im-
portant is the timeliness of this data. Financial markets are in constant flux, and data
that lags behind current trends can render ML models obsolete. Moreover, the relevance
of data is a key factor; data must align precisely with the specific financial queries at hand

to ensure the resultant models are targeted and effective.
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Tuning the parameters of ML algorithms is another critical task, akin to setting the sails
for a journey. The performance of ML models in finance heavily relies on finding the
optimal balance of these parameters, such as the learning rate or the optimal number of
clusters. This tuning is vital to avoid overfitting, where a model might perform exception-
ally on training data but fail miserably in real-world scenarios, and underfitting, where

the model fails to capture the underlying patterns in the data altogether.

Integrating expert financial knowledge with ML techniques elevates the potential of these
models significantly. Experts bring a nuanced understanding of the financial markets that
algorithms alone can’t capture. They guide feature selection, ensuring that the ML models
consider the most relevant variables, and play a crucial role in interpreting the outputs of
these models. Their insights are particularly vital in ensuring that ML applications are
aligned with regulatory standards and ethical considerations, a non-negotiable aspect in

areas such as algorithmic trading or robot-advisory services [4].

When applied to finance, this confluence of high-quality data, finely tuned ML models,
and expert insights can lead to groundbreaking advancements. In risk management,
ML can detect intricate patterns signaling potential risks, but it is the expert’s role
to place these risks in the context of the broader economic landscape. Similarly, in
algorithmic trading, while ML algorithms can process vast amounts of data to spot trading
opportunities, it is the acumen of seasoned traders that align these opportunities with
strategic trading objectives. Furthermore, in areas like portfolio management and credit
risk assessment, the interplay of data-driven ML predictions and expert judgment can
lead to more robust, informed decisions. This synergy not only enhances the accuracy
and reliability of financial strategies but also paves the way for innovative approaches to

navigating the complex and ever-evolving world of finance.

In this thesis, we leveraged financial experts’ insights, starting with the selection of key
balance sheet indices by my tutor for clustering companies. Crucially, in developing
a new classification system for cyclical and non-cyclical companies, we also considered
the GICS sector classifications to which each company belongs, merging this with our
clustering findings derived from balance sheet data. We believe that the GICS sector
classification, which reflects financial experts’ views on the companies as we have seen in
the previous section, contains valuable information within its limits. Omitting these sector
labels in our classification of cyclical and non-cyclical companies would have resulted
in the absence of essential details. Therefore, from the beginning to the conclusion of
this innovative methodology, we endeavored to integrate machine learning techniques,

specifically clustering algorithms, with the expertise of financial professionals.
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2 Description of the Data Set

In this thesis, I embarked on a journey to meld the precision of machine learning with the
nuance of financial expertise, aiming to unravel deeper insights within the financial world.
My focus has been on clustering companies within the S&P500, spanning from January
2007 to December 2022. This exploration seeks to augment and refine the cyclical and non-
cyclical classifications of the Global Industry Classification Standard (GICS), enhancing

its efficiency and transparency.

This research’s foundation was established with the invaluable guidance of my tutor,
whose deep understanding of finance sharpened our approach. Together, we focused on
nine financial indices extracted from publicly accessible company balance sheets, each
providing unique insights into the financial health and market behavior of companies.
Below are the indices we considered, along with their interpretation in the context of

cyclical and non-cyclical classification:

1. Close-to-Close Daily Returns:

e Definition: This metric measures the daily percentage change in a company’s

stock price

¢ Relevance to Cyclicity: It provides insights into the market’s daily sen-
timent towards the company. High volatility in close-to-close daily returns
might indicate a company’s sensitivity to market conditions, a characteristic

often associated with cyclical companies.

2. Earnings Yield:

e Definition: It is calculated as earnings per share divided by the stock price,

essentially the inverse of the price-to-earnings ratio.

¢ Relevance to Cyclicity: It offers a measure of profitability relative to stock
price. A stable or increasing earnings yield, even during economic downturns,

may suggest a company’s non-cyclical nature
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3. Free Cash Flow Yield:

e Definition: It is the free cash flow per share divided by the current market

price of the stock.

e Relevance to Cyclicity: It indicates how much cash a company generates
relative to its share price. Companies with high and stable free cash flow
yields are often considered less cyclical, as they have better liquidity to weather

economic downturns.
4. Revenues Yield:
e Definition: This is calculated as revenue per share over the stock price.

e Relevance to Cyclicity: Consistent or growing revenue yield, irrespective
of economic cycles, can be a sign of a non-cyclical company, indicating steady

demand for its products or services.
5. EBITDA Yield:
e Definition: It is EBITDA per share divided by the stock price.

¢ Relevance to Cyclicity: This metric offers insight into a company’s opera-
tional efficiency and earnings potential. A stable or growing EBITDA yield,

even in economic downturns, can indicate a non-cyclical nature.
6. Book Value Yield:
e Definition: Calculated as book value per share over the stock price.

e Relevance to Cyclicity: It reflects the underlying value of the company.
Companies with high book value yields may be seen as less cyclical since they
have substantial intrinsic value that can provide a buffer in economic down-

turns.
7. EV/EBITDA:

e Definition: Enterprise Value (EV) divided by Earnings Before Interest, Taxes,
Depreciation, and Amortization (EBITDA).

¢ Relevance to Cyclicity: This valuation metric compares the value of a
company, including debt and excluding cash, to its actual earnings. Lower
EV/EBITDA ratios can indicate undervaluation and potentially less cyclical

nature, as the company might be more resilient due to its strong earnings base.
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8. Dividend Yield:

e Definition: It is calculated as annual dividends per share divided by the stock

price.

e Relevance to Cyclicity: A stable or increasing dividend yield can be indica-
tive of a non-cyclical company, as it suggests consistent earnings and cash flow,

enabling the company to pay dividends even in challenging economic times.
9. Total Payout Ratio:

e Definition: This ratio measures the total amount of dividends and share

buybacks divided by net income.

¢ Relevance to Cyclicity: A manageable total payout ratio indicates a com-
pany’s ability to return value to shareholders without compromising its finan-
cial stability. Companies with sustainable payout ratios are often less impacted

by economic cycles.

The careful selection of indices, also shown summarized in Table 2.1, laid the groundwork
for an in-depth analysis of our 16-year multivariate dataset, segmented into 64 quarters
to capture the nuanced variations among companies. This level of detail was particularly
vital for those indices that change quarterly, thereby facilitating a more comprehensive

and accurate evaluation.

Our research involves applying and comparing state-of-the-art multivariate time series
clustering algorithms alongside a bespoke version specifically developed for this study,
with a keen focus on computational complexity. In our analysis, we adopted a two-
pronged approach with our innovative multivariate time series clustering algorithms. On
the one hand, we focused exclusively on the Close-to-Close Daily Returns, which reflect
the market’s day-to-day valuation of companies. This index, directly influenced by the
stock market, often encapsulates investors’ perceptions of a company’s future value. On
the other hand, we applied the same clustering techniques to the remaining eight indices
derived from the companies’ balance sheets. These indices represent more absolute and
empirical data, offering a contrast to the potentially more speculative daily price fluctu-

ations.

This bifurcated approach, far from being a mere technicality, was a strategic decision
aimed at testing the quality and robustness of our data. By employing and comparing
these distinct methodologies, our goal was to assess the consistency and reliability of our

clustering results. It’s important to clarify that while we hope to achieve similar outcomes
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when applying different multivariate clustering algorithms to both the daily prices dataset
and the other eight indices, we do not necessarily expect the clustering results to be iden-
tical. In fact, we anticipate different results due to the inherent nature of the data sources.
The daily prices, influenced by market speculation and volatility, are expected to present
a different clustering pattern compared to the more stable and empirical data derived
from balance sheets. Additionally, If we observe consistent clustering patterns across a
range of methodologies, it would highlight the robustness and suitability of the data we
have chosen for this sophisticated clustering analysis. This comprehensive approach is

central to the ambition of this thesis to offer new insights in financial analysis.

By examining S&P500 companies through this dual perspective, we aim to delve deeper
into their cyclical behaviors and make a meaningful contribution to the broader conver-
sation in financial analytics. This endeavor is a progressive step towards enhancing our
understanding and categorization of companies within the ever-shifting landscape of the
financial market. Specifically, we have enhanced the traditional cyclical and non-cyclical
classification, as delineated by the GICS sectors, by melding our clustering results with
more mainstream classifications to boost their accuracy and transparency. We then eval-
uated our combined findings using various financial indices to assess their nature and
performance within the specified timeframe. The application of our algorithms, and the
detailed outcomes of this research, will be thoroughly presented in the chapter 4 and 5 of
this thesis.
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Indexes Definitions Relevance to
Cyclicity
Close-to- Daily stock price Indicates market
Close Daily change percentage. sentiment; high
Returns volatility suggests
cyclical sensitivity.
Earnings Earnings per share Profitability
Yield divided by stock indicator; stable or
price. increasing yield
suggests non-cyclical
nature.
Free Cash Free cash flow per Cash generation
Flow Yield share divided by measure; high, stable
stock price. yields suggest lower
cyclicity.
Revenue Revenue per share Revenue consistency
Yield divided by stock indicates steady
price. demand, hinting at
non-cyclicality.
EBITDA EBITDA per share Operational efficiency
Yield divided by stock indicator; stable or
price. growing yield
suggests non-cyclicity.
Book Value Book value per share | Reflects intrinsic
Yield divided by stock value; high yield
price. suggests lower
cyclicity.
EV/EBITDA | Enterprise Value Valuation metric;
divided by EBITDA. | lower ratios can
indicate less cyclicity.
Dividend Annual dividends per | Stable or growing
Yield share divided by yield suggests

stock price.

consistent earnings,
indicating
non-cyclicity.

Total Payout
Ratio

Dividends and
buybacks divided by

net income.

Sustainable ratios
indicate stability,
suggesting lower
cyclicity.

Table 2.1: Summary of Financial Metrics and Their Relevance to Cyclicity

17
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3 Theoretical Framework

The upcoming section of my thesis will explore the advanced landscape of machine learn-
ing techniques that are essential for grouping time series data, focusing especially on their
computational complexity. We will investigate the various types of distance metrics that
are crucial for this type of analysis, understanding how they influence the speed and
performance of clustering processes. Following that, we’ll assess a range of sophisticated
algorithmic strategies designed for clustering, discussing their characteristics and com-
plexity, identifying opportunities for optimization and acceleration. The discussion will
culminate in an analysis of how these optimization techniques specifically apply to the
complex environment of multivariate time series, aiming to streamline these algorithms

for faster and more effective analysis.

3.1. Univariate Timeseries

3.1.1. Distances

Euclidean

In the analytical study of time series, the Euclidean distance is traditionally employed to
measure the dissimilarity between two datasets. Consider two time series X and Y, each
composed of n observations. The Euclidean distance between these series, Dgy.(X,Y), is
mathematically defined as the square root of the sum of the squared discrepancies between

each corresponding pair of observations:

DEuc(Xa Y) =

This distance metric aggregates the square of the differences across the entire set of
observations, providing a straightforward measure of disparity. Despite its utility, the

Fuclidean distance metric has recognized limitations when applied to time series data:

1. Vulnerability to Temporal Displacement: its primary limitation is the inherent
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inability to accurately reflect the similarity between sequences that are identical in
shape but not aligned in the time dimension. For instance, if one series is merely
a delayed replica of the other, the Euclidean distance would erroneously indicate a

high dissimilarity.

. Constraint of Equal Length: another constraint of the Euclidean distance is its

applicability exclusively to time series of equivalent lengths, thereby restricting its

use in cases where the sequences under comparison vary in duration.

Dynamic Time Warping (DTW)

To surmount these limitations, the Dynamic Time Warping (DTW) algorithm has been

adopted. DTW facilitates the alignment of two time series that may differ in speed or be

out of phase. The procedure for computing the DTW distance between two time series

X and Y is as follows:

1. Matrix Construction: A matrix M is established wherein each element M (i, j)

signifies the distance, often expressed as the squared difference, between the ith and

jth points in series X and Y, respectively.

. Cumulative Distance Matrix Computation: A matrix W is then computed,

where each element W (7, j) incorporates the minimum cumulative distance from
three potential preceding steps added to the current distance M (i, j), precisely de-

fined as:

W(i,j)=M(,j)+min(W(i —1,7),W(i,j —1),W(E—1,7 —1)).

. Path Finding: An optimal path is traced that minimizes the aggregate distance

from the initial point W1, 1] to the terminal point Wn, m], where n, m are the two

functions respective length.

. Distance Calculation: The DTW distance is thus determined by the value at

W n,m], encapsulating the minimal cumulative distance between the two sequences.

This whole procedure can be summarized by the following graph:
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Figure 3.1: A cost matrix with the minimum distance warp path traced through it

DTW is valued for its ability to provide a meaningful and intuitive measure of similarity
between time series, accounting for potential temporal discrepancies and variations in
sequence lengths. It is especially useful when the precise timing of observations is less
critical than the overall pattern observed, as is common in applications ranging from

speech recognition to financial trend analysis [5, 18].

The computational intricacies of DTW are readily apparent when considering its appli-
cation to time series analysis. Each element within the matrix, defined by the lengths
of the two series, | X| and |Y|, is populated precisely once, and each computation within
this matrix occurs in constant time. This results in both the time and space complexity
being proportional to the product of the lengths of the two series, denoted as O(N?)
when N = |X| = |Y|. Such quadratic complexity is notably onerous in terms of memory
consumption, with even moderately sized time series reaching into the terabyte range
for storage requirements. This poses substantial challenges in financial analysis or other
domains characterized by large datasets. The necessity for optimization, such as the impo-
sition of constraints on the warping path, becomes imperative for the practical application
of DTW in such contexts.
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The significant computational demands of Dynamic Time Warping (DTW), both in terms
of time and space, necessitate methods to enhance its efficiency. To accelerate DTW, three

main strategies are typically employed:

1. Constraints: This method involves limiting the cells evaluated within the cost
matrix. By applying constraints [14], fewer cells are considered during the DTW
process, which speeds up the computation. Two common constraints are the Sakoe-
Chuba Band [15] and the Itakura [8] Parallelogram, both limiting the width of the
area in the cost matrix that DTW examines. Although constraints expedite the
process, they may not always yield the globally optimal warp path, especially if
the true path lies outside the constrained window. This approach is particularly
effective when the expected warp path is nearly linear, passing diagonally through
the cost matrix. However, it’s less effective for time series with events that start and
stop at drastically different times, as it might require evaluating almost the entire
matrix to find the optimal path. Using constraints speeds up DTW by a constant
factor, but the DTW algorithm is still O(N?)) if the size of the input window is a

function of the length of the input time series.

11l 11
1 11
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1
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Figure 3.2: Two constraints: Sakoe-Chuba Band (left) and an Itakura Parallelogram
(right), both have a width of 5.

2. Data Abstraction: This technique involves applying DTW to a simplified version
of the data. By reducing the size of the time series, the number of cells in the
cost matrix becomes more manageable, allowing for quicker computations. After
determining a warp path on this lower-resolution data, the path is then mapped
back to the full-resolution matrix. While this method can significantly speed up
DTW, it may compromise accuracy, particularly at higher levels of data abstraction.

This is because projecting a warp path from a lower to a higher resolution often
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misses critical local variations. However, the result is that DTW is sped up by a

large constant factor, but the algorithm still runs in O(N?)) time and space.

11 -+ 1/5 - 1/1

|-w_.£

Y
T

Figure 3.3: Speeding up DTW by data abstraction

3. Indexing: This strategy utilizes lower-bounding functions to decrease the number
of instances where DTW needs to be executed, especially useful in tasks like clus-
tering or identifying the most similar time series in a set. Indexing can notably
reduce the overall computational effort by limiting the application of DTW, though
it doesn’t inherently make the DTW algorithm itself faster.

Each method tackles the computational demands of Dynamic Time Warping (DTW) in
a unique manner, balancing the trade-offs between computational speed and accuracy.
Constraints and data abstraction are directly involved in modifying the DTW process
itself, while indexing adopts a more holistic strategy, aiming to lessen the overall need
for DTW in various applications. However, it’s important to note that these methods,
despite their effectiveness in certain aspects, do not fundamentally alter the inherent com-
putational complexity of DTW. The algorithm, in its most optimized form, still operates
with a time complexity of O(N?), which remains a significant challenge, especially when

dealing with large datasets.
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FastDT'W

In response to these challenges, the FastDTW algorithm proposed by Stan Salvador and
Philip Chan [16] emerges as a groundbreaking solution. It introduces a nuanced, multi-
level strategy comprising coarsening, projection, and refinement phases. This approach
significantly reduces the complexity of D'TW, making it more adaptable and efficient for
handling large-scale time series data, without compromising the accuracy of the results.
Let’s delve into the core components of the FastDTW algorithm and understand how it

revolutionizes the process of time series analysis.
The FastDTW algorithm can be summarized in three fundamental steps:

1. Coarsening: This phase involves condensing a time series into a more compact
form that closely mirrors the original series’ trajectory but with fewer data points.
By averaging adjacent data pairs, the algorithm effectively reduces the time series
size by half. Repeatedly applying coarsening generates multiple resolutions of the

time series.

2. Projection: At this stage, a minimum-distance warp path is identified at a lower
resolution. This path then serves as the preliminary blueprint for determining a
similar path at a higher resolution. As each level of resolution doubles the detail,
one point from the lower resolution can correspond to at least four points in the

higher resolution, though this number might increase if the series lengths differ.

3. Refinement: Here, the warp path derived from the lower resolution is fine-tuned
through localized adjustments. The area for these adjustments, or the neighborhood,

is defined by the radius parameter.

Through the coarsening process, the time series is made more manageable in terms of
size, allowing for easier computation at subsequent stages. The projection step involves
mapping the warp path from a lower resolution to a higher one, which then undergoes
refinement to establish the optimal warp path within the defined neighborhood. In com-
parison to the standard DTW, which operates with a complexity of O(N?), the FastDTW
algorithm significantly reduces the computational load. Instead of filling every cell in the
cost matrix, FastDTW focuses only on those near the projected path. Consequently, as
the length of the warp path increases linearly with the size of the time series, FastDTW
achieves an overall complexity of O(N). FastDTW commences by creating various res-
olutions through coarsening. An illustration of this can be seen in Figure 3.4, where
four different resolutions are generated. The algorithm first applies standard DTW to

the lowest resolution time series to determine the initial warp path. This path is then
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projected to successively higher resolutions, where the projection from a 1/8 resolution
is heavily shaded at the 1/4 resolution. This projected path serves as the foundation for

the subsequent refinement process.

18 = 14 = 12 = 11

Figure 3.4: The four different resolutions evaluated during a complete run of the FastDTW
Algorithm

In refining the projected path, FastDTW employs a constrained version of the DTW
algorithm that assesses only the cells within the projected warp path. This approach
pinpoints the optimal warp path within the projected area from the lower resolution.
However, it’s important to acknowledge that the full optimal warp path might not be
entirely within this projected area. To enhance the likelihood of finding the most accurate
solution, FastDTW incorporates a radius parameter. This parameter extends the analysis
to include additional cells adjacent to the projected path, thus broadening the search area
during the refinement phase. For instance, in Figure 3.4, the radius parameter is set to
1, and the cells evaluated due to this radius are indicated by lighter shading. After
refining the warp path at the 1/4 resolution, the algorithm projects this path to the
1/2 resolution, where it is expanded by the radius of 1 and refined once again. The
process culminates with the projection of the warp path to the full resolution (1/1),
as demonstrated in Figure 3.4. The projection is again expanded by the radius and
undergoes a final refinement to produce the algorithm’s output. It’s noteworthy that the
warp path identified by FastDTW, as shown in Figure 3.4, matches the optimal path
determined by the standard DTW algorithm in Figure 3.1. However, FastDTW evaluates
significantly fewer cells, only the shaded ones, in contrast to the standard DTW, which

assesses every cell in the cost matrix.

The pseudocode for FastDTW, illustrated in the next Figure , outlines the algorithm’s
operations, inputting two time series X,Y with their length given by |X]|,|Y| and the
radius parameter and outputting a warp path and the distance between the two series

along this path. The algorithm’s recursive nature involves coarsening the time series to
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create lower-resolution versions, followed by path projection and refinement across these

resolutions, culminating in the warp path’s identification at full resolution.

Algorithm 3.1 FastDTW
1: Integer minTSsize = radius + 2
2: if |X| < minTSsize or |Y| < minTSsize then

3:  Base Case: for a very small time series run the full DTW algorithm

4:  return DTW(X)Y)

5: else

6 Recursive Case: Project the warp path from a coarser resolution onto the current

resolution. Run DTW only along the projected path (and also ‘radius’ cells from
the projected path).

7. Timeseries shrunkX = X.reduceByHalf()

8:  Timeseries shrunkY = Y.reduceByHalf()

9:  WarpPath lowResPath = FastDTW (shrunkX, shrunkY, radius)

10:  SearchWindow window = ExpandedResWindow (lowResPath, X, Y, radius)

11:  return DTW(X,Y, window)

12: end if

13: end algorithm

We will delve now into a theoretical analysis of the FastDTW algorithm, concentrating
on its aspects of time and space complexity. For the sake of this analysis, we’ll examine
two time series, X and Y, each spanning a length of N. This examination will be con-
ducted under the assumption of worst-case scenarios to ensure clarity and precision in our

findings.

Time Complexity of FastDTW

The number of cells filled by FastDTW in a single resolution equates to the cells in the
projected warp path plus any cells within a radius, denoted as r, around this path. A
straight diagonal projected warp path, representing the worst case, is shown in Figure 3.5.
The maximum number of cells for a path in a resolution with N points is 3N + 2(2Nr) =
N (4r+3). The length of the time series at each resolution follows a halving sequence from
the original N points: N, N/2, N/4,...,2,1. Hence, the total number of cells evaluated
at all resolutions is 2N (4r + 3). Creating coarser resolutions and tracing the warp path

through the matrix add to the time complexity. The time required for creating resolutions
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is proportional to the total number of points across all resolutions, which is 2N, and
doubling it for both time series leads to 4/N. The worst-case length for tracing warp paths
across all resolutions is also 4 N. Therefore, the worst-case time complexity of FastDTW

is N(8r + 14), which simplifies to O(N) if r is a small constant value.

Space Complexity of FastDTW

FastDTW’s space complexity comprises the storage for resolutions, the maximum size
of the cost matrix at any one time, and the warp path’s memory storage. Storing all
resolutions other than the full resolution for both time series requires 2N space. The
space needed for the cost matrix is the maximum size created for the full resolution
matrix, calculated as N(4r 4+ 3). The space for storing the warp path equals the longest
possible warp path at full resolution, which is 2/N. Summing up these components, the
worst-case space complexity of FastDTW is N (4r+7), which remains O(N) if r is a small
constant value. FastDTW, therefore, offers a linear complexity both in terms of time and
space, assuming 7 is small, making it a more feasible and efficient method for analyzing

long time series compared to the standard quadratic complexity of DTW.

1/2 - 11

Figure 3.5: Maximum (worst case) number of cells evaluated for a radius of 1
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Based Shape Distance

The Shape-Based Distance (SBD) is another approach used in time series analysis, par-

ticularly for clustering and classification tasks. It differs significantly from Dynamic Time

Warping (DTW) and its optimized version, FastDTW, in terms of both its algorithmic

approach and computational complexity. Here it is how it is calculated:

1.

Normalization: SBD starts with the normalization of time series to have zero mean
and unit variance. Each time series X = (z1,x2,...,2,) and Y = (Y1, Y2, ..., Yn) 18
normalized to zero mean and unit variance, which is defined as:

X - Y —
— 2 v =

ox Oy

X/

where p denotes the mean and o the standard deviation of the respective time series.

Cross-Correlation: The core of SBD is calculating the cross-correlation between
pairs of time series. Cross-correlation measures the similarity between two time
series as a function of the displacement of one relative to the other. The cross-

correlation at lag k& between X’ and Y’ is given by:
n—k

o) =S Xy
i=1

Maximization: To find the alignment that maximizes the similarity, the SBD is

determined by the lag k that maximizes the cross-correlation:

kmax = argmax C'(k).
k
This maximum value represents the point where the shapes of the two time series

align best.

Distance Computation: The SBD is then calculated as one minus the maxi-
mum normalized cross-correlation coefficient, ensuring that identical shapes yield a

distance of zero:

- C(k)
SBD(X',Y') =1—max .
Y (@X@-ZY&)

where the maximum is taken over all possible lags k.

The SBD, unlike DTW which emphasizes the optimal alignment over time, seeks the
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optimal shape alignment regardless of phase shifts and time distortions. This focus on
shape rather than timing makes SBD particularly suited for problems where the pattern

of movement is more important than the specific timing of events.

e Algorithmic Approach: while DTW and FastDTW focus on aligning time series
by stretching and compressing them along the time axis, SBD centers on the shape of
the time series irrespective of their phase and amplitude. SBD does not attempt to

warp the time axis but rather seeks the best alignment in terms of shape similarity.

e Sensitivity to Noise: DTW is generally more robust against noise in the data, as
it can align similar patterns despite minor fluctuations. SBD, by focusing solely on
shape, might be more sensitive to noise that affects the overall shape of the time

series.

e Time Complexity: DTW has a quadratic time complexity O(N?), which is re-
duced to linear O(N) in the FastDTW algorithm through a multi-level approxima-
tion approach. In contrast, SBD can be computationally more efficient, especially
when the Fast Fourier Transform (FFT) is used for calculating cross-correlations.
The FFT-based approach typically makes SBD’s time complexity O(N log V), which
is faster than the standard DTW.

e Applicability: DTW is more versatile in applications where the exact timing of
events within the time series is crucial. SBD is more appropriate when the over-
all shape or pattern is more important than the exact timing, such as in gesture

recognition or motif discovery in time series data.

In essence, Shape-Based Distance offers a different perspective on time series similarity
by focusing on shape alignment, which can be more efficient in certain scenarios due to
its lower computational complexity compared to standard DTW. However, DTW and
FastDTW may still be preferred in situations where time alignment is critical and where

there’s a need to handle variability in speed and timing within the time series.
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3.1.2. Clustering Algorithms

In this comprehensive section, we delve into the current state-of-the-art clustering algo-
rithms specifically designed for univariate time series analysis, with a particular focus on

their computational complexity:.

Timeseries Kmeans

The TimeSeriesKMeans algorithm is an adaptation of the classic K-means algorithm
tailored for time series data. Time series data presents unique challenges compared to
traditional clustering tasks due to its sequential nature, potential for varying lengths,
and the importance of time-dependent features. Here’s a detailed breakdown of how

TimeSeriesKMeans works:

1. Initialization: Similar to standard K-means, TimeSeriesKMeans begins by ini-
tializing k centroids. These centroids can be initialized randomly or using more

sophisticated methods to improve convergence.

2. Assignment Step: Each time series in the dataset is assigned to the nearest cen-
troid. The notion of "nearest" is typically based on a distance metric appropriate for
time series, such as Dynamic Time Warping (DTW), Euclidean distance, or others.
For unequal length time series, methods like DTW are preferred as they can align

time series effectively.

3. Update Step: After all time series are assigned to clusters, the centroids of these
clusters are recalculated. This step can be more complex than in traditional K-
means due to the nature of time series data. For example, when using DTW, the
centroid update is not a straightforward mean but often involves more complex
procedures like DTW Barycenter Averaging (DBA).

4. Tteration: Steps 2 and 3 are repeated until the centroids stabilize (i.e., changes
in centroids are below a certain threshold) or a maximum number of iterations is

reached.

The Dynamic Time Warping Barycenter Averaging (DBA) is a method used to calculate
the centroid of a cluster of time series data, especially in the context of clustering algo-
rithms like TimeSeriesKMeans. It is particularly useful when dealing with time series that
may be out of phase or vary in speed. The DBA algorithm computes a centroid that is a
more representative average of the time series in the cluster, considering their temporal

alignment.
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Here is how it works:

1. Initialization: Start with an initial estimate of the centroid. This can be a ran-

domly chosen time series from the cluster or the result of a simple averaging method.
2. Iterative Refinement:

(a) Assign Weights: For each time series in the cluster, align it with the current
estimate of the centroid using Dynamic Time Warping (DTW). This alignment

creates a mapping between points in the time series and points in the centroid.

(b) Update Centroid: Adjust each point in the centroid by taking a weighted
average of the corresponding points in all time series. The weights come from
the DTW alignment and reflect how often each point in the centroid maps to

points in the individual time series.

3. Repeat: The above step is repeated iteratively. In each iteration, the centroid
is updated to better reflect the average shape of the time series in the cluster,

considering their temporal alignment.

4. Convergence: The process continues until the centroid stabilizes (i.e., changes
between iterations are below a certain threshold) or a maximum number of iterations

is reached.

Hierarchical Clustering

Hierarchical clustering for time series is a method used to group similar time series data
by building a hierarchy of clusters. This process can be particularly effective in time series

analysis due to the natural ordering of data points in time.
Here’s how it works in detail:

1. Distance Measure: First, a suitable distance measure is chosen to quantify the
similarity between time series. Common choices include Euclidean distance, Dy-
namic Time Warping (DTW), or others, depending on the nature of the data and

desired outcomes.

2. Creating Clusters: Each time series initially represents a single cluster. Hierar-

chical clustering then proceeds iteratively:

(a) Agglomerative Approach: This "bottom-up" approach starts with each

time series as a separate cluster and merges them step by step. At each step, the
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two closest clusters (according to the chosen distance measure) are combined
into a single cluster. This process is repeated until all time series are grouped

into a single cluster or a desired number of clusters is reached.

(b) Divisive Approach: This "top-down" approach starts with all time series in
one cluster and recursively splits the clusters. At each step, the most dissimilar
time series (or group of time series) are separated out, gradually leading to

individual time series.

3. Dendrogram: A dendrogram, a tree-like diagram, is created to illustrate the series
of merges (or splits) and the level of similarity at which they occur. This visual

representation helps in understanding the data’s clustering structure.

4. Choosing Cluster Number: In practice, a cutoff point in the dendrogram is
chosen to determine the final number of clusters. This can be based on domain

knowledge, cluster validation indices, or other criteria.

The computational complexity of hierarchical clustering is typically higher than that of
TimeSeriesK Means. This is because hierarchical clustering requires the calculation of
distances between all pairs of series for agglomerative approaches or between all possible
sub-cluster pairs for divisive approaches. In contrast, TimeSeriesK Means only requires
distance calculations between each series and the current set of centroids, which is fewer in
number, especially as the number of clusters K is usually much smaller than the number

of series N.
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K-Shape

The K-Shape algorithm is a specialized method for clustering time series data based on
shape [12]. Unlike traditional clustering algorithms that use Euclidean distance or DTW,
K-Shape employs a unique approach that focuses on the shape of the time series rather
than their absolute numerical values or alignment. This makes K-Shape particularly
useful for identifying groups of time series that follow similar patterns or trends. This is
how the K-Shape works:

1. Normalization: The first step in K-Shape is to normalize each time series in the
dataset. This involves scaling each series so that they have a mean of zero and a
standard deviation of one. This normalization is crucial as it allows the algorithm

to focus on the shape of the series rather than their amplitude or scale.

2. Centroid Initialization: K-Shape starts with an initial random assignment of
centroids. These centroids are selected time series from the dataset that serve as

the initial representative shapes for the clusters.
3. Clustering Iterations:

(a) Assignment Step: In this step, each time series is assigned to the cluster
whose centroid has the most similar shape according to SBD. The similarity
is measured using a normalized cross-correlation, which is, as we have seen, a
measure of how similar two series are in shape, regardless of their amplitude

or phase.

(b) Update Step: After all series are assigned to clusters, the centroids of these
clusters are updated. This is done by applying an averaging method that aligns
the shapes of the series within a cluster and averages them to produce a new
centroid. This averaging is not a simple arithmetic mean but involves a more

complex process that maintains the overall shape of the cluster’s series.

4. Tteration: The assignment and update steps are repeated until convergence, typi-
cally when the assignments stop changing or only change minimally between itera-

tions.
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3.2. Multivariate Timeseries

3.2.1. Distances

In the realm of time series analysis, the transition from univariate to multivariate context
introduces a new layer of complexity and nuance, particularly when considering distance
metrics such as Euclidean, Dynamic Time Warping, and FastDTW. This shift from uni-
variate to multivariate series necessitates a reevaluation of these methods, adapting them
to handle the intricacies of multi-dimensional data. This discussion will explore how these
distance metrics are adapted and applied in the multivariate context, drawing contrasts

with their univariate counterparts.

Euclidean

The Euclidean distance, fundamentally a measure of the straight-line distance between
two points in a Euclidean space, extends naturally from univariate to multivariate time
series. In the multivariate scenario, each point of a time series becomes a vector in a
multi-dimensional space. The Euclidean distance is then computed as the root sum-
of-squares of differences across each dimension. Mathematically, for multivariate time
series X = {x1,29,...,x,} and Y = {y1, 92, ..., yn}, where each x; and y; is a vector in

d-dimensional space, the Euclidean distance is defined as:

d

DEuc(X7 Y) - Z Z(xl] - yij)2'

i=1 j=1

The primary challenge in this context is the curse of dimensionality, as increasing the
number of dimensions can lead to a loss of meaningfulness in distance measurement and

an increase in computational complexity.

DTW

Adapting DTW to multivariate time series involves a more nuanced approach than sim-
ply extending the univariate algorithm. The core principle of DTW - aligning two time
series that may vary in time or speed - remains unchanged. However, in the multi-
variate scenario, the warping path is computed by considering the multi-dimensional
aspect of each data point. The distance calculation within the DTW matrix now in-
volves a multi-dimensional difference at each time step, often employing a separate DTW

computation for each dimension and then aggregating these distances. This approach
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allows DTW to find an alignment that minimizes the overall distance across all dimen-
sions, but it significantly increases the computational load and complexity, making the
algorithm more susceptible to the curse of dimensionality. For multivariate time se-
ries X = {xy,29,...,2,} and Y = {y1,¥2,...,Ym}, where each x; and y; is a vector
in d-dimensional space, the DTW distance calculation involves considering the distance
between these multi-dimensional points. The distance between two points in the DTW

matrix can be represented as:

d
M(i,j) = Z(%k — i)
k=1
Here, M (i, j) is the distance between the i-th point in time series X and the j-th point in
time series Y, and d is the number of dimensions. The cumulative distance matrix W in
DTW, where each element W (i, j) represents the minimum cumulative distance to align

the time series up to point ¢ in X and point j in Y, is calculated as:

The DTW distance is then obtained as the value of W (n,m), where n and m are the
lengths of X and Y, respectively.

Independent Variables Approach

Alternatively, DTW can be applied independently to each variable (dimension) of the
multivariate time series and then aggregate these results. In this method, separate DTW
computations are performed for each dimension, and the resulting distances are combined
to form a composite distance measure. This approach allows for customized process-
ing of each dimension, potentially increasing interpretability and flexibility in handling
datasets with diverse characteristics. The distance between multivariate time series in

this approach can be represented as an aggregation of individual distances:

d
Drotar = Z Dprw (Xk, Yr).
k=1

where Dprw (Xy, Yy) is the DTW distance for the k-th dimension.
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FastDT'W

FastDTW in the multivariate context also involves the coarsening, projection, and refine-
ment steps, but now applied to each dimension. The multi-level approach in FastDTW

for multivariate series can be described as follows:

1. Coarsening: Each dimension of the time series is coarsened. If X is a d-dimensional

time series, the coarsened series X’ is given by:

1
X = §(X2k + Xopy1) for all dimensions.

2. Projection: A warp path calculated at a lower resolution is projected to a higher
resolution. The projection process involves mapping each point of the warp path
from the lower resolution to corresponding points in the higher resolution, account-

ing for all dimensions.

3. Refinement: The projected warp path is refined in each dimension, considering

the local variations in the path.

The computational complexity in FastDTW for multivariate series remains linear with
respect to the length of the time series, but it increases with the number of dimensions.
The algorithm’s efficiency is dependent on effectively managing the complexity introduced

by each additional dimension.
Independent Variables Approach

Similar to DTW, FastDTW can also be applied independently to each dimension of the
multivariate time series. This involves performing the coarsening, projection, and refine-
ment steps separately for each variable and then aggregating these individual results. This
method allows for a more tailored approach to each dimension, which can be beneficial

for datasets where dimensions have different characteristics or importance.
Independent Variables Approach vs. Multidimensional Approach

In the realm of multivariate time series analysis, the debate often centers on whether
to adopt an independent variables approach or a multidimensional approach, each with
its distinct strengths and weaknesses. The independent variables approach is valued for
its flexibility, allowing for different preprocessing and weighting for each dimension, thus
enhancing interpretability. This approach is particularly useful when dimensions vary
significantly or have unique characteristics. However, it falls short in capturing inter-

dimensional relationships and poses challenges in effectively aggregating results from dif-
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ferent dimensions. Conversely, the multidimensional approach provides a holistic analysis,
capturing intricate relationships and interactions between dimensions through a unified
computation. This comprehensive perspective is beneficial for datasets where understand-
ing the interplay between various dimensions is critical. The primary drawback of this
approach is its increased computational complexity and somewhat reduced flexibility in
treating each dimension according to its distinct properties. Deciding between indepen-
dent and multidimensional approaches in time series analysis depends on the dataset’s
characteristics and the goals of the analysis. The independent approach suits datasets
needing distinct analysis for each dimension, while the multidimensional approach is bet-
ter for understanding interactions between dimensions. Additionally, computational cost
is a key factor: the independent approach generally requires less computing power, making
it practical for large datasets, whereas the multidimensional approach, though potentially

more insightful, is computationally more demanding.

3.2.2. Clustering Algorithms

In the evolving field of multivariate time series analysis, the adaptation of clustering algo-
rithms like TimeSeriesKMeans, hierarchical clustering, and KShape to multivariate data
presents unique challenges and considerations. This section delves into how these estab-
lished algorithms are modified for multivariate scenarios, highlighting the complexities

involved in extending their univariate methodologies.

Timeseries Kmeans

TimeSeriesK Means, when extended to multivariate time series, adjusts its distance met-
ric computation. For a multivariate series with dimensions d, the algorithm calculates
the distance between each corresponding dimension of two series X and Y, and then ag-
gregates these distances. The algorithm employs the sum of squared distances for each
dimension, which simplifies computation and emphasizes larger discrepancies, thus fo-
cusing on minimizing within-cluster variance. The total distance D can be represented

as:
d

D(X,Y) =) Di(X.Y)).
i=1
Here, where the TimeSeriesKMeans Python command automatically applies the indepen-
dent variables approach , D; is the distance measure for the i-th dimension, and X;,Y;
are the respective i-th dimensional components of X and Y. The aggregation method

must consider the variance and scale of each dimension to ensure a balanced overall dis-
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tance measure. The centroid update in TimeSeriesKMeans for multivariate data involves

computing centroids for each dimension separately, represented as:

where C; is the centroid for the i-th dimension, N is the number of time series, and Xj;

is the ¢-th dimension of the j-th time series.

Hierarchical Clustering

Hierarchical clustering uses a multidimensional distance measure for multivariate time se-
ries. The distance between two multivariate series X and Y can be defined as an extension

of the univariate distance measure, such as Euclidean or DTW, across all dimensions:

d
i=1

where D; is the distance measure for the i-th dimension. The linkage criterion in hi-
erarchical clustering, crucial in a multivariate context, determines the distance between

clusters and influences the resulting cluster structure.

K-Shape

KShape, initially designed for univariate series, faces significant challenges when adapted
to multivariate data. The primary issue is that KShape’s shape-based distance metric,
which aligns series based on their shapes, becomes complex in the multivariate context.
For multivariate series, aligning and computing shape-based distance for each dimen-
sion independently and then aggregating them is not feasible due to the loss of inter-
dimensional dependencies. Extending it to multivariate data would require separate lags
k alignments for each dimension, leading to a loss of coherence between the dimensions.
Therefore, KShape’s application in multivariate time series clustering is limited, and its
effectiveness is constrained compared to algorithms specifically designed for multivariate
data.
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Fuzzy Clustering with Ensemble Methods

In the realm of time series analysis, particularly in the context of clustering multivariate
data, the pursuit of robust and quality results is paramount. A promising approach
to achieving this involves the integration of fuzzy clustering algorithms with ensemble
methods. This section of the thesis delves into this approach, exploring its theoretical

underpinnings and practical advantages.
Fuzzy Clustering Algorithms

Fuzzy clustering algorithms allow data points to belong to multiple clusters simulta-
neously, with varying degrees of membership or probability, rather than being strictly
assigned to a single cluster (hard clustering). This is quantified by membership grades,
which range between 0 and 1. This approach provides a more nuanced and flexible cluster-
ing solution, capturing the inherent uncertainties and overlapping nature present in many
real-world datasets. The Fuzzy C-Means (FCM) algorithm [3], for example, optimizes the

following objective function:

JU V)= |z — v

i=1 j=1

Here, n is the number of data points, ¢ is the number of clusters, wu;; is the degree of
membership of z; in the cluster j, v; is the centroid of cluster j, and m is a fuzzification
parameter. The algorithm iteratively updates the membership grades and the cluster
centroids to minimize the objective function, resulting in a clustering solution where data

points can partially belong to multiple clusters.
Ensemble Methods

Ensemble methods, a concept often used in machine learning, involve combining multiple
models to improve the robustness and accuracy of predictions. In the context of time
series clustering, ensemble methods can be applied by integrating results from multiple
clustering algorithms or iterations, thereby creating a consensus clustering. This approach
not only helps in mitigating the biases and weaknesses of individual clustering models but

also enhances the stability of the clustering results.
Integrating Fuzzy Clustering Algorithms with Ensemble Methods

The integration of fuzzy clustering with ensemble methods creates a powerful tool for
time series analysis, especially in handling multivariate data. This combination leverages

the strengths of both approaches:
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Robust Clustering: Fuzzy clustering’s ability to capture the degrees of mem-
bership adds a layer of granularity to the clustering process. When these nuanced
clustering results are combined through ensemble methods, the final clustering so-
lution becomes more robust, effectively incorporating the subtle similarities and

differences between various time series.

Quality of Results: Ensemble methods enhance the quality of clustering by aver-
aging out errors and reducing variance. By combining fuzzy clustering outputs, the
ensemble approach ensures that the final clustering result is not overly dependent

on any single clustering scheme or specific parameter setting.

Handling Ambiguity: In real-world data, especially in financial time series, am-
biguity and uncertainty are common. Fuzzy clustering algorithms are adept at
handling such ambiguity, and their integration with ensemble methods ensures that
this ambiguity is treated systematically, leading to more reliable and interpretable

results.

Improved Performance in Multivariate Context: For multivariate time series,
where the interdependencies between dimensions are complex, the combination of
fuzzy clustering and ensemble methods can effectively capture these complexities,

leading to a more comprehensive understanding of the underlying patterns.

Several studies have underscored the efficacy of combining fuzzy clustering with ensemble

methods. For instance, research [9] demonstrated the enhanced stability of clustering

results when fuzzy C-means was integrated with ensemble strategies. Other studies [1, 2],

highlighted the improved reliability in clustering when fuzzy methods were combined

with ensemble techniques. This approach, however, presents significant computational

challenges, particularly in handling large datasets. While it provides a comprehensive

understanding of data through its flexible and adaptable nature, the trade-off between

computational efficiency and the quality of results is a key consideration. This balance

becomes increasingly crucial in a data-intensive world, where optimizing computational

resources is as important as achieving analytical depth and accuracy.
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Algorithms

4.1. Goals of the Thesis

The goal of this thesis is two-sided. First, it seeks to offer an innovative method for clus-
tering S&P500 companies, improving upon the traditional cyclical or non-cyclical classi-
fication based on GICS industry sectors. This new approach integrates expert knowledge
with machine learning techniques to produce a more comprehensive classification. The
inclusion of expert insights, whether through pre-existing labels or feature selection, en-
sures the use of quality data, enhancing the effectiveness of the implemented clustering
algorithms. Meanwhile, machine learning adds a layer of robustness and clarity to the

outcomes.

The second objective is to create the most efficient clustering algorithm for multivariate
time series, incorporating the latest advancements in this area. In the finance sector,
where data volume is growing exponentially and the use of machine learning is increasing,
there is a significant need for expert insight, explainability, and transparency. Our ap-
proach aims to balance these needs with the demand for computational efficiency, aligning
with the dynamic nature of the field and its evolving requirements. This strategy is espe-
cially relevant in financial data analysis, where handling large datasets effectively without

sacrificing the quality of results is key.
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4.2. Data Set Preparation

Our dataset spans from January 2007 to December 2022, focusing on S&P500 companies.
We analyzed each company based on the financial metrics detailed in Chapter 2. For our
clustering algorithms, we exclude the 'Close-to-Close Daily Returns’ and concentrate on
the remaining eight features. This exclusion is a strategic choice to prioritize empirical
financial data over market perceptions. Stock market prices, reflected in daily returns,
are often influenced by investor sentiments and speculative forecasts, which can obscure
the true financial health of a company. These returns, while indicative of market trends,
can introduce a layer of subjectivity and unpredictability into the analysis. Our approach
centers on more tangible financial metrics such as earnings yield, free cash flow, and divi-
dend yield. By doing so, we aim to provide a more transparent and explainable analysis,
focusing on concrete financial data that more accurately reflects a company’s ability to
withstand diverse economic climates. This methodology not only offers a deeper insight
into a company’s financial resilience but also ensures a more consistent and empirical
comparison across companies, steering clear of the speculative nature of stock market
valuations. In Chapter 5 of this thesis, we’ll explore the implications of this decision by
contrasting clustering results using only daily returns with those employing the other 8
features. This comparative analysis will highlight the effectiveness of our feature selection

in delivering a more empirical and transparent understanding of company behaviors.

The quarterly application of our algorithms aligns with the periodic updates of our cho-
sen metrics and allows for a nuanced capture of time-sensitive shifts in the financial time
series. To maintain consistency, only companies present in the S&P500 for at least 90% of
the quarter (approximately 57 out of 63 trading days) are included in our analysis. Before
deploying our clustering algorithms, we normalized the data using the TimeSeriesScaler-
MeanVariance function from the tslearn library. This standardization process adjusts
each time series to have a zero mean and a unit standard deviation, ensuring that our
clustering is influenced by the inherent trends and patterns in the data, rather than their
absolute values. This step is crucial for attaining a clustering outcome that is both robust

and reflective of underlying financial dynamics.
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4.3. Choice and Strategy of the Algorithms

This section delves into the strategic choices behind the algorithms and methodologies em-
ployed in achieving the second goal of this thesis. Our journey begins with an exploration
of the Dynamic Time Warping distance, widely recognized as the most prevalent distance
metric for both univariate and multivariate time series analysis. While DTW stands as
a popular choice, its faster counterpart, FastDTW, has emerged as an appealing alter-
native, offering the same level of quality results but with enhanced computational speed.
However, despite its advantages, FastDTW’s integration, particularly in the multivariate

context, remains underdeveloped, especially when it comes to clustering algorithms.

In the upcoming discussions, we will meticulously examine three distinct machine learning
clustering algorithms. Our analysis predominantly revolves around the TimeSeriesK Means
algorithm, either in its pre-existing form or through a specially tailored version. This al-
gorithm was selected for its proven compatibility with multivariate time series, along with

its balance of lower computational complexity and high-quality outcomes.

The initial focus of our analysis is on a specialized algorithm, termed 'Fuzzy Time-
SeriesKMeans with Ensemble Method’. This innovative model treats each variable inde-
pendently within the fuzzy clustering framework, and then employs ensemble techniques,
layering additional clustering methods on top of the initial fuzzy results. By incorpo-
rating ensemble methods, this approach integrates the strengths of multiple clustering
techniques, leading to a more refined and nuanced classification. Although this method
is computationally intensive, it is anticipated to deliver more robust and better quality
outcomes. The results obtained from the Fuzzy TimeSeriesK Means with Ensemble Meth-
ods algorithm will serve as a benchmark for evaluating other methodologies explored in
this thesis. This benchmarking is pivotal as it establishes a standard of quality and ro-
bustness against which the effectiveness of other approaches can be measured, ensuring a

comprehensive evaluation of the various clustering strategies deployed.

Following this, we will explore the conventional TimeSeriesKMeans algorithm, employing
DTW as the distance measure for multivariate time series analysis. This mainstream
method stands as a computational cost benchmark against which other innovations are

measured.

Lastly, we will introduce a custom designed TimeSeriesKMeans algorithm that incorpo-
rates FastDTW as the distance metric in a multivariate context. This version aims to
demonstrate that it is not only faster than its counterparts but also capable of delivering

results of comparable quality. Through this comprehensive exploration, the thesis seeks
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to showcase a spectrum of methods, each with its strengths, and to provide a holistic
understanding of their practical applications and benefits in the realm of financial data

analysis.

4.4. Optimal Number of Clusters

In our quest to determine the optimal number of clusters for each iteration of the algo-
rithm, we employed a methodical approach known as the elbow method. This technique is
particularly effective in identifying a point in the clustering process where increasing the
number of clusters leads to diminishing returns in terms of within-cluster sum of squares
(WSS). The WSS is a measure of the compactness of clusters, with lower values indicating

tighter, more cohesive clusters.

To apply the elbow method, we first calculated the WSS for a range of cluster numbers.
Let’s denote the WSS for a specific number of clusters & as WSSprw . The process in-
volved iterating through different cluster numbers, evaluating the clustering compactness
at each step. For each k, we calculated the WSS, which is the sum of squared distances
of each data point to its nearest cluster centroid, considering the DTW distance as our

metric of choice.

The critical aspect of the elbow method is to identify the 'hinge’ or ’elbow’ point where
the rate of decrease in WSS significantly slows down, indicating that adding more clusters
beyond this point doesn’t substantially improve the compactness. To find this point, we

used a ratio formula:

WSSprw e — WSSprw iet1

Ratio = .
WSSprw k-1 — WSSprw i

This ratio compares the rate of decrease in WSS between the current and next number
of clusters (k and k + 1) with the rate of decrease between the previous and current
number of clusters (kK — 1 and k). A smaller ratio suggests a slower rate of improvement

in compactness, signifying the elbow point.

The optimal number of clusters is thus determined at the point where the ratio indicates
a significant drop in the benefit of adding an additional cluster. This approach aligns
well with our objective to find a balance between the granularity of the clustering and
the computational efficiency, ensuring that we select a number of clusters that provide
meaningful and interpretable results without unnecessary computational complexity. This
method, grounded in both mathematical rigor and practical utility, proved instrumental

in steering our clustering iterations towards optimal solutions.
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It is necessary to note that, recognizing the constraints of automation, this method was
chosen to balance the need for an objective, scalable solution in handling large datasets,
despite the potential loss of the nuanced insights gained from manual analysis. This
decision aligns with the thesis’s goal to create an efficient, automated clustering solution

for financial time series data, accepting the trade-offs inherent in automation.

4.5. Fuzzy Clustering with Ensemble Method

In our quest to develop a robust and high-quality clustering model for multivariate time
series data of S&P500 companies, we aimed to construct a benchmark model against which
other algorithms could be measured. Our approach was centered around maximizing the

integrity and depth of our clustering outcomes.

To begin, we addressed the challenges posed by the curse of dimensionality by treating
each dimension of our multivariate time series independently. This strategy not only
leveraged the strengths of fuzzy clustering but also provided a detailed perspective on
similarities across different features within the same cluster. We utilized the univariate
TimeSeriesKMeans algorithm with DTW distance for each dimension of our dataset.
However, diverging from conventional methods, we eschewed hard clustering in favor of a

probabilistic approach.

Instead of assigning data points to a single cluster, we calculated the distances of each

data point to all centroids, deriving assignment probabilities using the softmax function:

ev

Zj evi

Softmax(x;) =

In the financial sector, where data points are often intricately linked, such a fuzzy cluster-
ing method is more reflective of real-world complexities. It allows us to discern subtle affil-
iations a company may have with multiple clusters, offering a more nuanced understanding
of their similarities and differences. Applying this modified TimeSeriesKMeans to each
dimension, we determined the optimal number of clusters using the elbow method, which
involved analyzing the Within-Sum-of-Squares (WSS) ratios to identify a clear ’hinge’ in
the dataset. For each quarter, we constructed probability matrices, with each row repre-
senting a company and columns corresponding to the clusters for each financial metric.
These matrices encapsulate the likelihood of a company belonging to a particular cluster
for each variable, with the sum of probabilities in each row equalling eight, reflecting

the eight financial variables analyzed. We then employed an ensemble method, specifi-
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cally applying K-means clustering to these probability matrices. This step was crucial
in assigning a final, comprehensive label to each company, setting the stage for in-depth

analysis in the later sections of the thesis. We will call this algorithm ProbEnsemble.

While the computational complexity of this algorithm is substantial, making it less feasible
for frequent recalculations or application to larger datasets, its robustness and precision
in results establish it as an ideal benchmark. This comprehensive approach forms the
cornerstone of our analysis, against which we will compare more computationally efficient

algorithms in the subsequent sections of the thesis.

4.6. Multivariate DTW TimeseriesKmeans

In our search for effective clustering algorithms for time series data, we focused on the
TimeSeriesKMeans command from the tslearn library, first introduced in 2017. This
tool has been continuously refined by the machine learning community, enhancing its

functionality and adaptability.

We applied the multivariate Dynamic Time Warping version of TimeSeriesKMeans to
quarterly data from various companies, assigning each company a cluster label for every
quarter. This approach not only streamlined the clustering process but also allowed
us to evaluate the quality of our data by comparing the results with those from other
clustering methods, like fuzzy clustering with ensemble techniques. Consistent results

across different algorithms would indicate the reliability and relevance of our dataset.

Additionally, this exercise aimed to establish a benchmark for computational complex-
ity, which we plan to improve upon with a custom-developed, more efficient version of a
multivariate FastDTW-based TimeSeriesKMeans algorithm. By doing so, we aim to en-
hance the algorithm’s speed and efficiency, setting a new standard in time series clustering

analysis.

The computational complexity of the TimeSeriesK Means command using Dynamic Time
Warping in clustering is shaped by several factors, including the number of time series
(N), the number of features per time series (D), the length of each time series (L), and
the number of clusters (K). For each pair of multivariate time series, DTW computes
distances independently for each dimension, leading to a complexity of D x O(L?) for
a single comparison. Within the iterative k-means process, each of the N time series is
compared to each of the K centroids using this DTW calculation, resulting in a complexity
of K x D x O(L?) for each time series. Multiplying this by the number of time series (N)

and considering the number of iterations (I) the algorithm runs to converge, the total
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complexity is approximately I x N x K x D x O(L?). This estimation, however, is a
simplification. Actual computational time can vary depending on implementation details,

optimization techniques, and hardware capabilities.

4.7. Multivariate Tailored Version of FastDTW Time-

seriesKmeans

In this segment of the thesis, we delve into developing a multivariate-tailored version of
the TimeSeriesKMeans algorithm, leveraging the computational advantages of the Fast-
DTW distance. This endeavor is motivated by the objective to match the robustness and
accuracy of the Fuzzy Clustering with Ensemble Methods, but significantly reducing the

computational time of the mainstream multivariate TimeSeriesKMeans with DTW.

The FastDTW distance, known for its O(NN) space and time complexity, presents a stark
contrast to the O(N?) complexity characteristic of the traditional DTW. This efficiency is
critical in our pursuit to create an algorithm that delivers high-quality clustering outcomes
rapidly. We chose to build upon the TimeSeriesKMeans algorithm for its compatibility
with multivariate data and its reputation for offering the best balance between quality

results and computational efficiency. The algorithm’s structure is as follows:

Pseudo Code for Time Series Clustering Using FastDTW and DBA

e Objective: To cluster time series data, addressing the issue of temporal misalign-

ments.

e Method: Integration of FastDTW for distance calculation and DBA for centroid

updating in the K-Means clustering process.
Preliminaries

e Libraries: Utilize numpy for numerical operations, scikit-learn for base cluster-
ing framework, fastdtw for efficient DTW computation, and scipy for distance

metrics.
e Definitions:

— FastDTW: A method to compute an approximate Dynamic Time Warping

distance between two time series.

— DBA: A technique for averaging time series data aligned by DTW.
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Methodology
DBA Updated Function (dba_updated)
e Inputs:
— centroid: The current centroid of a cluster.
— time_series_cluster: A collection of time series in the current cluster.
— max_iter: Maximum iterations for centroid refinement.
e Process:
1. Iterate up to max_iter times.
2. For each time series in the cluster:
— Compute FastDTW alignment with the centroid.
— Create an aligned series based on the FastDTW path.
3. Calculate the mean of all aligned series as the new centroid.
4. If the new centroid is similar to the old (within a threshold), stop iteration.
e Output: Refined centroid for the cluster.
Multi-FastDTW Function (multi_fastdtw)

e Objective: To calculate a combined FastDTW distance for multi-dimensional time

series.
e Process:

— Sum the FastDTW distances computed for each corresponding feature of the

two multi-dimensional time series.
e Output: Total FastDTW distance.
Time Series K-Means with FastDTW (TimeSeriesKMeansFastDTW)
e Initialization:

— Define number of clusters (n_clusters), maximum iterations for K-Means
(max_iter), and for DBA (max_iter_dba).

— Initialize cluster centers and labels as None.
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e Fitting Process (fit):
1. Reshape the input time series data for compatibility with K-Means.
2. Perform initial clustering using standard K-Means.
3. Iterate up to max_iter times:

— Assign each time series to the closest centroid using the multi_fastdtw

function.
— Update centroids using the dba_updated function for each cluster.

e Predicting Labels (fit_predict): Perform the fitting process and return the

cluster labels for each time series.

One of the key differentiators of this algorithm is the adaptation of the Dynamic Time
Warping Barycentric Averaging (DBA) process, which is fundamentally different from the
standard DBA approach. Traditionally, DBA is used in time series clustering to update
cluster centroids by averaging aligned series. However, in the standard approach, the
alignment is based on classic DTW, which can be computationally intensive due to its

quadratic time complexity.

In the TimeSeriesKMeansFastDTW algorithm, I introduced an innovative twist to this
process by utilizing FastDTW for the alignment step in the DBA process. FastDTW is an
approximate method that significantly reduces the computational burden of traditional
DTW while maintaining a reasonable level of accuracy. This choice makes the DBA
process more efficient and scalable, particularly beneficial when dealing with large datasets

or multivariate time series with multiple dimensions.

The dba_updated function in my algorithm encapsulates this modified DBA process. It
works by aligning each time series in the cluster with the current centroid using FastDTW.
The function then proceeds to average these aligned series to update the centroid. This
averaging step is crucial as it ensures that the new centroid is a true representative of
the cluster’s central tendency, factoring in the temporal dynamics of the time series. By
incorporating FastDTW, the dba_updated function enhances the efficiency of centroid

computation, making the k-means algorithm more suitable for time series data.

Furthermore, the multi_fastdtw function is another distinctive aspect of this algorithm.
Unlike standard approaches that might compute DTW distances in a unidimensional

context, this function calculates the sum of FastDTW distances for each corresponding
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feature pair of the multivariate time series. This method acknowledges and respects the
multidimensional nature of the data, ensuring a comprehensive and holistic measurement

of dissimilarity between the time series.

The TimeSeriesKMeansFastDTW class, which houses these functions, represents a signifi-
cant leap from standard clustering commands. It’s tailored to tackle the unique challenges
of multivariate time series data by seamlessly blending the strengths of k-means, Fast-
DTW, and the modified DBA process. This class not only provides a robust framework for
clustering but also exemplifies how traditional methods can be reimagined and optimized

for specific data types.

When assessing the computational complexity of the TimeSeriesKMeans command using
Fast Dynamic Time Warping (FastDTW) for clustering multivariate time series, several
key parameters shape the complexity, just as with the traditional DTW. These include
the number of time series (N), the number of features per time series (D), the length
of each time series (L), and the number of clusters (K). The major distinction with
FastDTW comes in its computation of distances. Unlike the traditional DTW, which has
a complexity of O(L?) per dimension for each pair of time series, Fast DTW significantly
reduces this to O(L). This reduction is due to FastDTW’s ability to approximate the
DTW distance more efficiently, making it particularly beneficial for larger datasets. For a
single comparison between two multivariate time series using FastDTW, the complexity
is D x O(L), as FastDTW independently computes distances for each dimension. During
the iterative k-means process, each of the N time series is compared to each of the K
centroids using this FastDTW calculation. This leads to a complexity of K x D x O(L)
for each time series. To obtain the total complexity for the entire TimeSeriesKMeans
process, we multiply this complexity by the number of time series (V) and consider the
number of iterations (I) the algorithm runs to converge. The resulting total complexity

is approximately I x N x K x D x O(L).

It’s important to note that while this calculation provides a general idea of the algorithm’s
complexity, the actual computational time can vary. Factors such as specific implemen-
tation details, optimization techniques, and the capabilities of the hardware used can
influence the final computation time. However, the use of FastDTW inherently makes the
TimeSeriesK Means process more efficient, especially for large datasets, compared to the
traditional DTW-based approach.
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5 ‘ Results

In this segment of the thesis, we delve into the practical application of the clustering
algorithms outlined earlier, exploring how to derive meaningful insights from the clustering
outcomes. Additionally, we’ll evaluate the methods used to compare different algorithms
and examine the contrast between clustering with fundamental variables versus solely

using closing prices.

5.1. Enhanced Definitions of Cyclical and Non Cycli-
cal Companies

Our result’s data structure is a dataframe where each row represents a company and each
column corresponds to a quarter, indicating the cluster assignment for that period. Our
objective is to refine the standard cyclical versus non-cyclical classification, enhancing it
with our clustering results. This approach aims to construct a more robust, transparent,
and adaptive classification system, blending expert financial knowledge with machine

learning techniques.

To accomplish this, we first analyzed the composition of each cluster for every quarter.
This analysis involved generating pie chart distributions, weighted by each company’s
market capitalization, and categorized by their respective GICS sectors. A cluster was
designated as ‘Non-Cyclical’ if the combined market capitalization percentage of compa-
nies from Utilities, Health Care, and Consumer Staples sectors exceeded 50%. Conversely,
if this threshold wasn’t met, the cluster was categorized as ‘Cyclical’. This approach con-
siders a cluster ‘Cyclical’ if the total market capitalization of traditionally cyclical compa-
nies (as per GICS) surpasses 50% of the cluster’s total market value. The cyclicality of the
Energy sector has been up for debate, and in this thesis, we consider it a cyclical sector
due to its close correlation with economic fluctuations and commodity price movements
[7]. For instance, in the time period analyzed, we identified cluster 1 as Cyclical, whereas

cluster 5 was Non-Cyclical in Figures 5.1 and 5.2.
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The rationale for this strategy is rooted in the significant market capitalization disparities
within the S&P 500. Our analysis suggests that larger companies, which often have more
reliable and well-established categorizations, should exert greater influence in determining
the cluster’s nature. This approach ensures that the analysis reflects the true influence and
significance of companies within a cluster, as market capitalization is a direct indicator of
a company’s size and impact in the market. Moreover, it avoids skewed perspectives that
can arise from merely counting the number of companies. A sector dominated by a few
large companies might appear less influential based on company count but could actually

wield significant market influence due to their substantial market capitalization.

Following this categorization method, we evaluated the recent clustering history of each
company, considering the last four quarters. Companies consistently placed in Non-
Cyclical clusters were labeled as 'Non-Cyclical’, those in cyclical clusters as ‘Cyclical’,
and those appearing in both as ‘Mix Cyclical’. As a result, we have derived a final la-
bel for each company, enriching the traditional GICS-based cyclical versus non-cyclical

classifications with insights gleaned from our clustering analysis.

In the analyzed time frame, we discovered that no company was consistently classified
as 'Non-Cyclical’, meaning none were predominantly assigned to Non-Cyclical clusters
over the past year. Instead, we found only ’Cyclical’ and ‘Mix Cyclical’ companies.
The latter category, similar to non-cyclical companies in certain aspects, shows distinct
behaviors under specific conditions. This outcome likely stems from the tendency of
cyclical companies to have higher market capitalization compared to their non-cyclical
counterparts. Consequently, clusters dominated by non-cyclical companies are rare, and
it’s even rarer for a company to consistently belong to such clusters over four consecutive
quarters. The introduction of the ‘Mix Cyclical’ category helps address this imbalance.
An alternate approach could have been to determine a cluster’s cyclical nature based on
the sheer number of companies within each category. However, this would have overlooked
the influence of larger companies, which are often the more significant market players and
typically have higher market capitalization. Our chosen method thus ensures a more

balanced representation by giving due weight to these influential companies.

The subsequent section will concentrate on assessing the efficacy of these results. We will
compare our enhanced classification system against the traditional GICS categorization,
exploring the validity and implications of our approach. This comparison will not only
validate our methodology but also reveal new insights into the dynamic nature of company

classifications within the financial sectors.
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5.2. Comparison of the Algorithms through their Port-
folios

In this section, we delve into the comparative analysis of our three clustering approaches
and their relationship with the traditional sector-based cyclical and non-cyclical classifi-
cation. To facilitate this, we construct two types of portfolios for each method: a Cyclical
Portfolio and a MixCyclical Portfolio. These portfolios are weighted according to the
market value of each company, ensuring that larger companies exert a more significant
influence. The same has been done to construct the Sectorial Non-Cyclical Portfolio, con-
sidering only companies in the S&P500 belonging to either the Consumer Staples, Health
Care or Utilities sector according to GICS. The rest of the companies in the S&P500 have

been used to build the Sectorial Cyclic Portfolio, according to the same procedure.

5.2.1. Sectorial Area Charts

Our first analytical step involves examining the area charts of both portfolios across all
three methods, focusing on the sectoral composition. For the Cyclical Portfolios, we
observe a near-identical sector distribution across all methods. Notably, there’s a rising
emphasis on consumer discretionary sectors post-2014, coupled with a steady presence of

communication sectors.

The MixCyclical Portfolios present a more intriguing picture, with a pronounced inclusion
of traditionally non-cyclical sectors like consumer staples, healthcare, and utilities across
all methods. Periods without plotted sectors indicate times when all companies were
categorized as Cyclical. This observation suggests that during these intervals, the behavior
of traditionally cyclical and non-cyclical companies converged to such an extent that
the market capitalization of non-cyclical firms distributed across clusters was insufficient
to influence the cluster’s cyclical nature. Therefore, all clusters and, consequently, all

companies were labeled as cyclical.

Another notable aspect is the growing prominence of technology companies from 2017
onwards. This trend is particularly pronounced in the ProbEnsemble method but is also
discernible in the DTW and FastDTW methods. These observations lead us to conclude
that our MixCyclical portfolios essentially represent traditional non-cyclical companies,
augmented by technological giants in recent times. As anticipated, the ProbEnsemble
method displays a more consistent and gradual composition, whereas the DTW and Fast-
DTW methods, while broadly aligning with the ProbEnsemble approach, exhibit more

abrupt changes.
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Area Chart MixCyclical Portfolio by ProbEnsemble
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Figure 5.7: Sector Area Chart Mix-Cyclical Portfolio DTW
Area Chart MixCyclical Portfolio by FASTDTW
1.0
0.8 B Communications
W Consumer Discretionary
mmm Consumer Staples
H mEE Energy
206 B Financials
é- B Health Care
S B Industrials
R 0.4 B Materials
[ Real Estate
mm Technology
. Utilities
0.2
0.0

2008 2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023
Date

Figure 5.8: Sector Area Chart Mix-Cyclical Portfolio FASTDTW



5| Results 57

5.2.2. Sharpe Ratio

The Sharpe Ratio, a pivotal metric in investment analysis, gauges the performance of an
investment by comparing its returns against the inherent risks. The standard formula for

calculating the Sharpe Ratio (SR) is articulated as:

Rp—Rf

Op

SR =

where: R, symbolizes the expected return of the portfolio, R denotes the risk-free rate
of return, which is typically the yield of a secure government bond, o, represents the
standard deviation of the portfolio’s excess returns over the risk-free rate, serving as a

proxy for the investment’s risk or volatility.

The inclusion of the risk-free rate, Ry, in the formula accounts for the minimum return
expected by an investor for taking no risk. However, in practical applications, especially
when analyzing the Sharpe Ratio on a rolling basis for portfolios, Ry is often assumed to
be negligible or zero. This assumption is particularly reasonable in environments where
the risk-free rate is very low or when the emphasis is on comparing the relative, rather

than absolute, performance of different investments.

Furthermore, the use of logarithmic returns in computing the Sharpe Ratio is favored for
their time-additive properties, facilitating the analysis over multiple periods. Logarithmic
returns, being more normally distributed, lend themselves well to the statistical underpin-
nings of the Sharpe Ratio. Thus, when calculating the Sharpe Ratio on a 1-year rolling
basis, the formula adapts to accommodate these logarithmic returns and the annualization

of data, assuming 252 trading days in a year:

Mean(log(returns)) x /252

SRro ing —
tling o (log(returns))

This adaptation ensures that the Sharpe Ratio remains a robust tool for assessing the risk-
adjusted performance of a portfolio over time, allowing investors to understand the excess
return per unit of risk taken. A higher Sharpe Ratio within this framework indicates
a more favorable risk-adjusted return, affirming the investment’s efficacy in balancing

potential rewards against associated risks.

For these reasons, in this thesis, we used the companies’ logarithmic returns and the

Sharpe Ratio with 1 year rolling basis.

From the graphs provided, we can analyze the Sharpe Ratio over time for the Mix Cycli-
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cal Portfolios and Cyclical Portfolios, as determined by the three clustering methods
(ProbEnsemble, DTW, FASTDTW) and compare them with their respective sectorial

portfolios.

Analyzing the Sharpe Ratios for the Mix Cyclical Portfolios constructed via the ProbEnsem-
ble, DTW, and FASTDTW methods, we observe a strong alignment with the Sharpe Ratio
trajectory of the non-cyclical sector-Based portfolio. This alignment indicates that the
clustering methods employed are effectively capturing the essence of non-cyclical char-
acteristics in their classifications, mirroring the stable, long-term performance typically

associated with non-cyclical sectors.

In particular, the FASTDTW method stands out, closely tracking the sector-based non-
cyclical portfolio’s Sharpe Ratio, with a notable exception between 2017 and 2018. During
this interval, the FASTDTW method diverges slightly, which may reflect its responsiveness
to market conditions while maintaining a similar overall risk-return profile. On the other
hand, the ProbEnsemble method demonstrates impressive consistency, with only minor
deviations occurring before 2011, suggesting a period of calibration or adjustment to

market trends.

The DTW method, while still closely mimicking the non-cyclical sector-based portfolio’s
behavior, shows a slight departure, especially during the pronounced peak in 2018. This
divergence might indicate a sensitivity to certain market dynamics not as prominently

reflected in the sector-based portfolio.
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For the Cyclical Portfolios, again, the ProbEnsemble, DTW, and FASTDTW methods
display similar Sharpe Ratio trajectories, closely mirroring the Sectorial Cyclical portfolio.
This consistency across the methods indicates that the cyclical nature of the companies
clustered by these methods aligns well with the traditional sector-based cyclical classifica-
tion. Moreover, the clustering methods manage to maintain this alignment across various
market conditions, as evidenced by the synchronized movements with the Sectorial Cycli-

cal portfolio’s Sharpe Ratio.
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Figure 5.10: Sharpe Ratio 1y Cyclical Portfolios

5.2.3. Drawdown

Drawdown in finance measures the decline from a historical peak in some variable. It
is a measure of downside risk over a specified time period. The formula for calculating
drawdown at any time t is:

Pt - Pmax

Drawdown; = ———
Pmax

where P, is the value of the portfolio at time ¢, Py., is the maximum portfolio value
reached before time ¢. Upon examination of the drawdown profiles for the mixed cycli-
cal portfolios derived from ProbEnsemble, DTW, and FASTDTW methodologies,we can

observe distinct patterns which are critical for informed investment decisions.

The ProbEnsemble model consistently mirrors the performance of sectorial non-Cyclical
benchmarks, with a notable exception occurring between 2017 and 2018. During this
interval, an atypical surge in drawdown is observed, likely attributable to the limited

diversification of the portfolio, which was heavily influenced by a subset of fewer than
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25 companies. This period can be considered an outlier, predominantly due to the dis-
proportionate impact that a small number of companies can exert, thereby introducing a

heightened element of volatility.
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Figure 5.11: Number of Companies in ProbEnsemble Mix Portfolio

In contrast, the FASTDTW and DTW methods exhibit a similar trajectory in drawdown,
particularly in the central segment of the examined time frame. Notably, prior to 2013,
the FASTDTW portfolio demonstrates a close adherence to the sectorial non-cyclical
benchmark, whereas the DTW portfolio shows a greater alignment during the 2020 to
2022 period. This suggests that while both methods share underlying clustering dynamics,
there are distinct periods where one may more accurately reflect the broader non-cyclical

sector’s behavior than the other.

Post-2022, an uptick in drawdown is evident across all three clustering-based portfolios,
diverging from the more stable non-cyclical sector-based profile. This increase is predom-
inantly driven by turbulence within the technology sector, marking a period of significant
challenge within the industry, characterized by recession fears and resultant operational

scaling back.
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Figure 5.12: Drawdown Mix Portfolios

The drawdown graph for cyclical portfolios instead, synthesized from the ProbEnsemble,
DTW, and FASTDTW clustering methods, exhibits again a remarkable congruence across
the time series. The similar patterns evident in the trajectories of these portfolios, when
compared to the Sectorial Cyclic benchmark, suggest a consistent risk profile captured by
each clustering approach. The parallel movements and comparable magnitude of draw-
downs reflect a shared sensitivity to market conditions typical of cyclical entities, which

are expected to exhibit more pronounced fluctuations in sync with economic cycles.

The comparative analysis of drawdown for these portfolios does not reveal significant
disparities, underscoring the ability of these clustering methods to accurately capture the
cyclicality inherent in the S&P 500 constituents. This uniformity speaks to the reliability
of these advanced clustering techniques in financial analysis and portfolio construction

within the cyclical sector space.
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5.2.4. Beta

Beta is a measure of the volatility, or systematic risk, of a security or a portfolio in
comparison to the market as a whole. Beta is the covariance of the return of an asset
with the return of the benchmark divided by the variance of the return of the benchmark
over a specified period. The beta [ of a portfolio over a 1-year rolling basis can be

calculated as follows:
Cov (Rportfolim Rmarket)

5portf olio — Var (Rmarket) ’

where Cov(Rportfolios Rmarket) 1s the covariance between the portfolio’s returns and the
market’s returns, Var(Rarker) 18 the variance of the market’s returns. For our study we

used the S&P500 as the market of reference. Important to know is the following;:

e If 3 =1, the portfolio moves with the market.

If 8 > 1, the portfolio is more volatile than the market.

If B < 1, the portfolio is less volatile than the market.

If 5 is negative (8 < 0), the portfolio moves in the opposite direction to the market.

Analyzing the Beta 1-year rolling graph for the mix portfolios constructed via the ProbEnsem-
ble, DTW, and FASTDTW clustering methods compared with the sectorial non-cyclical

portfolio, we observe several periods of convergence and divergence in behavior.

Initially, all three clustering-based portfolios (ProbEnsemble, DTW, and FASTDTW)
appear to track the sectorial non-cyclical portfolio closely, which suggests that the risk
profiles of these portfolios were closely aligned with the broader non-cyclical sector of the
market. Their beta values hover around and below 1, indicating that they had similar or

slightly less volatility compared to the market.

Post-2016, we observe a divergence. The DTW clustering-based portfolio continues to
mirror the sector-based non-cyclical beta trend, indicating a consistent risk profile. In
contrast, the FASTDTW and ProbEnsemble portfolios begin to deviate, maintaining a
beta around 1 or spiking above 1, particularly noticeable in 2018. This divergence could
be reflective of the increasing influence of technology stocks, which typically have higher
volatility and thus higher beta values. The spike above 1 indicates that these portfolios

were experiencing higher volatility relative to the market during this period.

In the most recent data post-2022, an interesting switch occurs. The FASTDTW portfolio

realigns more closely with the Sectorial Non-Cyclical portfolio, with its beta dropping
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well below 1, suggesting it has become less volatile relative to the market. The DTW
portfolio, however, seems to increase its beta, reaching and surpassing 1, aligning more
with the ProbEnsemble method. This could indicate a shift in the composition of the
DTW and FASTDTW portfolios, where the FASTDTW method may have shifted towards
less volatile stocks or sectors, while the DT'W and ProbEnsemble methods have retained or

increased their exposure to higher-volatility stocks, possibly within the technology sector.
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Figure 5.14: Beta 1y Mix Portfolios

The Beta graph for cyclic portfolios, as illustrated, shows a remarkably consistent pattern
across all three clustering methodologies—ProbEnsemble, DTW, and FASTDTW—as
well as the Sectorial Cyclic portfolio. This consistency suggests that the portfolios gen-
erated by the clustering methods are capturing the cyclical nature of their constituent
companies in a manner that closely mirrors the established sector-based cyclical classifi-
cation. Throughout the observed period, the Beta values of these portfolios largely move
in tandem, indicating that the risk profiles of the portfolios are aligned. Such alignment
implies that the clustering methods are successfully grouping companies with similar levels

of systematic risk, which is the risk inherent to the entire market or market segment.
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Figure 5.15: Beta 1y Cyclical Portfolios

5.2.5. Returns

This section delves into a comparative analysis of portfolio returns derived from our
clustering algorithms against those constructed purely from GICS sector-based cyclical
and non-Cyclical classifications, alongside the broader market returns represented by the
S&P500. We employ logarithmic returns for their advantageous properties in financial

analysis, such as their tendency towards normal distribution and their cumulative nature.

The first set of graphs reveals distinct behaviors between cyclical and non-cyclical com-
panies, particularly during significant economic downturns. The sector-based cyclical
portfolio exhibits pronounced declines during the 2008 financial crisis and the COVID-
19-induced downturn in 2022, reflecting the heightened sensitivity of cyclical sectors to
economic cycles. Conversely, the non-cyclical sector portfolio demonstrates resilience dur-
ing these periods, maintaining steady returns without succumbing to the crises’ depths.
This stability, however, comes at the cost of more modest growth during economic expan-

sions, as seen in the period of prosperity between the two crises.
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Figure 5.16: Return Sector-based Portfolios

Turning our attention to the algorithmically constructed portfolios, the Cyclical Portfolios
closely replicate the performance of their sector-based cyclical counterparts, affirming their
alignment with cyclical market dynamics. The Mixed Portfolios, however, merit a closer
examination. These portfolios exhibit characteristics that blend the resilience of non-
cyclical assets with the growth potential of cyclical ones. Notably, during the 2008 and
2022 downturns, the Mixed Portfolios maintain their value, mirroring the steadiness of
non-cyclical assets. Yet, they also capitalize on growth opportunities in more stable times,
particularly post-2017, likely caused by the inclusion of technology companies which have

significantly contributed to their performance.
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Figure 5.18: Return Mix Portfolios

Among the three algorithmic approaches, the DTW portfolio leans more towards cyclical
behavior, capturing the growth spurts post-2017 but also experiencing sharper declines
during crises. The ProbEnsemble portfolio emerges as the most defensive, showcasing
superior resilience during turbulent periods. Meanwhile, the FASTDTW portfolio presents
a balanced profile, navigating both crisis and growth periods, positioning it as a potentially

optimal choice based on this analysis.

5.3. Clustering with Fundamental Variables vs Clos-
ing Prices

In this part of the thesis, we will explore and substantiate why clustering S&P500 compa-
nies based on fundamental variables—specifically, the eight key financial metrics selected
by my financial expert tutor—was a more effective approach compared to the initially

more intuitive method of clustering based on company closing prices.

To facilitate this comparative analysis, we adopted various analytical techniques. Given
its reputation for robustness and consistency, we chose to apply the ProbEnsemble method
for this exercise. We implemented this algorithm twice: once using only fundamental vari-
ables (FV) and then again using only closing prices (CP). This dual application allowed
us to draw a clear contrast between the two methodologies and evaluate their respective
merits in clustering financial data. The Cyclical portfolios, compared both through clus-
tering of CP and through FV clustering, show similar behaviors in all classifications and
comparative metrics. However, for the Mixed portfolios, which are composed of compa-

nies that have been assigned at least once in the previous year to a majority Non-Cyclical
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cluster (4 clusters, 1 per quarter), a different composition is observed. The FV clustering
portfolio, with weights determined by the market capitalization of individual companies,
is primarily composed of Non-Cyclical companies and has a strong technological compo-
nent. Unlike the clustering based on closing prices, the sectorial composition charts reveal
that the Mixed FV portfolio is more homogeneous, stable in the short term, and adaptive
to economic trends over time. In contrast, the Mixed CP portfolio appears excessively

fragmented and unpredictable, lacking a clear identity and utility.
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Figure 5.19: Sector Area Chart CP clustering Mix Portfolios
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Figure 5.20: Sector Area Chart FV Mix Portfolio ProbEnsemble
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The Sharpe Ratio chart shows that the portfolios, Mixed CP, Mixed FV, and Non-Cyclical,

generally follow the same trend, sharing similar peaks and drops.
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Figure 5.21: Sharpe Ratio 1y CP clustering Mix Portfolio
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Figure 5.22: Sharpe Ratio 1y FV clustering Mix Portfolios
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The Drawdown chart highlights how the Mixed FV portfolio maintains its identity as
a non-cyclical technological portfolio and, except for spikes in 2018 and 2022, shows a
generally similar trend. The Mixed CP portfolio, once again, proves to be unreliable,
reaching higher Drawdown values, both in absolute terms and over time, in a fluctuating

manner.
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Figure 5.23: Drawdown CP clustering Mix Portfolio
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Figure 5.24: Drawdown FV clustering Mix Portfolios
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Finally, the Beta chart highlights the technological component of the Mixed FV portfolio,
making it more aggressive in the market compared to the Non-Cyclical portfolio. After
2014, the Mixed FV portfolio maintains a Beta value around 1, demonstrating a strong

correlation with the benchmark (in this case, the S&P500 index) and similar volatility.

Beta 1y MIXCYCLIC CP

11
A [
1.0 i || r “"\q_\
f "
AW Yo / ',
0.9 / i
:' \\ ¥
0.8 ) \'\« e , \
2 AN ™ A
M 2 j {I’ H\L_r \ [\"r t
\ oy J | \
0.7 L‘“’“"A‘L\M’( \ / \ | .
) / | \
Mo y ;
0.6 3 |
R Iy \
o
05 iad
2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023
Figure 5.25: Beta 1y CP clustering Mix Portfolio
Beta 1y Mix Ptfs & Non Cyclical
- DTW J,lu
11 - FASTDTW b Sl
—— ProbEnsemble vj 1 4 / .'I-‘
1.0/ —— Sectorial Cyclic AL \ i ‘f"..,,
o A Ar WV - \ A
| /qﬁ\j\wﬁ""“- r/ e [ \\ 4/ W /
0.9 S f -'*‘y\" [ ) | |
—_ Jié rf”k‘ﬁ e
o | N [ q f
S/ . i I Ly,
0.8 o \,‘f""\v_ e f '\ W
| b b /._m ﬁ | 'I( \ 3
el g | ‘\.L‘ gl A,
0.7 ’ b oA ‘%ﬁ | \ E
- ] L \.____\___'*—TL_:\/_/ ln'v i \a
o \ e N M\\ ”
\ A \, w'{,m"
W |
05 “
2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023

Figure 5

5.26: Beta 1y FV clustering Mix Portfolios




5| Results 71

From our analysis, it becomes evident that clustering based on closing prices (CP) is
more straightforward to comprehend and quicker to compute. However, it falls short
in terms of result interpretability. Portfolios created based on CP clustering exhibit a
lack of defined structure and are highly unpredictable amidst economic fluctuations. In
contrast, portfolios constructed using fundamental variables (FV) demonstrate greater
adaptability, homogeneity, and short-term predictability. While the FV approach may
be more computationally demanding, it effectively reveals a stronger and more distinct

identity:.



////M//////////é N 1 \\\\\\\ / \m\\ %
2N /// \ 117717/ s
//// N\ //// ////::_:::\\\ //) \\\ \\\\
NN 779477770770 00 /2 2
NN N e otrts
oty HH1100177 070070 2 2
SO 77752777777 000 2 2 2 2 27
J ///// /// N //// ////N///////////é __ ________,5\ I \\\\\\\ \\w\\ \\\\\\\\\\\\\\ =
~ 3N M s
N T e
—— f ot
—— = R
- ““\\\\\\\\\\\\\\\\\\m\\\w\w\\ 77 /////////////,/////////////// //// ///UU/
N RN R
1 NN
5577 NN
2 T I A O O



73

6 ‘ Conclusions and Further
Developments

Drawing from our comprehensive analysis, it’s evident that the three clustering method-
ologies ProbEnsemble, DTW, and FASTDTW yield strikingly parallel outcomes and
closely aligned portfolio performances. Specifically, the mixed cyclical portfolios de-
rived from these methods display remarkable resemblance to portfolios constituted of
non-cyclical sector-based companies. Similarly, the cyclical portfolios mirror those con-
structed from cyclical sector-based firms. Surprisingly, across the span of this study,
none of the methods classified a single company as non-cyclical outright. However, the
mixed company portfolios correlated well with the non-cyclical sector portfolios until a
noticeable divergence post-2017, becoming more pronounced after 2020. This shift is
primarily attributed to the growing influence of technology companies within the mixed
cyclical portfolios, suggesting a departure from the conventional behavior expected from

non-cyclical companies based purely on sector classification.

The consistent results across different clustering algorithms underscore the reliability and
quality of the data utilized, indicating that the source of our balance sheet information
is both knowledgeable and dependable. Contrasting this with the alternative method
of utilizing only closing prices, it’s evident that while the latter may present a more
intuitive and straightforward computational path, it fails to deliver the same caliber of
results, suffering from unpredictability and an absence of a distinct character. Moreover,
clustering based on fundamental financial variables reveals that traditional cyclical and
non-cyclical behaviors are not exclusively determined by sector classifications. Instead,
a machine learning-driven approach can illuminate alternative groupings of companies
that exhibit similar financial behaviors, transcending traditional sector boundaries. The
burgeoning role of technology companies within the mixed cyclical portfolio is particularly
telling, signaling a shift towards non-cyclical characteristics historically unassociated with

the tech sector.

The mixed cyclical portfolio curated through this analysis emerges as an attractive in-



74 6| Conclusions and Further Developments

vestment alternative, offering a balanced blend of the lower risk typically associated with
non-cyclical companies and the heightened market responsiveness and potential rewards
associated with cyclical firms. This portfolio represents an innovative investment vehicle
for those seeking to capitalize on the stability of non-cyclical entities while remaining

ready to benefit from the dynamic shifts in the market.

Upon closer examination of the clustering methods, the ProbEnsemble approach stands
out for its consistency and robust portfolio identity. Meanwhile, FASTDTW and DTW
display remarkable similarities, with occasional minor deviations. Notably, the compar-
ative results demonstrate that while the ProbEnsemble may be the optimal solution in
scenarios where time and computational resources are no constraints, FASTDTW emerges
as the preferable option in fast-paced environments with large datasets. FASTDTW offers
a compelling alternative that maintains high-quality results akin to those of ProbEnsem-
ble but with significantly reduced computational overhead, thanks to its O(N) space
and time complexity, making it a prudent choice in a data-intensive and efficiency-driven

financial landscape.

This research has demonstrated the value of combining financial expertise with machine
learning to refine and enhance existing classifications and labels. The convergence of
results from three distinct clustering methods underscores the significance and relevance
of the selected data, highlighting the efficacy of the methodologies employed in this study.
Notably, the novel implementation of TimeSeriesKMeans using FastDTW has shown that
it is possible to cluster multivariate timeseries exploiting FastDTW efficiency, attaining

comparable results significantly faster than the computational time traditionally required.

The dual objectives set forth in the introduction of this thesis have been successfully met,
laying a foundation for future exploration and expansion in this field. A potential avenue
for further investigation involves examining the evolution of these clusters over time in
relation to key macroeconomic indicators, such as inflation rates, interest rates, treasury
bond yields, international market trends, commodities, and GDP. Such an analysis could
provide deeper insights into the possible correlations between the returns of our algorith-
mically derived portfolios and broader economic dynamics, offering valuable perspectives

for both academic research and practical financial applications.
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A. ‘ Appendix A

An insightful study was carried out to understand the similarities between the clustering
results of different algorithms. This study focused on comparing the DTW and FAST-
DTW algorithms because they both used the same number of clusters for each quarter
being analyzed. DTW was chosen as the main benchmark to evaluate the custom Time-
SeriesKMeans with FASTDTW method developed in this thesis. To assess how similar
the clusters were for each quarter, we calculated a similarity score. This score was based
on the percentage of companies grouped together in the same cluster, adjusted for the
best match between DTW and FASTDTW clusters, since the same cluster number in

different algorithms might not represent the same group.

To determine if these similarity scores were meaningful, we compared them to a random
dataset. This dataset had the same companies and number of clusters for each quarter,
but the companies were assigned randomly. This step was crucial because looking at the
similarity scores alone could be misleading. Some quarters had only 3 clusters, while
others had up to 12, affecting the likelihood of achieving high similarity scores. However,
by comparing our results to the randomized data, we could accurately measure how similar
the DTW and FASTDTW clusters were.

The results, illustrated in the figure, consistently showed that our algorithms achieved
higher similarity scores than the random dataset, often by more than four times in many
quarters. This indicates that the data we used is very suitable for clustering, as different
algorithms produced very similar results. Most importantly, it highlights how the novel
FASTDTW algorithm introduced in this thesis was able to reproduce the same results of
the conventional DTW algorithm, but more efficiently due to the linear complexity of the
FastDTW distance.
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