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1. Introduction
Traumatic brain injury (TBI) is a major global
health concern, defined as an alteration in brain
function or other evidence of neuropathology re-
sulting from an external mechanical force [1]. It
affects 50-60 million individuals annually and
is associated with both acute and progressive
secondary damage, including lesion expansion,
edema and brain atrophy.
Preclinical models of TBI allow investigation of
mechanisms associated with disease progression
via histological assessments at the microscopic
level. At the same time, translational in vivo
approaches, such as magnetic resonance imag-
ing (MRI), lack the resolution of microscopy but
provide high translational value, even though
the underlying changes can be difficult to in-
terpret. For this reason, aligning two or more
images of the same anatomical region acquired
with diverse imaging modalities through mul-
timodal image registration (MMIR) methods
enables integration and comparison of comple-
mentary information across modalities. In this
context, MMIR could facilitate the detection
of structural damage, improve the evaluation
of temporal changes, and enhance understand-
ing of microscopic alterations that contribute to

macroscopic changes after TBI [2].
Despite its importance, MMIR remains chal-
lenging due to several factors, mainly because
different modalities, such as MRI and histol-
ogy, may differ markedly in contrast and struc-
ture, often requiring complex nonlinear trans-
formations for accurate alignment. Addition-
ally, tissue preparation for histology often intro-
duces artifacts, including morphological distor-
tions, stain variations, shrinkage, stretching and
tearing, or even tissue loss, making the regis-
tration process even more difficult. These chal-
lenges, together with the scarcity of publicly
available datasets and the difficulty of acquir-
ing large datasets due to time-consuming acqui-
sition processes, make the registration task in
the TBI context particularly complex to address
using deep learning approaches.
Most state-of-the-art methods are designed for
modalities exhibiting linear intensity relation-
ships, such as T1- and T2-weighted MRI
or MRI-CT scans, and thus cannot be di-
rectly applied to MRI-histology image regis-
tration. Furthermore, pipelines developed for
MRI–histology alignment, primarily for the hu-
man prostate [3, 4], are not directly transfer-
able to rodent TBI studies due to substantial
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anatomical differences.
To address the lack of preclinical studies and
the specific challenges of MMIR in rodent TBI,
as identified by the Traumatic Brain Injury and
Neuroprotection Laboratory at the Istituto di
Ricerche Farmacologiche Mario Negri, Milan,
Italy, this thesis introduces a fully unsupervised
pipeline for multimodal registration of brain
MRI and histology (Figure 2). The approach
leverages a CycleGAN to translate histological
images into MRI-like representations, convert-
ing the multimodal registration problem into a
monomodal one. The resulting images are then
aligned using a two-stage deep learning network,
consisting of a global affine registration followed
by a non-rigid thin-plate spline (TPS) transfor-
mation to refine local misalignments.

2. Problem Formulation
Image registration (IR), also known as image
matching, is the task of spatially aligning two
images IM ; IF 2 RH�W�C , referred to as the
moving and fixed images, respectively. For sim-
plicity, we assume both images have the same
dimensions. The objective of IR is to estimate a
geometric transformation T mapping each pixel
location (i; j) in IM to a new location (i0; j0)
in IF . Once the transformation is estimated,
the moving image is resampled according to T ,
yielding a registered image IM � T aligned with
IF . This process is illustrated in Figure 1.

Figure 1: MRI-Histology registration of a mouse
brain: given an MRI section (IF ) and a histolog-
ical image (IM ), a transformation T is estimated
to align IM to IF , enabling multimodal analysis.

Image registration is commonly formulated as
an optimization problem, in which the goal is
to find the transformation T � that minimizes a

cost function C:

T � = arg min
T2T

C(T ; IM ; IF ) (1)

Here, T denotes the space of allowable transfor-
mations, C(T ; IM ; IF ) quantifies the spatial mis-
alignment between IM �T and IF . The choice of
C depends on the method and typically reflects
the modality, features, or intensity characteris-
tics of the input images.
In deep learning, unsupervised training is typi-
cally performed on a dataset of unaligned im-
age pairs from different modalities, Dunsup =
f(IF ; IM )kgNk=1, aiming to estimate a transfor-
mation T minimizing a cost function C without
access to ground truth transformations. Con-
versely, supervised training relies on datasets of
aligned image pairs Dsup = f(IF ; IM � T )kgNk=1;
with known ground truth transformations T .

3. Related Work
In recent years, interest in MMIR has increased,
particularly in medical imaging, where accu-
rate alignment between different modalities is
essential. MMIR approaches can be broadly
categorized as intensity-based, feature-based, or
deep learning–based.
Intensity-based methods rely on direct com-
parison of pixel intensities. Metrics such
as mutual information (MI) and normalized
mutual information (NMI), which stem from
information theory, are widely adopted for
MMIR due to their robustness to non-linear
intensity differences. In contrast, metrics like
the sum of squared differences (SSD) common
for unimodal registration, perform poorly in
multimodal settings.
Feature-based methods detect edges, landmarks,
or other structures, but in histology-MRI regis-
tration they are often unreliable due to tissue
artifacts such as folds, tears, missing regions,
and other morphological distortions that make
global structures unsuitable for correspondence.
In histology-MRI registration, most prior work
has focused on human prostate tissue. ProsReg-
Net [3] employs spatial transformer networks
for direct 2D registration, improving accuracy
compared to traditional pipelines. However,
since it is trained on synthetic monomodal
pairs, it may fail to generalize to datasets
with significant cross-modality variability or
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complex tissue deformations. RAPHIA [4] inte-
grates a geometry-preserving image translation
network, which facilitates registration across
modalities. Nevertheless, both approaches are
not directly transferable to rodent TBI studies
due to anatomical differences and more severe
histological artifacts.
Deep learning approaches have recently gained
attention for MMIR, particularly GAN-based
image-to-image translation, which reduces
modality differences and converts a multimodal
registration problem into a monomodal one, en-
abling subsequent alignment [5]. In particular,
CycleGAN is widely used because its cycle-
consistency mechanism preserves anatomical
structures during translation, ensuring that the
generated MRI-like images retain geometrical
fidelity necessary for accurate registration.
Despite these advances, the combination of com-
plex, TBI-induced deformations, edema, lesions,
and severe histological artifacts in rodent brains
remains challenging for MMIR. To address
this, the proposed pipeline uses a CycleGAN
to translate histology into MRI-like images,
unifying the domains and enabling subsequent
registration with a two-stage network.

4. Materials and Methods
4.1 Dataset

Imaging data were collected at the Istituto di
Ricerche Farmacologiche Mario Negri and in-
clude in vivo T2-weighted MRIs and ex vivo
histological brain images of sham and TBI ro-
dents subjected to the controlled cortical impact
(CCI) model, covering varying injury severity
(Table 1). MRI acquisitions consist of coronal
scans with a matrix size of 150�150�37 voxels
and a voxel spacing of 0:1� 0:1� 0:3mm3. Ro-
dents were sacrificed one month post-injury, and
brain tissues were sectioned at 8�m thickness for
histology. Rodents were grouped as follows:
� sham: rodents not subjected to any injury.
� single moderate TBI (smTBI): rodents sub-

jected to a single CCI with 0:5 mm depth.
� single severe TBI (ssTBI): rodents sub-

jected to a single CCI of 1:0 mm depth.
Starting from imaging data summarized in Ta-
ble 1, we defined two datasets:
� Dmono: monomodal image pairs (IF ; IF �
T ) where both images belong to the same

modality, either T2-w MRI or histology.
Each image IF (from the MRI or Histology
columns of Table 1) is paired with a ran-
domly geometrically transformed version of
itself IF �T to simulate acquisition and pro-
cessing variability.
� Dmulti: multimodal unregistered image

pairs (IF ; IM ), where IF is an MRI section
and IM the corresponding histological im-
age selected through visual inspection (last
column of Table 1).

Group MRI Histology Paired MRI-Histology

sham 252 163 110

smTBI 315 210 124

ssTBI 336 268 153

Table 1: Overview of imaging data.

4.2 Proposed Pipeline

Here we propose an unsupervised pipeline for
multimodal registration of rodent brain MRI
and histological section following TBI. Our ap-
proach leverages a CycleGAN to translate the
histological image (IM ) into a MRI-like repre-
sentation, which is then aligned to the original
MRI (IF ) via a two-stage deep learning network
performing global and local registration. The
resulting affine and deformable transformations
are applied to the original histological image IM

for final registration. Figure 2 shows the pipeline
overview (top), including details of the Cycle-
GAN architecture (bottom left) and the regis-
tration block (bottom right). We assume that
each MRI-histology image pair corresponds to
the same coronal brain section, providing direct
spatial correspondence for registration.

Preprocessing MRI and histological sections
are skull-stripped using a deep-learning model to
isolate the brain from surrounding tissues. They
are then manually corrected for orientation er-
rors (�90�) and flips, applying the same correc-
tions to the brain masks. Finally, images are
cropped around the brain, intensity-normalized
to [0,1] and resampled to 256� 256 pixels.

Histology-to-MRI Translation The Cycle-
GAN architecture used for histology-to-MRI
translation is shown in Figure 2. It consists of
two generators, G : X ! Y (histology to MRI)
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