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Abstract

This thesis describes a software developed with the goal of facilitating the protection of
block ciphers against side-channel attacks. Side-channel attacks can be used to recon-
struct the cryptographic key by exploiting information such as the power consumption or
the electromagnetic emission of the device executing the cipher, compiled with statistical
techniques. These attacks are particularly effective against embedded devices and can be
carried on even with algorithms considered computationally secure from classical attacks.
The software was implemented using the LLVM framework, developing new passes in
different compilation phases, in order to obtain, for each cipher, a library of functions
that allow dynamic modeling of the device power consumption based on the Hamming
distance model.

Finally, 11 ciphers were analyzed, some with multiple variants, and the graphs constructed
from the obtained data highlighted known characteristics of the different cryptographic
algorithms.

The thesis also analyzes the different types of side-channel attacks and the possible coun-
termeasures for each of them, emphasizing how compilers are an essential tool to facilitate,
reduce possible errors and make the application of countermeasures more efficient and pre-

cise.

Keywords: block ciphers, LLVM, compilers, side-channel attacks, power analysis, auto-

mated analysis and countermeasure application
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Abstract in lingua italiana

In questa tesi viene descritto un software che é stato sviluppato con I'obiettivo di facilitare
la protezione dei cifrari a blocchi dagli attacchi side-channel. Gli attacchi side-channel
sono in grado di ricostruire la chiave crittografica sfruttando informazioni come il con-
sumo di potenza o ’emissione elettromagnetica del dispositivo che esegue il cifrario, in
combinazione con tecniche statistiche. Questi attacchi sono particolarmente efficaci su
dispositivi embedded e funzionano anche su algoritmi considerati computazionalmente
sicuri agli attacchi classici.

Il software é stato implementato usando il framework LLVM, sviluppando dei nuovi passi
in diverse fasi della compilazione cosi da ottenere per ogni cifrario una libreria di funzioni
che permettono di modellare dinamicamente il consumo di potenza del dispositivo basan-
dosi sul modello della distanza di Hamming.

Infine sono stati analizzati 11 cifrari, alcuni con pit varianti, e i grafici costruiti dai dati
ottenuti hanno messo in evidenza caratteristiche note dei diversi algoritmi crittografici.
Nella tesi si analizzano anche quali sono i diversi tipi di attacchi side-channel e le pos-
sibili contromisure per ciascuno di essi, enfatizzando come i compilatori siano uno stru-
mento essenziale per facilitare, ridurre i possibili errori e rendere piu efficiente e precisa

I’applicazione delle contromisure.

Parole chiave: cifrari a blocchi, LLVM, compilatori, attacchi a canale laterale, anal-

isi di potenza, analisi e applicazione contromisure automatizzata
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Introduction

In an era where almost all personal data is stored and processed digitally, cryptography
and in particular the use of secure cryptographic algorithms has become essential to pro-
tect people's privacy and authenticate the information. This aspect does not only regard
devices that can directly access internet, such as personal computers or smartphone, that
are more exposed to external threats and where the use of cryptography is evident, but
also many other contexts that pervade everyday life, such as transit passes, SIMs, payment
cards, electronic identity cards, and many others. All these devices amart cards , that

are embeddeddevices with dedicated hardware to execute a cryptographic algorithm and
store the secret key, which must never be revealed, under penalty of compromising the
device itself, which could have serious consequences.

The advancement of cryptography studies has let in recent decades to increasingly secure
and e cient ciphers, but often this security is evaluated only by considering the mathe-
matical properties of an algorithm.

However, there is a relatively new category of attacks called side-channel attacks (SCA).
This type of attack exploits additional information, such as the power consumption, the
time variation or the electromagnetic emission, that leaks from the device during the ex-
ecution of the cryptographic algorithm. This information is correlated to the control ow

of the algorithm and to the data the device is processing, and can be measured by an
attacker, who then, using statistical analysis, can reconstruct the secret key. SCAs are
particularly e ective against embedded devices.

In this thesis, the main techniques with which SCAs are carried out, and the possible
countermeasures that can be adopted to increase the resistance of ciphers to these types
of attacks are analyzed, with particular focus to SCAs that exploit the power consump-
tion of an embedded device to reconstruct the key of a block cipher. It is also shown
how, using compilers, it is possible to implement automated analyses and countermeasure
applications on cipher implementations, signi cantly reducing the time required and the
possible errors that can be made with a manual approach.

Compilers are generally seen as software that simply translates a high-level language, such
as C, to the machine code that can be executed, but in reality, they are very complex
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software divided in several parts, which in addition to translating the code, perform a
series of analyses and code transformations to apply optimizations that allow programs
to be executed e ciently.

Besides that, compilers have a large responsibility in the security of programs, as they can
modify the code, e.g. by inserting stack canaries to prevent stack over ow or by enabling
the address space layout randomization (ASLR) which makes more di cult to execute
arbitrary code.

Subsequently, a tool based on the LLVM framework is described in detail. The tool ex-
ploits the possibility o ered by the framework, to add a set ofstatic analyses performed
on the intermediate representation of the cipher implementation, that quanti es the vul-
nerability of each instruction to SCAs, and automatically apply countermeasures.

The tool was developed using an old version of LLVM, and the rst part of the work done
in this thesis was the porting of the tool to a recent version of the framework.

After that, the updated tool was used as a starting point to develop new LLVM passes
composing a new tool, which taking as input a cipher implementation, it produces a li-
brary containing new functions that yields di erent information for each instruction of
the cryptographic algorithm, such as possible dependencies from plaintext and key, and
more importantly the Hamming distance between two intermediate values written consec-
utively in the same CPU register. This last information is strictly correlated to the power
consumption of the device and can be used to build a model of its power consumption.
The tool, therefore, allows thedynamic analysis of a cipher implementation to understand
what the vulnerable points to a SCA attack may be.



1 ‘ State of the art

When considering the security provided by a cryptographic algorithm, it's common to
think that a cipher is secure if there are no way to break its mathematical structure,
or at least if a possible theoretical attack is practically infeasible by the means of time
or requires too much computational resources to be carried out successfully. In fact, an
algorithm is considered secure if the fastest way to broke it is by a brute-force attack.

However, there are some information that can be used by an attacker to bypass the
security of a cipher and gain possession of the secret key.

This information is physical properties of the device that is executing the cipher, such as
the power consumption or the electromagnetic emission, that are dependent on the control
ow of the algorithm and on the data it is elaborating, and especially in embedded device
can leak and can be measured by the attacker. The leak of one of these properties is
called a side-channel, in contrast to the main-channel of information that ow in the
cryptographic algorithm as intended, and the attacks based on this information are called
side-channel attacks (SCA).

In this chapter is explained what a side-channel attack is, the main techniques used to
carry out an SCA and what the possible countermeasures are to protect ciphers imple-
mentations against these types of attacks, providing a view on where the research on
this led is arrived, with particular interest in methods that o er an automated way of
analysis and protection of the code.

The last section of the chapter describes "Cryptoshield”, a tool developed leveraging the
LLVM framework, that can be used to analyze and apply countermeasure to ciphers im-
plementations in an automated way, and which represents the ground point to the work
presented in this thesis in chapter 3.

1.1. Cryptosystems

A cryptosystem is de ned as a pair of cryptographic methods for encrypting and de-
crypting data. The primary aim of a cryptographic method is to provide con dentiality,
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integrity, and authenticity of the data.

The two cryptographic methods are encryption and decryption and can be represented by
the two mathematical functions ¢ = E(p, ke) and p = D(c, kd), where p is the plaintext,

c is the ciphertext, and ke and kd are, respectively, the cryptographic keys for encryption
and decryption.

In modern cryptography, cryptosystems are designed following the Kerckho s's principle
which, in contrast with the practice of security through obscurity, states that "the security
of a cryptosystem must lie in the choice of its keys only; everything else (including the
algorithm itself) should be considered public knowledge" [35].

For an attacker, breaking a cryptographic algorithm means nding the cryptographic key
to gain access to the sensible protected data. Most of the cryptographic algorithms are
vulnerable to brute-force attack [38], in which an attacker, in possession of a ciphertext,
tries every possible combination of the key, to nd the right one. Even if that type of
attack is theoretically possible, modern algorithms use keys 128 or 256 bits long, which
means that there are2'?® or 226 possible keys to try out. Even using a modern computer
this attack is infeasible.

If an attacker can nd the cryptographic key in less time than it would take him to use

a brute-force attack, then the cryptographic algorithm is broken.

A cryptographic algorithm is considered computationally secure if breaking it requires an
amount of computing power that is not available in practice [30].

1.1.1. Cryptographic devices

Cryptographic devices are hardware devices such as smart cards that store the crypto-
graphic key and execute a cryptographic algorithm. The advantage of these devices, unlike
classic computers, is that they are not connected to the Internet, and it is not possible to
install additional software that could compromise them [30].

1.2. Side channel attacks

When a cryptographic device is performing a cryptographic operation (encryption or de-
cryption), beside the intended output (the plaintext or the ciphertext), it might leak some
other unintended information [40]. For example when a device is executing some code,
it consumes an amount of power that can be measured and that is correlated with the
control ow of the program and the elaborated data.

SCAs (side-channel attacks) target this types of vulnerabilities in hardware or software
implementations of cryptographic devices, rather than trying to directly break the math-
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Figure 1.1: General representation of a side channel attack

ematical structure of the algorithm; even if an algorithm is considered computationally
secure, it may be vulnerable to side-channel attacks.

Attackers measure physical quantities such as power consumption, electromagnetic emis-
sion, or execution time that are related to what is being executed internally in the system,
and exploit relationships between these measurements and the inputs in order to discover
the secret key.

The cryptographic device and its algorithm can be viewed as a black box, because in
order to execute an SCA, the attacker does not require a deep understanding of the im-
plementation of the attacked device or the cryptographic algorithm that it executes. The
only information needed is the algorithm implemented in the device, but this information

is usually of public domain [16].

1.2.1. Passive side channel attacks

In passive SCAs the attacker does not interfere with the operation of the cryptographic
device, but observes its behavior while performing cryptographic operations. The secret
key is revealed by observing the physical properties of the device [30].

Common passive side channel attacks techniques are:

" Simple power analysis (SPA) [23, 27, 40]
" Di erential power analysis (DPA) [23, 27, 40]
" Correlation power analysis (CPA) [27]

" High-Order DPA [27]
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" Template attacks [27]

" Simple electromagnetic attacks (SEMA) and di erential electromagnetic attacks
(DEMA) [27]

" Timing attacks [23]
" Acoustic attacks [23]

Later in this chapter, SPA and DPA will be described in detail, as this thesis is mainly fo-
cus on attacks that exploit the power consumption of the device, and these two techniques
are the main ones. CPA and High-Order DPA are two variants of the DPA [27].

1.2.2. Active side channel attacks

In an active attack, the cryptographic device, its inputs and/or its environment are manip-
ulated to make the device behave abnormally, or to bypass implemented security mecha-
nisms. The secret key is revealed by exploiting the so obtained device's abnormal behavior
[30].

Karaklajic et al. in [25] listed the most common techniques that an attacker can use to
tamper the device.

Power supply alteration: Under-powering or producing power spikes during the execution
of a cryptographic operation can cause memory faults. This technique is simple and low
cost, but it's di cult to control the timing of the fault introduction.

Clock glitches:If a device requires an external clock generator to work (e.g. smart cards),
the attacker can generate an abnormal clock signal that can cause the execution of un-
ordered instructions or store in memory invalid data. The technique is one of the simplest
but cannot be applied to devices that has an internal clock generator.

Temperature attacks: Exposing the cryptographic device to excessively high or low tem-
perature can lead to memory corruption.

Electromagnetic fault injection: An external electromagnetic eld can cause the abnormal
switch of a transistor resulting in a modi cation of the memory content.

Optical attacks: As semiconductors are sensible to laser ionization, exposing a decapsu-
lated chip to a very strong light source can cause the switch of a transistor. Using focused
laser beam a single and precise bit in memory can be set or reset.

Some of the possible attacks that can be performed are: [25, 36, 40]

" Di erential fault analysis (DFA)

" Tampering the program ow
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~ Safe-errors attacks

Di erential fault analysis (DFA)

To accomplish a di erential fault analysis attack, the attacker has to exploit the di erential
information between correct and faulty ciphertexts to retrieve the secret key.

First the attacker collects several ciphertexts with the cryptographic device operating in
normal condition, then collects other ciphertexts produced from the same device with
the same inputs (plaintext and secret key), but this time tempering the execution of the
cryptographic operation with one of the techniques described above.

When the attacker have collected su cient faulty and faulty-free ciphertexts, he applies
di erential cryptanalysis to construct and then solve di erential equations and obtain bits

of the secret key [25].

Pierre Dusart et al. in [19], explains that this type of attacks was rstly used in 1996
by Boneh et al. to nd cryptographic keys of public key cryptosystems (e.g. RSA). The
attack has later been extended by Biham and Shamir to various secret key cryptosystems
such as DES. The authors then show how this type of attack can be used against AES,
the current encryption standard.

Tampering the program ow

In this type of attack, the attacker, instead of tampering the data, alters the program
counter of the processor, causing instructions to be skipped or executed multiple times.
In this way the attacker is able to leak some sensible data, reduce the number of rounds
of a symmetric cipher or even bypass security countermeasures that check if the device
was tampered at the end of the execution [25].

Safe-errors attacks

While in DFA the attacker nds the secret key analyzing the correlation between the
tamper-free and the tampered outputs of the cryptographic operation, in a safe-error
attack, the attacker analyzes the fact that an error introduced during the execution of the
cryptographic operation may or may not produce an observable e ect on the output. The
fact that in this type of attack, the attacker is not interested in the output itself, allows it

to be used on a cryptographic device with countermeasures that validate the result [25];
in fact, if a countermeasure yields an error due to an invalid output, the attacker knows
that the injected error has produced an e ect on the result.
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1.3. Power analysis

Power analysis is a type of passive side channel attack that exploits the dependency
between the power consumed by a cryptographic device and the data processed and/or
the operation performed by the device at the same instant [22].

To conduct a power analysis attack, the attacker, rst has to measure the power consumed
by the cryptographic device. This is done by inserting a shunt resistor in series with the
power supply or the ground of the cryptographic device. Then, with an oscilloscope, he
can measure the voltage drop and obtain the power consumed by the device, for every
instant, during the execution of the cryptographic operation. This set of measurements
composes a power trace [30].

Analyzing a single or multiple power traces the attacker is able to reconstruct the secret
key.

1.3.1. Power consumption

Cryptographic devices are built using CMOS (Complementary Metal-Oxide-Semiconductor)
circuits. The power consumption of a CMOS circuit is the sum of the power consumption
of the logic cells composing the circuit.
A CMOS logic cell is made up using an NMOS (N-channel Metal-Oxide-Semiconductor)
and a PMOS (P-channel Metal-Oxide-Semiconductor) transistors that work in a com-
plementary mode. When the pull-up network (PMQOS) is active, the pull-down network
(NMOS) is inactive, so the GND and theVpp are never directly connected, signi cantly
reducing the current ow and thus the power consumed by the circuit.
For example the gure 1.2 represents the circuit diagram of a CMOS inverter. When the
input signal is high (1) the NMOS circuit (N1) is active and the output is connected to
GND (0). When the input signal is low (0), the PMOS circuit (P1) is active and the
output is connected toVpp (1).
The power consumption of a CMOS logic cell can be divided into two components: The
static power consumptionPg, and the dynamic power consumptiorPgyn .

Static power consumptionis the power consumed by the circuit when the input signal
is constant. It's derived by the leakage of current owing through the transistor l(eax)
currently inactive, and typically it is very small [30].

Pstat = lieak VoD (1-1)
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Figure 1.2: Circuit diagram of a CMOS inverter

Dynamic power consumptionis the power consumed by the circuit when the logic cell
switches and so depends on the data that is processed by the circuit. For example,
performing anexclusive oroperation on two numbers with higher Hamming distance will
consume more power than performing the same operation on two numbers with a lower
Hamming distance [27, 30].

Typically, dynamic power consumption is much higher than the static one, because when
a logic cell switches, the capacitance of the cell needs to be charged and for a short period
of time a short circuit between GND andVpp in the CMOS is observed [30]. Figure 1.3a
shows the input and output signals from a CMOS inverter. The input signal changes two
times, rstly from 0 to 1 and then back from 1 to 0. The second graph (1.3b) represents
the current draw by the circuit, where the two times when the CMOS switch and consume
more power are clearly visible.

1.3.2. Power model

A power model is a mathematical model used to predict or estimate the power consump-
tion of an electronic circuit. Typically, power models are used during the design process
of a digital circuit to determine if the circuit meets the speci cation, but an attacker can
use it to simulate the power consumption of a device for a given plain-text and secret key,
and compare the result with the actual power consumption of the device [30].

Hamming Distance power model

The Hamming distance power model is used to count the transitions that occur in a
circuit. Since most of the power is consumed when there is a switch in the transistors
of the circuit, knowing how many transitions occur can be used to estimate the power
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(a) Input and output signal of a CMOS inverter

(b) Instantaneous current drawn by the CMOS inverter

Figure 1.3: Dynamic power consumption of a CMOS inverter [30]

consumption [22, 30].
The Hamming distance of two values, and v, can be de ned as the Hamming weight of
the value obtained xoringvy with v;.

HD(vo; v1) = HW(vo V1) (1.2)

The Hamming weight HW ) is simply the number of bits set to one in a value, so the
Hamming distance is the number of bits that di er betweenv, and v;.

Since for the calculation of the Hamming distance it is necessary to have two values, this
model assumes that the attacker knows both the value contained in the register before
the switch and the value after it.

Another important aspect to consider is that "the Hamming distance model assumes that
all cells contribute to the power consumption equally and there is no di erence between
0! land1! O transitions" [30].
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Hamming Weight power model

Hamming weight model is a simpler model used when the attacker does not know two
consecutive values for the same register, and so he cannot compute the Hamming distance
to estimate the power consumption. In the Hamming weight model, the assumption is
that the power consumption is proportional to the number of bits set in the current value

of the data that is being processed [30].

1.3.3. Simple Power Analysis

Kocher et al. in [26] de nes simple power analysis (SPA) as "a technique that involves
directly interpreting power consumption measurements collected during cryptographic
operations. SPA can yield information about a device's operation as well as key material”,
which means that SPA can be used when only one or few power traces are available.

In practice, carrying out an attack with SPA can be challenging and requires a detailed
knowledge of the cryptographic algorithm under attack and, especially, with only one
power trace, the use of complex statistical methods to extract the signal from the noise
[30].

Single trace analysis:When a single power trace is available, a visual inspection of the
trace can reveal information about the data-dependent branches and which institutions
are performed based on their execution time. Algorithms with data-dependent branches
are particularly vulnerable to SPA, but even in cryptographic algorithms without data-
dependent branches (e.g. AES) some instructions power consumption can have variations
based on the data processed [11, 27].

Multi trace analysis: Multiple power traces can be recorded using the same plaintext
multiple times or changing the plaintext for every power trace. In the rst case, the
collected power traces can be used to reduce the noise by computing a new power trace
that is the mean of the recorded ones [30].

In the other case, di erent power traces can be compared to nd di erences that are data-
dependent [27]. For example in gure 1.4a the two upper traces were recorded using two
di erent plaintexts and the same key. The third trace is obtained computing the di erence
between the two recorded traces. It can be noted that in the rst part the two traces are
very similar, as their di erence remains at, but at some point, the traces diverge, which
means that the computations took di erent paths. In the second gure 1.4b, the second
trace has been shifted by 21 clock cycles, and now the traces are synchronized where they
weren't before. This means that the two computations have taken two di erent paths and
the path taken by the second computation took 20 more clock cycles than the rst one's.
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(@) (b)

Figure 1.4: Two power traces and their di erence [27]

1.3.4. Dierential power analysis

Firstly described by Kocher et al. in [26], DPA is one of the most important and used tech-
nique to reveal the secret key of a cryptographic device exploiting its power consumption.
The popularity of this type of attack is due to the fact that it does not require in-depth
knowledge of the cryptographic device under attack, but only of the cryptographic algo-
rithm used.

Unlike SPA, which mainly exploit the instruction ow dependency, DPA reveals how the
power consumed a device depends on the data processed. For this reason, DPA attacks
works better on algorithms, such as AES, that do not have data-driven control ow.

As the data-dependent variations in power consumption are relatively small, compared
to those derived on a change in the control ow [27], DPA requires, to be e ective, a
large number of power traces to reduce the noise present in the measurements as much as
possible.

All DPA attacks follow a general approach [30] shown schematically in gure 1.5.

Power consumption hypotheses  Firstly, the attacker chooses an intermediate point

in the cryptographic operation where it is easier to carry out the attack. For example, in
AES attacking the rst round, just after the substitution with the S-Box is quite simple,
because the intermediate result depends only on one byte of the secret key.

The attacker generates a set of subkeys hypotheses, and knowing the cryptographic algo-
rithm that the device executes, using a power model, such as the Hamming distance power
model, described in section 1.3.2, he can simulate the power the device will consume ex-
ecuting the cryptographic algorithm, for a set of di erent known inputs. In the table 1.1
there is a simple example of power consumption simulation with only 3 di erent inputs
and every possible subkey. The intermediate result is the output of the substitution box
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(S-Box) of AES (table 1.2), taking in input the xor between the input and the subkey

hypothesis.

Input | Subkey hypothesis Intermediate result Hamming distance

OxF5 0x00 OxCF 4

0x38 0x00 OxXEC 4

Ox4E 0x00 0x69 4

OxF5 OxFF OxEO

0x38 OxFF 0x10

Ox4E OxFF OxAF 4

Table 1.1: Power consumption simulation.

[ Toflx1TJ27]3]a]s e[z [s]e[a]s]c[o]eT]F |
0 63 7C 77 7B F2 6B 6F C5 30 01 67 2B FE D7 AB 76
1 CA 82 Cc9 7D FA 59 47 FO AD D4 A2 AF 9C Ad 72 co
2 B7 FD 93 26 36 3F F7 CcC 34 A5 E5 F1 71 D8 31 15
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Power traces collection

Table 1.2: AES S-Box Table

At the same time, the attacker measures the real power con-

sumed by the device during the cryptographic operation, using the same set of inputs
used to generate the hypothetical power traces. The collected traces have to be time
synchronized and this requirement could be achieved using a trigger signal to start the
cryptographic operation, sent by measuring equipment [36].

Collecting a large number of traces can help reduce noise, making the analysis more

precise.

Correlation Once the attacker has collected enough power traces from the device, he can
now compare the hypothetical power traces with the real ones, nding, presumably, one
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Figure 1.5: Di erential power analysis attack scheme

set of hypothetical power traces associated with a subkey, which is better correlated with
a set of real power traces. In that case the hypothetical secret subkey used to generate
this power trace is equal to the real secret subkey contained in the cryptographic device.

These steps can be repeated multiple times to discover other portions of the secret key,
until the entire key is reconstructed.

1.4. Countermeasures

Side channel attacks exploit information leaked from a cryptographic device, measuring
physical properties that are dependent on the data that the device is elaborating or with
the control ow of the cryptographic algorithm. To protect cryptographic devices against
side channel attacks, the hardware or the software needs to be modied to reduce the
information leaked, or make them unusable to reconstruct the correct secret key.

The advantage of hardware techniques is that they are transparent to the algorithm the
device executes, making them more resistant to bugs in the software, but are typically
expensive and must be added during the design phase of the cryptographic device, making
them impractical in some cases. Software countermeasures are instead more simple to
implement and their use can restore the security in hardware-protected system where the
underlying hardware protections have been compromised [6].



1| State of the art 15

1.4.1. Countermeasures against fault injection attacks

This type of countermeasure are not the focus of this work but are brie y explained as
they can be applied together with other countermeasures to achieve a better protection
of the cryptographic device. Below are presented two techniques found in literature, but
many other techniques exist to protect the devices from di erent types of attacks.

Passive and active shields Passive shields are metal layers that cover a part or the
entire chip, preventing optical fault injection or probing attacks. Active shields consist
of a metal mesh that transmits signals across the surface of the chip and detects any
interruptions on a wire [25].

Duplication and comparison  With this method, some hardware blocks are duplicated
and, at the end, there is a comparator that checks that the computation has not been
tampered with [23].

These countermeasures can be used to physically reduce the quantities that can be mea-
sured, for example, with logic gates that have smaller electromagnetic emission, or to
make device tampering more di cult.

1.4.2. Countermeasures against power analysis attacks

The main goal of countermeasures is to alter the dependency between the information
leaked and the computation of the algorithm.

The two main techniques that can be applied are calleshasking and hiding [30]. Both
masking and hiding try to break the link between the processed data and the power con-
sumption of the device, but the former modify directly the computation of the algorithm,
instead the latter leave the computation unaltered.

To achieve a better protection, di erent countermeasures can be applied together, but
each one involves costs in terms of performance, size of the protected implementation or
power consumed by the device. For this reason the best approach is to apply the coun-
termeasures only to the portion of the code that is more vulnerable to side channel attacks.

Automated analysis

Understanding which parts of a cryptographic algorithm can be more vulnerable to an at-
tack, that is, identifying which instructions leak more information through a side-channel,
is a fundamental step in e ectively protecting an algorithm from this type of attack.
Although this work can be done by visually inspecting the algorithm's assembly instruc-
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tions, the complexity and size of cryptographic algorithms make this a di cult and time-
consuming task. For this reason, several tools have been developed [6, 8, 9, 20, 29, 36],
which, thanks to the use of compilers and already known analysis techniques, help to
automate the identi cation of vulnerable parts of the algorithms and at the same time
apply countermeasures.

Typically, these compiler-based techniques statically analyze the code, and using data ow
analysis, they gure out which instructions depend on the secret key, which ones depend
on the plaintext, and which ones on both, calculating for each instruction a value that
indicates its resistance to a possible attack. The instructions that ultimately have a re-
sistance below a chosen threshold are protected using various countermeasures, including
masking, hiding, and code morphing.

Security oriented data ow analysis

Introduced by Agosta et al. in [7], Security oriented Data Flow Analysis (SDFA) allows
nding out which are the intermediate values that are more exposed to an SCA. The
analysis follows the propagation of the key through the intermediate values, and for each
bit of each intermediate value, computes the set of secret key bits from which its compu-
tation depends.

The more vulnerable intermediate values are the ones that depends only on few bits of
the secret key, that typically are located in the rst rounds of the cipher. As the com-
putation progress all the key bits are used to compute the intermediate values and the
attack becomes more di cult.

SDFA works even in backward as an SCA can be performed also on the ciphertext during
the decryption operation, targeting the last rounds. By using SDFA, all the intermediate
values are classi ed based on a vulnerability index which allows the application of coun-
termeasures only to the most vulnerable instructions that can be successfully attacked,
reducing the overhead of protecting all the intermediate values.

Masking

Masking is one of the main techniques to protect a cipher implementation from SCAs.
This technique works by invalidating the correlation between the power consumption and
the data that the dive process [9].

To achieve this, in the protected implementation, every sensitive intermediate value is
concealed by one or more random values, callethsks The sensitive intermediate values
are the ones that depends, directly or indirectly by a portion of the secret key. Masks are
generated in the cryptographic device and are di erent for each execution of the cipher,
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so they are not known by the attacker [30].

Considering an intermediate valuev, its protected implementation can be written as

Vm = V. m, wherem is the mask and is an operation chosen between exclusive-or,
modular addition + or modular multiplication , based on the instruction that needs to

be masked. The masked intermediate value is represented by a number of shares, that are
the masked valuev,, and the random valuesm; used to conceal the unprotected value.
The namesharescomes from the fact that these values share the secret, and only knowing
all the values, the original intermediate values can be obtained.

The shares of an intermediate value are processed separately and, only at the end of the
computation, they are recombined to obtain the result.

The numberd of mask used to protect an intermediate value is also known as the order of
the masking. It is proven that ad-th-order masking can prevent al-th-order attack, and

can be theoretically broken by &d + 1) -th-order attack, i.e. an attack that exploit d+ 1
measurements of the computation of di erent shared during the same execution [9, 30].
In practice considering that applying several masks for each intermediate value requires
more memory and computation time, and because the di culty of carry out ad-th-order
attack increase exponentially withd, only a ew implementation that uses more than two
shares @ > 1) exists [7, 30].

Hiding

As for the masking techniques, hiding achieves the goal by removing the dependency
between the processed data and power consumption. An important di erence from the
masking technique is that while the latter directly modi es the execution of the crypto-
graphic algorithm, in the hiding technique the computation of the intermediate values
remains unchanged.

With hiding the power consumption of the device is randomized acting on the time di-
mension or on the amplitude dimension [30]. For the time dimension it is important to
note that to carry out a DPA attack, all the power traces needs to be aligned in time.
There are essentially two ways to interfere with the time dimension:

Random insertion of dummy operation . Inserting dummy operations randomly be-
tween the cipher operation, makes the latter appears at di erent and random point of time
on every execution of the algorithm. The number of total dummy instructions inserted
must however be always the same, in order to prevent the attacker to gain information
about how many dummy instructions are inserted, measuring the time of execution [30].
The insertion of many dummy instructions can cause a slowdown in the execution of the
algorithm.
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Shuing : With shuing, the instructions of the cipher that are independent on each
other are rescheduled randomly and di erently at each execution. This method, apart
from the generation of the random numbers needed for choosing the new order of execu-
tion, does not slow down the implementation, but it can only be applied to limited set of
instructions that can be reordered without changing the nal result [30].

For the amplitude dimension, the idea is to make the power consumption random or equal
for all instructions. To achieve this, either the noise needs to be increased or the leaked
signal needs to be reduced. There are only a few ways to achieve this behavior in software:
[30]

"~ Using instructions that leaks less information.
" Avoiding having conditional branches dependent on the secret key
" Executing di erent parallel activities that increase the noise

The level of these protections is quanti ed by the increase of the number of measurements
needed due to the introduced noise. This increase "is shown to be scaling as the square
root of the number of unrelated operations performed in the same time instant as the one
under attack" [9].

Code morphing

Code morphing is another type of countermeasure where the sensitive instructions are dy-
namically replaced with other instructions during the execution of the cipher. An example
of implementation of code morphing is the MEET approach, proposed by Agosta et al. in
[8]. In this approach for every sensitive intermediate value computation, a set of di erent
"code tiles", i.e. code fragments semantically equivalent to the sensitive instruction, is
provided. When the cipher is executed, every time there is a sensible instruction, a ran-
dom code tile for that instruction is chosen and executed instead. A compiler extension
modi es the code at compile time, to later achieve this runtime behavior (Figure 1.6).
Since the code tile for an instruction is di erent for each execution, the power traces will
also be di erent.

1.5. Cryptoshield

In this section the Cryptoshield tool is presented, that is the basis of the work done in
this thesis. Cryptoshield was rstly developed by San lippo [36], and allows performing
security oriented data ow analysis 1.4.2 and automatically apply countermeasures to the
most vulnerable instructions. The tool is built as an extension of the LLVM framework and
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Figure 1.6: The architecture of the MEET approach [8].

includes a collection of analyses organized in di erent passes which, from an unprotected
high level source code (e.g. C), produces a protected binary.

The passes of the analysis process can be divided in two di erent macro categories each
one subdivided on more specialized blocks that contain the single passes (Figure 1.7).
The rst one is the vulnerability analysis

" Feature recognition
" Selection
" Forward and backward propagation
" Filtering and aggregation
The second one is theountermeasure application

" Masks application

1.5.1. Frontend extensions

Before the SDFA can start, the high level source code needs to be prepared with the addi-
tion of annotations and the execution of LLVM passes in order to produce an intermediate
representation (IR) with some characteristics that helps to simplify the subsequent anal-
ysis.

Loop unrolling One of the rst steps in the analysis is checking that the control ow
graph (CFG) is loop-free. This condition is required because after this pass, the analysis
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Figure 1.7: Organization of the LLVM passes implemented and the visualization of the
decency between them [36]
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take for granted that an instruction has only a unique value associated. In order to have
a loop-free CFG the loops in the source code must be annotated witppragma unroll
that will be later handled by clang. The boundaries of a loop that needs to be unrolled
must be known at compile time, but this requirement is not particularly limiting, since
all ciphers have loops with static indices.

Cipher variable markers  To identify which are the inputs of the secret key and of
the plaintext, the parameters of the cryptographic function must be annotated with
two new attributes that are __attribute__ ((key)) and __ attribute__ ((plaintext))

Clang was modied to handle thees attributes and generate two intrinsics functions,
llvm.crypto.key  and llvm.crypto.plain |, in the IR, that respectively takes as sin-
gle parameter the variable that contains the secret key and the plaintext. The functions
are de ned opaques, i.e. the optimizer does not know their implementation, and so they
cannot be removed by an optimization pass.

S-Box markers Similarly to the markers for key and plaintext, possible S-Boxes must be
marked with the new attribute __attribute_ ((sbox)) . Clang will handle this attribute
by producing another intrinsic function calledllvm.crypto.sbox

Rounds delimiters  To help the debug of the analysis and to produce the nal visualiza-
tions an optional marker can be introduced in the source code, to delimit the rounds of the
cipher. This is done by wrapping the code of the round in a new scope (i.e. in C a block
delimited with braces) and marking that scope with#pragma cipher round. This new
pragma will be handled by inserting the IR of the round in a basic block delimited with
two loops containing only the two intrinsicslivm.crypto.begin  and llvm.crypto.end

An analysis pass will later re-identify the instructions belonging to the di erent rounds,
and the loop introduced will be removed.

An example of annotated cipher is presented in Listing 1.1 with the toy cipher used by
Agosta et al. in [7]. Only the__ attribute__ ((sbox)) is missing from this example.
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Listing 1.1: Example of annotated cipher

#include "stdint.h"

#define rot32(x,n) (((x) << (n)) | ((x) >> (32-(n))))

inline __attribute__ ((always_inline))
void keyschedule(uint32_t *subkeys, const uint32_t *key) {

subkeys[0] = key[1];

subkeys[1l] = key][O0];

subkeys[2] = key[0] ™ key[1];
subkeys[3] = key[l] << 10 "~ OxFCEF;

void crypt(uint32_t __attribute__ ((key)) *key,
const uint32_t __attribute__ ((plain)) *input,
uint32_t *output) {

uint32_t subkeys [4]; uint32_t tmp = *input;
keyschedule(subkeys, key);

#pragma unroll
for (int n = 0; n < 4; ++n) {
#pragma cipher round
{
tmp ~= subkeys[n];
tmp = rot32(tmp, 2+n);

*output = tmp;

}

1.5.2. Feature recognition

Feature recognition is the rst phase of the analysis and it is in charge of identifying
the properties of the implementation of the cryptographic algorithm, such as rounds, s-
boxes and key dependency. Particularly, the rst passidentifyRoundsPass , exploit
the annotations introduced before, to identify the instructions that belong to a round of
the cipher.

InputDependencyPass uses thekey and plaintext attributes to identify the variables
containing the secret key and the plaintext. The pass, exploring the Data Flow Graph
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(DFG), also calculates the dependency depth for the key and the plaintext, that is, for
each instruction, the minimum distance in the DFG from the input point to the considered
instruction, and the ciphertext output point, which is the input of the CtxDependen-
cyDepthPass that computes the dependency depth for the reverse DFG.

DeadBitsPass identi es possible s-boxes exploiting the appropriate attribute, and for
each of them, computes thaelead bits i.e. bits of the output of the s-box that remain
xed at 0 or 1 independently of the input, and so they do not carry useful information.

Finally, KeylnputPointsPass assigns to each instruction that was previously identi ed

as akey input point, the subrange of key bits that the instruction is loading. The dimension

of this subrange is equal to the size of the instruction's result. The pass ensures to assign
all the subranges in order to cover all the keys, keeping track of the number of total key
bits assigned.

1.5.3. Selection

In the selection phase the instructions that represent a possible point to mount an SCA
are identi ed. The analysis assumes that the instructions identi ed in this phase repre-
sents a lower bound on the implementation security and therefore there is no attack that
can be carried out at lesser or equal cost by targeting other instructions outside those
identi ed in this phase.

Firstly DirectkeyDepsPass , starting from the key input points identi ed in InputDe-
pendencyPass, propagates the dependencies to all the instructions, assigning to each of
them a vector of bits. Each bit of this vector is set if the instruction depends on the
corresponding key bit.

AttackCandidatesPass search the instructions that are more easy to attack. In a
symmetric block cipher the instructions in the outermost rounds are more vulnerable,
because only few bits of the key are mixed with the plaintext and so the relation with
the measured quantities is simpler. This pass looks for the instructions that depends on
a portion of the key but not on the plaintext, and that transitively depends on portion
of the plaintext. The pass nally computes two mappings for the forward and backward
analysis that map the found attack candidates with their dependency depth calculated
before.

AttackPointsSelectionPass  extract two subsets, for forward and backward analysis,
from the attack candidates found in the previous set. Thattack points are selected
in order to construct a set of instructions that cover all the key bits with the smallest
dependency depth possible. Finally, the pass builds th&ubkey to key matrixwhose
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columns represent the bits of the subkey of the attack points, and the rows represent the
bits of the key. Each cell of the matrix is set to 1 if the bit of the subkey (column) depends
on the correspondent bit of the key (row).

1.5.4. Dependency propagation

In the dependency propagation phase, the information retrieved in the selection phase is
propagated to all the instructions of the implementation to nally obtain a vulnerability
index for each instruction. This phase is "repeated" two times, one for the forward
direction and one for the backward direction.

The rst step, SubkeylnputPointPass , assigns and initializes a pair oulnerability
matrices to each key input point. The matrices calledL, for linear dependencies, and
NL, for non-linear dependencies, have a row for each bit of the key, and a column for
each bit of the instruction result. The cells ofL and NL are set to 1 if the bit of the
instruction result depends respectively linearly and non-linearly on the correspondent
bit of the key. The diagonal of theL matrices of the instructions identi ed as attack
candidates, is initialized with correspondent vector of key bits.

SubkeyDepsPass propagates the dependencies information to all the instructions, fol-
lowing speci c rules for linear and non-linear matrices, based on the propagation direction
(forward or backward) and on the type of the instruction, i.e. linear boolean operation
(XOR non-linear boolean operation QR AN arithmetic operation (ADD SUBand MUL
DIV), shifts operations, truncations or extensions and table lookups.

In the KeyDepsPass , the vulnerability matrices just calculated and the subkey to key
matrices obtained in AttackPointsSelectionPass, are used together to produce theedi-
ated key dependency matriceshat indicates for each instruction, which bit of the key
in uences each bit of an intermediate result. This is a fundamental information be-
cause it is directly correlated with the vulnerability of the instruction. The last step,
KeyStatsPass , calculates thevulnerability index for each instruction. The vulnerability
index is calculated for each bit of the instruction result, as the minimum bit of the key, the
bit of the result depends on. The vulnerability index for the instruction is the minimum
of the vulnerability indices of the bits.

The pass computes, for each instruction, 4 di erent vulnerability indices based on 4 dif-
ferent attack models. The overall vulnerability index is the minimum among the four.
Smaller vulnerability index indicates more vulnerable instruction, apart from the special
case of vulnerability index equal to O that indicates that the instruction does not depend
on any key bit and so is not vulnerable.
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1.5.5. Filtering and Aggregation

The last phase of the analysis identi es the instructions that need to be protectedror-
wardVulnerablePointsPass  and BackwardVulnerablePointsPass identify vulner-
able instructions, whose vulnerability indices are below a specied threshold. Finally,
VulnerablePointsPass  collect the two sets of vulnerable instructions in a single set
ready for countermeasure application.

The vulnerable instructions are selected following two rules:

A

Forward rule : An instruction is selected if its vulnerability index is below the
threshold and one of its operands is already marked vulnerable or is part of the key
schedule.

" Backward rule : An instruction is selected if its vulnerability index is below the
threshold and is a direct user of a subkey fragment or one of its uses depends on
the plaintext and is marked vulnerable.

The threshold can be chosen to maximize protection or by making a compromise between
protection and performance. A good value for the threshold is the dimension of the key, for
which in only the outermost rounds (more vulnerable) of the cipher the countermeasures
is applied.
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2 ‘ Background

In this chapter the fundamental concepts on how a compiler works are explained and in
particular a large section is dedicated to LLVM, the compiler framework used to develop
the work presented in this thesis. Compilers are an essential tool for buildiagitomated
analysis and countermeasure application systems against side channel attacks. Before
these types of tools were developed, the protection of each cipher implementation was
left to the programmer that had to analyze the assembly code manually to discover some
vulnerabilities. As one can imagine, this work was very long, complex and prone to errors.

2.1. Compiler

A typical static compiler is a complex software whose main function is to translatsource
code written in high-level language, inassembly coder machine codefor a specic ar-
chitecture. Modern compilers, including LLVM, are usually developed in a modular way,
dividing the compilation steps in 3 di erent modules (Figure 2.1).

The advantage of this approach is that each frontend module can be developed indepen-
dently of the target machine and each backend module can be developed without having
to consider all the characteristics of the high-level language. Another important aspect
is that if there are N high-level language andM di erent target machines, developing a
modular compiler requires onlyN + M frontend and backend modules, instead i M
monolithic compilers [14].

A more detailed view of all the phases of a compiler is represented in Figure 2.2. The
rst 4 phases corresponds to the frontend of the compiler, while the last two corresponds
to the backend. The machine independent optimization phase is optional [10].

2.1.1. Lexical analysis

The lexical analysis phase takes as input the high-level language source code, and pro-
duces a collection of tokens. Aokenis a pair composed of @doken-nameand a possible
token-attribute, that is passed to the parser (syntax analyzer) when requested. To create
a token, the lexer (or scanner) reads the characters of the source code and groups them
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Figure 2.1: High level representation of a modular compiler

in sequences calletbxemes Lexemes are matched with gattern and transformed in the
correspondent token. Typically, the parser is the component that requires a new token to
the lexer when needed [10].

For example the fragmentx = x + y * 2 of C source code, can be tokenized as following:
" X is an identi er and is translated to the tokenhD, Xi
= is the assign symbol translated to the toket= i

y as for x, y is another identi er and becomesiD, yi
* is an operator and is mapped to the tokefti

2 is a constant integer so becomd¥ONST, 2i

Notice that some tokens, associated with keywords and operators, do not need an at-
tribute. In a real compiler the names, types and positions of identi ers are maintained in
a symbol table and in the token attribute there is the pointer to the correct entry of the
table [10]. So the overall code fragment is translated in the stream of tokens:

AD, 1i h=i hID, 1i h+i hID, 2i h*i hCONST, 2

Index Identier

1 X
2 y

Table 2.1: Symbol table

A lexer, that is able, reading the characters of the source code, to classify them in di erent
tokens, is developed starting from aegular expressioni.e. a sequence of symbols that
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Figure 2.2: Detailed view of the phases of a compiler [10].

de nes rules to identify a pattern. The regular expression is an easy way to express a
language, but it's di cult to translate it in a software. To do that, the regular expression

is converted rstly in a non-deterministic nite automaton and then in a deterministic
nite automaton (DFA). At this point the conversion of the DFA in the program that
compose the lexer is straightforward. Usually this work is not done by hand, but there are
lexer generators that take as input the de nitions of the tokens, as regular expressions,
and generate the correspondent lexer [32].

2.1.2. Syntax and semantic analysis

During the syntax analysis phase, also callgoarser, the tokens produced by the lexer are
used to produce asyntax tree As the name suggests, a syntax tree is a tree-like structure
where each interior node represents an operation and the children of that node represent
the argument of the operation [10]. This phase, unlike the lexer, works in a less local way,
so it is able to nd out if the program under compilation is not well-formed and emit a
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syntax error [32].

A parser can be de ned by acontext-free grammay which de nes the rules of derivation
to build the syntax tree. Even if in theory a parser that recognize all the context-free
grammars can be built, in practice, for performance reason, only LL and LR parser exists
[10].

Both LL and LR parsers read the input from left to right, but while the LL parsers
construct the syntax tree in a top-down way (from the root to the leaves), LR parsers
construct the tree in a bottom-up way.

Context-free grammars

To build a parser, the regular expression used during the lexical analysis are not enough
powerful. A regular expression (or nite automata) can only recognize regular languages,
but they can not recognize a context-free language. For example with a regular expression
it is impossible to tell if the parenthesis in an expression are balanced or not. A context-
free grammar is de ned as a quadrupl&(N; T; P; S) where:

" N is a nite set of non-terminal symbols, i.e. a symbol of the grammar that can be
expanded when a production is derived.

T is a set nite set of symbols, that are the symbols of the alphabet of the language
the grammar generates. In this context, the terminal symbols are all the possible
token-names recognized by the lexer.

P is a set of productions. A production is a rule of the grammar expressed in the
form:

left side! right side

The left side of a production contains only a non-terminal symbol, while the right
side contains a string of non-terminal and terminal symbols.

S 2 N is the non-terminal staring symbol.

Starting from the start symbol, the production of the grammar are derived, replacing any
non-terminal symbol with one of the possible derivation on the right side.

A context-free grammar is equivalent to a non-deterministic push-down automaton, that
is a nite automaton with a stack memory.

In the 2.1 is shown how a context-free grammar for the previous example can be written.
The bold characters represent the non-terminal symbol of the grammar.

The syntax tree of the example can be constructed deriving the rules of the grammar and
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S
ID = E
|
HD, 1i /l\
T + E
) T * F
| |
ID F CONST
i | |
hD, 1i D 5
|
HD, 2i

Figure 2.3: Concrete syntax tree derived using the context-free grammar 2.1

can be represented as the one in gure 2.3

S! ID=E
El E+TT

(2.1)
T! T FjF

F! (E)jID j CONST

Semantic analysis After the parser has build the syntax tree, the semantic analyzer
checks that the source program is semantically correct, i.e. that the program respect the
rules of the language. During the semantic analystgpe checkingis performed to ensure
that each operator has a matching operand type. For example in C is not possible to
index an array with a oating point number [32].

2.1.3. Intermediate representation

After all the semantic checks are successfully completed, the code is technically ready to
be translated to machine code. Despite this, in order to rstly optimize the code and to
keep the compiler modular, the code is rst translated in an intermediate representation

(IR).
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Keeping the frontend and backend of the compiler separate, allows to have only one
frontend module for each high-level language and one backend module for each target
machine, improving the portability of the compiler. Suppose that the compiler backend
is already available for a certain target machin® . If a new high-level languagé. needs

to be compiled onM, with this approach, only the front end module ofL has to be
developed. Oncd. is translated to the IR, common for every language, the machine code
for M can be generated without further changes.

Various di erent forms of IR exist, such as IR-Trees [14] or Three-Address Code [10],
but the common required feature is that the IR needs to be easy to be produced from
the syntax tree during the semantic analysis, easy to be translated to machine code,
and express only simple operations to facilitate the implementation of the optimizations,
but remaining at a su ciently high level so that it is totally independent of the target
machine and to not lose important information that can improve the quality of subsequent
optimizations [32].

2.1.4. Code generation

After the intermediate representation of the code has been generated and the analyses,
some of which are described in the following sections, to produce an optimized version of
the IR, have been performed, the compiler can now enter the last phase of the compilation,
also known as thebackendof the compiler. The steps performed during this nal phase,
are no more independent of the target machine the compiler is producing the code for.

Target-dependent optimization Now that the compiler is aware of which architecture
the program will run on, it can apply to the IR, speci c target-dependent optimizations
that cannot be generalized for other architectures. These last optimizations together with
the ones performed in the optimization phase of the compiler are essential in order to
produce a high quality result that can be executed e ciently.

Instruction selection  The compiler have to convert the IR instructions in actual in-
structions that can be executed, mapping the IR instructions to the ones available for the
correspondent target. Producing an acceptable result in terms of size and speed can be a
complex problem that depends on the IR, on the target architecture and on the quality
of code desired [10]. For example is easier to generate code starting from a lower level IR
for an architecture that support more instructions and data-types.

Register allocation When the compiler, during the rst phase, generates the IR code,
assumes to have an in nite number of registers to store all the intermediate values pro-
duced by the instructions. In this way it is much simpler to work with the IR in order
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to perform analyses or apply optimizations. But in reality an architecture with in nite
register does not exist, in opposition with the majority of the architectures that have only
few registers available. The compiler must then decide, for each point in the program,
which values are kept in registers and which in memory. This problem can be divided in
two sub-problems:

N

Register allocation in which the compiler decides the set of variables that will be
maintained in the register for each point in the program.

" Register assignment in which the compiler selects a register for each variable.

This problem is NP-Complete and it is often solved using heuristics, such as the graph
coloring algorithm [10].

2.2. Control ow graph

Discovered by Frances E. Allen [12], control ow graphs (CFG) are a convenient way to
represent the control ow of a program. In the LLVM framework the CFG is a fundamental
structure used to maintain the intermediate representation of the program during the
optimization phases. The use of a CFG helps to perform many analyses that rearguards
the control ow or the dominance of the instructions.

Formally a CFG is de ned as a directed graph5(B; E) such that:

A

There is a nodeb 2 B for each instruction orbasic blockof the intermediate repre-
sentation of the program.

There is an edgglh; ) 2 E if the statement stat; is executed immediately before
the statement stat;

If there is an edge(hb;h) 2 E the nodel is called animmediate successonf b,
and b is the immediate predecessoof iy

The function fs(b) = fhh j (b;B) 2 Eg returns the immediate successors of the
nodeh

The function f,(h) = f, *(h) = fhh j (b;h) 2 Eg returns the immediate predeces-
sors ofh

There are two additional nodedy,, the entry node, which has no predecessors and
byut, the terminal or exit node, which has no successors.
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(a) The set of nodes {2,3,4,5} is the maximal SCC

(b) A CFG with a circuit composed by the nodes {2, 3, 4, 5}

Figure 2.4: Two examples of CFG in which is possible to observe to di erent properties
of them

Basic block A basic block is a sequence of instructions that doesn't contain any type
of branch, i.e. the instructions in basic block are always executed one after the other. At
the end of a basic block there is always a branch.

In CFG a basic block can be recognized as a sequence of ndtigs::; i such that the
only existing edges ardly; bn);::;; (b 1;h) except for the edges entering the rst node of
the basic block and the edges exiting the last node.

Connected graph A CFG is connected if any node in the graph can be reached by any
other node by successive application ¢f and f .

Strongly connected component/region A strongly connected component (SCC) is
a subset of the node® B in which any node of the SCC can be reached by any other
node of the same SCC by successive applicationf@f so it exists a directed path from
any node to any other node of the SCC (Figure 2.4a).

An SCC is maximal if there are no other nodes i that can be added to the SCC without
losing the strongly connected property.

Circuit A circuit is a special case of an SCC with a strict ordering and represent a loop
in the CFG. A circuit is a path in which ky = b, (Figure 2.4b). A circuit is simple if the
nodes in the path are not repeated.
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2.2.1. Dominance relation

An important property that can be derived from a CFG is the dominance relation between
the nodes of the CFG. This property can be used to discover and optimize the loops in
the code, and to build the static single assignment form (Section 2.3) of the intermediate
representation.

De nition 2.2.1  (Dominator). A node h dominatesa nodel if every path of directed
edges fromh, to i must go throughh. Every node dominates itself. A noddy strictly
dominatesh if b dominatesh and b 6 hy [14].

De nition 2.2.2  (Immediate dominator). A node b is the immediate dominator of b
(with b 6 ) if b dominatesly and 8 b, such that b, dominateshy ) b, dominatesh.
Every node has exactly one immediate dominator, except the entry nodlg that has no
dominators [12, 14].

Dominator tree

A dominator tree is a tree-like structure constructed starting from a CFG, and with all

its nodes. The edges in the dominator tree represent tiimmediate dominance relation
between two nodes. In the dominator tree each node has only one incoming arch, since a
node can have only one immediate dominator. A predecessor in the dominator tree does
not always correspond to the predecessor of that node in the CFG [14]. An example of
CFG and its corresponding dominator tree is presented in gure 2.5

Dominance frontier

The dominance frontier of a nodeh is the set of nodesb such that b dominates a
predecessor ob but does not strictly dominate b [14]. In other words the dominance
frontier of b are the nodes outside the area dominated Wy, but that are reachable from
the nodes in that area.

A simple and e cient algorithm for computing the dominance frontier of a node exist and
the pseudocode from [14] is reported in 2.1. The function idom(b) return the immediate
dominator of b, and the function succ(b) return all the successor of b in CFG.

An example, using the algorithm 2.1, of the computation of the dominance frontier of the
node 5 of the CFG represented in gure 2.6, is:

1. In the rst for-each loop the nodes that are successors of 5 are {6, 7, 8, 4, 12, 13}.
For the nodes {6, 7, 8} the immediate dominator is the node 5, so they areot
included in S. {4, 12, 13} have the node 1 as immediate dominator, so they are
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added in S.

2. In the second loop, the children of the node 5 in dominator tree are {6, 7, 8}. As
we can see, the dominance frontier for the node 6 is composed by all its successors
{5, 7, 8, 4, 13, 12} as 6 does not dominate any node except itself.

3. Of these nodes, the node &ominates {5, 7, 8}, but 5 is also the considered node
(Iy) itself so the nodes that are nally included inS during the nested loop are {4,
13, 12}, that was already present after the rst step.

4. The steps 2 and 3 for the other two nodes (7, 8) is similar to the one of node 6.

5. Finally, the computed dominance frontier for the node 5 is composed by the nodes
{4, 12, 13} that are marked in gure 2.6

Algorithm 2.1 Dominance frontier computation
1: S fg

2: for each nodeh in succ,) do

3 if idom(b) 6 h, then

4 S S |[fhg

5. end if

6: end for

7: for each childc of b in the dominator tree do
8: DF. dominance frontier ofc

9: for eachw 2 DF; do

10: if b, does not dominatew or b, = w then
11: S S[fwg

12: end if

13:  end for

14: end for

15: return S {At this point S contains the dominance frontier ofy,}

2.3. Static single assignment

The static single assignment form, or SSA form, is a way of writing the intermediate
representation where each variable has only one de nition. The advantages of using the
SSA form comes from the fact that many data ow analyses and optimizations requires
that the compiler maintain a data structure to represent the de nitions and the uses
for each variable, and using the SSA form can substantially reduce the time and space
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(@) (b)

Figure 2.5: In the gure 2.5a there is a CFG and in the gure 2.5b there is its correspon-
dent dominator tree.

Figure 2.6: A control ow graph from [14]. In gray the nodes of the dominance frontier
of the node 5.
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complexity needed to maintain that data structure, from quadratic to linear [14, 18].
Furthermore, the use of SSA form simpli es the algorithms that perform such analyses or
optimizations, because it can be assumed that for each use of a variable there is only one
de nition.

2.3.1. Construction of the SSA form

If we consider only a single basic block (2.2) the conversion from a non SSA IR to an
SSA IR is quite simple. As shown in gure 2.7 the only task to perform is to rename the
variables assigning to each of them a new unique name at every de nition, and change
the subsequent use of that variable with the most recent de nition.
The problem arises when we consider more than one basic block, and particularly when a
basic block has more than one entering edge in the CFG, and more than one predecessor
de ne the same variable. In this case more versions of the same variable is entering the
node, and the concept of "most recent de nition" loses its meaning.
To solve this problem, we introduce the special notation of function [14], a function
that is inserted at the beginning of each basic block that present such a problem. The
function takes as parameters all the possible de nitions of a variable coming from
di erent paths, and return the value of the correct de nition based on which CFG path
the program took during the execution.
The steps for converting an IR to the SSA form are:

1. Insert the functions where needed.

2. Rename all the variables.

function insertion

A naif approach to insert the  functions is to add anew function for each variable,

every time there is a join point in the CFG, but if a variable reaches a node from di erent
paths but with the same de nition, i.e. the variable is not rede ned in any of these paths,
there is no need to insert a  function for that variable.

Two others, and more clever, algorithms to insert the  functions exist. One of them

Is the path-convergence criterion  and the second one more e cient algorithm is the
dominance frontier criterion based on the de nition of dominance frontier 2.2.1 [14].
The dominance frontier criterion algorithm is brie y described in these steps:

1. For each variablev de ned in a nodeb insert a new function on the nodes of
the dominance frontier ofb (DF (b))
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Figure 2.7: On the left there is a pseudocode with some assignment, and on the right the
same pseudocode in SSA form

2. Since a function is a new de nition itself, repeat the rst step for each node of
DF (b

3. The process terminate when all the de nition of has been considered.

2.4. Data Flow Analysis

Data ow analysis (DFA) is a set of di erent static analyses all aimed at understand-
ing how the data ows between the instructions during the execution of a program, and
provide essential information for the application of many code optimizations [10]. Fur-
thermore, DFA is fundamental to build tools that protect ciphers implementations, such
as Cryptoshiled described in section 1.5, as the analyses that identi es the vulnerable
instructions are all DFA.

Data ow analysis is conservative Since DFA is a static analysis, i.e. an analysis
executed "observing" the code without executing it, the results of the analyses will be
just an approximation of the reality. DFA is conservative as the results of the analyses
always preserve the correct behavior of the program, even though they can be imprecise
[10]. For example an analysis might consider all the paths in a program, producing possible
additional errors, even if some of those path are unreachable during the execution. In
this way the analysis may have optimized the program less, but ensuring the correctness
of the results.

De nitions and Uses The control ow graph can be enriched with the sets of the

variables that are de ned and used inside each node. For a nolehe two sets can be

de ned as def(b) containing all the variables for which there is at least an assignment
inside the node, anduse(b) containing all the variables that are used at least in one
instruction inside the node. An example of CFG with de nitions and uses is shown in
gure 2.8
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2.4.1. Data Flow Equations

The goal of the DFA is to nd the status of the interested data- ow values, before and
after each node of the control ow graph. For a nodd, the data- ow values enteringb
are de ned aslIN[ b], while the ones exitingb are de ned asOUT] b]. In order to nd

the solutions for each node of the CFG, two types of constraints must be solved. These
constraints form the so calleddata- ow equations[10].

Transfer function  The transfer functionf s describes the relationships between the data-
ow values before and after a node, i.e. how the information is transformed inside a single
basic block of the program.

The analysis can be distinguished in:

" Forward analysis that is when the information propagates in the same direction
of the execution paths, i.e. from the start of the program towards the end.

OUT[H = fs(IN [b])

~

Backward analysis that is when the information propagates up the execution
paths, i.e. form the end of the program towards the start.

IN [H = fs(OUT[H)

Control- ow constraint A control- ow constraint describes how the information prop-
agates between the nodes of the CFG.

For the forward analysis the information entering a nodeb (IN [b]), depends on the
information exiting its predecessorsfred(b)), so the control- ow constraint is

[
IN [b] = OUT[p]
8p 2 pred(b)

Instead for the backward analysis the information exiting a nodeb (OUT[h]), depends
on the information entering its successorssgcdb)), so the control- ow constraint is

[
OUTI[H = IN [s]
8s 2 succ(b)

2.4.2. Reaching De nitions

Reaching de nitions is aforward DFA which has as its purpose to determine, for each
node, what are the de nitions of variables that can reach that node without being over-
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written.

More formally, a de nition v, of a variablev in a nodeb reachesthe entrance of a nodey
if there is a path frombto g such that v, is not killed along that path [10], i.e. that the
path does not traverse any other nod& 6 b wherev is de ned.

If a node b de nes a variablev, producing the de nition v,, we say the nodeb generates
the de nition v, and kills any other de nition of vy with b6& q.

gen(b) = fvyg

2.2
Kill () = fvqjv2def(b) ~ v2def(q) » b6 qg (22)

The data ow equations for the reaching de nitions of a nodeb are the 2.3, where the
function kill is de ned as 2.2

8
< OUTIb = gend) [ (IN [0 nkill (b))

IN [ = oUT[p] (2.3)
8p 2 pred(b)

As reaching de nitions is a forward analysis, the solution to the data ow equations can
be obtained iteratively starting from the rst node of the CFG initialized as

IN [bn] = ?

until a xed point is found, that is when an iteration does not change any set. Reaching
de nitions can be used to delete unused variables, or for detecting if a variable is used
before its de nition [10].

2.4.3. Liveness Analysis

Another fundamental DFA is the liveness analysis, dackwardanalysis aimed to under-
stand for each point in a program if a variable idive, i.e. its value will be used again
before any new de nition in at least one path of the CFG, odead i.e. its value will not
be used anymore.

De nition 2.4.1  (Live variable). A variable v is live in input or output of a node [y if in
the CFG there is a path fromh to bj such thatly usev (v 2 use(ly)) and the path does
not traverse any other noddy 6 h that de nes v (v 2 def (b)) [10].

The data ow equations to solve the liveness analysis for a notare the 2.4, in which the
setsIN [b] and OUTI[b] are respectively renamedive;, (b) and liveqy(b) to better clarify
their meanings.
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8
< livejn(b) = use(t%[ (liveoyt (b) ndef (b))

liveou (D) = livei (p)
8p 2 succ(b)

(2.4)

As for the reaching de nitions, the solutions of the data ow equations can be found
applying the rules iteratively until a xed point is reached. Instead, contrary to the
reaching de nitions the analysis starts from the nal nodeh,,; which is initialized as

liveout (out) = 2

which means that no de nition exit the program. Examples of application of liveness
analysis are the simpli cation of the register allocation, because if two variables are not
simultaneously live, they can share the same register, or to nd useless de nes of variables
that will never be used, and so they can be deleted.

2.5. LLVM

LLVM is a compiler framework and an umbrella project for a large collection of di erent
subprojects, like the Clang C/C++/Objective-C compiler or the very fast and e cient
LLD linker, and it is used both in academic research and in production. The development
of LLVM began in 2000 as a research project at the University of Illinois but from than
it became very popular. The success of LLVM, as stated by the original project author
Chris Lattner in [3, 28], is mainly to be attributed to the design of its architecture.

LLVM, still today, is one of the few or even the only one piece of software that allows
to build a compiler in a totally modular way, in fact LLVM is developed following the
tree-phase design (Figure 2.1) in order to be exible and reusable.

LLVM is organized as set libraries that expose a wide range of di erent APIs. Moreover,
each phase of LLVM is a pipeline composed by di erent passes built to be independent
of each other. A developer can then build a personalized pipeline with the passes already
available or develop new passes which integrates with the existing ones without having to
modify other parts of the tool-chain. The compiler or tool that is developed using LLVM
will be linked only with the libraries of the code that is actually used.

Internally LLVM uses di erent types of data structures and intermediate representations.
The LLVM Core libraries use a control ow graph (Section 2.2), the LLVM IR, and the
LLVM MIR (Machine Intermediate Representation) in order to perform analyses, trans-
formations and code generation. Other representation can be used such as the abstract
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Figure 2.8: Example of data ow analysis showing the control ow graph and for each
node the de nitions the uses and the results of the liveness analysis and the reaching
de nitions. The variables ¢ and m are parameters that are passed to this function from

external.



44 2| Background

Figure 2.9: Simpli ed scheme of the stages and the IRs used during a compilation of a C
le using Clang

syntax tree (AST), i.e. a condensed version of the syntax tree presented in section 2.1.2,
used by Clang before generating LLVM IR. A simpli ed scheme of typical compilation
pipeline using Clang is shown in gure 2.9.0pt is the source language and target inde-
pendent llvm optimizer, whilellc is the llvm static compiler, which translate LLVM IR in
LLVM MIR, applies the target-dependent optimizations and produce an assembly le for
a speci c architecture. The assembly le can then be passed through a native assembler,
such asllvm-mc, and a linker, such as the llvm linkedld, to generate a native executable

[1].

25.1. LLVM IR

LLVM IR is one of the most important aspect of the design of LLVM. It's used mainly
during the middle optimization phase. It's a rst class language, with a low level RISC-
like instruction set. The instructions are in three address form which means that each
instruction takes some inputs and produce a result, each of one is stored in a di erent
register, which are of in nite number [3].

LLVM IR is always in SSA form (Section 2.3) without any exception. A fragment of code
that doesn't respect SSA form is invalid, in fact trying to reassign a value to temporary
variable (register) will produce an error.

The tree forms of LLVM IR

Tree isomorphic forms of LLVM IR exists: [3]

" In-Memory This form is used internally by LLVM during the compilation phases.
The LLVM IR is maintained in a control ow graph, and analyses or transformations
can be done easily using the APIs provided by LLVM.
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" Bitcode The bitcode (.bc) is a dense binary le format (similar to the more famous
Java bytecode) that store the IR on disk. This is the most e cient way to store
LLVM IR.

" Textual The textual format (.Il) is another way to store LLVM IR on disk, but in
human-readable form that can be used to debug or even manually modify the code
produced.

LLVM provides di erent tools to convert a form to another and vice versa. Thdlvm-asis
used to convert the textual form to the bitcode form, and thdlvm-dis to do the contrary.

Type system

An important aspect of LLVM IR is that the language is strongly typed which means
that anything has a type and conversions from one type to another requires specic
instructions even with similar types such as di erent sized integers. This design choice
was made because having a typed IR enables many analyses and transformations that
cannot be performed without having to do extra analyses [1].

The type system is organized in types that can be returned as a result of an instruction,
called rst class types which can besingle valuetypes, i.e. the ones that can be stored
directly in a register, andaggregatedypes such as arrays or structures. Other types that
cannot be returned by an instruction are thevoid and function types.

An example of single value type is the integer type, expressed with the syntax where
N is the bit width, usually used in the formi32 or i64, but it can range from 1, used to
express boolean values, 23,

Pointer type In LLVM pointers have the opaqueptr type, which means that is not
directly possible to know the type of the value pointed by a speci c pointer, also known
as pointee type In older version of LLVM (prior to LLVM 15) pointers had a type, but

for various di erent problems related to some optimizations, the adoption of LLVM from
other source languages other than C, and to simplify the IR removing useless bitcast
instructions, it has been seen that the costs of keeping the pointee types outweigh the
bene ts and so they were removed [2].

Layout

LLVM programs are composed ofnodules where each module is a unit of compilation
(Each .Il or .bc le contains one module), that can be linked together. Each module
contains information about the target and global symbols that are global variables and
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Figure 2.10: A simpli ed diagram of the LLVM IR layout.

function declarations and de nitions. Functions can have zero or more arguments, and if
the function is a de nition it must have at least one basic block, calleéntry block Each
basic block must start with an identi cation label e end with a terminator instruction, that
can be a branch instruction to another basic block or a return instruction. Furthermore,
inside a basic block, possible phi-instructions must be placed before any other instruction.
A diagram of this layout is presented in gure 2.10.

Instruction Set

The instruction set of LLVM IR is organized in di erent classes of instructions. An instruc-
tion contained in a reachable basic block must beell-formed i.e. that the instruction
must respect the SSA form where it dominates all its uses. For example the instruction
|%x = add i32 1, %% is not well-formed as the de nition of%xdoesn't dominate all its uses.

Here is reported a subset of the most used instructions:

Terminator instructions These are the instructions used at the end of a basic block.
As I'm writing there are 11 di erent instructions in this class, but the two more used are
the

~ Branch instruction: used to transfer the control ow to di erent basic block. The
instruction can branch conditionally or unconditionally.

" Return instruction: used to return after a function call, and optionally accepts as
argument the value that has to be returned.

br il %cond, label %iftrue, label %iffalse ; Conditional branch
br label %dest ; Unconditional branch

ret i32 %x : Return instruction
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Unary operations The only instruction in this class is thefneg instruction that takes
as input a single or vector of oating point numbers and return the same number with
the sign ipped.

Binary operations are all the instructions that computes arithmetic operations. Accepts
two values of the same type and return a value of the same type. The types accepted can
also be vectors. The following are all the instructions in this class. All the instructions
exists in integer form or in oating point form (with the starting f). The division and the
reminder exist also in unsigned or signethteger form.

" [fladd : returns the sum of the arguments

" [flsub : returns the di erence of the arguments

" [flmul : returns the product of the arguments

" <flu|s>div : returns the quotient of the arguments

" <fluls>rem : returns the remainder from the division of the arguments

%sum = add i32 5, %var ; %sum = 5 + %var
%result = mul i32 %sum, %x . %result = %sum * %X

Bitwise binary operations  As for the binary operations, these instructions accept two
operands of the same type and return a value of the same type of the operands. All the
instructions in this class accept integers or vector of integers.

" shl: returns the rst operand shifted to the left a speci ed number of bits.

Ishr : logical shift right. Returns the rst operand shifted right a speci ed number
of bits and Il with zeros.

ashr: arithmetic shift right. Returns the rst operand shifted right a speci ed
number of bits with sign extension.

and, or, xor: return the bitwise logicaland | or |xor between its operands.

Memory operations This is the class of instructions used to read, write, allocate mem-
ory, and compute the memory addresses. The most important ones are:

A

alloca : used to allocate memory on the stack of the function currently under
execution. Can be used to allocate any type of data structure, and return the
pointer to the allocated memory.

" load: read from speci ed address in memory and return the value.
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store : writes the rst operand to the address of memory speci ed by the second
operand. The store instruction does not return any value.

getelementptr : computes the address of an element in an aggregate data structure.
It's used to access the content of arrays, matrices and other more complex structures.
The instruction doesnot return the content of the memory but only computes the
address that can be used with dad instruction to obtain the desired value.

%struct.point = type { i32, i32 }

%p = alloca %struct.point, align 4 ; Allocate the struct

; Compute the address of the first value

%x = getelementptr inbounds %struct.point, ptr %p, i32 0, i32 0
store 32 4, ptr %x, align 4 ; Store 4 in the first value

; Compute the address of the second value

%y = getelementptr inbounds %struct.point, ptr %p, i32 0, i32 1
store 132 5, ptr %y, align 4 ; Store 5 in the second value

Conversion operations These are the instructions used to convert types, as LLVM IR
Is a strongly typed language.

A

trunc .. to : Truncates an operand to a specied type. The rst operand type
width must be greater of the width of the speci ed destination type.

~

zext .. to : Zero extend the operand to the speci ed type.

~

sext .. to : Sign extend the operand to the speci ed type.

%X = trunc i32 257 to i8 ; returns i8:1
%y = zext i32 42 to i64 ; returns i64:42
%z = sext i8 -1 to il1l6 ; returns i16:65535

Other operations Include instructions to compare values, call a function and the phi-
function instructions.

" <i|f>cmp : returns a boolean value based on the comparing of its operands.
call : call the function speci ed with optional parameters.

phi: used at the beginning of a basic block to implement the-function used in
the SSA form (See section 2.3). Here below there is the syntax of this instruction.
It returns the value correspondent to label of the basic block that had de ned the
value.

1 <result> = phi <ty> [<val0>, <label0>], [<vall>, <labell>], ...
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2.5.2. LLVM APIs

The LLVM framework is developed using C++ with extensive use of the STL (Standard
Template Library) and with the use of a custom RTTI (Runtime Type Identi cation).
For this reason to cast or to test the LLVM Types custom functions exist:

" isa<>: used to test if a reference or a pointer points to an instance of the speci ed

type.

" cast<>: used to cast a type to the speci ed one, producing an error in case the
passed type is not an instance of the right type.

" dyn_cast<>: used to test and cast a type to the same type. In case the cast is
successful it returns a pointer to the instance, otherwise it returnsullptr

Listing 2.1: Example of custom LLVM RTTI

if (isa<Loadlnst>(l)) {
/I Here | know that *I is a load instruction

/I This statment may produce an error if *I is not an instance of
LoadlInst
Value* OP = (cast<Loadlnst>(l))->getPointerOperand();

if (Loadlnst* LI = dyn_cast<Loadlnst>(1)) {
/I Do something with LI

}

The most important classes in to work with LLVM APIs are:

A

Value : This is the most important class of LLVM. Many other classes is derived
from this class, such as Instructions, Functions, and Constants.

Module : The Module class is the container for functions and global values. With
this class is possible to remove or create new global variables, search a specic
function by its name or iterate over all the existing functions using/lodule::begin()

and Module::end()

Function : This class represent a single function in the IR with some possible
arguments, and, similarly to the Module class, can act as an iterator to iterate
over the BasicBlocks and the Arguments using respectivefyunction::begin()
and Function::end() , and Function::arg_begin()  and Function::arg_end()

BasicBlock : This class is a container for the IR instructions, and can be used to
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iterate over the instructions usingBasicBlock::begin()  and BasicBlock::end()
BasicBlock provides also methods to explore the control ow graph accessing its
successors and predecessors.

" Instruction : This is the superclass of all the instruction types.

" User: This is superclass for the Instruction class and exposes its operands. Usually
it is used to access an instruction thause a certain value.

A much detailed view of some of the most important LLVM APIs classes hierarchy is
shown in gure 2.11.
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Figure 2.11: Hierarchy of some of the most important LLVM APIs classes
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This chapter contains the description of the work done to develop a new set of passes
for the LLVM compiler framework (Section 2.5) which extends the capabilities of Cryp-
toshield, described in section 1.5, to provide a way tdynamically analyze the power
consumption of a cipher algorithm in each point of the program.

The tool is developed to take as input a high-level source code (such as C) and to produce
as output a binary le that can be used as a library to obtain di erent information

for each instruction of the cipher algorithm, such as the intermediate value calculated,
the time needed to compute the instruction from the beginning of the algorithm, and
the Hamming distance between two intermediate values that has written in the same
register consecutively. The data produced is enriched with other information about each
instruction to help to understand the role that it has in the cipher algorithm.

The chapter is divided in two main sections. In the rst section is described the process to
port the Cryptoshield source code to a newer version of the LLVM framework, the reasons
behind these decisions and how the code was adapted to work. The second section explain
instead the modi cations and the extension performed to develop the tool.

3.1. Cryptoshield porting

The newly developed tool exploit the analyses already developed inside Cryptoshield to
obtain information such as the secret key and plaintext instruction dependencies or to
know if an instruction is part of a round of the cipher.

Cryptoshield was developed using an old version of LLVM (version 3) and in the years
the framework is evolved to improve performance and produce better code optimizations.
This changes however come with a major drawback which is that some new features are
incompatible with the code written to work with older versions. In fact, as the creator of
LLVM, Chris Lattner, wrote in [3], one of the major aspect of LLVM is to remain nimble,

i.e. that the developers of the framework can make, in any time, changes to the APIs
without worrying about backward compatibility.
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Furthermore, due to the fact that the tool was build on version of LLVM several years old,
many libraries and dependencies are not supported anymore, so the compilation of the
tool is di cult. For these reasons porting Cryptoshield to a recent version of LLVM was
the right choice both to simplify the development of the new features presented in this
thesis, and to keep the tool accessible in the future before other changes to the framework
make a future porting too complicated. The new version of LLVM used to port and later
extend the Cryptoshield tool is the 18.1.4.

Two of the major di culties encountered during the porting of Cryptoshield were the
impossibility to run the old version to compare the results of the analyses and the lack of
precise documentation regarding the implementation, in particular of the changes made to
clang to introduce the new annotations, such as the attributes to identify the parameters
of the key and plaintext and the pragma to identify the rounds of the cipher.

Beside small changes, such as replacing some custom functions that no longer exist in
LLVM with standard C++ functions existing in the version of the language used by the
new version of the framework, or changing the control ow in some passes of clang, the
biggest changes were made in the optimization passes and involved changing the LLVM
pass manager and handling the new opaque pointers.

3.1.1. Pass Manager

As explained in section 2.5, each of the phases of LLVM is organized as a pipeline of
di erent passes, that are managed by gass manager In 2019, with the version 9.0 of
LLVM, the use of a new pass manager (new PM) was introduced as an experimental
option for managing the passes in the optimization phase. In subsequent version of the
framework, the new PM gradually replaced the old one (legacy PM), becoming the default
pass manager in LLVM 12.0 and the only option with the release of LLVM 15.0.

An optimization pass can be of tree type that acts at di erent granularity:

A

Module pass : Is the most general pass that operates on the entire compilation
unit.

CGSCC pass : The CallGraphSCCPassoperates on the strongly connected com-
ponents 2.2, and traverse the program bottom-up in the call graph.

Function pass : Is executed for each function in a program.
Loop pass: Is executed for each loop in a function.

The tasks of the PM is to maintain a pipeline of execution, manage the dependencies
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between di erent passes, and caching the results of the analyses in order to speed up the
compilation.
There are tree substantially improvements achieved with the new PM [21]:

1. The rst one is that now analysis passes, i.e. passes that return a result produced
analyzing the IR, and transformation passes, i.e. passes that apply an optimization,
are now distinguished and the results of the analyses are managed by an analysis
manager that can cache arbitrary analyses, even of a single function, reducing useless
cache invalidation.

2. The second major improvement is that now both the execution pipeline and the
dependencies' declaration can be done dynamically, reducing the boilerplate code,
and allowing to create external plugin for LLVM.

3. The new PM is now able to parallelize independent passes.

The examples 3.1 and 3.2, of fragments of code taken from the real implementations of
Cryptoshield, show how an existing pass can be converted from using the legacy PM to
the new PM. The main di erences are that the super class of the pass is changed from the
generic FunctionPass to AnalysisinfoMixin<> that indicates that this is an analysis
pass (For transformation passes the super class to usémssinfoMixin<> ), the function
getAnalysisUsage , used to declare at compilation time the dependencies between passes,
no longer exists, and the required results from other analyses are nhow managed by the
FunctionAnalysisManager . Furthermore, also the global functionXto statically register

the pass is no longer present as now passes are dynamically registered in the pipeline.

Listing 3.1: Function analysis pass using the legacy PM

class AttackCandidatesPass : public FunctionPass {
public:
static char ID;

AttackCandidatesPass() : FunctionPass(ID) {}

bool runOnFunction(Function &F) override;
void getAnalysisUsage(AnalysisUsage &AU) const override;

h

void AttackCandidatesPass::getAnalysisUsage(AnalysisUsage &AU) const {
AU.setPreservesAll();
AU.setPreservesCFG();
AU.addRequired <InputDependenciesPass >();
AU.addRequired <CtxDependencyDepthPass >();
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bool AttackCandidatesPass::runOnFunction(Function &F) {
const InputDependenciesResult &ld =
getAnalysis<InputDependenciesPass >().getAnalysisResult();
const CtxDependencyDepthResult &Cdd =
getAnalysis<CtxDependencyDepthPass >().getAnalysisResult();

/I Code of the analysis

return false; // The pass did not change the code

char AttackCandidatesPass::ID = O;

static RegisterPass <AttackCandidatesPass> X(
"attack-candidates",
"ldentify points where an attack could be mounted",
true, // Only looks at the CFG
true // Is an analysis

):

Listing 3.2: Function analysis pass using the new PM

class AttackCandidatesPass : public AnalysisinfoMixin < -
AttackCandidatesPass> {

public:
AttackCandidatesResult run(Function &F,

FunctionAnalysisManager &AM);

static llvm::AnalysisKey Key;

b
AnalysisKey AttackCandidatesPass::Key;

AttackCandidatesResult AttackCandidatesPass::run(Function &F,
FunctionAnalysisManager &AM) {

const auto &ld = AM.getResult<InputDependenciesPass >(F);
const auto &Cdd = AM.getResult<CtxDependencyDepthPass >(F);

/I Code of the analysis
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The source code of the LLVM framework is very large, and compiling it requires a lot
of resources and time. To partially solve this problem, all the optimization passes of
Cryptoshield have been ported as an out of source plugin, which means that the tool is
compiled as a dynamic library that is loaded during the execution. Unfortunately there is
no way to include in the dynamic library also the changes needed for adding and managing
the new annotations (the attributes to identify the secret key and the plaintext, and the
pragma to identify the cipher rounds), so these changes were made by directly modifying
the LLVM and Clang source code.

3.1.2. Opaque Pointers

As explained in section 2.5.1, in older version of the LLVM framework, pointers had a
type, such asi32* , but in recent versions it has been replaced by a geneptr type.
This "small" change caused some problems, as this information is used in many analyses.

The solution to this problem comes from the fact that pointers are used to access the
memory in a particular location, but the instructions that read or write into the memaory,
respectively theload and the store instructions, need to know the size of the memory
to read or write. At the same time that pointers types became opaque, the instructions
load and store gained the type to access the memory correctly.

For example aload instruction that read an integer (132 ) from the location of the pointer
%var, in a version of LLVM without opaque pointers is written

%0 = load i32* %var, align 4

while the same instruction in a recent version of LLVM is written
%0 = load i32, ptr %var, align 4

It was therefore possible to develop an algorithm that, taken a pointer value as input,
explore all of its uses to nd aload or store instruction and so returns the type of the
pointed value. In 3.1 there is the pseudocode of this algorithm that for eaclser U, i.e.
the value that usesanother one as operand, oPtr (the pointer which we interested to
know the type) distinguish four di erent cases:

" U is a GEP instruction : In this case either the GEP is calculating the address
of a struct, and in this case the type is already available, otherwise we call the
algorithm recursively with U.

" U is a load instruction : In this case if the type of the load is itself a pointer we
are against a pointer of pointer and we search recursively using U. Otherwise the
type of the load instruction is returned.
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Algorithm 3.1 Algorithm to nd the type of a pointer

1: ndPointerType(Ptr: Value*):

2. for each user U of Ptrdo

3: if Uis a GetElementPtrinst then
4: if the source element is a structhen
5: return the type of the source element
6: end if

7 return  ndPointerType(U)

8. endif

9:

10: if U is a LoadInstthen

11: if the type of U is a PointerTypethen
12: return  ndPointerType(U)
13: end if

14: return the type of U

15:  end if

16:

17: if U is a Storelnstthen

18: O rst operand of U

19: TO typeof O

20: if TO is a PointerType then

21: return  ndPointerType(O)
22: end if

23: return the type of O

24: end if

25:

26: if Uis a Calllnst then

27: F  called function of U

28: for each argument A of Fdo
29: if A =Ptr then
30: return  ndPointerType(A)
31 end if
32 end for
33 endif
34: end for

35: return  nullptr {Type not found}
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Figure 3.1: Fragment of the CFG of the toy-cipher

" U is a store instruction : Similarly to the load instruction case, but with the
di erence that the store instruction does not return a value and we need to check
the type of its rst operand instead of the store instruction itself.

" Uis acallinstruction : Thisis the case in which the pointer is passed as parameter
to a di erent function that might access the memory. So we search the correspondent
argument of the called function and repeat the search with that argument.

If after having examined all the users oPtr the algorithm is not able to nd a memory
operation with a valid type, the algorithm terminates yielding a null pointer.

3.1.3. Cipher rounds annotation patch

When Cryptoshield was rstly developed, the information about which round of the ci-
pher an instruction belongs to was obtained through delimiting the code of each round
in a di erent block (delimited by brackets) and annotating each of these blocks with the
new pragma annotation#pragma cipher round.

Clang was then modi ed in order to emit the code of the round in a di erent basic block
surrounded by two others basic blocks to delimit the beginning and the end of the round.
An example of the rst nodes of the CFG produced for the toy-cipher (1.1) is shown in
gure 3.1. These two delimiters basic blocksréund.begin and round.end) were neces-
sary because they contain a loop whose condition was computed by an intrinsic function
(respectivelyllvm.crypto.begin  and llvm.crypto.end ) with unknown memory access.
In this way Clang was not able to change the order of execution between the instructions
before or after the round instructions and the instructions of the round themselves.

The problem in this case arises by the fact that the recent version of Clang to which the
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porting was made, is able to reorganize the code, modifying heavily the structure of the
CFG compared to what is expected, making the identi cation of the rounds impossible.
The solution to this problem was removing the attributealways-inline  from the function
containing the code of the round, produce the IR, and then reintroduce "manually” the
attribute on the IR function and execute only thealways-inline pass. In this way the
instructions of the round remain separated from the others during the rst IR generation,
and then when function is inlined, no other optimization is performed, so the CFG remain
with the correct structure. This operation is performed automatically using CMake, but
IS just a temporary solution as long as a x to the problem is found, directly in Clang.

3.2. Dynamic Analysis

The newly developed tool presented in this thesis, as an extension of Cryptoshield (Section
1.5), the tool that allows to perform precise Security Oriented Data Flow Analysis (Section
1.4.2) on cipher algorithms, identify vulnerable instructions, and automatically apply
countermeasures, aims to allow new types diynamic analysis to be performed. The tool
itself does not produce analysis results, such as which instructions are more vulnerable
than others, and its agnostic to the type of code is processing, i.e. the tool is developed to
yields better results on cipher algorithms source code, but this is not a requirement, but it
generates a library that can be used to compute the intermediate value of each instruction
and the Hamming distancebetween two consecutive writes on the same register.

As explained in section 1.3.2 the Hamming distance can be used to produce a model of the
power consumption of a cryptographic device in order to predict the power consumption
using the hypothesized secret keys. Furthermore, the Hamming distance of interest is the
one between two di erent values written on the same register one after the other because
the power consumption correlated with the processed data, is the power consumed during
the switching activity of CMOS circuits (Section 1.3.1).

To achieve the goal a set of LLVM passes have been developed. In gure 3.2 is reported the
dependency graph of these passes subdividednmddle-end passes.e. the passes that
run during the optimization phase of the compiler, andbackend passeswvhich are the
passes that need to be performed in the backend phase, only after the register allocation
pass (Section 2.1.4).

The passeddentifyRoundsPass and InputDependenciesPass are two of the ones
already present in Cryptoshield that were ported to the new LLVM version.
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Figure 3.2: Organization of the passes composing the tool
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3.2.1. Clang Annotations

The tool exploit the annotations #pragma cipher round, __ attribute__ ((key)) and
__atribute__ ((plain)) , described in section 1.5.1, already existing in Cryptoshield to
enrich the nal results with SDFA properties computed statically.

The Clang annotation #pragma loop unroll is used on every loop as the tool expects
a fully unrolled code, i.e. a code without the presence of loops, in which any loop with
static indices is unrolled. Instead, the annotation _attributes _ ((always_inline))

Is used indirectly as described in section 3.1.3, but in the end the expected code needs to
be contained all in one function. Other functions that may be present in the source code
but which must not be inlined, should be annotated with __attributes__ ((optnone))

The new annotation#pragma attack area was added to select the portions of the code

to consider for generating the library. This annotation works in the same way of the
#pragma cipher round annotation. During the IR code generation, the portions of the
code enclosed in annotated scopes, are emitted in a separate basic block surrounded by
two barriers basic blocks to prevent the code reordering. This annotation su ers from the
same problem highlighted for the#pragma cipher round in section 3.1.3.

All the annotations described, except the one to unroll the loops if present, are optional
and can be used to improve the results or limit the analysis region.

3.2.2. Middle-End Passes

The set of passes executed during the optimization phase analyze and transform the code
in order to satisfy the requirements imposed by the backend passes to work correctly.
In particular the at the end of this phase the IRmodule must contain all the functions
that computes the intermediates values for each instruction, plus only one single function
containing all the cipher code.

The rst executed pass,RemovelnlinedFunctionsPass , is a module pass whose purpose
Is to remove all the functions that have been inlined in the cipher function. In particular
the pass scan all the functions in the module to search the ones with the attribuédways-
inline or optnone and completely remove them. At the end of this pass only one function
must be present in the module, containing all the instructions of the cipher algorithm,
including any key schedule instructions that may be present.
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Figure 3.3: Identi cation phase

Instructions Identi cation

The next tree passesIflentifyAttackArea , UseDefChainsPass and ldentifyKey-
SchedulePass) can be grouped in theidenti cation phase ( gure 3.3), as roles of these
passes is mainly to select and analyze the instructions, obtaining information used by the
next pass.

IdentifyAttackArea selects the instructions for which a function for computing the
Hamming distance will eventually be present in the library produced by the tool. The pass
scans all the instructions searching for the intrinsics functiongypto_attack_area_begin

and crypto_attack_area_end . The instructions between these two functions are se-
lected. If noattack areais found, all the instructions are selected. Besides this,raund-
limit can be passed as command line option to limit the selection of the instructions to
a specic round. This option works whetherattack areasare present or not. To know
which round of the cipher each instruction belongs to, the pass exploit the information
produced by the analysiddentifyRoundsPassdescribed in section 1.5.

For each of the instructions selected by the previous paddseDefChainsPass computes
the use-def chainfrom the instruction itself to the beginning of the program. The algo-
rithm 3.2 to identify the use-def chains for each instruction works using a work-list queue
WL. For each instruction |, WL is initialized with the instruction itself and at each
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iteration an instruction C is taken from WL and the operands of are inserted inWL.
When the WL is empty the chain ofl is ready and a structure mapping each instruction
with its use-def chain is inserted.

In the real implementation there is an optimization that checks if a use-def chain for
an operand is already computed, and instead of inserting the operand in the work-list,
it copies the use-def chain in the ones of the considered instruction. This optimization
speeds up the execution of the analysis when there is a high number of instructions.

The construction of these use-def chains is simple in LLVM IR thanks to the Static Single
Assignment form described in section 2.3, and the fact that all the code of the cipher is
inside one single function, so in this function there are all the necessary instructions to
compute an intermediate value from the beginning of the program, and each intermediate
value is de ned exactly one time.

Algorithm 3.2 Use-Def Chains Identi cation

1: S instructions to analyze

2. CHAINS ? {map between instructions and use-def chains}
3: WL  ? {the work-list queue}

4: for each instruction 1 2 S do

5. push(WL;l)

6: UD  ? {use-def chain of instructionl }

7. while WL 6 ? do
8: C front (WL)
9

pop(WL)
10: for each O 2 operandgl) j O is an Instruction do
11: UubD UDIf Og
12: push(WL;O)
13: end for

14:  end while
15: CHAINS[I] UD
16: end for

Memory Bridges and Key Schedule Handling

When Clang generate the IR, it has to respect the SSA form, but to simplify the emission
of the code in this form, it generates manynemory bridges A memory bridgeis when
a value is stored and loaded from memory instead of maintaining it in registers. For
example the C function 3.3 is without any optimization is translated to the LLVM IR
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shown in 3.4.

Even with a simple function like this, the variablex is rst saved in memory, and then
loaded in a new temporary variable to be summed and returned. If the algorithm 3.2 is
applied to this IR code, the use-def chain of the add instructior®fady will contains only
the load (%0 and the alloca @bx.addr) instructions, missing the store instruction that
writes the value ofx in memory, since the store is not an operand of any other instruction.
Executing the code without the store instruction will produce a random value, as the load
instruction will read the content of a portion of memory not initialized.

The majority of these memory bridges are removed with the execution thmem2regpass
of the LLVM framework, which promotes memory references to register references [1].
The 3.4 after themem2regpass is transformed in the 3.5.

Listing 3.3: Simple C function

int function(int x) {
return x + 1;

Listing 3.4: LLVM IR generated by Clang without optimizations applied

define 132 @function(i32 %x) {

entry:
%x.addr = alloca i32, align 4
store 32 %x, ptr %x.addr, align 4
%0 = load i32, ptr %x.addr, align 4
%add = add nsw i32 %0, 1
ret i32 %add

Listing 3.5: The LLVM IR after the mem2regpass

define 132 @function(i32 %x) {
%add = add nsw i32 %x, 1
ret i32 %add

There are, however, some memory bridges that theem2reg pass cannot remove. In a
cipher algorithm, the key schedule is one of these. The structure that will contain the
subkeys is allocated and then a series of instructions computes and stores the subkeys in
that structure.

The ldentifyKeySchedulePass analyze the use-def chains computed in the previous
pass to identify this possible cases. The algorithm 3.3 works by inspecting each use-def
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chain searching for armalloca instruction. For each of them, it inspects its users. If the
user is astore instruction, insert it and its use-def chain in the set of the instructions
composing the key schedule, else if it is getelementptr instruction, search for a store
using it and put the store and its use-def chain in the set.

The pass constructs a mapping between eaelioca instruction found and the identi ed
key schedule instructions, and a mapping between each instruction of the use-def chain
and the alloca instruction that identify the key schedule, if present.

Besides that, if the command line optioropt-sizeis active, the same pass emit, for each
key schedule found, a new function that takes as parameters the same parameters of the
cipher function with the addition of the pointer returned by the alloca instruction, and
contains all the instructions of the key schedule. The return type igoid as the function
does not compute an intermediate value, but its purpose is to Il the subkey structure.
The generated functions will be used in the next pass to optimize the size of the functions
computing the intermediate values.

Intermediate Values Functions Emission

At this point all is all ready to execute the EmitinstructionFunctionsPass which for
each instruction | in the use-def chains, generate a new function that execute all the
instructions in the use-def chain of , from the beginning of the program and eventually
yields its intermediate value.

The intermediate value function (IVF) is built in order to take as parameters the same
ones of the cipher function, that are usually the plaintext and the secret key, and has as
its last instruction, the one that yields the intermediate value computed by the function
that eventually returns it.

The instructions emitted in the IVF are cloned from the ones in the use-def chain of the
considered instruction. AValueToValueMapTy is used to keep a reference between the
original and the cloned instructions and when their emission is completed, the map is
used to set the correct operands for each of the new instruction.

If an instruction has a dependency with a value computed during the key schedule, the
instructions identi ed during the ldentifyKeySchedulePassre cloned as well in the same
function, keeping the correct execution order.

If present, the metadata of the cipher round and the plaintext and secret key dependencies
of the instruction are added to the new generated function, to be used later during the
backend passes.

The name of the emitted IVFs is in the form
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[PREFIX_]i_OPCODE_DEBUGLOC_[ROUND_]ID_id

Where PREFIXs a string that can be set with the command line optiorib-prefix-opt
OPCODE the name of the instruction opcodeDEBUGL@Cthe debug location of the in-
struction in the form LINE_COLROUND present, is the cipher round which the instruction
belong andid is a number generated for each instruction.

Algorithm 3.3 Key Schedule Identi cation
1. KSMap ? {Alloca instruction - Key Schedule Mapping}

2: for each instruction | | I is an Allocalnstdo
3: KS ?

4. for each U 2 users(l) do

5 S null

6: if U is a Storelnstthen

7 S U

8 else if U is a GetElementPtrinst then
9 S findStore (U)

10: if S 6 null then

11: KS KS|[f Ug

12: end if

13: end if

14: if S= null then

15: continue

16: end if

17: KS KS|[f Sg

18: if the rst operand O of S is an Instruction then
19: UD, findUseDef (O)

20: KS KS|[f O;UD.g

21: end if

22: end for

23: KSMap[l] KS

24: end for

With this approach, each intermediate value is computed starting from the inputs, all in

a single function. The problem that can arise is that many instructions share most of the
use-def chain and key schedule dependency, so cloning each time all the instructions may
produce a very large library that cannot be ashed inside the boards used for testing,
which have a very limited storage.
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For this reason two command line options exists to produce an optimized version of
the library. The option skip-key-schedulerevents the emission of the IVFs for all the
instructions that belongs to the key schedule.

While the most important option is opt-size which change completely the way the IVFs
are emitted. Instead of cloning all the instructions of the use-def chain, the pass maintain
a map between the instructions and the IVFs already emitted, and when a new IVF
has to be generated, the algorithm search the IVFs that computes the operands of the
intermediate value to be computed. If these functions exists the new IVF is built calling
the IVFs of the operands and using the results as the new operators for the instruction.
An example of an IVF emitted for the toy-cipher 1.1, is shown in 3.6 for the non-optimized
version and 3.7 for the optimized one.

Listing 3.6: Example of non-optimized IVF of the toy-cipher
define 132 @tc_i_xor_18 14 Round_O_ID_13(ptr %key, ptr %input, ptr -
%output) #5 {
entry:
%subkeys = alloca [4 x i32], align 4
%0 = load i32, ptr %input, align 4
%arrayidx.i = getelementptr inbounds i32, ptr %key, i32 1
%1 = load i32, ptr %arrayidx.i, align 4
store i32 %1, ptr %subkeys, align 4
%2 = load i32, ptr %key, align 4

%arrayidx3.i = getelementptr inbounds i32, ptr %subkeys, i32 1
store i32 %2, ptr %arrayidx3.i, align 4

%xor.i = xor i32 %2, %1

%arrayidx6.i = getelementptr inbounds i32, ptr %subkeys, i32 2
store i32 %xor.i, ptr %arrayidx6.i, align 4

%shl.i = shl i32 %1, 10

%xor8.i = xor i32 %shl.i, 64751

%arrayidx9.i = getelementptr inbounds i32, ptr %subkeys, i32 3

store i32 %xor8.i, ptr %arrayidx9.i, align 4
%3 = load i32, ptr %subkeys, align 4
%xor.il4 = xor i32 %0, %3

ret i32 %yxor.il4

}
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Listing 3.7: The optimized version of the IVF 3.6. The parameters of the call instructions
are omitted.
define i32 @tc_i_xor_18 14 Round_O_ID_9(ptr %key, ptr %input, ptr -
%output) #5 {
entry:
%0 call i32 @tc_i_load 29 20 _ID_2(...)
%1 = call i32 @tc_i_load_18_17_Round_0_ID_8(...)
%2 = xor i32 %0, %1
ret i32 %2

}

There are tree cases that require particular attention when the optimized version of the
IVF is generated.

The rst case is when one of the operands of the instruction is aalloca instruction,
which means that the instruction use directly a value computed in the key schedule.
For this operand instead of calling a previous generated IVF, thalloca instruction is
cloned and used as new operand, and the key-schedule function generated during the
IdentifyKeySchedulePasss called to Il the structure.

The second case is when the instruction is aload that has as operand a GEP instruction
which computes an address to access the subkeys structure. In this case, calling the IVF
of the GEP would not work, because even if the called IVF is calling the function for the
key schedule, the structure for the subkeys is allocated in the GEP IVF, and tredloca
instruction, allocates the memory in the stack of a function. When the GEP IVF return
with the computed address, the subkeys structure is not allocated anymore and the load
may Yyield an incorrect value.

This problem is solved, not emitting the IVF for the GEP instructions, but instead emit
the GEP and the load in the same function that computes also the subkeys.

The third case , which however is not yet handled, is when an IVF for a key schedule
function has to be generated. These instructions access amdtes to the subkeys structure
when it is not ready yet. Special functions, similar to the IVF but that takes as additional
parameter the pointer to the subkey structure, has to be generated to handle this case.
Currently, this case is handled by emitting the non-optimized version of the function.

Barriers Removal

The last pass executed in the optimization phase is thRemoveBarriersPass , which
the only purpose is to remove the basic blocks delimiting the rounds and the attack areas,
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and merge all the remaining basic blocks in one single basic block. This pass is necessary
to simplify the subsequent analyses and to remove the intrinsics functions that LLVM is
not able to translate in Machine Intermediate Representation (MIR).

3.2.3. Backend Passes

Once all the IVFs have been generated, thelamming distance calculation is straight-
forward, in fact given two intermediate valuesv; and v,, their Hamming distance is the
number of bits that di er from v; and v, and can be computed as thélamming weight

i.e. the number of bits set to one, of;, Vv,.

There is however one missing information before the functions computing the Hamming
distance can be generated. The Hamming distance we are interested in, is not the one
between two random intermediate values, but the one between two values written in the
same register one after the other.

To gain this information all the subsequent passes have to be performed during the back-
end phase of the compiler, and more precisely only after that the physical registers have
been chosen for each instruction, in the register allocation pass.

Register Writes Identi cation

In the backend phase, the IR is translated in the MIR (Machine Intermediate Representa-
tion), which is no longer independent of the target machine, and in which each instruction
reads and writes on registers that initially arevirtual and of in nite number, similarly to
the IR, but after the register allocation pass they becomphysical and correspond to the
real registers available on the target architecture.

The passldentifyConsecutiveRegWritesPass scan all the instructions in execution
order and build a map between the register and the instructions writing in that register.

Algorithm 3.4 Register Writes ldenti cation

1. RegMap *?

2: for each instruction | in execution orderdo
3: O operandgl)[0]

4: if Ois a de nition then

5: RegMagdO] RegMapgO][f Ig

6

7

end if
. end for
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IR to MIR Mapping

The information about the consecutive register writes is associated with the MIR instruc-
tions, but the IVFs are associated with the IR instructions. After that the IR is translated
in MIR the two representations are almost completely independent and there is no direct
way to trace from which IR instruction each MIR instruction was generated, because
from a single IR instruction, more than one MIR instruction can be emitted, based on
the architecture capabilities. Also, the metadata associated with an IR instruction are
lost during this translation.

One information that is kept during the generation of the MIR is thedebug location This
information is associated to each instruction and contains the line and the column of the
source le from where the instruction was originally generated.

The passIRToMIRMapPass  exploit this information to build a mapping between each
MIR instruction and the respective IR instruction.

The algorithm 3.5 rst create an array P of pairs that associate each MIR instruction with

a string s built from their debug location, then scan the IR instructions to build a map

M that use as keys strings of the same format sfand as values stacks of IR instructions
associated with that location. A stack is necessary because there can be more than one
IR instruction associated with the same debug location, e.g. the instructions generated
from an unrolled loop have all the same location.

Eventually the array P is traversed backwards and, for each pair, if the location string
also exists in the mapM, an IR instruction is popped from the corresponded stack and
inserted in a new map between the MIR instructions and the IR instructions.

Hamming Distance Functions Generation

The last important step is emission of the functions that computes the Hamming distance
and yields other data for the instructions that can be used to analyze the cipher algorithm.
This step is performed by theGenHDFunctionsPass pass. Exploiting the analyses
performed by the two previous passes, the emission of these functions is straightforward.

The pass iterate over the registers and for each one iterate pairwise the machine instruc-
tions that writes to it consecutively. If for both the machine instructions there is a mapped
IR instruction and an IVF, the Hamming distance function can be emitted, otherwise the
generation of this pair of instruction is skipped.
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Algorithm 3.5 MIR to IR Instructions Mapping
1. P ?

2. for each machine instructionMI do

3: if MI has a debug locatiorthen

4 s getDebuglLocationString(M1 )
5: P P[f (s;Ml)g

6: endif

7. end for

8: M ?

9: for each IR instruction | do

10: if 1 has a debug locatiorthen
11: s getDebuglLocationString(l)

12: push(M [s]; 1)
13: end if
14: end for

15: InstrMap ?
16: for each (s;M1) 2 P iterated backwardsdo
17: if s2 M then

18: I poM [s])

19: InstrtMap [MI] |
20: end if

21: end for

The generated function takes as parameters the same of the cipher algorithm, plus a
pointer to a struct in which, at runtime, the generated data, i.e. the involved register,
the intermediate values yielded by the two instructions, the Hamming distance between
the values, the execution time of the two IVFs and other information obtained during the
static analyses performed by the Cryptoshield passes, are saved.

The function call one after the other, the two IVFs, and computes the Hamming distance
by rst xoring the two results and then calling the intrinsic function llvm.intrinsic.ctpop

which counts the number of bits set.

Before and after each IVF call, the functiongetTime, that has to be de ned externally,

is called to compute the execution time for the two IVFs.

The data about the cipher round or secret key and plaintext dependencies are retrieved
from the metadata that was associated on each IVF during thEmitinstructionFunction-
sPasspass.
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Header File and Documentation Generation

The previous pass, saves all the information of the generated functions, which is then
exploited by the two passespPrintDocumentationPass  and PrintLibraryHeader-
FilePass .

The rst pass is very simple. It generates two equivalent les, one in text format and the
other in CSV format, containing for each generated functions the information about the
involved register, the two instructions and their respective location in the source code and
the name of the Hamming distance function.

The second pass is more useful, as simplify the use of the library, by generating a C header
le (.h) containing the required inclusions, the de nition of the struct instr_data_struct

used to collect the data and the declaration of all the Hamming distance functions. Each
declaration is also decorated with a comment with the name of the two IVF called by
the Hamming distance function, the involved register and the secret key and plaintext
dependencies.

Furthermore, a utility function getRawDatais generated. This function takes as param-
eter an array ofinstr_data_struct  and the parameter of the cipher algorithm, and
automatically calls all the Hamming distance functions generated.

The pass contains a simple mechanism to convert the LLVM IR types to their C types
counterparts.

The header le generated can be used to include the library in another C program to call
all the functions contained in the assembly le emitted by LLVM after the code generation.

Final Optimization

If the command line optionkeep-unusedis not enabled, the lastRemoveUnusedFunc-
tionsPass pass is executed.

The pass searches for all the IVFs that were ultimately not used by any Hamming distance
function, and removes it. The pass helps to optimize the size of the generated assembly
le, since many generated IVFs associated with IR instructions that were eventually not
mapped to any MIR instruction, remain unused. The pseudocode of the algorithm is
shown in 3.6
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Algorithm 3.6 Unused Functions Removal

1

N N NN R P R B R R R R R
W NN RO © 0 N O g AR DR O

© © N 2 gk w N

getCallsOf(f ):
C ? {Callsinf}
for each instruction | 2 f do
if 1 is a Calllnst then
C, getCallsOf(l)

C CJ[fI;Cg
end if
end for
return C

- U ? {Used functions}
: for each HD function fyp do

five, fup.rstiVF

five, fup.secondlVF

C, getCallsOf (fivg,)

C, getCallsOf (f\ve,)

U Ulf fup:fives five, Ci Cog

. end for
. for each function f in module do
if f2UAMTf 6 intrinsic » name(f) 6 getTime then

removeF unction(f )
end if

: end for
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4 ‘ Validation

In this nal chapter is described how the tool presented in the previous chapter (3) was
tested.

The tests were performed on an embedded device based on the ARMv7 architecture
described in section 4.1. Various ciphers, either historically relevant or still important
today, as described in section 4.2, was analyzed, and the plots of the Hamming distances
generated from the collected data for each cipher, was reported is section 4.3.

To automate the test of many di erent ciphers, a python script was developed. The script,
for each tested cipher, is able taompile the program for the embedded device, selecting
the right cipher by setting the CIPHERompilation ag (e.g. To select AES128, the ag
-DCIPHER=AES1P8s to be set), ash the binary le on the embedded device using the
st-flash  tool, and nally open a connection with the device toread and elaborate the
data produced by the device. The results are stored raw in a semicolon separated CSV
le and in an XLSX le containing the table and the chart of the Hamming distances.
An SVG version of the chart is also produced.

Before analyzing the cryptographic algorithms however, the tool was veri ed, that means
that the results of the Hamming distance functions was checked to be correct. This was
done using a simple test program that staring from a speci c value, perform a bunch of
operations, such us shifting operations, one after the other, in such a way that all the in-
termediate values of the program were known, and so also the all the Hamming distances
between each pair of instruction.

The test program has to be simple enough and has to be compiled without any optimiza-
tion, in order to use only one register and keep the original instruction order. The library
produced by the tool was executed on the test board, as any other tested algorithm, and
the results of each Hamming distance function was compared to the precomputed ones.
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4.1. Testing Environment

The embedded device used to test the tool and collect the data of the cipher was the
STM32F411E-DISCO board (gure 4.1), featuring an ARMv7 32-bit Cortex-M4 CPU,
512 Kbytes of ash memory and 128 Kbytes of RAM [41].

The Cortex-M4 CPU execute the Thumb instruction set, which is a subset of the tradi-
tional 32 bits ARM instructions, but, they are 16 bits long and so the produced code is
more compact. During the tests, the CPU was con gured to operate at 72 MHz.

The getTime() function used by the Hamming distance functions is implemented to return

a counter produced by a timer operating at 72 MHz. The time in the raw data retrieved

from the board is the di erence between the value of the counter after the execution of
the function and the one before the execution of the function.

The data is transmitted through the user USB port (CN5). For convenience thewrite
function was implemented to write on the USB port when available, as showed in the
code 4.1, and this enables the possibility of using th@intf standard function to format
and transmit the data automatically.

Listing 4.1: Implementation of the _write function

int _write(int file, char *ptr, int len) {
static uint8_t rc = USBD_OK;

do {
rc = CDC_Transmit_FS(ptr, len);
} while (USBD_BUSY == rc);

if (USBD_FAIL == rc) {
/I Error!
return O;

}

return len;

4.2. Ciphers Analyzed

All the cipher analyzed are block ciphers whose implementations was modi ed in order
to be fully unrolled and with the addition of the custom clang attributes to identify the
key, the plaintext and the rounds. In the table 4.1 there is a summary of the analyzed
ciphers with their features, as the key size or the internal structure.
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