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Abstract

Robot-Assisted Minimally Invasive Surgery provides surgeons with unprecedented dex-
terity and high-definition stereoscopic vision; however, it still leaves broad horizons for
potential software and hardware implementations aimed at alleviating cognitive workload,
accelerating operative procedures, and increasingly safeguarding the patient.

To address this challenge, this thesis proposes a human-in-the-loop assistive control frame-
work developed for the da Vinci Research Kit. Without compromising the surgeon’s
decision-making autonomy, the architecture integrates a stereo vision pipeline for 3D
localization and obstacle modelling, a minimum-jerk trajectory planner for generating
collision-free paths, and a multimodal feedback interface. The latter combines Augmented
Reality visual overlays with boundary-oriented haptic guidance applied to the Master Tool
Manipulators via an impedance control paradigm. A user study is conducted on a pick-
and-place task to evaluate kinematic performance and perceived workload across distinct
modalities.

Quantitative analysis demonstrates that the multimodal approach significantly maximizes
spatial efficiency, reducing safety violations. Although exclusively visual guidance in-
creases execution speed, it remains susceptible to spatial deviations due to operator over-
confidence. Conversely, haptic guidance alone induces a conservative and safe navigation
strategy, albeit initially slower. Subjective evaluations confirmed high user acceptance:
90.9% of participants reported that multimodal fusion did not generate cognitive overload,
validating the collaborative intent of the control architecture. The proposed framework
effectively bridges the sensory gap in robotic teleoperation. By dynamically combining
visual planning with haptic constraints, the system proves to be not only a highly reli-
able intraoperative safety net, but also a fundamental propaedeutic tool for accelerating
surgical training.

Keywords: Human-Robot Interaction, Trajectory Planning, Haptic Feedback, Aug-
mented Reality





Abstract in lingua italiana

La chirurgia mininvasiva robot-assistita offre ai chirurghi una destrezza senza precedenti
e una visione stereoscopica ad alta definizione, ma comunque lascia ancora molti orizzonti
percorribili per possibili implementazioni sia dal punto di vista software che hardware che
possano alleggerirne il carico cognitivo, velocizzare l’operazione e tutelare il paziente.

Per far fronte a questa sfida, la presente tesi propone un framework di controllo assistivo
sviluppato per il da Vinci Research Kit. Senza compromettere l’autonomia decisionale del
chirurgo, l’architettura integra una pipeline di visione stereoscopica per la localizzazione
3D e la modellazione degli ostacoli, un pianificatore di traiettorie a minimum-jerk per
la generazione di percorsi sicuri e un’interfaccia di feedback multimodale. Quest’ultima
combina overlay visivi in realtà aumentata con una guida aptica basata sui confini spaziali,
applicata ai Master Tool Manipulators tramite controllo in impedenza. È stato condotto
uno studio sperimentale su soggetti su un task di pick-and-place per valutare le prestazioni
cinematiche e il carico di lavoro attraverso modalità distinte.

L’analisi quantitativa dimostra che l’approccio multimodale massimizza significativamente
l’efficienza spaziale, abbattendo le violazioni di sicurezza. Sebbene la guida esclusivamente
visiva aumenti la velocità di esecuzione, essa rimane suscettibile a deviazioni spaziali
dovute a eccessi di confidenza dell’operatore. Al contrario, la sola guida aptica induce
una strategia di navigazione conservativa e sicura, ma inizialmente più lenta. Le valu-
tazioni soggettive hanno confermato un’elevata accettazione da parte degli utenti: il 90,9%
dei partecipanti ha dichiarato che la fusione multimodale non ha generato sovraccarico
cognitivo, validando l’intento collaborativo dell’architettura di controllo. Combinando
dinamicamente la pianificazione visiva con i vincoli aptici, il sistema si dimostra non
solo un’affidabile rete di sicurezza intraoperatoria, ma anche un fondamentale strumento
propedeutico per accelerare il training chirurgico.

Parole chiave: Interazione Uomo-Robot, Pianificazione di Traiettorie, Feedback Aptico,
Realtà Aumentata
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Introduction

The topic of this thesis originates from the ambition to apply innovative solutions to

advanced robotic hardware and to explore the potential of sharing intrinsic robotic infor-

mation with the human operator. The fundamental aim is to design a system in which

the surgeon remains the central decision-maker, while the robot acts as a collaborative

partner capable of enhancing perception, precision, and safety.

In the current evolution of surgical practice, the surgeon increasingly assumes the role

of a team leader within a human�technological ecosystem. Consequently, there is grow-

ing interest in developing systems that facilitate cooperation rather than replacement.

The approach presented in this work follows this philosophy, seeking to strengthen the

surgeon's awareness through intelligent assistance rather than automation.

The objective has a dual purpose: �rst, it can be applied in training contexts, sup-

porting novice surgeons during their learning phase by providing intuitive haptic cues

that help them maintain control and reduce the fear of error. This guided feedback can

accelerate skill acquisition and improve con�dence during early-stage procedures. Sec-

ond, for experienced surgeons, the system can contribute to reducing cognitive workload

by partially automating trajectory maintenance, thus allowing greater focus on critical

decision-making and situational assessment.

This vision emphasizes the importance of cooperation over full automation. The goal is

not to eliminate human involvement but to promote a synergistic interaction in which

the adaptability, responsibility, and experience of the surgeon are complemented by the

precision and consistency of the robotic system. Such collaboration is expected to improve

overall surgical performance while preserving the human element that de�nes medical

excellence.

Context

Over the past three decades, surgical practice has undergone a profound transformation,

largely driven by advances in minimally invasive techniques. Traditional open surgery,
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while e�ective, is associated with large incisions, signi�cant postoperative pain, long hos-

pital stays, and increased risk of complications. Minimally Invasive Surgery (MIS), intro-

duced in the late 20th century, aimed to overcome these drawbacks by employing small

incisions and specialized instruments, thereby reducing patient trauma, accelerating re-

covery, and improving cosmetic outcomes.

Despite these advantages, conventional MIS presented challenges for surgeons. The use

of long, rigid instruments inserted through narrow ports signi�cantly restricted dexter-

ity and freedom of movement compared to open surgery. In addition, the reliance on

two-dimensional video imaging limited depth perception, while the physical demands of

prolonged procedures often caused fatigue and strain for the operator. These limita-

tions spurred the development of robotic systems designed to restore dexterity, enhance

visualization, and reduce surgeon discomfort.

Robotic-assisted surgery, also referred to as RAMIS, emerged in this context as an exten-

sion of MIS, combining advanced engineering with surgical expertise. Among the plat-

forms developed, the da Vinci Surgical System quickly became the most widely adopted

and in�uential, establishing itself as a gold standard in robotic surgery worldwide.

The da Vinci system is designed to replicate and extend the capabilities of the human

hand inside the surgical �eld with integrated components that work in unison. The sur-

geon operates from a console, separated from the patient but connected through this

telemanipulation interface. Thanks to Master Tool Manipulators (MTMs), the hand and

wrist motions on the joysticks are scaled and �ltered by the system before being trans-

mitted to the Patient Side Manipulators (PSMs) with high �delity. Importantly, these

robotic arms are cut of natural tremors into precise micromotions of the surgical instru-

ments attached. The system provides articulation beyond the limitations of the human

wrist, o�ering seven degrees of freedom inside the body through minimally invasive access

points, and with a stereoscopic viewer, a high-de�nition, three-dimensional visualization

of the operative �eld, magni�ed up to ten times. This enables excellent depth perception

and �ne detail recognition. All these functions are controlled thought foot pedal tray and

manipulator interface boards, which ensure robust integration between hardware, sensors,

and control software.

The success of the da Vinci system rests on enhanced precision and dexterity that the

instruments can replicate and even surpass natural hand movements, allowing surgeons to

perform delicate dissections, suturing, and reconstructions with minimal tissue trauma. It

has reshaped surgical practice, gaining ergonomic comfort operating seated at the console,

which reduces musculoskeletal strain, especially during long procedures. While from the



| Introduction 3

patient's point of view the advantages translate into shorter hospital stays, faster recovery,

reduced postoperative pain, and lower risks of infection or blood loss, expanding surgical

capabilities with complex procedures through minimally invasive access routes that would

otherwise be extremely challenging. Collectively, these strengths explain why the da Vinci

system has become particularly widespread in urological surgery, where it is routinely

employed for procedures such as vasectomy, partial prostate removal (prostatectomy),

and stent repositioning (Fig. 1). Its precision and dexterity make it especially suited for

operations performed within con�ned anatomical regions that demand both �ne motion

control and minimal tissue trauma.

Figure 1: Fields of RAMIS application, focus on urology for the da Vinci [5].

Nevertheless, despite its intuitive design, its clinical pro�ciency use has a steep learning

curve, mastery of the console, camera control, and instrument coordination demands re-

quires extensive training, often in simulation labs, before safe clinical application. It could

be enhanced with haptic feedback of tactile sensation, which is a critical limitation. Sur-

geons cannot feel the resistance of tissues or the force applied, relying exclusively on visual

cues. This sensory gap increases the risk of inadvertent tissue damage and elevates the

operator's cognitive load, already high due to hand�eye coordination challenges, although

the stereoscopic viewer partially mitigates this, the decoupling requires adaptation.

The system needs no-easy setup requirements, which leads to practical constraint concerns

the operating room preparation process, often requiring a �green code� setup to ensure a

fully sterile environment. The da Vinci system involves multiple articulated components

and instruments that must undergo sterilization before and after each use. Standard

sterilization methods, such as high-temperature steam or autoclave cycles, can damage

components made of plastic or composite materials. For this reason, many accessories are

single-use only, which increases operating costs and environmental impact. Subsequent

generations of robotic instruments have attempted to address this issue by introducing

heat-resistant materials and improved sterilization compatibility, yet the problem remains
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a signi�cant limitation in daily clinical work�ow.

The continuous research and developments through innovation, training, and support-

ive technologies increase the cost and accessibility. The system represents a substantial

�nancial investment for hospitals, with high purchase, maintenance, and disposable in-

strument costs. This restricts availability to well-funded institutions and raises concerns

about healthcare inequality.

These challenges highlight the dual nature of robotic surgery: while it o�ers unprece-

dented technical possibilities, it also introduces new risks and barriers on patient trust

and acceptance. From a sociotechnical perspective, patients must place con�dence not

only in the surgeon but also in the robotic system itself, which may raise anxiety and

ethical questions about human�machine collaboration in life-critical contexts.

Problem Statement

The central challenge addressed in this thesis arises from the tension between safety

and e�ciency in robotic-assisted minimally invasive surgery. The surgeon must operate

within a constrained anatomical environment where precision is critical: most of the

time, the goal is not to touch surrounding tissues at all, while in other moments, contact

must be applied with carefully controlled force. At the same time, surgical procedures

must be performed e�ciently to reduce anaesthesia time, surgical fatigue, and overall

operative risk. Striking this balance is far from trivial, particularly in the absence of

tactile perception.

Currently, the da Vinci system o�ers the surgeon high-resolution stereoscopic vision and

unmatched dexterity, but it does not provide haptic feedback. This means that the op-

erator lacks direct perception of the interaction forces between instruments and tissues,

relying solely on visual cues to estimate resistance, texture, or proximity. As a result, the

risk of unintentional tissue damage increases, especially in delicate tasks such as dissection

near critical structures. Moreover, the cognitive workload for the surgeon is signi�cantly

heightened, as they must consciously monitor spatial relationships and instrument trajec-

tories that would otherwise be guided subconsciously by touch.

Research has shown that the integration of haptic or force feedback could signi�cantly

enhance robotic performance, reducing errors and restoring an essential dimension of

surgical awareness. Moreover, such integration could shorten the learning curve, allowing

trainees to acquire safe manipulation skills more rapidly. In general, with haptic feedback

would be possible to add information to the surgeon placed apart, a direct connection
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from the sensors that will shorten the physical distance and feeling.

Beyond tactile perception, another emerging frontier in surgical robotics lies in the inte-

gration of arti�cial vision and AR. Modern robotic platforms are equipped with powerful

computational units and high-de�nition stereo cameras capable of generating vast quan-

tities of visual and kinematic data. When properly processed, this information can be

leveraged to create augmented visual overlays that enrich the surgeon's �eld of view with

contextual data such as instrument trajectory, tissue boundaries, anatomical landmarks,

and safety margins. This visual augmentation does not replace the surgeon's skill but

provides a cognitive sca�old, helping to maintain spatial awareness and precision even

during complex manoeuvres.

In addition, the computational power available in modern robotic systems enables the im-

plementation of real-time trajectory planning and optimization algorithms. By combining

3D visual data with motion constraints, it becomes possible to calculate collision-free,

smooth, and e�cient paths toward a surgical target. Integrating such planning mecha-

nisms into the control loop can assist the surgeon in maintaining an optimal trajectory

within the safety zone, preventing unwanted tool deviations or excessive force application.

The present thesis is situated within this research gap, to improve accuracy, reduce the

likelihood of unintentional errors, and ultimately strengthen the human�machine partner-

ship in robotic surgery. The contribution states to design and implement a control system

for the PSM that integrates haptic and visual feedback into the operator's experience. The

underlying idea is to use the current in the master arm actuators to generate resistive

forces that the surgeon can feel at the console. This requires the system to continuously

compare the instrument's desired trajectory shown as visual data, with its actual position,

creating a proportional feedback signal that conveys proximity to a target or deviation

from a safe path.





7

1| State of the Art

The purpose of this chapter is to provide a critical overview of the state of the art in

robotic-assisted minimally invasive surgery, with particular attention to trajectory plan-

ning and haptic feedback technologies. These two domains represent the foundation for

advanced control architectures that aim to improve safety, precision, and surgeon�robot

interaction. By analysing previous research, this chapter seeks to establish the conceptual

and technological background for the development presented in this thesis.

1.1. Evolution of Robotic Surgery

The evolution of robotic surgery is rooted in the limitations of traditional open surgery,

which, despite o�ering direct visualization and full dexterity, required large incisions

through the abdominal wall, extensive tissue exposure, and signi�cant physical e�ort from

the surgeon. Long procedures demanded that surgeons stand for extended periods in er-

gonomically challenging positions, increasing fatigue and reducing precision over time.

Moreover, surgical success often depended heavily on individual expertise and manual

steadiness, contributing to variability in outcomes across operators and institutions.

In the late 1980s and early 1990s, the introduction of laparoscopic surgery represented

a major step forward. By replacing large incisions with several small trocar ports, la-

paroscopic procedures dramatically reduced patient trauma, postoperative pain, recovery

time, and infection risk. However, these bene�ts came at the cost of reduced dexterity

and sensory feedback: long, rigid instruments constrained by trocar fulcrums inverted

and ampli�ed surgeon movements, limiting �ne control. In addition, laparoscopic visu-

alization relied on a two-dimensional video feed, impairing depth perception and making

hand�eye coordination more cognitively demanding. As a result, laparoscopic surgery

required substantial skill development and imposed a steep learning curve, particularly

for complex procedures involving suturing or dissection in con�ned anatomical spaces.

During the mid-1990s, advances in computing and telecommunications opened new op-

portunities for remote surgical assistance. In 1996, with Nokia and other industry leaders
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enabling widespread Internet access and digital communication, the concept of telesurgery

gained signi�cant momentum. Military and aerospace agencies in particular explored re-

mote surgical systems that could allow expert surgeons to operate on wounded soldiers

in battle�eld conditions or astronauts aboard the International Space Station. These

ambitions demanded technologies capable of reproducing precise surgeon motions at a

distance, compensating for latency, and providing improved visualization and control,

which catalysed the development of robotic telemanipulation platforms.

This technological and clinical context paved the way for the �rst generation of robotic

surgical systems. Early devices, such as the AESOP robotic endoscope holder, automated

camera positioning to reduce assistant workload, while more advanced systems like the

ZEUS Robotic Surgical System introduced multi-arm telemanipulation with improved

accuracy and tremor �ltering. These innovations culminated in the da Vinci Surgical

System, introduced by Intuitive Surgical in 1999, which became the �rst robotic platform

to achieve large-scale clinical adoption (Fig. 1.1). The da Vinci system combined high-

resolution stereoscopic vision, articulated wristed instruments, tremor suppression, and

ergonomic surgeon-console operation, establishing a new paradigm in minimally invasive

surgery and marking the beginning of widespread robotic integration into the operating

room (Table 1.1).

Figure 1.1: Patient Side Manipulators (PSMs), one slave Endoscope Camera Manipulator
(ECM), a passive Setup Joint (SUJ) Cart and two Master Tool Manipulators (MTMs) [2].

Following the expiration of key patents held by Intuitive Surgical, the early 2010s marked

the beginning of a new competitive phase in robotic surgery. Several manufacturers

entered the �eld with the aim of challenging the dominance of the da Vinci platform

by introducing alternative architectures and more �exible work�ows. One of the most

prominent systems was the Versius robot developed by CMR Surgical, which introduced

a fully modular design in which each robotic arm operates as an independent mobile unit.

Unlike the monolithic architecture of the da Vinci, Versius features an open console and

relies on complex handheld joysticks rather than foot pedals, providing greater freedom

of movement and improved situational awareness for the surgeon.
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Around the same time, Medtronic launched its Hugo robotic-assisted surgery platform,

similarly composed of separate arm carts designed for greater room �exibility. Hugo

maintained a more traditional console interface with foot pedals but attempted to reduce

system footprint and improve integration into di�erent surgical work�ows. Despite these

innovations, both systems struggled to outperform the da Vinci in terms of instrument

dexterity, visualization quality, stability of teleoperation, and breadth of clinical valida-

tion. Long-term studies and multi-specialty adoption continued to favour Intuitive's plat-

form, whose reliability, re�ned ergonomics, and extensive instrument ecosystem remained

unmatched.

The strong position of the da Vinci system is further illustrated by the emergence of

international competitors that e�ectively replicated its core architecture. In China, the

Toumai system adopted a multi-arm con�guration and console style very similar to the

da Vinci, while in Japan, the Hinotori Surgical Robot followed a comparable design phi-

losophy, o�ering stereoscopic vision and wristed instrument control akin to Intuitive's

technology. The fact that these systems gravitated toward the da Vinci's structural and

interface principles underscores the robustness of the original design, which continues to

set the benchmark for robotic surgery even as new entrants attempt to innovate.
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Table 1.1: Comparison of da Vinci 5 with previous versions of da Vinci and Sina [4]

Version Release Main Features Technical
Improvement

Typical
Applications

da Vinci
Standard

1999 � 2003 First commercial
robotic surgical
platform (3 arms
+ stereo
endoscope). Basic
3D vision,
telemanipulated
control.

Introduction of
wristed
EndoWrist ®

instruments,
tremor �ltering,
motion scaling.

Widely adopted in
urology (e.g.,
radical
prostatectomy),
marking the
beginning of
robotic surgery's
clinical era.

da Vinci S 2006 � 2008 Second-generation
architecture with
improved
ergonomics and
modular arms.

Enhanced vision
system, higher
degrees of
freedom, improved
bedside setup.

Expanded into
gynecology and
general surgery;
easier
operating-room
integration.

da Vinci Si 2009 � 2014 Dual-console
operation, 3D HD
vision, advanced
instrument
control.

Added
multi-surgeon
collaboration
mode and new
endoscopic camera
systems.

Used for complex
urological and
colorectal
procedures;
improved
teaching/training
potential.

da Vinci Xi 2014 � present Fully redesigned
architecture with
a rotating
boom, longer and
thinner arms with
camera or
instrument, and
overhead docking.

Simpli�ed
multi-quadrant
access, integrated
targeting system,
enhanced imaging.

Adaptable to
multi-specialty
surgeries
(thoracic,
abdominal, head
and neck).

da Vinci SP
(Single Port)

2018 � present Single-port
access through
one 25 mm
cannula; 3
multi-jointed
instruments + 3D
camera.

New joint design
enabling
articulation
within con�ned
spaces; reduces
incision size.

Ideal for urology,
ENT, and
transoral
procedures.

Next-
Generation
Platforms

2022 ! ongoing Integration of
AI-assisted
planning,
computer
vision, and data
analytics.

Toward
semi-autonomous
assistance,
predictive control,
and intelligent
force feedback.

Represents the
transition from
teleoperation to
adaptive,
learning-based
robotics.
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1.1.1. Advances in surgery

Recent years have also witnessed substantial advances in surgical visualization and pre-

operative planning, driven by the integration of AR, multi-modal imaging, and patient-

speci�c 3D anatomical models. High-�delity 3D reconstructions can now be superimposed

onto the live surgical view, providing surgeons with enhanced spatial awareness of subsur-

face structures such as vessels, ducts, tumours, or lymph nodes. These overlays, enabled

by real-time registration algorithms, allow surgeons to visualize anatomical boundaries

that are not directly visible in the endoscopic feed, thereby improving navigation accu-

racy, target localization, and safety margins.

In parallel, the adoption of AR head-mounted displays, such as Microsoft HoloLens, has

expanded the possibilities for surgical planning and intraoperative guidance. These de-

vices support the projection of holographic organ models, planned trajectories, and in-

strument entry points within the surgeon's �eld of view, facilitating preoperative rehearsal

and real-time decision-making. Studies have shown that AR-assisted planning can reduce

operative time, improve instrument alignment, and enhance situational awareness during

complex procedures such as liver resections or pelvic surgeries.

Furthermore, improvements in functional imaging, particularly Positron Emission Tomog-

raphy (PET), have introduced new ways of visualizing metabolic or oncologic features

intraoperatively. PET-based guidance enables surgeons to identify malignant tissue with

greater precision, especially when combined with anatomical imaging in hybrid PET�CT

or PET�MRI systems. The incorporation of beta-emitting probes represents a signi�cant

complementary innovation: these handheld or instrument-mounted detectors allow real-

time intraoperative measurement of radiotracer activity, enabling accurate localization

of tumour margins, sentinel lymph nodes, or residual disease. Such probes have demon-

strated high sensitivity and spatial resolution, making them valuable tools in precision

oncologic surgery.

Collectively, these advancements illustrate a broader shift toward multimodal, information-

enriched surgical environments, where geometric, functional, and metabolic data converge

to support more informed and safer decision-making. They also highlight the growing role

of computational and visual augmentation in surgical robotics, reinforcing the need for

systems capable of integrating visual, geometric, and haptic cues, an objective closely

aligned with the trajectory-guidance and feedback strategies explored in this thesis.
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1.1.2. Autonomous systems

Over time, robotic surgery has progressed signi�cantly beyond purely mechanical tele-

operation toward systems that are computer-assisted and increasingly semi-autonomous,

capable of integrating multiple streams of sensor data, computer vision, and arti�cial in-

telligence based support. In the earliest phase, robotic systems acted merely as remote

manipulators: the surgeon controlled each movement directly, with the robot replicating

human motion. As technology matured, control architectures evolved to include features

such as tremor �ltering, motion scaling, and enhanced visualization.

In their review, Attanasio et al. [5] de�ne a taxonomy of autonomy levels in surgical

robotics, from Level 0, where the robot has no decision autonomy (i.e., the surgeon controls

all operations) to Level 4, where the robot can plan and execute a sequence of surgical

tasks autonomously. Intermediate levels (Levels 1�3) allow increasingly sophisticated

assistance: as the case in the thesis's analysis, assistive functions (Level 1) where the robot

supports the surgeon or conditional autonomy (Level 3) where it can plan and update

tasks during execution. This framework helps to situate current commercial systems and

research platforms in context. Parallel to industrial developments, the (Robot Operating

Figure 1.2: Assistive system close loop [5].

System) ROS-based research platform known as the dVRK [11] was established to enable

academic investigation of surgical robot control and interaction. The dVRK grants access

to the hardware and software of early-generation da Vinci systems, and as such has

become a cornerstone for experimental work in motion control, vision-based navigation,

and haptic feedback integration. The open nature of this platform has allowed the research

community to explore the transition from pure teleoperation toward richer interaction

paradigms, for instance, embedding vision systems to detect and track anatomical targets,

integrating force/torque sensing to provide haptic cues, and implementing virtual �xtures

or active constraints to assist the surgeon.

Furthermore, the review by Attanasio et al. [5] emphasizes that enabling technologies such

as stereoscopic vision, force/torque sensing, path/trajectory planning, machine learning,

and human-machine interfaces are all converging to support higher autonomy levels in

surgical robotics. In particular, they note that research is transitioning from de�ning
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what the robot could do toward what the robot should do in collaboration with the

surgeon i.e., augmenting rather than replacing human expertise. By integrating these

insights, the evolution described here highlights how the surgical robotics �eld has moved

from manual telemanipulation through advanced assistive systems and toward a horizon

in which the surgeon will work in tandem with intelligent robotic agents. The dVRK

platform embodies this shift, providing a research sandbox where vision, control and

haptics converge, laying the groundwork for the architecture developed in this thesis.

1.2. Trajectory Planning

Trajectory planning represents a fundamental component of robotic manipulation, en-

abling a system not only to replicate human motion but also to compute optimal and

dynamically feasible tool paths before execution. In contrast to simple point-to-point

control, trajectory planning allows the robot to reason about the spatial and temporal

structure of a task, taking into account geometric constraints, environmental obstacles,

kinematic limits, and desired motion characteristics such as smoothness, speed, and pre-

cision. By transforming high-level surgical objectives into low-level executable motions,

trajectory planning provides the foundation upon which intelligent robotic behaviour is

built.

From an automation perspective, trajectory planning o�ers the computational framework

for predictive motion generation, allowing the robot to determine where to move, how

to move, and when to move before the task begins. This capability is essential for tasks

requiring high precision. Optimal trajectories can be computed to minimise jerk, avoid

collisions, reduce instrument fatigue, or ensure that forces remain within safe limits. Such

planning contributes to reproducibility and consistency across repeated executions.

Moreover, trajectory planning encompasses both kinematic and dynamic considerations.

Kinematic planning focuses on geometric feasibility, ensuring that the robot's joints and

tools maintain reachable and collision-free con�gurations. Dynamic planning, on the other

hand, accounts for system inertia, motion limits, and actuation capabilities, ensuring

that the planned path can be executed safely without violating torque or acceleration

constraints. Importantly, trajectory planning also enables the robot to incorporate task-

speci�c constraints such as preferred entry directions, maintaining a constant view of the

camera, or following a surface at a controlled stando� distance.

In summary, trajectory planning transforms robotic manipulation from reactive motion

execution into proactive, structured, and task-aware behaviour, enabling greater precision,

autonomy, and safety. These capabilities underpin both autonomous procedures and
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surgeon-assistive frameworks, forming the conceptual background for the trajectory-based

guidance developed in this work.

1.2.1. Operative stages

In the context of minimally invasive surgery, trajectory planning allows the robot to

reason about the geometry of the operative �eld, anticipate constraints, and generate

collision-free, smooth, and dynamically feasible motions. This capability is central to

both robotic automation and surgeon-assistive systems, o�ering the potential to enhance

accuracy, reduce tissue trauma, and ensure consistent performance across repeated tasks.

O�ine (or preoperative) planners can analyse patient-speci�c anatomical models to iden-

tify safe approach paths, avoid critical structures, and optimize entry angles for needle in-

sertion or tool delivery. Classical methods such as minimum-jerk trajectories, RRT-based

sampling planners, or constrained optimization techniques have been used to generate

smooth and human-friendly motions that mimic expert surgical gestures. Studies such as

those by Schulman et al. [15] demonstrate how o�ine trajectory optimization can capture

expert demonstrations and reproduce them with high precision.

In parallel, online trajectory planning enables real-time adjustment of tool motion based

on intraoperative feedback from sensors or vision. This is particularly relevant in sur-

gical environments where tissues deform, organs move, and the relative geometry of the

workspace changes during operation. Real-time planners integrate information from stereo

vision, 3D reconstruction, or force estimation to continuously update the tool path, en-

suring safe motion even under uncertainty. Osa et al. [13] method integrates predictive

trajectory generation with real-time feedback from force sensors to adjust the tool mo-

tion dynamically, ensuring both safety and accuracy during manipulation. More recent

approaches combine model predictive control or dynamic motion primitives with visual

tracking to achieve fast and adaptive replanning, as shown in the work of Sozzi et al. [18].

1.2.2. Visual feedback

In surgical robotics, trajectory planning is not limited to enabling autonomous execution.

When integrated into teleoperation frameworks, it can provide assistive signals, such as

recommended paths, visual overlays, or haptic constraints. These cues help the surgeon

maintain optimal trajectories while avoiding forbidden regions or redundant movements.

Visual feedback plays a central role in trajectory planning for robot-assisted minimally

invasive surgery, as it provides the primary means for acquiring spatial information about
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the operative �eld. Unlike industrial robotics where environments are structured, static,

and fully known, surgical environments are deformable, dynamic, and often partially

occluded. In this context, vision becomes the dominant sensing modality for localizing

tools, tracking tissue movement, detecting constraints, and adapting planned trajectories

in real time. Stereo cameras integrated into systems such as the da Vinci platform supply

continuous 3D information that can be used to reconstruct surfaces, estimate depths, and

compute distances to critical anatomical structures.

Vision also supports obstacle avoidance and safety-aware motion planning. By segmenting

anatomical structures from stereo or RGB-D images, modern algorithms can estimate

the geometry of sensitive regions and integrate them into the planner as constraints.

For example, optical �ow and depth fusion techniques have been used to detect organ

boundaries and create time-varying safety maps, which trajectory planners incorporate

as forbidden zones. This technique is particularly relevant for dynamic virtual �xtures,

such as those presented by Shi et al. [16], where intraoperative 3D imaging drives real-time

updates of constrained regions to guarantee safe manipulation even under deformation.

This perspective is particularly relevant to the present work, where trajectory information

derived from stereo vision and geometric modelling is used to guide the surgeon through

boundary-based haptic feedback on the master console.

Overall, trajectory planning bridges the gap between perception, control, and surgeon

interaction, o�ering a computational backbone for precision, repeatability, and safety in

robot-assisted minimally invasive surgery. Its integration with haptics and visual aug-

mentation represents a promising direction for enhancing both autonomy and operator

performance in next-generation robotic platforms.

1.3. Haptic Feedback

Haptic feedback plays a fundamental role in human manipulation tasks, as it enables the

perception of object properties, interaction forces, and spatial constraints through the

somatosensory system. Human haptics relies on two complementary sensory modalities:

cutaneous feedback and kinaesthetic feedback. Cutaneous (tactile) feedback refers to the

spatial distribution of pressure, vibration, stretch, and thermal cues sensed by mechanore-

ceptors in the skin, allowing humans to detect surface texture, slip, and contact location.

Kinaesthetic feedback, instead, originates from receptors located in muscles, tendons, and

joints, providing information related to limb position, movement, and the forces exerted

during manipulation. Together, these mechanisms allow humans to explore mechanical

properties of objects and regulate force application with remarkable precision and adapt-
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ability.

In robotic teleoperation, haptic interfaces attempt to reproduce these cues by measuring

and rendering the physical interaction between the slave manipulator and the environ-

ment. Master�slave systems may provide force feedback, tactile feedback, or a combi-

nation of both. A classic example is the master�slave needle insertion system developed

by Shin et al. [17], which integrates an Unscented Kalman Filter with the Hunt�Crossley

interaction model to estimate soft-tissue contact forces in real time during needle inden-

tation and insertion. Such approaches illustrate how haptic feedback can signi�cantly

enhance operator awareness, especially when dealing with deformable biological tissues.

Figure 1.3: Control loop structure: f forces generated by the constraint controller [17].

Haptic devices are generally categorized into impedance-type and admittance-type sys-

tems. Impedance devices measure motion (position, velocity, acceleration) and render

forces back to the user. They are characterized by low intrinsic friction and inertia, and

are typically highly back-drivable, which minimizes dynamic distortion of the user's per-

ception. These properties make impedance devices the preferred solution for most surgical

applications, as they allow �ne force rendering and operator transparency. Conversely,

admittance devices measure force and generate corresponding motion commands, often

relying on high-inertia, non-back-drivable mechanisms. They are capable of producing

large forces and operating over wider workspaces but require robust force sensing and

precise control loops. Due to their complexity and cost, admittance-based designs are less

common in minimally invasive and robotic surgery settings.

1.3.1. Surgical robotics

The absence of haptic feedback, deprives the surgeon the ability to perceive the forces

exerted at the instrument�tissue interface. In conventional open or laparoscopic pro-

cedures, tactile cues provide continuous information about tissue sti�ness, tension, and

resistance, elements that guide safe manipulation. When these cues are missing, as in

the da Vinci system, the operator must rely exclusively on visual feedback, increasing

cognitive workload and the risk of excessive force application.
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In teleoperation, haptic feedback is also closely linked to the concept of telepresence,

namely the operator's subjective sensation of �being physically present� at the remote

surgical site. High-�delity force rendering, low communication latency, and well-tuned

transparency are all critical factors that enhance telepresence and improve task perfor-

mance.

A recent and highly relevant perspective comes from the surgeon-centred survey con-

ducted by Akbal et al. [3], which systematically investigated the perceived limitations of

current robotic surgical systems and the speci�c need for haptic feedback. Their �ndings

reinforce a consistent trend in the literature: surgeons overwhelmingly identify the lack of

tactile and kinaesthetic information as one of the primary shortcomings of platforms such

as the da Vinci system. In the survey, participants reported that the absence of haptic

cues signi�cantly reduces their ability to judge tissue sti�ness, detect subtle contacts, and

regulate applied forces particularly during tasks involving delicate dissection or manipu-

lation close to critical anatomical structures. Importantly, Akbal et al. [3] highlight that

surgeons do not simply request �force feedback� in a general sense, but instead emphasize

the importance of task-speci�c and context-dependent cues. Many respondents expressed

a preference for resistive or boundary-based feedback providing guidance when approach-

ing sensitive regions, rather than full continuous force re�ection, which some surgeons

considered potentially distracting or destabilizing. Furthermore, the study reports that

most surgeons compensate for missing tactile cues by increasing reliance on visual strate-

gies, leading to elevated cognitive load and reduced situational awareness during complex

procedures.

Ideally, sensors should be placed at the instrument tip, where tissue interaction occurs.

However, tip-mounted sensors face severe constraints related to miniaturization, sterility,

robustness, and the need to pass through narrow access ports such as trocars. Sensors

placed proximally along the instrument shaft are easier to implement but capture con-

founding forces arising from shaft�tissue friction, trocar contact, backlash, or instrument

inertia, reducing measurement accuracy. Poor haptic quality or unstable force feedback

can reduce situational awareness and increase cognitive burden. These limitations have

led the community to explore model-based sensing, where interaction forces are estimated

from actuator currents, joint torques, or deformation models rather than being directly

measured. Over the past two decades, numerous research groups have explored strate-

gies to restore or emulate haptic perception in teleoperated surgical systems through

contact-based feedback, where the system measures or estimates the forces occurring at

the instrument tip. Early e�orts focused on instrumented surgical tools equipped with

force/torque sensors mounted near the end-e�ector. These sensors enabled direct mea-
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surement of interaction forces with soft tissues and transmission of scaled feedback to the

master console.

A comprehensive survey by van Gerwen et al. [19] highlights the complexity of nee-

dle�tissue interaction forces and the challenges associated with measuring them accurately

during minimally invasive procedures. The authors report that interaction forces vary

across tissue types and follow characteristic phases such as elastic indentation, puncture

peak, and post-insertion plateau, making real-time sensing and force re�ection particu-

larly di�cult to implement in systems such as the da Vinci. These �ndings reinforce the

importance of alternative haptic strategies, such as boundary-based guidance, which do

not require precise force reconstruction at the tool tip.

The importance of tactile information in surgical manipulation has been further empha-

sized by recent systematic reviews. Colan et al. [9], in a comprehensive analysis of tactile

feedback technologies for robot-assisted minimally invasive surgery, reports that the ab-

sence of both cutaneous and kinaesthetic cues is consistently associated with decreased

precision, delayed tissue-contact detection, and higher cognitive demand for surgeons. The

review also notes that despite numerous prototypes ranging from optical �ber sensors to

micro-pressure arrays and vibration-based encoders, no commercially deployed system has

yet achieved reliable, sterilizable, tip-level tactile sensing. These �ndings align with the

broader consensus that haptic integration remains a central unmet need in robotic surgery

and a key direction for future innovation.

Recent research has also expanded the notion of haptic assistance beyond traditional

force and tactile sensing. Cesari et al. [8] explore a broad range of sensory substitution

mechanisms such as vibrotactile cues, electro-tactile stimulation, auditory signals, and

augmented visual overlays, that can convey interaction information even in the absence of

true force re�ection. Their �ndings show that multimodal feedback signi�cantly enhances

telepresence, embodiment, and user performance in teleoperated environments, suggest-

ing that full force reconstruction is not always necessary to improve surgical accuracy and

safety. This perspective aligns with current challenges in surgical robotics, where minia-

turization, sterilization, and integration constraints limit the feasibility of tip-mounted

force sensors. In this context, guidance-based and perceptual feedback strategies, such

as the boundary-based haptic cues implemented in this thesis, represent a practical and

cognitively e�ective alternative.

Meanwhile, several parallel studies have pursued contact detection and material classi�ca-

tion at the tool tips to reproduce realistic sensations of interacting with biological tissues.

These works combine force sensing, computer vision, and machine-learning models to
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di�erentiate tissue types (e.g., muscle, fat, vessel walls) and adapt the force feedback ac-

cordingly. For instance, sensorized grippers or optical �ber-based sensors have been used

to detect micro-deformations upon contact, allowing the system to estimate local sti�-

ness and adjust haptic response in real time. Although highly promising, these solutions

often face limitations related to robustness, sterilization cycles, and the di�culty of main-

taining calibration under surgical conditions. This leads many researchers to investigate

model-based or sensor-less approaches, in which contact forces are estimated from motor

currents or joint torques within the robotic arms.

Beyond general advances in haptic technology, several studies have focused speci�cally

on integrating force or tactile feedback into the dVRK. A notable example is the user

study conducted by Saracino et al. [14] which evaluated the impact of di�erent hap-

tic feedback con�gurations during representative surgical tasks, including grasping, pal-

pation, and incision. Their �ndings demonstrated that the introduction of force cues

signi�cantly improved users' ability to discriminate tissue sti�ness, identify embedded

structures, and regulate applied forces during cutting tasks. Participants also reported

enhanced con�dence and situational awareness, suggesting that even partial or simpli-

�ed haptic feedback can meaningfully assist surgeons during manipulation. However, the

study also highlighted important limitations. While haptic cues improved perception,

they did not universally enhance task performance, particularly in high-dexterity tasks

where visual feedback remained dominant. Furthermore, system stability issues and the

limited transparency of bilateral control in the dVRK occasionally impaired precision.

These observations reinforce one of the core challenges of haptic integration in surgical

robots: providing feedback that is informative and intuitive without compromising con-

trollability or introducing instabilities into the teleoperation loop. Overall, the results

reported by Saracino et al. suggest that haptic feedback can provide valuable perceptual

assistance in the dVRK, particularly for tasks involving tissue discrimination or safe ma-

nipulation, but that its impact depends strongly on task type and control architecture.

This aligns with the motivation of the present work, which focuses not on replicating full

tissue-contact forces but on implementing boundary-based haptic guidance to enhance

spatial awareness and safety during target-reaching tasks.

1.4. Active Constraints

A complementary research direction involves the use of active constraints, also referred to

as virtual �xtures, which represent one of the most in�uential concepts in robot-assisted

minimally invasive surgery. Unlike force-re�ection methods, where feedback aims to re-
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produce the physical interaction forces at the instrument tip, active constraints enforce a

geometric or task-speci�c boundary that guides or restricts the surgeon's motion. In this

paradigm, the robot generates resistive forces or �virtual walls� as the tool approaches

prede�ned forbidden or sensitive regions, thereby providing task-level assistance without

requiring detailed sensing of tissue-contact forces.

This approach was �rst formalized by Bettini et al. [6] who demonstrated how virtual

�xtures could be implemented to constrain tool motion along a safe path or within a

designated workspace. Subsequent work by Abbott et al. [1] extended these concepts to

cooperative manipulation and surgical training, showing that guidance forces can signif-

icantly improve precision, reduce error rates, and support novice users in acquiring �ne

motor control.

Figure 1.4: Concatenation of virtual �xture tubes and cones [1].

Active constraints can be classi�ed into guidance �xtures, which attract the surgeon to-

ward a desired trajectory, and forbidden-region �xtures, which generate repulsive forces as

the instrument approaches anatomically unsafe areas. Okamura [12] further demonstrated

that such constraints enhance operator performance by reducing cognitive load, particu-

larly in tasks requiring �ne spatial discrimination or navigation near delicate structures.

These systems do not attempt to replicate the full force pro�le of tool�tissue interaction,

instead, they leverage geometric knowledge of the surgical environment obtained from

preoperative data, real-time sensing, or computer vision to create a �eld of assistance

around the desired motion.

More recent implementations integrate stereo vision, tool tracking, and patient-speci�c

models to update active constraints dynamically based on the surgical �eld. For example,

Shi et al. [16] developed a virtual �xture generation framework for robot-assisted tho-

racic surgery that uses intra-operative 3D imaging to continuously update safe zones and

tool constraints despite anatomical deformation. Their results demonstrated improved

accuracy and a reduced risk of unintended collisions, highlighting the value of real-time

perception in enhancing surgical safety. Collectively, these studies highlight that active

constraints represent an e�ective compromise between autonomy and surgeon control:

they preserve human decision-making authority while providing subtle, context-aware
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guidance that improves safety and consistency.

This approach directly supports the motivation of the present work, which adopts a

boundary-based haptic mechanism on the dVRK to enforce spatial limits through re-

sistive feedback at the master interface. By guiding the surgeon without imposing full

force re�ection, active constraints o�er a practical and stable means to enhance proce-

dural safety, particularly in target-reaching or proximity-critical tasks where trajectory

maintenance is essential.

1.5. Research Gaps

The literature reviewed in this chapter highlights signi�cant progress in robotic-assisted

minimally invasive surgery, particularly in the areas of trajectory planning, visual aug-

mentation, haptic feedback, and active constraints. However, despite these advances,

several critical gaps remain unresolved, especially when considering practical integration

within clinically relevant robotic platforms such as the da Vinci system.

First, while extensive research has explored haptic feedback through force re�ection, many

proposed solutions rely on tip-mounted force sensors or complex tissue-interaction mod-

els. These approaches face persistent limitations related to miniaturization, sterilization,

robustness, and system stability, which have prevented their widespread adoption in clin-

ical practice. As a result, current commercial systems still lack reliable haptic feedback,

leaving surgeons dependent almost exclusively on visual cues. This gap suggests the

need for alternative haptic strategies that enhance safety and perception without requir-

ing additional hardware. Second, although trajectory planning has been widely studied

both in o�ine and online settings, much of the existing work focuses on autonomous

or semi-autonomous execution of surgical tasks. Fewer studies address how trajectory

planning can be e�ectively integrated into human-in-the-loop teleoperation frameworks

to assist, rather than replace, the surgeon. In particular, there is limited exploration of

how planned trajectories and safety constraints can be transformed into intuitive feedback

that actively supports the operator during manual execution. Third, advances in visual

feedback and augmented reality have demonstrated the potential of overlaying trajecto-

ries, safety zones, and anatomical information onto the surgical view. However, visual

augmentation alone may contribute to information overload and increased cognitive de-

mand, especially in complex or time-critical procedures. The literature suggests that

visual guidance is most e�ective when complemented by additional sensory channels, yet

systematic integration of visual and haptic guidance remains underexplored, particularly

in real robotic platforms. Finally, while active constraints and virtual �xtures have proven
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e�ective in improving accuracy and reducing errors, many implementations assume ac-

curate preoperative models or focus on static environments. Fewer studies investigate

lightweight, geometry-based constraints derived from real-time perception and applied

through master-side haptic feedback, especially within the dVRK framework. Moreover,

the combined e�ect of visual trajectory guidance and boundary-based haptic feedback

on user performance has not been su�ciently evaluated through structured experimental

comparisons.

The present thesis addresses these gaps by proposing an assistive control framework that

integrates vision-based target localization, trajectory planning, and boundary-oriented

haptic feedback directly at the master interface of the da Vinci Research Kit. Rather

than attempting full force reconstruction or autonomy, the approach focuses on enhanc-

ing spatial awareness and safety through intuitive, proportional feedback, preserving the

surgeon's central role while reducing cognitive load and the risk of unsafe motion.
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2| Materials and Methods

The present thesis work is carried out at the Neuroengineering and Medical Robotics

Laboratory (NearLab) of the Department of Electronics, Information and Bioengineering

(DEIB). The goal of this work is to design and implement an assistive control framework

for robotic-assisted minimally invasive surgery, focusing on the PSM of the dVRK.

The primary objective is to enable the robotic system to reach a surgical target with high

precision and safety, while reducing the risk of unintended deviations outside a prede�ned

safety zone. Unlike fully autonomous approaches, the proposed system is conceived as

a surgeon-assistive solution, in which the human operator remains in full control of the

procedure and is supported through additional perceptual and control cues.

To achieve this goal, the thesis proposes the integration of three key components. First,

a vision-based perception module is developed to identify and localize the surgical target

in three-dimensional space using stereo vision techniques. Second, a control strategy for

the PSM is implemented to regulate the robot motion toward the target while respecting

geometric constraints de�ned in the operative workspace. Third, an haptic feedback

mechanism is introduced at the master interface, providing the surgeon with resistive

cues proportional to the distance from the target or from the boundaries of the optimal

trajectory. This feedback aims to reduce the likelihood of unsafe movements by enhancing

spatial awareness rather than replicating tool�tissue interaction forces.

The system is implemented within the ROS framework, enabling modular acquisition,

processing, and control of sensory and kinematic data. By combining arti�cial vision,

trajectory-based control, and boundary-oriented haptic feedback, the proposed approach

seeks to improve human�machine interaction, reduce cognitive load, and support safer

execution of target-reaching tasks in robotic surgery.

2.1. Camera Calibration

A reliable perception of the surgical scene is a fundamental prerequisite for any vision-

based guidance or control strategy. For this reason, the �rst stage of the proposed frame-
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work focuses on the calibration and processing of the da Vinci stereo camera system,

enabling accurate depth estimation and three-dimensional target localization.

Stereo image acquisition is performed using the da Vinci endoscopic camera through a

dedicated capture module. The system autonomously initializes a GStreamer pipeline, al-

lowing real-time access to synchronized left and right image streams. To improve usability

during experimental sessions, the captured images are displayed in scalable visualization

windows that can be adapted to the operator's view. Additionally, the acquisition module

supports the publication of the stereo images as ROS topics through an arti�cial node,

enabling seamless integration with downstream perception and control components. This

design ensures �exibility, modularity, and compatibility with real-time robotic operation.

For the purpose of stereo calibration, image acquisition is conducted using a planar calibra-

tion pattern placed within the camera's �eld of view. In this work, a standard chessboard

pattern is employed to estimate the intrinsic and extrinsic parameters of the stereo camera

system. The chessboard provides a regular grid of high-contrast corner points, which can

be reliably detected using classical computer vision techniques and is widely adopted due

to its simplicity and robustness under controlled illumination conditions.

Figure 2.1: Standard chessboard pattern used for calibration.

An alternative to the classical chessboard is the ChArUco board, which combines ArUco

�ducial markers with a chessboard layout. ChArUco patterns o�er improved robustness

in scenarios involving partial occlusions, motion blur, or limited visibility, as the encoded

markers allow individual corner identi�cation even when the entire board is not visible.

The stereo calibration phase aims to estimate both the intrinsic parameters of each cam-

era and the extrinsic parameters describing the geometric relationship between the left

and right cameras. Using pairs of synchronized stereo images, the calibration algorithm

computes the camera matrices, lens distortion coe�cients, and the relative pose between

the two optical frames. These parameters form the mathematical foundation for image

recti�cation, disparity estimation, and three-dimensional reconstruction.

The intrinsic parameters describe how each camera maps three-dimensional points onto its
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two-dimensional image plane. They are encoded in the camera matrix K and the distor-

tion coe�cients D. The intrinsic matrices K left and K right contain the focal lengths fx ; fy

expressed in pixels and the coordinates of the principal point cx ; cy . In the calibrated

system, the focal lengths are on the order of 1:7 � 103 pixels, indicating a high-resolution

endoscopic imaging setup, while the principal points are located close to the image center,

as expected for a well-aligned stereo camera. Lens distortion is modelled through the dis-

tortion vectors D left and Dright , which include radial distortion coe�cients and tangential

distortion terms. The relatively large magnitude of the �rst radial coe�cients re�ects

the wide-angle optics typically used in endoscopic cameras. Correct estimation of these

coe�cients is crucial, as uncorrected distortion would lead to systematic errors in feature

localization and depth estimation.

The extrinsic parameters de�ne the rigid transformation between the left and right camera

coordinate frames. This transformation is represented by the rotation matrix R and the

translation vector t. The rotation matrix R is close to the identity matrix, indicating

that the two cameras are nearly parallel, with only small angular o�sets. The translation

vector t encodes the stereo baseline, whose dominant component lies along the horizontal

axis, consistent with the physical con�guration of a stereo endoscope. Accurate estimation

of this baseline is essential, as depth reconstruction is inversely proportional to disparity

and directly dependent on the baseline length.

The essential matrix E and the fundamental matrix F describe the epipolar geometry of

the stereo system. The essential matrix relates corresponding points expressed in normal-

ized camera coordinates, while the fundamental matrix operates directly in pixel coordi-

nates. These matrices enforce the epipolar constraint, which ensures that corresponding

points in the left and right images lie on their respective epipolar lines. Consistency of E

and F with the estimated R and t parameters is an important indicator of correct stereo

calibration.

Following stereo calibration, the recti�cation matrices R1 and R2 are computed to rotate

the two camera frames such that their image planes become coplanar and their optical

axes parallel. This transformation simpli�es the correspondence problem by aligning

epipolar lines horizontally. The projection matrices P1 and P2 encode the mapping from

recti�ed camera coordinates to the image planes. The horizontal o�set in P2 explicitly

incorporates the stereo baseline and is directly related to disparity computation. The

reprojection matrix Q enables the inverse mapping from image coordinates and disparity

to three-dimensional space. Given a pixel location u; v and its disparity value d, matrix Q

allows reconstruction of the corresponding 3D point. Unlike the projection matrices, which

de�ne a deterministic forward mapping, the reprojection matrix depends explicitly on
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disparity information and is therefore central to depth estimation and target localization.

In addition to estimating camera parameters, the calibration step generates recti�cation

maps, which encode the pixel-wise correspondence between the original distorted images

and their recti�ed counterparts. These maps de�ne where each pixel in the recti�ed

image should sample from the original image, enabling e�cient remapping during real-

time execution. Particular attention is paid to ensuring that the image resolution used

during recti�cation matches the resolution employed during calibration, as discrepancies

would invalidate the geometric consistency of the stereo model.

2.1.1. 3D reconstruction

The reconstruction pipeline is implemented as a modular software architecture: after

image acquisition, it is recti�ed using stereo calibration parameters, followed by disparity

computation to reach 3D reconstruction (Fig. 2.2).

Figure 2.2: Work�ow from image acquisition to 3D reconstraction.

Image recti�cation is a critical step that transforms the stereo image pair such that both

cameras appear to share the same image plane with parallel optical axes. This transfor-

mation guarantees that corresponding points in the left and right images lie on the same

horizontal scanline, a necessary condition for e�cient and accurate disparity computation.

The recti�cation process applies rotation and distortion corrections using the previously

computed calibration parameters and recti�cation maps, implemented through OpenCV

(cv2) libraries.

By enforcing epipolar alignment, recti�cation reduces the stereo correspondence prob-

lem from a two-dimensional search to a one-dimensional horizontal search, signi�cantly

improving robustness and computational e�ciency in subsequent disparity estimation.

Recti�cation quality is evaluated visually by inspecting recti�ed stereo image pairs. Af-

ter recti�cation, corresponding features should appear on the same horizontal scanline in

both images. Misalignment or vertical disparities indicate inaccuracies in the calibration

or recti�cation process.
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Once recti�ed images are available, depth information is extracted by computing the

disparity map, which represents the horizontal pixel displacement between correspond-

ing points in the left and right images. Larger disparity values indicate closer objects,

while smaller disparities correspond to farther regions of the scene. The disparity map is

normalized over its full range and visualized using the INFERNO colormap to enhance

contrast and interpretability, rather than JET more colourful and scattered.

ˆ Semi-Global Block Matching (SGBM) (Fig. 2.3a) computes disparity by comparing

local pixel blocks and propagating smoothness constraints across neighbouring pix-

els. This approach produces disparity maps with recognizable contours but often

exhibits noise and fragmented regions.;

ˆ RAFT-Stereo (Fig. 2.3b) processes all pixels jointly by learning global feature cor-

relations between the left and right images using a deep neural network. While this

method yields smooth and uniform disparity maps, it tends to blur �ne edges and

object boundaries.

ˆ HSMNet (Hierarchical Stereo Matching Network) (Fig. 2.3c) adopts a multi-scale

strategy, �rst estimating disparity at a reduced resolution to capture global structure

and then iteratively re�ning the estimate at higher resolutions. This approach o�ers

a favourable trade-o� between accuracy and computational cost. Experimental re-

sults showed improved performance when auxiliary illumination is used to enhance

low-texture or poorly lit regions, particularly near dark edges.

(a) SGBM JET (b) RAFT-stereo JET (c) HSMNet

Figure 2.3: Disparity estimation methods.

The computational performance of the stereo perception module is evaluated by measuring

the inference time required to compute the disparity map upon user request. Across

multiple executions, the average inference time is 31.1 ms, with a standard deviation of

6.7 ms, and values ranging between 22.6 ms and 42.4 ms. These results indicate a low-

latency and stable perception pipeline, suitable for interactive usage during the calibration

phase without a�ecting the real-time control loop. The �nal stage of the perception

pipeline enables interaction with the reconstructed scene. By manually selecting a point
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in the image, the corresponding three-dimensional coordinates are computed using the

reprojection matrix Q, which maps image coordinates and disparity values into 3D space.

The selected 3D point can be stored as a target position expressed in the reference frame

of the ECM (Fig. 2.4a), forming the basis for subsequent trajectory planning and haptic

guidance. This interactive target selection mechanism provides a practical and intuitive

interface for de�ning surgical objectives within the visual scene.

(a) measured virtually (b) manually measured

Figure 2.4: Absolute distance of the target from ECM: 0.285 m.

Finally, calibration quality is indirectly validated through depth reconstruction. Stable

and smooth disparity maps, together with consistent depth measurements across repeated

observations of the same scene, indicate that the estimated intrinsic and extrinsic parame-

ters are reliable. Since depth accuracy is strongly in�uenced by the stereo baseline encoded

in t and Q, consistency in reconstructed distances provides an additional validation of

the calibration outcome.

2.2. Robot State Acquisition

Following the stereo calibration and visual perception setup, the next step of the proposed

framework focuses on acquiring the robot state information required to relate visual tar-

gets to the robotic manipulators. During teleoperated operation of the dVRK, the system

provides access to real-time kinematic data through dedicated ROS topics, enabling con-

tinuous monitoring of the pose of the PSMs and the ECM. In particular, the dVRK pub-

lishes the Cartesian pose of each manipulator through the topics /PSM*/measured_cp and

/ECM/measured_cp. These topics report the measured Cartesian pose of the end-e�ector,

computed from the forward kinematics of the corresponding robotic arm. For the PSMs,

the reported pose corresponds to the position and orientation of the Tool Center Point

(TCP), namely the actual tip of the surgical instrument, rather than the Remote Center

of Motion (RCM). This distinction is essential, as task execution and safety constraints

are de�ned with respect to the tool tip interacting with the surgical scene.

For the ECM, the /ECM/measured_cp topic provides the pose of the optical center of the
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stereo camera, representing the origin of the visual reference frame used for perception.

This pose does not coincide with the mechanical RCM of the camera arm but instead

de�nes the frame from which stereo images are generated. Notably, in the dVRK con-

�guration, the pose published for /PSM1/measured_cp is already expressed in the ECM

reference frame, facilitating the direct spatial association between tool and camera.

To consistently express all poses within a common coordinate system, the system relies

on the ROS Transformation Framework (TF), which manages the kinematic relationship

between multiple reference frames. The TF system maintains a tree of coordinate frames

representing the robot's kinematic chain, including the bases of the MTMs, the ECM,

and the PSMs. Through the use of a TF listener, rigid-body transformations, composed

of rotation and translation, can be applied to convert pose messages between di�erent

frames of reference (Fig. 2.5).

Figure 2.5: Set Up Joint (SUJ) Cart kinematics and frame de�nitions shown in Rviz [2].

By leveraging the available TF broadcasters provided by the dVRK, the measured Carte-

sian poses of the PSMs and ECM are transformed into a uni�ed Cartesian reference frame.

This approach enables consistent spatial reasoning across perception and control modules

and forms the basis for subsequent trajectory planning and haptic feedback computation.

Working directly on the kinematic chain de�ned by the TF tree ensures that all geometric

relationships are handled in a physically meaningful and dynamically consistent manner.

2.2.1. Hand�eye calibration

Once the Cartesian pose of the PSMs are available in the ECM reference frame, a critical

challenge arises when combining visual perception with robot kinematics. Although the
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ECM frame de�nes the origin of the stereo vision system, the actual images used for

perception are generated by the left camera, whose optical center is spatially o�set from

the ECM frame. As a result, any attempt to project kinematic information, such as the

TCP, onto the live camera images must explicitly account for this geometric displacement.

This issue becomes particularly evident when visual markers attached to the PSMs are

observed in the stereo images. While the PSM pose is known relative to the ECM frame

through forward kinematics and ROS TF, the pixel coordinates of these markers depend

on the pose of the left camera frame, not directly on the ECM frame. Ignoring this

o�set would lead to systematic projection errors, resulting in misalignment between the

predicted and observed tool positions in the image plane.

To address this problem, a hand�eye calibration procedure is required. In this context,

hand�eye calibration aims to estimate the rigid transformation, composed of a rotation

and a translation, between the ECM frame and the left camera optical frame. By know-

ing this transformation, it becomes possible to express the PSM pose, originally mea-

sured in the ECM frame, in the camera reference frame used for visual processing. This

alignment enables a consistent mapping between three-dimensional kinematic data and

two-dimensional image observations (Fig. 2.6).

(a) Physical arrangement with
coordinate frames in standard
RGB-XYZ color coding.

(b) Transformations matricies:
unkowns are red

(c) Pixel coordinates of
tool tips

Figure 2.6: Hand-eye calibration framework.

More formally, the hand�eye calibration provides the transformation that links the robot-

side reference frame (ECM, which determines the spatial relationship of the PSMs) to

the sensor-side reference frame (left camera, which determines the visual measurements).

The integration of these two information sources allows accurate projection of robot state

variables into the image plane and ensures coherence between perception, planning, and

control modules. This alignment step is therefore essential for reliable visual tracking,

target localization, and subsequent haptic or trajectory-based assistance.
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In order to de�ne a common reference between the ECM and camera frames, the PSMs are

used as physical landmarks observable both kinematically and visually. During teleoper-

ated motion, synchronized stereo image pairs are acquired while simultaneously recording

the Cartesian position of the PSM tool tips from the ROS topics /PSM*/measured_cp.

These poses represent the 3D coordinates of the tool tips expressed in the ECM frame

and are stored together with the corresponding image frames. Subsequently, the pixel

coordinates of the visible PSM tips are manually selected in the left camera images. This

step provided 2D image measurements corresponding to known 3D points in the ECM

frame, enabling the construction of a set of 3D�2D correspondences. Each acquisition

contributed up to two correspondences (PSM1 and PSM2), resulting in a total of 48 point

pairs used for calibration.

The transformation between the ECM frame and the left camera frame is estimated by

formulating the problem as a Perspective-n-Point (PnP) optimization. Speci�cally, the

left camera pose with respect to the ECM frame is computed using the camera intrinsic

matrix K left and distortion coe�cients D left obtained from stereo calibration. The Random

Sample Consensus (RANSAC) algorithm is �rst applied to obtain a robust initial estimate

by rejecting outliers, followed by an iterative re�nement using the inlier correspondences

only.

To enhance the robustness of this procedure, an advanced calibration pipeline is devel-

oped, based on the algorithm and a two-step relative correction approach. To mitigate

the in�uence of outliers, erroneous correspondences between the robot's 3D coordinates

and the 2D image coordinates, the transformation matrix calculation is entrusted to the

RANSAC algorithm, integrated with the AP3P (Augmented Point-3-Point) solver. The

process operates through a stochastic iteration selecting the absolute minimum number

of points required (3+1 for AP3P) to generate a preliminary model of the transformation

matrix. This calculated matrix is applied to the entire dataset to project the 3D points

onto the image plane. For each point, the reprojection error is measured as the Euclidean

distance (in pixels) between the theoretical projection and the manually selected pixel. A

point is classi�ed as an inlier if the reprojection error is below a critical threshold, which

in this study is set at 3.0 pixels. Only the matrix that maximizes the number of inliers is

selected, ensuring the calibration is not compromised by noisy or imprecise data samples.

To prevent the generation of a single "compromise" matrix, which would likely lead to sub-

optimal projection accuracy for both instruments, speci�c 3D-2D point sets are extracted

for each instrument. The optimal transformation for the �rst arm and the second arm

T ecm
psm� are calculated independently. This approach maximizes the number of inliers for

each speci�c kinematic chain, 14/24 inliers for PSM1 (58.3%), PSM2 10/24 (41.6%),
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ensuring that the virtual marker projection is highly faithful to the actual physical position

of each tool. While the calibrations are independent, the software architecture requires a

coherent global reference system, typically identi�ed with the PSM1 arm (designated as

the "Master" reference). To map PSM2 data into the PSM1 reference frame, a Relative

Correction Matrix T correction is derived ((2.1)). The underlying mathematical principle

assumes that a physical point in space should map to the same pixel coordinates regardless

of the robotic arm's reference frame, to map all data Pfrawg into a coherent Pfcorrectedg

global reference system (Fig. 2.7).

T fpsm1g � P fcorrectedg = T fpsm2g � P frawg (2.1a)

P fcorrectedg =
�

T �1
fpsm1g � T fpsm2g

�
� P frawg (2.1b)

T fcorrectiong = T �1
fpsm1g � T fpsm2g (2.1c)

This matrix not only ensures spatial coherence of the markers on the display but also

allows for the physical quanti�cation of the millimetric o�set between the mechanical bases

of the two PSMs. This information is invaluable for monitoring the alignment status of

the dVRK system, ensuring that the AR information is overlaid onto the operative scene

with millimetric precision. The procedure resulted in a rigid transformation describing

the pose of the left camera optical frame with respect to the ECM reference frame ((2.2)).

PSM1 : tfvecg = [8:98; �5:09; �13:03] mm; (2.2a)

PSM2 : tfvecg = [4:27; 10:04; �5:43] mm; (2.2b)

O�set : X + 4:83 mm; Y � 14:58 mm; Z + 8:55 mm (2.2c)

The magnitude of the translation vector is on the order of a few millimetres, which

is consistent with the physical con�guration of the da Vinci stereo endoscope, where

the optical center of the left camera is slightly o�set from the ECM kinematic frame.

This o�set accounts for the internal mounting of the stereo optics and con�rms that the

estimated transformation is physically plausible. The rotation component, characterized

by a dominant rotation around the optical axis, re�ects the relative orientation between

the ECM frame and the camera sensor frame, which is not perfectly aligned due to the

mechanical assembly of the endoscope.

Speci�cally, during live operation the Cartesian positions of the PSM tool tips, acquired
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from the ROS topics and expressed in the ECM frame, are transformed into the cam-

era frame using the calibrated hand�eye parameters. The resulting 3D points are then

projected onto the image plane using the camera intrinsic matrix through the OpenCV

projectPoints function. This process allows the positions of the PSM tips to be rendered

as visual markers overlaid onto both the raw and recti�ed stereo images in real time.

Figure 2.7: Virtual markers of TC.

By incorporating the ECM�camera transformation into the projection pipeline, the system

enables consistent projection of the PSM kinematic positions into the camera image plane.

Under the assumption that the mechanical relationship between the PSM and the ECM

remains unchanged, the visualized markers accurately correspond to the spatial location

of the surgical instruments as observed by the camera. This alignment validates the

correctness of the hand�eye calibration and enables coherent integration between robot

kinematics and visual feedback, which is essential for subsequent tasks such as target

projection, trajectory guidance, and safety-boundary visualization.

2.3. Trajectory Generation

The generation of an optimal motion path represents a fundamental requirement to ensure

the e�ectiveness of robotic assistance in complex surgical scenarios. Within this context,

trajectory planning should not be construed merely as a sequence of spatial coordinates,

but rather as the synthesis of an intelligent navigation strategy capable of integrating the

geometric constraints of the operative environment with the kinematic limitations of the

system.
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2.3.1. Target and obstacle de�nition

The initial phase of trajectory generation resides in the unique identi�cation of a spatial

objective (target) within the operative �eld. This operation is mediated by a Graphi-

cal User Interface (GUI) that allows the operator's intent to be translated into three-

dimensional coordinates suitable for the control system. The procedure is based on the

integration of visual input, derived from the disparity map, with the robot's kinematic

transformation logic.

The acquisition process is structured as a sequence of operations designed to ensure the

precision of the sampled data. By activating a speci�c mode within the control software,

the system enables interaction with the disparity visualization window. In this phase,

selection occurs via a graphical pointer: the operator's click on a pixel with coordinates

(x; y) allows the system to query the disparity map and retrieve the associated depth

value d.

(a) Click on disparity (b) Marker on recti�ed

Figure 2.8: Clicking on the disparity map: obtaining its depth value and marker on the recti�ed
window.

From a computational perspective, this two-dimensional interaction is projected into

three-dimensional Euclidean space. The application of the re-projection matrix Q en-

ables the transformation of the dataset [x,y,d] into a coordinate vector (X; Y; Z) de�ned

in the recti�ed left camera reference frame (xyzlr ). Once the selection is validated, the

point is "�xed" and subjected to a chain of geometric transformations necessary for robotic

navigation.

First reference back to the camera system: the position vector is mapped back from the

recti�ed plane to the original left camera reference frame through the application of the

inverse recti�cation rotation matrix (R T
1 ). Second hand-eye transformation: to make the

target comprehensible to the DaVinci robot's kinematic architecture, the point is trans-

formed from the camera reference frame to that of the ECM. This operation is facilitated

by the integration of the Hand-Eye calibration matrix, previously computed and loaded

by the system. The �nal processed data represents the target position within the robot's

global reference frame. The publication of this information via the ROS middleware com-
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pletes the initialization phase, providing the PSM with the spatial reference required for

calculating the approach trajectory, while ensuring that the path remains consistent with

the reconstructed three-dimensional scene.

Following the identi�cation of the target, the second phase of the trajectory generation

process involves the de�nition of "no-�y zones", speci�c regions of the workspace that the

robotic arm must strictly avoid to prevent collisions. Within this framework, obstacles

are not treated as isolated spatial points, but are instead modelled as "snake cylinders."

These are segmented cylindrical volumes that encapsulate the forbidden regions, providing

a continuous safety manifold along a manually de�ned path.

(a) 2 points obstacle (b) 3 points obstacle

Figure 2.9: Points projected as cyan markers, interconnected by a green polyline, central axis
of obstacle volume.

The system transitions to the obstacle acquisition mode either automatically upon target

con�rmation or through manual selection via the user interface. During this stage, the

operator de�nes the "skeleton" of the obstacle by selecting a sequence of points on the

disparity map. To ensure accurate visual feedback, these points are projected onto the

recti�ed stereo window as cyan markers, interconnected by a green polyline that represents

the central axis of the intended volume.

Figure 2.10: "snake cilinders" on recti�ed.

The �nal volumetric reconstruction is performed through a dedicated algorithm,

build_cylinder_snake. This function interpolates the selected coordinates to generate

a continuous cylindrical enclosure with a prede�ned safety radius of approximately 1.5

cm. Once the geometry is �nalized, the resulting volume is stored within the global
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obstacle repository. This data structure serves as a fundamental constraint for the motion

planner, which integrates these spatial occupancy parameters to calculate a safe and

feasible trajectory, ensuring that the computed path remains outside the boundaries of

all de�ned no-�y zones.

2.3.2. The trajectory planner engine

The core of the motion planning system is encapsulated within the trajectory_planner.py

module, which functions as the primary computational engine for geometric synthesis.

This module is responsible for transforming a set of discrete spatial constraints, speci�-

cally the initial pose, the designated target, and the identi�ed no-�y zones into a contin-

uous, smooth, and collision-free path. The algorithmic pipeline is structured into three

distinct phases: volumetric obstacle modelling, iterative avoidance routing, and kinematic

smoothing.

To ensure a robust representation of the surgical environment, obstacles are not treated

as isolated points or simple spheres, which would fail to capture the elongated nature

of many anatomical structures. Instead, the system implements a "snake-like" volumet-

ric model through the build_cylinder_snake function. This algorithm constructs a

continuous tube by generating a series of cylindrical primitives that interconnect each

pair of consecutive points, Pi and Pi+1 , selected by the operator. The mathemati-

cal integrity of this volume is maintained by a specialized intersection detection rou-

tine, seg_cylinder_intersection. This function analytically determines whether any

straight-line segment of the planned trajectory penetrates the virtual boundary of the

cylindrical segments. By modelling obstacles as a continuous manifold rather than a col-

lection of points, the system provides a more conservative and safer representation of the

workspace occupancy.

Once the environment is modelled, the system calculates the path using an "In�ation and

Routing" heuristic, implemented via the inflate_and_route_via_point function. Un-

like traditional randomized planners (e.g., RRT) or grid-based searches (e.g., A*), which

can be computationally expensive and may produce non-intuitive paths in constrained

surgical �elds, this geometric approach prioritizes e�ciency and predictability.

The algorithm begins by postulating a direct linear segment between the starting posi-

tion and the target. If the intersection routine detects a collision with a "snake cylinder,"

the system identi�es the point on the path closest to the cylinder's central axis. A dis-

placement vector is then calculated, oriented normally to the obstacle's axis and pointing

outward. A new "via-point" is subsequently generated at a distance that accounts for
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