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Abstract: Existing clustering methods for functional data often prioritize parti-
tioning accuracy over interpretability, making it challenging to extract meaningful
insights when the data-generating process follows a specific underlying structure
and an ordinal relationship among clusters is suspected. This thesis introduces
K-Models, a novel framework that integrates ordinal constraints and estimates key
underlying elements of the random process generating the observed curves, improv-
ing both interpretability and structure identification. Two versions of K-Models are
proposed and evaluated through simulations and real-world applications. In par-
ticular, the method is tested on Region of Interest (ROI) curves, which represent
reaction profiles from a reflectometric sensor monitoring biological interactions,
such as antigen-antibody binding. These curves capture temporal variations in
light intensity observed in a 3D bioprinting experimental setup, reflecting the evo-
lution of reactions over time. The goal is to identify intrinsic signal patterns solely
from the observed dynamics, making this dataset an ideal benchmark for assessing
the added interpretability of the proposed approach. By incorporating structural
assumptions into the clustering process, K-Models enhances interpretability while
maintaining performance comparable to state-of-the-art techniques, providing a
valuable tool for analyzing functional data with an underlying ordinal structure.

Key-words: functional data, clustering, ordinal structure, interpretability, reaction profiles

1. Introduction

Functional data has become increasingly widespread in recent years, with applications in fields such as engineer-
ing, medicine, chemistry, and many others. As a result, Functional Data Analysis (FDA) has gained significant
attention, earning a central role in statistical research. For functional data we often, but not always, intend a
set of curves defined in an infinite-dimensional space, where each curve represents a random function, which in
turn is seen as the realization of an underlying random process. Within this framework, functional clustering
has also emerged as topic of interest, leading to the development of new methods aimed to partitioning curves
based on their similarities. Formally, functional clustering refers to the unsupervised task of grouping a set
of curves in distinct subsets, named clusters, in such a way that instances within a group are similar to each
other while they are dissimilar to instances of other groups (see for instance [18]). Various methods have been
developed, each leveraging different characteristics of functional data. Given this broad range of techniques
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available, several classification schemes have been proposed in order to have a systematic description, such as
those by [6] or [20]. Among the main categories, we can identify:
� Raw data methods, which cluster functions based on their observed values on a discrete grid of their

domain. These approaches directly compare the functional observations without any prior transformation,
making them conceptually straightforward. A well-known example is K-Means, a widely used algorithm
which can be easily adapted to various settings.

� Filtering methods, which consist of two phases: the first phase involves approximating curves using
a basis expansion, which leads to a finite-dimensional representation, and the second phase involves
performing clustering on the resulting finite-dimensional objects. One such method, introduced by [18],
applies functional Principal Component Analysis (fPCA) first projects the functions onto the principal
component curves, obtaining the principal scores. These principal scores are then used to perform classical
multivariate clustering.

� Distance-based methods, which rely on functional distance metrics to quantify similarities between curves.
In reality, this category is overlapping with the previous two, as the choice of distance metric determines
whether the method aligns more closely with raw data approaches or filtering approaches. An example
is the PAM (Partitioning Around Medoids) algorithm, or even K-Means itself, since they both are based
on dissimilarity metrics that work directly with the observed values of the curves.

While the clustering performances achieved by these methods are well known, they mainly focus on achieving
well-separated groups of functions rather than uncovering the underlying mechanisms driving the observed
curves. This limitation became evident to us during the analysis of a dataset containing the profiles of different
antigen reactions. These curves seem to follow a shared pattern, consisting of an initial stable phase followed
by a rapid decline at different intensity levels. The variation in these levels is driven by differences in the
reagent concentration applied to the antigen, suggesting that the observed curves are governed by an ordinal
latent structure, where a specific cluster membership corresponds to a different magnitude of the common
underlying effect. Traditional clustering methods, although capable of producing meaningful partitions, do not
explicitly account for this ordinal nature. They divide the data into distinct groups but fail to estimate the
latent components influencing curve generation. This challenge led to the development of K-Models, a new
clustering approach tailored for functional data with an underlying ordinal structure. The proposed method
groups functions based on a common latent effect, distinguishing clusters by the intensity with which this effect
manifests. Additionally, it provides estimates of the underlying function and cluster-specific coefficients, offering
a more structured and interpretable representation of the data.
This study is so organized as follows: in Section 2 we introduce the problem, present our novel clustering
method, and review well-established techniques used for comparison. Section 3 describes the validation metrics
employed to assess clustering performance. Section 4 applies the methods to simulated datasets using a Monte
Carlo approach. Finally, in Sections 5 and 6 we evaluate the methods on two real-world datasets, with the latter
focusing specifically on ROI curves, the primary motivation for the development of K-Models.

2. Methodology

The aim of this work is to propose a new method for the unsupervised clustering of functional data. The goal of
clustering is to partition the data into distinct subgroups, ensuring high similarity among instances within the
same group while maximizing dissimilarity between different groups. In the context of functional data, this task
not only helps in identifying homogeneous and heterogeneous patterns among curves but also reveals potential
structures in the underlying stochastic process. Formally, we consider a set of functional observations ffi(t)gNi=1,
where each function takes values in R and is defined on a common domain T � R. Given a predefined number
of clusters K, the objective is to find an optimal partition C� = fC�1 ; : : : ; C�Kg into which divide the curves.
The notion of "optimality" depends on the chosen clustering criterion, which varies across methods based on
the type of similarity (or, equivalently, dissimilarity) being emphasized.
In this section, we first introduce our proposed clustering method for functional data, highlighting its key
innovations. We then present a set of existing techniques, which serve as benchmarks for comparison against
our approach.

2.1. K-Models

We now present the new clustering method proposed in this study. Our approach is based on the assumption
that an underlying latent phenomenon governs the stochastic process generating the observed curves. The
formation of latent classes is attributed to how this hidden phenomenon is amplified or expressed differently
across the data, leading to groups that share a latent common effect but differ in the manifested intensity.
Unlike traditional clustering approaches, this procedure explicitly assumes that the latent classes follow an
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ordinal structure. Specifically, if Ci and Cj are two latent classes, we assume Ci < Cj whenever the amplitude
of the underlying effect g in Ci is smaller than in Cj . This ordering is reflected in the estimated parameters,
where the coefficients �1k shown in Equation (1) determine the ranking of the clusters.
The goal of the method is, therefore, to reconstruct this shared effect and subsequently group the curves into
sub-groups based on their variation along the direction defined by this hidden phenomenon. More precisely, the
clustering method seeks to partition the curves into sub-classes such that, within each group, the curves exhibit
a similar amplification of the underlying phenomenon, while differing significantly from those in other groups.
In this setting, we consider the following cluster-specific functional linear model:

fi(t) = �0k + �1kg(t) + "i(t)

=  ((g;�k); t) + "i(t); t 2 T :
(1)

Where the curve fi belongs to the cluster Ck, with k 2 f1; : : : ;Kg. The parameters �k =
�
�0k; �1k

�> consist
of a scalar intercept �0k and a scalar coefficient �1k that linearly modulates the function g, defined on the
same domain T as the observed curves. For notional convenience, we introduce the function  ((g;�k); t) =
�0k + �1kg(t), representing the cluster-specific structural component. Lastly, the term "i(t) is a functional
random process with the null function as its mean, i.e., E["i(t)] = 0 for all t 2 T . The function g captures
the hidden phenomenon underlying the generation of the curves fi, while the coefficients �1k capture its effect
within the specific cluster Ck. Crucially, the ordinal nature of the latent classes is entirely determined by the
values of �1k, as they define a hierarchical ordering of the clusters, according to their increasing values. Unlike
conventional clustering methods, which simply partition the data into distinct groups, our approach ensures that
the clusters are arranged in a meaningful sequence, reflecting increasing or decreasing intensity of the underlying
effect g. This structural constraint enhances interpretability, facilitating insightful comparisons between clusters
and improving the overall understanding of the functional data.

The clustering procedure is formulated as an optimization problem that simultaneously promotes high between-
cluster separation and low within-cluster variability. Specifically, we define the objective function to be mini-
mized as:

L((g;�); C) =

KX
k=1

X
i2Ck

kfi �  ((g;�k); �)k2
L2 + �J (g): (2)

The first term represents the within-cluster variance, measuring how well each curve is approximated by the
cluster-specific functional model. This is quantified using the L2-distance between each function fi and the
representative model curve of its assigned cluster, i.e:

kfi �  ((g;�k); �)kL2 =

�Z
T
jfi(s)�  ((g;�k); s)j2 ds

� 1
2

: (3)

The term J (g) is a roughness penalty on the function g, ensuring that the estimated latent function remains
smooth and interpretable. In this study, we impose the penalty on the second derivative of the function g,
leading to the definition:

J (g) =

Z
T

(g00(s))
2
ds: (4)

The regularization parameter � controls the trade-off between model fit and smoothness of g. A higher value
of � enforces stronger regularization, favoring smoother estimates of g at the cost of a potentially higher
approximation error within clusters.
By minimizing this objective function, the method achieves a partitioning of the curves where each group exhibits
a different level of the underlying phenomenon g, while ensuring that g remains a smooth and well-structured
function. This approach leads to an interpretable clustering solution that reflects a natural hierarchical ordering
among the identified subgroups.

2.1.1. Implementation

The proposed clustering procedure iteratively alternates between the following two key steps:
1. Estimation of the quantities �0k and �1k for each cluster independently, while the common function g is

computed using the entire dataset.
2. Updating the cluster assignments by grouping together curves that exhibit similar patterns, based on the

estimated coefficients.
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This approach is inspired by the work presented in [3], which proposes a clustering algorithm for functional
data based on cluster-speci�c functional regression models. However, our method di�ers in two fundamental
aspects. Firstly, the model used in [3] follows a more general functional linear model, where each functionf i

belonging to the cluster Ck is represented as:

f i (t) = � 0k (t) +
LX

l =1

Z

T
(� lk (s)X il (s)) ds + " i (t): (5)

Here, the observed curvesf i are modeled through a set of prede�ned functional covariatesX i (t) =
�
X i 1(t); : : : ; X iL (t)

� >
,

t 2 T , which in�uence the estimation process. In contrast our approach does not rely on any external covariates.
Instead, we estimate both the latent function g and the cluster-speci�c parameters� k directly from the data,
without any additional input variables. This ensures that the clustering is driven purely by the intrinsic shape
of the observed curves, making the method more general and interpretable.

Algorithm 1 K-Models Pseudo Algorithm

Input: A functional dataset f f i (t)gN
i =1 , number of clustersK

Output: Clusters partition C, estimated common e�ect ĝ and cluster-speci�c coe�cients f �̂ kgK
k=1

1 Initialize: Randomly divide the curves into K groups and let g equal to the pointwise mean of the
dataset, i.e. ĝ0(t) = 1

N

P N
i =1 f i (t) for all t 2 T

2 Iter j:
j.1) Built K di�erent models, one for each cluster, and estimate the coe�cients�̂ j

k , through function-
on-function regression:

f i (t) = � j
0k + � j

1k ĝj � 1(t) + " i (t); k = 1 ; : : : ; K

j.2) Estimate the function ĝj using the whole dataset, through function-on-scalar regression:

f i (t) = �̂ j
0k + �̂ j

1k gj (t) + " i (t)

j.3) Update the cluster membership for each curve, reorder according to the increasing values of�̂ 1k
3 until convergence;

The complete procedure for the estimation of Model 1 is outlined in Algorithm 1. Speci�cally, in step j.1,
the coe�cients � j

k are estimated using a function-on-function regression approach, as described in [5]. At this
stage of the algorithm, the function ĝj � 1�estimated in the previous iteration�is used as a functional covariate.
Subsequently, in step j.2, the perspective is reversed: a function-on-scalar regression is employed to updateg,
using the newly estimated coe�cients as scalar predictors. This step follows the regression model presented
in [16]. Lastly, in step j.3 the cluster memberships are updated and then reordered based on the coe�cient� j

1k .
This step can be performed using one of two following reassignment strategies:

1. Best-�tting model: each curve is reassigned to the clusterC~k , whose model yields the lowest residual
error, measured using theL 2(T ) norm (see Equation 3):

~k = arg min k2f 1;:::;K gkf i �  (ĝj ; �̂ j
k )kL 2 .

2. Coe�cients proximity: each curve is reassigned to the clusterC~k , whose estimated coe�cients are closest
to those obtained for that curve alone. Speci�cally, ~� i is estimated using a function-on-function regression
with only f i as whole dataset, usinĝgj as the functional covariate. The new cluster is then assigned as

~k = arg min k2f 1;:::;K gk ~� i � �̂ j
k k2 = arg min k2f 1;:::;K g

q
( ~� 0i � �̂ j

0k )2 + ( ~� 1i � �̂ j
1k )2.

Based on these two reassignment strategies, we implement two versions of the K-Model. The �rst, referred
to simply as K-Model, updates clusters using the best-�tting model criterion. The second, called K-Model v2
("version 2"), assigns clusters based on coe�cient proximity. For both versions, the stopping criterion�beyond
a maximum number of iterations�is de�ned as the point at which every class of the current partiton remain
unchanged between two consecutive iterations, i.e., whenC j

k = C j � 1
k for all k = 1 ; : : : ; K .

To enhance the stability and robustness of the algorithm, two additional re�nements are introduced:
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� Repopulation Mechanism: during the iterative process, some clusters may experience a sharp reduction
in the number of assigned curves after the �rst iterations, potentially leading to premature stagnation
of the algorithm. However, as long as the cluster does not become completely empty, it tends to grad-
ually rebalance over subsequent iterations. To prevent clusters from becoming too underpopulated, a
repopulation mechanism is incorporated. Speci�cally, if the number of curves assigned to a cluster falls
below a prede�ned threshold (typically set to 5), an additional set of curves (in our implementation,
5 or 10 depending the dimension of the used dataset) is randomly selected from the remaining dataset
and temporarily reassigned to that cluster. This adjustment fosters a more stable iterative process while
allowing clusters to reorganize dynamically.

� Multiple Starts Strategy: since the �nal clustering outcome can be sensitive to the initial random partition,
a multiple-start approach is employed to mitigate the impact of initialization. Instead of relying on a sin-
gle execution of the algorithm, a user-speci�ed number of independent runs, denoted asL, are performed.
Each run follows the full iterative procedure outlined in Algorithm 1, starting from a di�erent random ini-
tialization. Upon completion, the partition yielding the most well-separated clusters�quanti�ed through
the Variability Ratio introduced in Section 3�is selected as the �nal solution. This strategy improves
the reliability of the clustering results by reducing sensitivity to initialization artifacts and increasing the
likelihood of converging to a more optimal partitioning structure.

These re�nements contribute to a more robust implementation of the K-Models framework, ensuring that the
algorithm remains stable even in challenging scenarios while improving its ability to capture meaningful cluster
structures in functional data.

2.2. Competitor methods

A wide range of clustering methods have been developed for functional data, primarily focusing on partition-
ing the curves without providing additional interpretative elements. Among these, we consider three widely
used approaches: K-Means, which partitions data by minimizing within-cluster variance; Partitioning Around
Medoids (PAM), a medoid-based alternative that is more robust to outliers; and Functional Principal Compo-
nent Analysis (fPCA) combined with K-Means, which �rst reduces data dimensionality before performing the
clusterization. The following subsections provide a overview of these methods and their adaptation to functional
data.

2.2.1. K-Means

K-Means is one of the most widely used clustering algorithm. As highlighted by [2], its earliest formulation
dates back to 1950, although the formal de�nition was established later. Over the years, various adaptations
of K-Means have been proposed, but they all share a common underlying principle: maximizing the within-
cluster similarity between data points and their corresponding cluster centroids, where a centroid is de�ned as
a representative element of the group. This is achieved through an iterative procedure that assigns each data
point to the cluster with the closest centroid according to a prede�ned distance metric. The process ultimately
seeks to minimize the within-cluster variance, thereby producing an optimal partition of the dataset.
A rigorous mathematical formulation is provided by [2], which can be adapted to functional setting by solving
the following minimization problem:

(C� ; Z � ) = arg min
C;Z

KX

k=1

X

f i 2 Ck

d2(f i ; zk ); (6)

where Z = f z1; : : : ; zK g represents the set of centroids, andd(�; �) is a measure of dissimilarity (or equivalently,
similarity) between two functions. From Equation (6) it is evident that K-Means is a highly �exible approach
since it imposes no strict assumptions on the data structure and allows for the use of di�erent dissimilarity
measuresd can be used, making it adaptable to various contexts. The general iterative procedure for �nding
an approximate solution to problem (6) is outlined in Algorithm 2.
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Algorithm 2 K-Means Clustering Pseudo Algorithm

Input: A functional dataset f f i (t)gN
i =1 , number of clustersK

Output: Clusters partition C and relative centroids C
4 Initialize: Randomly selectK curves as initial centroidsZ 0

5 Iter j:
6 Cluster assignment: Assign eachf i to the closest cluster based on the distance from the group

centroids, so that
C j

~k
= f f i j ~k = arg min k2f 1;:::;K g d(f i ; zj � 1

k )g

Centroids update: Compute the new centroids as the pointwise mean of all observations in each
cluster,

zj
k (t) = 1

jC j
k j

P
f i 2 C j

k
f i (t); k = 1 ; : : : ; K

7 until convergence;

The convergence criterion in Algorithm 2 can be de�ned in multiple ways, such as when no cluster membership
changes between iterations or when the reduction in total within-cluster variance falls below a prede�ned toler-
ance threshold. In this study, the second criterion is adopted.
When dealing with functional data, the K-Means algorithm requires some modi�cations to accommodate the
in�nite-dimensional nature of the observations. The most critical adaptation concerns the de�nition of a dis-
similarity measure to compute distances between observed curves. One of the most commonly used metrics,
and the one adopted in this study, is theL 2-norm:

d(f i ; zk ) := kf i � zk kL 2 : (7)

This measure ensures that clustering is based on the overall shape of the functions rather than speci�c pointwise
di�erences, making it a suitable choice for functional data.
Despite its conceptual simplicity, functional K-Means inherits several well-known limitations from its multi-
variate counterpart, including sensitivity to initialization and an implicit assumption of "spherical" clusters.
In the context of functional data, this assumption translates to homoscedasticity of the dependent variable
with respect to the independent one. To mitigate the sensitivity to initialization, a multiple-start strategy is
commonly employed, as done in this study.

2.2.2. PAM

Partitioning Around Medoids (PAM), also known as K-Medoids, is another widely used clustering algorithm.
While its core idea is similar to that of K-Means, a key distinction lies in the de�nition of the representative
element of a cluster. As discussed in Section 2.2.1, K-Means de�nes centroids as the mean of all elements within
a cluster. While this is an e�ective representative in Euclidean spaces, it may not be the most suitable choice
for other dissimilarity measures.
In contrast, PAM represents each cluster with a medoid, which is the data point that minimizes the average (or
equivalently, the total sum of) dissimilarities to all other points in the same cluster. Formally, given a cluster
Ck , we de�ne its medoid as:

mk := arg min
f i 2 Ck

X

f j 2 Ck

d(f i ; f j ): (8)

This formulation highlights a key di�erence from K-Means: while a centroid zk can be any point in the data
space, a medoidmk must be an actual data point from the dataset. This property makes K-Medoids more
robust to outliers and allows its application to any arbitrary dissimilarity measures.
The general structure of the K-Medoids algorithm is well described by [19], who outlines its two main steps:

1. Build: Initializes the K clusters by selecting medoids based on a dissimilarity matrix.
2. Swap: Iteratively improves the clustering by considering all possible simple swaps between a medoid and

a non-medoid instance.
Similar to K-Means, the K-Medoids method relies on minimizing an absolute error criterion, commonly referred
to as total deviation (TD), which is de�ned as:

TD :=
KX

k=1

X

f i 2 Ck

d(f i ; mk ); (9)
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whered(�; �) is a dissimilarity measure, whileM = f m1; : : : ; mK g represents the set of medoids for the partition
C = f C1; : : : ; CK g.
The direct parallel with Equation 6 is evident: if the chosen dissimilarity measure is the squared Euclidean
distance or the L 2-norm for the functional case, the optimization objective closely resembles that of K-Means.

Algorithm 3 PAM Clustering Pseudo Algorithm

Input: A dissimilarity matrix D representing the functional data f f i (t)gN
i =1 , number of clustersK

Output: Partition C and relative medoidsM
1 BUILD: Initialize the medoids by choosing forK times the instance which yields to the smallestTD

(e.g. choosing at �rst the closest curves to all the others);
2 SWAP:
3 Consider all possibleK (N � K ) simple swap, and apply the one which reduces at mostTD
4 until convergence;

Algorithm 3 presents the standard implementation of the K-Medoids method, adapted to functional data.
However, several modi�cations have been proposed to enhance its e�ciency. For instance, [19] introduces
various speed-up techniques for the Swap step.
A key limitation of the naive PAM implementation is that evaluating Equation 9 at each iteration results in
signi�cant redundant computations. This arise from the need of SWAP algorithm to evaluate every possible
swap of a medoidmk with a non-medoid f j . A common optimization strategy is to express the variation in total
deviation (� TD), resulting from swapping a medoid mk with a non-medoid f j , as the sum of the individual
contributions from all other instances f o, i.e.:

� TD (m k ;f j ) :=
X

f o

�( f o; mk ; f j ): (10)

Where we have:

�( f 0; mk ; f j ) =

(
min f d(f o; f j ); ds(o)g � dn (o) if k = nearest(o)
min f d(f 0; f j ) � dn (o); 0g otherwise:

(11)

Here, dn (o) represents the distance to the nearest medoid ofo, and ds(o) the distance to the second nearest
medoid. In this way, if the assigned medoid of a curvef o remains unchanged, then�( f 0; mk ; f j ) = 0 , leading
to a signi�cant reduction in computational cost.

In this study, the PAM algorithm is implemented uses the L 2-norm as dissimilarity measure for functional data.
The entries of the dissimilarity matrix D are so computed as follows:

[D ij ] := d(f i ; f j ) = kf i � f j kL 2 : (12)

This choice allows the algorithm to evaluate curve similarity in a way that aligns with the intrinsic nature of
functional data, emphasizing di�erences in overall trajectory rather than pointwise deviations. By adopting
the L 2-norm, the method ensures a clustering structure that re�ects meaningful variations in the underlying
functional patterns while preserving the robustness of the PAM framework.

2.2.3. Functional PCA & K-Means

The clustering approach presented in this section is conceptually di�erent from the ones described in Section 2.2.1
and Section 2.2.2. Following the classi�cation proposed in [18], the previous methods both fall under the
categories of raw data and distance-based clustering, since they operate directly on the observed values of the
curves. By contrast, the method described here�drawing inspiration from [13] and [18]��rst reduces the
dimensionality of the functional dataset using Functional Principal Component Analysis (FPCA), and only
then performs the clustering. The functional observations are so approximated as linear combinations of basis
functions, and the clustering is subsequently applied on the resulting principal component scores using the
K-Means algorithm described in Section 2.2.1, but for multivariate data. This approach is therefore categorized
as a �ltering technique. A key advantage of this method is that it allows clustering to be performed directly in
the directions of greatest variability in the dataset, potentially leading to more meaningful partitions.

Let F be a stochastic process inL 2(T ). By exploiting the Karhunen-Loève expansion,F can be expressed as:

F (t) = � (t) +
1X

l =1

� l � l (t) 8t 2 T ; (13)
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where � (t) := E[F (t)] is the mean function, f � l g1
l =1 are the principal functions and f � l g1

l =1 the corresponding
principal component scores, de�ned as:

� l :=
Z

T
(F (t) � � (t)) � l dt l = 1 ; 2; ::: (14)

The principal functions are the eigenfunctions of the covariance operatorG induced by the covariance function
of F . The covariance function is de�ned as:

�( s; t) = Cov( F (s); F (t)) = E[(F (s) � � (s))( F (t) � � (t))] ; s; t 2 T : (15)

The covariance operatorG acts on a function f 2 L 2(T ) as:

Gf (t) =
Z

T
�( s; t)f (s)ds: (16)

The principal functions � l are so the solutions to the eigenvalue problem:

G� l = � l � l ; (17)

where f � l g1
l =1 are the corresponding eigenvalues, which represent the amount of variance explained by each

principal function. Since the full expansion in Equation (13) is in�nite-dimensional, a common approach is to
approximate F by truncating the sum at a �nite number of terms p, typically chosen such that the cumulative
proportion of variance retained,

P p
l =1 � l =

P 1
l =1 � l exceeds a prede�ned threshold, often set at 95%. This ensures

that the approximation captures most of the variability present in the data.

After performing an fPCA on the functional dataset f f i gN
i =1 , each curve is projected onto a lower-dimensional

space spanned by the principal components. Retaining only the scores associated with the �rstp principal
components, we obtain a new multivariate dataset of dimensionsN � p, where each curve is now represented
by the corresponding vector of scores,f � i gN

i =1 , with � i 2 Rp.
At this point, clustering is performed by applying the K-Means algorithm, following the same iterative procedure
outlined in Section 2.2.1. The only modi�cation lies in the choice of the dissimilarity measure: instead of using
the L 2-norm between functional observations, clustering is now based on the Euclidean distance between the
extracted score vectors. This reformulation simpli�es the problem by shifting from an in�nite-dimensional func-
tional space to a �nite-dimensional multivariate setting, while still capturing the dominant modes of variability
in the data.

3. Validation

To assess the performance of the proposed clustering methods, we employ two widely used evaluation metrics:
the Between-Cluster to Within-Cluster Variability Ratio and the Silhouette Score. These two measures provide
complementary perspectives on clustering quality, o�ering both a global and a local evaluation of the resulting
partitions.
The �rst metric quanti�es how well-separated the clusters are relative to their internal cohesion. It is de�ned as
the ratio between the Between-Cluster Sum of Squares (BSS) and the Within-Cluster Sum of Squares (WSS).
Given a partition C = f C1; : : : ; CK g of the functional observations, the ratio is computed as follows:

Ratio =
BSS
WSS

; with

BSS:=
KX

k=1

Nk k� k � � 0k2
L 2 ;

WSS:=
KX

k=1

X

f i 2 Ck

kf i � � k k2
L 2 :

(18)

Where Nk = jCk j denotes the number of curves in clusterk, � k (t) := 1
N k

P
f i 2 Ck

f i (t) is the pointwise mean of

the functions within cluster Ck , and � 0(t) := 1
N

P N
i =1 f i (t) is the global pointwise mean. A higher BSS/WSS

ratio indicates well-separated clusters with high internal homogeneity, which are desirable properties in cluster-
ing.
The second metric used is the Silhouette Score. As described in [17], it evaluates clustering quality by balancing
intra-cluster cohesion and inter-cluster separation. For each observationf i , the Silhouette Score is de�ned as:

si :=
bi � ai

max(bi ; ai )
; i = 1 ; : : : ; N: (19)
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where ai is the averageL 2-distance betweenf i and all other curves within the same cluster (a measure of
intra-cluster similarity), while bi is the smallest averageL 2-distance betweenf i and all curves in a di�erent
cluster (a measure of inter-cluster separation). Then the overall Silhouette Score is computed as the mean ofsi

across all observations:

S =
1
N

NX

i =1

si : (20)

This score ranges between -1 and 1, with higher values corresponding to better partitions of the curves.

These two metrics evaluate clustering quality from di�erent but complementary perspectives:
� BSS/WSS Ratio: provides a global measure of clustering performance, highlighting the degree of separa-

tion between clusters relative to their internal variability.
� Silhouette Score: captures local clustering behavior, evaluating how well each individual curve is assigned

to its respective cluster. This allows for the identi�cation of misclassi�ed observations for those positioned
near cluster boundaries.

By combining these two evaluation approaches, we obtain a comprehensive understanding of the clustering
structure. The BSS/WSS ratio ensures that clusters are compact and well-separated on a global scale, while
the Silhouette Score validates the assignment consistency at an individual level. This dual perspective leads to
a more robust assessment of the clustering solutions in functional data analysis.

4. Simulation study

In this section, we present a simulation study designed to assess the clustering performance of our proposed
method in comparison with existing approaches, via Monte Carlo simulations. Beyond evaluating clustering
accuracy, this analysis aims to investigate the ability of K-Models to e�ectively reconstruct the key structural
components of a stochastic process, with particular emphasis on preserving the ordinal nature of the groups
into which the observations are classi�ed.

4.1. Data generation

For this study we have used a total of 30 Monte Carlo simulations, where each simulated functional dataset
consists ofN = 400 functional data built on formulation show in Equation 1. All the generated curves are
de�ned on the interval T = [0 ; 1], and are divided in K = 4 known groups.

A single Monte Carlo simulation consists of a dataset of realizations built using as hidden phenomenon common
to all the clusters a sinusoidal functiong(t) = sin(5 t). The ordinal structure instead is de�ne by the coe�cients

� 1k , k = 1 ; : : : ; 4, that are sampled i.i.d. from the normal distribution, namely � 1k
iid� N (0; 22). In the same

way the cluster-speci�c intercepts are de�ned as� 0k
iid� N (0; 0:82), always for k = 1 ; : : : ; 4. The variances of the

coe�cients are arbitrarily chosen to give greater importance to the role of � 1k . To introduce variability among
the curves, we add a stochastic noise component" i (t) to each observationf i . The noise follows a Gaussian
process with zero mean and a covariance function based on a squared exponential kernel:

Cov(t1; t2) = � 2 exp(� ( t 1 � t 2 )2

2l 2 ); t1; t2 2 T

where � = 0 :4 controls the noise amplitude, and l = 0 :5 de�nes the correlation length, determining how
quickly the correlation decays over time. This formulation ensures that the simulated curves capture both a
structured cluster-dependent trend and realistic within-cluster variability. Examples of the constructed curves
and the resulting clusters for a single simulation are shown in the Figure 1, while in Table 1 are reported the
corresponding simulated coe�cients.

k 1 2 3 4

� 0k -0.0759 -0.2132 0.3941 -0.6369
� 1k -1.1675 0.2699 1.8347 1.9163

Table 1: Cluster-speci�c coe�cients of the example of simulated dataset displayed in Figure 1.
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(a) (b)

Figure 1: (a) Simulated functional dataset for an example simulation and (b) the relative division into
ordinal classes.

4.2. Results

The methods proposed in Section 2 are applied to each Monte Carlo simulation, namely a functional dataset
built upon a latent ordinal clustering (see an example in Figure 1), assuming a number of clustersK in input
ranging from 2 to 7.

Figure 2: Monte Carlo estimation of the Silhouette score (left) and of the Variability ratio (right),
varying the number of clusters used as input forK = 2 ; : : : ; 7.

A quantitative evaluation is provided through the validation process described in Section 3, with the corre-
sponding results shown in Figure 2. The two graphs display the mean values of the validation metrics across the
Monte Carlo simulations. Overall, the results are quite similar for all proposed methods, with the exception of
K-Models v2, which generally performs slightly worse than the others for most values ofK . On the other hand,
K-Models demonstrates results comparable to the other methods, maintaining a good level of cluster separation
while o�ering better interpretability of the clusters and the underlying stochastic process that generated the
curves. An interesting observation emerges forK = 4 , where the partitions obtained by the di�erent methods
can be compared to the original clustering of the curves. In this case, some methods (K-Models, PAM, and
fPCA & K-Means) return partitions that even outperform the true partition, according to both metrics. This
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is likely due to the noisy component, which causes some curves to overlap with clusters other than their true
counterparts. In this context, K-Models v2 appears to be the closest to the real partition when looking at the
Silhouette Score. This method performs particularly well for the curves that are more 'borderline,' meaning
those located at the boundaries between two clusters. While its resulting groups do not provide the best sep-
aration (as indicated by the Variability Ratio), K-Models v2 is able to correctly assign these boundary curves
to the appropriate clusters, showing its ability to handle ambiguous cases more e�ectively. Through the real
partition of the data we are also able to compute di�erent metrics commonly used for supervised classi�cation
models, such as: accuracy, which measures the overall proportion of correctly classi�ed observations; precision,
which quanti�es the proportion of correctly assigned observations within each predicted cluster, and recall,
which represents the proportion of correctly identi�ed observations within each true cluster; Adjusted Rand
Index (ARI), which assesses the similarity between the predicted and true partitions while adjusting for random
chance. It is important to note that, since we are dealing with a multi-class scenario (K > 2), an additional
challenge arises in aligning the predicted clusters with the true partition. Unlike standard clustering methods,
both versions of K-Models inherently organize the clusters in an ordinal manner, ensuring that the obtained
partition is naturally aligned with the true structure of the data and so eliminating the need for post-processing
adjustments. In contrast, for the other clustering methods, we necessarily apply the Hungarian algorithm (see
[9]) to optimally reassign clusters and establish a consistent labeling, ensuring a meaningful comparison with
the true division. The Monte Carlo estimations of these metrics are show in Table 2, which contains the average
indexes over the four clusters.

K-Models K-Models v2 K-Means PAM fPCA & K-Me.

Accuracy 92.16± 10.25 90.25± 10.34 81.66± 16.48 92.09± 10.75 93.43 ± 8.47
Precision 92.15± 10.34 90.18± 10.26 80.80± 17.41 92.02± 10.92 93.42 ± 8.52

Recall 92.15± 10.40 90.71± 9.69 80.34± 17.95 92.29± 10.44 93.47 ± 8.42
ARI 0.86 ± 0.15 0.82± 0.16 0.76± 0.18 0.86± 0.16 0.87 ± 0.15

Table 2: Monte Carlo estimation of the classi�cation performance for each method, forK = 4 . Values
are reported as mean± standard deviation

The presented results indicate that all methods, except for K-Means, achieve high accuracy in recovering the
true partition of the data. In particular, both versions of K-Models demonstrate competitive performance,
with accuracy, precision, and recall values comparable to those of PAM and fPCA & K-Means. This suggests
that K-Models e�ectively capture the underlying structure of the data, making them a viable alternative for
clustering tasks where the true partition is of interest.
In this simulation study, we have also the advantage of being able to compare the true underlying quantities
with the corresponding estimates obtained from our K-Models approach. As instance, Figure 3 illustrates the
cluster-speci�c curves, structured according to Equation 1, where each curve is determined by the estimated
coe�cients �̂ 1k and the shared component̂g, for a run of our Monte Carlo study.
Examining the estimated function ĝ, we observe that our model successfully captures the overall shape of the
true function g. Similarly, the estimated coe�cients �̂ 1k closely resemble their true counterparts, con�rming the
accuracy of the estimation procedure. However, across multiple simulations, some interesting patterns emerge.
In certain cases, the estimatedĝ appears to have the opposite sign compared to the true function. This
discrepancy is counterbalanced by the estimated coe�cients�̂ 1k , which also exhibit opposite signs relative to
their true values. Since ĝ and �̂ 1k are multiplied linearly in the model structure, this sign inversion does not
a�ect the reconstructed curves, preserving the overall correctness of the estimation. Moreover, this sign inversion
does not impact the overall interpretation of the clustering structure, as it only re�ects an arbitrary choice of
directionality in the estimation process. Since the clusters are ordered based on relative intensity rather than
absolute sign, the method remains robust to this e�ect. Another phenomenon observed is that, in some cases,
the estimated ĝ tends to have a slightly lower amplitude than the true function g. This e�ect is typically
compensated by the estimated�̂ 1k which tend to have larger absolute values compared to their true values.
This suggests that while local distortions in amplitude and sign may occur, the model e�ectively retains the
overall structure of the functional form. A potential explanation for the observed sign inversion could lie in the
ordering of the clusters during the estimation process. In the example run of the simulation,� 1k is negative for
all groups except one in the original data. If the reference cluster in the estimation process is di�erent from the
one used in the simulation, this could naturally lead to a sign shift in ĝ and its associated coe�cients. Despite
this, the �nal reconstructions remain faithful to the underlying structure of the data, con�rming the robustness
of the proposed approach.
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Figure 3: Results of the K-Models withK = 4 for the example of simulated dataset displayed in Figure
1. On the left estimated ĝ function compared to the usedg; on the right the estimated curves for each
cluster, according to Equation 1, with the corresponding coe�cients.

5. Case study 1: Growth data

In this section, we focus instead on a real-world dataset to evaluate e�ectiveness of the our clustering method
beyond simulated scenarios. Speci�cally, we consider the Berkeley Growth Study dataset, originally collected
by Tuddenham and Snyder (1954), which records height measurements of boys and girls from early childhood
to adolescence. This dataset has been widely used in functional data analysis as it provides a detailed view of
individual growth trajectories over time.

5.1. Growth Data

The Berkeley Growth Study dataset contains longitudinal height measurements of 39 boys and 54 girls, recorded
between the ages of 1 and 18 years. Each individual was measured 31 times, at the same time points for all
subjects, though the intervals between measurements are not equally spaced. This dataset o�ers a detailed
view of growth trajectories from childhood to adolescence, making it well-suited for functional data analysis
and developmental studies. The curves representing the whole dataset are shown in Figure 4.

5.2. Results

The clustering methods discussed in Section 2 are applied to the growth data with the number of clustersK in
input varying from 2 to 5. Some of the resulting partitions are shown in Figure 7. A visual inspection indicates
that the methods generally produce similar cluster groupings, with the exception of K-Models v2 and PAM,
which show slight deviations from the other methods.
In particular, K-Models v2 performs poorly, as re�ected by its lower validation scores shown in Figure 5,
suggesting that it struggles to separate data accurately. More in general, the Variability Ratio shows that all
methods yield relatively similar performance, except for K-Models v2 which exhibits signi�cantly higher ratios,
indicating poor consistency in its clustering output in this case. The Silhouette Score reinforces these �ndings,
with K-Models, K-Means, PAM (in particular) and fPCA & K-Means showing comparable results across the
di�erent cluster sizes, with values generally higher than those of K-Models v2.
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Figure 4: Growth curves of the Berkeley Growth Study dataset.

Figure 5: Evaluation of the clustering methods applied to Growth curves, forK = 2 ; 3; 4; 5.

As for the simulation study in Section 4, we have access to the true groups (male and female), speci�cally for
K = 2 . As shown in Figure 5, the method that most closely approximates the real partition is K-Models v2,
even though it has the poorest performance in terms of the used validation metrics among all procedures. This
paradox highlights an important insight: despite its lower validation scores, K-Models v2 is still the method
that most accurately re�ects the true structure in the data. Indeed, in Table 3 are shown the classi�cation
performance of each method. The idea is the same as those used in Table 2, even if the metrics used here are
di�erent, as they are more suitable for cases with only two classes. Speci�cally, the reported values correspond
to the overall accuracy, the sensitivity (i.e., the true positive rate), and the speci�city (i.e., the true negative
rate), with the last two averaged between males and females. From these results, we observe that K-Models v2
outperforms all other procedures across all three evaluation metrics.
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K-Models K-Models v2 K-Means PAM fPCA & K-Means

Accuracy 64.516 77.419 65.591 65.591 64.516
Sensitivity 63.746 74.858 64.672 63.604 63.746
Speci�city 63.656 78.764 64.672 64.470 63.656

Table 3: Classi�cation performance metrics for each method, forK = 2 .

While the other methods all show good performance in terms of curve separation, as re�ected by Figure 5,
K-Models v2 stands out by producing a partition that aligns most closely with the true underlying groups. This
suggests that, forK = 2 , the real clusters (male vs. female) are not as distinctly separated as other methods
might assume, and there is signi�cant overlap between the two groups. K-Models v2 seems to account for this
overlap better than the other methods, o�ering a more nuanced representation of the true data structure, even
if it does not optimize for overall separation in the same way as the other algorithms.

Figure 6: Results of the K-Models applied to Berkeley Growth data, with K = 2 . On the left the
estimated ĝ function; on the right the estimated curves for each cluster, according to equation 1, with
the corresponding coe�cients.

Figure 6 presents the estimated quantities from the K-Models approach forK = 2 . The function ĝ e�ectively
captures the overall shape of the dataset, providing a smooth representation of the underlying trend. Meanwhile,
the cluster-speci�c coe�cients �̂ 1k align with expectations, con�rming that the group associated with males
exhibits a greater magnitude. Although the clustering does not perfectly correspond to the true male-female
partition as seen before, it re�ects the structure identi�ed by the model, reinforcing the distinction in growth
patterns between the two estimated groups.
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Figure 7: Results of the clustering methods applied to Growth curves, forK = 2 ; 3; 4. Each column
represents a method while each row a di�erentK .
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6. Case study 2: ROI curves

In this section we describe the main case study, consisting of biosensor signals. In particular, we introduce the
dataset and the performed preprocessing, based on [12], and the results of clustering, comparing the state-of-
the-art methods and the novel methodology presented in Section 2.1.

6.1. Preprocessing

The dataset used in this study consists of a video signal acquired at a rate of one frame per second, recorded
using a re�ectometric sensor. Each frame captures the intensity of re�ected light at a given time point. Within
the sensor, 1035 points were identi�ed, each containing a speci�c concentration of the t-BSA antigen, arranged
in a regular grid, thus de�ning 1035 regions of interest (ROIs). Visually, the presence of a reagent spot is
distinguishable in the re�ectometric images, appearing darker than the background. Although the nominal
reagent concentrations for each ROI are known, this information is intentionally disregarded in our study. Since
our analysis is entirely unsupervised, we aim to cluster the ROIs based solely on their observed signal dynamics,
without incorporating prior assumptions about the reagent levels. This approach ensures that the clustering
emerges purely from the intrinsic structure of the re�ectometric signals.

Figure 8: Original light intensity and cleaned one, at time 0.

To prepare the data for analysis, a preprocessing pipeline is applied as detailed in [12], consisting of two main
phases:

1. Light Correction , to account for external illumination variations and sensor surface irregularities. This
procedure is performed using a Generalized Additive Model (GAM) to model the logarithm of the initial
light intensity and then normalizing the intensity of the whole signal using the model-estimated distur-
bance. This ensures that the observed intensity variations are mainly due to the presence of the antigen
spot. In �gure 8 is shown the light intensity before and after the correction.

2. Construction of the Functional Dataset, where each ROI is treated as a statistical unit, and the variable
of interest is the function representing the temporal evolution of light intensity. To obtain a robust
functional representation, the GAM-estimated background is subtracted from the logarithm of the raw
intensity, resulting in the cleaned time-dependent log-light intensity uj (t) for each pixel j . Then for
each ROI i is computed the 5%-trimmed mean of the uj (t) for 100 randomly selected pixels, denoted ad
�uROI

i (t). Trimming is based on the Modi�ed Band Depth (see [10]), to ensure robustness against extreme
values. Similarly, the background signal is estimated computing the5%-trimmed mean of the �uBG

i (t) over
100 randomly chosen pixels in the region surrounding each ROI. In order to account the compositional
nature of the data, a log-ratio transformation is applied, to obtain as result:

f i (t) = (�uROI
i (t) � �uROI

i (0)) � (�uBG
i (t) � �uBG

i (0))

Lastly, the log-ratio f i (t) are smoothed using smoothing splines regression, employing 20 cubic splines with
equally distributed knots and a penalty parameter of105 selected via GCV. The curves with atypical magnitude
or shape are removed, identi�ed as outliers using a functional boxplot and an outliergram de�ned on the Modi�ed
Band Depth, used as measure of centrality of each curve.
The �nal functional dataset is present in Figure 9, containing a total of 988 curves measured on the same grid
of 700 time points.
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