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1. Introduction

The Maximum Mean Discrepancy (MMD) is
a kernel-based statistic that quantifies the dif-
ference between statistical distributions [2]. It
is used to perform two sample tests, that are
statistical hypothesis tests that aim to distin-
guish whether two samples were generated by
the same distribution or not. The kernel chosen
for the computation of the MMD determines the
implicit feature space in which the test is per-
formed, and therefore should be chosen carefully
considering the characteristics of the data under
test. In this thesis, we investigate the usage of
the Neural Tangent Kernel (NTK) [3] as a kernel
for the MMD statistic between samples of im-
ages. The two main reasons behind this choice
is the relation of the NTK with neural networks,
which have shown outstanding results on tasks
related to images, and the existence of a lin-
ear approximation of the NTK MMD that, in-
stead of requiring kernel computations, requires
a training of one epoch of a neural network. We
explore the test performances of multiple vari-
ants of the NTK MMD statistic, and compare
with two baselines: the Gaussian kernel MMD,
and a linear approximation of it. We consider
multiple classes of alternative hypotheses, and

two different datasets, MNIST and CIFAR-10.
We also investigate on the impact that the net-
work architecture and learning rate have on the
NTK MMD two sample tests. We then apply
the NTK MMD statistics to the detection of
adversarial examples, in two different settings:
distinguishing two samples, one containing clean
examples and one containing both clean and ad-
versarial examples, and identifying which exam-
ples are adversarial in a sample containing both
clean and adversarial examples. We also develop
an attack against the latter detection method.

2. Background

Let X ~ pand Y ~ ¢ be two samples, of size
m and n, with XY C X. A two sample test
is a statistical hypothesis test that aims to dis-
tinguish the null hypothesis Hg : p = ¢ from
the alternative hypothesis H : p # q. A statis-
tic used for two sample tests is the Maximum
Mean Discrepancy (MMD) [2], defined as:

MMDI§,p, q] := ilég(Epr[f(fv)] = Eyg[F(9)]),

where § is a class of functions f : X — R. Its
empirical unbiased estimate on the samples X



and Y is:
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where k : X x X — R is the kernel function cor-
responding to the Reproducing Kernel Hilbert
Space to which § belongs. The function attain-
ing the supremum in the definition of the MMD
is called witness function, and its empirical es-
timate is:
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The absolute value of the witness function in ¢
is proportional to how much p and ¢ differ in
t. The MMD statistic is computed in quadratic
time with respect to the number of examples
in X and Y'; it is possible to obtain a linear ap-
proximation of the MMD statistic by computing
a linear subset of the kernel values in MMD?, as
it is shown in [2]. From the MMD statistic, it
is possible to obtain of level a by choosing as a
threshold the (1 — «)-quantile of the empirical
distribution of the MMD under the null hypoth-
esis.

As a kernel for the MMD, we propose the Neural
Tangent Kernel (NTK) [3]. Consider a neural
network computing the function fy € F, where
the subscript 6 refers to the P parameters of
the network. Let F(X) : RP — F be the re-
alization function of the network, which maps
the network parameters to the function com-
puted by the network. Consider that the net-
work is trained with respect to a functional cost
C : F — R. During training, the network func-
tion fy evolves along the kernel gradient:
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If the NTK is compueted on a finite dataset
X, the formula can be rewritten as the product

between the Jacobian of the network with re-
spect to the parameters 6 evaluated on X and its
transposed. If the network has finite width, we
will refer to its NTK as to the empirical NTK,
which is random at initialization and evolves
during training. For infinite-width networks, in-
stead, the NTK is deterministic at initialization,
depending only of the choice of the nonlineari-
ties used in the network, the network depth and
the variance of the parameters at initialization.
We will refer to the NTK of an infinite-width
network as the infinite-width NTK.

In [1], a linear approximation for the MMD com-
puted with the empirical NTK is provided. Con-
sider the training loss:

L(0) = —% Z fo(z:) + % Z fo(yi).
i=1 i=1

The network is trained for one epoch on a subset
of X UY, with learning rate . The network
MMD statistic is defined as:
1

Tet(k) := 5(5(9(/@) — L£(6(0))),
where £(6(k)) is the loss at the end of the train-
ing and £(0(0)) is the loss before training. The
witness function for the T, statistic is:

1
9(z) = (ulz, ) = u(z, 0),

where u(x, t) is the output of the network on x at
training time t. By estimating the distribution
of the T, statistic under the null hypothesis
with a permutation test using the other subset
of X UY, it is possible to develop a two sample
test, with the (1 — a)-quantile of the empirical
distribution as a threshold.

3. NTK impact on MMD two
sample tests

We consider the following tests based on multi-
ple variant of the NTK MMD statistic:
1. EmpNTK MMD: the quadratic MMD test
using the empirical NTK;
2. InfNTK MMD: the quadratic MMD test us-
ing the infinite-width NTK;
3. EmpNTK linMMD: the linear MMD test
using the empirical NTK;
4. InfNTK linMMD: the linear MMD test us-
ing the infinite-width NTK;



5. Net MMD: the test based on the network
MMD T,,¢;, with a training with batch size
one;

6. BatchNet MMD: the test based on the net-
work MMD T, with a training with batch
size 64.

We compare with tests with the following base-
lines:

1. GK MMD: the quadratic MMD test using
the Gaussian kernel;

2. GK LinMMD: the linear MMD test using
the Gaussian kernel.

We sample X from the dataset considered
(MNIST or CIFAR-10), and generate the sam-
ple Y by sampling n images from the dataset
and applying one of the following modifications:

1. class imbalance remove: a fraction § of the
images of a class c is removed;

2. class imbalance add: a fraction § of the im-
ages of a class c¢ is added;

3. Gaussian noise: a fraction ¢ of the images is
modified by adding a Gaussian noise with
standard deviation o;

4. roto-trasl-zoom: a fraction § of the images
is modified by random rotations of max-
imum angle 7,4, random translations of
maximum translation percentage t,,q; and
random zooms of maximum zooming per-
centage zmagz-

We always consider n = m, and test for mul-
tiple values of 0, o, "maz, tmaz, Zmaz, M- On the
MNIST dataset, the test obtaining the highest
test powers is the InfNTK MMD, but at the
cost of an execution time more than an order
of magnitude greater than the others. The GK
MMD achieves slightly lower test powers, but
with a much more tractable execution time,
and therefore is the test with the best trade-off
between test power and execution time. On the
CIFAR-10 dataset, the GK MMD is the most
performing test for the class imbalance alter-
native hypotheses, but its performance drops
for the Gaussian noise and roto-trasl-zoom
alternative hypotheses. For this two alternative
hypotheses, the test obtaining the highest test
powers is the EmpNTK MMD, followed by the
Net MMD and BatchNet MMD. Considering
the execution times, the EmpNTK MMD is
more suitable for small sample sizes, where it
can reach significantly higher test powers than
the Net MMD and BatchNet MMD without

requiring excessive time to execute, while the
BatchNet MMD is the most suitable test for
larger samples, achieving both high test powers
and low execution times. The tests based on
the linear MMD statistic are able to detect the
difference between the null hypothesis and the
alternative hypothesis only for samples X and
Y with large sizes and important differences
(high fraction of affected examples § and high
values for the parameter of the shift). As an
example, in Figure 1 we show the testing power
on the Gaussian noise alternative hypothesis,
with § = 0.5, ¢ = 0.1 and n = 500, on the
MNIST and CIFAR-10 datasets, and the aver-
age execution time of the tests on the MNIST
datasts for n € {50,250, 500, 2500, 5000}.
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Figure 1: Testing powers and execution times
on the MNIST and CIFAR-10 datasets.

In subfigure (a), we plot the testing power on
the MNIST dataset for the Gaussian noise al-
ternative hypothesis, with § = 0.5, 0 = 0.1 and
n = 500. In subfigure (b), we plot the testing
power on the sample alternative hypothesis but
on the CIFAR-10 dataset. In subfigure (c), we
plot the average execution times for 100 runs
of the tests on the MNSIT datast, with varying
sample size n.

We also explore the impact of the network ar-
chitecture on the performance of the Net MMD
and BatchNet MMD tests, on both the MNIST
and CIFAR-10 datasets. We consider varying
filter size, number of layers, number of channels
and learning rate. We use as an alternative hy-
pothesis the Gaussian noise. We find out that
a smaller filter size always improves the testing
power, and that for each dataset there is an op-
timal value for the number of layers and chan-
nels. The optimal number of layers is low for
both datasets (1 for MNIST and 2 for CIFAR-
10), because the Gaussian noise shift is a local
modification of the image. The optimal num-
ber of channels is larger for the MNIST dataset,
since the InfNTK MMD was the optimal test,
and is smaller for the CIFAR-10 dataset, since
the EmpNTK MMD was the optimal test. The
choice of the learning rate can severely impact
the performance of the test: if the learning rate
is too big the network output diverges during
training, and the statistic assumes random val-
ues near +o0o and —oo, making the test return-
ing a test power of 0.5, equivalent to random
chance.

4. Adversarial examples detec-
tion through the witness

function of NTK MMD

We apply the two sample tests considered in the
previous section to the problem of distinguish-
ing a sample X, containing clean images, from
a sample Y, containing a fraction § of adversar-
ial images and a fraction 1 — § of clean images.
We consider adversarial examples generated by
the Projected Gradient Descent (PGD) attack
[4], with various number of iterations Ny, and
sample sizes n. In previous literature, it has
been established that the GK MMD is able to
detect the difference between MNIST clean and
adversarial examples, but it is not able to do the
same on the CIFAR-10 dataset. On the MNIST
dataset, we find out that all the two sample tests
succeed to detect the difference between X and
Y, and that the best performing tests are the
InfNTK MMD and the GK MMD, with the GK
MMD having far lesser execution times. On
the CIFAR-10 dataset, the only tests succeed-
ing in detecting the difference between the null
and the alternative hypothesis are the EmpNTK
MMD, the Net MMD and the BatchNet MMD,
and only for PGD examples generated with high
numbers of iterations. Therefore, these tests can
be valid alternatives for the GK MMD, that is
not able to distinguish X and Y for any values of
Niter and n considered. We show some of this re-
sults in Figure 2, by plotting the test powers on
the MNIST and CIFAR-10 dataset for n = 2500
and 6 = 0.5 for the MNIST dataset, § = 1 for
the CIFAR-10 dataset.
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Figure 2: Testing powers the MNIST and
CIFAR-10 datasets.

In subfigure (a), we plot the testing power on
the MNIST dataset for n = 2500 and § = 0.5.
In subfigure (b), we plot the testing power on
the CTFAR-10 dataset for n = 2500 and 6 = 1.
The legend is the same of Figure 1.

Then, we deal with the problem of identifying
which are the adversarial examples in a sample
Z, containing a fraction § of clean examples and
a fraction 1—4 of adversarial examples. We con-
sider 6 = 0.5, varying number of iterations of the
PGD attack and varying sample sizes. Our ap-
proach to detect the adversarial examples is to
use a score based on the witness function of the
examples in Z. We assume to have two refer-
ence sets X,.r and Y,..r, composed respectively
of clean and adversarial examples. We define
the score s4q, Of 2z € Z as:

Sadv(z) = ‘w(Z7XT6faY;”6f) - eref|7

where w(z, Xyef, Yrer) is the witness function of
z computed against the two reference sets, and
wx,,, 1s the average of the witness function val-
ues of X,.r. The idea behind this score is that
the more the examples are similar to the clean
images in X,.r, the more their witness function
values will be similar to the witness function
values of the examples in X,.r. We test this
detection method on the MNIST and CIFAR-
10 datasets, and for the GK MMD, EmpNTK
MMD, InfNTK MMD, Net MMD and BatchNet
MMD tests, which are the most performing in
two sample tests between clean and adversarial
examples. On the MNIST dataset, the witness
function detection method is effective for all the
methods considered, and the best method is the
GK MMD. We find out that examples that are
generated with less iterations of the PGD attack
are less detectable, and therefore we repeat the
experiments stopping the PGD attack when the

example becomes misclassified. In this case, the
GK MMD is the only method succeeding in the
detection. We show the witness function val-
ues for the GK MMD in the following figure,
considering adversarial examples generated by
Niter = 100.
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Figure 3: Witness function values for the GK

MMD on MNIST.

Witness function values for the GK MMD on
MNIST, for Njze, = 100.

On the CIFAR-10 dataset, instead, the witness
function method is ineffective, even for settings
where the two sample test succeeds. The reason
of this phenomenon lies in the fact that the
mean of the values of the witness function for
clean and adversarial examples are sufficiently
different for the MMD statistic to be greater
than the test threshold, but the values are
not sufficiently different to separate clean from
adversarial examples in a single sample. We
show the witness function values for the Emp-
NTK MMD in the following figure, considering
adversarial examples generated by Ny, = 1000.
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Figure 4: Witness function values for the Emp-
NTK MMD on CIFAR-10.
Witness function values for the EmpNTK
MMD on CIFAR-10, for Nj, = 1000.

Finally, we develop a variant of the PGD attack
for the witness function detection method on the
MNIST dataset, and test it on the GK MMD,
Net MMD and BatchNet MMD methods. The



attack simultaneously maximizes the classifica-
tion loss of the adversarial example and mini-
mizes the difference between the witness func-
tion of the adversarial example and the witness
function of the original clean example. The at-
tack proves to be effective against all the three
detection methods considered, that are not able
to distinguish between clean and adversarial ex-
amples generated by this attack.

5. Conclusions

We have analyzed the usage of the Neural Tan-
gent Kernel for the computation of the Max-
imum Mean Discrepancy, applying it to two
sample tests and adversarial detection. We
have found out that on the CIFAR-10 dataset,
the EmpNTK, Net MMD and BatchNet MMD
methods obtain higher performances than the
baseline GK MMD in both the tasks consid-
ered. We also found out that the Net MMD and
BatchNet MMD linear approximations are sig-
nificantly more powerful than the linear approx-
imations based on the linear MMD statistic (GK
LinMMD, EmpNTK LinMMD and InfNTK Lin-
MMD).
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