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Abstract

Reinforcement Learning (RL) stands as a central paradigm in the advancement of Arti-
ficial Intelligence, offering robust methodologies for tackling sequential decision-making
challenges across diverse domains. Traditional Online RL learns through trial-and-error
by interacting with the environment and dynamically adapting its behaviour based on
the feedback received, often at the cost of high sample complexity and instability during
the learning process. On the other hand, Offline RL leverages pre-collected transitions
stored in a static dataset to train agents without the necessity for interactions with the
environment. Neverthess, Offline RL methods are constrained to rely on the quality and
diversity of offline data, limiting their ability to generalize to unknown scenarios. To
overcome the challenges of both methods while harnessing the strengths of existing ap-
proaches, attention has turned to the Hybrid RL setting, where the agent has access to
both an offline dataset and the ability to dynamically interact with the environment,
with the goal of exploiting the static data to efficiently address the exploration challenge.
Despite the increasing interest in Hybrid RL methods, multiple works have shown to
be affected by an anomalous behaviour during the training process, which we refer as
Catastrophic forgetting, where the agent suffers from a sudden and destructive drop in
performance which dramatically affects the sample complexity of the interested algorithms
and damages the learned behaviour. This thesis proposes a novel technique based on a
two-stage algorithm that aims at tackling the aforementioned challenge, providing strong
empirical results across a range of benchmark traning environments when compared to
exisiting Offline, Online and Hybrid RL methods, enhancing stability during training and
significantly preventing the occurrence of Catastrophic forgetting phenomenons. Further-
more, we provide theoretical guarantees on both learning phases, ensuring convergence
to near-optimal policies while avoiding performance degradation, thereby establishing a
robust foundation for Hybrid RL approaches.

Keywords: Hybrid Reinforcement Learning, Offline Reinforcement Learning, Online
Reinforcement Learning, Catastrophic Forgetting





Abstract in lingua italiana

L’Apprendimento per Rinforzo rappresenta un paradigma centrale nell’ambito dell’ Intel-
ligenza Artificiale, capace di offrire metodi per affrontare problemi decisioni di tipo se-
quenziale in diversi ambiti. L’Apprendimento per Rinforzo Online guida l’apprendimento
attraverso tentativi ed errori, interagendo con l’ambiente e adattando il proprio comporta-
mento in base al feedback ricevuto, spesso a costo di un’elevata complessità campionaria e
di instabilità del processo di apprendimento. D’altro canto, l’Apprendimento per Rinforzo
Offline sfrutta le transizioni contenute in un set di dati statico per addestrare gli agenti
senza la necessità di interagire con l’ambiente. Tuttavia, i metodi offline sono costretti
a fare affidamento sulla qualità dei dati offline, limitando la propria capacità di gener-
alizzare a scenari sconosciuti. Per superare le sfide di entrambi i metodi e sfruttare al
contempo i punti di forza degli approcci esistenti, l’attenzione si è rivolta verso tecniche di
Apprendimento per Rinforzo Ibrido, in cui l’agente ha accesso sia ad un set di dati offline,
sia alla possibilità di interagire con l’ambiente, con l’obiettivo di usare i dati statici per
affrontare efficientemente l’esplorazione. Nonostante il crescente interesse per i metodi
ibridi, molti lavori hanno dimostrato di essere affetti da un comportamento anomalo du-
rante l’addestramento, definito Oblio Catastrofico, in cui l’agente soffre di un improvviso
e spesso irreversibile calo delle prestazioni che influisce drammaticamente sull’efficienza
degli algoritmi interessati e danneggia il comportamento appreso. Questa tesi propone
una tecnica innovativa basata su un algoritmo a due stadi che mira ad affrontare la sud-
detta sfida, fornendo solidi risultati empirici rispetto ai metodi offline, online e ibridi
esistenti, migliorando la stabilità durante l’addestramento e prevenendo il verificarsi di
fenomeni di Oblio Catastrofico. Inoltre, forniamo garanzie teoriche su entrambe le fasi di
apprendimento, assicurando la convergenza verso strategie quasi ottimali ed evitando al
contempo il degrado delle prestazioni, stabilendo una solida base per futuri approcci di
Apprendimento per Rinforzo Ibrido.

Parole chiave: Apprendimento per Rinforzo Ibrido, Apprendimento per Rinforzo Of-
fline, Apprendimento per Rinforzo Online, Oblio Catastrofico
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1| Introduction

1.1. General Overview

Sequential decision-making problems are fundamental challenges across numerous �elds,

from robotics to autonomous systems, from healthcare to games. In these scenarios, an

agent must make a series of decisions over time, where each action in�uences not only the

immediate outcomes, but also the future states and possibilities available to the agent.

Reinforcement learning (RL) [65] has emerged as a powerful framework for dealing with

sequential decision-making problems, drawing inspiration from behavioural psychology

[48] and optimal control theory [8]. Two clearly distinct approaches have been developed

in the RL paradigm to solve the above-mentioned problems: the �rst one is Online Rein-

forcement Learning, which represents the classical RL paradigm in which an agent learns

through direct interaction with the environment, trying out di�erent actions and immedi-

ately observing their consequences, allowing for iterative improvement through trial and

error; the second one is O�ine Reinforcement Learning, which takes a fundamentally

di�erent approach, learning exclusively from sets of pre-collected transitions, without any

direct interaction with the environment. Despite the indisputable success [41, 44, 56, 62]

of both families of algorithms, a new paradigm has emerged in recent times [3, 53, 64, 68]

that aspires to exploit the favourable properties of both approaches, o�ine and online, to

achieve superior performance: Hybrid Reinforcement Learning addresses the challenge of

e�ciently exploiting both pre-collected datasets and online interactions to learn optimal

policies in such sequential decision problems, with the aim of combining the advantages of

both approaches while mitigating their respective limitations. Indeed, Hybrid RL meth-

ods focus on e�cient learning by exploiting the knowledge provided by the static dataset

to design functional exploration strategies directed towards regions of the state-action

space that may not have been covered by o�ine data, possibly leading to high perfor-

mance behaviour. However, a critical challenge in this context is the phenomenon of

Catastrophic Forgetting, in which the learning agent tends to abruptly forget previously

learned knowledge when the distribution of data underlying the samples considered by

the hybrid algorithm changes in the transition from o�ine to online data. This issue be-
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comes particularly relevant in the context of Hybrid RL, as the transition between o�ine

and online learning phases can lead to a signi�cant loss of knowledge gained from the

static dataset during the �rst episodes of online interaction. Additionally, the problem is

further complicated by the inherent distribution shift between o�ine data and online ex-

periences, which can exacerbate the forgetting e�ect and potentially lead to sub-optimal

or unsafe behaviour. This thesis investigates the theoretical underpinnings and practical

implications of catastrophic forgetting in Hybrid RL algorithms, with a focus on devel-

oping a solution that can prevent the process of forgetting with demonstrable statistical

guarantees.

1.2. Goals

The primary goal of this research work is to address the Catastrophic Forgetting phe-

nomenon in the Hybrid Reinforcement Learning setting by providing an algorithmic solu-

tion with provable statistical guarantees. More speci�cally, we focus on combining o�ine

and online learning techniques in order to design a method which can attain a signi�cant

performance improvement compared to existing pure O�ine and Online RL methods and

concurrently avoid any form of unlearning behaviour, thus leading to higher sample e�-

ciency. Furthermore, we aspire to provide theoretical guarantees on the behavior of the

designed algorithm in terms of performance di�erence with respect to the optimal solution

to the considered problem, under speci�c assumptions.

1.3. Contributions

The main contributions of this work are theoretical, algorithmic and experimental: they

concern the design of a two-stage Hybrid Reinforcement Learning algorithm able to bridge

the gap between Online and O�ine Reinforcement Learning methods by combining the use

of an o�ine dataset and online interaction, in order to achieve high-quality performance

with provable statistical guarantees in terms of sub-optimality over the o�ine phase and

regret in the online phase, but most importantly preventing the unlearning phenomenon

a�ecting various Hybrid Reinforcement Learning algorithms.

1.4. Thesis Structure

The thesis is structured in the following way:
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Chapter 2 In this chapter we establish the notation used in this research work and

the fundamental mathematical and algorithmic framework, introducing the concepts of

Markov Decision Processes, Dynamic Programming and Reinforcement Learning. More-

over, we present a brief overview on concepts from Information Theory and Statistics,

such as Entropy and Statistical Distance.

Chapter 3 This chapter presents the current state-of-the-art literature regarding the

topic of Online Reinforcement Learning, O�ine Reinforcement Learning and Hybrid Re-

inforcement Learning, highlighting the main results, the main problems that have been

assessed and those that are still open. Furthermore, we provide an overview of exist-

ing methods and their achievements concerning empirical performance and theoretical

guarantees.

Chapter 4 Here we formulate the problem of catastrophic forgetting, with a focus on

the Hybrid Reinforcement Learning case, by conducting an extensive empirical analysis in

a controlled setting, highlighting the key variables underlying the collapse in performance

and advancing possible solutions.

Chapter 5 In this chapter we introduce and describe our algorithm aimed at tackling

the catastrophic forgetting problem, supported by an in-depth analysis of our design and

implementation choices.

Chapter 6 This chapter provides a theoretical analysis of the proposed algorithm, stat-

ing its statistical properties in the form of sub-optimality gap and regret bound, along

with their proofs.

Chapter 7 Here we show the experimental evaluations of our algorithm, comparing its

results across various tasks and environments with state-of-the-art methods in the Hybrid

Reinforcement Learning setting, but also assessing the performance di�erence with respect

to pure O�ine and Online Reinforcement Learning algorithms.

Chapter 8 The last chapter concludes the thesis by presenting a summary of the main

results and highlighting possible future directions.

Appendix The appendix includes some technical lemmas with the respective proofs

necessary for our theoretical analysis and implementation details for the algorithms con-

sidered throughout the research work.
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2| Background

In this chapter, we introduce the basic mathematical and algorithmic tools needed to

understand the setting and contributions presented in this research: we present the for-

malism of Markov Decision Processes, a mathematical framework used to model sequential

decision-making problems and the paradigm of Reinforcement Learning, with its objec-

tives and main concepts, providing a general overview of the most common algorithms.

For a thorough introduction to the topic, please consult [65].

2.1. Reinforcement Learning

Reinforcement Learning (RL) stands as a central paradigm with the �eld of Machine

Learning (ML), focusing on training agents to make a sequence of decisions to maximize

a cumulative reward. Inspired by behavioral psychology, RL involves an agent that learns

by interacting with its environment, observing the outcomes of its actions and adjusting

its strategy based on feedback in form of rewards or penalties. Unlike supervised learning,

where models are trained on labeled data, RL emphasizes learning through exploration

and experience, often with little or no prior knowledge of the environment. The core

objective of RL is to �nd the optimal set of actions that enables the agent to achieve the

highest possible reward over time. This framework has made RL a powerful tool in solving

sequential decision-making problems, from playing games and robotics to recommendation

systems and autonomous driving.

2.1.1. Markov Decision Processes

The Markov Decision Process (MDP) [55] is the most common mathematical frame-

work used to model decision-making in situations where outcomes are in�uenced by both

stochastic events and the actions taken by an agent (or learner). Sequential decision-

making problems can be intuitively de�ned as the interaction between an agent, any

learner taking actions, and the environment, described as everything outside the agent

with whom the learner interacts. The interaction with the environment gives rise to re-

wards, numerical values that the agent seeks to maximize over time through the choice
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of actions. Speci�cally, at each time step, the agent observes a representation of the

current state of the environment and based on that selects an action: as a consequence

of that, it receives a reward and �nds itself in a new state. Since the agent's goal is to

maximize the total amount of reward being received, its purpose can be interpreted not

as the maximization of an immediate reward, but of the cumulative reward in the long

term. Importantly, the fundamental property of any MDP is the Markov property, accord-

ing to which the transition from any state of the environment to another depends only

on the current state and the action that is being executed, not on any previous states

or actions. Three main formalizations of MDPs are usually studied: the
 -discounted

(in�nite-horizon), the �nite-horizon one and the average reward in�nite-horizon one. The

third setting will not be considered throughout this research work.

Formally, we can de�ne a
 -discounted in�nite-horizon Markov Decision Process (MDP)

as a tuplehS; A ; P; r; 
; � i , where:

ˆ S is the set space, withS = jSj;

ˆ A is the action space, withA = jAj ;

ˆ P : S � A ! �( S) is the transition function, such that P(s0js; a) is the probability

of transitioning into state s0 when taking actiona in state s;

ˆ r : S � A ! [0; 1] is reward function, such that r (s; a) is the immediate reward

associated with taking actiona in state s. We study deterministic and bounded

reward functions without loss of generality;

ˆ 
 2 [0; 1) is the discount factor, which de�nes a horizon for the problem;

ˆ � 2 �( S) is the initial state distribution, representing the initial state in which the

agent is found.

Similarly, a �nite-horizon (or episodic) MDP is de�ned as a tuplehS; A ; H; f PgH
h=1 ; f r gH

h=1 ; � i ,

where:

ˆ S, A and � are de�ned as in the in�nite-horizon case;

ˆ H 2 N is the time horizon of the MDP;

ˆ Ph : S � A ! �( S) is the time-dependent transition function, such thatPh(s0js; a)

is the probability of transitioning into state s0 when taking action a in state s at

time step h;

ˆ rh : S � A ! [0; 1] is the time-dependent reward function, such thatrh(s; a) 2 [0; 1]

the expected immediate reward associated with taking actiona in state s at time
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Figure 2.1: Interaction protocol between agent and environment

step h;

For the time-independent setting, the de�nitions ofP and r are the same of the in�nite-

horizon one.

Throughout this research work we will mainly work in the �nite-horizon MDP setting.

The agent's behaviour is fully described through the notion of policy� , which de�nes a

probability distribution over the actions, conditioned on the state. We denote as� the set

of all policies. Based on its characteristics, a policy� can be considered part of di�erent

classes, namely:

Markovian / History-dependent A Markovian policy makes decisions based only on

the current state of the environment, while a history-dependent policy takes into account

the entire history or sequence of states and actions that led to the current state.

Deterministic / Stochastic A deterministic policy prescribes a speci�c action for each

state, while a stochastic one assigns probabilities to each possible action in a given state.

Stationary / Non-stationary A stationary policy remains consistent regardless of the

step in which the agent �nds itself, while a non-stationary one can change over time.

In the �nite-horizon MDP setting we generally deal with time-dependent, thus non-

stationary, policies such that� = f � hgH
h=1 , where� h 2 � ( AjS ).

The combination of an MDP M and a policy � induces aMarkov Chain with state

transition model P� = ( P�
h )H

h=1 where

P�
h (sjs0) =

X

a2A

� h(ajs)Ph(s0js): (2.1)

Furthermore, given a MDP M and policy � we can de�ne two probability distributions.

The �rst one is the state occupancy measure at time steph, d�;h : S ! � ( S) such that
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for any h 2 [H ]

d�;h (s) := P r (sh = s; � ) (2.2)

representing the probability of visiting state s after starting from state s1 � � (�) and

executing policy � . Similarly, the state-action occupancy measure at time steph, d�
h :

S � A ! � ( S � A ) is de�ned for any h 2 [H ] as

d�
h (s; a) := P r (sh = s; ah = a; � ) (2.3)

Given a policy � it is possible to de�ne the utility of each state through the notion of

state-value function. Formally, the state-value function at time-steph, V �
h (s) : S ! R,

of an MDP is the expected return of the agent starting from states and then following

policy � such that

V �
h (s) := E�

"
HX

t= h

r t (st ; at ) j sh = s

#

; (2.4)

where the expectation is taken with respect to the randomness of the trajectory, which

takes into consideration the stochasticity of the state transitions and of the policy� .

Similarly, the action-value (Q-value) function at time-steph, Q�
h (s; a) : S � A ! R, is

de�ned as

Q�
h (s; a) := E�

"
HX

t= h

r t (st ; at ) j sh = s; ah = a

#

: (2.5)

The state-value function can again be decomposed recursively into the sum immediate

reward and value of the successor state, leading to theBellman expectation equation:

V �
h (s) = E�

�
rh(sh; ah) + V �

h+1 (sh+1 ) j sh = s
�

=
X

a2A

� h (ajs)

 

rh(s; a) +
X

s02S

Ph(s0js; a)V �
h+1 (s0)

!

:
(2.6)

The action-value function can similarly be decomposed:

Q�
h (s; a) = E�

�
rh(sh; ah) + Q�

h+1 (sh+1 ; ah+1 ) j sh = s
�

= rh(s; a) +
X

s02S

Ph(s0js; a)
X

a02A

� h (a0js0) Q�
h+1 (s0; a0): (2.7)

Through the Bellman expectation equations we can introduce theBellman operators: the

Bellman operator forV �
h is de�ned asT �

h : RS ! RS, where
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(T �
h V �

h ) (s) :=
X

a2A

� h (ajs)

 

rh(s; a) +
X

s02S

Ph(s0js; a)V �
h+1 (s0)

!

: (2.8)

The Bellman operator forQ�
h (s; a) is similarly de�ned as T �

h : RS� A ! RS� A , where

(T �
h Q�

h ) (s; a) := rh(s; a) +
X

s02S

Ph(s0js; a)
X

a02A

� h (a0js0) Q�
h+1 (s0; a0) (2.9)

From now on we will use the notationV � (s) = V �
1 (s), unless speci�ed otherwise.

The goal of the agent is to �nd a policy� that maximizes the state-value function, thus

the overall expected return. Hence, the objective we are trying to maximize can be stated

as

J (� ) := Es� � [V � (s)] : (2.10)

Value functions de�ne partial ordering over policies, such that

� 0 � � if V � 0
� V � ; 8s 2 S (2.11)

Policy � 0 is said to be an improvement over� since it improves its values in all states.

Thanks to this de�nition, we can state the Policy Improvement Theorem:

Theorem 2.1 (Policy Improvement [6]). Let � and � 0 be any pair of deterministic policies

such that

Q� (s; � 0(s)) � V � (s); 8s 2 S

Then the policy� 0 must be as good as, or better than,�

V � 0
(s) � V � ; 8s 2 S

This theorem provides a method to compute an improved policy� 0 given the action-value

function Q� of another policy� , by simply taking in every state the greedy action, namely

the action that maximises the action-value function in that state.

The optimal state-value function V � (s) speci�es the best possible performance in the

MDP and is de�ned as the maximum value function over all policies such that

V � (s) := max
� 2 �

V � (s) (2.12)



10 2| Background

Similarly, the optimal action-value function Q� (s; a) is de�ned as

Q� (s; a) := max
� 2 �

Q� (s; a) (2.13)

The guarantee that an optimal policy can be found among the deterministic Markovian

policies is provided by the following theorem:

Theorem 2.2 (MDP and optimality [55]) . For any Markov Decision Process (MDP):

ˆ There exists an optimal policy� � that is better than or equal to all the other policies:

� � � �; 8� 2 � ;

ˆ All optimal policies achieve the optimal value function:V � �
= V �

ˆ All optimal policies achieve the optimal action-value function:Q� �
= Q�

ˆ There is always a deterministic optimal policy for any MDP, which can be found by

maximising over the optimal action-value functionQ� :

� � (ajs) =

8
<

:
1 if a = arg maxa2A Q� (s; a)

0 otherwise

Once the optimal value functionV � (s) is known, the MDP can be considered solved, since

it allows to retrieve an optimal policy if the transition model is known, while knowing

Qs;a allows us to retrieve� � even when the transition function is unknown. Furthermore,

the optimal state-value function and action-value function satisfyBellman Optimality

Equation, stated as:

V �
h (s) = max

a2A
Q�

h(s; a) = max
a2A

(

rh(s; a) +
X

s02S

Ph(s0js; a)V �
h+1 (s0)

)

(2.14)

and
Q�

h(s; a) = rh(s; a) +
X

s02S

Ph(s0js; a)V �
h+1 (s0)

= rh(s; a) +
X

s02S

Ph(s0js; a) max
a02A

Q�
h+1 (s0; a0)

(2.15)

2.1.2. Dynamic Programming

Dynamic Programming (DP) [6] consists of a series of algorithmic techniques used to solve

problems by breaking them down into smaller overlapping subproblems and solving each
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subproblem only once. In the context of MDPs, Dynamic Programming algorithms can be

used to compute optimal policies assuming we have a perfect model of the MDP, thus the

transition model P and the reward functionr must be known, a condition that is generally

not satis�ed as it proves to be unrealistic in most of the scenarios. Moreover, classical

DP algorithms su�er from great computational expense, further limiting its application

when S and A are �nite and small.

Dynamic programming techniques can be applied to solve two types of problems in the

context of MDPs and RL:

Prediction problem Given an MDP M and a policy � , what it is value function V �

associated to policy� ?

Control problem Given an MDP M , what are the optimal value functionV � and the

optimal policy � � ?

In the �nite-horizon MDP setting, both problems can be solved by means of backward

induction. In the prediction problem, starting from the end of the horizonH and knowing

that V �
H (s) = 0 for any state s we can recursively compute the value functionV � (s) as

V �
h (s) = Ea� � (�j s)

"

rh(s; a) +
X

s02S

Ph(s0js; a)V �
h+1 (s0)

#

; h = H � 1; : : : ; 0 (2.16)

The control problem is similarly solved by relying on the recursive application of backward

induction and Bellman's optimality equation: knowing that V �
H (s) = 0 for any state s we

have that

V �
h (s) = max

a2A

(

rh(s; a) +
X

s02S

Ph(s0js; a)V �
h+1 (s0)

)

; h = H � 1; : : : ; 0: (2.17)

The optimal deterministic policy � � can be obtained by selecting the greedy action with

respect to the optimal action-value function:

� �
h(s) = arg max

a2A

(

rh(s; a) +
X

s02S

Ph(s0js; a)V �
h+1 (s0)

)

; h = 0; : : : ; H � 1: (2.18)

The computational cost of such approach isH jSj2jAj .

In the in�nite-horizon MDP setting, the absence of a natural endpoint to initiate backward
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induction from demands di�erent techniques to solve the aforementioned problems. For

what concerns �nding the optimal policy � , there exist two main algorithms aimed at it:

Policy Iteration and Value Iteration.

Policy Iteration

Policy Iteration (PI) is a DP method employed for solving the control problem that builds

on the iterative alternation of two procedures:

ˆ Policy Evaluation phase: given a policy� we solve the prediction problem and

compute its value functionV � . There exist multiple ways to perform such operation,

one consists of solving a system ofjSj simultaneous linear equations representing

Bellman expectation equation forV � , that can be expressed in matrix notation as

V � = ( I � 
P � )� 1 R� , whereP � and R� are respectively the transition model and

the reward function induced by policy� . The second approach is based on the

iterative application of Bellman expectation synchronous backup, such that at each

iteration k + 1 we updateVk+1 (s) from Vk(s0) for all states s, in the following way:

Vk+1 (s) =
P

a2A � (ajs)
�
r (s; a) + 


P
s02 S P(s0js; a)Vk(s0)

�

ˆ Policy Improvement phase: Given a value functionV � and the corresponding policy

� we want to move to policy � 0 that is an improvement over � . We can achieve

so by acting greedily with rest to the action-value functionQ� (s; a) and selecting

� 0(s) = arg maxa2A Q� (s; a), improving the value from any states over one step, as

Q� (s; � 0(s)) = max a2A Q� (s; a) � Q� (s; � (s) = V � (s).

Due to the Policy Improvement Theorem, policy� k+1 obtained a stepk + 1 is guaranteed

to be an improvement over policy� k , unless the optimal policy has already been reached:

the monotonic improvement property ensures that Policy Iteration will not revert to a

worse policy, making it a robust algorithm for achieving optimality. Moreover, since a

�nite MDP has only a �nite number of deterministic policy (exactly jAj jSj) the algorithm

will converge to the optimal policy and the optimal value function in a �nite number of

iterations.



2| Background 13

Algorithm 2.1 Policy Iteration with Iterative Policy Evaluation

1: Initialize a policy � 0(s) and a value functionV � 0 (s) for all states s arbitrarily

2: Initialize a small threshold � > 0

3: Set k = 0

4: repeat

5: Policy Evaluation:

6: repeat

7: for each states 2 S do

8: Vold  V � k (s)

9: V � k (s)  r (s; � k(s)) + 

P

s02S P(s0js; � k(s))V � k (s0)

10: �  maxf � ; jVold � V � k (s)jg

11: end for

12: until � < � // until values converge

13: Policy Improvement:

14: Set policy_stable  True

15: for each states 2 S do

16: abest  arg maxa2A
�
r (s; a) + 


P
s02S P(s0js; a)V � k (s0)

�

17: if abest 6= � k(s) then

18: � k+1 (s)  abest

19: policy_stable  False

20: end if

21: end for

22: k  k + 1

23: until policy_stable is True

24: Return policy � k and value functionV � k

Value Iteration

Value iteration (VI) is an algorithm used to compute the optimal policy� � for an MDP

that relies on the iterative application of Bellman's optimality operator in each state,

which calculates the maximum expected cumulative reward obtainable from that state,

such that at each iteration k + 1 we update Vk+1 (s) from Vk(s0) for all states s, in the

following way: Vk+1 (s)  maxa2A
�
r (s; a) + 


P
s02 S P(s0js; a)Vk(s0)

�
. Starting with arbi-

trary initial values, Value Iteration repeatedly re�nes the values until they converge to a

stable solution, which represents the optimal value functionV � .

Unlike PI there is no explicit policy at each application step, therefore intermediate value

functions may not correspond to any policy, but single applications of VI are less computa-
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tionally demanding with respect to PI. Once the values have converged, the optimal policy

can be derived by selecting the action in each state that maximizes the expected reward

based on the value function, following the same criteria of PI. Unlike PI, VI converges

asymptotically to V � in the limit of in�nite steps.

Algorithm 2.2 Value Iteration Algorithm

1: Initialize value function V(s) = 0 for all states s 2 S

2: Initialize a small threshold � > 0

3: repeat

4: Set �  0

5: for each states 2 S do

6: Vold  V (s)

7: V(s)  maxa2A
�
r (s; a) + 


P
s02S P(s0js; a)V(s0)

�

8: �  max(� ; jVold � V (s)j)

9: end for

10: until � < � // until the values converge

11: Policy Extraction:

12: for each states 2 S do

13: � (s)  arg maxa2A
�
r (s; a) + 


P
s02S P(s0js; a)V(s0)

�

14: end for

15: Return optimal value function V and optimal policy �

2.1.3. Reinforcement Learning

Dynamic Programming allows to describe a class of algorithms to solve MDPs that rely

on the strong assumption of full knowledge of both the transition and reward dynamics

of the MDP. However, in most real-world problems the environment dynamics can be

cast into either very computationally expensive or even unknown models, thus limiting

the application of DP methods. Conversely, RL algorithms are generally less expensive

and can explicitly or implicitly estimate such models through the interaction between the

agent and the environment. They can be classi�ed according to multiple dimensions, the

following scheme focuses on the groups of main interest for our work.

Model-free and Model-based

The �rst distinction between RL algorithms can be made by evaluating whether an ex-

plicit estimated model of the environment's dynamics is being used or not. Model-free

algorithms do not rely on explicit models and learn a policy� solely through experience,
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while model-based methods build an estimated internal model
�

P̂; r̂
�

of the environment

from experience and use it to simulate and plan actions.

Tabular and Function Approximation

Tabular methods explicitly store the value or action-value functions for every possible

state or state-action pair in a table, making this approach practical and computation-

ally feasible when the state and action spaces are small and discrete. Alternatively, in

function approximation settings the value function or policy is represented by a function

parametrized by a vectorw 2 Rn of real parameters, rather than a table: this function,

which can be linear or non-linear, can generalize across large or continuous state-action

spaces. Function approximation is essential for complex environments where explicit tab-

ular storage is impractical due to high dimensionality.

O�-Policy and On-Policy

On-policy algorithms learn and evaluate the policy that is currently being followed by

the agent, meaning that the behavior policy� � and the target policy � coincide. The

experience gathered by exploring the environment according to its current policy is then

used to improve that policy directly. O�-policy algorithms, on the other hand, learn a

target policy � independently of the behavior policy� � : the agent can gather experience

using one policy and use it to optimize another policy, the target one, allowing it to learn

also from stored experiences or actions that were not chosen by the behavior policy� �

itself.

Value-based, Policy-based and Actor-Critic

Value-based methods focus on learning the state-value functionV � or the action-value

function Q� and deriving the optimal policy indirectly by selecting actions that maximize

the learned value function. In contrast, policy-based methods take a di�erent approach

by directly learning the policy � : therefore, instead of indirectly deriving the policy from

a value function, policy-based methods parameterize and optimize the policy directly by

maximizing its expected return. Actor-critic methods combine elements of both value-

based and policy-based approaches by using two separate structures: an actor, represent-

ing the policy component that selects actions based on the current policy� , and a critic,

describing the value function component that evaluates the chosen actions by estimating

the state-valueV � or action-valueQ� to guide policy updates.
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O�ine and Online

O�ine RL, or batch RL, involves training an agent on a �xed set of experiences collected

independently of the learning process as the agent does not interact with the environment

in real-time, but learns from previously collected data, similar to a supervised learning

setting. In Online RL, the agent learns by interacting with the environment, relying on

the continuous deployment of policies to collect data and making use of the information

collected to update its policy. This procedure allows the agent to adapt and improve over

time, as it explores the environment and learns from immediate feedback.

The distinction between the aforementioned settings is of particular interest as this re-

search work aims at narrowing the gap between the O�ine and Online RL classes of

algorithms by providing solutions that exploit their features in order to achieve superior

performance. that An intensive overview of online and O�ine RL algorithms is deferred

to Chapter 3.

2.2. Entropy and Statistical Distance

Information theory, introduced by Claude Shannon [61] in the 1940s, provides a mathe-

matical framework concerning the quanti�cation of information, particularly in the con-

text of data transmission, compression, and uncertainty reduction. At its core, informa-

tion theory seeks to measure the amount of information produced by a source and the

e�ciency with which it can be encoded and communicated. One of the most fundamen-

tal concepts in information theory isentropy , which quanti�es the level of uncertainty

inherent in the value of a random variable or random process. Given a discrete random

variable X with possible outcomes lying in the setX and is distributed according to

p : X ! �( X ), the entropy of X is de�ned as

H(X ) = �
X

x2X

p(x) log p(x) (2.19)

According to this de�nition, the intrinsic informational value of a message is strictly linked

to the unpredictability of the given message's content: intuitively, a random variable where

an outcome is signi�cantly more likely than the others is considerably less informative

compared to the one dealing with multiple likely outcomes. As a matter of fact, the

entropy is maximal whenX is distributed according to a uniform distribution and minimal

when X distributes its whole probability mass over a single outcome.

In a similar way to the discrete case, we can de�ne an uncertainty measure for continuous
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random variables calleddi�erential entropy : given a continuous random variableX

with probability density function p(x) and support X , the di�erential entropy of X is

de�ned as

h(X ) = �
Z

X
p(x) log p(x)dx: (2.20)

Unlike discrete entropy, di�erential entropy can be negative.

Strictly related to the topic of entropy is the one of statistical distance, measuring how

a reference probability distribution P di�ers from a second probability distribution Q.

One notable measure of statistical distance is the Kullback-Leibler (KL) divergence, or

relative entropy, de�ned, in the discrete case, as:

DKL (P k Q) =
X

x2X

p(x) log
�

p(x)
q(x)

�
; (2.21)

where p(x) and q(x) are the probability mass functions ofP and Q. In the continuous

case, the KL-divergence is de�ned in an analogous way as

DKL (P k Q) =
Z

X
p(x) log

�
p(x)
q(x)

�
dx; (2.22)

wherep(x) and q(x) are the probability density functions of the distributionsP and Q.

The KL-divergence is always non-negative and the equality to zero holds if and only

if P = Q. Furthermore, while being a statistical distance, it is not a metric, but a

divergence, as it is generally asymmetric, meaning thatDKL (P k Q) 6= DKL (Q k P).

It can be intuitively interpreted as a measure of "surprise" when trying to describe one

probability distribution P using another one,Q.

Another notable statistical distance measure is the Total Variation (TV) distance, de�ned

in the discrete case as

DT V (P; Q) =
1
2

X

x2X

jp(x) � q(x)j; (2.23)

and in the continuous case as

DT V (P; Q) =
1
2

Z

X
jp(x) � q(x)jdx; (2.24)

representing the maximum discrepancy between probabilities assigned to outcomes byP

and Q. TV distance ranges from0 to 1, with the former indicating identical distribu-

tions and the latter representing completely disjoint distributions. Furthermore, unlike

KL divergence, TV distance is symmetric, making it easier to interpret when compar-
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ing distributions. TV distance and KL-divergence can be related by means of Pinsker's

Inequality [9], stating that for two probability distributions P and Q we have that:

DT V (P; Q) �

r
1
2

DKL (P k Q) (2.25)

p(x)
q(x)

x

y

p(x)
q(x)

Figure 2.2: Total variation distance is half the absolute area betweenp(x) and q(x).
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In this chapter, we summarize the literature related to our research topic. First, we ex-

amine the relevant work concerning the topics of Online RL and O�ine RL, covering key

concepts, algorithmic challenges, and prominent methods, highlighting the most impor-

tant results in terms of computational performance and statistical guarantees, mainly in

the form of regret and sample complexity bounds. Further on, we move to the topic of

Hybrid RL, remarking which problems are open and which are fully assessed by examining

the most signi�cant works published up to date.

3.1. Online Reinforcement Learning

Online Reinforcement Learning is concerned with the process of learning the optimal

behavior in stochastic environments with sequential decision-making by interacting with

the environment during the learning procedure, allowing adaptation to changes and new

information gained through experience.

The interplay between a learner and the environment in a �nite-horizon MDP can be

summarised through the following protocol:

Algorithm 3.1 Online RL protocol

1: Given an MDP M , number of episodesK

2: for k = 1; : : : ; K do

3: Sample a starting statesk
1 � �

4: for h = 1; : : : ; H do

5: Observe statesk
h 2 S

6: Select actionak
h � � k

h(�jsk
h)

7: Receive rewardrh(sk
h; ak

h)

8: Transition to next state sk
h+1 � Ph(�jsk

h; ak
h)

9: end for

10: end for
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Figure 3.1: Online Reinforcement Learning paradigm

3.1.1. Performance Metrics

The theoretical performance of Online RL algorithms is primarily measured through two

metrics: regret and sample complexity. The regret criterion measures the di�erence be-

tween the maximum cumulative reward that could have been achieved by an optimal

policy and the cumulative reward achieved by an agent while interacting with the envi-

ronment for a �xed amount of episodes. Formally, the regretR obtained afterK episodes

is de�ned as

R(K ) :=
KX

k=1

Es� �

h
V �

1 (s) � V � k

1 (s)
i

: (3.1)

Sample complexity, on the other hand, refers to the number of interactions with the

environment or samples required for an agent to learn a near-optimal policy with high

probability. In other words, it quanti�es how many episodes or steps a learning agent

needs to perform in order to achieve a prede�ned level of performance, often measured in

terms of closeness to the optimal policy's expected returnV � . Formally, we can de�ne the

number of samples required to learn an� -optimal policy � with probability 1� � starting

from state s1 as

n(�; � ) := min
n

f P r [V �
1 (s1) � V �

1 (s1) � � ] � 1 � � g ; (3.2)

where� is a measure of accuracy and� represents the con�dence.

3.1.2. Challenges

Despite gaining signi�cant attention due to its potential in multiple real-world applica-

tions, from robotics [13, 44] to recommendation systems [70, 74], from gaming [62, 63] to

�nance [11, 15, 45], Online RL presents unique challenges.
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A key challenge resides in theexploration-exploitation dilemma as, while learning, the

agent must balance between two adverse goals: the exploration of unplayed actions to dis-

cover more about the unseen environment, where potentially higher-reward regions have

yet to be discovered, and the exploitation of best-known state-action pairs maximizing the

immediate reward. Exploration includes trying actions that might not yield the highest

known rewards, but provide useful information about the environment, which could lead

to discovering actions with higher rewards in the long term. Exploitation, on the other

hand, involves choosing the action that, to the best of the agent's current knowledge,

appears to have the highest short-term return. Maximizing the short-term reward is of

paramount importance when the agent has already gathered su�cient information about

the environment, but focusing solely on exploitation can be risky if the agent's knowledge

is incomplete, as it may lead the agent to repeatedly choose a sub-optimal action simply

because it has yet to �nd out more e�cient solutions. In order to tackle this problem,

RL research has introduced some ideas from the Multi-Armed Bandit (MAB) literature

[39]: MAB problems are decision-making problems that can be interpreted as the RL

setting with a single state, where the goal is to �nd the action (called arm) yielding the

highest reward. One of the most famous and well-studied methods to solve MABs is the

Upper Con�dence Bound (UCB) algorithm, which relies on theoptimism in the face

of uncertainty principle,encouraging exploration by favoring actions with high potential

rewards and high uncertainty, thus unexplored. Indeed, the UCB algorithm computes a

con�dence bound for each armi at time-step t as

UCBi (t) = �̂ i (t) + c

s
logt
N i (t)

; (3.3)

where �̂ i (t) represents the empirical mean reward of armi at time-step t, N i (t) is the

number of times armi has been chosen up to timet, c is a constant that determines the

width of the con�dence bound and thelogt term ensures the bound grows ast increases.

At each time stept, the algorithm selects the armt with the maximum UCB value. This

algorithm not only helps taming the exploration-exploitation dilemma, but also provides

strong theoretical guarantees in the form of sublinear regret. Some works have imported

upper con�dence bounds to design exploration bonuses in order to obtain asymptotically

optimal regret bounds, both in the model-free and in the model-based settings.

Closely connected to the exploration-exploitation dilemma is the topic ofsample e�-

ciency : many algorithms, especially in the area of function approximation, require a large

number of interactions to achieve near-optimal performance, thus limiting the practical

use of Online RL methods. Collecting large amounts of data can be costly, especially in
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applications such as robotics or healthcare, where each interaction incurs real expenses.

A primary approach to improve the e�ciency of sampling is the use of experience replay:

the agent stores past transitions in a memory bu�er and reuses them during training,

allowing it to learn from each experience again and again. By resampling from the replay

bu�er, the agent can break correlations in sequential experiences, reduce the variance of

updates and increase the utilisation of previously collected data. Experience replay has

become a key component in many RL algorithms [27, 46, 50], particularly in deep RL,

where the replay bu�er is crucial to achieve stable and sample-e�cient learning.

In safety-critical applications, such as autonomous driving, healthcare and industrial au-

tomation, it is essential that an RL agent takes actions that avoid harmful or high-risk

outcomes, as these applications require strict adherence to safety constraints, as even a

single risky action can lead to catastrophic consequences, such as accidents, equipment

damage or negative health impacts. Standard Online RL algorithms often focus on max-

imising the expected cumulative reward without necessarily taking into account thesafety

of each individual action, which can inadvertently lead to policies that prioritise reward

maximization over safety considerations, leading to risky or unintended behaviour. To

address this problem, several safe exploration techniques [23] have been developed, de-

signed to constrain and limit the agent's exploration to actions deemed safer or low risk

with respect to those that simply maximise the reward, restricting the agent's exploratory

behaviour to avoid dangerous areas of the state-action space, allowing the agent to explore

in a way that minimises the likelihood of undesirable outcomes.

3.1.3. Algorithms

Among model-based tabular algorithms,UCB-VI[2] is an extension of the Value Iteration

algorithm which guarantees that the resultant value function is, with high probability, an

upper con�dence bound on the optimal value function, achieving a~O(
p

H 3SAT) regret

bound by exploiting Cherno�-Hoe�ding's concentration inequality to design the optimistic

bonuses, while a more re�ned version considering Bernstein-Freedman's concentration

inequalities to build the con�dence set yields~O(
p

H 2SAT) regret, whereT = KH is the

total number of steps and ~O(�) ignores the logarithmic terms.

In the model-free and tabular case, Q-learningUCB-Hand Q-learningUCB-B[30] equip the

classical Q-learning algorithm [71] with a UCB exploratory policy that takes into account

the con�dence of Q-values and assigns exploration bonuses, allowing a more accurate

treatment of uncertainty for each state-action pair compared to� -greedy exploration. The

�rst solution makes use of a Hoe�ding-type martingale concentration inequality to de�ne
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the optimistic bonuses, obtaining a regret of~O(
p

H 4SAT), while the second one considers

Bernstein's concentration inequality to design bonus terms that depend on the empirical

variance of state-value estimates, achieving a tighter regret bound of~O(
p

H 3SAT).

Recent advancements in Online RL have introduced more sophisticated exploration strate-

gies that leverage deeper insights into the structure of the problem and incorporate adap-

tive exploration mechanisms. Notably, theposterior sampling -based methods, such as

OPSRL(Optimistic Posterior Sampling for Reinforcement Learning) [66], use Bayesian ap-

proaches to generate an approximate posterior distribution over MDP parameters, from

which, an MDP is sampled at each episode, allowing for e�cient exploration and achieving

strong theoretical performance in the form of~O(
p

H 3SAT) regret.

In recent years, policy optimization methods have gained signi�cant prominence, span-

ning a wide variety of popular algorithms such as Policy-Gradient algorithms [73], [4],

Natural Policy Gradient [34] and Trust Region Policy Optimization (TRPO) [59]. An ap-

pealing property of these methods is the local-search nature, which results in e�cient

implementations by preventing to search over the whole MDP or policy space. How-

ever, this fundamental feature makes it di�cult to obtain global optimality guarantees

for these algorithms, requiring strong and often unrealistic assumptions on the interaction

with the environment, requiring the dependence on concentrability coe�cients to ensure

global exploration [33],[58]. Nevertheless, in recent works, these assumptions have been

removed by relying on the use of exploratory bonuses for policy updates, similarly to

value-based methods for regret minimization : notably, theOPOMDalgorithm [60] estab-

lishes a ~O(
p

H 3S2AT ) regret bound in the case of unknown stochastic environments with

bandit feedback by computing an empirical transition and feedback model and relying on

the Mirror Descent (MD) [5] algorithm for policy updates.

The integration of function approximation techniques, such asdeep neural networks ,

with Online RL has further propelled advancements in handling complex, high-dimensional

spaces, delivering meaningful practical successes. Algorithms such as Deep-Q Network

(DQN) [50], Asynchronous Advantage Actor-Critic (A3C) [51] and Soft Actor-Critic (SAC)

[27] have delivered empirical success across various tasks through the power of function

approximation, however, most existing theoretical guarantees apply only to tabular RL. In

order to make these algorithms tractable, assumptions on the MDP structure have been

introduced: by leveraging speci�c properties of the MDP, RL algorithms can achieve

stronger convergence, performance, and exploration guarantees. A prevalent structural

assumption in RL is the linear MDP [31] setting: in a linear MDP, both the transition
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dynamics and the reward are linear functions, which can formally be described as

Ph(�js; a) = h� (s; a); � h(�)i ; rh(s; a) = h� (s; a); � h i (3.4)

where � : S � A ! Rd is a feature map,� h =
�

� (1)
h ; : : : ; � (d)

h

�
are d unknown measures

over S and � h 2 Rd is an unknown vector. This assumption implies that for any policy

� , the action-value functionQ�
h is linear in the feature mapping. Notably, assuming that

k� (s; a)k � 1; 8(s; a) 2 S � A ; and maxfk � h(S)k; k� hkg �
p

d, tabular MDPs can be

seen as a special case of linear MDP whered = jSj � jAj , and � (s; a) = e(s;a) is the

canonical basis inRd.

Noteworthy in this area is the LSVI-UCBalgorithm [31], which combines Least-Squares

Value Iteration with a UCB-based exploration strategy. This algorithm achieves an op-

timal regret bound of ~O(
p

d3H 3T) in linear MDPs by constructing con�dence intervals

around the value estimates based on the linear structure of the transition dynamics. A

similar regret bound of ~O
� P H

t=1 dt

p
K +

P H
t=1

p
dt I K

�
is obtained by the computation-

ally intractable ELEANORalgorithm [78], wheredt is the feature dimension at time stept

and I is the inherent Bellman error, a measure of the error in approximating the image

of a chosen function class through the Bellman operator.

3.2. O�ine Reinforcement Learning

O�ine Reinforcement Learning [42] can be interpreted as a data-driven formulation of

the RL problem, where the agent is no longer allowed to interact with the surround-

ing environment to collect data, but can only rely on a static dataset of transitions

D =
��

si
t ; at

t ; r i
t ; si

t+1

�	 N

i =1
to learn the best policy it can. This paradigm is particularly

advantageous in scenarios where real-time data collection is not feasible, is expensive (e.g.

in robotics and healthcare) or even dangerous (e.g. in autonomous driving). O�ine RL

aims to exploit a �xed data set to learn e�ective policies, overcoming the unique challenges

that arise in the absence of direct interaction with the environment.

The learning process in O�ine RL can be summarized as follows:
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Algorithm 3.2 O�ine RL Protocol

1: Given a datasetD = f (si ; ai ; r i ; s0
i )g

N
i =1 collected with a behavior policy� � , where

each transition(si ; ai ; r i ; s0
i ) consists of statesi , action ai , reward r i , and next states0

i

2: Learn a policy � from D to maximize expected cumulative rewards in the MDPM

without additional environment interactions

3: Evaluate the policy � (theoretically or experimentally) to estimate its performance

Figure 3.2: O�ine Reinforcement Learning paradigm

3.2.1. Performance metrics

The e�ectiveness of O�ine RL algorithms can be theoretically assessed by means of

multiple metrics: being the primary goal in O�ine RL to learn a policy � that maximizes

the expected cumulative reward in the environment, the �rst criterion is the di�erence in

expected cumulative reward between the optimal policy� � and the policy learned o�ine

� , also referred assub-optimality gap , de�ned as

ED [J (� � ) � J (� )] = E�; D [V � (s) � V � (s)] ; (3.5)

where the expectation is computed with respect to both the static datasetD and the

initial state distribution � .

In many practical scenarios, the goal of O�ine RL is to improve upon the behavior policy

� � that generated the dataset: the policy improvement over� � measures the extent to

which the learned policy� outperforms the behavior policy in terms of expected cumula-

tive reward and can be formally de�ned in a similar fashion to previous metric as

ED [J (� ) � J (� � )] = E�; D [V � (s) � V � � (s)] ; (3.6)

making it a crucial indicator of the algorithm's e�ectiveness in generating value beyond
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the historical data.

The last metric concerns the number of samples needed to obtain a certain performance:

since the agent only has access to a static dataset, sample e�ciency measures how e�ec-

tively the O�ine RL algorithm utilizes the data to learn a high-performing policy, with

respect to the optimal policy� � or a behavior policy� � . Formally, it can be explicitly spec-

i�ed using Section 3.1's de�nition, wheren represents datasetD's size. Sample-e�cient

algorithms can make the most of limited data, an essential requirement in domains where

data collection is constrained or expensive.

3.2.2. Challenges

O�ine RL introduces challenges that are distinct from those that a�ect Online RL meth-

ods and most of them are strictly intertwined with the reliance of O�ine RL algorithms on

a static datasetD, with no possibility to improve exploration: this fundamental condition

implies that if no transitions concerning high-reward regions of the state-action space are

covered byD, the algorithm may not be able to discover and exploit them. This issue can

become especially critical and in environments with sparse rewards or large state-action

spaces, where high-reward regions might be rare, representing only a small fraction of the

possible transitions. Without online exploration the algorithm can neither validate nor

re�ne its estimates for these regions, leading to potentially limited or sub-optimal policies.

Strictly related to this limitation, is the necessity for O�ine RL methods to make and

answer counterfactual queries, thus forming hypotheses on what might happen if the

agent were to act di�erently from the behavior policy� � , as the whole point of this class

of algorithms is move away from such behavior in order to learn an improved policy.

The main issue with such practice arises from the fact that the learned policy� may

propose actions that are not adequately represented in the datasetD, leading to unreliable

value estimates. This phenomenon, known asdistributional shift , occurs because the

policy encounters states or actions during evaluation that may not have been covered by

the behavior policy � � used to generate the data, leading to compounding errors when

deploying the learned policy: the more the learned policy deviates from the behavior

policy, the greater the likelihood that the agent will rely on inaccurate value estimates,

which may cause degraded performance or unintended behaviors when the learned policy

is deployed. Many solutions have been proposed [21, 35] in order to tackle this problem,

with one of the most studied being constraining the learned policy� to the behavior one� �

in di�erent ways through, for example, behavior cloning, implicit policy regularization,

and KL-divergence constraints, ensuring the state-action function is never queried on
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out-of-distribution actions but rather on actions that are well-represented in the dataset,

thereby minimizing reliance on unreliable extrapolations.

When estimating the value of state-action pairs outside the support of the datasetD, the

model may su�er from signi�cant extrapolation errors and value overestimation :

these errors result from the lack of direct experience with those pairs, leading to highly

uncertain in the estimates and potentially erroneous value predictions which are ampli�ed

when the learned policy deviates signi�cantly from the behavior policy. Extrapolation er-

rors are especially problematic in O�ine RL due to the inability to correct inaccuracies

through further data collection, leaving the agent reliant on potentially �awed assump-

tions. The overestimation of state-action values often results from the optimistic bias in

the estimates, where unseen actions may appear better than they truly are if corrective

feedback is not applied. A popular solution [37, 57] for overcoming the aforementioned

problems with out-of-distribution (OOD) states and actions has been found in the direct

regularization of state or state-action functions by applying penalty terms that adhere to

the principle of pessimism in the face of uncertainty , a negative version of Online

RL's optimistic bonuses that, rather than encouraging exploration by favoring uncertain

actions, is aimed at assigning lower values to state-action pairs that are poorly represented

in the o�ine dataset.

In order to overcome such challenges and design provably e�cient solutions, most the-

oretical works require strict assumptions on the o�ine dataset composition, employing

coverage assumptions to ensure that an agent can learn an e�ective policy solely from

a static dataset, without any additional exploration. These assumptions pertain to the

breadth and diversity of the data collected by the behavior policy� � , which signi�cantly

in�uences the ability of the O�ine RL algorithm to generalize and make reliable decisions.

3.2.3. Algorithms

The theoretical challenges in O�ine RL have motivated the development of various algo-

rithmic approaches to mitigate the issues of distributional shift, extrapolation error, and

overestimation bias, requiring specialized techniques to address the challenges inherent in

learning from static data.

Under the assumption of global coverage, de�ned as the extent to which the o�ine dataset

encompasses the entire state-action space of the environment, thus ensuring that the

dataset includes su�cient information about all possible state-action pairs, Fitted Q-

Iteration ( FQI) algorithm [18] follows the general Q-learning framework, but is adapted

to operate in o�ine settings by learning from the entire dataset in batches, iteratively



28 3| State of the Art

updating the Q-function, instead of updating state-action values immediately after each

transition. Bellman optimality equation is used to compute a training setT S such that,

at each iteration i of the algorithm a training set T S is built such that

T S =
��

(si
h; ai

h; r i
h + 
 max

a02A
Q̂i � 1

h+1 (s0
h+1 ; a0)

�� N;H

i;h =1

: (3.7)

The training set thus obtained is used to �t Q̂i
h(s; a) using a regression algorithm, with

di�erent convergence and sample complexity results being obtained according to the re-

gression method [24] [52].

Among value-based methods for O�ine RL the most recent approaches involve the use

of pessimism or conservatism in the update of value or action value functions in order

to address extrapolation errors and value overestimations for OOD state and actions;

these techniques can be applied to both model-based and model-free algorithms, even

when the policy is not represented. Most of the theoretical results concerning sample

complexity and sub-optimality have been obtained in the tabular MDP setting and in

the linear MDP case: notably, a pessimistic variant of Value Iteration (PEVI) [32], which

incorporates an uncertainty quanti�er as penalty function, has proven to be statistically

e�cient without the necessity to rely on assumptions on the coverage of the dataset. Value

Iteration with Low Con�dence Bound (VI-LCB) [57] builds onPEVI's theoretical ground-

ing to design a pessimistic version of o�ine Value Iteration with Hoe�ding-style penalty

bonuses, assuming the distribution shift between the normalized occupancy measure in-

duced by the target policy � and data distribution of the o�ine dataset � is bounded

by a single-policy concentrability coe�cient C � , de�ned as the smallest constant that

satis�es d� (s;a)
� (s;a) � C � ; 8s 2 S; 8a 2 A , whereC � refers to the single policy concentrabil-

ity coe�cient of policy � � . VI-LCB's sub-optimality in the in�nite-horizon case is upper

bounded by a ~O(
p

SC� =((1 � 
 )5N )) term, while its �nite-horizon adaptation obtains a

subotimality rate of ~O(H 2
p

SC� =N), whereN = jDj .

In the general function approximation setting Conservative Q-Learning (CQL) [37] ensures

to learn a conservative Q-function that lower-bounds the true Q-function by adding a

conservative penalty term to the objective that is trying to maximise, substantially out-

performing existing O�ine RL methods on various datasets from the D4RL benchmark

[20], with complex data distributions and hard control problems.

Implicit Q-learning ( IQL) [35] completely avoids querying the learned state-action func-

tion with unseen actions during training, removing the need for any sort of constraint

by considering �tted Q-evaluation using a Q-learning-style objective that estimates the
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maximum Q-value over actions covered by the o�ine data distribution. The algorithm

shows that it is possible to perform such procedure without ever querying the learned

state-action function on out-of-sample actions, leading to competitive performance on

standard O�ine RL benchmarks.

Policy-based and actor-critic algorithms have shown to attain high-quality performance

by including constraints or regularization methods during the training process, in order to

maintain proximity to the behavior policy � � and avoid distribution shift: Twin Delayed

Deep Deterministic Policy Gradient with Behavior Cloning (TD3+BC) [21] inherits the

algorithmic architecture of TD3 [22], a widely-used online algorithm for continuous control

tasks in RL based on the Deep Deterministic Policy Gradient (DDPG) [46] algorithm,

including minimal changes in the form of a Behavior Cloning (BC) term, a supervised

learning approach widely used in Imitation Learning (IM) [79] aimed at training a policy

by minimizing the di�erence between the policy's actions and the actions in a dataset,

reducing distribution shift and ensuring the policy stays within the dataset's support.

The policy � is thus updated using DDPG's rule with a behavior cloning penalty, where

a hyperparameter� controls the strength of the regularization.

3.3. Hybrid Reinforcement Learning

The research topic of Hybrid Reinforcement Learning lies at the intersection of two previ-

ously de�ned learning protocols in RL: Online RL and O�ine RL. In the hybrid setting,

the learner can employ both a static dataset of pre-recorded transitions, as in the Of-

�ine RL setting, combined with the ability to interact with the environment, typical of

traditional Online RL: multiple lines of works have been advanced, resulting in di�erent

approaches on to how to properly combine the two protocols, but no line has proven to

outclass the others, leaving many questions unanswered.

The main works addressing the research topic of Hybrid RL can be grouped into three

categories, according to approach being followed to combine o�ine and online information:

the �rst consists of a fully Hybrid procedure, where the algorithm being considered adopts

an update rule that simultaneously takes into consideration samples from both the o�ine

dataset and the online interactions; the second one is theRL Finetuning or O�ine-to-

Online approach, designing two-phase algorithms that tackle with di�erent approaches

the o�ine and online stages; the last one is theJump Start approach, where the o�ine

dataset is being used to train a guide policy using standard O�ine RL or IM techniques

to form a set of curriculum states for the exploratory policy, which will be then trained

in Online RL-fashion.
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3.3.1. Performance metrics

The literature on Hybrid RL methods heavily relies on established work on pure O�ine

and Online RL algorithms, inheriting the key performance metrics historically adopted

to evaluate their e�ectiveness: according to the learning protocol to which the considered

algorithm adheres, the evaluation measure may take di�erent forms.

The main criterion according to which hybrid methods' pro�ciency is assessed is the regret

measureR(K ), as in the pure Online RL case, measuring the di�erence in expected

cumulative reward with respect to the optimal policy� � after K episodes, as de�ned in

Section 3.1. This measure helps capturing the overall e�ciency and adaptability of hybrid

methods, as they are expected to both utilize o�ine data e�ectively and adapt quickly to

newly encountered states and actions during online interactions. Similarly to Section 3.2,

some works [54, 81] aim not at assessing the di�erence in performance when compared to

the optimal results, but rather how signi�cant is the policy improvement when compared

to a baseline policy learned purely o�ine. In this case, the emphasis is on evaluating how

e�ective online interactions are for the agent to re�ne an initially trained o�ine policy,

providing insights into how much added value online exploration brings.

Theoretical performance of hybrid algorithms is also measured in terms of sample complex-

ity N (�; � ), similarly de�ned to the pure O�ine and Online RL cases, where the number

of samplesN may consider only o�ine interactions, only online interactions or the total

sum of the previous two. This measure is particularly valuable, as it distinguishes between

the data requirements for o�ine and online phases, o�ering a more �ne-grained view of

data e�ciency. Understanding sample complexity across both o�ine and online phases

enables researchers to estimate the minimum amount of new data needed for meaningful

policy improvements, a fundamental condition when dealing with practical scenarios.

Despite the rising interest with respect to this class of RL algorithms, the �eld of Hybrid

RL is considerably novel, especially relative to the more established O�ine and Online

RL domains: for this speci�c reason, most of existing literature has focused on providing

results in the form of empirical evaluations, with theoretical guarantees being a widely

unexplored subject: this research work aspires at �lling this literature gap by providing

an empirically e�ective solution with a strong underlying theoretical background.

3.3.2. Challenges

Hybrid RL methods introduce unique challenges that arise from their dual reliance on

both static o�ine datasets and dynamic online interactions, presenting complex issues as
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they must e�ectively balance pre-collected data with real-time environment interactions,

requiring a nuanced integration of o�ine and online strategies. The necessity to blend

both sources of information imposes a demand for careful tuning, as excessive dependence

on the o�ine dataset may limit the policy's ability to adapt to new information and

improve with respect to the behavior policy� � with which data has been collected, while

overly prioritizing online exploration may lead to ine�cient use of pre-existing data and

potential degradation of performance.

One of the central challenges in Hybrid RL is managing thedistributional shift between

the o�ine dataset and online interactions: as the learned policy begins to explore online,

it inevitably encounters states and actions outside the distribution of the static dataset

D, potentially destabilizing learning as the policy is forced to rely on value estimates

trained on data distributions that may di�er signi�cantly from those encountered in real-

time. If the o�ine data is able to cover only a narrow region of the state-action space

these discrepancies may lead to inaccuracies in value estimation, especially in potentially

high-reward actions that were underrepresented inD. To mitigate this issue, hybrid

methods often employ adaptive regularization techniques that dynamically calibrate the

dependence on o�ine versus online data, ensuring that online exploration progressively

re�ne the o�ine-learned policy without drastically deviating from it.

One of the main challenges of hybrid techniques that build upon state-action functions

or policies trained with O�ine RL algorithms is the e�ect of excessive conservatism :

since hybrid methods continually update the policy with real-time data, the online policy

may become overly optimistic in regions that were sparsely sampled in the o�ine dataset,

thus assigned lower values due to the pessimism principle, leading to overstated Q-values

for actions that are seldom encountered but appear promising based on limited data.

This bias can skew the agent's exploration priorities, resulting in sample ine�ciencies or

risky behaviors when deployed, wasting the sample e�ciency property of previous o�ine

solutions.

While Hybrid RL presents promising advancements compared to previous methods,sam-

ple complexity remains a signi�cant constraint. Since hybrid methods draw from both

o�ine data and online interactions, understanding the minimum number of samples re-

quired from each phase to achieve optimal performance is an ongoing research question.

The inherent trade-o� between o�ine sample e�ciency and the cost of online exploration

creates a dilemma: excessive reliance on o�ine samples may limit adaptability and return

in sub-optimal policies if the dataset is not broad enoguh, while excessive online sampling

may lead to redundant learning in regions already covered byD and relatively weak im-

provements when compared to o�ine results. Current e�orts focus on developing sample
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complexity bounds that optimize Hybrid RL's dual structure, enabling e�cient learning

by dynamically allocating sampling e�ort across o�ine and online phases depending on

the environment's requirements and the dataset's quality.

Finally, one the most prominent issue in current Hybrid RL literature and the main focus

of the following research work is thecatastrophic forgetting (or policy unlearning)

phenomenon: this expression, borrowed from the arti�cial neural network literature [19],

refers to a sudden and often irreversible collapse in performance that has been empirically

shown to a�ect hybrid methods when switching from o�ine to online learning or when the

state-action distribution of the training data changes too sharply when shifting from o�ine

to online interactions. The main consequence of this anomaly resides in a higher sample

complexity of the a�ected algorithm, which is therefore required to spend a signi�cant

amount of online interaction to recover the o�ine performance.

3.3.3. Algorithms

In order to tackle the aforementioned challenges, multiple solutions have been suggested

by re�ecting upon existing online and o�ine approaches and trying to integrate features

from both settings.

In the tabular setting, a three-stage algorithm [43] attains provable sample size sav-

ings compared with both pure Online RL and pure O�ine RL algorithms under the

single-policy concentrability assumption on the o�ine data by directing online explo-

ration towards the inadequately visited part of the unknown environment, with the aim

of complementing the o�ine dataset: starting from estimation of the occupancy distribu-

tion associated with the historical data, two exploration strategies are deployed in order

to imitate the dataset and to explore the insu�ciently visited territory. Finally, the re-

sulting samples are given as input to a state-of-the-art O�ine RL algorithm. Similarly,

Reward-Free Non-reactive Policy Design (RF-NPD)[80] focuses on the reward-free RL set-

ting with the aim of minimizing the number of online episodic interactions needed to �nd

a � -optimal policy, resulting in a sample e�cient solution that does not require concentra-

bility assumptions on the o�ine data. Instead of competing with the optimal policy, in

the Non Adaptive Online Finetuning (NOF) problem [28] the autors aim to learn a policy

that improves as much as possible over an existing reference policy using a pre-speci�ed

number of online samples, highlights the advantages or potential disadvantages of using

pessimistic reasoning. Notably, a lower bound of
 ( H 3S minf C � ; Ag=�2) on the number of

online interactions to learn an� -optimal policy for any policy �netuning algorithm under

single-policy concentrability has been computed [75], while simultaneously showing that
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a hybrid online-o�ine algorithms can be advantageous over both in more relaxed settings

where the single-policy concentrability condition is satis�ed partially up to a certain time

step.

The theoretical results in the function approximation are quite limited, but important

results have recently been achieved: one of the pioneer works in this research line isHy-Q

[64], an adaptation of the classicalFQI algorithm to the hybrid setting making use of both

transitions from an o�ine dataset and on-policy samples generated by the learned policy,

achieving meaningful results compared to pure o�ine and online methods both empiri-

cally and theoretically, with competitive regret and sample complexity bounds proven in

the function approximation setting with Bilinear model [16] assumption, a generalization

of linear MDPs. Calibrated Q-learning (CAL-QL) [53] aknowledges the collapse in per-

formance when switching from o�ine to online learning, providing a method based on

conservativism and on the calibration of the Q-values with respect to a reference policy

� , resulting in signi�cant empirical results improved theoretical guarantees when com-

pared to Hy-Q, but highly dependent on the choice of reference policy. Fine-Tuning Policy

Learning via Experiment Design in Linear MDPs (FTPEDEL) [68] provides an improved

sample complexity bound with respect to [64] in the Linear MDP setting by carefully

directing online exploration only to regions that are relevant to learn and that have not

yet been su�ciently covered by the o�ine data. However, the required assumptions on

data coverage, in the form ofall-policy concentrability are stronger than those of related

works and fell short of establishing provable gains in the tabular case. Furthermore, Hy-

brid Actor-Critic ( HAC) [83] integrates an o�-policy training procedure on o�ine data into

an on-policy natural policy gradient framework, achieving state-of-the-art theoretical re-

sults of O�ine RL and maintaining the theoretical guarantees of on-policy natural policy

gradient, thus establishing a "best-of-both-worlds" guarantee.

An interesting research direction [1, 47, 76] has focused on the relationship between cover-

age conditions and sample-e�cient Online RL, advancing distinct methods that rely on the

coverability assumption, based on the mere existence of a data distribution that satis�es

a universal coverage condition, showing how it can be exploited by standard algorithms

for sample-e�cient exploration. Furthermore, the relationship between di�erent notions

of coverage and structural conditions for both sample-e�cient and computation-e�cient

algorithms has been investigated, drawing an interesting connection between online and

O�ine RL.

Following the Jump Start approach, it has been proven that with the help of a guide-

policy it is possible to the improve the sample complexity for non-optimistic exploration

methods from exponential in horizon to polynomial [67]; furthermore, upper bounds on
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the sub-optimality gap for a warm-start actor critic method have been provided, showing

under what conditions online learning can be signi�cantly accelerated by a warm-start

policy [69].

Despite the narrower literature concerning provable e�cient Hybrid RL methods, multiple

works have demonstrated the empirical power of such approach, often outperforming

standard O�ine and Online RL methods: Reinforcement Learning with Prior Data (RLPD)

[3] approaches the problem of Online RL with o�ine data by focusing on the application

of minimal changes to standard o�-policy algorithms, including sampling strategy and

bounding the state-action values to prevent extrapolation errors, obtaining state-of-the-

art empirical performance on multiple D4RL benchmarks. Policy Expansion for O�ine-

to-Online RL (PEX) [80] uses the o�ine-learned policy a candidate policy in a policy set

which is expanded with another policy, responsible for further learning: the two policies

are then composed in an adaptive manner for interacting with the environment allowing to

fully retain the o�ine policy during online learning, mitigating the potential issues such as

destroying the useful behaviors of the o�ine policy in the initial stage of online learning.

Methods based on Q-ensembles [40] [82], obtained by pessimistically training multiple

Q-functions o�ine, and Behavior Cloning [81], have been advanced in order to tame the

distribution shift problem and protect the good initial policy from severe bootstrapping

error. Interestingly, the relationship between policy collapse, o�ine data diversity and

replay bu�er composition has been investigated [49] [77], resulting in signi�cant insights

on how to tackle extrapolation errors.

Ultimately, the main limits of the aforementioned works reside in the absence of theoretical

results relating the drop in performance and unlearning phenomenon in hybrid methods to

both o�ine and online conditions such as distribution mismatch, coverage and exploration

characteristics.
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In this chapter we formally introduce and describe the issue ofCatastrophic forgetting,

highlighting its key e�ects and consequences on the learning process in Hybrid RL meth-

ods. Furthermore, we present an empirical analysis of the aforementioned phenomenon in

a controlled setting with the aim of evaluating the key variables underlying the observed

problem.

4.1. Problem Formulation

Catastrophic forgetting is a signi�cant challenge in Machine Learning [12, 25, 36], espe-

cially where a model `forgets' previously acquired knowledge when it is faced with new

tasks or data. This problem is particularly evident in sequential or continuous learning

settings, where a model is trained on one task and subsequently asked to learn another:

when the model updates its parameters to newly received information, it may uninten-

tionally overwrite crucial information for previously learned tasks, causing a deterioration

in performance over previous learned behaviors. In Reinforcement Learning, for example,

this may mean that an agent may forget useful strategies that it had learned in previous

settings once it starts training with di�erent data.

Hybrid RL algorithms have been shown to be a�ected by such phenomenon [49, 53, 64, 77],

posing a unique challenge to the development of methods that aim at combining o�ine

and online methods: in hybrid settings, as the agent learns from real-time interactions,

it may adjust its policy and value functions based on the new data it encounters, poten-

tially 'forgetting' the knowledge acquired from the o�ine dataset. This is particularly

problematic for multiple reasons: since o�ine data often provides crucial knowledge that

is either costly or impossible to collect during live interactions, especially in high-stakes

applications like healthcare or autonomous driving, failing to retain such information may

lead to limited performance and sub-optimal policy. When catastrophic forgetting occurs,

the agent may prioritize recent, possibly less diverse online experiences over the broader

o�ine dataset, leading to policies that fail to generalize across the full range of states.

Moreover, the unlearning process results in a signi�cant waste of samples in order to



36 4| Catastrophic Forgetting

recover previous performance, leading to potentially inferior sample complexity results

compared to pure O�ine and Online RL methods.

Addressing catastrophic forgetting in this context requires careful integration of o�ine

and online learning.

4.2. Empirical Analysis

In order to understand the main causes underlying the unlearning phenomenon we com-

bined existing O�ine and Online RL methods to study under which conditions the catas-

trophic phenomenon a�ected the interested methods and the magnitude of the resulting

drop in performance, measured in terms of expected return over multiple episodes. In

particular, we focus on value-based online methods that receive as initialization the state-

value function, the action-value function and the policy which have been estimated by

an O�ine RL algorithm to show how such techniques are particularly subjected to the

policy collapse anomaly.

4.2.1. Experimental Setup

The experimental setup includes, as O�ine RL algorithm of study, an implementation of

VI-LCB [57], a model-based tabular RL algorithm based on the principle of pessimism in

the face of uncertainty:VI-LCB uses the o�ine dataset to build an empirical model of the

MDP upon which the Value Iteration algorithm is then applied with a negative Hoe�ding-

style bonus term to impose pessimism. The empirical model
n

P̂h

oH

h=1
is obtained through

maximum likelihood estimation by using the countersNh(s; a) and Nh(s; a; s0) represent-

ing the number of times a pair(s; a) and a triplet (s; a; s0) is observed inD, such that

P̂h(s0js; a) =
Nh(s; a; s0)

Nh(s; a)
(4.1)

wheneverNh(s; a) � 0, while in the caseNh(s; a) = 0 we set P̂h(�js; a) to a random

probability vector. Similarly, we compute the estimated reward functionf r̂hgH
h=1 as

r̂h(s; a) = rh(s; a)1 f Nh(s; a) � 0g: (4.2)

The resulting update rule for the estimated action-value function and value function at
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each time steph knowing that 8s 2 S; VH +1 (s) = 0 , are then

Q̂h(s; a) = r̂h(s; a) + P̂h(�js; a)V̂h+1 � bh(s; a); (4.3)

V̂h(s) = max
a2A

Q̂h(s; a); (4.4)

where P̂h(�js; a)V̂h+1 is a compact notation for
P

s02S Ph(s0js; a)V̂h+1 (s0) and bh(s; a) =

H
p

L=(Nh(s; a) _ 1) is the pessimistic Hoe�ding-style bonus, with hyperparameterL used

to tune its magnitude, wherea _ b is a shorthand notation formaxf a; bg .

Algorithm 4.1 Value Iteration Lower Con�dence Bound (VI-LCB)

1: Input: Batch datasetD, horizon H , pessimism hyperparameterL.

2: Initialize: VH +1 (s) = 0 for all s 2 S.

3: for h = H; : : : ; 1 do

4: for s 2 S do

5: for a 2 A do

6: if Nh(s; a) = 0 then

7: r̂h(s; a) = 0 .

8: Set P̂h(�js; a) to a random probability vector.

9: bh(s; a) = H
p

L.

10: else

11: Compute r̂h(s; a) empirically from the dataset.

12: Compute P̂h(s0js; a) empirically from the dataset.

13: bh(s; a) = H
p

L=N (s; a).

14: end if

15: Q̂h(s; a) = r̂h(s; a) � bh(s; a) + P̂h(�js; a)V̂h+1 .

16: end for

17: �̂ h(s) = arg maxa02A Q̂h(s; a0).

18: V̂h(s) = max a02A Q̂h(s; a0).

19: end for

20: end for

21: Return: V̂ = f V̂hgH
h=1 , Q̂ = f Q̂hgH

h=1 , �̂ = f �̂ hgH
h=1 .

The online phase is based on di�erent implementations of the Q-learning algorithm: the

�rst one is the classical version of Q-learning which uses as exploratory policy an� -greedy

policy that chooses with probability1� � + �
jAj the action maximising the Q-values for the

current state (greedy action), while with probability �
jAj chooses any other action, where
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� is a small value. Knowing that8s 2 S; VH +1 (s) = 0 , the action-values and state-values

are then updated at each iteration using as update rules the following:

Qh(s; a)  (1 � � ) Qh(s; a) + � (rh(s; a) + Vh+1 (s0)) ; (4.5)

Vh(s) = max
a02A

Qh(s; a0) (4.6)

where s0 is the state observed after taking the action prescribed the� -greedy policy in

state s at timestep h.

Algorithm 4.2 Q-Learning with � -Greedy Exploration

1: Input: Horizon H , learning rate � , exploration rate � , number of episodesK .

2: Initialize: Qh(s; a) = 0 for all s 2 S; a 2 A ; h = 1; : : : ; K .

3: for episode= 1; : : : ; M do

4: Sample initial state s1.

5: for h = 1; : : : ; H do

6: Select actionah:

7: With probability � , selectah uniformly at random from A.

8: Otherwise, selectah = arg maxa02A Qh(sh; a0).

9: Executeah, observe rewardrh(sh; ah) and next statesh+1 .

10: Qh(s; a)  (1 � � ) Qh(s; a) + � (rh(s; a) + Vh+1 (sh+1 )) .

11: Vh(s) = max a02A Qh(s; a0)

12: � h(s) = arg maxa02A Qh(s; a0)

13: end for

14: end for

15: Return: V = f VhgH
h=1 , Q = f QhgH

h=1 , � = f � hgH
h=1

The second implementation we tested, on the other hand, follows the principle of optimism

in the face of uncertainty by using as exploratory strategy a UCB-style policy, similarly

to Q-learning UCB-H[31]: this Q-learning version updates the action-value and state-value

function at each time step as

Qh(s; a)  (1 � � ) Qh(s; a) + � (rh(s; a) + Vh+1 (s0) + bh(s; a)) ; (4.7)

Vh(s)  min
�

H; max
a02A

Qh(s; a0);
�

(4.8)

wheres0 is the state observed after taking actiona = arg maxa02A Qh(s; a0) in state s at
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timestep h and bh(s; a) = cH
p

1=Nh(s; a) is the optimistic Hoe�ding-style bonus, with

hyperparameterc used to tune its magnitude.

Algorithm 4.3 Q-Learning with UCB-H Exploration

1: Input: Horizon H , learning rate � , optimism parameterc, number of episodesK .

2: Initialize: Qh(s; a) = H , Nh(s; a) = 0 for all s 2 S; a 2 A ; h = 1; : : : H ,

3: Initialize: VH +1 (s) = 0 for all s 2 S.

4: for episode= 1; : : : ; K do

5: Sample initial state s1.

6: for h = 1; : : : ; H do

7: Select actionah = arg maxa2A (Qh(sh; a)) .

8: Executeah, observe rewardrh and next statesh+1 .

9: Nh(sh; ah) = Nh(sh; ah) + 1 .

10: bh(sh; ah) = cH
p

1=Nh(sh; ah)

11: Qh(sh; ah) = (1 � � ) Qh(sh; ah) + � (rh(sh; ah) + Vh+1 (sh+1 ) + bh(sh; ah)) .

12: Vh(s) = min f H; maxa02A Qh(s; a0); g

13: � h(s) = arg maxa02A Qh(s; a0)

14: end for

15: end for

16: Return: V = f VhgH
h=1 , Q = f QhgH

h=1 , � = f � hgH
h=1 .

The fundamental procedure in our experimental setup is thetransfer of the action-value

function Q̂, state-value function V̂ and policy �̂ learned by the o�ine algorithm to the

online algorithm, thus loading pre-trained values rather than starting the online procedure

from scratch. The key idea behind this process is that if the o�ine algorithm has been

able to train an agent to achieve satisfying performance then online �ne-tuning should

be able to improve previously obtained results by �lling, through exploration, the gap

that may a�ect the o�ine dataset and lead the o�ine learning procedure to sub-optimal

policies.

For the o�ine learning process, we employed static datasets with di�erent data compo-

sitions by collecting
�
si

t ; at
t ; r i

t ; si
t+1

�
transitions using a mixture of policies: according to

the choice of policies the resulting datasets had a high, medium of low coverage of the

state-action pairs visited by the optimal policy� � .

Moreover, to validate the results, all experiments have been tested on multiple environ-

ments from the Gymnasium suite [38], such asCli�-Walking and Frozen Lake, other

than 2D Maze-style environments built on Gymnasium's API, which can be found on
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Github at the following link: https://github.com/MattChanTK/gym-maze. All the en-

vironments considered during the experimental evaluation represent tabular MDP envi-

ronments where the agent, starting from a �xed state, needs to reach a goal state. All

empirical results presented below are the average episodic return obtained on 5 training

runs on theCli�-Walking environment with a 95% con�dence interval.

Figure 4.1: Representation of theCli�-Walking environment

For further details on the algorithms' implementation we refer to Appendix A.

4.2.2. E�ect of O�ine Data Composition

To understand how the data distribution of the static dataset used for o�ine training a�ect

the online performance we pre-trained di�erent models on three types of datasets: low,

medium and high coverage. In practise, the transitions used by the o�ine algorithm have

been collected using a mixture of optimal and uniform policies in di�erent proportions

(50% uniform - 50% optimal, 80% uniform - 20% optimal and 100% uniform), with the aim

of simulating aforementioned coverage conditions. The performance, both theoretical and

experimental, of o�ine algorithms highly depends on how well the o�ine data distribution

matches the real-word one, as biased or narrow datasets can drift the learning process

far from optimal solutions. As a result, we expect the o�ine algorithm to perform rather

poorly when trained on the low-coverage dataset compared to the medium and high-

coverage ones.
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(a) High-coverage dataset

(b) Medium-coverage dataset.

(c) Low-coverage dataset

Figure 4.2: Coverage of the state-action space by the o�ine datasets
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VI-LCB
VI-LCB + Q-learning � -greedy
VI-LCB + Q-learning UCB-H

Figure 4.3: High-coverage dataset,Cli�-Walking environment

As Figures 4.3, 4.4 and 4.5 show, the dataset composition has a prominent e�ect on the

unlearning phenomenon. Figure 4.3 depicts the learning process onCli�-Walking environ-

ment when the o�ine algorithm VI-LCB is given as input a high-coverage dataset: we can

clearly see a sharp and immediate drop in performance with respect to the o�ine-learned

policy as the online training process starts in both the� -greedy and the UCB versions of Q-

learning. The main di�erence lies in the magnitude of the unlearning phenomenon: while

Q-learning UCB-His able to recover the performance obtained after o�ine pre-training,

the � -greedy Q-learning agent gets stuck in highly sub-optimal results, without being able

to retain any of the information learned by the o�ine algorithm.
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VI-LCB
VI-LCB + Q-learning � -greedy
VI-LCB + Q-learning UCB-H

Figure 4.4: Medium-coverage dataset,Cli�-Walking environment

Figure 4.4 depicts a similar, but notably di�erent behavior: as in the high-coverage sce-

nario, the hybrid algorithms trained on the medium-coverage dataset su�ers from a sig-

ni�cant policy collapse during the �rst stages of online training with relevantly di�erent

magnitudes. However, both Q-learning versions have the ability to recover to the o�ine

performance, with Q-learningUCB-Hbeing able to restore to the initial policy in almost

half of � -greedy Q-learning's time, despite the sharper initial drop.
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VI-LCB
VI-LCB + Q-learning � -greedy
VI-LCB + Q-learning UCB-H

Figure 4.5: Low-coverage dataset,Cli�-Walking environment

The low-coverage dataset does not allow us to observe directly the unlearning phe-

nomenon, as theVI-LCB algorithm is incapable of learning a 'good' policy in terms of

episodic average return with respect to the high and medium coverage cases, but it pro-

vides an interesting and informative insight on the impact that exploration strategies

have on the online training procedure: in Figure 4.5 it is possible to observe that, de-

spite the poor initialization of both Q-learningUCB-Hand � -greedy Q-learning, the latter

can quicky �nd the optimal policy through randomized exploration, while a optimistic

bonus-based approach such as the former is dramatically a�ected by the poor Q-values

and policy received through pre-training. Said outcomes shed light on the importance

of o�ine-learned Q-values for the online algorithm: UCB exploration's e�ciency heavily

relies on an optimistic initialization of the state-action function, as mentioned in [30], a

condition which is not satis�ed in our scenario, since the Q-values being computed by

VI-LCB are the outcome of a conservative learning process. Consequently the relative

di�erence between action values will not only depend on the expected cumulative reward

they can provide, but also on to what extent the o�ine dataset covers them, possibly

leading to very poor and biased results, as shown.
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4.2.3. E�ect of Conservatism

The degree of pessimism employed during the o�ine learning process can be tuned used

the hyperparameterL: by initializing it with large positive values, the algorithm will

penalize more heavily the regions of the state-action space that have not been covered

enough by the o�ine dataset, thus assigning them smaller Q-values. IfL is set to small

positive values that approach zero the pessimism e�ect will be marginal, penalizing in

a less signi�cant manner the lack of coverage by the dataset. We tested its in�uence

on the learning process and the catastrophic forgetting issue by observing the di�erence

in online performance with both Q-learningUCB-Hand � -greedy Q-learning by testing

multiple con�gurations, with L assuming values in the setf 0:0; 1:0; 2:0; 5:0; 10:0g .

Interestingly, we observed that when trained without penalizing the regions of the state-

action space not covered by the dataset, thus following a neutral approach, the o�ine

algorithm is not able to learn a 'good' policy, regardless of the dataset's composition.

Contrarily, when a conservative behaviour (L � 1) is adpoted byVI-LCB, its degree does

not a�ect the o�ine performance in terms of expected cumulative return of the output

policy, as in all tested con�gurations we obtained the same results when assessing the

performance of the o�ine-learned policy. However, when the estimated Q-valueŝQ and

policy �̂ are transferred to the online algorithm some changes in behavior can be noticed.

When using as online algorithm the� -greedy version of Q-learning the impact of conser-

vatism is small, but noticeable, particularly when the o�ine algorithm is trained on the

medium-coverage dataset: as shown in Figure 4.6b, the agent is lacking the capability to

recover to the performance obtained by the sole o�ine learning process in almost all of

the considered cases, with the exception of the less-conservative agent (L = 1:0) which,

after the initial unlearning phase, reverts back to the o�ine policy and of the neutral case

(L = 0:0), which can achieve good results despite the poor initialization. Figure 4.6a dis-

plays analougs trends for allL values considered, while in the case of low-coverage dataset

all online agents appear to have the ability to learn a high performing policy, despite a

sudden loss of performance in the latter stages of training for the most conservative one

(L = 10:0), hinting at a lack of robustness when dealing with low-coverage datasets and

highly conservative O�ine RL.
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(a) High-coverage dataset (b) Medium-coverage dataset.

(c) Low-coverage dataset

VI-LCB ( L=0.0)
VI-LCB ( L=1.0)
VI-LCB ( L=0.0) + Q-learning � -greedy
VI-LCB ( L=1.0) + Q-learning � -greedy
VI-LCB ( L=2.0) + Q-learning � -greedy
VI-LCB ( L=5.0) + Q-learning � -greedy
VI-LCB ( L=10.0) + Q-learning � -greedy

Figure 4.6: Impact of conservatism, VI-LCB + Q-learning� -greedy,Cli�-Walking envi-

ronment

Interestingly, when training the online agent with Q-learningUCB-H, we observe similar

trends, though with important distinctions. UCB exploration shows, once again, to be

highly sensitive to the initial state-action values: the greater the degree of pessimism

(i.e., the larger the di�erence between the ground-truth Q-values and the estimated ones,

especially for state-action pairs with poor coverage), the more catastrophic and impactful

the drop in performance. As a matter of fact, in the high-coverage case displayed in Figure
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4.7a, the only instance in which the unlearning phenomenon appears to be reversible is the

least conservative one (L = 1:0), where the immediate decrease in episodic average return

is quickly followed by the restoration of initial performance. When training the o�ine

agent on a medium-coverage dataset, the speed at which the initial policy is unlearned

is more pronounced. Nevertheless, when the Q-values have been initialised with smaller

level of conservatism (L 2 f 1:0; 2:0g), Q-learning UCB-Hcan stop and revert the forgetting

anomaly, despite at di�erent speed.

Figure 4.7c displays some expected, but neverless relevant results in the low-coverage

dataset case: optimistic exploration with o�ine-learned Q-values is hindered by excessive

pessimism, as a larger relative di�erence in state-action values' estimate will be harder to

compensate by online exploration when the dataset is narrow and possibly biased, making

it impossible to discover signi�cant policies and obtain positive learning outcomes.

Di�erently from the conservative cases, the agents initialized with estimates computed

by a neutral o�ine algorithm do not seem to be a�ected by the same behavior as in the

conservative cases: despite the poor initialization in terms of performance, the lack of

pessimistic bias in the Q-values estimates help the online agent to quickly improve and

learn policies yielding high episodic return.
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(a) High-coverage dataset (b) Medium-coverage dataset.

(c) Low-coverage dataset

VI-LCB ( L=0.0)
VI-LCB ( L=1.0)
VI-LCB ( L=0.0) + Q-learning UCB-H
VI-LCB ( L=1.0) + Q-learning UCB-H
VI-LCB ( L=2.0) + Q-learning UCB-H
VI-LCB ( L=5.0) + Q-learning UCB-H
VI-LCB ( L=10.0) + Q-learning UCB-H

Figure 4.7: Impact of conservatism, VI-LCB + Q-learning UCB-H,Cli�-Walking envi-

ronment

4.2.4. E�ect of Optimism

Analogously to the pessimism hyperparameterL in VI-LCB, we can tune the degree of

optimism during online exploration in Q-learningUCB-Hby adjusting the hyperparameter

c accordingly. By settingc to higher values, the algorithm favors exploration by increasing

the upper con�dence bound, leading to greater prioritization of actions and states with

higher uncertainty. Conversely, lower values ofc reduce the emphasis on exploration,

allowing the agent to focus more on exploitation of known, high-value actions. We inves-

tigated the in�uence of c on the learning process and its impact on performance stability,

particularly regarding the catastrophic forgetting issue. This involved testing the online

performance of Q-learningUCB-Hacross multiple con�gurations, withc taking values from

the set f 0:1; 0:5; 1:0; 2:0g.
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