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1. Introduction

Ensuring the correctness of digital systems has
become of vital importance in our modern soci-
ety. Computing devices are almost everywhere
and can accomplish a great variety of tasks.
Of particular importance are scenarios in which
valuable assets are at risk, e.g., supervising the
operations of a self-driving car or managing fi-
nancial transactions for a bank. It is clear that,
if something does not go as planned, consider-
able economic or human losses may occur. For
this reason, various formal techniques aimed at
mathematically proving the correctness of such
systems have been developed.

Due to the intricacy and difficulty of proof of cor-
rectness based on mathematical logic, automat-
ing verification procedures is of uttermost im-
portance. A particularly effective automated
technique is Model Checking (MC) [1].

MC relies on a formal model of the system under
study to check whether a formal property of the
system holds or not. Since concurrent and real-
time applications are among the most difficult to
develop and test, a mathematical formalism has
been introduced: Timed Automata (TAs). Dif-
ferent decision problems about TAs have been
studied in the literature, but the most relevant
for verification is the emptiness problem, i.e.,

given a TA A, is it possible to determine if the
language L£(A) accepted by A is empty? In the
literature, this problem has been studied for dif-
ferent flavors of TAs. In this work, the emptiness
problem is studied for a class of TAs called para-
metric non-resetting test TAs, which makes use
of parameters inside a model description.

To achieve this goal, a tool has been developed:
TABEC (Timed Automata Builder and Empti-
ness Checker). Thanks to its additional abilities
to randomly generate TAs and to predict the in-
terval in which the TAs parameter’s value may
fall, TABEC also tackles the oracle testing prob-
lem, a common problem in software testing in
which the correctness of programs used to exe-
cute tests is assessed.

2. State of the Art

An analysis of the latest discoveries regarding
decision problems for TAs, with a particular fo-
cus on the emptiness problem, was first carried
out. When considering traditional TAs, this de-
cision problem is decidable in general. However,
when enriching TAs with parameters, i.e., real
values to be determined, this problem becomes
undecidable in general. An exhaustive survey
on the main emptiness results about different
flavors of TAs is contained in [2|. No decidabil-



ity results are known in the published literature
about the emptiness problem of the TA model
studied in this work.

Next, a survey on the most recent testing tech-
niques and oracle classes revealed that TABEC
is a random tester falling under the category of
derived test oracles, i.e., oracles that make use
of artifacts to build predictions on the program’s
output. In TABEC, the concepts of tiles and
Tiled TAs (i.e., the artifacts) are used to enrich
it with oracle capabilities.

Finally, an investigation of available tools for
working with TAs was conducted. The de-facto
standard is the Uppaal tool, able to model, vali-
date, and verify real-time systems described us-
ing the TAs formalism. However, it is not possi-
ble to express in Uppaal the emptiness problem
for TAs as studied in this work. For this reason,
an additional inquiry was performed, resulting
in applying the tChecker tool [3]: this is called
by TABEC to determine if the language of a
given TA is empty or not.

3. Theoretical background

Before introducing the concept of TAs, a small
digression about infinite languages is necessary.
Let ¥ = {ap,a1,...,an,...} be a (finite) set
of symbols and let it be called an alphabet.
An w-language is the set of infinite words
o = apaias... defined over ¥. The formalism
of Biichi Automata (BAs) can be used as an
acceptor for w-languages. Essentially, a BA is a
Finite State Automata having a set of accepting
states (let’s call this set F'). A BA accepts
an infinite word o if it can visit infinitely
often one or more states contained in F' while
reading o. By introducing a time sequence
T = ToT172... such that ; < 741,Vi > 1 and
Vi € Ryg 3¢ > 1 : 7, > t, we can obtain a
so-called timed w-word as a couple (o, 7), where
o is an infinite word and 7 is a time sequence.

It is now possible to introduce the concept of
TAs, which first appeared in [4]:

Definition 3.1. A Timed Automaton A is a tu-
ple A= (%,Q,q0,B,X,T), where:
e X is a finite input alphabet,
e QQ is a finite set of control locations (also
called states),
e (o s the initial location,
e B C Q is a subset of control locations used

as accepting locations,

e X is a set of clocks,

e T CQxQxI'(X)xXx2% is a transition
relation.

In the above definition, clocks are special vari-
ables that can only be reset or checked. Their
value grows linearly in time until a reset occurs.
Once a clock is reset, its value becomes 0 and,
from that moment on, it starts increasing again.
The set I'(X) specifies so-called clock guards,
i.e., predicates that must be satisfied for a tran-
sition to fire. They are specified by the follow-
ing grammar: v := z < c|z = ¢|=y|y Ay, where
z € X and ¢ € N. The set 2% appearing as the
last element of a transition’s cartesian product
indicates the clocks that must be reset over such
transition.

A couple (q,v) is called a configuration for a
TA, where ¢ € @Q and v : X — R>p. v is called
a clock valuation. A run p = (qo,v0)(q1,v1)... is
an infinite sequence of configurations starting in
location gg. Denoting with inf(p) the set of lo-
cations visited infinitely often by a TA A when
receiving as input a timed w-language, we say
that its language is not empty iff inf (p)NB # @.
It is possible to enrich TAs with the concept of
parameters obtaining parametric TAs [5]:

Definition 3.2. A Parametric Timed Automa-
ton (also referred to as PTA) A is a tuple A =
(3,Q,q0,B,X,T,P), where &, Q, qv, B, X, T
are defined as in Definition 3.1 and where P is
a set of parameters.

Parameters allow a more flexible representation
of systems since they describe systems’ char-
acteristics not known at modeling time. The
value a parameter can assume is determined
by a mapping Z : P — R, where Z is called a
parameter evaluation. Clock guards can now
allow the following additional rules in their
grammar: x < y and x = u, where pu € P.

The TA model studied in this work can now be
formally introduced [6]:

Definition 3.3. Let A = (%,Q,qo, B, X, T) be
a TA. For each transition uw € T of A of the
form w = (qu,q} Yu, Qu, Su), let X(y) be the
set of clocks that appear in constraint ~v,. Then,
A is called a non-resetting test Timed Automa-
ton (shortened as nrtTA) if the following holds:
Vu e T, X(y) NS, =2.



!;: O r=p N y>4 @
> g1 >
a a

a a x:=0
y:=0
a a
< g4 4—‘
@ r=uNy<8 O y=n @
z:=0
Figure 1: Example of parametric nrtTA. The

input alphabet is ¥ = {a}, the set of clocks is
X = {z,y}, the set of parameters is P = {u}.
Clock constraints are represented in green; clock
resets are represented in blue. The initial lo-
cation is qp (represented with a double circle),
while the (only) accepting location is g5 (repre-
sented with a colored background).

Basically, in a nrtTA, a clock € X cannot be
used both in guards and resets over the same
transition ¢ € T. The definition of nrtTA can
trivially be extended with the concept of param-
eters by introducing a set P of parameters to
Definition 3.3, obtaining parametric nrtTAs.

In the following, the focus will be on parametric
nrtTAs having a set of clocks composed of two
elements and a set of parameters having only one
element. An example of a parametric nrtTA sat-
isfying these requirements is given in Figure 1.

4. Checking nrtTA emptiness

Thanks to the definition of the TA model studied
in this work given in the previous section, it is
now possible to develop an algorithm able to de-
termine if, given a parametric nrtTA A with two
clocks and one parameter, its language is empty
or not. The algorithm is based on the results
obtained in [6], where the emptiness problem is
proven to be decidable for this class of TAs. Let
C be the biggest constant appearing in A.

Two remarkable results are as follows:

e There exists a value Z > 2C such that,
Vo € R : g > 2C, with g # Z, if there
is a parametric run p for A over a timed
word (o, 7) having a parameter evaluation
Z(p) = [i, then there is also a parametric
run p for A over a timed word (o, 7) such
that Z(;) = Z holds.

e There exists a value 0 < a < % such that,
Vn € Nyg : n < 4C, if there is a parametric
run p for A over a timed word (o, 7) having

Algorithm 1: parametric nrtTAs with 2
clocks and 1 parameter emptiness check
Data: (A): a parametric nrtTA A with
2 clocks and 1 parameter.
Result: True if the language of A is not
empty, False otherwise.

1 begin

2 // Case where p > 2C

3 f < avalue > 1+ C(1+1Q|)

4 A < SubParValue (A, fi)

5 res < CheckEmpt (A)

6 // Now trying all the cases where

7 // w<2C and p is a multiple of 3

8 n<+0

9 while n < 2C do

10 n<n

11 A < SubParValue (A, f)

12 res < res V CheckEmpt (A)

13 n<n+i

14 if res == False then

15 // Now trying all the cases where

16 // 1< 2C using value o

17 a < a value < 4(1+O-mai;{\Q|,4C})

18 n<+0

19 while n < 4C do

20 5 +ta

21 A < SubParValue (A, 1)

22 res < res V CheckEmpt (A)

23 n<—n+1

24 if res == True then

25 ‘ return True

26 else

27 L return False
a parameter evaluation Z(u) = i (where
5 < g < "TH), then there is also a para-

metric run p for A over a timed word (o, 7)
such that Z(p) = fi = 5 + a holds.
From the above considerations, the algorithm
can be split into two parts: one checking the
case in which the parameter p € P is such that
i > 2C holds and one in which p < 2C holds.

A pseudocode version of this algorithm
is reported in Algorithm 1, where the
SubParValue() procedure substitutes each
parameter occurrence with the specified value



given as argument and the CheckEmpt () proce-
dure checks emptiness of the non-parametric TA
given as argument. The latter procedure has
not been manually implemented, since tChecker
already provides it inside the tck-liveness tool.
The algorithm can find all parameter values
that can lead to a Biichi acceptance condition.
In particular, lines from 3 to 5 check the case
in which ¢ > 2C. Then, a total of 4C' + 1
iterations are performed from line 9 to line 13
to check the case in which p < 2C and p is a
multiple of % Lastly, if the condition on line
14 is not satisfied, a total of 4C iterations are
performed to check the case in which u < 2C
from line 19 to line 23. Since the CheckEmpt ()
procedure is PSPACE-complete, it follows that
Algorithm 1 is PSPACE-complete as well.

4.1. Introducing TABEC

TABEC is a command-line tool developed
in C++17 under a Unix environment. It is a
collection of four tools: the converter (which
translates a TA description using Uppaal’s syn-
tax into a description using tChecker’s syntax),
the grapher (which outputs a PDF version of
a given TA), the checker (which, by relying on
tChecker, determines if the language of a TA is
empty or not), and the tester (which performs
random testing on TAs, either manually or
automatically built).

The algorithm presented in this section has
been implemented in the TABEC’s checker tool.
However, there is a difference between the nrt TA
model presented in this work and the one that
is practically given to tChecker.

The semantics of TAs in tChecker does not con-
sider time as strictly monotonic, hence two con-
secutive transitions may occur at the same time.
This requires an adaption, since the semantics of
nrtTAs is instead strictly monotonic.

To force strict monotonicity of time sequences,
the set of clocks X = {z,y} of a given paramet-
ric nrtTA A is enriched with an additional ficti-
tious clock z, obtaining a resulting set of clocks
X' = {z,y,z}. The new clock z is reset on ev-
ery transition entering a location and introduces
an additional guard (z > 0) on every transition
exiting from a location. Since clock z is never
compared with constants (apart from 0) nor pa-
rameters, its presence does not affect the lan-
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Figure 2: Tile forcing the interval (2,4).
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guage accepted by A.

A slightly faster version of Algorithm 1 is avail-
able in TABEC, where the computation stops
when the first positive parameter’s value lead-
ing to a Biichi acceptance condition is found.

5. TABEC’s random testing

This section introduces the concepts of tiles and
Tiled TAs, used by TABEC to forecast the pa-
rameter’s value of a given parametric nrtTA.
This is followed by a brief overview of TABEC’s
tester tool functioning.

5.1. Tiles and Tiled Timed Automata

Tiles are particular TAs that can be considered
as building blocks for creating more complex
TAs. Let’s start by giving the definition of tiles:

Definition 5.1. A tile T is a tuple T = (£, Q,
q0, B, X, T, In,Out), where 3, Q, qo, B, X,
are defined as in Definition 3.1 and where:

e In C Q is the set of input locations,

e Out C Q is the set of output locations,

e g9 may not be defined,

o B may be empty.

Input and output locations are used to connect
tiles. When tiles are connected without gener-
ating cycles among them, they are said to be
connected in sequence:

Definition 5.2. Given a set of n tiles © =
{To, 1, ..., T}, let Yo = Upee X7 and Xo =
Ureco X7. Then, tiles contained in © are said
to be connected in sequence if transitions be-
tween different tiles are of the following form:
Outr, xIn7,,, xI'(Xe)xTex2%e, Vi € [0,n—2].
When a tile has one and only one initial loca-
tion, it is called an initial tile. If a tile has one or
more accepting locations, it is called an accept-
ing tile. Tiles can be extended with the concept
of parameters by adding a set P of parameters
to Definition 5.1, obtaining so-called parametric
tiles. This latter class of tiles can force each
parameter p € P to be inside an interval



Ir ={w € Ry | a ~ w ~ bAa < b}, where
a € Rxg, b€ (RsoU{o0}) and ~€ {<,<}.

An example of a valid parametric tile is given
in Figure 2. In particular, when taking the first
transition from ¢qg to ¢, clock y has a value
equal to u. Next, for the second transition from
q1 to go to fire, clock = must be exactly equal to
p (it was reset when entering ¢;), while clock
y, thanks to the constraint imposed on clock
x, must be such that 4 < y = 2u < 8. This
implies that the following must hold: 2 < u < 4.

It is now possible to define parametric Tiled
TAs, obtained from the concatenation of several
parametric tiles:

Definition 5.3. A parametric Tiled Timed Au-
tomaton (also shortened as parametric TTA) A
is a tuple A = (0,79, 2,8, X,II,Y), where:

e O is a set of parametric tiles,

e Ty € O is the initial tile,

e = is a finite input alphabet defined as:
E=Ureo 7
B C O is a set of accepting tiles,
X is a set of clocks defined as:
X =Ureo X7,
IT is a set of parameters defined as:

I = U’Te(—) PT7
e T C Ox0OxZEx2Y is a transition relation.

The language accepted by a parametric TTA A
is denoted as L(.A). In Definition 5.3, the last
term of the cartesian product in a transition
(2%) denotes the set of clocks that have to be
reset over such transition. A parametric TTA
having a parameter set such that |[II|] = 1 is
called a l-parametric TTA.

Tiles (hence, also parametric TTAs) can be
constructed in a way to satisfy the restrictions
of the TA model studied in this work.

For this reason, only non-resetting test, para-
metric tiles with one parameter and two clocks
are considered (henceforth, the term tiles will
be used to denote this class of tiles).

In the remainder of this work, parametric
TTAs are assumed to have a tree structure,
i.e., there are no cycles between different tiles.
For a tile 7 to be able to force the parameter’s
value, clocks must have particular values before
entering 7: these values are specified by the
clock precondition function Py : X — R>p. An
example of parametric TTA is given in Figure 3.

x = Pr; (x)
y::Ply
- 7. (y) 7
a
x = Pr,(z)
y = Pr(y)
T |« - T
’ x = Pr(x) ’
y:="Pr)

Figure 3: Parametric TTA obtained by connect-
ing four tiles in sequence. The input alphabet
is £ = {a}, the set of clocks is X = {z,y},
the set of parameters is II = {u}. The initial
tile 7g is represented with a double square, and
the accepting tile 73 is represented with a col-
ored background. Clock preconditions are repre-
sented in blue. On each transition, before enter-
ing a tile 7;, both clocks x, y are set to the values
specified by 7;’s clock precondition function Pr;.

The concepts of tiles and parametric TTAs pre-
sented up to now can be used to compute the
interval in which the parameter’s value may fall
when considering tiles connected in sequence,
thanks to the following lemma:

Lemma 5.1. Let A, = (0,79, 2,8, X,I1,Y) be
a 1-parametric TTA obtained by connecting in
sequence a set © = {7y, T1,..., Tn—1} of n tiles,
Vn € Nsg, where B = {Tp-1}.

It follows that: L(A,) # @ A (NiZy I7: # D) =
neMizo Ir, pell.

5.2. The tester tool

The tester tool allows to create parametric nrt-
TAs (either manually or automatically) and sub-
sequently test their emptiness.

As a side note, it is worth mentioning that this
tool can work even with traditional TAs as pre-
sented in Definition 3.1.

To connect tiles, a Domain Specific Language
named T10 was created. In TIO, operators are
available for connecting tiles having one input
location and up to two output locations. For
this reason, the resulting parametric TTAs have
a binary tree structure where no nodes have
any children in common, an example of which
is given in Figure 4.

Tiles to be connected can either be manually
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Figure 4: Example tree structure of a paramet-
ric TTA used in the tester. Graphical details
have been omitted and only transitions and tiles’
names are shown.

created by relying on Uppaal’s System Editor,
saving them in an .xml file, or automatically
and randomly created by TABEC.

Once a TIO string containing the description
of the desired parametric TTA A is given, the
tester starts parsing it and, by relying on an in-
ternal data structure, creates a JSON intermedi-
ate representation of A. Once the construction
has finished, the JSON intermediate representa-
tion is converted and saved both in a .tck file
(used by tChecker) and in a .dot file (used by
the grapher tool).

The interesting part regards how TABEC can
predict the interval in which the parameter’s
value may fall before performing emptiness tests,
thus becoming an oracle.

It is known that, in a tree where no nodes have
any children in common, each path leading from
the root to a leaf is unique. Since in a paramet-
ric TTA each path from the root to a leaf can
be considered as a set of tiles connected in se-
quence, by Lemma 5.1 it is possible to compute
the interval in which the parameter’s value may
fall simply by intersecting the intervals on such
path. By doing this for each leaf, the strictest
admissible intervals are obtained. This is effec-
tive when accepting tiles are leaf nodes inside
the parametric TTA, as it happens in Figure 4.
In this figure, an interval for each path leading
to a leaf is denoted on the right of each leaf.
However, since it may happen that an accept-
ing tile is not a leaf (i.e., it is an internal node
in the tree), also intermediate intervals obtained
during the computation must be kept in consid-
eration as well.

6. Experimental results

To validate the correctness of concepts intro-
duced in previous sections, an extensive testing
phase was performed. Results reported in this
section were obtained from tests run on a Linux
server mounting an AMD EPYC 7282 CPU with
16 cores, 32 threads, and a clock frequency rang-
ing from a minimum of 2.8 GHz to a maximum
of 3.2 GHz.

In the following, the size of a TA is computed as
the sum of the number of its locations and the
number of its transitions.

6.1. Scalability of the tester

A test suite evaluating the scalability of the
TABEC’s tester tool was initially conducted.
These tests were performed on both versions of
the algorithm available in TABEC. A timeout of
62 minutes and a timeout of 122 minutes were
set to stop test execution when this time limit
was exceeded.

A total of 367 tests were performed. Table 1 re-
ports the biggest TA size obtained for both ver-
sions of the algorithm run by setting the afore-
mentioned timeouts. Algorithm 1 revealed to
be slightly slower. In addition, the correctness
of oracle forecasting was also measured. 129 out
of 367 tests admitted a Biichi acceptance con-
dition. For these tests, the parameter’s value
interval was predicted with 100% accuracy.

Timeout Algorithm 1 Algorithm 2
Hmeot TA size TA size
62 min 869 911

122 min 1172 1199

Table 1: Biggest TA size for both versions of the
algorithm for different timeouts.

6.2. Scalability of tChecker

To measure the scalability of tChecker, progres-
sively bigger TAs were iteratively generated by
increasing their size at steps of 100 locations and
200 locations each. A timeout of 62 minutes was
also set. The initial maximum obtained TA size
was equal to 4819. Finer steps were also per-
formed, leading to a maximum TA size equal to
5101 causing a total tChecker execution time of
3714 seconds = 61.9 minutes.



6.3. Resource utilization testing

A final test suite was conducted to measure
tChecker resource utilization, focusing on com-
putation time and memory.

A total of 18 tests of increasing complexity were
generated, iteratively incrementing TAs’ size at
steps of 40 locations and 80 transitions each.
Figure 5 shows that the overall tChecker exe-
cution time does not increase linearly with the
size of the given TAs. Memory consumption
and time used by tChecker’s emptiness checking
algorithm are depicted respectively in Figure 6
and Figure 7.

7. Conclusion and future works

This work focused on the formal verification of
the emptiness problem for parametric nrtTAs
with two clocks and one parameter. In partic-
ular, the TABEC tool was created to provide
an implementation for a decision algorithm able
to solve the emptiness problem for this class
of TAs. TABEC has also been enriched with
oracle capabilities, thanks to the introduction
of tiles and Tiled TAs.

From the obtained experimental results, the
proposed algorithm proved to correctly detect
the emptiness of the given TAs. TABEC proved
to correctly forecast the parameter’s value
interval before executing tests and to be able to
build relatively big TAs without any issues.

While this work provided a tool to formally ver-
ify the emptiness problem for TAs, in particular
for nrtTAs, some future developments and im-
provements await exploration.

From a practical perspective, TABEC could be
upgraded by enriching it with a GUI (Graph-
ical User Interface), also losing dependence on
Uppaal for building TAs models. Furthermore,
TABEC could be tested by using models com-
ing from real-life scenarios rather than relying
on randomly generated TAs.

From a theoretical perspective, concepts about
tiles and parametric TTAs could be further ex-
panded, for example by allowing cycles between
different tiles in parametric TTAs.
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