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1. Introduction and Related

work

In modern times, the continuous evolution of the
computing field inevitably increases the need for
high performance to keep up with this growth,
generating assiduous research in the field of pro-
cessor microarchitecture. At the same time,
the RISC-V Instruction Set Architecture (ISA)
has gained relevance for its open-source nature,
modular design, and adaptability to diverse ap-
plication domains. Differently from proprietary
ISAs, RISC-V emerges for its unrivaled trans-
parency and flexibility, allowing researchers to
inspect, modify and optimize hardware in a col-
laborative way. Despite its promise, RISC-V
faces a fundamental challenge shared with other
high-performance processors: Transient Execu-
tion Attacks (TEAs)[5]. TEAs enable an at-
tacker process to access confidential data belong-
ing to other processes or the operating system,
effectively compromising the isolation bound-
aries. These attacks pose a significant threat
since attackers do not require physical access
to the target system, expensive invasive equip-
ment, or elevated privileges. They only need
to be allowed to execute a program in unpriv-
ileged mode on the targeted system. These
threats, exemplified and derived from Spectre

and Meltdown, exploit speculative or out-of-
order pipeline behaviors, focusing on branch pre-
dictors, return stack buffers, and other spec-
ulative structures, these features inadvertently
leave traces of sensitive data within the proces-
sor’s microarchitecture after unauthorized com-
putations are executed. Attackers can exploit
these traces by observing the processor’s timing
behaviour to gather sensitive information.

The  Berkeley  Out-of-Order =~ Machine
(BOOM)[1], a widely studied out-of-order
RISC-V core, is subject to such vulnerabilities,
precisely because of the very features that make
it high-performing: branch speculation, deep
pipelines, and sophisticated cache hierarchies
that will be the case studies of this work.

Prior research investigated and documented
transient execution attacks on commercial archi-
tectures (e.g. Intel and ARM), unveiling the ap-
plicability and severity of these threats, starting
with the introduction of Spectre and Meltdown
as a broad class of vulnerabilities, from which
different speculative attacks variants have been
developed. More recent studies investigated
RISC-V security and vulnerabilities [2|, high-
lighting the importance of understanding tran-
sient execution behaviors within open-source ar-
chitectures, however, comprehensive evaluations
of BOOM’s susceptibility to these attacks re-



main relatively scarce, underscoring the neces-
sity for further inquiry and a more detailed view.

Indeed, the principal goal of this thesis is to in-

vestigate the susceptibility of the Berkeley Out-
of-Order Machine to a diverse set of transient ex-
ecution attacks, hence providing a contribution
including both conceptual and empirical insights
into RISC-V security at the microarchitectural
level, this objective unfolds through the follow-
ing specific aims:

1. Porting of Known Attacks: In pur-
suit of this objective, the thesis systemat-
ically identifies, adjusts, and re-implements
a representative set of attacks (e.g., Spectre
variants, Meltdown, and recently emerging
speculative techniques) to ensure compati-
bility with the RISC-V ISA and BOOM’s
unique design features.

2. Vulnerability Evaluation: By cap-
turing empirical data, this thesis high-
lights how specific microarchitectural com-
ponents, such as branch predictors, return
stack buffers, and cache hierarchies, may
contribute to transient execution vulnera-
bilities within an out-of-order RISC-V core.

3. Extending knowledge and accessibil-
ity: By completing the steps cited above,
this work aims to provide a comprehensive
and complete repository as a key starting
point for vulnerability assessment for out-
of-order RISC-V cores.

2. Background - TEAs

Modern computing systems are facing growing
risks from side-channel attacks, which extract
sensitive information by analyzing unintended
data leaks during program execution, which,
unlike traditional techniques that exploit soft-
ware vulnerabilities, these attacks monitor sub-
tle physical phenomena, such as timing varia-
tions, power fluctuations, or electromagnetic sig-
nals, to infer confidential data. Among these,
timing side-channel attacks (particularly cache-
based variants) are especially concerning, due to
the fact that attackers measure memory access
times to deduce patterns in victim operations,
often enabling the insider to extract secrets like
encryption keys or credentials.

A very important evolution in this domain is
Transient Execution Attacks (TEAs), which ex-
ploit modern CPU optimizations such as specu-

lative execution, branch prediction, and out-of-
order processing, to trigger unauthorized "tran-
sient" computations. Although the CPU even-
tually detects and discards these invalid or erro-
neous operations (leaving no trace in registers or
memory), microarchitectural components such
as caches or prediction tables maintain resid-
ual state changes. Attackers are thus able to
take adfantage of these artifacts through timing
analysis to reconstruct sensitive data, including
kernel secrets, passwords, or cross-process data.

TEAs are uniquely dangerous because they are
able to bypass conventional security boundaries:
unprivileged applications can directly exploit
hardware behaviors to access protected data,
circumventing operating system safeguards and
privilege controls. This puts foundational trust
in system isolation at risk, exposing menaces
to cloud infrastructure, secure enclaves, and
multi-tenant environments. Mitigating TEAs
requires paying attention to both software prac-
tices and hardware design flaws, highlighting the
beed for cross-layer security strategies in mod-
ern computing architectures, furthermore, this
threat landscape highlights the need for height-
ened awareness among technology leaders, as
traditional security models are insufficient to
counter these advanced hardware-software inter-
action exploits.

3. Approach and Metodology

Adapting existing microarchitectural attacks to
RISC-V brought us to face unique challenges
that derive from architectural difference and a
lower number of hardware primitives. The fol-
lowing points highlight the key challenges we en-
countered and summarize our systematic strat-
egy for porting attacks to the Berkeley Out-of-
Order Machine (BOOM):

Architectural Divergences and Missing
Primitives: The classic implementations of
x86-based attacks are often based on instruc-
tions such as CLFLUSH or RDTSC for cache evic-
tion and fine-grained timing. Since RISC-V does
not provide such instructions, we had to develop
software-based cache flushing and to adapt and
make use of existing performance counters or
memory-latency loops for timing.

Toolchain Integration: We employed both
Chipyard for design integration and Verilator for
cycle-level simulation. This combination facili-



Table 1: Transient Execution Attacks and Exploited Architectural Features

Attack Speculative Branch Return Store-to- Cache Privileged Shared Mi-
Execu- Predictor Stack Load Timing Memory croarchitectural
tion Buffer Forward- Access Resources
ing

Spectre V1 (BCB) X X X

Spectre V2 (IBM) X X X

Spectre V4 (SSB) X X X

Spectre RSB X X X

Indirector X X X X X

RetBleed X X X X

Meltdown X X X

Misaligned Meltdown X X X

Load Value Injection X X X X

SCSB X X X

Inception X X X X

tated iterative testing under near-realistic con-
ditions, helping us validate whether each attack
triggered the intended transient behaviors on
BOOM'’s pipeline structures.

Table 1 summarizes the attacks we ported,
alongside the exploited architectural features.

3.1. Ported Attacks
3.1.1 Spectre-Based Attacks

Spectre-based attacks exploit speculative execu-
tion mechanisms in modern processors to tran-
siently access and manipulate data that should
remain inaccessible, leveraging microarchitec-
tural side effects to infer sensitive information
[4]. These attacks share a common foundation,
which is exploiting speculative execution, how-
ever they differ in their execution strategies, the
specific prediction structures they target, and
the mechanisms they use to leak information.

At their core, all Spectre-class vulnerabilities
are based on transient execution, where the pro-
cessor speculatively executes instructions based
on branch prediction or memory dependencies,
only to later discard the results once mispredic-
tions are detected, however, the key difference
among different Spectre variants, which defines
their names, lies behind their manipulation of
different and specific speculative execution com-
ponents, which are clearly indicated in Table 1,
the first group.

Despite these differences, all Spectre-based ex-
ploits share common elements in their execution
strategy, indeed they require training phases
to manipulate predictor states, speculative ex-

ecution windows where unauthorized memory
accesses occur, and side-channel leakage tech-
niques to retrieve the transiently accessed data.
The primary leakage source in these attacks
is the cache state, where differences in cache
timing reveal the presence of speculatively ac-
cessed values that reveal possible secrets, which
is achieved by side-channels analysis techniques.

3.1.2 Meltdown-Based Attacks

Meltdown-based attacks [3]| exploit vulnerabil-
ities in out-of-order execution to bypass priv-
ilege boundaries and gain unauthorized access
to protected memory regions. Unlike Spectre-
based attacks, Meltdown-class vulnerabilities
arise from the fact that the processor does not
succeed in ensuring proper priviledge checks be-
fore executing memory loads. Meltdown vari-
ants and their representative characteristics -
microarchitectural features exploited - are illus-
trated in Table 1, in the second grouping.

In porting these attacks to the BOOM pro-
cessor, we focused on identifying architectural
behaviors that permit unauthorized speculative
memory access. For Meltdown, we structured
instruction sequences that trigger speculative
memory loads from restricted regions, ensur-
ing that secret-dependent operations leave de-
tectable cache traces, on the other hand, for
LVI, we designed scenarios where speculative
execution consumes manipulated input values,
carefully aligning memory operations and exe-
cution timing to amplify the impact of tran-
siently injected data. These techniques high-



light the adaptability of Meltdown-class attacks
across different microarchitectures, demonstrat-
ing their broad security implications.

We evaluated Meltdown-like attacks across dif-
ferent scenarios to obtain more credible results,
targeting secrets of varying sizes and data types,
protected by kernel-level memory boundaries
and to achieve this, we modified the Chipyard
environment to correctly apply memory protec-
tion at the design level, such that any access to
these selected data would trigger an exception.

3.1.3 Emerging Speculative Attacks

Beyond the Spectre and Meltdown classes, re-
cent research has revealed new transient execu-
tion attacks that exploit different microarchitec-
tural behaviors, taking advantage of previously
unconsidered speculative execution mechanisms
to extract secret information. These emerging
attacks, such as SCSB and Inception, make use
of features such as speculative store bypassing
and return prediction manipulations.

A common theme among these advanced
TEAs is their ability to bypass isolation mecha-
nisms and introduce new chances for data leak-
age, indeed, some attacks, such as SCSB, target
the speculative execution of store operations, al-
lowing unintended execution paths to emerge,
while attacks like Inception manipulate return
prediction mechanisms to generate speculation
windows, causing secret-dependent execution to
leave observable traces.

In order to port these attacks to the BOOM
processor, we carried out a complete and sis-
tematic analysis of its speculative execution ar-
chitecture, focusing on how different microar-
chitectural components interact under transient
execution conditions. Our approach involved
systematically adapting key attack principles,
such as speculative memory accesses, control-
flow manipulation, and microarchitectural side-
channel analysis to determine their feasibility
on BOOM. In the case of SCSB, we worked
on crafting speculative store execution sequences
to cause unintended instruction paths. On the
other hand, inception involved manipulating re-
turn stack behavior to extend speculation win-
dows. These generalized porting techniques pro-
vided valuable insights into how emerging specu-
lative attacks could manifest on different archi-
tectures, reinforcing the necessity of continued

microarchitectural security analysis and mitiga-
tion research.

4. Experimental results

Our experimental setup is based on the Chip-
yard framework with Verilator as the primary
simulation tool, this combination provides cycle-
accurate RISC-V processor simulation, enabling
detailed microarchitectural analysis, including
pipeline stalls, cache behaviors, and branch mis-
predictions, which are all key features needed to
carry out a complete speculative execution at-
tack research. We employed a custom BOOM
configuration, MEDIUMBOOMV3, optimized
for speculative execution analysis, this setup al-
lows for a complete evaluation of speculative ex-
ecution vulnerabilities in BOOM-based RISC-V
processors, assessing their security risks com-
pared to commercial architectures like x86 and
ARM.

We evaluated multiple Spectre variants un-
der different experimental conditions, confirm-
ing their exploitability on the BOOM proces-
sor, indeed, In each case, branch prediction
mechanisms were effectively manipulated to in-
duce speculation past array-bounds checks (as
in Spectre V1) or via indirect branch mispredic-
tions (as in Spectre V2), moreover the Return
Stack Buffer (RSB) variant specifically leveraged
return address misprediction to transiently exe-
cute unauthorized memory loads. To validate
these attacks, we implemented a controlled sce-
nario in which a secret string was stored within
the victim process. Although the attacker clould
not directly access the secret, speculative execu-
tion allowed it to be accessed transiently. The
leakage was then confirmed through microarchi-
tectural side channels via cache timing analy-
sis, more specifically by measuring variations in
memory access times, the attacks successfully re-
trieved the secret string, demonstrating the via-
bility of these exploits on BOOM processors. To
illustrate the leakage process, Figure 1 presents
a heatmap visualization of cache access times
correlated to the retrieval of the secret string.

The heatmap in Figure 1 provides a graph-
ical representation of cache access times dur-
ing the Spectre exploit, where the x-axis rep-
resents the secret characters that were success-
fully retrieved by the attacker, while the y-axis
corresponds to cache lines used during specu-



lative execution. The color gradient indicates
access time in clock cycles, with lighter colors
representing shorter access times and darker col-
ors indicating longer access times. The pres-
ence of consistent light-colored regions along
the x-axis aligns with the expected positions
of the secret string characters, confirming suc-
cessful retrieval via transient execution, indeed
that variation in timing is crucial for the attack,
as shorter access times reveal which cache lines
have been accessed speculatively. The correla-
tion between access time and secret character lo-
cations confirms that the cache-based side chan-
nel effectively distinguishes accessed data from
non-accessed data. This, in addition, validates
the correct execution of the attack and its abil-
ity to infer protected memory contents. Overall,
these results highlight the validity of Spectre-
based attacks on BOOM processors, showing
that transient execution vulnerabilities is still a
tangible risk. The cache timing discrepancies re-
vealed in our heatmap provide concrete evidence
of successful data leakage, underlining the ne-
cessity of stronger mitigation strategies against
speculative execution exploits.

The experimental validation of Meltdown-
based attacks was conducted using cache tim-
ing analysis, following a methodology similar to
that used for Spectre-based exploits (illustrated
in Figure 1). To correctly report the feasibility of
these attacks, we highlight Load Value Injection
(LVI) as a representative case study. Figure 2
illustrates an alternative visualization of cache
access timings related to the attack: the x-axis
represents the cache lines, while the y-axis indi-
cates access time in clock cycles. The attack was
conducted by deliberately placing a controlled
numeric value in the last cache line and mea-
suring the cycles required to retrieve it. A suc-
cessful LVI attack is identified by an access time
below 40 cycles, as it signifies the speculative
execution of unauthorized memory loads. The
plot in Figure 2 illustrates the cache access tim-
ings recorded during the attack and underlines
that a crucial data point at the final cache line
exhibits a notably reduced access time, aligning
with the expected behavior of a successful LVI
attack. This lower timing confirms that the at-
tacker was able to retrieve transiently injected
data via speculative execution.

Finally, our experimental results confirm that

BOOM’s speculation mechanisms—particularly
branch prediction and aggressive out-of-order
execution—remain susceptible also to emerging
transient execution attacks, which target archi-
tectural features such as address masking, mem-
ory tagging, and execution unit sharing. The
experimental evidence gathered for these attacks
generally aligns with the heatmap-based leakage
analysis discussed earlier (e.g., Figure 1). How-
ever, a notable case is Speculative Code Store
Bypass (SCSB), which does not rely on classic
cache side channels but instead directly influ-
ences program execution behavior by manipu-
lating speculative store-to-load forwarding. In-
stead of measuring access times, the verifica-
tion of this attack was conducted through direct
analysis of program output. As shown in List-
ing 1, the output shows that the expected pro-
gram behavior has been tampered with due to
speculative execution misbehavior. Specifically,
the expected result should return the value 99,
indicating correct program execution, however,
one of the executions unexpectedly outputs 42,
which is evidence of an unintended speculative
execution path influencing the program state.

This suggests that the attack successfully tam-
pered with the load buffer, enabling unautho-
rized execution of controlled or arbitrary in-
structions, indeed the experimental confirma-
tion of SCSB further underscores the diverse
range of speculative execution vulnerabilities
present in BOOM processors.
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Figure 1: SpectreV1 cache analysis
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Listing 1: SCSB Output

5. Conclusions

The findings presented in this thesis con-
firm that the Berkeley Out-of-Order Machine
(BOOM) remains susceptible to speculative ex-
ecution vulnerabilities previously observed on
proprietary architectures such as x86 and ARM,
indeed, by modifying and adapting various
well-known attacks (including both classic and
emerging transient execution exploits), this
work demonstrated that aggressive branch pre-
diction, deep pipelines, and complex memory
subsystems can inadvertently expose sensitive
information via side channels. These results in-
dicate that the transparency and extensibility of
open-source architectures do not automatically
guarantee higher security, especially where spec-
ulation plays a pivotal role in achieving perfor-
mance, nevertheless, several practical and archi-
tectural limitations constrained the scope of this
exploration. The reliance on simulation frame-
works ensured a high degree of observability
over the pipeline, caches, and execution units,
however, such tools do not fully replicate the
timing nuances and environmental factors (e.g.,
power fluctuations, thermal effects) encountered
in real-silicon systems. A logical progression
from this work would be to verify, on real-silicon

implementations, whether the vulnerabilities ob-
served in simulation remain equally potent and
under what precise conditions. By evaluating
such interventions before widespread commer-
cial deployment, researchers and practitioners
could transform the open-source RISC-V ecosys-
tem into not only a flexible but also a reliably
secure foundation for computing.
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