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1. Introduction
Modern High Performance Computing systems
have evolved into sophisticated infrastructures
that power the most demanding scientific and
engineering applications across diverse domains.
These systems have now reached exascale com-
puting power, enabling unprecedented discover-
ies and innovations in fields that affect our daily
lives.
Alongside hardware advances, progress in pro-
gramming models and software standards has
been equally crucial to exploit the full potential
of these systems. The Message Passing Interface
(MPI) [5] has emerged as the de facto standard
for parallel programming in distributed mem-
ory environments, offering a robust and flexible
framework for communication and coordination
among processes.
However, as HPC systems continue to expand
both in scale and architectural complexity, sev-
eral issues emerge. First, resource efficiency is
crucial: traditional static resource allocation of-
ten leads to underutilization, particularly dur-
ing application initialization and convergence
phases. Power consumption must also be ad-
dressed, as it is a critical factor in the design
and operation of modern HPC systems.

Second, the probability of faults rises with sys-
tem size, making fault tolerance a key require-
ment for long-running applications. These chal-
lenges call for innovations in parallel program-
ming that enable dynamic resource management
and provide robust fault-tolerance mechanisms.
In response, the research community has ex-
plored several approaches. One promising di-
rection is the Dynamic Management of Re-
sources (DMR) framework [4], which extends
MPI to support malleability. Concerning fault
tolerance, the User Level Failure Mitigation
(ULFM) [2] extension to MPI provides mecha-
nisms for applications to detect and recover from
process failures.
This thesis aims to enhance the DMR framework
by integrating ULFM capabilities, thereby en-
abling applications to dynamically shrink their
resource usage without fully restarting the appli-
cation, but instead injecting faults to initiate the
shrinking process, and then repair the commu-
nicator to continue execution. This integration
will be evaluated through a series of experiments
to assess its effectiveness in improving resource
efficiency and fault tolerance in HPC applica-
tions.
This work is structured as follows: Section 2 re-
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views the state of the art in dynamic resource
management and fault tolerance in MPI. Sec-
tion 3 provides an overview of the DMR frame-
work. Section 4 details the integration of ULFM
into DMR for fault injection-based shrinking.
Section 5 presents experimental results evaluat-
ing the proposed approach. Finally, Section 6
concludes the thesis and outlines future research
directions.

2. State of the Art
This section reviews the current state of the art
in dynamic resource management and fault tol-
erance, and also introduces some of the main
concepts and tools used in the rest of the the-
sis. Section 2.1 introduces the Message Passing
Interface (MPI) standard, which underlies the
DMR framework and the ULFM extension to
MPI. Section 2.2 discusses existing approaches
to resource management in HPC systems, while
Section 2.3 focuses on prior work on malleability
in parallel applications. Finally, Section 2.4 pro-
vides an overview of the ULFM extension and
its capabilities for fault tolerance in MPI appli-
cations.

2.1. Message Passing Interface
We start by discussing the Message Passing In-
terface (MPI) [5], the de facto standard for par-
allel programming in distributed memory sys-
tems. The MPI standard is available under dif-
ferent implementations, such as Open MPI and
MPICH, and provides a well-defined API for
communication between processes, enabling ef-
ficient data exchange and synchronization.
MPI offers support for several parallel program-
ming models, but the most widely used is the
Single Program Multiple Data (SPMD) model,
in which multiple processes execute the same
program but operate on different data. These
processes are organized into a communicator,
such as MPI_COMM_WORLD, which provides iso-
lated communication contexts for point-to-point
and collective operations. In order to manage
this environment, the MPI_Init() function must
be called at the beginning of the program, to
initialize all processes for communication, and
MPI_Finalize() at the end, to properly termi-
nate the MPI environment.
Within a communicator, each process is assigned
a unique rank, ranging from 0 (root process) to

size − 1. Rank and size can be retrieved us-
ing the MPI_Comm_rank() and MPI_Comm_size()
functions, and can be used in load balancing and
data distribution strategies. Additionally, the
MPI_Wtime() function can be used to measure
the elapsed time in seconds on the calling pro-
cessor, allowing measurement of the execution
time of a code section.
The MPI_Comm_spawn() function allows start-
ing up to maxprocs instances of an MPI pro-
gram (the "children") from an existing parent
group, establishing communication between the
parent and child processes. This call is collec-
tive over the provided communicator, meaning
that all ranks must call it, and it returns an
inter-communicator. Another example of a col-
lective function is MPI_Barrier(), which blocks
the calling process until all processes in the com-
municator have reached the same barrier, ensur-
ing synchronization among processes.

2.2. Resource Management
Resource management systems in HPC involve
the allocation and scheduling of CPUs, memory,
network, and accelerators to user applications.
One such system is SLURM, a highly scalable
cluster management and job scheduling system
for large and small Linux clusters. SLURM pro-
vides terminal commands such as sbatch for job
submission and salloc for interactive job alloca-
tion. Other commands include squeue to view
submitted job status, scontrol to modify job
parameters, and scancel to cancel jobs.
SLURM’s architecture consists of several key
components: central controller (slurmctld),
compute node daemons (slurmd), and database
for job accounting and scheduling information.
Job submission can be either exclusive or shared,
and SLURM supports various queue, partition,
and quality-of-service configurations to manage
resource allocation policies. SLURM also pro-
vides the support for external plugins, making
it modular and adaptable to different HPC en-
vironments.
SLURM is tightly integrated with runtime sys-
tems such as MPI and task-based runtimes, en-
abling efficient job launch and resource bind-
ing. It also supports advanced features like
scheduling for generic resources (GPUs, FP-
GAs), energy-aware scheduling, and job depen-
dencies.
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2.3. Malleability
From a scheduler’s perspective, parallel jobs can
be classified by who determines the number of
processors and whether that number can change
during execution. This distinction is important
to understand what malleability means in prac-
tice and how HPC systems can support it. We
briefly summarize the four standard classes in
Table 1.

who decides
number

when is it decided
at submittal during execution

user Rigid Evolving
system Moldable Malleable

Table 1: Classification of parallel job types as
proposed by Feitelson [3].

Across these classes, practical malleability re-
lies on mechanisms such as process migration,
state preservation, communicator reconfigura-
tion, and checkpoint/restart. These provide the
building blocks that allow applications to con-
tinue execution across resource changes while
minimizing disruption and overhead.
The evolution of malleability in high perfor-
mance computing has progressed from early
proof-of-concept implementations to sophisti-
cated frameworks suitable for production envi-
ronments. Aliaga et al. [1] provide a compar-
ison of the main malleability frameworks an-
alyzing their key characteristics and trade-offs
in terms of implementation complexity, perfor-
mance characteristics, and system integration
requirements.

2.4. User Level Failure Mitigation
The User Level Failure Mitigation (ULFM) [2]
is an extension to the MPI standard, available
in the Open MPI implementation since version
5.0, that provides explicit mechanisms for ap-
plications to detect, isolate, and recover from
process failures. It introduces new MPI error
codes, such as MPI_ERR_PROC_FAILED, to sig-
nal process failures during communication op-
erations. An important ULFM feature is com-
municator repair after a failure, achieved us-
ing MPIX_Comm_shrink(). This function creates
a new communicator that excludes failed pro-
cesses, allowing the remaining processes to con-
tinue execution.
All these features make ULFM a powerful tool

for building resilient applications capable of sur-
viving process failures without global restarts.

3. DMR
This section provides an overview of the Dy-
namic Management of Resources (DMR) frame-
work [4], which serves as the foundation for our
enhanced shrinking implementation. DMR is a
library built on top of MPI that enables dynamic
resource management for parallel applications,
achieving malleability through tight integration
with the SLURM resource manager.

3.1. Core Architecture
DMR supports two main operations: expand-
ing and shrinking. The expansion begins with
the application requesting additional resources,
then the framework negotiates with SLURM to
allocate procs_in_next_expansion, and once
the resources are ready, new MPI processes are
spawned using MPI_Comm_spawn(). DMR sup-
ports both blocking and non-blocking expan-
sion operations, allowing applications to con-
tinue computation while waiting for new re-
sources.
The shrinking operation is also initiated by the
application, which specifies the number of pro-
cesses to release. DMR evaluates the request
to ensure that the application can maintain cor-
rectness with the reduced resource set. All pro-
cesses perform a coordinated checkpoint oper-
ation, implemented by the user and invoked
through registered callbacks, to save the current
application state. The DMR wrapper manages
the cleanup and resource release to SLURM. Fi-
nally, the application resumes execution with
the remaining processes, restoring the state from
the checkpoint.

3.2. DMR API
The DMR interface is designed to minimize in-
tegration effort and remains compatible with ex-
isting MPI applications. Its API consists of four
primary functions covering initialization, moni-
toring, reconfiguration, and shutdown:
• dmr_init() initializes the DMR library and

establishes the runtime environment. It
must be called at the beginning of the ap-
plication, before any other DMR functions.

• dmr_check() evaluates application request
and system state to determine if a recon-
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figuration is necessary, and can be called
periodically during execution.

• dmr_reconfigure() takes part in reconfig-
uration process, coordinating all ranks in
allocation or deallocation of resources, man-
aging spawning or termination of processes,
and updating communication topologies.

• dmr_finalize() cleans up the DMR en-
vironment, calling exit(EXIT_SUCCESS) to
terminate the application.

DMR provides extensive configuration options
through environment variables, allowing users to
adapt the framework’s behavior to their specific
needs. These options include setting the number
of processes to add or remove during reconfigu-
ration, enabling or disabling non-blocking opera-
tions, and how checkpoints are managed through
callback registration. DMR also offers a plugin,
SLURM4DMR, to let SLURM decide whether to re-
configure the application based on system load
and job queue status.

3.3. Limitations
While DMR provides a robust framework for
dynamic resource management, we encountered
some limitations that motivated our enhance-
ments. DMR relies on checkpoint and restart
mechanisms, which can introduce I/O bottle-
necks during checkpoint operations, especially
for large applications with significant memory
footprints. Another limitation found is the lack
of fault tolerance: if a process fails during execu-
tion, the entire application ends, requiring a full
restart. This limitation is particularly problem-
atic in large-scale systems where the likelihood
of process failures increases.

4. Fault injection shrinking
This section presents the fault injection shrink-
ing solution. In particular, Subsection 4.1 pro-
vides an overview and motivation for the in-
tegration of ULFM into DMR, while Subsec-
tion 4.2 details the implementation aspects of
this integration.

4.1. Solution Overview
The implemented solution enhances the exist-
ing DMR framework by integrating ULFM ca-
pabilities to enable fault injection-based shrink-
ing. The main approach involves using the
ULFM API to handle injected failures, remove

processes, and repair communication channels.
This allows processes to be removed and the re-
maining ones to be reconfigured without requir-
ing a full application restart. Figure 1 propose
an high-level overview of the solution.

Figure 1: High-level overview of the fault injec-
tion shrinking architecture.

The primary challenge addressed by this solu-
tion is the inability to shrink running applica-
tions without a full restart. DMR relies on coor-
dinated checkpoints and restarts, which can be
inefficient and disruptive. On the other hand,
the ULFM extension focuses on handling pro-
cess failures and recovery, but it is not typically
employed to proactively reduce the number of
processes in running applications.

4.2. Implementation Details
The fault injection shrinking solution is im-
plemented by modifying existing functions and
adding new ones to the DMR library, lever-
aging ULFM’s capabilities. The core struc-
ture, DMRstate, maintains critical system state
including communicator information, process
counts, and shrinking parameters. This com-
ponent tracks the current_nodes, processes
to be removed procs_next_shrink, and the
action_in_progress.
The DMRControllerState structure manages in-
teraction with SLURM, including job shrinking
capabilities when the option JOBS_CAN_SHRINK
is enabled. We introduced a new controller
state, CHECKPOINT_RECONFIGURE, to orchestrate
checkpointing and reconfiguration steps, ensur-
ing that all processes update the communicator
and redistribute data correctly after shrinking.
The implementation consists of some modifica-
tions that we made to the original modules, each
responsible for specific aspects of the shrinking
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process:
• dmr.c contains the main modifications, in-

cluding changes to dmr_reconfigure(), in
order to handle fault injection and commu-
nicator repair.

• dmr_utils.c implements utility functions
enhanced with fault tolerance support. No-
tably, we modified spawn_mpi_world() and
get_hybrid_shrink_request() to enable
fault injection shrinking.

• dmr_slurm.c handles operations that in-
volve SLURM integration, including ex-
pander job removal.

We leverage the ULFM fault tolerance mecha-
nisms to implement dynamic resource shrinking.
When a process is no longer needed, it intention-
ally terminates itself by calling raise(SIGINT).
ULFM treats this as a recoverable failure, which
allows the MPI runtime to shrink the communi-
cator and release unneeded resources.
During the development of the fault injection
shrinking solution, we found a critical limita-
tion in Open MPI’s MPI_Comm_spawn() func-
tion, which does not activate ULFM features
in the spawned processes 1. We implemented
an alternative approach by using the mpiexec
command in combination with system calls to
spawn processes with the necessary ULFM flags
–with-ft ulfm.
Modifications were also made to the DMR inter-
nal communicator, in order to make it fault tol-
erant through ULFM. The default error handler
MPI_ERRORS_RETURN was attached to the com-
municator, allowing processes to handle injected
errors without terminating. Then the function
MPIX_Comm_shrink() was used to create a new
communicator excluding removed processes, en-
abling the remaining processes to continue com-
munication without disruption.

5. Experimental Results
This section presents the experimental evalua-
tion of the ULFM-enhanced DMR shrinking so-
lution. Subsection 5.1 details the experimental
setup, such as the hardware and software envi-
ronment used. Subsection 5.2 reports and ana-
lyzes the results, assessing the performance and
effectiveness of the proposed approach.

1An issue documenting this limitation has been re-
ported to the Open MPI development team: https:
//github.com/open-mpi/ompi/issues/13325

5.1. Experimental Setup
The experiments were conducted on the qluster
high-performance computing cluster, managed
by SLURM version 23.02.7. The cluster com-
prises three compute nodes configured as a sin-
gle compute partition optimized for HPC work-
loads. Each node is a dual-socket x86_64 sys-
tem with 32 cores per socket. Nodes are config-
ured with 248 GB of RAM, providing a memory-
to-core ratio of approximately 1.94 GB per core.
The cluster software stack resides on a shared
filesystem at /opt/share and is managed via en-
vironment modules, which enable dynamic load-
ing of application specific environments.
The benchmark uses MPI_Wtime() for measuring
elapsed time of different code sections. A single
.sbatch script was used to test multiple config-
urations, launching the application with varying
process counts and shrinking parameters. Each
configuration was executed multiple times to en-
sure statistical significance, and we analyzed the
mean and standard deviation across runs.

5.2. Results and Analysis
In our analysis we compare the performance of
the original DMR with the fault injection shrink-
ing solution. We evaluate the cost introduced by
expansion and shrinking operations. As shown
in Figure 2, the average expansion time of the
fault injection shrinking solution is lower than
that of the original DMR, especially as the num-
ber of initial processes increases. We observed
that the overhead depends primarily on the ini-
tial process count and only weakly on the num-
ber of processes added or removed.

Figure 2: Average expansion time vs initial pro-
cess count.

Regarding shrinking times, shown in Figure 3,
the fault injection shrinking solution performs
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slightly worse than the original DMR, probably
due to the introduction of various synchroniza-
tion points. However, the difference is not signif-
icant, and the benefits of fault tolerance and re-
duced disruption during shrinking outweigh this
minor overhead.

Figure 3: Average shrinking time vs initial pro-
cess count.

We also analyzed total time to solution for both
implementations, as shown in Figure 4. The
results indicate that the fault injection shrink-
ing solution achieves better total execution times
than the original DMR, demonstrating that de-
spite the slight increase in shrinking time, the
overall efficiency is improved.

Figure 4: Average total time to solution vs initial
process count.

A key advantage of the fault injection shrinking
solution is that it can reduce resources without a
prior expansion. In contrast, the original DMR
can shrink only by the amount it had previously
expanded, which means it cannot go below the
initial process count. This flexibility gives the
fault injection shrinking solution a significant
advantage in overall efficiency.

6. Conclusions
This thesis presents a comprehensive study on
enhancing malleability through fault-tolerance
techniques, starting from the existing DMR mal-
leability framework. By controlled fault injec-
tion and leveraging ULFM communicator repair
capabilities, we remove the need for coordinated
checkpoints and restarts, and we enable applica-
tions to shrink resources without a prior expan-
sion.
Experimental results demonstrate the effective-
ness of our approach across a range of bench-
marks. We observed substantial reductions in
total execution time, analyzing the impact of
shrinking and expanding of our solution with re-
spect to the original implementation of DMR.
The results suggest that combining dynamic re-
source management with fault-tolerance mecha-
nisms may provide a useful path toward enhanc-
ing malleability.
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