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Abstract: Rodent experiments on traumatic brain injury (TBI) induced by con-
trolled cortical impact (CCI) are essential for studying the mechanisms underlying
brain injury evolution and long-term outcomes. Magnetic resonance imaging (MRI)
is increasingly used in preclinical settings to monitor in-vivo structural damage, al-
lowing direct comparisons to human data. However, automatic segmentation of
rodent brain volumes is challenging due to the scarcity of segmentation tools, par-
ticularly post-TBI, where focal contusions disrupt brain anatomy and reduce the
accuracy of registration-based methods. As a result, manual skull-stripping and
regions of interest (ROI) segmentation approaches are required, which are both
labor-intensive and prone to errors. To reduce operator dependency and outcomes
variability, this thesis introduces a novel multi-task 3D Convolutional Neural Net-
work (CNN) architecture for skull-stripping and multi-class semantic segmentation,
supported by a custom pipeline designed for training and processing 3D data of
mice and rats acquired with different MRI modalities. The architecture employs
attention mechanisms, multi-scale inputs, and deep supervision to generate a bi-
nary skull-stripped brain mask and a multi-class segmentation mask of four regions,
including the lesion and three ventricles. The model achieved an average Dice score
of >0.98 for skull-stripping in both species, >0.89 for lesion and ventricle segmen-
tation in mice, and >0.84 for rats. To mitigate the small dataset size, we also
developed a domain adaptation strategy that combines data from fully annotated
healthy mice (covering ten regions, such as cortex, hippocampus, ventricles, and
corpus callosum in both hemispheres) with partially annotated TBI mice (lesions
and ventricles), achieving a Dice score of 0.98 for skull-stripping and an average of
0.88 across the ten classes. The lesion volumetric analysis showed a strong corre-
lation with manual annotations (Pearson r = 0.974) and a reduced variability by
19%. Our results demonstrate that the proposed approach improves the segmenta-
tion consistency by reducing variability compared to manual methods, which could
streamline TBI analysis and increase translational potential in clinical settings.
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1. Introduction

Traumatic brain injury (TBI) is characterized by an alteration in brain function or other evidence of brain
pathology resulting from an external force [1]. Each year, approximately 50-60 million people sustain a TBI,
significantly affecting individuals, their families, and society [2]. Beyond the immediate damage caused by the
initial impact, TBI often leads to progressive secondary tissue damage, which can include reduced cerebral
blood flow, cerebral edema, blood-brain barrier disruption, cell apoptosis and necrosis, and neuroinflammation.
Rodent studies of TBI, such as those using the controlled cortical impact (CCI) approach, provide valuable
translational research tools for studying the mechanisms of secondary injury commonly observed in TBI pa-
tients [3]. Among various neuroimaging techniques, magnetic resonance imaging (MRI) stands out as a highly
translational modality that can provide insights into both the primary injury and the progression of secondary
injury mechanisms, shedding light on the long-term consequences of TBI.

The application of MRI, in particular, to estimate the volume of the lesion and specific brain regions to monitor
neuroanatomical changes over time, is critical for understanding the impact of TBI and advancing research
on both animal [3–7] and human subjects [8–10]. This is commonly performed by trained operators manually
segmenting the entire MRI volume slice by slice, a process which is both time-consuming and error prone. To
speed up and standardize the process, brain extraction and region segmentation algorithms have been developed
[11], mainly by relying on a high-quality reference template, known as brain atlas, which is aligned with the
target using image registration and processed with label fusion techniques to combine information from the
atlas into a final segmentation. However, these atlas-based methods primarily developed for humans cannot be
directly applied to rodents due to the structural differences and the smaller brain size. Moreover, anatomical
distortions further hamper the possibility of using standard templates. While recent studies have attempted to
address these issues in specific scenarios, such as brain tumors [12] and TBI [13–15], a widely accepted solution
for precise segmentation of damaged regions and quantification of brain volumes has yet to be designed.

Recent advancements in 3D convolutional neural networks [16, 17] hold promise for automating volume estima-
tion in 3D imaging data. However, applying pre-trained models to rodents is challenging due to discrepancies
between natural and medical images, variability across imaging modalities, and a lack of large, publicly an-
notated datasets. Attempts to solve these issues were made by Gupta et al. that used position-encoded slice
models to adapt well-known 2D models to 3D biomedical datasets [18], and Chen et al. that proposed a baseline
using large amounts of 3D annotated data [19]. These novel techniques, however, were predominantly trained
on human data, making them less suitable for the distinct anatomical structures and variances found in rodent
brains, particularly in the context of TBI.

To address these restrictions, various studies have offered unique approaches suited exclusively for pre-clinical
experiments in healthy rodents: De Feo et al. proposed a multi-task model for regions segmentation and skull-
stripping in healthy mice [20]. Hsu et al. used 3D architecture to improve skull-stripping in healthy rats over a
2D U-Net [21, 22]. Although these methods provide useful insights, they are applicable only to straightforward
tasks related to healthy subjects. Other studies have attempted to handle pathological rodents: De Feo et al.
proposed a unique architecture designed for segmentation in TBI rats, but focusing just on the hippocampus
[23]. Roy et al. developed a 2D U-Net for skull-stripping in a very small dataset of ten mice with closed head
injury [24] and many others have proposed solutions for ischemic [25–28] and tumor [29] segmentations. Despite
their promising applications, these methods cannot be directly applied to TBI subjects due to the distinct
nature of the injury. Only one study attempted to segment right-hemispheric lesions in TBI rats using a Global
Attention 3D U-Net, but did not address volume quantification in other regions or the skull-stripping problem.
This highlights the need for more study in this field, as well as a more comprehensive methodology that can be
used across species and injury sites within the brain.

To bridge this gap, this thesis introduces a novel multi-task 3D CNN architecture for skull-stripping and multi-
class semantic segmentation, supported by a custom pipeline designed for training and processing 3D data
for both left and right lesioned TBI mice and rats, across various MRI modalities. Attention mechanisms,
multi-scale inputs, and deep supervision are used in this architecture to generate two outputs: a skull-stripped
binary brain mask and a multi-class segmentation mask of regions of interest composed by the lesion and
three ventricles. By processing each input in small patches, the whole pipeline allows for accurate full-volume
predictions and automatic voxel-based volume estimation for each class (as shown in Fig. 1). Additionally, to
overcome the limitation of the small dataset, we designed a domain adaptation technique that integrates data
from previously annotated healthy mice covering up to ten brain regions (e.g., cortex, hippocampus, ventricles,
and corpus callosum in both hemispheres), with TBI mice that have only partially annotated regions (lesions
and ventricles). By leveraging spatial information from healthy brains that are easier to annotate, we increased
the number of predicted regions in TBI-affected mice, despite the distortion caused by the injury.
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