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Abstract

Zero-shot vision–language foundation models enable object detection and segmentation
from natural language prompts without task-specific retraining. While this paradigm of-
fers flexibility for open-vocabulary analysis, its direct application to high-resolution remote
sensing imagery is constrained by extreme image size, heterogeneous object distributions,
and computational limitations.

This thesis investigates the practical deployment of zero-shot vision–language models
for large-scale aerial segmentation. Building upon an existing language-guided pipeline,
multiple modern detection and segmentation backbones are integrated and systematically
evaluated under controlled experimental conditions. A central contribution of this work is
the proposed Dynamic Object-Aware Tiling (DOAT) strategy, which performs lightweight
probing to estimate object scale and density prior to inference, and adapts window con-
figuration accordingly. Unlike static or purely adaptive slicing methods, DOAT aims to
balance segmentation quality and computational efficiency in content-dependent scenes.

Evaluation on a curated subset of the iSAID dataset shows that dynamic tiling consistently
improves mean Intersection-over-Union (mIoU) across backbone combinations compared
to adaptive baselines, without proportionally increasing runtime. Additionally, a Milan-
based cross-view case study explores how aerial segmentation can be supported by street-
level imagery through localized confirmation and recovery analysis.

Overall, this thesis provides a structured experimental assessment and methodological
refinement of zero-shot open-vocabulary segmentation for remote sensing, highlighting
both its scalability potential and its practical constraints.

Keywords: Vision-Language Models, Remote Sensing Imagery, Zero-Shot Segmentation,
Efficient Windowing, Text-Guided Detection and Segmentation.





Abstract in lingua italiana

I modelli fondazionali visione–linguaggio consentono la rilevazione e la segmentazione
zero-shot di oggetti a partire da descrizioni in linguaggio naturale, senza la necessità di
riaddestramento specifico per ciascuna categoria. Sebbene questo paradigma offra una
maggiore flessibilità per analisi open-vocabulary, la sua applicazione diretta alle immagini
di telerilevamento ad alta risoluzione è limitata dalle dimensioni estreme delle scene, dalla
distribuzione eterogenea degli oggetti e dai vincoli computazionali.

Questa tesi analizza l’impiego pratico di modelli visione–linguaggio zero-shot per la seg-
mentazione di immagini aeree su larga scala. Partendo da una pipeline esistente guidata
dal linguaggio, vengono integrati e valutati in modo sistematico diversi backbone moderni
per la rilevazione e la segmentazione, in condizioni sperimentali controllate. Il contributo
metodologico principale consiste nella proposta della strategia Dynamic Object-Aware
Tiling (DOAT), che esegue un probing preliminare leggero per stimare scala e densità
degli oggetti prima dell’inferenza completa, adattando dinamicamente la configurazione
delle finestre di elaborazione. A differenza delle strategie di suddivisione statica o pura-
mente adattiva, DOAT mira a bilanciare qualità della segmentazione ed efficienza com-
putazionale in funzione del contenuto della scena.

La valutazione condotta su un sottoinsieme curato del dataset iSAID mostra che la suddi-
visione dinamica migliora in modo consistente il valore medio di Intersection-over-Union
(mIoU) rispetto alle baseline adattive, senza un incremento proporzionale del tempo di
esecuzione. Inoltre, uno studio di caso cross-view nell’area di Milano esplora come la
segmentazione aerea possa essere supportata da immagini a livello stradale attraverso
meccanismi di conferma locale e analisi di recupero.

Nel complesso, il lavoro fornisce una valutazione sperimentale strutturata e un affinamento
metodologico dell’impiego di modelli visione–linguaggio zero-shot per il telerilevamento,
evidenziandone potenzialità e limiti in scenari geospaziali su larga scala.

Parole chiave: Modelli Visione–Linguaggio, Telerilevamento, Segmentazione Zero-Shot,
Windowing Efficiente, Rilevazione e Segmentazione Guidate dal Testo.
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1| Introduction

1.1. Motivation

Remote sensing imagery enables large-scale observation of the Earth's surface, supporting

applications such as urban monitoring, infrastructure analysis, and environmental assess-

ment. Many of these tasks require accurate object-level segmentation from high-resolution

aerial images. However, remote sensing scenes are often extremely large, contain objects

at very di�erent scales, and exhibit strong variations in spatial density. Public bench-

marks such as DOTA and iSAID illustrate these challenges, highlighting the di�culty of

reliable instance segmentation under high-resolution and crowded conditions [43, 47].

Recent advances in vision�language foundation models have introduced a new paradigm

for visual understanding. Instead of training task-speci�c models for prede�ned categories,

foundation models allow segmentation to be guided through prompts and natural language

descriptions [4, 17]. Combined with open-vocabulary detection models that align visual

features with text [21, 33], this enables zero-shot segmentation: objects can be speci�ed

in words without retraining the model for new classes.

While promising, directly applying such models to remote sensing imagery is compu-

tationally challenging. High-resolution aerial scenes often exceed the input capacity of

foundation segmentation models, making full-image inference impractical. Window-based

processing is therefore required, yet �xed tiling strategies are not well suited to scenes with

varying object scales and densities. In open-vocabulary settings, this limitation becomes

even more critical, as object characteristics depend on the textual query.

This thesis addresses these challenges by developing a zero-shot vision�language frame-

work for open-vocabulary remote sensing. We introduce a dynamic object-aware tiling

strategy that adapts windowing to scene content, and further investigate cross-view seg-

mentation mechanisms that combine aerial and ground-level imagery. Together, these

components aim to improve both scalability and �exibility in high-resolution remote sens-

ing segmentation.



2 1| Introduction

1.2. Objectives

The overall objective of this thesis is to investigate how zero-shot vision�language foun-

dation models can be e�ectively adapted to high-resolution remote sensing imagery for

open-vocabulary segmentation tasks. While foundation models provide �exibility through

language-driven prompts, their direct application to large-scale aerial data presents both

computational and methodological challenges.

More speci�cally, the objectives are:

ˆ To design and implement a zero-shot, language-guided segmentation pipeline tai-

lored to remote sensing imagery, integrating open-vocabulary detection with prompt-

able segmentation models.

ˆ To analyze the limitations of static window-based inference in large aerial scenes

and develop a dynamic object-aware tiling strategy that adapts tile con�guration

to scene content.

ˆ To evaluate the proposed framework under controlled experimental settings, exam-

ining both segmentation performance and computational e�ciency across di�erent

backbone combinations and tiling strategies.

ˆ To investigate cross-view segmentation mechanisms by combining aerial imagery

with ground-level observations, assessing how complementary perspectives can im-

prove robustness and spatial consistency.

ˆ To provide a systematic experimental analysis using benchmark datasets and a

real-world case study, demonstrating the practical implications of zero-shot open-

vocabulary segmentation in remote sensing.

1.3. Contributions

This thesis makes the following contributions to the study of zero-shot vision�language

models in remote sensing:

ˆ A uni�ed zero-shot segmentation framework for remote sensing. We design

and implement an end-to-end pipeline that integrates open-vocabulary language-

guided detection with promptable segmentation models for high-resolution aerial

imagery. The framework is tailored to the characteristics of remote sensing data,

including large image sizes and heterogeneous object distributions.

ˆ Dynamic Object-Aware Tiling (DOAT). We propose a dynamic tiling strategy
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that estimates suitable window con�gurations through lightweight scene probing

prior to full inference. Unlike static or purely geometry-based tiling approaches, the

proposed method adapts tile size and layout according to observed object scale and

density, aiming to balance segmentation accuracy and computational e�ciency.

ˆ Systematic evaluation of adaptive versus dynamic windowing. We conduct

controlled experiments to compare �xed tiling, adaptive slicing baselines, and the

proposed dynamic strategy across multiple backbone combinations. The analysis

considers both segmentation quality and computational cost, providing insight into

the trade-o�s introduced by di�erent inference strategies.

ˆ Cross-view segmentation analysis. Beyond overhead imagery, we investigate

how segmentation can bene�t from combining aerial and ground-level views. Through

a case study, we explore cross-view con�rmation and spatial consistency mecha-

nisms, illustrating the complementary strengths of di�erent perspectives.

ˆ Reproducible experimental protocol and analysis. We construct a class-

balanced subset for evaluation and provide detailed reporting of performance metrics

measurements, supporting transparent comparison and reproducibility.

1.4. Thesis Organization

The remainder of this thesis is organized as follows.

Chapter 2 reviews related work on vision�language foundation models, open-vocabulary

detection, promptable segmentation, and large-scale remote sensing analysis. This chapter

positions the present work within existing literature and highlights the research gap.

Chapter 3 introduces the proposed methodology. It describes the overall zero-shot seg-

mentation pipeline, details the integration of language-guided detection with promptable

segmentation, and presents the Dynamic Object-Aware Tiling (DOAT) strategy.

Chapter 4 outlines the datasets, experimental setup, and evaluation protocol. It explains

the construction of the evaluation subset, the con�guration of backbone combinations, and

the metrics used to assess both segmentation performance and computational e�ciency.

Chapter 5 presents quantitative and qualitative results. It analyzes the impact of di�erent

tiling strategies, compares backbone con�gurations, and discusses �ndings from the cross-

view segmentation case study.

Finally, Chapter 6 summarizes the main contributions, discusses limitations, and outlines

directions for future research.
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2| Related Work

2.1. Vision Foundation Models for Image Segmenta-

tion

In summary, vision foundation models for image segmentation are de�ned by large-scale

pretraining, task-agnostic design, and �exible inference interfaces that enable reuse across

domains and applications. This subsection focuses on these de�ning characteristics, while

subsequent sections discuss how such models are combined with additional mechanisms

to address domain-speci�c requirements and end-to-end application scenarios.

2.1.1. De�nition and Scope of Vision Foundation Models for

Segmentation

Recent literature describes vision foundation models (VFMs) as large-scale vision models

that are pre-trained to support transfer across tasks, datasets, and domains, rather than

being optimized for a single narrowly de�ned objective. In the context of image segmen-

tation, this paradigm represents a departure from traditional task-speci�c models toward

more general segmentation systems that can be reused under varying task formulations

and supervision regimes [55].

Related works on uni�ed and generalist vision models further reinforce this view, demon-

strating that segmentation can be treated as part of a broader task-agnostic vision mod-

eling paradigm rather than as an isolated prediction problem [15, 23, 55, 56].

Surveys emphasize that segmentation-oriented vision foundation models (VFMs) are not

de�ned solely by architectural choices, but by a combination of scale, data diversity, and

training objectives. In particular, these models are trained on heterogeneous segmentation

datasets spanning multiple annotation granularities, which di�er in how visual content

is decomposed and labeled. Common granularities includesemantic segmentation, where

each pixel is assigned a class label (e.g., �building� or �road�);instance segmentation, which

distinguishes individual object instances within the same class;panoptic segmentation,



6 2| Related Work

(a) Panoptic (b) Part-level

(c) Semantic (d) Instance

Figure 2.1: Illustration of common segmentation annotation granularities

which uni�es semantic and instance-level annotations into a single representation; and

part-level segmentation, which further decomposes objects into meaningful components

(e.g., wings of an airplane or sections of a ship) [4, 16, 55]. Figure 2.1 provides visual

examples of these annotation granularities.

These granularities are not mutually exclusive and often coexist within the training cor-

pora of VFMs, frequently without enforcing a �xed or closed label space. As a result,

segmentation VFMs are designed to learn broad visual priors that support transfer across

annotation regimes, categories, and domains, rather than optimizing performance for a

single segmentation formulation or benchmark [4, 55].

Importantly, multiple works stress that vision foundation models for segmentation should

be distinguished from conventional semantic segmentation backbones. Although tradi-

tional models are trained to predict prede�ned class labels, VFMs are designed to act

as reusable segmentation components whose behavior can be adapted in inference time

through external mechanisms [15]. This distinction has implications for both evaluation
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and deployment, as the performance of VFMs depends not only on the model itself but

also on how segmentation tasks are speci�ed and constrained.

Another recurring theme in the literature is that VFMs are not intended to be end-to-end

solutions. Instead, they serve as general-purpose segmentation engines that are integrated

into broader systems, where task de�nition, object selection, or domain constraints are

handled externally [15, 55]. Consequently, the scope of vision foundation models for

segmentation is best understood in terms of their generality and adaptability, rather than

their performance on any single downstream task.

In summary, vision foundation models for image segmentation are characterized by large-

scale pretraining, task-agnostic design, and an emphasis on transferability across segmen-

tation settings. The following subsection discusses how these properties are operational-

ized through promptable segmentation interfaces.

2.1.2. Promptable Segmentation as a General-Purpose Interface

A central concept emerging in the foundation model era is the formulation of segmentation

as a promptable problem, where the desired output is speci�ed at inference time through

external input rather than �xed task de�nitions. Recent surveys identify promptable

segmentation as a key mechanism that enables vision foundation models to function in

various segmentation tasks without retraining [55].

This interface-driven perspective is also re�ected in earlier uni�ed decoding approaches,

which, although not framed as foundation models, treat segmentation, detection, and

referring tasks as instances of a shared decoding process conditioned on task-speci�c

inputs or queries [12, 56].

In this formulation, prompts act as an interface between the user or downstream system

and the segmentation model. Prompts can encode partial information about the target

region or segmentation objective, allowing the same pretrained model to be reused across

di�erent tasks. Common prompt types discussed in the literature include spatial cues

(e.g., points, boxes, scribbles, or masks), semantic inputs (e.g., text descriptions) and

contextual exemplars (e.g., reference images or image�mask pairs) [55]. By shifting task

speci�cation to inference time, promptable interfaces decouple segmentation capability

from prede�ned label spaces.

Several works prior to large-scale segmentation foundation models explicitly explore this

idea. SegGPT [42] frames segmentation as an in-context learning problem, which builds

on earlier work on visual in-context learning[41], where example image�mask pairs are
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provided as context to guide segmentation on new inputs. Rather than relying on explicit

task identi�ers, the model infers the segmentation objective from the provided context,

enabling it to perform a wide range of segmentation tasks, such as semantic, instance, or

part segmentation, using a single set of model parameters.

In a complementary direction, SEEM [57] proposes a uni�ed and interactive segmenta-

tion interface that supports multiple prompt modalities, including visual, textual, and

referring-region prompts. SEEM emphasizes versatility and compositionality, demon-

strating that di�erent prompt types can be combined to resolve ambiguous segmentation

objectives. These approaches highlight that promptable segmentation is not tied to a spe-

ci�c model design, but instead represents a broader interface paradigm for general-purpose

segmentation.

Together, these works motivate promptable segmentation as a general interface that en-

ables vision foundation models to operate across tasks, datasets, and interaction modes.

The next subsection reviews prominent segmentation foundation models that instantiate

this paradigm at scale, focusing on the "Segment Anything Model" (SAM) family.

2.1.3. The Segment Anything Model Family

From segmentation models to a reusable interface. The SAM line frames seg-

mentation less as a �xed-label prediction problem and more as an interactive interface:

the user provides aprompt that speci�es what to segment, and the model returns avalid

mask even when the prompt is ambiguous. This design choice matters because ambiguity

is common (e.g., a click on a part may refer to the part or the whole object), and SAM

explicitly treats this as �rst-class behavior rather than a failure mode. In practice, this

�prompt ! mask� abstraction becomes a plug-in component that can be reused in dif-

ferent pipelines by changing the prompt source (human clicks, detector boxes, tracking

masks, etc.) [17].

Across the SAM family, the main evolution lies in theprompt interface. The original

SAM is driven by spatial prompts such as points, boxes, or coarse masks, and produces

class-agnostic segmentations consistent with these cues [17]. SAM 2 retains the same

prompt types but extends the setting to videos, enabling prompts in any frame and

propagating segmentations through time using a memory-based mechanism [34]. SAM 3

further expands the interface by introducingconcept-level prompts, where a short noun

phrase and/or exemplar regions de�ne a semantic concept, and the model segments all

instances that match that concept [5].
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Figure 2.2: Conceptual overview of the Segment Anything Model (SAM), illustrating the

separation between image encoding (image embedding) and prompt-conditioned mask

decoding. Adapted from [17].

Segment Anything Model Kirillov et al.[17] introduce the Segment Anything project

as a combined task, model, and dataset intended to enable zero-shot transfer across image

distributions and segmentation-style tasks through prompts. The task de�nition centers

on returning a valid segmentation mask given an input prompt, where prompts may

take di�erent forms (e.g., points, boxes, masks, and in principle other signals). A key

requirement is that the model handle ambiguous prompts�such as a point or box that

may correspond to multiple objects�by producing valid segmentation hypotheses. This

is enabled by explicitly modeling ambiguity through the prediction of multiple candidate

masks and associated quality scores, instead of collapsing uncertainty into a single output

[17].

On the modeling side, SAM is structured around a separation between an image encoder

and a prompt-conditioned decoding stage. The image encoder maps the input image

into a denseimage embedding, i.e., a high-level feature representation that captures the

spatial and semantic content of the image in a latent feature space. This embedding is

computed once per image and reused across interactions. A prompt encoder together with

a lightweight mask decoder then consumes the image embedding and the user-provided

prompts to produce segmentation masks.

This separation is motivated by interactive use: while the image embedding remains

�xed, prompt-conditioned decoding can be executed repeatedly as prompts are added or

re�ned, enabling e�cient human-in-the-loop segmentation. To explicitly handle ambigu-

ous prompts, SAM predicts multiple candidate masks and ranks them using a predicted

quality score (estimated IoU), rather than collapsing ambiguity into a single determin-

istic output [17]. Figure 2.2 schematizes this separation between image encoding and

prompt-conditioned decoding, which enables e�cient interactive re�nement [17].
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To train at the scale needed for broad generalization, the work relies on a data engine

and releases SA-1B, described as 11M licensed and privacy-preserving images with 1.1B

segmentation masks produced through model-in-the-loop collection and automatic mask

generation. The resulting dataset scale is central to the ability of SAM to generalize

beyond the training distribution. [17]

SAM 2: Segment Anything in Images and Videos Ravi et al.[34] extend the �seg-

ment anything� objective from static images to videos, arguing that a universal segmenta-

tion system should handle the temporal dimension where appearance changes, occlusions,

and e�ciency constraints are unavoidable. They formalizePromptable Visual Segmenta-

tion (PVS) as a task that accepts prompts (points, boxes, or masks) on any video frame

and predicts a spatio-temporal mask sequence (�masklet�), with additional prompts used

to re�ne errors across frames.

The core technical di�erence is the introduction of a streaming memory mechanism:

SAM 2 conditions per-frame segmentation on stored information from previous prompts

and predictions, implemented through a memory-attention style architecture. This turns

video segmentation into a sequential process where the model can propagate masks

through time and recover from failures via new prompts without restarting from scratch.

When applied to images, the memory can be empty, reducing the behavior to an image-

only mode.

SAM 2 is trained using a dedicated data engine for video and releases the SA-V dataset,

reported as 35.5M masks across 50.9K videos, intended to cover object parts and chal-

lenging dynamics such as occlusion and re-appearance. The paper reports that this com-

bination of task design, memory-based model, and scaled video data improves interactive

e�ciency (fewer user interactions for comparable accuracy) and provides strong zero-shot

performance across diverse evaluation suites.

SAM 3: Segment Anything with Concepts Recently, Carion et al.[5] push the

SAM line from �segment the object indicated by a prompt� toward ��nd and segmentall

instances of a concept.� They de�nePromptable Concept Segmentation (PCS): given an

image or short video, the model should detect, segment, and (in video) track all instances

matching a concept speci�ed by a short noun phrase and/or image exemplars. Exemplar

prompts are framed as a way to correct misses or re�ne rare concepts, while keeping

interaction consistent with the intended category de�nition.

Architecturally, SAM 3 is built as a detector�tracker system with a shared vision back-

bone. The detector is conditioned on concept prompts and the tracker inherits a memory-
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based segmentation approach to preserve identities across time. The paper highlights a

decoupling of recognition and localization through a dedicated presence head, which pre-

dicts whether a prompted concept is present at all, independently of precise localization.

This robustly handles the di�culty of open-vocabulary detection under challenging neg-

ative examples (hard negatives).

To support PCS, the work introduces a new data engine and the SA-Co benchmark,

emphasizing concept diversity and exhaustive instance coverage as the evaluation target.

In general, SAM 3 reframes �segment anything� as not only promptable segmentation,

but also promptable concept retrieval plus segmentation at scale, while preserving the

interactive correction loop that characterized earlier SAM versions.

SAM 3D: 3Dfy Anything in Images Chen et al.[6] extend the Segment Anything

paradigm from 2D segmentation to geometry-aware 3D reconstruction, arguing that seg-

mentation masks can serve as a powerful intermediate representation for lifting visual

content into three dimensions. SAM 3D targets the task of reconstructing 3D structure

from one or multiple images by conditioning a 3D reconstruction pipeline on promptable

2D segmentations. In this formulation, prompts are used to specify which object or re-

gion should be reconstructed, while segmentation provides spatial support for consistent

geometry estimation across views.

Rather than introducing a fundamentally new interface, SAM 3D reuses the prompt-

driven segmentation abstraction and integrates it with multi-view geometry and neural

3D reconstruction components. This design allows users or upstream modules to control

3D reconstruction at the object level through the same interaction mechanisms developed

for 2D segmentation. The work demonstrates that promptable segmentation can function

not only as an output modality, but also as an enabling interface for downstream spatial

reasoning tasks, extending the scope of the SAM family beyond image and video domains

[6].

Summary. Across SAM, SAM 2, SAM 3, and SAM 3D, the unifying theme is the use

of prompting as the primary control mechanism and the reliance on scaled data engines

to enable generalization beyond �xed taxonomies. The evolution of the model family

re�ects a progressive expansion in the scope of what can be speci�ed through prompts:

from image-based segmentation (SAM), to spatio-temporal segmentation with memory

in videos (SAM 2), to open-vocabulary concept-level instance retrieval (SAM 3), and

�nally to geometry-aware 3D reconstruction conditioned on segmentation (SAM 3D).

Importantly, this progression does not alter the core abstraction of segmentation as an
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Table 2.1: Overview of the Segment Anything (SAM) model family and their main char-

acteristics.

Model Input domain Prompt interface Key capability / extension

SAM Images Points, boxes, masks Promptable, class-agnostic 2D
mask prediction from spatial
prompts.

SAM 2 Images & videos Points, boxes, masks (any
frame)

Extends promptable segmen-
tation to video via temporal
memory and mask propaga-
tion.

SAM 3 Images & videos Concept text and/or exem-
plars; spatial prompts for re-
�nement

Concept-level instance retrieval
and segmentation under open-
vocabulary prompts.

SAM 3D Multi-view images (image sets) Spatial prompts/masks; multi-
view geometric cues

Segmentation-guided,
geometry-aware 3D recon-
struction of selected ob-
jects/regions.

interface, but rather broadens the range of downstream tasks that can be driven through

it. These properties motivate the use of SAM-family models as modular and reusable

backbones in larger systems, where prompts may be generated automatically by detectors,

language-conditioned modules, or multi-view constraints, and re�ned iteratively when

needed. Table 2.1 summarizes the main characteristics and prompt interfaces of the

SAM-family models discussed above [5, 6, 17, 34].

2.1.4. Limitations of Foundation Segmentation Models

Despite their strong generalization capabilities, vision foundation models for segmentation

exhibit several limitations that are consistently acknowledged in the literature. A �rst and

fundamental limitation is prompt sensitivity. Since segmentation outputs are conditioned

on external prompts, the quality and speci�city of the prompt have a direct impact on the

resulting masks. Ambiguous or imprecise prompts can lead to multiple plausible segmen-

tations, requiring either additional interaction or downstream disambiguation mechanisms

[17, 55]. While models such as SAM explicitly account for ambiguity by predicting multi-

ple candidate masks, selecting the appropriate output remains a non-trivial challenge in

automated pipelines.

Another commonly discussed limitation is the lack of explicit semantic grounding in early

segmentation foundation models. Models driven primarily by spatial prompts produce

class-agnostic masks and do not inherently associate segmentations with semantic cate-

gories. As a result, additional components are often required to �lter, rank, or label masks
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when semantic consistency is required, particularly in applications such as semantic seg-

mentation or concept-driven retrieval [17, 34]. Even in later extensions that introduce

concept-level prompting, semantic recognition and precise localization remain partially

decoupled and may fail under open-vocabulary or long-tail settings [5].

Scale and object granularity also pose challenges for foundation segmentation models.

Although large-scale pretraining enables robust segmentation of prominent objects, per-

formance can degrade for very small, densely packed, or low-contrast objects. Surveyed

works note that segmentation foundation models tend to favor coherent object regions,

which may lead to over-segmentation or under-segmentation in cluttered scenes or high-

resolution imagery with extreme scale variation [55]. These issues are particularly pro-

nounced when the model is applied outside of the distribution of its pretraining data.

Domain shift remains a persistent limitation. Foundation segmentation models are typ-

ically trained on large and diverse datasets, yet their performance can deteriorate when

applied to domains with distinct visual characteristics, such as remote sensing imagery,

medical images, or multi-spectral data. Several works report that, while zero-shot transfer

is often possible, domain-speci�c artifacts and sensor characteristics can signi�cantly a�ect

segmentation quality, motivating the integration of auxiliary models or domain-adaptive

strategies [55].

Finally, existing foundation segmentation models are not designed to function as com-

plete end-to-end solutions. The literature consistently emphasizes that these models are

intended to operate as reusable segmentation backbones within larger systems, relying on

external mechanisms for task speci�cation, semantic interpretation, and error correction

[5, 17, 34]. As a result, practical deployments typically require additional components to

address prompt generation, result validation, and domain-speci�c constraints.

2.2. Open-Vocabulary and Language-Guided Object

Detection

Traditional object detection systems are typically formulated as closed-set problems,

where detectors are trained to recognize a �xed and prede�ned set of object categories.

Although this paradigm has led to strong performance on standard benchmarks, it limits

the applicability of detection models in open-world scenarios, where the set of objects

of interest may be unknown at training time or evolve dynamically. Open-vocabulary

and language-guided object detection aim to address this limitation by enabling detectors

to localize objects beyond a �xed label space, often using natural language as a �exible
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means to specify target categories or concepts [2].

2.2.1. From Closed-Set to Open-Vocabulary Detection

Early work on open-vocabulary object detection (OVOD) focuses on decoupling object lo-

calization from category-speci�c classi�ers. In conventional object detectors, this coupling

is realized throughclassi�cation heads1, i.e., task-speci�c network components attached

to a shared feature extractor in a deep neural network that map region features to a �xed

set of prede�ned category labels in the prediction module (e.g., classi�cation or regres-

sion). Instead of relying on such class-speci�c heads, open-vocabulary approaches lever-

age semantic representations learned from large-scale vision�language models to trans-

fer knowledge to unseen categories. A representative example is ViLD, which distills

language-supervised representations into a region-based detector by aligning visual re-

gion features with language-derived embeddings, enabling the detection of categories not

present in the detection training data [11]. While this strategy enables semantic gener-

alization beyond closed label sets, localization performance remains constrained by the

underlying detection backbone. These early OVOD methods establish the feasibility of

open-vocabulary detection but also reveal key challenges, including weak localization for

rare or �ne-grained categories and sensitivity to the quality of region proposals. As a

result, subsequent work increasingly integrates language supervision more deeply into the

detection architecture.

2.2.2. Vision�Language Alignment for Open-Vocabulary Detec-

tion

The emergence of large-scale vision�language pretraining has been a critical enabler for

open-vocabulary detection. CLIP demonstrates that visual representations learned from

natural language supervision can generalize across a wide range of visual concepts without

task-speci�c �ne-tuning [33]. Although CLIP itself does not perform object detection,

its joint image�text embedding space provides a semantic foundation upon which open-

vocabulary detectors can be built.

Building on this idea, several works explicitly align region-level visual features with lan-

guage representations. GLIP formulates detection as a grounding problem and performs

language-image pretraining to jointly learn localization and semantic alignment [18]. Simi-

larly, RegionCLIP extends CLIP-style supervision to region-level representations, allowing

1In this context, a �head� refers to the �nal layer (or layers) that sit on top of a shared backbone (the
feature extractor) to produce the desired output for a speci�c task.
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Table 2.2: Representative vision�language models and detection frameworks enabling

open-vocabulary object detection.

Model Producer Year Pretraining paradigm Role in open-vocabulary de-
tection

CLIP OpenAI 2021 Image�text contrastive pretrain-
ing at image level

Provides a shared visual�language
embedding space; serves as a
semantic foundation but does not
perform detection directly [33].

GLIP Microsoft 2022 Grounded language�image pre-
training

Formulates detection as language
grounding, jointly learning local-
ization and semantic alignment
[18].

RegionCLIP Microsoft 2022 Region-level CLIP-style supervi-
sion

Extends CLIP supervision to
region proposals, enabling open-
vocabulary detection via region�
text matching [54].

OWL-ViT Google 2022 Vision transformer with language
supervision

Adapts language-pretrained vi-
sion transformers for direct detec-
tion without explicit region-level
distillation [27].

open-vocabulary detection by matching region proposals with textual descriptions [54].

These approaches highlight the importance of learning language-aligned visual features

at the region level, rather than relying solely on global image embeddings.

An alternative direction is exempli�ed by OWL-ViT, which adapts vision transform-

ers pretrained with language supervision to perform detection directly, avoiding explicit

knowledge distillation or region-level pretraining [27]. Table 2.2 summarizes represen-

tative vision�language models and detection frameworks that progressively enable open-

vocabulary object detection, from global image�text alignment to region- and grounding-

based formulations. Although such methods simplify the detection pipeline, they often

trade o� localization accuracy for architectural generality.

2.2.3. Grounded and Language-Guided Object Detection

A more recent line of work treats object detection explicitly as a grounding problem,

where the goal is to localize regions corresponding to a given text query. Transformer-

based architectures have proven particularly e�ective in this setting. MDETR introduces

a uni�ed framework for joint detection and grounding, allowing end-to-end learning of

text-conditioned bounding boxes [14]. Although initially evaluated on referring expression

datasets, MDETR establishes key architectural principles for language-guided detection.

Grounding DINO further advances this paradigm by combining transformer-based de-
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tection with large-scale grounded pretraining, resulting in a detector capable of open-set

object detection driven by textual queries [22]. By aligning detection queries with lan-

guage embeddings, Grounding DINO enables robust localization of unseen categories and

serves as a strong localization backbone in downstream systems. Grounding DINO 1.5 ex-

tends this framework with architectural re�nements and training strategies that improve

robustness and performance, particularly at the boundaries of open-set detection [35].

These grounding-based detectors are especially attractive as modular components, as they

directly map language inputs to spatial object proposals without requiring a �xed label

taxonomy.

2.2.4. Recent Advances Toward Uni�ed and Prompt-Driven De-

tection

Beyond grounding-based detection, recent work aims to unify object detection with broader

visual understanding tasks and more �exible prompting mechanisms. DINO-X proposes a

uni�ed vision model that supports open-world detection along with related understanding

tasks, emphasizing scalability and generalization across domains [36]. Rather than focus-

ing solely on detection accuracy, such models aim to function as general-purpose visual

understanding systems.

Complementary to language-based prompting, point-based and interactive prompting

paradigms have also been explored. Detect Anything via Next Point Prediction formu-

lates detection as a sequential prompting process, where user-provided or automatically

generated points guide object localization [13]. This approach blurs the boundary between

detection and interaction and further illustrates the trend toward prompt-driven object

localization. In parallel with peer-reviewed research, several recently released multimodal

models illustrate the rapid convergence toward uni�ed, prompt-driven visual understand-

ing systems. MoonDream [31] is a vision-language model released as an open-source

system that supports image understanding, region grounding, and question answering

through natural language prompts. While MoonDream has not yet been formally de-

scribed in a peer-reviewed publication, its public release and demonstrated capabilities

re�ect the same trend toward �exible, prompt-driven spatial reasoning observed in recent

open-vocabulary and grounding-based detection models.

Overall, open-vocabulary and language-guided object detection methods provide a �exible

mechanism to convert semantic intent into spatial object proposals. These capabilities

are particularly valuable when detection is used as an intermediate step within larger

vision pipelines, where bounding boxes serve as input to subsequent modules such as
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Table 2.3: Representative grounded, language-guided, and prompt-driven object detection

models.

Model Producer Year Detection formulation Key contribution

MDETR Meta AI 2021 End-to-end detection and
grounding

Introduces a uni�ed transformer
architecture for jointly ground-
ing text queries and predicting
bounding boxes in an end-to-
end manner [14].

Grounding
DINO IDEA Research 2024 Open-set, text-driven detection Combines transformer-based

detection with large-scale
grounded pretraining, enabling
robust open-set localization
from textual queries [22].

Grounding
DINO 1.5 IDEA Research 2024 Improved open-set detection Extends Grounding DINO with

architectural re�nements and
training strategies that im-
prove robustness near open-set
boundaries [35].

DINO-X IDEA Research 2025 Uni�ed open-world detection Proposes a uni�ed vision model
supporting open-world detec-
tion together with broader
visual understanding tasks,
emphasizing scalability and
generalization [36].

Detect Anything IDEA Research 2025 Interactive, point-driven detec-
tion

Formulates detection as a se-
quential prompting process
guided by user-provided or au-
tomatically generated points,
blurring the boundary between
detection and interaction [13].

segmentation or tracking. The progression from grounding-based detectors to uni�ed and

interactive detection paradigms is summarized in Table 2.3.

2.3. Foundation Models for Remote Sensing: Detec-

tion and Segmentation

Recent progress in foundation models has motivated extensive exploration of their ap-

plicability to remote sensing (RS) and Earth observation tasks. Rather than proposing

entirely new architectures, much of the RS literature investigates how general-purpose

vision and vision�language foundation models can be adapted for detection and segmen-

tation under RS-speci�c constraints. Xiao et al. provides a comprehensive overview of

this trend, surveying how foundation models are increasingly used as modular components
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in RS pipelines, while also highlighting the practical challenges that arise when transfer-

ring models trained on natural images to overhead images [46]. In practice, RS systems

frequently combine detection and segmentation models and introduce task-speci�c adap-

tations to address scale, domain mismatch, and limited supervision [9, 46, 49].

2.3.1. Remote Sensing Challenges for Foundation Models

A central challenge in applying foundation models to RS imagery is domain mismatch.

Most segmentation and detection foundation models are pretrained primarily on natural

images, whereas RS data exhibits overhead viewpoints, large homogeneous regions, dense

small objects, and sensor-dependent artifacts. As documented in the RS foundation-model

survey, this mismatch often leads to degraded zero-shot performance and motivates either

explicit model adaptation or careful pipeline design [46]. Studies that directly apply

SAM to RS imagery report that, while the model provides strong generic mask priors, its

outputs are not inherently aligned with RS semantic categories and may require additional

constraints or post-processing to be useful for semantic segmentation tasks [30].

Another widely reported limitation is the reliance on prompts. Promptable segmenta-

tion models o�er �exibility, but RS imagery is characterized by very large spatial extents

where manual prompting is impractical. Several works note that naive prompting strate-

gies can produce redundant, incomplete, or irrelevant masks, especially in multi-scale

RS scenes [30, 50]. To mitigate this, RS-speci�c methods explore structured prompting

strategies and prompt learning. For example, RSPrompter learns to generate prompts for

RS instance segmentation, reducing sensitivity to prompt placement [7], while CAT-SAM

introduces conditional tuning to adapt SAM to few-shot RS scenarios [44].

Scale variation further complicates RS segmentation. Objects of interest can range from a

few pixels to large land-cover regions within the same image, making end-to-end process-

ing di�cult. As a result, many RS pipelines rely on image tiling or region-based inference,

treating scale management as a necessary engineering step rather than an optional opti-

mization [9, 46]. This issue also motivates dataset-centric approaches, such as SAMRS,

which use SAM to scale up RS segmentation datasets and improve downstream model

training [39].

Across the RS literature, two distinct adaptation regimes emerge. Inzero-shotsettings,

foundation model parameters remain �xed, and performance depends on prompt design,

automatic prompt generation, and post-processing strategies [30, 49]. In contrast,adapted

approaches �ne-tune the model or introduce lightweight modules to reduce the RS domain

gap, trading additional supervision for improved robustness [7, 25, 44]. This trade-o� is
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