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Abstract
Augmented Reality (AR) near-eye displays aim to overlay digital content onto the real
world, yet current technologies still face the vergence–accommodation conflict (VAC),
limited outdoor readability, and bulky form factors. Holographic near-eye displays based
on phase-only spatial light modulators (SLMs) offer a physically grounded route to light-
field reconstruction, providing natural focus cues and mitigating VAC.

This thesis investigates phase-only computer-generated holography (CGH) as an enabling
technology for compact, high-performance AR eyewear. After reviewing system-level
requirements for optical see-through AR glasses and the main CGH algorithmic families,
a novel wireframe holography method is introduced. The approach represents 3D scenes
as line segments using astigmatic phase profiles, producing smooth, low-speckle edges at
substantially lower computational cost than dense point clouds—well suited to common
AR overlays such as annotations, contours, and wireframe interfaces.

A major limitation of pixelated phase-only SLMs is persistent zero-order diffraction (ZOD)
from unmodulated light in inter-pixel gaps, which degrades contrast and hinders compact
integration. The core contribution of this work is a camera-in-the-loop interferometric
technique that suppresses ZOD directly at the hologram level. By synthesizing a cor-
rective beam that destructively interferes with the residual zero-order field, the method
achieves � 99% suppression of the central spot without sacrificing field of view, eyebox,
or hologram quality, and without Fourier-plane filtering optics. The calibration is per-
formed once per wavelength, enabling time-multiplexed full-color operation. Experimental
validation in monochromatic and multi-plane configurations demonstrates artifact-free re-
constructions under ambient illumination, supporting the approach for future waveguide-
integrated holographic AR engines.

Keywords: augmented reality; near-eye displays; computer-generated holography; phase-
only SLM; zero-order diffraction suppression; wireframe holography; interferometric cali-
bration.





Abstract in lingua italiana
Gli occhiali per la Realtà Aumentata (AR) mirano a sovrapporre contenuti digitali al
mondo reale in modo naturale e confortevole. Tuttavia, molte soluzioni attuali soffrono
ancora del conflitto vergenza–accomodazione (VAC), risultano poco leggibili in esterno e
richiedono ottiche ingombranti. I display olografici near-eye basati su modulatori spaziali
di luce (SLM) a sola fase rappresentano una via promettente perché ricostruiscono campi
luminosi fisicamente coerenti, fornendo indizi di messa a fuoco realistici e riducendo il
VAC.

Questa tesi studia l’olografia computazionale a sola fase (computer-generated holography,
CGH) come tecnologia abilitante per occhiali AR compatti e ad alte prestazioni. Dopo
aver discusso i requisiti di sistema dei display optical see-through e le principali classi di al-
goritmi CGH, viene introdotto un nuovo metodo di olografia wireframe. Le scene 3D sono
rappresentate come insiemi di segmenti, modellati con profili di fase astigmatici: in questo
modo si ottengono contorni continui e con speckle ridotto, con un costo computazionale
molto inferiore rispetto a rappresentazioni basate su nuvole di punti dense. L’approccio è
particolarmente adatto a contenuti tipici dell’AR, come annotazioni, contorni e interfacce
grafiche essenziali.

Un limite rilevante degli SLM pixelati a sola fase è la diffrazione di ordine zero (ZOD),
dovuta alla luce non modulata negli spazi tra i pixel: essa riduce il contrasto e complica
l’integrazione in sistemi compatti. Il contributo principale di questo lavoro è una tecnica
interferometrica camera-in-the-loop che sopprime la ZOD direttamente a livello di olo-
gramma. Il metodo sintetizza un fascio correttivo che interferisce distruttivamente con il
campo residuo di ordine zero e ottiene una soppressione del punto centrale di circa � 99%,
senza penalizzare campo visivo, eyebox o qualità di ricostruzione e senza richiedere ot-
tiche di filtraggio nel piano di Fourier. La calibrazione è eseguita una sola volta per
ciascuna lunghezza d’onda, consentendo in prospettiva il funzionamento a colori tramite
multiplexing temporale. La validazione sperimentale, in configurazioni monocromatiche
e multi-piano, mostra ricostruzioni prive di artefatti anche in presenza di illuminazione
ambientale, indicando la fattibilità dell’approccio per futuri motori AR olografici integrati
in waveguide.

Parole chiave: realtà aumentata; display near-eye; olografia computazionale; SLM a
sola fase; soppressione della diffrazione di ordine zero; olografia wireframe; calibrazione
interferometrica.
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Introduction
Over the past decade, the hype surrounding augmented and mixed reality eyewear has

manifested in waves, alternating between periods of low expectations and sudden ac-

celerations of interest. Each surge has typically been triggered by the emergence of

one or more enabling technologies that seem capable of overcoming long-standing bot-

tlenecks�whether in optics, electronics or manufacturing�that still prevent AR glasses

from breaking into everyday use. In this sense, AR eyewear sits at the convergence of

several technological trends: low-power processors, compact sensors, advanced computer

vision and AI, high-speed connectivity and increasingly sophisticated display and photonic

technologies. Together, these advances make it realistic to imagine head-worn devices that

are always connected, context-aware and capable of understanding both the user and their

surroundings in real time.

These motivations have fuelled a rapidly growing competition among major industrial

players, all aiming to deliver a product that can reach everyday users rather than remain

con�ned to niche professional markets. Companies such as Microsoft (HoloLens), Magic

Leap, Google (from early smart glasses to more recent enterprise-oriented devices), Meta

(Quest and Ray-Ban Meta) and, more recently, Apple (Vision Pro) have introduced head-

worn systems that span assisted reality, augmented reality and mixed reality. Despite their

architectural and commercial di�erences, they share a long-term ambition: to provide a

seamless interaction with the surrounding environment, to enable continuous monitoring

of behavioural or physiological parameters, and, crucially, to rede�ne how we access digital

content. A key driver is the desire to shift part of today's interaction away from the small,

posture-inducing smartphone screen and toward more natural, heads-up usage patterns.

In this vision, information is overlaid directly onto the user's �eld of view in a way

that preserves an ergonomic posture and allows a continuous, rather than alternating,

perception of real and digital content, while at the same time enhancing the quality of

our interaction with the surrounding environment.

Within this competitive and multidisciplinary landscape, optics emerges as one of the

true bottleneck technologies. Even when computation, sensing and connectivity are suf-

�ciently mature, the optical subsystem in near-eye displays faces stringent constraints in

terms of form factor, �eld of view, eyebox, eye relief, image quality and e�ciency. Cur-

rent commercial devices, particularly those based on conventional stereoscopic displays,

still struggle with the vergence�accommodation con�ict (VAC), which leads to visual dis-
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comfort, nausea and headaches and therefore limits prolonged use. At the same time,

integrating a display engine and an optical combiner into an eyewear-like form factor im-

poses tight limits on size and weight, while user-facing metrics such as brightness, contrast

and transparency must remain compatible with both indoor and outdoor operation.

Among the various optical strategies proposed to address these challenges, holographic

near-eye displays have attracted particular attention. By reconstructing light �elds that

inherently encode correct focal cues and support multiple viewpoints, holographic displays

o�er a principled route to mitigating the VAC and enabling �true 3D� imaging in a compact

form factor. In addition, the ability to tailor the phase of the wavefront at high spatial

resolution opens up the possibility of dynamically steering, shaping and multiplexing

images within the same optical aperture. The holographic display engines and computer-

generated holography (CGH) algorithms that enable such capabilities form the core of

this thesis, and are studied with a view toward their integration into realistic AR eyewear

systems.

In parallel, another family of emerging photonic platforms contributes signi�cantly to the

current hype cycle around AR glasses: metasurfaces and metastructured optics. These

devices promise ultra-thin, multifunctional optical elements that can compress several op-

erations�focusing, beam steering, dispersion control or colour correction�into a single

sub-millimetre layer. When integrated into waveguides or used as couplers and combiners,

metasurfaces can drastically reduce the bulk of near-eye optics while enabling advanced

functionalities that are di�cult to achieve with purely refractive designs. Although meta-

surfaces are not treated in detail in this thesis, it is important to emphasise that they

represent a complementary and potentially fundamental building block of future AR eye-

wear architectures, coexisting with holographic engines within a broader ecosystem of �at

and di�ractive optics.

The race toward a truly wearable AR device has not only led to product launches, but has

also stimulated the creation of dedicated research centres that bring together academic

and industrial expertise. One of these is the Smart Eyewear Lab (SEL), a joint research

platform between EssilorLuxottica and Politecnico di Milano, where the work presented

in this thesis has been carried out. SEL is explicitly devoted to laying the technologi-

cal foundations for next-generation AR glasses, with a strongly multidisciplinary focus.

Research activities span photonics and optical engineering, biomedical, electronics, com-

puter science and design, re�ecting the fact that AR eyewear sits at the crossroads of many

scienti�c �elds of knowledge. Embedded within EssilorLuxottica's global innovation net-

work, the lab carries out industrial research and experimental development on topics such

as display engines, optical architectures, sensing and algorithms, strengthening the link
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between academic research, technology development and potential industrial exploitation.

EssilorLuxottica's commitment to the success of smart eyewear also extends to education:

the company supports specialised courses at Politecnico di Milano on photonics and smart

eyewear, including courses such as *Fundamentals of Photonics: the Science of Light*, to

which I partially contributed.

Within this context, the thesis is structured to follow the trajectory from system-level AR

eyewear requirements down to speci�c holographic techniques addressing a key limitation

of phase-only spatial light modulators. After introducing the extended reality (XR) land-

scape and clarifying the distinctions between virtual, augmented and mixed reality, the

�rst part of the manuscript reviews the architecture and �gures of merit of AR near-eye

displays, with particular emphasis on smart eyewear. This includes an analysis of display

engines, optical combiners and waveguides, and how their properties jointly determine

�eld of view, eyebox, eye relief, brightness, contrast and overall form factor.

The second part of the thesis introduces holography and holographic near-eye displays,

focusing on why computer-generated holography (CGH) is uniquely positioned to address

the vergence�accommodation con�ict and provide correct focal cues. After recalling the

basic principles of holography and its relationship to other 3D display concepts, the dis-

cussion narrows to phase-only CGH and to di�erent scene representations (point-based,

layer-based, polygon-based and line-based), motivating the use of holographic techniques

for AR applications. An intermediate chapter describes the optical integration of these

holographic engines into a laboratory AR setup, including 4f systems, characterisation

tools and the constraints that arise when moving from idealised simulations to real opti-

cal hardware.

The core of the thesis is devoted to the suppression of zero-order di�raction, a persistent

noise term that arises whenever light is modulated with pixelated, phase-only spatial light

modulators. This part of the work both builds on the holographic background developed

in the previous chapters and provides an enabling result for more integrated holographic

display architectures. Because inter-pixel gaps and imperfect coatings leave a residual

non-modulated component, a bright spot appears at the centre of the reconstructed �eld,

limiting image quality and complicating the optical integration of holographic engines

into compact AR form factors. After reviewing the state of the art in ZOD suppres-

sion�such as spatial �ltering, lateral and axial displacement of the image and previously

proposed interferometric schemes�the thesis presents and experimentally validates a new

approach based on destructive interference between the ZOD and a carefully engineered

correction beam. In particular, a camera-in-the-loop calibration procedure is introduced,

enabling near-complete suppression of the zero-order term without sacri�cing �eld of view
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or hologram quality.

In summary, this work follows the trajectory from the current technological and industrial

hype around AR eyewear, through the enabling technologies and system-level require-

ments of smart glasses and the promise of holographic displays, down to a very speci�c

but crucial bottleneck: the zero-order di�raction produced by pixelated modulators. By

addressing this bottleneck within a realistic AR integration framework, the thesis aims to

contribute a small but necessary step toward scalable, high-quality holographic engines

for future augmented reality eyewear.
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1 | Virtual Reality (VR), Mixed Reality

(MR), and Augmented Reality (AR)

1.1. Introduction to Extended Reality (XR) and dif-

ferences among Virtual Reality (VR), Mixed Re-

ality (MR) and Augmented Reality (AR)

The terms Virtual Reality (VR), Augmented Reality (AR), and Mixed Reality (MR)

are often used interchangeably in both industrial and academic contexts, which has con-

tributed to a certain terminological ambiguity. From a technological standpoint, however,

these labels identify distinct classes of systems that di�er in their degree of immersion, in

how they interact with the physical environment, and in the type of sensing and compu-

tation they require [2].

All these systems are usually grouped under the comprehensive termExtended Reality

(XR) , which denotes any human�machine interface where digital content and physical

reality are combined along a continuum. A convenient way to organize this family of

devices is the so-calledreality�virtuality continuum , which spans from a completely real

environment to a fully virtual one. In this work, we will adopt this continuum as a

conceptual framework for classifying existing and emerging head-worn displays.

To �x ideas, it is useful to associate these de�nitions with a qualitative diagram, reported

in Fig. 1.1, where representative commercial devices are positioned along the continuum

according to their level of immersion and see-through capability.
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Figure 1.1: Extended reality spectrum, a conceptual framework that classi�es Augmented

Reality (AR), Mixed Reality (MR), Augmented Virtuality (AV) and Virtual Reality (VR)

devices according to their degree of immersion, from a completely real to a completely

virtual environment. The diagram also places representative commercial products along

the reality�virtuality continuum, highlighting their relative position rather than providing

an exhaustive market overview.

At one extreme of the spectrum liesReality , intended as the unmediated physical environ-

ment, with no arti�cial visual augmentation. Moving away from this point, Augmented

Reality (AR) overlays digital information onto the user's direct view of the real world.

In optical see-through AR, virtual content is added to the incoming light through a trans-

parent combiner or waveguide, so that the user simultaneously perceives both the physical

scene and the superimposed virtual imagery.

Proceeding along the continuum,Mixed Reality (MR) denotes systems in which virtual

content not only coexists with the real world, but is tightly coupled to it. In MR, the

device continuously senses the environment using cameras and depth or inertial sensors,

reconstructing a 3D model of the surroundings. Virtual objects are then rendered with

proper occlusions and illumination cues, can appear behind or in front of real objects, and

can respond to user actions and scene dynamics. In this sense, MR can be interpreted as

a more advanced, spatially aware form of AR, where the boundary between physical and

digital content becomes increasingly blurred.



1| VR MR AR 7

At the opposite end of the spectrum,Virtual Reality (VR) systems fully replace the

user's visual (and often auditory) input with synthetic content. A VR headset typically

blocks the view of the outside world and presents a stereo image pair covering a large

fraction of the visual �eld. In this con�guration, the sense of �presence� is maximized,

but the user is e�ectively decoupled from the real environment and can only interact with

it through indirect sensing (e.g., external cameras or boundary-detection systems).

From a system-level perspective, moving from reality to full VR is associated with a mono-

tonic increase inimmersion and in the complexity of the sensing stack needed to support

it. XR devices integrate an increasingly rich set of sensors: RGB and depth cameras for

environment mapping, inertial measurement units for head tracking, eye trackers for gaze

estimation, hand-tracking cameras, and, in some cases, biomedical sensors monitoring

quantities such as heart rate or skin temperature. Eye tracking, for example, allows the

system to infer the user's locus of attention, enabling gaze-based interaction and foveated

rendering; hand tracking makes it possible to manipulate virtual objects with bare-hand

gestures; physiological monitoring opens the way to adaptive content that responds to the

user's physical or cognitive state.

The application domains of these technologies re�ect their position along the continuum.

VR , with its fully synthetic environments, has found its most natural deployment in

gaming and immersive entertainment, but is increasingly used for training, therapeutic

protocols and collaborative telepresence.AR , by contrast, is particularly suited to sce-

narios where contextual information must be added without disconnecting the user from

the real world: examples include surgical guidance, industrial maintenance, logistics, nav-

igation and in-situ education. MR attempts to combine the advantages of both sides,

enabling dense, spatially coherent overlays that can support complex work�ows in design,

remote assistance and data visualization.

In this thesis, we will mainly focus on optical see-through AR and MR implemented

in the form factor of smart eyewear. Within this scope, XR is considered not only as

an enabling technology for novel user experiences, but also as a demanding integration

problem, where display engines, combiners, waveguides and sensing subsystems must be

co-designed under stringent constraints on size, weight and power consumption.
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1.2. AR Near-Eye Displays (NEDs) General Archi-

tecture

The research direction of this doctoral work is strongly in�uenced by the strategic vision

of its industrial partner, EssilorLuxottica. As the global leader in ophthalmic lenses

and eyewear, the company has launched an ambitious initiative aimed at developing the

technological foundations for the next generation of Augmented Reality (AR) glasses.

Within this framework, the Smart Eyewear Lab(SEL) in Milan has been established as a

Joint Research Platform (JRP) between EssilorLuxottica and Politecnico di Milano, with

the explicit mandate of investigating display and sensing technologies for smart eyewear.

From a product perspective, EssilorLuxottica is already present in the smart eyewear mar-

ket through commercial collaborations, such as the Ray-Ban Meta glasses, and through

devices like the Nuance glasses with integrated hearing support. These products, al-

though not full AR systems, illustrate how smart eyewear can progressively approach the

boundary between consumer electronics and biomedical devices.

However, the transition from the above mentioned class of smart glasses to truly immer-

sive, commercially viable AR eyewear is far from trivial. Adding cameras, microphones

or audio capabilities is not su�cient: one must address a number of tightly coupled

technological challenges, ranging from optical e�ciency and outdoor readability to power

consumption, thermal management, form factor and system integration. In particular, it

becomes necessary to understand and optimize the fundamental building blocks of an AR

near-eye display (NED) architecture.

In this thesis, we will adopt a system-level viewpoint in which an optical see-through AR

NED is decomposed into three primary functional blocks:

1. a display engine , responsible for generating the virtual image (either as a mi-

crodisplay, a scanned beam or a holographic reconstruction);

2. an optical combiner , which merges the virtual image with the real-world scene

along the user's line of sight;

3. a waveguide or relay optics , which transports and reshapes the light from the

engine to the eye while expanding the exit pupil into a usable eyebox.

Around this optical core, additional subsystems�such as eye tracking, hand tracking,

environmental sensing and on-board processing�must be co-designed under strict con-

straints on size, weight and power. In what follows, we focus on the optical architecture

of AR eyewear, providing a more detailed description of its main building blocks, namely
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the display engines, the waveguide subsystems and the optical combiner optics that su-

perimpose the virtual image onto the real world.

1.2.1. Display Engines for AR Smart Eyewear

The display engine is the primary source of virtual imagery in an AR NED and typically

dominates the optical and electrical budgets of the system. Its characteristics directly

impact luminance at the eye, angular resolution, e�ciency and, ultimately, the industrial

feasibility of the device. For day-long wearable use, only a limited electrical power bud-

get can be allocated to the display engines, since the headset must also power sensing,

processing and communication subsystems [4, 28]. This imposes stringent constraints on

the e�ciency of the light engine, which must deliver outdoor-readable luminance while

keeping its electrical power consumption compatible with glasses-like form factors.

Current AR prototypes and products mainly rely on three broad families of display en-

gines:

Self-emissive microdisplays. Self-emissive devices generate their own light at the

pixel level, enabling compact optical systems:

ˆ Micro-OLED ( � OLED) panels provide very high contrast ratios and pixel den-

sities exceeding3000ppi, which are particularly attractive for compact NEDs [28].

However, due to the limited current density that organic emitters can sustain, their

peak luminance is typically in the� 103� 104 cd/m 2 range. This makes� OLEDs

more suitable for architectures with relatively high optical e�ciency (e.g., bird-

bath combiners), and less competitive when combined with low-e�ciency di�ractive

waveguides.

ˆ Micro-LED ( � LED) displays are considered one of the most promising candidates

for AR waveguide-based systems. Prototypes have demonstrated luminances in the

106� 107 cd/m 2 range, with high e�ciency and long lifetime [4, 28]. The main chal-

lenges remain full-color integration and manufacturing yield: current solutions often

rely on three separate monochrome panels combined through an X-cube or similar

optics, with signi�cant penalties in power and system complexity, particularly due

to the comparatively lower e�ciency of red � LEDs.

Light-modulation microdisplays. In this class of engines, a microdisplay modulates

an external illumination source:

ˆ Liquid Crystal on Silicon (LCoS) uses a re�ective LC microdisplay illuminated
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by an external light source. LCoS technology is mature and cost-e�ective, and has

been adopted in early AR products such as HoloLens 1 [28]. Typical front-lit LCoS

engines can reach panel luminances in the106� 107 cd/m 2 range, with electrical pow-

ers of a few hundred milliwatts up to� 0:8 W for multi-lumen outputs, depending

on the illumination architecture and color-sequential scheme [4, 28]. However, the

need for polarized light and a relatively bulky illumination system can limit both

e�ciency and form factor.

ˆ Digital Light Processing (DLP) employs an array of micromirrors that de�ect

light either toward or away from the projection optics. Since DLP engines operate

with unpolarized light and highly re�ective mirrors, they can achieve high optical

e�ciency and panel luminances comparable to LCoS, with electrical powers on the

order of a few hundred milliwatts for similar optical outputs [28]. The main draw-

back is that the illumination and relay optics tend to be relatively complex and

thick, which is not ideal for glasses-like form factors.

Light-scanning engines. A di�erent approach is to raster-scan a collimated beam

across the �eld of view:

ˆ Laser Beam Scanning (LBS) uses one or more MEMS mirrors (or other fast

de�ectors) to steer a laser beam and draw the image in time. LBS engines can

achieve very compact volumes (well below1 cm3) and high peak luminance, with

electrical powers in the few hundred milliwatt range for multi-lumen outputs [4, 28].

HoloLens 2 is a notable example of this architecture. The main challenges are

speckle management, scan linearity and the safe handling of laser radiation in a

near-eye context.

A simpli�ed, quantitative comparison of these display engines, synthesized from [4, 28], is

reported in Table 1.1. The values should be interpreted as indicative ranges derived from

representative designs, rather than as exact speci�cations for any given product.

1.2.2. Outdoor Readability and Luminance Budget

For AR eyewear targeting everyday use, one of the most stringent requirements isoutdoor

readability: virtual content must remain legible against bright ambient scenes, including

direct sunlight. To reason about this quantitatively, it is convenient to adopt standard

photometric quantities weighted by the luminous e�ciency functionV(� ), describing the

eye's sensitivity to wavelength [13, 28].



1| VR MR AR 11

Photometric de�nitions. We recall three key quantities:

ˆ Luminous �ux � v [lm]: total amount of visually weighted light power.

ˆ Luminance L [cd/m2, nits]: directional brightness per unit projected area and per

unit solid angle,

L =
d2� v

dA d
 cos �
; (1.1)

where� is the angle between the surface normal and the observation direction.

ˆ Illuminance Ev [lux]: luminous �ux incident per unit area; commonly used to describe

ambient lighting conditions.

In the context of optical see-through NEDs, it is helpful to distinguish between:

(a) the luminance at the eye , Leye, i.e. the e�ective luminance delivered to the retina

after all optical losses and pupil expansion;

(b) the panel (or engine) luminance , Lpanel, i.e. the luminance of the microdisplay or

reconstructed source before coupling into the combiner or waveguide.

Due to the limited e�ciency of waveguides and exit pupil expanders,Lpanel must be much

higher than Leye, often by one to two orders of magnitude [4, 28, 29].

Ambient Contrast Ratio (ACR). A widely used �gure of merit for outdoor read-

ability in optical see-through systems is theAmbient Contrast Ratio (ACR), de�ned as

[13, 28]:

ACR =
Lon + T Lamb

Lo� + T Lamb
; (1.2)

where

ˆ Lon and Lo� are the luminances of the virtual image in its bright and dark state;

ˆ Lamb is the ambient scene luminance as seen through the combiner;

ˆ T is the optical transmittance of the see-through path.

In practice, an ACR of � 3:1 to 4:1 is often taken as a minimum for comfortable legibility

of bright symbols or text in high ambient light [28, 29].

Order-of-magnitude luminance requirement. To obtain a simple, yet informative

estimate, we consider:

ˆ a bright outdoor scene with ambient luminanceLamb � 104 cd=m2 (sunny daylight on

typical surfaces) [28];
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ˆ a see-through transmittanceT � 0:8, representative of high-quality waveguide com-

biners;

ˆ a display intrinsic contrast ratio of CR � 1000:1, implying Lo� � Lon=CR;

ˆ a target ACR � 4:1 for bright content.

Substituting these values into Eq. (1.2) and solving forLon yields aneye-sideluminance

requirement on the order of 2-3104 cd=m2.

If we now assume an end-to-end optical e�ciency from the engine to the eye of� opt � 3%

for a di�ractive waveguide system (a representative �gure for current architectures [4, 29]),

the correspondingpanel luminance must satisfy:

Lpanel �
Leye

� opt
�

(2� 3) � 104

0:03
� (6� 10) � 105 cd=m2:

This rough calculation, based on conservative parameters, con�rms the commonly cited

need for display engines in the� 106 cd/m 2 �million-nit� class to ensure outdoor read-

ability with di�ractive waveguides [4, 28]. In the remainder of this work, this requirement

will serve as a practical benchmark when comparing candidate engine technologies under

realistic optical e�ciencies and power budgets.

1.2.3. Research Frontier: Laser Sources and Phase-Only SLM

Engines

As summarized in Table 1.1, existing display engines force a di�cult compromise between

brightness, e�ciency, form factor and system complexity. In addition, all conventional

panel-based NEDs share a fundamental limitation: they present the virtual image at a

�xed focal distance, thereby failing to provide correct accommodation cues across depth

and inherently su�ering from the Vergence�Accommodation Con�ict (VAC) [20].

A more rigorous and quantitative discussion of the VAC will be given in Chapter 2.

At the research level, a particularly promising route to address both the brightness and

VAC limitations is the combination of coherent laser sources with a phase-only Spa-

tial Light Modulator (SLM) . Within this architecture, the SLM is used to shape the

optical wavefront, enabling computer-generated holography (CGH) and, in principle, the

formation of complex three-dimensional scenes with correct focus cues.

From a system-engineering standpoint, this approach presents three major advantages:

1. True holographic imaging. By modulating the phase of a coherent laser beam, a
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phase-only SLM can reconstruct wavefronts corresponding to 3D objects at arbitrary

depths. This makes it possible, at least in principle, to generate virtual images with

correct vergence and accommodation cues, thereby intrinsically resolving the VAC

and o�ering a more natural and comfortable viewing experience [16, 20, 22, 28]. A

more detailed treatment of vergence�accommodation issues in holographic NEDs

will be presented in Chapter 2.

2. Favorable power budget and di�raction-limited e�ciency. Phase modula-

tion is inherently energy preserving: in the ideal case, light is redistributed among

di�raction orders rather than being absorbed or blocked. When combined with e�-

cient semiconductor lasers, this leads to a highly attractive power budget, provided

that the holographic computation drives most of the light into the desired orders.

A signi�cant part of current research therefore focuses on optimizing the di�raction

e�ciency of phase-only CGH and on suppressing unwanted components, such as

the zero-order beam, that otherwise waste optical power and degrade image quality

[10, 33, 42].

3. Laser brilliance. Laser sources can easily provide the extreme luminance required

for outdoor AR. Laser-driven engines in combination with microdisplays or SLMs

can reach panel luminances in the multi-million-nit range while maintaining high

radiometric e�ciency [28]. This makes them particularly well suited for architectures

with low optical throughput, such as di�ractive waveguides with aggressive exit pupil

expansion.

In the context of this thesis, the laser + phase-only SLM architecture will be considered as

the reference research platform. This choice is aligned with the current trajectory of inter-

national research on holographic AR eyewear, where coherent laser engines and phase-only

SLMs are increasingly being integrated with waveguide combiners and metasurface cou-

plers to realise compact, three-dimensional, outdoor-readable AR glasses. Representative

examples include the waveguide holography architecture developed at Meta Reality Labs

[22] and the metasurface-waveguide holographic AR glasses demonstrated by Stanford

University [16].

Using the order-of-magnitude luminance requirement derived in Sec. 1.2.2, namely an

eye-side luminance of a few104 cd=m2 and an end-to-end optical e�ciency of about3%,

we obtain a corresponding panel luminance benchmark of� 8 � 105 cd=m2 for di�ractive

waveguide architectures. This value is reported in Table 1.1 as a practical design target

and is used as a reference when comparing di�erent display engine technologies under

realistic power and e�ciency constraints.
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Table 1.1: Simpli�ed comparison of display engine performance for AR eyewear. Data

synthesized from Kress (2020) [28] and Bartoli et al. (2024) [4]. Values are indicative

ranges from representative designs, not exact product speci�cations. The �luminance

margin vs requirement� is the ratio between the typical display luminance and a minimum

requirement of� 8 � 105 nits at the display output for di�ractive waveguides in outdoor

use.

Technology Luminance at
display output

(nits)

Luminance
margin vs

requirement

Power
consumption

(mW)

� -OLED 103 � 104 0:001 � 0:01�
(below

requirement)

N/A (limited by
brightness)

LCoS (e.g.,
front-lit engines)

� 1:5 � 106 �
5 � 106

� 2 � 6� � 780 � 830

DLP
(micromirror)

� 1:5 � 106 �
5 � 106

� 2 � 6� � 440 � 780

� -LED > 106 � 107 � 1 � 12� � 250 � 2200

Laser Beam
Scanning (LBS)

> 106 � 107

(e�ective)
� 1 � 12� � 220

(LED-illuminated)
to � 2200

Benchmark:
minimum
requirement
(di�ractive
waveguide)

� 8 � 105 1� (requirement) < 1000
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1.3. Waveguides

In most glasses-like AR near-eye displays, awaveguideis used as the optical substrate

that transports the image from the display engine to the eyebox while preserving a slim,

lens-like form factor [13, 28, 29]. In its simplest description, a waveguide is a transparent,

high-index plate that con�nes light by total internal re�ection (TIR) and redistributes it

in front of the user's eye. From the system designer's perspective, it is the key element

that allows a very small, bright engine to be hidden at the edge of the lens while still

providing a usable �eld of view (FoV) and eyebox in front of the pupil.

Within EssilorLuxottica, the design and fabrication of waveguides are already the subject

of dedicated internal development, based on consolidated know-how in materials, grat-

ing recording and high-volume replication processes. The Smart Eyewear Lab does not

currently pursue fundamental research on waveguide fabrication, as the underlying ma-

terials and techniques are considered su�ciently established for the purposes of system

integration. In what follows, waveguides will therefore be treated as available optical

components.

From a functional viewpoint, the waveguide plays two distinct but closely related roles:

ˆ it acts as anoptical relay , routing the light from a compact display engine placed

at the edge of the lens to a region in front of the pupil;

ˆ it functions as anexit pupil expander (EPE) , replicating the small exit pupil of

the engine into a largereyeboxthat allows natural eye motion and tolerates small

misalignments [13, 29].

These two roles are constrained by etendue conservation. A typical AR waveguide takes

a few-millimetre-wide engine pupil and expands it by one to two orders of magnitude in

area to obtain a multi-millimetre eyebox that covers an interpupillary distance range and

allows angular eye rotations over the FoV. As a consequence, waveguide design introduces

a characteristic three-way trade-o� between:

ˆ FoV : the angular extent over which virtual content can be displayed;

ˆ Eyebox : the lateral and axial range over which the full FoV remains visible;

ˆ Optical e�ciency : the fraction of engine light that reaches the eye after coupling,

propagation and out-coupling.

For a given engine and substrate index, increasing FoV or eyebox typically requires more

aggressive pupil expansion, which in turn lowers e�ciency and drives up the required
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panel luminance and electrical power. Conversely, relaxing FoV and eyebox constraints

allows higher e�ciency but leads to less immersive and less tolerant devices. This system-

level trade-o� will appear recurrently throughout the thesis whenever engine brightness,

waveguide e�ciency and power budget are discussed together.

A bare waveguide that only performs TIR does not yet superimpose the virtual image

onto the outside world. To become an AR combiner, it must be equipped with dedicated

coupling structures that inject light into the substrate and extract it toward the eye.

These structures can be:

ˆ di�ractive elements, such as surface-relief gratings (SRGs) or volume Bragg gratings

(VBGs);

ˆ re�ective elements, such as arrays of partially re�ective mirrors or prisms;

ˆ more advanced nanostructured elements, such as holographic optical elements (HOEs)

or metasurfaces.

In this thesis, we will use the termwaveguideprimarily to refer to the guiding substrate

and its TIR-based pupil-expansion function, while reserving the termoptical combiner for

the speci�c in-coupling and out-coupling structures that perform the see-through super-

position. The next section compares these combiner technologies (beamsplitters, HOEs

and metasurfaces) and clari�es how they can be implemented either as free-space elements

or integrated on top of a waveguide substrate.

1.4. Optical Combiners for AR NEDs

Beamsplitters (BS)

A beamsplitter is one of the most traditional and conceptually simple optical combiners.

In its basic plate or cube form, it simultaneously re�ects light from a display engine

toward the user's eye and transmits light from the outside world, thereby superimposing

virtual imagery onto the real scene. This �free-space� architecture, used for example in

so-called birdbath systems, is attractive for rapid prototyping but is generally unsuitable

for glasses-like AR NEDs due to two main limitations [4, 28]:

ˆ No eyebox expansion : a simple BS does not perform exit pupil expansion, so the

usable eyebox is essentially set by the engine pupil and the front optics.

ˆ Low system e�ciency : a 50/50 BS wastes roughly half of the display light and

attenuates the real-world view by a similar factor; even with unbalanced coatings,
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a signi�cant fraction of the available light is lost, impacting both brightness and

see-through quality.

Holographic Optical Elements (HOEs)

A Holographic Optical Element (HOE) is a di�ractive component that replicates the

function of a lens, mirror or grating, but is encoded as an interference pattern within a

photosensitive material, typically a photopolymer. In AR applications, HOEs are often

implemented as volume Bragg gratings (VBGs) used as highly e�cient in-couplers, out-

couplers or free-space combiners, sometimes multiplexed to handle di�erent colours or

incidence angles [28, 29].

The main appeal of HOEs is that they can realise relatively complex optical functions

(e.g. o�-axis collimation or focusing) within a thin, lightweight layer that is compatible

with lens-like form factors. However, several limitations are particularly relevant for AR

NEDs:

ˆ Angular and spectral selectivity : thick VBG-based HOEs are intrinsically nar-

rowband and angularly selective; therefore, achieving a large FoV and broadband

(RGB) operation typically requires angular and/or wavelength multiplexing (i.e.,

multiple recorded gratings within the same volume) and careful design [28, 29].

ˆ Colour and brightness uniformity : when only a small number of gratings are

used to cover the visible spectrum, colour and e�ciency can vary across angle and

wavelength, leading to non-uniform appearance and colour shifts [28, 29].

ˆ See-through artefacts : as combiners, HOEs di�ract not only the engine light but

also bright external sources, which can generate unwanted �rainbow� artefacts or

ghost images in the see-through view [28].

ˆ Process maturity : while there is signi�cant industrial experience with holographic

gratings, the materials and processes for high-performance, multiplexed HOEs tai-

lored to AR remain specialized and impose non-trivial constraints on manufacturing

and cost [29].
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Table 1.2: Comparison of di�erent optical combiner technologies and their main �gures

of merit. Data synthesized from [5, 7, 23, 24, 27, 53].

Optical
Combiner

FOV Eyebox Form Factor
(Thickness)

E�ciency
( � OC )

Free-Space
Combiner

� 50° Large Very Large High

Freeform Prism � 90° Large Large Medium

Freeform Mirror � 120° Medium Large Medium

Cascade Mirror � 40° Medium�Large Medium Medium�Low

Birdbath � 15°�50° Medium�Large Large* Medium�Low

O�-axis HOE
(for LBS)

� 15° Small Small Low

Surface-Relief
Gratings

� 50° Small Medium Low

Polarization
Volume
Gratings

� 50° Small Small Low

*Keeping FOV and eyebox small it is possible to reduce the thickness.

Metasurfaces

Metasurfaces can be regarded as the two-dimensional counterpart of bulk metamaterials:

ultrathin optical components composed of dense arrays of subwavelength �meta-atoms�

that locally control the phase, amplitude and polarization of light [11, 51]. Unlike conven-

tional refractive optics, where wavefront shaping is achieved by accumulating phase along

a propagation distance much larger than the wavelength, metasurfaces implement abrupt

phase discontinuities over distances comparable to the free-space wavelength, enabling

�at lenses, beam de�ectors and holograms with nanometric thickness [51].

From an electromagnetic viewpoint, metasurfaces are engineered interfaces with tailored

surface impedance or polarizability, realised by nanoresonators or nanoantennas patterned

with subwavelength pitch [11]. By adjusting the geometry, orientation and material of

each meta-atom, one can synthesise arbitrary spatial distributions of optical response,

including 2� phase coverage, strong birefringence and spin-orbit (polarization-dependent)

e�ects. This level of control has led to a broad family ofmeta-optical components, ranging

from metalenses and beam shapers to holographic plates and polarimetric sensors [35, 51].
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In the context of AR smart eyewear, metasurfaces are particularly attractive as:

ˆ ultra-thin combiners and couplers , capable of performing in-coupling, out-

coupling and wavefront shaping within a sub-micrometre thickness, fully compatible

with lens-like substrates and waveguides;

ˆ highly integrated optical functions , where focusing, dispersion control, polar-

ization management and even basic image processing can be co-designed in a single

patterned layer [35];

ˆ platforms for smart vision , in which the meta-optical front-end performs some

sensing or computation optically. By o�oading these tasks from the electronic back-

end, the system can be smaller and more power-e�cient, which is especially useful

for wearables [35].

Recent reviews highlight how metasurfaces are moving from laboratory demonstrations to

application-driven designs for compact cameras, LiDAR, biomedical imaging and wearable

devices [35]. In particular, several works have proposed or demonstrated metasurface-

based couplers and combiners that could, in principle, replace conventional gratings or

HOEs in AR waveguides, o�ering improved control over chromatic dispersion, polarization

and angular response [28]. When combined with holographic or pixelated engines such

as phase-only SLMs, metasurfaces open the possibility of co-designing the source and the

combiner to jointly optimise etendue usage, stray-light suppression and colour uniformity

within the constraints of a glasses-like form factor.

At the same time, metasurface-based combiners face non-trivial challenges when evaluated

against the stringent requirements of AR NEDs:

ˆ E�ciency over wide bandwidth and FoV : many high-performance metasur-

faces rely on resonant e�ects that are inherently narrowband and angle-sensitive.

Designing a single-layer structure that maintains high di�raction or focusing ef-

�ciency across the full visible spectrum and over tens of degrees of FoV remains

di�cult [35, 51].

ˆ Fabrication and scalability : AR waveguides require centimetre-scale apertures

with tight tolerances on phase and polarization response. Patterning subwavelength

features over such areas (often on high-index substrates and non-planar geometries)

pushes current lithographic and nanoimprint processes to their limits, with direct

implications for yield and cost.

ˆ Polarization management : many metasurface designs are strongly polarization

dependent, which may necessitate additional polarization control in the engine and
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the waveguide, further constraining the system design.

Despite these challenges, the consensus emerging from the meta-optics literature is that

metasurfaces are a promising route toward the next generation of compact, multifunctional

optical front-ends for smart vision, including AR and MR headsets [35].

Figure 1.2: Examples of smart-vision systems enabled by metasurfaces, including compact

imaging modules and wearable or augmented-reality form factors. Metasurfaces act as

ultra-thin optical front-ends that jointly perform beam shaping, focusing and spectral or

polarimetric �ltering. Reproduced from [35].

1.5. Figures of Merit for AR NEDs

Over the past decades, AR eyewear has experienced several cycles of enthusiasm and dis-

appointment, often driven either by the emergence of promising new technologies or by the

di�culty of integrating all the required subsystems into a compelling product. Although

there now exist highly advanced display and waveguide technologies, it remains extremely

challenging to meet simultaneously the main requirements of AR glasses: lightweight form

factor, su�ciently wide �eld of view, high angular resolution, outdoor-readable brightness
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and acceptable battery life. For this reason, it is useful to explicitly identify the most

relevant �gures of merit and the trade-o�s that link them, both on the optical and on the

system side.

1.5.1. Optical parameters

In this thesis, we will repeatedly refer to the following optical �gures of merit for AR

near-eye displays:

ˆ Field of View (FoV) : the angular extent over which virtual content can be dis-

played at any given time. A larger FoV increases immersion and makes virtual

objects easier to integrate into the real scene, but for a �xed engine and waveguide

it typically comes at the cost of reduced angular resolution or smaller eyebox.

ˆ Eyebox : the three-dimensional region in which the eye can be placed while still

seeing the full FoV. A large eyebox is crucial for comfort, as it allows natural eye

movements and tolerates small misalignments of the glasses; however, for a given

engine étendue, increasing eyebox size tends to reduce luminance at the eye and/or

limit FoV [13, 29].

ˆ Angular resolution (PPD) : the number of display pixels per degree of visual

angle, which directly determines perceived sharpness and text readability. Values

of � 45 PPD or higher are desirable for high-quality experiences, while approaching

60 PPD corresponds to nominal 20/20 visual acuity. For a �xed panel resolution,

increasing FoV reduces PPD.

ˆ Virtual image distance and VAC : the e�ective focal distance at which the

virtual image is presented. Conventional AR NEDs typically �x this distance to a

few metres, which simpli�es the optics but leads to the Vergence�Accommodation

Con�ict (VAC) when virtual content is intended to appear at di�erent depths. As

discussed in Sec. 1.2.3, this is one of the motivations for holographic approaches; a

more rigorous treatment of the VAC is deferred to Chapter 2.

ˆ Luminance and brightness : luminance L [cd/m2] is the radiometric quantity

weighted by the luminous e�ciency function V(� ) and is the appropriate metric for

specifying display brightness in a reproducible way. Perceived brightness, instead,

depends on luminance, ambient light, contrast and the adaptation state of the visual

system. For outdoor-readable see-through AR, the required luminance at the eye

is in the 104 cd/m 2 range, which translates into �million-nit� class luminance at

the panel for di�ractive waveguides with a few percent e�ciency, as discussed in
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Sec. 1.2.2.

ˆ Contrast and Ambient Contrast Ratio (ACR) : the intrinsic contrast ratio of

the engine (i.e., the ratio between bright and dark states) is only part of the story

in optical see-through systems. The relevant metric for legibility in ambient light

is the Ambient Contrast Ratio (ACR), de�ned in Eq. 1.2. In practice, values of

3:1� 4:1 are often considered the minimum for comfortable outdoor readability [28].

ˆ Eye relief : the distance between the last optical surface and the front of the eye.

Typical values in commercial devices are 13�25 mm, to accommodate prescription

glasses and natural blinking. Larger eye relief improves compatibility with corrective

eyewear but tightens the étendue constraints on FoV and eyebox.

ˆ Optical e�ciency : the fraction of optical power generated by the engine that

reaches the eye within the useful FoV. This includes all losses in coupling, prop-

agation, out-coupling and coatings. High e�ciency is essential for keeping engine

electrical power within a reasonable budget while still meeting luminance require-

ments.

These parameters are strongly interdependent. Table 1.3 summarises typical quantitative

values for AR systems and the main trade-o�s that couple them.

Table 1.3: Optical parameters and trade-o�s for AR smart eyewear.

Optical

Parameter

Typical Quantitative Values

(AR)

Main Trade-o�s

Field of View

(FOV)
ˆ Non-immersive smart eyewear:

10� �20 � diagonal

ˆ HoloLens 1: 34�

ˆ HoloLens 2 / Magic Leap 1:

� 50� �52 � diagonal

ˆ Example holographic

waveguide: 17� (laser) vs 34�

(LED)

ˆ Eyebox: Wider FOV is

inversely related to eyebox size

for �xed étendue.

ˆ Resolution (PPD): For a

given panel, larger FOV lowers

perceived angular resolution.

ˆ Form factor: Large FOV

generally requires larger and

more complex optics.

Continued on next page
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Table 1.3 � continued from previous page

Optical

Parameter

Typical Quantitative Values

(AR)

Main Trade-o�s

Eyebox
ˆ Often de�ned at 50%

vignetting (pupil range 2�7

mm).

ˆ Must cover an IPD range of

� 52 mm to 76 mm.

ˆ Form factor: Larger eyebox

requires larger or more

complex pupil expanders.

ˆ Brightness: Increasing

eyebox reduces luminance at

the eye for a given engine.

ˆ FOV: Étendue ties maximum

FOV and eyebox size.

Eye Relief
ˆ Typical range: 13 mm�25 mm

(to accommodate prescription

glasses).

ˆ Eyebox: Greater eye relief

tightens étendue constraints

and can reduce e�ective

eyebox.

Angular

Resolution

(PPD)

ˆ Target: close to human visual

acuity.

ˆ 20/20 vision: � 60 PPD.

ˆ High-quality AR: � 45 PPD.

ˆ FOV: PPD decreases as FOV

increases (for a �xed panel).

ˆ Computation: High PPD

over wide FOV is demanding

for rendering hardware.

Virtual Image

Distance
ˆ Often �xed at 1�3 m for

comfort in current devices.

ˆ VAC: Fixed focal distance

creates

vergence�accommodation

con�ict for content at other

depths.

ˆ Optical complexity:

Varifocal or multifocal

solutions add optical and

mechanical complexity.

Continued on next page
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Table 1.3 � continued from previous page

Optical

Parameter

Typical Quantitative Values

(AR)

Main Trade-o�s

Eye Glow

(World-Side

Leakage)

ˆ Re�ective waveguides:

< 1%�5%

ˆ Holographic couplers:

� 8%�10%

ˆ Surface-relief gratings

(slanted): � 40%

ˆ Surface-relief gratings

(binary): � 50%

ˆ E�ciency vs. discretion:

Higher coupling e�ciency

often increases �eye glow�,

a�ecting eye contact and

social acceptability.

1.5.2. Non-optical parameters

In addition to optical performance, practical AR eyewear must satisfy a number of non-

optical constraints that have a direct impact on user acceptance:

ˆ Electrical power budget and battery life : only a limited average power (of the

order of a few watts) can be allocated to the entire headset, to maintain reason-

able battery size and operating time. The display engine and waveguide e�ciency

therefore have immediate consequences for industrial feasibility.

ˆ Weight and mechanical balance : total weight, its distribution on the head and

the resulting pressure on the nose and ears strongly a�ect comfort and long-term

wearability. This constrains the mass of optics, batteries and electronics.

ˆ Form factor and aesthetics : for everyday use, AR glasses must remain close

to conventional eyewear in size and appearance. Bulky front optics or conspicuous

housings are generally unacceptable outside professional or niche applications.

ˆ Thermal management and safety : dissipating several watts in a glasses-like

form factor without causing discomfort or exceeding safety limits on skin and eye

exposure poses non-trivial design challenges.

These non-optical parameters will not be analysed in detail in the following chapters,

which focus mainly on holographic display engines and zero-order suppression. However,

they provide the boundary conditions within which the proposed optical architectures

must ultimately operate.
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Summary and Outlook

This chapter has outlined the conceptual and technological landscape of Extended Reality,

with a speci�c focus on optical see-through AR eyewear. Starting from the VR�AR�MR

continuum, we have positioned AR near-eye displays within existing system architectures,

reviewed the main classes of display engines, highlighted the emerging role of laser-based,

phase-only SLM engines; we have highligthed the role of waveguides and advanced optical

combiners such as HOEs and metasurfaces. We have then introduced the key �gures of

merit for AR NEDs, both optical (FoV, eyebox, PPD, luminance, contrast, e�ciency)

and non-optical (power budget, form factor, weight, thermal constraints), emphasizing

the fundamental trade-o�s that link them.

Taken together, these elements de�ne the trajectory to be followed when designing an

AR glasses architecture that is not only physically realizable, but also compatible with

everyday use. The discussion in this chapter is intended to provide the reader with a

common vocabulary and a system-level framework for interpreting the more specialised

developments presented in the following chapters, as well as the rationale behind the spe-

ci�c system components that are addressed. In particular, the next chapters will examine

holographic display engines, holographic encoding algorithms and zero-order suppression

techniques, always with a view to their eventual integration into practical AR eyewear

systems.
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2 | Holography for (AR) Near-eye dis-

plays (NEDs)

2.1. Introduction

Augmented Reality (AR) near-eye displays (NEDs) are expected to overlay digital content

onto the physical world with the ease and comfort of everyday eyewear. To be credible

in real-world use, they must remain compact and lightweight, deliver images that are

readable from dim interiors to full outdoor daylight, and support extended wear without

visual discomfort. Conventional, intensity-only display paradigms struggle to meet these

demands simultaneously: they do not provide true viewpoint dependence (the scene does

not change correctly as the user moves) and, by �xing focus at a single distance, they

can provoke thevergence�accommodation con�ict (VAC)�a mismatch known to reduce

immersion and comfort during prolonged use [15, 20, 44].

Holography tackles these limitations at the level of the optical wavefront. By recon-

structing the full optical �eld �amplitude and phase�it can present virtual content with

correct parallax andnatural focus cues, allowing the eye to accommodate at the perceived

depth rather than at a �xed display plane [15, 44]. In parallel, thin di�ractive compo-

nents such as holographic optical elements (HOEs) and waveguide couplers o�er a path

to glasses-like form factors that route, expand, and out-couple light e�ciently for every-

day wear [16, 22, 28, 29]. This combination�wavefront-accurate imagery and lightweight

optics�frames why holography is central to AR NEDs.

In this chapter, holography is treated from its origins to the techniques most commonly

used today, with the goal of identifying which approaches are relevant�and how they are

relevant�for AR NED applications. The chapter is organized as follows:

1. Holography: Principles, Historical Notes, and Mathematical derivation

� Core concepts and compact derivations (object/reference �elds, interference terms,

reconstruction by di�raction, o�-axis separation), integrated with key milestones

from Gabor to re�ection/volume holograms and HOEs [15, 44].

2. Holography for AR: Immersion and VAC Mitigation � How wavefront-

accurate reconstruction provides viewpoint dependence and natural focus cues, and

how this mitigates the vergence�accommodation con�ict (VAC) [15, 20].



28 2| Holography for (AR) Near-eye displays (NEDs)

3. Foundations of Computational Holography: CGH and Digital Hologra-

phy � A conceptual introduction to Computer-Generated Holography (CGH) and

Digital Holography (DH), outlining their fundamental principles, distinct roles in

the �eld, and the conceptual boundaries of their application in this work.

4. Hyperspectral Digital o�-axis Holography � Why these techniques align with

AR requirements and how this motivates the focus of the next chapter.

2.2. Holography: Principles, Historical Notes, and

Mathematical derivation

As established, the fundamental promise of holography is to record and reconstruct the

entire optical �eld �both its amplitude and phase. Upon illumination, the hologram

regenerates a wavefront optically equivalent (within design limits) to that scattered by

the original object [15, 44]. The perceptual result is that an observer's visual system

receives cues indistinguishable from the original scene: they perceive viewpoint-dependent

parallax and, critically, natural focus cues, allowing the eye to accommodate at the object's

perceived depth.

The term "hologram" is frequently used to describe two distinct concepts:

1. The Holographic Recording : The physical, static medium (e.g., the photopoly-

mer �lm or plate) that stores the microscopic interference pattern (thefringes).

2. The Holographic Reconstruction : The three-dimensionalvirtual image that is

perceived by an observer when the recording is illuminated correctly.

This ambiguity can be confusing, as the recording is a physical, data-encoded object,

while the reconstruction is the dynamic optical phenomenon it produces. Throughout this

thesis, the speci�c meaning of the term "hologram"�whether referring to the physical

plate or the virtual image�will be clear from the context of the discussion.

Historical Context The principles of wavefront reconstruction were �rst articulated

by Dennis Gabor in 1947 [44]. His in-line con�guration, developed before the laser,

was theoretically sound but su�ered from a severe practical limitation: the reconstructed

image was inseparably overlapped by the high-intensity, undi�racted background light

(the zero-order) and an unwanted conjugate image.

The essential breakthrough for practical holography was the invention of thelaser in

1960. The laser provided a source with the high spatial and temporal coherence required
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to record stable, high-contrast interference fringes. This new tool immediately enabled

Emmett Leith and Juris Upatnieks (circa1962-1964) to developo�-axis holography. By

simply tilting the reference beam, they successfully caused the desired image, the zero-

order, and the conjugate image to separate angularly, allowing for clear, noise-free 3D

reconstructions for the �rst time.

These concepts form the very foundation of modern Computer-Generated Holography

(CGH). The underlying optical physics is identical, whether the interference pattern (the

hologram) is physically recorded in a medium or digitally computed and displayed on an

SLM.

Subsequent developments were critical, as they revealed that holograms could be engi-

neered to be more than just 3D images. Speci�cally, the use ofvolume (thick) record-

ing media andre�ection-type geometries demonstrated that the hologram's di�ractive

properties could be made highlyselective to both angle and wavelength.

This historical work�which transformed the hologram from a 3D picture into a high-

precision di�ractive �lter�provides the direct foundation for the Holographic Optical

Elements (HOEs) discussed in 1. The HOEs used as couplers and combiners in mod-

ern AR systems are, in fact, precisely these engineered volume holograms (e.g., Volume

Bragg Gratings), which are designed to selectively di�ract display light while remaining

transparent to the outside world [28, 44].

Two-stage operation (recording and reconstruction). In the recording stage,

the light scattered by the object (theobject wave) is superposed with a mutually coherent

reference wave; their interference produces a microscopic fringe pattern that translates

otherwise inaccessible phase di�erences into a recordable intensity map. In therecon-

struction stage, illuminating the developed pattern (the hologram) with an appropriate

beam causes it to act as a �nely structured di�raction grating that reshapes the incident

light into the desired wavefront [15].

To practically realize the holographic recording stage, several stringent conditions must

be satis�ed. A high-coherence light source, typically a laser, is required to ensure that

the object and reference beams are mutually coherent across the entire recording aperture

(spatial coherence) and can tolerate optical path di�erences (temporal coherence). The

recording medium itself�such as a photopolymer or silver-halide plate�must o�er suf-

�cient spatial resolution to resolve the microscopic interference fringes, which can be on

the order of the light's wavelength. Furthermore, the entire interferometer must maintain

sub-wavelength mechanical and thermal stability during the exposure, as any vibration
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or drift will wash out the recorded pattern. Finally, the recording geometry, particularly

the o�-axis angle, must be carefully chosen: it must be large enough to ensure the recon-

structed image terms are spatially separated from the zero-order, but not so large that

the resulting fringe spacing becomes too �ne for the medium to resolve.

2.2.1. Mathematical Derivation of Wavefront Reconstruction

We can describe the scalar �elds at the recording plane by

UO(r ) = AO(r ) ei� O (r ) ; UR(r ) = AR(r ) ei� R (r ) ; (2.1)

where UO is the object �eld (of unknown amplitude AO and phase� O) and UR is the

reference �eld (of known amplitude AR and phase� R , usually both uniform or gaussian).

The total �eld on the photosensitive thin �lm is UT = UO + UR .

Recording: The Interference Pattern

The photosensitive material is exposed by the intensity hitting on it that is:

I T (r ) = jUT j2 = jUO j2
| {z }

object term

+ jUR j2
| {z }

reference term

+ UOU�
R| {z }

holographic term

+ U�
OUR| {z }

conjugate term

: (2.2)

Interpretation of the four terms:

ˆ jUO j2 (object self-term): Background proportional to the object's intensity alone;

doesnot carry relative phase information.

ˆ jUR j2 (reference self-term): Typically uniform for a plane reference; a phase-insensitive

contribution.

ˆ UOU�
R (holographic/cross term): Carries therelative phase� O � � R ; the primary

carrier of the object's wavefront information.

ˆ U�
OUR (conjugate/cross term): Contains the negative of the relative phase; gives rise

to the conjugate image on reconstruction.

After processing, the recorded intensity patternI T (r ) is physically converted into a spatial

modulation of the medium's optical properties (e.g., a change in refractive index, opac-

ity, or surface height). For a simple, linear recording model (often called 'thin-hologram'

regime), we can approximate this complex physical-chemical response with a direct re-

lationship. The hologram's �nal complex transmittance (or re�ectance), t(r ), can be
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modeled as linearly proportional to the impinging intensityI T (r ) (therefore transferring

the interference pattern to the material itself):

t(r ) � t0 + � I T (r ); (2.3)

wheret0 is the average transmittance and� is a material-dependent constant (for phase

holograms, a corresponding phase-modulation model applies) [15, 44].

Reconstruction of the object Field

Successively, it is possible to illuminate the recorded hologram with a beamUillum . This

yields the emergent �eld to be:

Uout (r ) = Uillum (r ) t(r ): (2.4)

By choosing the reconstruction beam to be the original reference,Uillum = UR , and substi-

tuting Eqs. (2.2)�(2.3), we �nd the emergent �eld is composed of three physically distinct

components [15, 44].

For this analysis, we make the common and simplifying assumption that the reference

waveUR is a plane wave . Under this assumption, its amplitudeAR is a constant across

the entire hologram plane, and its intensity isjUR j2 = A2
R . The emergent �eld is then:

Uout / UR
�
jUO j2 + A2

R

�
+ ( A2

R) UO +
�
U2

R

�
U�

O (2.5)

The physical interpretation of these three additive terms is as follows:

ˆ Zero-order (DC): UR
�
jUO j2 + A2

R

�

This term represents the undi�racted (zero-order) component of the reconstruc-

tion beam (UR). Its amplitude is attenuated by the average background intensity

recorded on the hologram. It propagates co-linearly withUR and, as it contains no

object phase information, it acts as the primary source of background noise (the

"DC term"), often obscuring the desired image.

ˆ Virtual image: (A2
R) UO

This term is directly proportional to the original object �eld, UO, scaled by the

constant intensity of the reference beam. As a faithful reproduction of the original

complex wavefront, it reconstructs a virtual image of the object, appearing at the

object's original location and preserving all 3D properties, including parallax and
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the correct phase curvature. This is the desired signal.

ˆ Real image:
�
U2

R

�
U�

O

This term is proportional to the phase-conjugate of the original object �eld (U�
O).

As mentioned, ano�-axis reference geometry is critical as it introduces a spatial carrier

frequency (a tilt). This causes the zero-order, virtual, and real images to emerge at distinct

angles, allowing a simple aperture or spatial �lter to select the desired component and

suppress the others. The derivation is done only for its simplest case as it does not add

any valuable knowledge.

2.3. Holography for AR: Immersion and VAC Miti-

gation

A convincing Augmented Reality (AR) experience requires that virtual objects behave

consistently with real ones under both head motion and changes in focus. Two perceptual

mechanisms are essential:viewpoint-dependent parallax, which enables motion-dependent

perspective changes, andaccommodation, which allows the eye to focus at di�erent depths.

In natural vision, these cues are intrinsically coupled. The eyes rotate (vergence) to

�xate a point in space, while the crystalline lens simultaneously adjusts its optical power

(accommodation) to bring that point into focus on the retina. Both processes correspond

to the same physical distance.

In contrast, most state-of-the-art near-eye displays (NEDs) rely on conventional imaging

optics with a �xed focal plane, typically set at optical in�nity. Depth perception is then

generated arti�cially through binocular disparity, by presenting slightly di�erent images

to the two eyes. While this successfully drives vergence to a virtual depth, the optical

wavefront reaching the eye does not change: accommodation remains locked to the �xed

focal distance imposed by the display.

This decoupling between vergence and accommodation is known as thevergence

accommodation con�ict (VAC). When the visual system attempts to converge to a nearby

virtual object while accommodation is constrained to a far focal plane, the resulting

mismatch produces visual discomfort and limits prolonged usage [20, 45].

From a physical standpoint, the origin of the problem lies in the fact that conventional

displays reproduce only theintensity of the image, not the full optical �eld. As a result,

the correct wavefront curvature associated with di�erent depths is lost, and the eye cannot
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naturally adjust its focus.

Holographic displays address this limitation at its root. By reconstructing the full complex

optical �eld, including both amplitude and phase, holography generates wavefronts with

the appropriate curvature for each depth in the scene. This enables accommodation to

naturally follow vergence, restoring the physiological coupling present in real-world vision.

Furthermore, a single hologram can encode multiple depths simultaneously, with di�erent

regions of the wavefront corresponding to di�erent focal distances. This provides a con-

tinuous and physically accurate representation of three-dimensional scenes, rather than a

discrete approximation based on stereoscopic cues alone. As a consequence, holographic

near-eye displays o�er a fundamentally di�erent and more complete solution to immersive

AR visualization [15, 44].
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Figure 2.1: Vergence�accommodation coupling in natural vision and con�ict

in conventional AR near-eye displays. Top: In natural vision, vergence and ac-

commodation are coupled and correspond to the same physical distance.Bottom: In

a conventional stereoscopic near-eye display, binocular disparity drives vergence to a vir-

tual depth, while the optical system keeps accommodation �xed at the display focal plane,

typically set far away or at optical in�nity. This mismatch gives rise to the vergence�

accommodation con�ict (VAC).
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2.4. Foundations of Computational Holography: Dig-

ital Holography (DH) and Computer Generated

Holography (CGH)

Since Dennis Gabor's 1948 invention, holography has grown and diversi�ed into two prin-

cipal technical streams: Digital Holography and Computer Generated Holography (CGH).

Digital Holography (DH) records an interference pattern on an electronic sensor (CCD/CMOS)

and numerically reconstructs the complex �eld. A coherent source illuminates a physical

object; the scattered object wave interferes with a reference at the sensor, producing a

digital hologram. Computational propagation then retrieves amplitude and phase at ar-

bitrary planes, enabling refocusing, aberration analysis, quantitative phase imaging, and

hyperspectral extensions [44].

Computer-Generated Holography (CGH) synthesizesa hologram entirely by calculation,

without a physical object but from one that has been created via computer. Starting

from a desired �eld (e.g., a virtual 3D scene), CGH algorithms compute the modulation

pattern such that, upon illumination, the target wavefront is produced at one or more

planes. This enables dynamic holographic displays, optical trapping, beam shaping, and

AR content generation [15, 37, 39].

We will now brie�y discuss the theory of Fourier Optics , which provides the founda-

tional understanding for both Digital Holography (DH) and Computer-Generated

Holography (CGH).

This theoretical overview serves two primary functions. It o�ers the necessary background

to present at the end of the chapter a summary of results obtained within the �eld of

DH, even if these �ndings are outside the direct context of Augmented Reality (AR)

applications.

However, this background is the basis for the next chapter. A clear comprehension of

these principles is key to following the content onphase-only CGH , which is the core

technological element enabling modern Augmented Reality Near-Eye Displays (NEDs).

2.4.1. Theoretical Framework

Computational holography builds on a foundational understanding of light as a scalar,

quasi-monochromatic complex �eld, typically described on a reference plane atz = 0. This

�eld, denoted as U0(x), captures the essential wave-like behavior of light in a compact
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form:

U0(x) = A0(x) ei� 0 (x) ; k �
2�
�

; (2.6)

Here, x represent the transverse coordinates perpendicular to the propagation direction,

A0(x) is the real-valued amplitude that determines the local intensity (since intensity is

proportional to jU0j2 = A2
0), and � 0(x) is the phase, measured in radians, which encodes

the wavefront's shape and evolution. The wavenumberk relates directly to the wavelength

� , providing the scale for how phase variations translate into physical e�ects.

This continuous model provides a basis for deeper analysis, such as through the Fourier

transform, which reveals the �eld's underlying spectral structure. The two-dimensional

Fourier transform of U0 is de�ned as

Ff U0g(f x ) =
ZZ

U0(x) e� i 2�f x x dx (2.7)

where f x is the spatial frequency in cycles per meter. Rather than just a computational

step, this transform has profound physical meaning in Fourier optics: it decomposes the

�eld into an angular spectrum of plane waves, each propagating in a speci�c direction. For

small angles, the relationshipsin� x � �f x directly ties these frequencies to the di�raction

angles, explaining how light bends and spreads [15]. Optically, this principle is evident in

common optical elements such as a thin lens that e�ectively computes a Fourier transform

between its front and back focal planes, mapping input spatial details to output angular

distributions. Similarly, a hologram functions as a carefully engineered transmittance

pattern. Its frequency content redirects incoming light into the precise directions required

to reconstruct a target wavefront, enabling the synthesis or reconstruction of complex

scenes. This inherent interplay between the spatial and frequency domains is foundational

to both digital and computer-generated holography, facilitating the numerical simulation,

optimization, and implementation of holographic systems.

The Fourier transform serves not only to extract the spectral content of a complex �eld but

also as a key instrument for modeling light propagation. The primary reason for this util-

ity lies in the convolution theorem, which states that a convolution in the spatial domain

corresponds to a simple multiplication in the frequency domain [15]. This property sim-

pli�es calculations signi�cantly, as multiplying functions in frequency space is often more

straightforward than performing convolutions directly in space, especially for propagation

kernels that describe how �elds evolve over distance. By transforming to the frequency

domain, applying the appropriate phase factors or �lters, and transforming back, we can

e�ciently compute di�ractive e�ects that would otherwise be computationally intensive.
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When working with Digital Holography (DH) and Computer-Generated Holography (CGH),

we use discretized (sampled) versions of continuous optical �elds. A central task is there-

fore to control the sampling of the �eld so that its Discrete Fourier Transform (DFT)

provides an accurate representation of the underlying continuous spectrum.

Sampling the optical �eld in Eq.2.6 on a grid with pitch � x can be written as multipli-

cation by a Dirac comb,

Us(x) = U0(x)
1X

m= �1

� (x � m� x); (2.8)

which idealizes measuring the �eld at the discrete pointsx = m� x. In numerical practice,

we store only a �nite set of samples over an aperture of lengthL = N � x,

U[m] = U0(m� x) = A0(m� x) ei� 0 (m� x) ; m = 0; : : : ; N � 1: (2.9)

The Fourier transform of the in�nitely sampled �eld in Eq. (2.8) is a periodic replication

of the continuous spectrum~U0(f ),

~Us(f ) = Ff Us(x)g =
1

� x

1X

k= �1

~U0

�
f �

k
� x

�
; (2.10)

i.e. a train of spectral replicas spaced by1=� x in spatial frequency.

For a �nite array of samples as in Eq. (2.9), the sampled �eld is truncated tox 2 [0; L)

and its Fourier transform becomes

~Us(f ) =
Z 1

�1
Us(x) e� i 2�fx dx =

N � 1X

m=0

U[m] e� i 2�f m � x ; (2.11)

which is now a continuous function off . To obtain a discrete representation, we sample
~Us(f ) on a frequency grid matched to the aperture. A natural choice is

� f =
1
L

=
1

N � x
; f [p] =

p
L

=
p

N � x
; p = 0; : : : ; N � 1: (2.12)
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Evaluating Eq. (2.11) at these frequencies gives

~Us
�
f [p]

�
=

N � 1X

m=0

U[m] e� i 2�f [p] m� x

=
N � 1X

m=0

U[m] e� i 2� p
N � x m� x =

N � 1X

m=0

U[m] e� i 2� pm
N :

(2.13)

(2.14)

Up to a constant normalization factor (which we absorb into our convention), this moti-

vates the 1D Discrete Fourier Transform (DFT) de�nition

~U[p] =
N � 1X

m=0

U[m] e� i 2� pm
N ; (2.15)

so that the DFT coe�cients ~U[p] are discrete samples of~Us(f ) on the frequency gridf [p]

implied by the �nite aperture L.

Relation to spectral replicas and Nyquist.The replica structure in Eq. (2.10) is key for

understanding aliasing. If the original �eldU0 has maximum spatial frequencyf max , then

a non-overlapping arrangement of the replicas requires

1
� x

� 2f max ; (2.16)

so that the central Nyquist band jf j � 1=(2� x) contains an undistorted copy of~U0(f ).

In that band, only the k = 0 term in Eq. (2.10) contributes; all other replicas sit at

f = � 1=� x; � 2=� x; : : : and lie outside the Nyquist interval. Thus, under the Nyquist

condition Eq. (2.16), the DFT samples in Eq. (2.15) are e�ectively sampling thecentral

replica (k = 0) of the spectrum. If Eq. (2.16) is violated, the replicas overlap, and

components fromk 6= 0 �fold back� into the Nyquist band, producing aliasing in the

discrete representation.

The relation in Eq. (2.15) de�nes the Discrete Fourier Transform (DFT) in its direct

form. However, explicitly evaluating this double sum requiresO(N 2) operations for N

total samples, which quickly becomes prohibitive for the large arrays typically used in

holography (e.g. megapixel �elds). In practice, the same transform is computed using

the Fast Fourier Transform (FFT), a class of algorithms that reduces the computational

complexity to O(N logN ) while producing exactly the same result as the DFT de�nition.

This e�ciency gain is crucial for practical implementations on modern hardware: FFT

routines are heavily optimized and widely available in standard CPU libraries (FFTW,
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MKL, etc.) and GPU libraries (such as cuFFT). As a consequence, free-space propagation,

reconstruction, and iterative CGH algorithms can be executed within reasonable runtimes,

enabling interactive or near�real-time holographic processing while still relying on the

DFT model introduced above.

2.4.2. Free-space propagation models and regimes

In one transverse dimension, the scalar �eldU0(x) at z = 0 evolves in free space according

to the Helmholtz equation. Depending on propagation distance, numerical constraints,

and angular content, di�erent propagation models are used. These models extend straight-

forwardly to two dimensions by applying the operations separately inx and y.

Angular spectrum (general free-space propagation).In the angular spectrum approach,

U0(x) is decomposed into plane-wave components, each accumulating a longitudinal phase

upon propagation:

U(x; z) = F � 1
n

Ff U0g(f x ) exp
�
iz kz(f x )

� o
; kz(f x ) =

p
k2 � (2�f x )2; (2.17)

with k = 2�=� . Components with imaginary kz correspond to evanescent waves and

are usually discarded, as they decay rapidly withz. This formulation is exact for the

propagating part of the spectrum and does not rely on a paraxial approximation, making

it suitable for near-�eld or non-paraxial scenarios where other models break down.

Numerically (discrete implementation with FFT):

ˆ sample the input �eld: U[m] = U0(m� x), m = 0; : : : ; N � 1;

ˆ compute its FFT: ~U[p] = FFT f U[m]g;

ˆ multiply by the transfer function: ~U[p] ) ~U[p] exp
�
iz kz

�
f x [p]

��
;

ˆ apply the inverse FFT to obtain U(x; z) on the same grid:U0[m] = IFFT f ~U[p]g.

This scheme preserves the transverse sampling (� x0 = � x) and is accurate from near-

to intermediate-range propagation, provided the spectrum is band-limited to propagating

modes and numerical wrap-around is mitigated by su�cient padding of the array [15, 48].

Zero-padding, where the input array is extended with zeros to a larger size (e.g., fromN

to 2N or more points), is particularly important here to prevent artifacts arising from the

periodic boundary conditions inherent in the FFT. Without padding, �elds that di�ract

and spread beyond the original aperture can "wrap around" from one edge of the com-

putational domain to the opposite, introducing unphysical interference or aliasing in the
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output. Padding e�ectively increases the e�ective aperture in the frequency domain, pro-

viding �ner frequency resolution and isolating the propagated �eld from these boundary

e�ects. In practice, a padding factor of 2 to 4 is often su�cient, depending on the propa-

gation distance and the angular spread of the �eld; after propagation, the padded regions

can be cropped back to the region of interest.

Fresnel di�raction (paraxial regime, intermediate Fresnel number). Under the paraxial

approximation (small propagation angles and slowly varying transverse structure), free-

space propagation can be written as a convolution with a quadratic impulse response:

U(x; z) =
eikz

i�z
exp

� ik
2z

x2
� h

U0(x) � exp
�
i k

2z x2
� i

: (2.18)

This Fresnel formulation is valid for paraxial �elds and Fresnel numbersNF = a2=(�z )

of order unity or moderately larger, wherea is a characteristic half-aperture. It captures

spherical wavefront curvature and the gradual �magni�cation� of the di�racted �eld with

increasingz.

Using the convolution theorem, the Fresnel integral is implemented e�ciently via FFTs:

ˆ sampleU0(x) as U[m] = U0(m� x);

ˆ optionally pre-multiply by a quadratic phase (chirp) if using a single-FFT Fresnel

formulation;

ˆ compute ~U[p] = FFT f U[m]g;

ˆ multiply by the Fresnel transfer function in frequency: ~U[p]  ~U[p] HFresnel
�
f x [p]; z

�
,

whereHFresnel(f x ; z) = exp( ikz ) exp(� i��zf 2
x ) (up to normalization);

ˆ apply the inverse FFT and, if needed, post-multiply by a quadratic phase to recover

U(x; z).

In the common single-FFT implementation, input and output samplings arecoupled: for

an N -point grid,

� x0 =
�z

N � x
; (2.19)

so that �xing (� x; N; z; � ) determines the output pitch � x0. This intrinsic scaling is

useful when one desires magni�cation (e.g. for simulating di�raction patterns at di�erent

distances), but restrictive if a speci�c output sampling must be preserved. As with the

angular spectrum, zero-padding mitigates wrap-around artifacts; by extending the array

before the FFT, it ensures that the convolved result does not su�er from edge contamina-

tion, which is especially relevant for longer propagation distances where di�raction spreads
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the �eld widely. A typical approach is to pad symmetrically around the input data, per-

form the computation, and then crop the output to focus on the central, artifact-free

region.

Fraunhofer di�raction (paraxial Fourier / far-�eld regime). In the paraxial far-�eld limit,

corresponding to a small Fresnel numberNF = a2=(�z ) � 1, the Fresnel integral further

simpli�es to the Fraunhofer regime. The �eld in the observation plane is then proportional

to a scaled Fourier transform of the aperture �eld:

U(x; z) / ~U0(f x ) ; f x =
x
�z

;

with the paraxial approximation still assumed. Physically, this describes the angular

distribution of the �eld; mathematically, it identi�es the far-�eld pattern with the Fourier

transform of U0(x). In a lens system, this condition is e�ectively realized at the back

focal plane of a thin lens, where the �eld is (up to scaling and phase factors) the Fourier

transform of the �eld in the front focal plane [15].

Numerically, the Fraunhofer �eld is obtained in the most direct way:

ˆ sample the aperture �eldU0(x) as U[m];

ˆ compute a single FFT: ~U[p] = FFT f U[m]g;

ˆ interpret ~U[p] as samples of the far-�eld (or Fourier-plane) at spatial frequencies

f x [p] = p=(N � x), mapped to angles viasin� x � �f x ;

ˆ apply global scaling and known phase factors as required by the chosen normaliza-

tion.

Zero-padding the input array improves frequency resolution and reduces spectral leakage

around the discrete samples. For instance, padding to a larger power-of-two size before

the FFT allows for denser sampling in the frequency domain, which is bene�cial when

analyzing �ne details in the di�raction pattern or when the original aperture has sharp

edges that could cause ringing artifacts. After the FFT, the padded spectrum can be

analyzed in its entirety or subsampled as needed.

In summary, the angular spectrum method uses FFTs to apply an exact propagating

transfer function while preserving sampling; the Fresnel model uses the convolution theo-

rem to turn a quadratic di�raction integral into a multiplication in the spatial-frequency

domain, with a Fresnel-number�dependent scaling of the sampling; and the Fraunhofer

regime corresponds to the paraxial far-�eld (smallNF ) in which a single FFT yields the

complex �eld in the far �eld or in a Fourier plane [15, 48]. In DH and CGH, these models



42 2| Holography for (AR) Near-eye displays (NEDs)

enable numerical reconstruction (e.g., focusing in DH) or hologram optimization (e.g.,

far-�eld CGH for displays), with selection based on accuracy needs and computational

cost.
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3 | Computer-Generated Holography

In this chapter, computer-generated holography (CGH) is introduced as the computa-

tional counterpart of classical holography: instead of recording the interference pattern

between object and reference waves on a photosensitive plate, the hologram is synthe-

sized numerically and displayed on a programmable spatial light modulator (SLM). This

capability enables the generation of dynamic, synthetic three-dimensional content and

tailored beam shapes, which is crucial for applications ranging from optical manipula-

tion and photostimulation to holographic displays and augmented reality (AR) near-eye

systems [17, 37, 39, 40].

The previous chapter has established the scalar-wave framework, di�raction models, and

Fourier-transform tools used throughout this work [15, 44, 48]. Here we build upon that

theoretical basis to address three questions that are central to holographic displays:

1. How is a desired complex optical �eld represented and propagated in CGH?

2. How can the �eld be encoded on practical modulators that typically o�er only

amplitude or phase modulation, but rarely both?

3. Which numerical algorithms are used in practice to compute holograms for dynamic

3D scenes, and what are their trade-o�s?

The chapter is organized as follows. Section 3.1 introduces a general formulation of the

CGH problem, together with the role of amplitude and phase modulation on practical

SLMs, and motivates the focus of this thesis on phase-only CGH for AR near-eye displays.

Section 3.2 reviews the main scene-representation and propagation models used in CGH,

namely image- and layer-based, point-based, and polygon-based methods. Section 3.3

then focuses on phase-only encoding algorithms, covering both iterative approaches (such

as the Gerchberg�Saxton algorithm) and non-iterative strategies like Random Superpo-

sition. Finally, Section 3.4 presents a dedicated discussion of the wireframe holography

method, based on a published work to which the author contributed, and highlights its

relevance to AR projections.

3.1. General Framework of Computer-Generated Holog-

raphy
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3.1.1. Target �eld and inverse problem formulation

Let us consider an optical setup where a coherent, quasi-monochromatic laser beam is

incident on a spatial light modulator placed in the planez = 0. The complex �eld in this

plane is denoted by

U0(x; y) = A0(x; y) ei� 0 (x;y ) ; (3.1)

where A0(x; y) and � 0(x; y) are the local amplitude and phase, respectively, as already

introduced in the common theoretical framework. The �eldU0 is determined jointly by

the illumination pro�le and by the modulation imposed by the SLM.

After the SLM, the light propagates through free space and any additional optical elements

(lenses, relay systems, combiners), giving rise to a three-dimensional complex �eld

U(x; y; z); (3.2)

and to the associated intensity distribution

I (x; y; z) = jU(x; y; z)j2: (3.3)

From the viewpoint of display applications, the quantity of interest is precisely this in-

tensity I (x; y; z) within a given volume of space in front of the viewer, since it is what

ultimately determines the perceived brightness of the virtual content.

The design goal of a CGH system can therefore be phrased as follows: given a desired

target intensity �eld I t (x; y; z) (for instance, the set of edges, layers or points that should

appear in space), �nd a suitable SLM pattern such that the physically generated intensity

I (x; y; z) approximatesI t (x; y; z) as closely as possible in the region of interest. The phase

of the reconstructed �eld is not usually prescribed; it is only indirectly constrained by the

wave-propagation model and by the device characteristics.

In numerical implementations, the continuous dependence onz is sampled at a discrete

set of depthszk , for example corresponding to the positions of scene layers, point clouds

or wireframe segments. For a given depthzk , the complex �eld is written as

U(x; y; zk) = Pzk f U0(x; y)g; (3.4)

where Pzk is a linear propagation operator that models free-space propagation over a

distance zk and the action of intervening optics [15, 48]. In the Fresnel or angular-

spectrum formulations,Pzk can be implemented e�ciently via Fourier transforms, which
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is what makes CGH numerically tractable.

The intensity at depth zk is then

I (x; y; zk) =
�
�U(x; y; zk)

�
�2

; (3.5)

to be compared with a target intensity patternI t (x; y; zk) de�ned, for instance, on a subset

of pixels (region of interest) in that plane.

The CGH task thus takes the form of an inverse problem:

Given the set of target intensitiesf I t (x; y; zk)g; �nd an input �eld U0(x; y) (3.6)

that generates propagated intensitiesI (x; y; zk) close to I t (x; y; zk), while satisfying a

number of practical constraints:

ˆ Device constraints , such as amplitude-only or phase-only modulation, �nite phase

stroke, pixelation and �nite aperture;

ˆ Sampling constraints , ensuring Nyquist sampling with respect to the highest

spatial frequencies involved and to the SLM pixel pitch;

ˆ Quantization and temporal constraints , imposed by the �nite bit depth of the

device and by its maximum frame rate.

Most CGH algorithms can be regarded as approximate solvers of this inverse problem,

under di�erent assumptions on the scene representation (points, layers, facets, lines), the

propagation model, and the speci�c device in use.

3.1.2. From complex, to amplitude-only, to phase-only modula-

tion

In an ideal scenario, the SLM would be able to impose an arbitrary complex modulation

on the incident wavefront:

U0(x; y) = M (x; y) Uinc(x; y); M (x; y) = A(x; y) ei� (x;y ) ; (3.7)

whereUinc(x; y) is the incident �eld, and both the amplitude A(x; y) and the phase� (x; y)

of the modulation function M (x; y) could be independently controlled at each pixel. With

such a device, one could in principle search directly for the complex patternM (x; y) that,

after propagation, yields the desired intensity �eldI t (x; y; z).
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In practice, true complex-amplitude modulators are di�cult to realise and remain rare.

Most spatial light modulators provide either:

ˆ Amplitude-only control, where the phase is essentially �xed and the transmittance

or re�ectance T(x; y) can vary between 0 and 1, or

ˆ Phase-only control, where the amplitude is approximately constant and only the

phase � (x; y) can be tuned within a given stroke (typically up to 2� or slightly

more).

Real devices also exhibit �nite quantisation (discrete grey levels), non-unity �ll factor,

and other non-idealities.

For this reason, practical CGH techniques are usually grouped into three broad classes:

1. Amplitude-only CGH , in which the modulator controls only the amplitudeA(x; y)

(or equivalently a real-valued transmittance/re�ectance);

2. Phase-only CGH , in which the modulator controls only the phase� (x; y) at (ap-

proximately) constant amplitude;

3. E�ective complex-amplitude CGH , where complex modulation is approximated

using spatial or temporal multiplexing of amplitude and phase, or with cascaded

devices in more elaborate optical architectures, at the cost of increased hardware

complexity.

In concrete systems, the choice is therefore often between amplitude-only and phase-only

operation, and is dictated by the application domain and by the available hardware.

Amplitude-only CGH is naturally compatible with digital micromirror devices (DMDs)

and is widely used in optical manipulation and high-speed beam shaping [17], where the

large binary switching speed of the micromirrors is a key advantage. Phase-only holo-

grams, on the other hand, are typically more energy-e�cient: by redistributing light

among di�raction orders without absorbing it, they allow a larger fraction of the inci-

dent power to reach the desired reconstruction. For this reason, phase-only operation

is the preferred choice in holographic display architectures based on liquid-crystal and

liquid-crystal-on-silicon (LCoS) SLMs [37, 39, 42], where optical e�ciency and power

consumption are critical.
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3.1.3. Amplitude-only computer-generated holograms

For an amplitude-only modulator, the �eld immediately after the device can be written

as

U0(x; y) = T(x; y) Uinc(x; y); 0 � T(x; y) � 1; (3.8)

whereUinc(x; y) is the complex �eld of the beam incident on the modulator (for example a

collimated laser beam with slowly varying amplitude and phase), andT(x; y) is the real-

valued transmittance or re�ectance of the device. SinceT(x; y) only scales the amplitude

of the incoming �eld, an arbitrary complex �eld cannot be implemented on this plane by

amplitude modulation alone. Instead, information is encoded in the interference between

an amplitude mask and a reference wave.

Historically, this principle was implementedphysically on photographic plates: an ob-

ject wave and a tilted plane reference wave interfered on the photosensitive medium; the

resulting intensity I (x; y) = jUo(x; y)+ Uref (x; y)j2 was recorded, and subsequent illumina-

tion by Uref (x; y) reconstructed the object �eld [26, 44]. In computer-generated amplitude

holography, an analogous procedure is carried out numerically. The desired complex �eld

Ut (x; y) plays the role of the object wave, which is added to a chosen reference �eld

Uref (x; y), and the corresponding interference intensity is computed as

I (x; y) = jUt (x; y) + Uref (x; y)j2 : (3.9)

The amplitude hologram is then obtained by mapping this intensity pattern onto the

modulator transmittance (or re�ectance), for example via a suitable normalization and

quantization,

T(x; y) / I (x; y); (3.10)

so that brighter interference fringes correspond to higher local transmission (or re�ection)

on the device.

A crucial step toward digital implementation was the introduction of binary synthetic

hologramsby Lee, where amplitude holograms are encoded as binary gratings, and o�-axis

carriers shift the desired di�raction order away from the zero-order term and the conjugate

image [30]. In modern systems based on digital micromirror devices (DMDs), this concept

is extended using temporal and spatial dithering to emulate grayscale transmission levels

while maintaining binary operation at the pixel level.

Amplitude-only CGH is attractive for several reasons:

ˆ It is directly compatible with DMDs and other high-speed amplitude modulators.
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ˆ It supports very high refresh rates, which is useful for dynamic beam steering, optical

trapping, photostimulation, high-speed structured illumination, and turbulence pre-

compensation in free-space and satellite optical communication links, where CGHs

generate structured light modes or pre-corrected wavefronts [17, 25, 40].

ˆ The binary nature of DMD pixels enables robust, stable operation with relatively

simple driving electronics.

However, amplitude modulation is inherently ine�cient, as a large portion of the light is

either blocked or sent into undesired di�raction orders (including the zero-order specular

re�ection). This limitation is particularly severe in AR near-eye displays, where the

available optical power and thermal budget are tightly constrained.

3.1.4. Phase-only holograms and kinoforms

Phase-only holograms, often referred to as kinoforms, are implemented on devices where

the amplitude is approximately constant and only the phase can be modulated:

U0(x; y) = A0 ei� (x;y ) ; A0 � const: (3.11)

In principle, a pure phase modulation can redistribute the energy of the incident beam

among multiple di�raction orders without absorption, allowing almost all optical power

to be used. This makes phase-only holograms very attractive for display applications.

A straightforward strategy is to encode, on the SLM, the phase of the target �eld at the

desired reconstruction plane, back-propagated to the SLM plane:

� (x; y) = arg
�

P � 1
k

n
U(k)

t (x; y)
o�

: (3.12)

Such simple kinoforms preserve the phase but discard the amplitude structure. The

resulting reconstructions often su�er from non-uniform illumination and strong speckle,

especially when representing extended objects [26, 39].

To better approximate arbitrary complex amplitudes with phase-only modulation, several

strategies have been developed:

ˆ Double-phase encoding and superpixel methods , in which one �logical� com-

plex sample of the target �eld is implemented using a small group of neighbouring

SLM pixels (a superpixel), each driven with a di�erent phase value. The complex

�elds from these pixels add coherently after propagation or spatial averaging, so that

their vector sum can be engineered to match a desired amplitude and phase. In this
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way, a cluster of phase-only pixels behaves e�ectively as a single complex-amplitude

pixel, at the expense of a reduced e�ective spatial resolution [39].

ˆ Phase-retrieval and iterative methods , where the phase pattern on the SLM is

obtained by iterative optimization: the �eld is propagated back and forth between

the SLM and one or more target planes, and at each step the algorithm enforces the

device constraint (phase-only modulation) and the desired intensity distribution.

This family includes the Gerchberg�Saxton algorithm and its extensions, discussed

in more detail in Section 3.3.1.

Real SLMs also introduce practical constraints: �nite phase modulation depth, pixel �ll

factor, polarization dependence and residual amplitude modulation. These non-idealities

are responsible, for instance, for the residual zero-order di�raction and ghost orders that

must be mitigated in high-quality holographic systems [19, 42, 43, 50, 52]. A more detailed

treatment of zero-order di�raction (ZOD) suppression is presented in a dedicated chapter

(5); here it is su�cient to note that the CGH algorithms must accommodate or help

mitigate these device imperfections.

3.1.5. Complex-amplitude and e�ective complex modulation

In principle, the most general CGH approach would use true complex-amplitude mod-

ulation, where both A(x; y) and � (x; y) can be controlled independently on the SLM.

In practice, such devices are uncommon and typically require cascaded modulators or

specialized architectures, which are not well suited to compact near-eye systems.

More commonly,e�ective complex modulation is approximated using a single device, for

example by grouping several phase pixels into superpixels or by temporal multiplexing

of di�erent phase patterns. These techniques can improve reconstruction quality at the

expense of e�ective spatial resolution or frame rate. In this thesis, however, the focus

remains on phase-only CGH, without relying explicitly on dedicated complex-amplitude

architectures.

3.1.6. Why focus on phase-only CGH for AR near-eye displays?

For the purposes of this thesis, phase-only CGH is adopted as the main working modality.

A �rst reason is optical e�ciency . By redistributing the incident light among di�raction

orders without absorbing it, an ideal phase-only hologram can direct a much larger fraction

of the available power into the desired reconstruction compared to an amplitude hologram,

which necessarily discards light. In an AR near-eye system, where the signal must go



50 3| Computer-Generated Holography

through combiners, waveguides and other lossy components before reaching the eye, this

higher e�ciency directly translates into lower required source power and more relaxed

power and thermal budgets for the overall device [16, 22, 28, 53].

Second, phase-only CGH aligns well withavailable technologies in the AR ecosystem.

Re�ective LCoS SLMs are market-mature devices, widely used in projection and near-eye

optics, with high �ll factor, good phase stability and di�raction e�ciency [37, 42]. Their

main limitation is the relatively modest modulation speed (typically in the tens of Hertz

range), which can be restrictive for some dynamic and multi-wavelength applications.

In parallel, digital micromirror devices (DMDs) provide extremely high binary switching

rates (tens of kHz) and are increasingly used for holographic beam shaping and near-eye

prototypes [32, 49]. Although they are amplitude-only modulators, their speed makes

them a viable option for certain AR scenarios, especially when temporal multiplexing or

fast structured illumination is required.

In summary, while amplitude-only and e�ective complex-amplitude CGH remain impor-

tant in speci�c applications, the combination of high optical e�ciency and technological

availability in compact form factors motivates the choice of phase-only CGH as the main

focus of this thesis, with DMD-based approaches considered as complementary high-speed

alternatives.

3.2. Algorithmic Families for CGH Synthesis

The numerical methods used to compute computer-generated holograms are extremely

diverse, re�ecting di�erent application domains (optical trapping, photostimulation, dis-

plays) and hardware constraints (SLM type, resolution, available computation). Never-

theless, most algorithms used for holographic display can be organized, from the point of

view of scene representation, into a few broad families [37, 39]:

ˆ Image- and layer-based methods , in which the scene is described as one or

more complex images on planes at prescribed depths (from single-plane Fourier or

kinoform holograms to multi-layer volume decompositions).

ˆ Point-based methods , where the 3D scene is discretized as a set of point sources

and the �eld on the SLM is the coherent sum of their contributions.

ˆ Polygon or surface-based methods , where the scene is represented by planar

facets or continuous surfaces.

Each family has characteristic trade-o�s in terms of computational cost, memory usage,
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depth realism and speckle properties. In addition, modern approaches increasingly com-

bine these classical methods with optimization, compressive sensing and deep learning to

reach real-time performance [40, 46]. An example of these di�erent scene representations,

applied to the same simple 3D object, is shown in Fig. 3.1.

3.2.1. Image- and Layer-Based Methods

In image- and layer-based CGH, the object is modeled as one or more two-dimensional

complex �elds placed on planes at speci�c depths. This group includes both single-plane

Fourier or kinoform holograms and multi-plane volume decompositions.

The simplest case is a single target plane, for example an intensity pattern speci�ed in

the back focal plane of a lens. In this con�guration, the propagation from the SLM plane

to the reconstruction plane reduces to a scaled Fourier transform of the SLM �eld, and

classical Fourier-domain kinoforms can be interpreted as the special case of a �one-layer�

representation.

More generally, consider a stack ofL layers. Let B ` (x; y) denote the complex �eld asso-

ciated with layer ` at depth z` . Within the Fresnel framework introduced in Chapter 2,

the contribution of layer ` to the hologram plane is given by a 2D convolution with the

Fresnel impulse responsehF (x; y; z` ),

U` (x; y) = B ` (x; y) � hF (x; y; z` ); (3.13)

or, equivalently, by a pair of FFTs using the Fresnel transfer functionHF (f x ; f y; z` ),

U` (x; y) = F � 1fF [B ` ](f x ; f y) HF (f x ; f y; z` )g : (3.14)

The full hologram is obtained by summing the contributions of all layers:

U(x; y) =
LX

`=1

U` (x; y): (3.15)

From a representation viewpoint, each layer can be regarded as a very dense point cloud

constrained to a single plane. The advantage is computational: because all emitters in

a layer share the same propagation distance, their contribution can be evaluated with a

single convolution and hence with one FFT pair per layer. Image- and layer-based methods

are therefore particularly e�cient for depth images, volumetric scenes, and content that

can be described by a limited number of slices [37, 39]. On the other hand, depth is
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intrinsically discretized and occlusions are not handled automatically, which motivates

the use of more geometric models when accurate surface representation is required.

3.2.2. Point-Based Methods

Point-based CGH adopts the point emitter as its fundamental primitive. The object

is represented as a set ofN self-luminous points at positions(X n ; Yn ; Zn ), each with a

complex weightCn . Within the scalar and paraxial framework of Chapter 2, the �eld

generated on the hologram plane by a single point at depthZn is well approximated by

the Fresnel impulse response centered at that point,

un (x; y) = Cn hF
�
x � X n ; y � Yn ; Zn

�
; (3.16)

and the total hologram �eld follows by coherent superposition,

U(x; y) =
NX

n=1

Cn hF
�
x � X n ; y � Yn ; Zn

�
: (3.17)

This formulation makes explicit that point-based CGH amounts to evaluating a large

number of shifted Fresnel kernels. The model is very general: in principle, any three-

dimensional object can be approximated by a su�ciently dense set of points. In practice,

however, the direct evaluation of the sum above scales linearly with both the number of

points and the number of pixels on the SLM, and quickly becomes prohibitive for dense

scenes and high-resolution modulators.

To address this, several acceleration strategies have been proposed while keeping the

point representation unchanged. Examples include precomputed look-up tables, where

the fringe pattern of a point at a given depth is stored and reused at shifted positions;

schemes that exploit local phase recurrences to update the �eld with additions rather

than full recomputation; and wavefront-recording-plane approaches, in which the �eld is

�rst evaluated on one or more intermediate planes and then propagated to the SLM using

FFT-based di�raction [37, 39].

Point-based methods are particularly well suited to applications in which the target pat-

tern is sparse or consists of isolated foci, such as optical trapping, multipoint photostim-

ulation and structured light generation [17, 40]. They also provide a useful reference for

more structured primitives, such as lines and wireframes, which can be interpreted as

organized collections of points in space.
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