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1. Introduction

Real Time Strategy (RTS) games are a popular
sub-genre of strategy games where players need
to manage an economy and military power in
real time by gathering resources, building a base
and training units with the goal of destroying
the opponent’s armies and bases. Due to their
nature, RTS games can be considered as an ef-
fective simplification of many real-life dynamic
environments like road traffic or finance, as such
they have been considered for years as an inter-
esting research field for the evolution of Artifi-
cial Intelligence (Al) [1], as efficient techniques
for RTS games might benefit other Al applica-
tions that require real time adversarial planning,
however RTS games are particularly challeng-
ing for Al agents to play effectively, as standard
techniques used to play classic board games like
Chess can not be applied directly without requir-
ing some kind of simplification or abstraction of
the game itself.

Through the years the general complexity of
the problem has motivated the research com-
munity to explore different approaches to create
AT agents capable of playing full RT'S matches.
While retail games often rely on hard-coded
strategies specifically designed by expert players
to follow a specific tactic, some researches pro-

posed agents capable of choosing the best move
by simulating all the available options and us-
ing Tree Search algorithms such as Monte Carlo
Tree Search (MCTS) [2] to find the optimal one,
others instead relied on Machine Learning meth-
ods to train agents by using data of previously
played matches with supervised learning or by
having them learn through self-play with rein-
forcement learning. Even with all these different
approaches, none of them is strictly superior to
the others, as each one presents different weak-
nesses: hard-coded strategy are predictable and
cannot adapt to more advanced enemies, Search-
based agents might not actually find the optimal
move due to the large state space and Learning-
based agents might learn unexpected and sub-
optimal behaviours if not properly monitored
during learning.

With the work of this thesis, our goal is to create
the basis for a new approach for game-playing
AT agents, which we named Tactical Manager
AT (TMA), that dynamically switches between
four hard-coded strategies based on a classifica-
tion of the current Game State and performs a
calibration of certain values used in the internal
logic of the chosen strategy, creating a new varia-
tion that is more fit to the current Game State.
TMA was implemented for pRTS, an abstract
RTS game that simplifies many characteristics



of full-fledged games while keeping the main fea-
tures of the game genre intact and widely popu-
lar in the research community, meaning that not
only we could more easily implement test our
ideas but also that given the open-source nature
of the game we could have access to other State
of the Art agents for comparison and testing.
TMA was thoroughly tested by simulating mul-
tiple matches against different State of the Art
agents and on different maps, and the results
showed that TMA was able to easily adapt to
multiple scenarios and unexpected evolutions of
mathces, outperforming many other approaches
and keeping a low computational time at each
game cycle, however it also showed slight weak-
nesses in certain match-ups, allowing some room
of improvement for future works.

TMA was also submitted as an entry for the 7th
annual pRTS AI Competition, where it showed
once more its strength by achieving the first
place with a total win-rate of 84,85%.

2. RTS games

As the name suggests, in RTS games the Game
State evolves in real time, meaning that each
player has a very small amount of time to de-
cide their next move: compared to a turn based
game, where each player may have several min-
utes, in an RTS the game state may change ev-
ery 42 ms (considering a game executing at 24
frames per second) or even faster. Additionally,
in an RTS the actions chosen by the players are
not executed in turns like in a traditional game
such as Chess but instead they are simultane-
ous, meaning that more than one player can is-
sue actions at the same time, and these actions
are often durative, meaning that they are not
completed immediately after being issued but
they take some amount of time depending on
the action. Depending on the game itself, the
game state might also be partially observable,
with each player being able to see only the ex-
plored parts of the map while the rest is hidden
by a mechanic named ’fog of war’, or it can even
be non-deterministic, with some actions having
a chance of success or variable outcomes. Fi-
nally, RTS games often feature an high state
complexity, both in the large state space size and
the high number of available actions per unit at
each decision cycle [3].

All these characteristics leads to the possible

state space for RTS games often reaching lev-
els of complexity way higher than other games.
For example, by considering an average 2-players
match of the widely popular game StarCraft:
Brood War® developed by Blizzard Entertain-
ment, we have to consider a rectangular map of
128x128 tiles and a total amount of unit that can
go from 50 to 400 units that have their own inter-
nal status of remaining healthpoints and possi-
ble actions, special abilities. By only considering
the positioning of each unit in the worst case sce-
nario we would have a total of 16384400 ~ 10685
possible states (for comparisons, the estimated
state space is around 10°° for Chess and 1070
for Go).

Given the average complexity of the game, play-
ing a full match is considered a complex prob-
lem for Al as it needs to handle different chal-
lenges simultaneously, mainly the resource man-
agement, the adversarial real-time planning, the
opponent modeling and the spatial and tempo-
ral reasoning. For this reason most agents de-
compose the problem into a series of smaller
goals, with the most common division being the
split between Macro-management and Micro-
management, with the former referring to the
general long-term planning and strategy, focus-
ing on increasing the player’s strength on both
the economic and military sides by gathering re-
sources, exploring the map, expanding the base
and training units for their army, while the lat-
ter refers to the control of single units or small
groups of them, mainly in combat or other skir-
mish scenarios where a correct management of
the positioning and the attacks can lead to mini-
mizing unit losses while also maximising damage
to the opponent.

3. Algorithm Details

The objective with TMA was to create an agent
that was capable to choose optimal moves both
on a Macro- and Micro-management level and
maintain low time performances similar to the
ones of hard-coded strategies while also over-
coming the lack of adaptability typical of this
approach. To implement this idea, the agent re-
lies on the cooperation of two groups of scripts,
a Manager Al and a set of four Aware Als, and
its general logic mainly works in a three steps
pipeline:

1. At each game cycle, the Manager Al gath-



ers data from the current Game State and
uses it to perform a classification, choosing
the Aware Al from the set that better fits
the evolution of the match and leads to an
optimal macro-strategy.

2. Once the optimal Aware Al is chosen from
the set, the Manager Al performs a cali-
bration on the script of the chosen strategy
by using the gathered data to slightly mod-
ify certain decision thresholds, further opti-
mizing the strategy and adapting it to the
current Game State.

3. Once the Aware Al is calibrated, it uses
its internal logic for the execution of the
next move for all the player’s units. Each
Aware Al includes by default a series of
optimized micro-behaviours meant to fur-
ther improve the chances of victory, allow-
ing singular units to detect specific oppor-
tunities in the nearby spaces that could be
exploited.

At each game cycle, Manager Al calls the getAc-
tion(p, gs) method, which takes the current
Game State gs and the player p as an input to
generate a PlayerAction pa, a list that pairs
each unit with the action it needs to perform.
The method first checks that there is at least
one unit belonging to p that is not executing an-
other action, if that’s the case first it selects an
Aware Al strategy with the method getMacroS-
trategy(p, gs), then performs the calibration of
the chosen Aware Al through the method cali-
brateStrategy(strategy, p, gs) and finally it gen-
erates and returns pa by calling the respective
strategy.getAction(p, gs) method. If the check
returned a negative answer then the method di-
rectly returns an empty pa, as no new actions
can be issued to the units.

Algorithm 1 The getAction(p, gs) method for
the Manager Al

Input: player p, Game State gs

Output: PlayerAction pa

if lgs.canEzecute AnyAction(p) then
return new PlayerAction() pa

strategy < getMacroStrategy(p, gs)
calibrateStrategy(strategy, p, gs)

pa < new strategy.getAction(p, gs)
return pa

3.1. Classification

The classification of the current Game State is
crucial for TMA to choose the optimal macro-
strategy for the next action. To have a classi-
fication that was simple yet complete of many
Game State scenarios, we decided to focus on
two main aspects of RTS strategies: the de-
cision between sending units to the attack or
keep them close for defense, and the decision
between investing time and resources to gain
access to more advanced units or focusing on
only create the cheapest units. These two deci-
sions were modeled as two binary choices, and
by combining the results we obtain a 4-class
classification of four main strategies respectively
named Worker Rush (WR), Worker De-
fense (WD), Military Rush (MR) and Mil-
itary Defense (MD).

The classification is performed with a Linear
Classifier, an algorithm that gathers the fea-
tures of the problem and performs a linear com-
bination with a set of weights, vectors of con-
stant integer values which allow us to empha-
size the relevance of certain features to the out-
come of the classification. For the rush/defense
classification, the considered features were the
number of units of each player and the dis-
tance to the respective Bases, while for the
worker /military classification we considered the
number of resources, the presence of a Bar-
racks (a unit capable of training Military units)
and the distance of the enemy from the player’s
base. The weights of each classification, respec-
tively weightAD and weight WM, were trained
through supervised learning: we created a train-
ing data set composed of multiple Game States
from different matches and the expected out-
come of the classification for each one of them
and two 1-vectors as the starting point for each
weight (meaning that all features are consid-
ered equally), then we applied them to the Per-
ceptron algorithm to obtain the weight values
that would correctly classify all the states in the
training set. The final results of the training
were the values {1, 10, 1} for weight WM and
{1, 1} for weightAD, meaning that most fea-
tures are equally important, with only the pres-
ence of the Barracks being more relevant to the
worker /military classification.



3.2. Calibration

The calibration step is relevant to the effective-
ness of the agent as it allows the Aware Al cho-
sen in the classification to be adapted to the
current Game State, slightly changing its be-
haviours while keeping intact the main logic.
This calibration gathers data from the current
Game State and uses the getter/setter methods
to directly access values that are used by Aware
AT as thresholds or references to perform choices,
altering how it responds to the same scenario.
The goal of the calibration was to mainly opti-
mize the resource usage and the unit production,
as such we settled on calibrating three main val-
ues of the strategies: the number of Worker units
that are reserved to exclusively gather resources,
the best Military unit type to train next in order
to gain an advantage against the enemy’s army
and a threshold that defines when the gathered
resources can be considered "abundant", used to
perform more expensive operations that are con-
sidered "secondary" to the macro-strategy. All
these calibrations are based on simple mathe-
matical operations performed on the game data,
such as the number of Bases, the number of Bar-
racks, the distance between the Bases and Re-
sources and the distribution of enemy units.

3.3. Execution

To implement the idea of a set of strategies
that we could switch between without problems
the best approach was to fully take advantage
of working with an Object-Oriented program-
ming language like Java to first define an ab-
stract class, called Aware AI, that presented
a main logic structure and other computations
that would be shared between the strategies in
the set, and then create each of the strategies
in the set by extending the Aware Al class with
different variation of the unit behaviours.

The core component of the Aware Al class is the
getAction(p, gs) method, which given the cur-
rent Game State gs generates the next Player-
Action for player p by looping over all the avail-
able units and issuing their next move by relying
on the unit behaviours, which for moving units
loop over the available units to find their opti-
mal targets while for Barracks and Bases check
if the player has enough resources to train a
new unit. This method is called by the Man-
ager Al to obtain the respective strategy’s move

as shown in Algorithm 1. For all movements
options, units rely on Pathfinding to find the
shortest path to the chosen target, more specif-
ically on A* Pathfinding by considering as the
heuristic function the Manhattan Distance be-
tween their current position and their target.
An additional emphasis of Aware Al was to in-
troduce certain low-level hard-coded behaviours
inspired by the ones often used by expert player
to achieve an optimal micro-management. If cer-
tain conditions are detected in the part of the
map surrounding a unit, the strategy may ignore
a move optimal for the macro-management and
instead issue these alternatives to that unit to
improve the overall performances of the agent,
for example an attacking unit will always prior-
itize attacking an enemy against which it has a
statistical advantage or an enemy it can kill in
one hit, or it can even adapt advanced strategies
like stalling a choke-point to slow down enemies
or have Ranged units keep a distance from ene-
mies to have better chances of survival.

3.4. Complexity

The total time complexity of the algorithm at
each cycle can be computed as the sum of the
three steps’ own complexity. Considering that
A* Pathfinding has a complexity of O(b%), with
b being the branching factor and d being the
depth of the solution, we have that in the worst
case scenario classification may repeat A* for
each unit (obtaining a complexity of O(n,b%)),
calibration performs it once and then loops an
all units (obtaining a complexity of O(n, + b%))
and execution once again repeats A* for each
unit (obtaining a complexity of O(n,b%)). The
total complexity of the TMA algorithm at each
cycle is then:

O(nyb? + nyb® 4 ny + %) ~ O(ny,b?)

meaning that the algorithm’s performance de-
pends both on the number of units and the com-
plexity of finding a path of the map through A*.
This complexity features the same order as the
one of hard-coded strategies, as they often rely
on looping over all units and execute a Pathfind-
ing algorithm for each of them, however since
in TMA A* is repeated multiple times the time
performances increase more rapidly as the maps
get more complex.



4. Testing and analysis

The effectiveness of the new agent was con-
stantly monitored through the development pro-
cess by gathering and analyzing different data
to gain insight on how well the agent responded
to different Game States, enemies and scenarios.
We relied on the official uRT'S client as since it
was created exactly with research in mind it pro-
vided the code for other State of the Art agents,
a collection of pre-made maps and an option to
simulate full tournaments between agents, along
with other useful function like the creation of a
trace file that reported the whole game, which
could be used either to replay the match step by
step or even to create an heatmap to highlight
the most visited points of each map.

For the testing process we decided to replicate
the settings of the official yRTS Competition:
matches are set to be fully-observable and deter-
ministic, each agent has a total computational
budget of 100 ms per game cycle and matches
end whenever one agent destroys all the oppo-
nent’s units or when the game reaches its maxi-
mum length. Since our goal with the implemen-
tation of TMA was for the agent to be competi-
tive with other State of the Art agents and adap-
tive to multiple Game States, we decided to per-
form these tests on multiple maps and against
a set of agents that cover different approaches.
The agents chosen for testing were two hard-
coded strategies Worker Rush and Light Rush,
three search-based agents (Puppet Search [4],
NaiveMCTS [5] and MCTM, a MCTS variant
that simulates the move of the four Aware Als),
the more experimental SCV agent [6] that served
as a main inspiration for TMA and two top-
performing competitors from last year’s pRTS
competition Aggrobot and Sophia. The perfor-
mances of TMA were tracked mainly on three
aspects: the percentage of victories achieved on
different maps (win-rate), the average computa-
tion time at each game cycle and the percentage
of how much each Aware Al strategy is picked
during the match.

In puRTS, maps are represented by rectangular
grids of arbitrary size, with each cell being oc-
cupied by a unit, by a stockpile of resources or
by indestructible walls, allowing the creation of
maps that can range in various degrees of size
and complexity, as shown in the examples in Fig-
ure 1, 2, 3 and 4.

Figure 2: The 'Barricades’ map

Figure 3: The 'Distant Resources” map

Figure 4: The 'Destination’ map
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As an additional feature, uRTS allowed us to
define custom data outputs, which we used to
track the choice of strategy performed by the
agent during the classification stage. Thanks to
this addition, from the results of the tests per-
formed on multiple maps we noticed that TMA
often favored the more aggressive Rush strate-
gies, as the Defense ones were picked only as
a last resort against more aggressive enemies
or as a way to buy extra time to gather re-
sources and train more units to counterattack,
additionally it seemed that Worker-based strat-
egy were picked consistently only in the smaller
and simpler maps, becoming quickly less rele-
vant as the maps grew in size and complexity
where Military-based strategy were more reli-
able and Worker-based ones were picked only as
support for early game stages.

Map WR WD MR MD
8x8 92,3%  7,7% 0% 0%
Barricades | 3,1% 10,3% 79,3% 7,3%
Dist. Res. 0% 0%  87.8% 12.2%
Destination | 0% 0%  76,4% 23.6%

Table 1: Usage percentage for the four strategies

Regarding the in-game performance, TMA
showed high win-rates on average as it was able
to beat many State of the Art agents in mul-
tiple scenarios and sometimes tie with others
meant to be optimal in certain maps (for ex-
ample, every match against Aggrobot and many
against Worker Rush in map 8x8 ended in a
draw), however the testing also highlighted cer-
tain weaknesses in TMA that often lead to the
agent losing against agents that were able to de-
tect and exploit them, mainly struggling when-
ever resources are not easily available or safe to
gather. As we can see, with the maps growing
in size the win-rate against Search-based agents
slightly lowers due to them being able to more
easily isolate and eliminate singular units.
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TMA WR LR SCV PS Aggro Sophia MCTM MCTS
Map 1 0,018 0017 0,023 0,024 100,09 0016 0,063 102,66 90,69
(+£0,006) (4+0,006) (£0,012) (40,005) (£0,03) (+0,005) (+0,027)  (£2,05) (44,37
Map 2 0,082 0,042 0,039 0,067 102,66 0,050 0,073 83,68 76,71
(£0,016)  (£0,007) (£0,011) (4£0,027) (£2,06) (+0,011) (£0,009)  (£7,02)  (+9,88)
Map 3 0,042 0,025 0,026 0,077 103,64 0,038 0,034 55,27 56,51
(£0,009)  (4+0,006) (£0,016) (4+0,065) (£4,35) (4+0,012) (+0,023)  (£6,39)  (&5,24)
Map 4 0,673 0,397 0,293 0,536 107,63 0,206 0,289 44,09 43,67
(£0,105)  (40,068) (£0,012) (4+0,073) (£1,33) (&£0,011) (+0,018)  (£1,74)  (&1,21)

Table 2: Average time performances of the agents in milliseconds

Finally, the testing also proved our considera-
tions on the time complexity of the algorithm
made in Section 3.4, as the average computa-
tional time on each cycle is slightly higher than
the ones of hard coded strategies in simpler maps
but gets increasingly higher as the size of the
map and the number of units increases since
the repeated application of A* gets more costly,
especially on maps where certain units are not
reachable due to walls blocking the way like the
one in Figure 2. With that said, TMA still takes
less than a millisecond at each cycle, which is
optimal for the real-time nature of RTS games.

5. Conclusions

The AI agent developed as a result of this the-
sis showed great performances in playing RTS
games, as its ability to classify the Game State
and calibrate strategies allowed it to easily adapt
to different maps and enemy types without
requiring the long computational times often
found in other State of the Art agents. Thanks
to the classifier, TMA is able to always pick
the optimal macro-strategy from a defined set
of four, the calibration allowed these strategies
to be flexible to different Game States and the
introduction of special micro-behaviours allowed
TMA to optimize micro-management without
requiring additional long computations. The
testing process proved that TMA is fast and
highly competitive, often outperforming other
State of the Art agents, but also showed some
slight weaknesses, leaving room for future works
on the idea that could optimize each step of
the main algorithm with different techniques,
for example the dimensionality of the classifica-

tion might be increased with more refined varia-
tions of Aware Al, or the calibration step might
take advantage of the low computational time of
TMA to simulate different calibration settings
and use Tree Search to find the optimal one.
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