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Abstract

Anomaly detection is a critical task in various domains, like cybersecurity, industrial mon-
itoring, and medical diagnostics. Autoencoders have emerged as a promising approach for
capturing normal patterns and identifying anomalies in unlabeled data. In this research,
we propose a novel loss function, the Color CW-SSIM (CCW-SSIM), which extends
the Complex Wavelet Structural Similarity (CWSSIM) metric to incorporate color infor-
mation. By integrating color aspects into the structure similarity measure used as a loss
function, we aim to enhance the performance of autoencoders in detecting anomalies,
particularly those involving color deviations.

The primary objective of this study is to evaluate and compare the performance of the
CCW-SSIM loss function with various existing loss functions commonly employed in
anomaly detection. The evaluation is conducted on the texture MVTec AD datasets,
a widely used benchmark for evaluating anomaly detection algorithms. The performance
metrics used for evaluation are the Area under the Receiver Operating Characteristic
(AUC-ROC) curve and the Area under the Precision-Recall (AUC-PR) curve.

Our experiments demonstrate the consistent superiority of the CCW-SSIM loss function
over existing loss functions in terms of anomaly detection accuracy. The CCW-SSIM loss
function reaches a slight but significant improvement in detection performance, highlight-
ing the importance of incorporating color features in anomaly detection. The evaluation
demonstrated the ability of the proposed loss function to effectively capture structural sim-
ilarities while considering the perceptual aspects of color, leading to enhanced anomaly
detection capabilities.

In conclusion, this research introduces the CCW-SSIM loss function as a novel approach
to increase the anomaly detection capabilities of autoencoders. By integrating color in-
formation within the structure similarity metric, the proposed loss function outperforms
existing alternatives. The findings of this study contribute to the advancement of anomaly
detection techniques, particularly in scenarios where color information plays a crucial role.
Future research directions may include exploring the application of the CCW-SSIM loss
function in other anomaly detection frameworks and assessing its performance across
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different datasets and domains.

Keywords: anomaly, anomaly detection, anomaly map, autoencoders, deep learning,
color-enhanced structure similarity, SSIM, CCW-SSIM, CSSIM, loss function, evaluation,
MVTec datasets, AUC-ROC, AUC-PR, structural component, color component, pixel-
wise, MVTec, texture, greyscale, CIELAB, wavelet, structural similarity.



Abstract in lingua italiana

Dalla sicurezza informatica, alla diagnosi medica e al settore industriale, la rilevazione
delle anomalie è diventata fondamentale in moltissimi settori. Tra le varie tecniche ideate
negli ultimi anni, gli autoencoder hanno dimostrato grandi capacità nella rilevazione di
anomalie nelle immagini. In questo testo, proponiamo una nuova loss function, la Color
Complex Wavelet Structure Similarity Index Measure (CCW-SSIM), che è
un estensione della Complex Wavelet Structure Similarity (CW-SSIM) alle immagini a
colori. Lo scopo è quello di incrementare le performance nella rilevazione delle anomalie,
in particolare quelle riguardanti i colori.

Il primo obiettivo di questo lavoro è quello di confrontare i risultati ottenuti con la nuova
CCW-SSIM con i risultati delle varie loss function utilizzate. Il dataset preso in esame
è MVTec AD dataset, in particolare la parte texture. Le metriche utilizzate per la
valutazione sono l‘AUC-ROC e l‘AUC-PR.

Gli esperimenti condotti hanno dimostrato che la CCW-SSIM raggiunge risultati migliori
delle altre loss functions. Questo indica l‘importanza dei colori nella rilevazione di anoma-
lie in immagini di texture.

In conclusione, in questo lavoro abbiamo proposto una nuova Structure Similarity Metric
(metrica di similarità di struttura) che valuta anche la similarità nel dominio dei col-
ori. Inoltre abbiamo dimostrato l‘efficacia di tale metrica usata come loss function di un
autoencoder nel contesto della rilevazione delle anomalie.
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Introduction

The rapid and exponential growth of image-based data in domains like surveillance, med-

ical imaging, quality control, and environmental monitoring causedcomputer vision

to emerge as one of the most extensively studied �elds of information technology (IT).

Computer vision is a branch ofarti�cial intelligence (AI) that focuses on enabling

computers to gain high-level understanding from digital images or videos. It involves the

development of algorithms and techniques that allow computers to extract meaningful

information from visual data.

Deep learning , the branch of machine learning that focuses on neural networks, has

emerged as one of the most widely adopted approaches in computer vision. This can

be attributed to the remarkable capability of deep learning algorithms to autonomously

extract important features from visual data. By using deepneural networks with

multiple layers, these algorithms can learn complex patterns and achieve accurate results

in tasks like image recognition, object detection, and more.

In this study, our focus is onanomaly detection , a sub�eld of computer vision. Anomaly

detection involves the identi�cation of rare or unusual patterns in data that deviate from

the majority of data points. It �nds applications in various domains, such as fraud

detection, equipment malfunction identi�cation, medical diagnosis, and product defect

detection.

In particular, the purpose of our research is to combinestructural similarity metrics

with deep learning methods to enhance anomaly detection and segmentation. While this

area has been extensively explored in the literature, existing approaches focus only on

grayscale images . This limitation arises from the challenge of developing adi�erential

color-structural metric that can be utilized as a loss function. Additionally, the higher

dimensionality of colored images poses signi�cant obstacles when employing deep learning

techniques.

To address the grayscale limitation, we introduce twonovel structural similarity

metric that e�ectively incorporates color information: the Optimal Color Composition

Complex Wavelet Structural Similarity Index Measure(OCCCW-SSIM ) and the Color
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Complex Wavelet Structural Similarity Index measure(CCW-SSIM ). Subsequently, we

explore the potential application of these innovative structural similarity metrics as loss

functions for autoencoders . Although we rejected the OCCDW-SSIM due to di�eren-

tiability and complexity issues, we successfully implemented the CCW-SSIM, extending

the excellent performance of theComplex Wavelet Structural Similarity Index Measure

(CW-SSIM) to color images. The utilization of CW-SSIM as a loss function for anomaly

detection in autoencoders was initially proposed in [9], and it has demonstrated promising

results on grayscale datasets.

Through our experiments, we demonstrate that the newly introducedCCW-SSIM out-

performs other loss functions in terms ofAUC-ROC and AUC-PR on the MVTec

AD Dataset [7], as detailed inSection 5 . While we utilize industrial textured datasets

in this work, the techniques and algorithms presented can be applied to various other

�elds.

Problem Formulation

Anomalies are data points that do not conform well with the notion of normal behaviour.

In Figure 1 a simple 2-dimensional setting is reported.

Figure 1: An example of anomalies in a 2-dimensional dataset.

In this work, with anomaly detection, we refer to the task of �nding and segmenting
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anomalies in images. This mean not only �ag samples as normal or anomalous, also

compute where the anomalies are located in the images. This is usually done by producing

an heatmap , where each pixel value represents an anomaly score. This particular setting

of anomaly detection can be applied, for instance, in the industrial �eld for quality control,

or in the medical one to detect anomalies in tissue images.

Given a set of input imagesI = I 1; I 2; :::; I n , the problem of anomaly detection and

segmentation is to identify and localize anomalous regions within the images. Each image

is represented as a 3-dimensional matrix, where each dimension represents height, width

and color channels respectively. In our case, the matrix shape is(h, w, 3) , representing

images inRGB format, where each pixel is represented with 3 values (red, green, blue).

The task can be formalized as a binary segmentation problem, where the goal is to segment

each imageI i into two regions: the anomalous regionA i and the normal regionN i .

Mathematically, this can be expressed as:

A i = f x 2 I i : f (x) = 1 g

N i = f x 2 I i : f (x) = 0 g

wheref : I i ! 0; 1 is a binary function that assigns a label of 1 to anomalous pixels and

0 to normal pixels.

Figure 2: The Anomaly Segmentation task. The input image is on the left, while on the

right it is the desirable output. The anomalous regionA is the white area, where pixel

values = 1, the normal regionN is represented by the black area, where pixel values = 0.

The goal is to optimize the functionf , such that it identi�es anomalous region in unseen

images. The main challenges in anomaly detection are usually on data. Being anomalies

rare events, it is not easy to collect a su�cient amount of samples. Usually datasets are

imbalanced, with lots of normal instances and few anomalous. Moreover, not all anomalies
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follow a certain distribution, and the model must be able to detect any anomaly, even

those never seen before. That is why anomaly detection is usually tackled as asemi-

supervised learning task, with only good samples used in training.
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In this chapter, we present the mathematical concepts required for understanding the

methods introduced in this work. The new metric we de�ne in this study is a combi-

nation of two metrics, namely theComplex Wavelet Structural Similarity Index Measure

(CWSSIM )[29] and theColor Structural Similarity Indfex Measure(CSSIM )[16], which

are improved versions of the well-knownStructural Similarity Index Measure(SSIM )[34].

While CWSSIM improves some structural issues of SSIM, CSSIM enhances SSIM to color

images. Our novel color structural similarity metrics incorporate both of these improve-

ments.

Hence, we provide an overview of the concepts necessary for de�ning both CWSSIM and

CSSIM. The initial sections focus on frequency analysis and structural similarities, which

are needed for building CWSSIM. Following, we discuss CIELAB color spaces, which are

essential for de�ning the CSSIM metric.

Additionally, we o�er a simple explanation of the convolutional operation used in S-

CIELAB color conversion, other than its application in convolutional neural networks.

At the end, we provide a mathematical de�nition of the OCCD metric, another color-

similarity metric we aim to implement with CWSSIM in the subsequent chapters.

1.1. Image Frequency Analysis

Image frequency analysis refers to the process of analyzing the frequency content of an

image to understand its structural and textural characteristics. It involves applying math-

ematical techniques, such as theFourier Transform or Wavelet Transform, to decompose

the image into its frequency components and extract relevant information.

Frequency analysis enables the application of frequency-based �lters to manipulate the

image. Filtering techniques, such as low-pass, high-pass, or band-pass �lters, can be used

to enhance or suppress speci�c frequency components. This allows for operations such as

image denoising, edge enhancement, or texture extraction.
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Figure 1.1: The decomposition of an image in its high and low frequency components.

As Figure 1.1 shows, high-frequency components represents rapid changes in intensity

values, like narrow lines and edges. Low-frequency components are instead the slowly

changing pixels.

Image frequency analysis requires transforming the image from the spatial domain to

the frequency domain. The choice of transform depends on the speci�c requirements of

the analysis. Common transforms include theFourier Transform , Discrete Fourier

Transform (DFT) , or wavelet transforms . These transforms represent the image as

a sum of frequency components or basis functions.

1.1.1. Discrete Fourier Transform

The Fourier Transform is a mathematical technique used to analyze signals or functions

in the frequency domain. It decomposes a signal into a sum of complex exponential

functions, revealing the frequency components.
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For a discrete signalxn , the Fourier Transform is de�ned as:

X k =
N � 1X

n=0

xn � e� i 2�
N kn (1.1)

where F (! ) represents the complex amplitude of the signal at frequency! , and i is the

imaginary unit.

The inverse Fourier Transform, which recovers the original signal from its frequency com-

ponents, is given by:

xn =
1
N

N � 1X

k=0

X n � ei 2�
N kn (1.2)

wheref (t) represents the reconstructed signal.

Spatial Fourier Transform When the input is an image, we can extend the Fourier

Transform to the 2D Fourier Transform or the Discrete Fourier Transform (DFT) for

discrete images.

For a grayscale image represented by a 2D arrayf (x; y), the 2D Fourier Transform is

de�ned as:

F (u; v) =
N � 1X

x=0

M � 1X

y=0

f (x; y)e� i 2� ( ux
N + vy

M ) (1.3)

whereF (u; v) represents the complex amplitude of the image at spatial frequencies(u; v),

and N and M are the dimensions of the image.

The inverse 2D Fourier Transform, which recovers the original image from its frequency

components, is given by:

f (x; y) =
1

NM

N � 1X

u=0

M � 1X

v=0

F (u; v)ei 2� ( ux
N + vy

M ) (1.4)

The 2D Fourier Transform of an image provides a frequency spectrum, which reveals the

distribution and intensity of di�erent spatial frequencies in the image. Low-frequency

components correspond to the smooth variations or overall patterns in the image, while

high-frequency components capture �ne details or rapid changes.
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1.1.2. Short-Time Discrete Fourier Transform

The Short-Time Fourier Transform (STFT) is a transform that provides a time-varying

representation of a signal's frequency content. It overcomes the limitations of the regular

Fourier transform by dividing the signal into short overlapping segments and applying

the Fourier transform to each segment individually.

Given a discrete signalx(n), the STFT is de�ned as follows:

X (m; ! ) =
1X

n= �1

x(n)w(n � mR)e� j!n (1.5)

where X (m; ! ) represents the complex-valued STFT coe�cients at time frame m and

frequency! , x(n) is the input signal, w(n) is a window function, R is the hop size (the

distance between two frames), and! is the angular frequency.

Spatial Short-Time Fourier Transform To extend the STFT to images, we perform

a 2D STFT. The STFT for an imagef (x; y) is given by:

X (m; n; ! 1; ! 2) =
1X

x= �1

1X

y= �1

f (x; y)w(x � mR; y � nR)e� j (! 1x+ ! 2y) (1.6)

where X (m; n; ! 1; ! 2) represents the complex-valued STFT coe�cients at space coor-

dinates (m; n) and frequencies(! 1; ! 2), f (x; y) denotes the pixel values of the image,

w(x; y) is a 2D window function, and R is the hop size.

The di�erence between short-time and regular Fourier Transform is on the time informa-

tion, or space if we are dealing with images. The STFT provides a time-varying repre-

sentation of a signal's frequency content by analyzing short segments of the signal. It

captures how the frequency content changes over time. In contrast, the Fourier transform

provides a global frequency representation without time information.

1.1.3. Wavelet Transform

Wavelet A wavelet is a type of oscillation that exhibits a wave-like pattern. It starts

at zero amplitude, then increases or decreases in magnitude, and eventually returns to

zero one or more times. The shape of a wavelet can vary, but it typically has a localized

nature, meaning it is concentrated in a speci�c region of time or frequency.

The following equation is theMorlet wavelet function:
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 (t) =
1

p
�

ei! 0 te� t2=2 (1.7)

where! 0 is the central frequency.

Figure 1.2: The Morlet Wavelet.

Continuous Wavelet Transform The Wavelet Transform decomposes a signal into a

set of wavelet basis functions, enabling analysis in both the time and frequency domains.

The continuous wavelet transform (CWT) is de�ned as:

W(a; b) =
Z 1

�1
f (t) � (t � b)

a
(t) dt (1.8)

where W(a; b) represents the wavelet coe�cients,f (t) is the input signal, and  � (t) de-

notes the complex conjugate of the wavelet function (t).

Discrete Wavelet Transform The discrete wavelet coe�cients are sampled versions

of the continuous wavelet transform.
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Figure 1.3: Time-frequency resolution in di�erent transforms.

Figure 1.3 shows the di�erence in time-frequency resolution between the Fourier trans-

forms and the Wavelet transform. The plain Fourier transform is in 'pure' frequency

domain, this means it has a very high resolution in frequency, but zero information about

time. The short time Fourier transform, on the other hand, have a mid-level resolution

both on time and frequency domain.

The Wavelet transform is based on a simple assumption, that is, depending from the

frequency, we are more intrested in retaining more information abount frequency or time.

As Figure 1.3 shows, it keeps detailed information about time at high frequencies and

detailed frequency information when the frequency is low. Clearly, this representation has

poor frequency information at high frequency and poor time information at low frequency.

This makes the Fourier transform more suitable for stationary signals, the Wavelet trans-
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form for non-stationary signals.

1.2. Steerable Pyramid

A steerable pyramid[31] is a type of multiscale image decomposition that is based on

wavelet transforms.

The basic idea behind a steerable pyramid decomposition is to create a hierarchical rep-

resentation of an image that captures its content at multiple levels of detail, while also

preserving information about its orientation and structure.

The steerable pyramid decomposition is achieved by applying a series of high-pass and

low-pass �lters to the image at di�erent scales, which separates the image into di�erent

frequency bands. Each frequency band represents a di�erent level of detail in the image,

with the high-frequency bands capturing �ne-scale details and the low-frequency bands

capturing coarse-scale features.

At each level of the decomposition, the image is divided into a number of subbands that

capture di�erent orientations and scales. The subbands at each level are arranged in a

pyramid-like structure, with the low-frequency subbands forming the base of the pyramid

and the high-frequency subbands forming the top.

Figure 1.4: A 2 scales, 3 orientations pyramid decomposition.

One of the key advantages of the steerable pyramid decomposition is that it provides
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a �exible framework for representing images with di�erent orientations and scales. In

particular, the pyramid structure of the decomposition allows for e�cient computation

of image features at di�erent scales and orientations, by leveraging the fact that the

subbands at each level can be generated from a set of steerable �lters.

An example of steerable �lter is theIsotropic Gaussian Filter G(x; y), de�ned as:

G(x; y) = e� (x2+ y2) (1.9)

The �rst derivative of G(x; y) is G1 and let G�
1 be the �rst derivative rotated by angle �

around the origin. If we set as� = 0 � in x direction and � = 90� in y direction:

G0
1(x; y) = � 2xe� (x2+ y2) (1.10)

G90
1 (x; y) = � 2ye� (x2+ y2) (1.11)

We can now express an arbitrarily oriented �lter as a linear combination of this two �lters:

G(x; y)� = G0
1cos(� ) + G90

1 sin(� ) (1.12)

Figure 1.5: First row: a) Gaussian �lter (Equation 1.9); b) G0
1 (Equation 1.10); c) G�

1

with � = 30 (Equation 1.12). Second row: A disk image (e) and the its convolution with

the respective �lters (b-f, c-g, d-h).
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The steerable �lters used in the pyramid decomposition are designed to be rotated ver-

sions of a basic prototype �lter, which allows for the computation of �lter responses at

arbitrary orientations. Speci�cally, the steerable �lters are designed to have a certain

rotational symmetry that allows them to be rotated by any angle without changing their

response. This makes them well-suited for representing image features that exhibit rota-

tional symmetry, such as edges and corners.

The steerable pyramid decomposition can be expressed mathematically using a set of

�lter banks and downsampling operations. At each level of the pyramid, the image is

�ltered with a set of high-pass and low-pass �lters, which are designed to capture di�erent

frequency bands and orientations. The resulting subbands are then downsampled to create

a new, lower-resolution image, which is fed into the next level of the pyramid.

1.3. SSIM

The Structure Similarity Index Measure(SSIM )[34] is a metric used for measuring the

similarity between two images. It is computed as:

SSIM(x; y) =
(2� x � y + C1)(2� xy + C2)

(� 2
x + � 2

y + C1)( � 2
x + � 2

y + C2)
(1.13)

Where x and y are the compared images,� x and � y are their means,� x and � y are their

standard deviations,� xy is their covariance, andC1 and C2 are constants to stabilize the

division. Equation 1.13 can be rewritten, underlying its 3 components:

SSIM (x; y) = l(x; y)� � c(x; y)� � s(x; y)
 (1.14)

Wherel(x; y) is the luminance factor, c(x; y) the constrast factor ands(x; y) the struc-

ture factor. The three components are computed as:

l(x; y) =
(2� x � y + C1)

(� 2
x + � 2

y + C1)
(1.15)

c(x; y) =
(2� x � y + C2)

(� 2
x + � 2

y + C2)
(1.16)

s(x; y) =
(� xy + C3)

(� x � y + C3)
(1.17)
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Figure 1.6 shows, for each componens, the cases in which theyindependently reach

the minimum value. As can be seen in the last row, the SSIM between the two images

are very close to its minimum, which is-1, while it is really di�cult for the human eye to

perceive di�erences in the images. This is a limitation of SSIM that we will investigate

later in this work.

Figure 1.6: Minimum values of the SSIM components. The images at the bottom in the

middle and bottom examples have been zoomed by a factor 16x. This image is from [25].

1.4. CWSSIM

Another limitation of SSIM is its high sensitivity to small rotations, traslations and small

di�erences in scale. To address such limitations, an extension of SSIM to the complex

wavelet domain has been proposed in [29]. This variant is insensitive to small di�erences,
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that are usually caused by nuisance factors.

To present this metric, we need �rst to de�ne theComplex Steerable Pyramid Decomposi-

tion [27][31]. In few words, it is a multi-scale and multi-orientation image representation

that decomposes an image into a set of band-pass subbands with di�erent scales and

orientations. SeeSection 1.2 for details.

Figure 1.7: 5 scales 4 orientations steerable pyramid. Image from [14].

We de�ne two sets of coe�cients cx = f cx;i j i = 1; : : : ; Ng and cy = f cy;i j i = 1; : : : ; Ng

in the complex wavelet transform domain, at the same spatial location in the same wavelet

subbands of the two images being compared, respectively. Using these sets of coe�cients,

we can calculate the CW-SSIM index, which provides a measure of the similarity between

the two images.

CW (cx ; cy) =
2

�
�
�
P N

i =1 cx;i c�
y;i

�
�
� + K

P N
i =1 jcx;i j

2 +
P N

i =1 jcy;i j
2 + K

(1.18)

Where c� denotes the complex conjugate ofc and K is a small positive constant, added

to avoid weird behaviours when denominator approaches zero.

In order to compare images using the CW-SSIM index, a complex6-scale, 6-orientation
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steerable pyramid decomposition is used to decompose the images. The decomposition

process involves �ltering the image with a set of oriented �lters at multiple scales. The

outputs of these �lters are then combined to create a set of subbands at each scale. The

resulting subbands are further �ltered and downsampled to create the next level of the

pyramid. This process is repeated until the desired number of levels is reached. The

CW-SSIM indices are then calculated locally by sliding a7x7 window across each wavelet

subband. To obtain a single value similarity index, the CW-SSIM is averaged over all the

windows:

Ncw(x; y) = 1 �
1
N

NX

i =1

CW (cx;i ; cy;i ) (1.19)

1.5. CIELAB Color Space

The CIELAB (Commission Internationale de l'Eclairage LAB) color space is a color model

designed to approximate human perception of colors. In this space, color are represented

with 3 valuesL*a*b* :

ˆ L � : perceptual lightness;

ˆ a� : red-green opponent value;

ˆ b� : yellow-blue opponent value.

One key feature distinguing CIELAB from RGB is the property ofperceptual unifor-

mity , meaning that equal distances in the CIELAB color space correspond to approxi-

mately equal perceptual di�erences. This enables a more comprehensive computation of

numerical distances between colors.

CIELAB space possesses other advantages over RGB space. Firstly, it is device-independent,

and secondly, it cover the entire color gamut. These are not true for RGB space.

1.5.1. S-CIELAB

S-CIELAB is a spatial extension of CIELAB, with some minor modi�cations. In partic-

ular, some �lers are applied to the images to emulate the spatial blurring of the human

visual system. The process of converting color from RGB to S-CIELAB is detailed in the

next section.
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S-CIELAB Color Conversion

Figure 1.8: S-CIELAB color conversion (image from [16]).

The implementation of S-CIELAB, starting from RGB, involves several transformation.

Firstly, RGB needs to be converted to CIE XYZ, by means of the following linear trans-

formation:
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5 (1.20)

From the CIE XYZ values, another linear transformation is applied to get to an opponent-

colors space:
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3
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5
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6
4

X

Y

Z

3

7
5 (1.21)

Where Q1, Q2, Q3 represent the three CIELAB planes.
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Each plane is now �ltered with two-dimensional kernels, to emulate the spatial response

of the human visual system:

f = k
X

i

wi E i (1.22)

whereE i = ki exp
�
�

�
x2 + y2

�
=� 2

i

�

The scale factorki is chosen so thatE i sums to one. The scale factork is chosen so that

for each color plane, its two dimensional kernelf sums to one. The parameterswi and � i

are:

Plane wi � i

Lum 0:921 0:0283

0:105 0:133

� 0:108 4:336

Red-green 0:488 0:0536

0:330 0:494

Blue-yellow 0:531 0:0392

0:371 0:386

Then, with the following transformation, we go back to CIE XYZ:
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0:6204 � 1:8704 � 0:1553
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With this last transformation we get the CIELAB space representation:

L � =

8
<

:
116 (Y=Y0)1=3 � 16; (Y=Y0 > 0:008856)

903:3(Y=Y0)1=3; (Y=Y0 � 0:008856)

a� = 500 [f (X=X 0) � f (Y=Y0)] ;

b� = 200 [f (Y=Y0) � f (Z=Z0)]

wheref (t) =

(
t1=3; (t > 0:008856)

7:787t + 16=116; (t � 0:008856)
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1.5.2. Convolution

Convolution is a mathematical operation used in image processing and computer vision. It

involves taking a kernel or �lter, sliding it over an image, and performing a mathematical

operation between the kernel and each pixel in the image. The result is a new image,

where each pixel is a combination of the original pixel values and the kernel values.

Mathematically, the convolution of an imageI with a kernel K is de�ned as:

I 0(x; y) = ( K � I )(x; y) =
aX

i = � a

bX

j = � b

K (i; j ) � I (x + i; y + j )

whereI 0 is the resulting convolved image, anda and b represent the half-width and half-

height of the kernel, respectively. The variablesx and y represent the location of the pixel

being processed in the original imageI .

Figure 1.9: Convolution Operation.

To perform convolution on an image, we slide the kernel over the image, aligning the

center of the kernel with each pixel in turn. At each location, we multiply the values of

the kernel by the corresponding values of the image, summing these products to produce

the convolved output value. The result is a new image that is smaller than the original,

due to the loss of pixels at the edges where the kernel extends beyond the image.

1.6. CSSIM

The Color - Structure Similarity Index Measureis an extension of SSIM to color images.

As shown, SSIM che be written as:
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SSIM (x; y) = l(x; y) � c(x; y) � s(x; y) (1.23)

Where the 3 components represent structure, constrast and luminance. Being SSIM not

suitable for color images,M. A. Hassan and M. S. Bashraheelproposed a new version of

SSIM, namely CSSIM [16], adding a color component:

CSSIM (x; y) = l(x; y) � c(x; y) � s(x; y) � Cr (x; y) (1.24)

To compute the color component,Cr (x; y) in Equation 1.24 , images need to be converted

to the S-CIELAB color space, following the procedure presented inSection 1.5.1 .

We can now de�ne thePerceptual Color Di�erence as:

� E =
p

(L �
2 � L �

1)2 + ( a�
2 � a�

1)2 + ( b�
2 � b�

1)2 (1.25)

And the color componentCr (x; y) as:

Cr (x; y) = 1 �
1
k

� E(x; y) (1.26)

wherek is a weighting constant, de�ned empirically (the valuek = 45 is selected in [16]).

1.7. OCCD: Optimal Color Composition Distance

The Optimal Color Composition Distance[24] (OCCD ) is a color distance metric that

measures the di�erence between two images in terms of their color content.

The following are the required high-level steps to compute the OCCD metric between two

images (they are explained in details later):

1. Sample a subset of all possible colors, called color codebook;

2. Quantize the images using the color codebook;

3. Remove speckled noise from the quantized images;

4. Compute dominant color components of each image;

5. Build the bipartite graph with the color components;

6. Solve the minimum cost matching problem;
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7. The OCCD between the two images is the sum over the weights selected.

1.7.1. Codebook Selection

We denote asC the set of all possible colorscp, in RGB space:

cp = [ rp gp bp]T ; cp 2 C (1.27)

And as Clab the set of all possible colorcl in Lab space:

cl = [ L l al bl ]T ; cl 2 CLab (1.28)

The Lab color space is selected for its property of being perceptually uniform, as discussed

in Section 1.5.1 . In this color space, a consistent Euclidean distance corresponds to a

consistent perceptual distance, regardless of the color's position within the space. In the

RGB representation, all colorsc are contained in a 3D cube, while inLab CLab is an

irregular cube.

The color codebook is obtained by samplingn colors in theLab color space. This is done

through a spiral lattice.

Lattice : A k-dimensional lattice is speci�ed by a seta1; :::; ak of linearly independent

real vectors. The set of all points:

x = u1a1 + � � � + ukak

with integer u1; :::; uk comprise the lattice [24].

We de�ne the spiral lattice in the complex plane in polar coordinates as the set of points:

zn = n� ej 2�n� ; �; � 2 R; n 2 Z (1.29)

Where each pointzn is de�ned by its index n. Paramters � and � determine the distri-

bution of points in the plane. More information about spiral lattice and sampling can be

found in [23].

Figure 1.10 represents the spiral lattice with� = (
p

5� 1)=2 and � = 1=2, that is de�ned

as Fibonacci lattice[24].
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Figure 1.10: Fibonacci lattice sampled as inEquation 1.29 . Image from [24].

To sample from a color space, it is recomended to rotate the spiral lattice by a small angle

� 0 for better alignment with boundaries:

zn = n� ej� ; � = 2�n� + � o; � o; �; � 2 R; n 2 Z. (6)

The Lab color space represents colors with 3 values, but unfortunately there is no gen-

eralization of the spiral sampling to three dimensions. Thus, the luminance planeL is

sampled independently, obtainingNL luminance values. Then, for each luminance value

L i , Np colors are chosen as pointszn of a spiral lattice.

Figure 1.11:Example of the Fibonacci codebook with 139 colors. The codebook is obtained

by sampling the luminance planes {5, 20, 40, 50, 63, 75, 85, 94, 98} according to the

spiral geometry[24].
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From this process we ontainNL � Np set of points. However, not all these points represent

valid colors as the crossection of theLab is not circular. These points are discarded and

the remaining NQ points de�ne the codebook.Figure 1.11 is an example of codebook

with NQ = 139.

A great propery of Fibonacci codebooks is that they can be fully determined by a set

of parameters that de�ne the sampling process. As a result, regardless of the size of the

codebook, it is unnecessary to store the actual color values for each entry. Instead, only a

small set of parameters needs to be stored, which can be utilized in real-time to generate

color values. This property is important for storage, transmission, and color processing

applications. The choice ofNQ, the total number of colors, depends on images dimension.

Common values used are near 100.

1.7.2. Images Color Quantization

During this phase, the input images are quantized using the color codebook computed in

Section 1.7.1 .

Figure 1.12: Quantization example withNQ = 96.

To each pixel is assigned the color in the codebook that is closest to it. The calculation

of color distances is based on Euclidean distances.Figure 1.13 shows an example of

quantization based on a 96 color codebook.

1.7.3. Speckled Noise Removal

After the color quantization step, the resulting images often show some speckle noise,

isolated spots appearing randomly on a background of a di�erent color. While traditional

smoothing techniques like median �ltering or low pass �ltering can help to reduce such

artifacts, they cannot entirely eliminate them due to the non-linear nature of the quanti-
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zation process. To address this, in [24] they developed a statistical method that identi�es

the colors associated with speckle noise and remaps them to the dominant color in their

surrounding area. This method accomplishes speckle color identi�cation by evaluating

the distribution of colors in the neighborhood. For further details on this procedure see

[24].

1.7.4. Dominant Color Components

In each input image, we select those colors that occupies more than a prede�ned area

percentage (i.e., 3%) and call themdominant colors . All pixels values representing

a non-dominant color are remapped to the closest dominant color. After this step, we

typically are left with approximately 10 colors. We de�ne adominant color component

of an image as the pairCCi (ci ; pi ), whereci represents a dominant color of the image, and

pi represents the percentage of the area covered by that color. Now, the color information

of the image is represented by thedominant color components set(DCC ).

1.7.5. Color Components Graph

To determine the similarity of two images in terms of color composition, two conditions

must be met according to human perception. Firstly, the dominant color components in

both images need to be similar. Secondly, color components with similar colors should

have similar area percentages. Hence, we measure the distance between images basing on

the optimal mapping between DCCs.

Firstly, the dominant color components of each image are quantized into a set of color

units n with equal area percentagep, wheren � p = 100. This set is call quantized color

component set. Although di�erent color units in this set may have the same color, the

number of units labeled with a speci�c colorci is proportional to the corresponding area

percentagepi . With each unit now having the same area percentage, it is only necessary

to label them based on color. Therefore, the image's color composition can be represented

as a set ofn labeled units.

Starting from imagesA and B, with quantized component setsf CA jU1
A ; U2

A ; :::; Un
A g and

f CB jU1
B ; U2

B ; :::; Un
B g, let I (Uk

x ); x = A; B and k = 1; :::; n be the color of unitUk
x and let

f MAB jmAB : CA ! CB g be the set of one-to-one mapping functions from setCA to set

CB . Each mapping function de�nes a mapping distance between the two sets:
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MD (CA ; CB ) =
NX

i =1

W(I (U i
A ); I (mAB (U i

A ))) (1.30)

whereW(i; j ) is the distance between the two colori and j .

The objective now is to determine the optimal mapping function, minimizingMD (CA ; CB )

between the two sets, where each one-to-one mapping is de�ned as the di�erence between

the two colors in the given codebook.

Figure 1.13: (a) Bipartite graph used to compute the color distance. (b) OCCD computa-

tion. [24]

This can be formulated as aminimum cost graph matching problem, which solution is the

set of edges minimizing the total cost. The summation over this set is de�ned asOptimal

Color Composition Distance(OCCD ) [24].
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As mentioned above, the biggest challenge of anomaly detection is the collection of ab-

normal samples. This makes it very di�cult to use supervised models. This lead to the

use of only normal samples in the training phase, through unsupervised or self-supervised

models. In this chapter, we provide an overview of the most e�ective approaches found

in literature for anomaly detection. Deep learning methods have shown exceptional per-

formance in this �eld, so we begin by providing a concise introduction to neural networks

and loss functions. Understanding these concepts is crucial for our proposed solution as

well, given that it involves a novel structural similarity metric used as loss function for

autoencoders.

2.1. Arti�cial Neural Networks

In the context of arti�cial intelligence and machine learning, neural networks are a subset

of algorithms that are inspired by the structure and function of the human brain.

Figure 2.1: Fully Connected Neural Network.

They are commonly used for tasks such as image and speech recognition, natural language
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processing, and predictive modeling.

Neural networks consist of layers of interconnected nodes, or "neurons," that process

information in a hierarchical manner. Each neuron receives input signals from other

neurons, and it performs a simple calculation on that input to produce an output signal.

These output signals are then fed forward to other neurons in the network until the �nal

output is produced.

z =
nX

i =1

wi x i + b (2.1)

y = f (z) (2.2)

where wi are the weights of the inputsx i , b is the bias term, n is the number of inputs

to the neuron, f (z) is the activation function applied to the weighted sumz, and y is the

output of the neuron.

During the training process, the neural network is presented with a large set of labeled

data and learns to make predictions by adjusting the weights of the connections between

neurons. This process is known asbackpropagation , and it allows the network to learn

the underlying patterns and relationships in the data.

Neural networks have several advantages over other machine learning algorithms. They

are able to model complex, nonlinear relationships in data, and they are particularly

e�ective at handling large and high-dimensional datasets. They are also able to learn and

adapt to new data in real-time, making them well-suited for applications such as speech

recognition and natural language processing.

Overall, neural networks are a powerful tool for arti�cial intelligence and machine learning,

and they have been applied successfully in a wide range of applications.

2.1.1. Convolutional Neural Networks

A convolutional neural network (CNN)[32] is a type of neural network that is speci�cally

designed for image recognition and processing tasks. They are a subset of deep learning

algorithms that use a specialized type of neural network layer called a convolutional layer.
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Convolutional Layer

As shown inSection 1.5.2 , convolution is the operation of applying a �lter, or "kernel"

to the input image. This is done by sliding the �lter over the input image and performing

a dot product between its weights and the image pixels. The Convolutiona Layer involves

the use of multiple �lters, which weights are �rst initialized at random and are then

learned via backpropagation. Inputs and outputs of convolutional layers are block of 2D

matrix, called feature maps.

Pooling Layer

The output of a convolutional layer is typically fed into a pooling layer, which down-

samples the feature maps by computing summary statistics such as the maximum or

average value within a local region of the feature map. This helps to reduce the dimen-

sionality of the data and make subsequent computations more e�cient.

Figure 2.2: A max-pooling, with 2x2 pooling size and stride 2.

CNNs have become the state-of-the-art method for image classi�cation and recognition

tasks, and have been applied successfully in a wide range of applications, including medical

imaging, self-driving cars, and facial recognition.

Activation Function

An activation function is a mathematical function that is applied to the output of a neuron

in a neural network. The purpose of the activation function is to introduce nonlinearity

into the network, which enables it to model more complex relationships between the input

and output variables.
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Figure 2.3: Most used activation functions.

Loss Function

In machine learning, loss functions are used to measure the di�erence between the pre-

dicted output of a model and the true output of the training data. They provide a way to

evaluate how well a model is performing and to guide the process of training the model

to improve its accuracy.

A loss function takes as input the predicted output of a model and the true output of

the training data, and outputs a single scalar value that represents the error or between

the predicted and true outputs. The goal of training a model is to minimize the value of

the loss function, which can be achieved by adjusting the weights and biases of the model

during the training process.

Deep learning models rely on gradient-based optimization algorithms, such asbackprop-

agation , to update the model's parameters and minimize the loss. Hence, the property

di�erentiability is required for loss functions.

Di�erent types of machine learning tasks require di�erent types of loss functions. For

example, for regression tasks, where the goal is to predict a continuous value, a common

loss function is the mean squared error, which computes the average squared di�erence

between the predicted and true outputs. For classi�cation tasks, where the goal is to

predict a categorical label, a common loss function is the cross-entropy loss, which mea-

sures the dissimilarity between the predicted and true probability distributions over the



2| State of the Art 31

possible classes.

LMSE (� ) =
1
n

nX

i =1

(yi � f (x i ; � ))2 (2.3)

Here,yi is the target value for thei th training example, f (x i ; � ) is the predicted value for

the i th example, and� are the model parameters.

In addition to guiding the training process, loss functions can also be used to evaluate the

performance of a model on new, unseen data. By computing the loss on a test dataset,

one can assess how well the model is able to generalize to new examples and identify areas

where further improvement is needed.

Overall, loss functions are a fundamental component of machine learning algorithms and

play a critical role in training and evaluating models for a wide range of tasks.

Autoencoders

Autoencoders are neural networks commonly used for unsupervised learning. They con-

sist of two main components: an encoder network that maps the input data to a lower-

dimensional representation, and a decoder network that maps the lower-dimensional rep-

resentation to the output, a reconstructed version of the input data.

Figure 2.4: Autoencoder structure.

During training, an autoencoder is presented with a set of input data and learns to

reconstruct the data using the lower-dimensional representation. The goal is to minimize
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the di�erence between the input data and the reconstructed output, which is typically

measured using a loss function such as the mean squared error.

Convolutional autoencoders are a speci�c type of autoencoder that are designed for image

data. They use convolutional layers instead of fully connected layers in the encoder and

decoder networks to capture spatial patterns and features within the input images.

In a convolutional autoencoder, the encoder network typically consists of a series of convo-

lutional layers that gradually reduce the dimensionality of the input image. The output

of the �nal convolutional layer is then �attened and passed through one or more fully

connected layers to generate the lower-dimensional representation.

The decoder network is essentially the reverse of the encoder network, with fully connected

layers followed by a series of deconvolutional layers (also called transpose convolutional

layers) that gradually increase the dimensionality of the output until it matches the orig-

inal input image.

Convolutional autoencoders are often used for tasks such as image denoising, compression,

and generation. By learning a compressed representation of the input data, they can

e�ectively remove noise and redundancy from images while retaining the essential features.

Overall, autoencoders and convolutional autoencoders are powerful tools for unsupervised

learning and data compression, and have a wide range of applications in image processing,

computer vision, and data analysis.

Student-Teacher Model

The student-teacher [6] approach, also known as knowledge distillation, is a technique

used in machine learning to transfer knowledge from a more complex or larger model (the

teacher) to a simpler or smaller model (the student).

In the context of anomaly segmentation, the student-teacher is employed to improve the

performance of anomaly detection models.

Here is how the student-teacher architecture works:

Teacher Model Training : A large and complex model, such as a deep neural network,

is trained on a labeled dataset that includes both normal and anomalous examples. The

teacher model learns to classify and segment anomalies accurately based on the provided

labels.
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Figure 2.5: Student-Teacher Architecture. This image is from [18].

Teacher Model Inference : The trained teacher model is then used to generate pre-

dictions on a new set of unlabeled data, including both normal and anomalous samples.

The predictions include class labels and segmentation maps that highlight the anomalous

regions.

Student Model Training : A smaller and simpler model, known as the student model,

is trained to mimic the behavior of the teacher model. The student model takes the same

input data as the teacher model and is trained to produce similar predictions in terms of

class labels and anomaly segmentation maps.

Distillation Loss : During the training of the student model, a distillation loss is typically

employed to guide the learning process. This loss measures the di�erence between the

predictions of the teacher model and the student model. The distillation loss encourages

the student model to mimic the outputs of the teacher model and capture the knowledge

learned by the teacher.

Student Model Inference : Once the student model is trained, it can be used inde-

pendently for anomaly segmentation on new, unseen data. Although the student model

is simpler and computationally e�cient, it can still produce accurate anomaly segmenta-

tions, thanks to the knowledge transferred from the teacher model.

The student-teacher approach in anomaly segmentation allows for the extraction of useful

information from a more complex model and transfers it to a simpler model, enabling

improved performance in identifying and localizing anomalies.
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2.2. Generative Methods

This methods typically involve the use of neural networks, likeAutoencodersor Generative

Adversarial NetworksGAN . Also called reconstruction-method, they learn to reconstruct

the input. This methods are based on the assumption that the model is able to reconstruct

normal images with low error, while not being able to reconstruct anomalies.

GANs

Generative Adversarial Networks [2] (GANs) are a type of deep neural network used for

generating new data that is similar to the training data. The basic idea behind GANs

is to train two neural networks simultaneously: a generator and a discriminator. The

generator learns to create new data samples that are similar to the training data, while

the discriminator learns to distinguish between the generated samples and real samples.

Figure 2.6: GANs architecture. This image is from [30].

The training process of GANs can be formulated as a two-player minimax game, where

the generator tries to minimize the discriminator's ability to distinguish between real

and generated samples, and the discriminator tries to maximize its ability to distinguish

between them. The objective function for GANs can be written as:

min
G

max
D

V(D; G) = Ex � pdata(x)[log D(x)] + Ez� pz (z) [log(1 � D(G(z)))] (2.4)

Here,G is the generator,D is the discriminator, x is a real data sample,z is a noise vector

sampled from a prior distribution pz(z), and G(z) is a generated sample. The �rst term

in the objective function measures the discriminator's ability to distinguish real samples

from fake samples generated byG, while the second term measures the generator's ability
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to fool the discriminator.

2.3. Anomaly Simulation Methods

To get the model to better learn the di�erences between normal and anomalous patterns,

these methods arti�cially generate abnormal samples at training.CutPaste[20], for in-

stance, randomly select rectangular patches of the input images and pastes it on random

location. This way, the model learns to reconstruct normal pattern even in presence of

anomalies. In [26], randomly selected regions of the images are set to zero. This procedure

is calledInpainting.

Figure 2.7: Inpainting technique applied to autoencoders.

As Figure 2.7 shows, the model learns to reconstruct an anomaly-free image starting from

the correspondinginpainted version. This is done by feeding the autoencoder inpainted

images as input and the corresponding original versions as target data. By doing so the

model learns to reconstruct anomaly-free images even in the presence of anomalies. As

reported in [26], this method achieves very high performance.

2.4. Transfer-Learning Methods

These models use pre-trained networks as feature extractors. The most used is the

ImageNet[13]-trained ResNet[17], which learned low-level image features from a very large

dataset. Actually, almost every state of the art performance methods involves the use of

some pretrained model as feature extractor.

In this category we need to mention the work ofJaehyeok Bae, Jae-Han Lee, Seyun Kim
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[3]:

PNI: Industrial Anomaly Detection using Position and Neighborhood Infor-

mation In this work, authors settled new state of the art performance on the anomaly

detection task. The core idea behind this new method is to take into account the posi-

tional context and neighboring features to enstimate the distribution of normal samples.

This is done with a multi-layer perceptron network that models the conditional proba-

bility based on neighbourhood features. A simple overview of the method is shown in

Figure 2.8 .

Figure 2.8: PNI method overview. This image is from[3].

During the training phase of the PNI algorithm, normal samples are transformed into

a feature map � i using a pre-trained model' , speci�cally the ImageNet model. The

aggregated patch-level features are then subsampled to generate two important sets: the

embedding coresetCemb and the distribution coreset Cdist . This subsampling is done

using a greedy subsampling method. Once the coreset sets are obtained, two models

are trained separately to capture the normal feature distribution given neighborhood

information and position information. The neighborhood information model is trained

using a Multi-Layer Perceptron (MLP), while the position information model is trained

using histograms. Additionally, a pixel-wise re�nement network is trained using synthetic

defect images.
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During the inference phase, the algorithm evaluates the anomaly score for local test fea-

tures by utilizing the trained normal feature models. Finally, a re�nement step is per-

formed to enhance the anomaly map by taking into consideration the characteristics of

the input image.

For a detailed and comprehensive understanding of the method, including mathematical

details, we remand to the original paper, as it is out of the scope of this work.

Spatial Attention Mechanism

The attention mechanism [33] was originally proposed in the context of NLP, i.e.Natural

Language Processing. Here, it is used to selectively focus on certain parts of the input

text to generate output.

The basic idea behind the attention mechanism is to assign a weight to each source

token based on its relevance to the current target token being generated. This weight is

computed using a learned function that takes as input the hidden state of the decoder

and the hidden states of the encoder (i.e., the source text), and outputs a probability

distribution over the source tokens. The decoder then computes a weighted sum of the

encoder hidden states, where the weights are given by the attention weights, to obtain a

context vector that is used to generate the next target token.

Recently it has been extended to computer vision. The base idea is the same, it selectively

focus more of certain areas of images, areas selected by a function that is learnt in training

phase.

Figure 2.9: Spatial attention mechanism. This image is from[12].
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The spatial attention mechanism is used in various state of the art approaches. Among

them, the best performing is presented in [35].

MemSeg: A semi-supervised method for image surface defect detection using

di�erences and commonalities The following picture, extracted from [35], shows the

overview of the MemSeg method. The method uses a combination of technique, including

generating simulated anomalies and the spatial attention mechanism.

Figure 2.10: MemSeg Method. This image is from[35].

The basic idea of MemSeg is to develop a framework that can detect and locate �ne-

grained anomalies in images. It utilizes a combination of techniques, including simulated

abnormal samples and memory information, to improve the model's ability to learn and

identify abnormal regions.

The framework is built upon the U-Net architecture [28], a widely used model for

semantic segmentation. In the training phase, MemSeg leverages simulated abnormal

samples generated through a speci�c strategy. These simulated samples help the model

learn what abnormal patterns look like, even if they were not present in the collected

data.

Memory information and spatial attention maps are also generated during training. These

components assist in capturing relevant features and improving the localization of anoma-

lies in images.

In the inference phase, MemSeg can directly identify and locate abnormal regions in new

images. It achieves this by integrating the memory information and high-level features
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of the input image through a multi-scale feature fusion module (MSFF Module) and a

spatial attention module.
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3| Our contribution

In this chapter we propose two novelcolor-enhanced structural similarity metrics ,

both as a color extension of the greyscale CCWSSIM. Additionally, we investigate the

suitability of these metrics as loss functions for autoencoder.

3.1. CCW-SSIM: Color Complex Wavelet Structure

Similarity Index Measure

In this section we propose a novelColor Structure Similarity Metric , which demon-

strated to get great performance in the anomaly detection �led. In particular, we propose

it as loss function to be used with autoencoders. This work is inspired by [4], who �rstly

proposed the use of similarity metrics as loss functions for autoencoder, by [9], who used

the CW-SSIM, and by [16], who proposed an extension of SSIM to color images.

As we showed inSection 1.4 , CW-SSIM solved the limitations of SSIM relatively to

rotation, scaling and translations. Nevertheless, both CW-SSIM and plain SSIM can only

be applied to grayscale images. As stated in [9], color information is very important in

the context of anomaly detection and segmentation.

Starting from the color extension of SSIM presented in [16]:

CSSIM (x; y) = l(x; y) � c(x; y) � s(x; y) � Cr (x; y) (3.1)

Where the four factors representluminance, contrast, structure and color compo-

nents respectively (seeSection 1.6 for details).

We de�ne the newColor Complex Wavelet Structure Similarity Index, CCW-SSIM as:

CCW-SSIM(x; y) = CW-SSIM(x; y) � Cr (x; y) (3.2)

where CW-SSIM(x; y) is the Complex Wavelet Structural Similarity Indexbetween the
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imagesx and y, as in Section 1.4 , and is de�ned as:

CW-SSIM(x; y) =
1
N

NX

i =1

CW (cx;i ; cy;i ) (3.3)

where:

CW (cx ; cy) =
2

�
�
�
P N

i =1 cx;i c�
y;i

�
�
� + K

P N
i =1 jcx;i j

2 +
P N

i =1 jcy;i j
2 + K

(3.4)

and Cr (x; y) is a variant of the Color Similarity , presented inSection 1.6 , de�ned as:

Cr (x; y) = 1 �
1
k

� E(x; y) (3.5)

where:

� E =
p

(a�
2 � a�

1)2 + ( b�
2 � b�

1)2 (3.6)

The Equation 3.6 of the perceptual color di�erence di�ers from the one presented in

Section 1.6 . In particular, the Luminosity plane L � is not used in our variant. Given

that, as explained inSection 1.5 , it represents the grayscale component, we decided to

use it for the computation of the CW-SSIM component only. That way, only thea� and

b� color planes are used to compute the color component of the similarity. The reason

behind this decision is based on the excellent performance of CW-SSIM on grayscale

images. In our variant, we reconstruct the grayscale component of images using only the

highly e�ective CW-SSIM component of the loss function.

3.1.1. CCW-SSIM as Loss Function

Equation 3.2 de�nes a Similarity Metric , we de�ne its corresponding loss as:

L ccwssim (x; y) = 1 � CCW-SSIM(x; y) (3.7)

The implementation of the novel loss function in the training loop is straightforward

with TensorFlow's[1] automatic di�erentiation. Regardind the CW-SSIM term, as in

[8], it is automatically di�erentiated by Tensor�ow with no issues. CCW-SSIM involves
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multiplying CW-SSIM with an L2 distance calculation, operations that can be easily

di�erentiated. Note that the conversion from RGB to S-CIELAB is only performed once,

as a preprocessing step, and does not require di�erentiation. We remember that CW-SSIM

is computed on theL � channel, that is almost identical to the grayscale representation,

while the color componentCr is computed from the color channelsa� and b� .

3.2. CCW-SSIM for Anomaly Detection

Andrea Bionda, Luca Frittoli, Giacomo Boracchi in [9] and Bergmann, Paul and Löwe,

Sindy and Fauser, Michael and Sattlegger, David and Steger, Carstenin [4] demonstrated

that similarity metrics can reach good results in the context of anomaly detection, when

used as loss functions for autoencoders networks. In this study, we propose the new CCW-

SSIM, deeply explained inSection 3.1 , as loss function. This metric is an extension of

CW-SSIM to color images, so this will allow us to detect color anomalies.

3.2.1. Method Overview

Figure 3.1: Framework: RGB patches are transformed to CIELAB before being fed to

the autoencoder. The CW-SSIM component of the loss function is computed on theL �

channel, while the color component ona� and b� planes. In prediction phase, the anomaly

map is computed computing the CCW-SSIM on a sliding window.

Figure 5.4 provides a high-level overview of the proposed method. It is worth noting

that the computation of the CW-SSIM structural component of the loss function exclu-

sively utilizes theL � channel, while the color component exclusively utilizes thea� and b�

channels. More detailed information are given in the following chapter.

3.2.2. Pixelwise CCW-SSIM

The CCW-SSIM loss, as illustrated inEquation 3.7 , takes two input images and returns

a value that quanti�es their dissimilarity in terms of both structure and color. The
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following is the signature of that function:

f : Rn� n� c � Rn� n� c ! R (3.8)

wheren represents images height and with,c is the color channels, that isc = 1 for CW-

SSIM component,c = 2 for color componentCr and c = 2 for the CCW-SSIM metric.

The scalar value returned is the dissimilarity between the two images.

However, what we require is apixelwise function, meaning a function that calculates a

dissimilarity value for each corresponding pair of pixels in the two compared images. This

is necessary in order to localize anomalies within the images. Mathematically, we need to

modify the function to have the following signature:

f : Rn� n� c � Rn� n� c ! Rn� n (3.9)

where, given as input two images, it outputs a pixelwise dissimilarity map, where the

shape of the map is the same as the input images, excluding the channel dimension.

We achieved this by computing the dissimilarity metric on a sliding window over all the

input images, with stride 1. The details of this procedure are deeply explained in the

following chapter.

3.3. Proposed Approach: OCCCW-SSIM

The other color-similarity metric we developed is based on theOptimal Color Composition

Distance (OCCD).

3.3.1. OCCCW-SSIM

We de�ne a new metric to evaluate the similarity between two imagesx and y, considering

both the structural component CWSSIM and the color component OCCD. Starting from

the color distance OCCD, we de�ne the corresponding similarity as:

OCCS(x; y) = 1 � OCCD(x; y) (3.10)

Where OCCS is the Optimal Color Composition Similarity. Starting from Equation

3.10, we de�ne the newcolor-structural similarity metric as:
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OCCCWSSIM(x; y) = 1 � Loccdcw(x; y) (3.11)

whereOCCCWSSIM is the newOptimal Color Composition Complex Wavelet Structural

Similarity and:

Loccdcw(x; y) = �L occd(x; y) + �L cw(x; y) (3.12)

where Loccd is the Optimal Color Composition Distanceand is computed as inSection

1.7, � and � are two constant such that � + � = 1 and L cw is the Complex Wavelet

Structure Similarity Loss, computed as explained inSection 1.4.

3.3.2. OCCW-SSIM as Loss Function

In the previous section we presented a new image similarity metric and its correspond-

ing distance metric. Here, we investigate the feasibility to use it as loss function for

autoencoders in anomaly detection.

We focus on the OCCD component, as the CWSSIM is already used as loss function in

[9] and in Section 1.4 , with great performance.

Firstly, in order to detect anomalous regions, it is necessary to compute the OCCD pix-

elwise. This can be accomplished using the same approach outlined inSection 1.4 and

described in [9], by utilizing sliding windows and assigning the value of the window to

the pixel at the center. However, it is important to note that this method comes with the

drawback of substantial increased complexity, as we will explore in more detail later on.

Di�erentiability We recall that in deep learning the di�erentiability property is a

requisite for loss functions, as it enables the computation of gradients, used by the back-

propagation algorithm in the training phase of a neural network.

The algorithm for the OCCD computation, presented inSection 1.7 , is clearly not

representing a di�erentiable function. In particular, step 2 (quantization of images),

step 3 (removal of specke noise) and step 6 (minimum cost matching problem) are not

implmentable with di�erentiable functions. Although step 3 can be removed, as it is not

a foundamental step for OCCD, and step 6 could be approximated with di�erentiable

functions, the same is not true for step 2.
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3.3.3. OCCD Estimation

To overcome the di�erentiability problem presented in the previous section, we imple-

mented a simple neural network with the aim to learn the OCCD function. The following

algorithm shows the OCCD estimation process:

1. Extract a set W of LxL random windows from datasetD;

2. Build a set CN of N random couplescn = ( wi ; wj ) with wi ; wj 2 W; n 2 N

3. Compute the OCCD valuesOCCD(CN );

4. Train the neural network with CN as input and OCCD(CN ) as target;

5. Predict the OCCD between two new windowswx and wy with the trained network.

We selected a dataset composed of2000 random images, to which we added the MVTech

dataset and 2 more images, one completely white and the other completely black. The

extracted windowsW are of size7x7 pixels and the couple setCN is built with 50000

couples.

So, the training set has shape [50000, 2, 7, 7, 3] where 3 is the RGB channels. We note

that using more training data does not increase performance.

The neural network employed is very simple, as the dimensionality of the problem is really

small and speed is a foundamental requisite. Although the network is very simple and

with few parameters, it predicts OCCD with an error less than5%.

3.3.4. OCCW-SSIM Autoencoder Training

In the previous section we presented a way to obtain a di�erentiable approximation of the

OCCD metric between two7x7 image windows. So we tried to use the neural network

trained to predict OCCD values to compute the OCCD component of the loss function

presented inSection 1.7 .

As we expected, the complexity problem showed up. If we consider patches of size

128x128 , the number of pixels in each patch is 16384. For each of these pixel, we have

to predict the OCCD value in its surrounding7x7 window. This resulted in a explosion

of the training time, making the use of OCCD in this way impractical.
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4| Implementation Details

In this chapter, we will explain the implementation details of our work. We will explain

the reasoning behind every parameter value chosen, the model architecture and other

insights. Overall, this chapter aims to provide a comprehensive and detailed explanation

of the implementation of our novel similarity metric as loss function for autoencoders.

4.1. Autoencoder Architecture

The base model of the autoencoder we used in this work has been insipired by the one

used in [9]. We slighlty modify it, increasing a bit the size of the latent representation.

The rational behind this choice is the more complex setting we are in, as we are working

with color images. Our model is fully convolutional, which allows for e�cient processing

of images with varying sizes.

Figure 4.1: Autoencoder Layers.
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The encoderE() consists in a series of convolutional layers followed byLeakyReLu [22]

activation functions. The number of �lters in each convolutional layer is gradually in-

creased from32 to 2048 and the size of the �lters is set to(4x4) . This is done to capture

the hierarchical features of the input images in a compressed feature representation.

The decoderD() is a perfect symmetric version of the encoder, where convolutional layers

are replaced with transposed convolutional layers. The decoder reconstruct the input

image starting from the latent representationz.

Figure 4.1 shows in details the autoencoder architecture. In our implementation, the

latent representation is4 times bigger than the one used in [9]. Even if this increased the

model parameters from to5:57 � 106 to 18:16 � 106, we established that the training and

prediction times are almost the same.

The �lters of the model are all of size (4x4), the stride is 4 in the 4 central layers,2

elsewhere.

4.2. Preprocessing

Preprocessing comprehend the data preparation steps applied before feeding patches to

the autoencoder. Firstly,50000 ranndom overlapping patches of shape(128, 128, 3) are

extracted from the dataset. Then we apply the S-CIELAB color conversion and normalize

the resulting patches to the interval[-1, 1] . To better cover the[-1, 1] interval we decided

to divide the input by the largest value present in each dataset.

4.3. Loss Function

The loss function we used is theColor Complex Wavelet Structure Similarity, or CCW-

SSIM . As deeply explained inSection 3.1 , it is composed of the CW-SSIM and the

Color component. To keep the implementation simpler and as clear as possible, the two

components are computed separately. At the end, the loss function is computed as:

L ccwssim (x; y) = 1 � CWSSIM (x; y) � Cr (x; y) (4.1)

whereCWSSIM is the Complex Wavelet Structure Similarity, Cr is the color component

described inSection 3.1 .

We will not go in details about the parameters of CW-SSIM, as they are the same used

in [9]. Regarding the color component, we recall how it is computed:
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Cr (x; y) = 1 �
1
k

� E(x; y) (4.2)

where:

� E =
p

(a�
2 � a�

1)2 + ( b�
2 � b�

1)2 (4.3)

Here, the only parameter isk. Recalling Section 3.1 , the color and the CW-SSIM

component are computed on di�erent input channels. This mean that, in training phase,

the choice of parameterk will not a�ect the importance given to the two factors with

respect to each other. We usedk = 45 as it is the value used in [16].

4.4. Training Phase

The objective of the training phase is to obtain an autoencoder able to reconstruct images

without anomalies. This is done by feeding the autoencoder with good preprocessed

samples. For this phase, a dataset of anomaly-free images and a non-trained autoencoder

are required.

Algorithm 4.1 Training Phase

Input: Normal images DatasetT.

Output: Trained autoencoder weights.

1: for imagei in T do

2: Extract n random patchesPi

3: PreprocessPi

4: end for

5: for i in epochsdo

6: Train autoencoder with P

7: end for

8: Save autoencoder weightswa

For each dataset, we trained the model with50000 patches of size128x128 pixels,

cropped from defect-free images. We trained the autoencoder for200 epochs with the

ADAM [19] optimizer, starting with a learning rate of 1 � 10� 3 and halving it every

15 epochs. The weights are initializated via the Glorot[15] initialization, enabling faster

convergence.
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Being 50000 patches too much for our system RAM, we implemented a custom generator

to load them in batches. This gave us the opportunity to select di�erent random patches

at each epoch. This approach, however, achieves the same results as using the same

patches every epoch. This is probably because50000 patches of sizes128x128 are a

good representation of the training set.

4.5. Prediction Phase

The objective of this phase is to compute anomaly maps for a set of given test images. It

requires a trained autoencoderAT and a test imageI .

The rationale behind the autoencoder for anomaly detection is the one of reconstruction

methods. Being the model trained with only anomaly-free images, it is only able to

reconstruct non-anomaloous pattern.

Figure 4.2: Example of reconstructed images.

That way, when an anomalous area is encountered in prediction phase, it will be recon-

structed as non-anomalous. After that, the anomaly map is computed by applying some

similarity metrics between the two images. The pixel where we have lower similarity will
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probably represent anomalies.

Algorithm 4.2 Prediction Phase

Input: Autoencoder weightswa, test imageI .

Output: Anomaly map 
 i .

1: Load autoencoder weightswa

2: PreprocessI

3: Crop I in overlapping patchesP with stride s

4: for patch p in P do

5: Get corresponding autoencoder-predicted patchpa

6: end for

7: Reconstruct predicted imageI a from Pa

8: Compute anomaly map
 i from I and I a

The prediction phase can be donepatchwise or imagewise . In the �rst case the input

image is cropped in256x256 sized overlapping patches, with a stride of16. Then the

patches are fed to the autoencoder to be reconstructed. At the end the full image is

recomposed from the predicted patches, averaging the overlapping prediction. The further

reduction of size and stride demonstrated to not improve results while being extremely

slower. Otherwise, being the architecture fully-convolutional, we can feed the whole image

to the autoencoder. In this way we obtain a great improvement in prediction speed at

the cost of a minor performance degradation.

The di�erences in time and performance are evaluated in the next chapter.

4.6. Anomaly Maps computation

The anomaly map is computed starting from the test image and the autoencoder predicted

image. It is a pixelwise fuction, so we need to compute an anomaly score for each pixel

of the image. This is done by sliding a7x7 window with stride 1 on the image. The

anomaly score is computed on each window and the value is assigned to the corresponding

center pixel. To get the values at borders, some symmetric padding is applied.

With the anomaly map we can easily compute the binary anomaly mask by applying a

threshold to each pixel:

M I (x; y) =

8
<

:
1; if 
 I (x; y) � 


0; otherwise.
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where 
 i (x; y) denotes the anomaly value of the imageI at location (x; y), and M(x; y)

denotes the corresponding pixel value in the binary mask.

Figure 4.3: Example of threshold application to anomaly map: (a) is an anomaly map

computed with metric CCW-SSIM, (b) is the binary anomaly mask obtained applying a

threshold to (a).

In Subsection 3.2.2 we explained how the CCW-SSIM is extended to get a pixelwise

similarity score. Concerning the CW-SSIM similarity component, we used the same con-

�guration reported in [9]. That is the scores average of the steerable con�gurations with

Scales = 7,8,9 , orientations = 6 and window size = 7x7 . Regarding the color

component:

Cr (x; y) = 1 �
1
k

� E(x; y) (4.4)

we had to de�ne the parameterk. Here the choice is much more important than in the

loss computation at training phase. It will a�ect the relative importance of color in the

anomaly score computation. To preserve anomalies detected by CWSSIM, while being

able to detect color anomalies too, we selectedk = 0:1.

To come up with this results, a simple analysis has been done on a set of anomaly maps.

We took the average value of the CW-SSIM component at every pixel location of the

anomaly maps and choosek such that the color-component anomaly score average would

be the same.

Mathematically, consider a set ofn test imagesI = I 1; I 2; :::; I n and the corresponding set

of reconstructed imagesI r = I r
1 ; I r

2 ; :::; I r
n . Now, we want ak value such that the mean

value of the CWSSIM component of anomaly metric would be the same as the mean of
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the color componentCr :

1
n

nX

i =1

CWSSIM (I i ; I r
i ) =

1
n

nX

i =1

Cr (I i ; I r
i ) (4.5)

Expanding:

1
n

nX

i =1

CWSSIM (I i ; I r
i ) =

1
n

nX

i =1

1 �
1
k

�E ( I i ; I r
i ) (4.6)

1
n

nX

i =1

CWSSIM (I i ; I r
i ) = �

1
k

nX

i =1

�E ( I i ; I r
i ) (4.7)

De�ning:

CWSSIMmean (I; I r ) =
1
n

nX

i =1

CWSSIM (I i ; I r
i ) (4.8)

and

� Emean (I; I r ) =
nX

i =1

�E ( I i ; I r
i ) (4.9)

Solving for k:

k = �
� Emean (I; I r )

CWSSIMmean (I; I r )
(4.10)

After that, we empirically decided to decrease it a little as it shows better results this

way.

Note that this parameter has been evaluated using images in all the used datasets. To

get better results, this parameter should be tuned for every di�erent dataset. We choose

a value that works fairly well with all datasets, for generality reasons.

Note: the valuek = 0:1 may seem too small with respect to the value the author of CSSIM

[16] proposed. That is justi�ed by the fact that we are working with normalized values.
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4.7. Post Processing

The regions near borders of anomaly maps showed some unjusti�ed high anomaly score,

sometimes. This is probably due to how the patchwise prediction is done. Towards the

center of the images, the pixel values are computed as the average of16 di�erent patches

prediction, while close to the border the predictions are way less (only1 at the edges).

Moreover, the anomaly score is calculated on padded windows, this probably increases

the problem. To mitigate this, we halve the anomaly score of the10 pixels bands close

to borders. This seems to increase a little the model performance.

Other than this, we apply a circular morphological operator with diameter10 to the

anomaly map, to remove anomaly regions that are only of a few pixel:

Figure 4.4: Circular Morphological Operator. (a) Original image, (b) Autoencoder re-

constructed image, (c) Anomaly map before applying operator, (d) Anomaly map after

operator.



55

5| Performance Evaluation

In this chapter we investigate the performance achieved by usingColor-CWSSIM as a

loss function for autoencoders in the domain of anomaly detection.

5.1. MVtec Dataset

The MVTec Anomaly Detection (MVTec AD) dataset [7] [5] is a widely used benchmark

dataset for evaluating the performance of anomaly detection methods. It was created by

the German company MVTec Software GmbH and released in 2019.

The dataset contains high-resolution images of di�erent materials and objects, each of

which has been deliberately modi�ed to contain anomalies. The anomalies include various

types of defects, such as scratches, holes, and stains, and are designed to simulate real-

world anomalies that might be encountered in industrial production or quality control

settings.

Figure 5.1: Mvtec Texture Dataset[7].
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The dataset contains 15 di�erent object categories, including textures, printed circuit

boards (PCBs), and metal casting defects. Each category contains several hundred images,

with both normal and anomalous images. The dataset also includes pixel-level anomaly

masks, which specify the location and type of anomaly present in each image.

We only focused on the texture variants (i.e. carpet, wood, leather, tile). They all,

exluding tile, have a1024x1024 resolution, which is840x840 .

5.2. Evaluation Metrics

In this work we used theArea Under the Receiver Operating Characteristic curve(AU-

ROC ) and the Area under Precision-Recall Curve(AU-PRO ).

5.2.1. Receiver Operating Characteristic Curve (ROC)

The Area Under the Curve of the Receiver Operating Characteristic (AUC-ROC ) [10]

is a metric commonly used to evaluate the performance of anomaly segmentation models.

The AUC-ROC measures the ability of an anomaly segmentation model to discriminate

between anomalous and normal regions across di�erent segmentation thresholds. It quan-

ti�es the trade-o� between true positive rate (TPR ) and false positive rate (FPR ) as the

threshold for classifying anomalies is varied.

Mathematically, TPR and FPR can be de�ned as follows:

TPR =
TruePositives

TruePositives+ FalseNegatives
(5.1)

FPR =
FalsePositives

FalsePositives+ TrueNegatives
(5.2)

To calculate the AUC-ROC, we need to construct the ROC curve by plotting TPR against

FPR at various segmentation thresholds. The AUC-ROC is then computed as the area

under this ROC curve. The value of AUC-ROC ranges from0 to 1, where a higher value

indicates better model performance. An AUC-ROC of1 represents a perfect anomaly

segmentation model, while an AUC-ROC of0.5 suggests a model with no discrimination

ability.
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Figure 5.2: Three examples of ROC curve are illustrated. (A) AUC=1: A "perfect" clas-

si�er; (B) 0.5<AUC<1: A real-world classi�er, better than random guess; (C) AUC=0.5:

Like random guess (e.g., coin tossing), models have no predictive value. Image and cap-

tion are from [36]

Being theAU-ROC a threshold-independent metric, it allows for easy performance com-

parison between models.

5.2.2. Precision-Recall Curve (AU-PR)

The Area Under the Curve of the Precision-Recall curve (AUC-PR ) is another com-

monly used metric for evaluating the performance of classi�cation models, particularly in

scenarios with imbalanced datasets or when the focus is on the positive class.

The Precision-Recall curve plots theprecision (also known as Positive Predictive Value)

against the recall (also known as True Positive Rate or Sensitivity) at various classi-

�cation thresholds. Precision represents the proportion of correctly predicted positive

instances out of all predicted positive instances, while recall represents the proportion of

actual positive instances that are correctly predicted as positive.

To calculate the AUC-PR, we need to compute the integral of the Precision-Recall curve.

Similar to the AUC-ROC, the AUC-PR value ranges between0 and 1, where a higher

value indicates better model performance. An AUC-PR of1 represents a perfect classi�er,

while an AUC-PR of 0 suggests a model with no predictive power.

Mathematically, precision and recall can be de�ned as follows:
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Precision=
TruePositives

TruePositives+ FalsePositives
(5.3)

Recall=
TruePositives

TruePositives+ FalseNegatives
(5.4)

In simpler terms, the PR curve helps us evaluate how well a model can identify anomalies

while maintaining a low false positive rate. A curve that approaches the top-right corner

of the plot indicates excellent performance. The Area Under the PR Curve (AUC-PR) is

a numerical measure that summarizes the overall performance of the model, with higher

values indicating better trade-o� between precision and recall in anomaly detection.

In the context of anomaly segmentation, the AU-PRO is often used. That is because,

as stated various times in this work, the task of anomaly segmentation usually involves

imbalanced datasets.

5.3. Model Performance

We proposed a new structure similarity metric and evaluates it as loss function for au-

toencoders in the context of anomaly segmentation. As demonstrated in [4], structure

similarity index measures can be used as loss function. In this work, we propose the �rst

color variant used in this �eld.

5.3.1. Comparison With Other Loss Functions

In this section we confront the performance of di�erent autoencoders, each trained with

a di�erent loss function.

AUC-ROC

Dataset mse-ae ssim-ae cwssim-ae ccwssim-ae

Leather 0.7161 0.8879 0.9734 0.982

Carpet 0.5678 0.8387 0.8629 0.8946

Tile 0.5998 0.7619 0.8096 0.8738

Wood 0.6875 0.7179 0.7219 0.8004

Table 5.1: Normalized Area under the ROC curve of autoencoder trained with di�erent

loss functions, up toFPR = 0.3
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AUC-PR

Dataset mse-ae ssim-ae cwssim-ae ccwssim-ae

Leather 0.5735 0.7421 0.9563 0.9736

Carpet 0.232 0.7393 0.7549 0.8439

Tile 0.3917 0.6490 0.7547 0.7734

Wood 0.558 0.6008 0.5472 0.7036

Table 5.2: Normalized Area under the PR curve of autoencoder trained with di�erent loss

functions, up to FPR = 0.3.

Table 5.3 and 5.2 report the results, in term of pixelwise AUC-ROC and AUC-PR, of the

same autoencoder trained withMean Squared Error (MSE), Structural Similarity Index

Measure (SSIM)[4], Complex Wavelet Structural Similarity Index Measure(CWSSIM)[9]

and Color ComplexWavelet Structural Similarity Index Measure(CCWSSIM).

The results demonstrate a consistent superiority of the greyscale CW-SSIM trained au-

toencoder compared to the MSE and SSIM variants.

Figure 5.3 depicts several patches from the Nano�ber Dataset [11], reconstructed by

autoencoders utilizing di�erent loss functions. The enhanced capability of CW-SSIM

in capturing structural information is clearly evident. This is likely attributed to the

analysis of images at various scales and orientations through the utilization of Steerable

�lter decomposition [8]. Please note that the Nano�ber Dataset is greyscale, making it

non-sense to compare the performance of the CCW-SSIM trained dataset in this context.
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