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Abstract: Adversarial attacks pose a significant threat to machine learning sys-
tems, and their impact is even more pronounced in Federated Learning (FL). In
cybersecurity, FL is increasingly being adopted for Intrusion Detection Systems
(IDS) in Internet of Things (IoT) environments, offering enhanced security while
preserving data privacy. However, adversarial attacks can effectively bypass these
detection systems, exposing critical vulnerabilities. This work examines the secu-
rity risks of IDS in FL, particularly in IoT, where the distributed and heterogeneous
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1. Introduction

In recent years, the Internet of Things (IoT) has rapidly evolved, creating a vast network of interconnected
devices and sensors. These devices, ranging from smart home appliances to industrial sensors, are designed to
collect and transmit data and create a complex web of information exchange. However, one of the key challenges
in the IoT ecosystem is that individual devices often possess limited computational resources and data storage
capabilities, making it difficult to train sophisticated machine learning models independently. As IoT systems
continue to proliferate, the need for robust Intrusion Detection Systems (IDS) has become increasingly critical.
Traditional IDS methods often fall short owing to the distinctive characteristics of IoT environments such
as resource constraints and heterogeneous network architectures. The security vulnerabilities inherent in IoT
devices, as evidenced by incidents like the Mirai botnet [1], further underscore the importance of developing
specialized IDS solutions for these environments.



In this context, Federated Learning (FL) has emerged as a promising solution that enables decentralized data
processing while preserving user privacy. The concept of FL has gained significant traction in recent years,
attracting attention from researchers and practitioners across various domains, including IoT. Despite its growing
popularity, it remains an emerging technology with a vast potential for further development and application.
FL was introduced by Google [17] as a novel decentralized machine-learning approach. This introduction was
driven by the need to address critical challenges in the realm of data privacy and practical limitations of data
transfer in distributed systems. At its core, FL operates based on the principles of decentralized and centralized
aggregation. Participating devices in a FL system analyze their local data independently, utilizing their own
computational resources to train local models. Instead of sharing raw data, which could potentially compromise
privacy or consume significant bandwidth, these devices transmit only the model parameters to a central server.
This server acts as an orchestrator, combining updates from multiple devices using sophisticated algorithms,
with federated averaging (FedAvg) as a prominent example. This approach allows devices to benefit from each
other’s data, even if they individually possess limited data, ultimately leading to the development of a robust
model. The alignment between FL and IoT networks is synergistic, as IoT systems are inherently distributed,
with devices spread across various locations and environments. By implementing FL, these networks can enable
intrusion detection mechanisms that operate closer to data sources. This proximity allows for faster response
times and reduced latency for identifying potential security threats. Moreover, this approach overcomes many
of the limitations associated with traditional centralized methods, which often struggle with the scale and
diversity of IoT networks. However, it is important to note that the application of FL to IoT IDS is still in
its nascent stage. Although the potential benefits are clear, there are numerous challenges that need to be
addressed. These include ensuring the robustness of the federated model against adversarial attacks, managing
the heterogeneity of loT devices and data, and optimizing communication protocols to minimize the overhead.
Furthermore, the effectiveness of FL in IoT IDS needs to be rigorously evaluated across diverse scenarios and
use cases. Researchers must consider factors, such as the impact of non-IID data, which are common in IoT
environments, on the performance of federated models. Additionally, the trade-offs between model accuracy,
communication efficiency, and privacy preservation must be carefully balanced. As the field progresses, there
is a growing need for standardized benchmarks and evaluation frameworks specifically tailored to FL in the
IoT context. These tools would enable more comprehensive comparisons between different FL algorithms and
traditional centralized approaches, providing valuable insights for practitioners and researchers.

As FL continues to show promise in the context of IoT, it also brings forth several vulnerabilities, especially
concerning security and adversarial resilience. One significant challenge in FL is its susceptibility to data
poisoning attacks [29]. By tackling the challenges posed by data poisoning, this study examines how data
poisoning impacts model performance by focusing on the robustness of FL. models under adversarial conditions.
Data poisoning, if not properly addressed, can compromise the integrity of the model, leading to inaccurate
predictions or even the failure of the IDS.

Furthermore, this study focuses specifically on targeted attacks, a form of adversarial manipulation where the
attacker aims to disrupt the model in a precise manner. By targeting the model in a precise manner, attackers
can bypass security measures, making these types of attacks particularly challenging to detect and mitigate.
The ability of adversaries to fine-tune their attacks and exploit vulnerabilities within the FL framework under-
scores the importance of developing robust defense mechanisms against such threats. As the adoption of FL in
IoT networks grows, addressing these vulnerabilities becomes critical to ensuring the resilience of IDS. Research
must focus on developing defensive strategies, such as anomaly detection and robust aggregation algorithms,
that can detect and neutralize adversarial efforts while maintaining the advantages of decentralized learning
and privacy preservation.

Our main contributions in this paper are summarized as follows:

e We investigate two types of backdoor attacks in a FL-based IDS: label flipping and Generative Adversarial
Networks (GAN)-based attacks. We assess the effectiveness of both attack strategies in compromising
model integrity.

e We conduct a comprehensive evaluation of these attacks using two real-world open-source datasets, CIC-
IDS2017 and UNSW-NB15, across both binary and multiclass classification tasks. We consider different
data distribution scenarios, including IID data as well as non-IID settings modeled using the Dirichlet
distribution, to ensure the experimental setup closely reflects real-world conditions.

The remainder of this paper is organized as follows: Section 2 provides a comprehensive review of the related
work, considering relevant domains and background necessary to contextualize our study. Section 8 presents
the methodology employed to execute the attack and the threat model, delineating the assumptions and attack
surfaces considered in our analysis. Section 4 describes the techniques and experimental setup used to assess
its effectiveness and presents the results, while Section 5 discusses key insights, limitations. Finally, Section 6
concludes the paper by summarizing the main contributions and outlines potential directions for future research.



2. Background and Related Work

2.1. Federated Learning

FL is a decentralized machine learning paradigm designed to enable collaborative model training across multiple
devices or entities while preserving data privacy.

In a standard FL setup, a central server coordinates multiple participating clients. Clients perform local model
training on their respective datasets and periodically communicate model updates to the central server, which
aggregates these updates to improve the global model. This iterative process continues until convergence or
until predefined stopping criteria are met.

The sequence of steps in FL is described as follows:

1. The central server initializes a global model and distributes it to all participating clients.

2. Each client performs local training on its private dataset for multiple epochs.

3. Instead of transmitting raw data, clients send their locally computed model updates (e.g., weights or
parameters) to the central server.

4. The central server aggregates these updates.

5. The updated global model is redistributed to the clients, and the process repeats for several rounds until
the model reaches a satisfactory performance level.

In most FL scenarios, the central server is typically hosted in the cloud, ensuring scalability and computational
efficiency. In contrast, clients are distributed entities that hold private datasets and execute local training.
However, in the context of the IoT, the structure of FL differs significantly due to the unique constraints and
hierarchical nature of IoT architectures.

In IoT applications, individual devices (e.g., sensors, smart appliances, or edge nodes) generate vast amounts
of data. However, due to the limited computational power, energy constraints, and connectivity issues of IoT
devices, they are not typically treated as direct FL clients. Instead, edge servers or gateways act as intermediary
clients, aggregating data from multiple IoT devices and participating in the FL process on their behalf.

2.2. Poisoning attacks

FL models are susceptibles to adversarial attacks (Figure 1), which are intentional efforts to manipulate or
deceive machine learning systems. In the FL context, these attacks can be classified into two primary categories.

Data poisoning: This involves corrupting or altering the training data used by the FL model. Malicious
entities introduce inaccurate or misleading information during the training phase to affect the model’s
behavior or effectiveness.

Model poisoning: This attack type targets the model directly rather than the data. Malicious actors attempt
to alter or interfere with the model parameters or structure during the FL process, potentially compro-
mising its integrity or performance.

While data poisoning aims to corrupt the input data used for model training, model poisoning directly tampers
with the model’s architecture or parameters. Both attack types present considerable challenges to FL systems’
security and reliability, emphasizing the need for strong defense mechanisms and careful evaluation of potential
vulnerabilities in FL implementations. In addition to distinguishing between data poisoning and model poison-
ing, it is essential to differentiate between targeted and untargeted adversarial attacks.

Targeted attacks seek to manipulate the FL. model in a specific manner, causing it to misclassify inputs
according to the attacker’s intent. For instance, an attacker may aim to ensure that all malicious traffic is
classified as benign, thereby undermining the effectiveness of an intrusion detection system.

Untargeted attacks, in contrast, have a more general objective: they aim to degrade the overall performance
of the model without necessarily enforcing a specific misclassification pattern. Untargeted attacks are partic-
ularly relevant in the context of distributed networks, as they can result in widespread system instability. A
common example of such an attack is a distributed denial-of-service (DDoS) attack, where adversaries flood a
system with malicious updates or introduce inconsistencies into local models, causing significant degradation in
model performance.

The distinction between these two types of attacks is critical in evaluating FL security, as targeted attacks can
be particularly dangerous in IoT contexts, where attackers may have precise goals, while untargeted attacks can
still destabilize system reliability.
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Figure 1: Poisoning attack based on FL

The primary objective of targeted attacks is to manipulate the FL model so that malicious traffic or adversarial
examples are systematically misclassified as benign. This strategy enables attackers to bypass the intrusion
detection system while maintaining the overall performance metrics of the model, such as accuracy, at seemingly
optimal levels.

By ensuring that the IDS continue to classify most benign instances correctly, the attacker minimizes the risk
of raising suspicion among automated anomaly detection mechanisms. This deceptive approach, often referred
to as a stealthy attack, exploits the trust in model performance and allows adversarial manipulations to persist
undetected over extended periods. Such stealthy targeted attacks pose a significant challenge to FL security
because they do not immediately alert defenders through abrupt decreases in model accuracy, but instead subtly
compromise system integrity.

Moreover, these attacks leverage the decentralized nature of FL, wherein updates from multiple devices are
aggregated without direct scrutiny of individual data contributions. This enables adversaries to introduce
poisoned updates strategically, ensuring that specific malicious patterns remain undetected while aligning with
legitimate data distributions.

2.3. Domain constraints

In the context of adversarial attacks against cognitive networking systems, preserving the original packet’s func-
tional integrity while introducing perturbations designed to evade detection mechanisms is a critical constraint.
Several studies have highlighted the importance of preserving the original packet’s functional integrity while
introducing perturbations designed to evade detection mechanisms [7, 8, 22, 27|. This ensures that the attack
remains both operationally effective and authentic, allowing the modified packet to function as intended within
the network infrastructure. By deliberately maintaining functional features during adversarial perturbations,
the packet retains its ability to operate without disrupting normal network processes. This means that while the
modifications are designed to bypass detection, the packet must still be correctly transmitted, processed, and
interpreted by the receiving systems. Preserving functional integrity while introducing adversarial modifications
is essential for executing successful attacks without compromising network transmission and processing. This
constraint plays a fundamental role in designing adversarial strategies against cognitive networking systems,
where precise and targeted perturbations must balance stealth with operational viability.

2.4. Related work

In the context of adversarial machine learning, several studies have focused on GANs applied to intrusion detec-
tion, such as IDSGAN, which implements data poisoning in black-box attacks and performs evasion attacks [12].
VulnerGAN [13] amplifies vulnerabilities through backdoor attacks in network IDS, leveraging the capabilities of
GANSs. Zhao et al. (2021) also explore a GAN-based approach for attack generation in the domain of intrusion
detection [34]. Furthermore, a GAN specifically designed for low-data regimes, such as intrusion detection, is
introduced in [23]. Low-data regime refers to domains characterized by a significant class imbalance, where one



class has a limited number of samples, an issue commonly encountered in IDS. Lastly, a recent black-box attack
in the intrusion detection domain is presented by Mbow et al. (2024) [16]. By leveraging a GAN, the authors
achieve a 100% evasion success rate while taking into account the distinctive features of IoT-based IDS.

In addition, several studies have examined label flipping attacks. For instance, Tolpegin et al. (2020) analyze
the impact of specific classes on attack effectiveness and persistence [26]. Yang et al. (2023) further demonstrate
the vulnerability of machine learning-based IDS to label flipping attacks and propose a defense mechanism to
mitigate such threats [30]. Li et al. (2018) [11] introduce a poisoning attack that operates in a black-box setting
by leveraging a surrogate model. This approach enables the generation of adversarial samples without querying
the actual target model. Additionally, the authors employ a specialized SMOTE-based technique to enhance
the generation of adversarial samples.

FL has been shown to be vulnerable to adversarial attacks, including model poisoning and backdoor attacks.
Sun et al. (2019) highlight the susceptibility of FL to such threats [25]. Fang et al. (2020) further investigate
model poisoning in FL, emphasizing its impact on training convergence and system robustness [9]. Another
study explores backdoor attacks through model poisoning in FL, demonstrating their feasibility and effectiveness
[3]. Liu et al. (2024) [14] propose RoPe-Door, a robust and persistent backdoor poisoning attack in FL. Unlike
random triggers, it uses a global model-based trigger generation algorithm, ensuring long-lasting impact even
with Byzantine fault-tolerant aggregation methods.

Zhang et al. (2022) focus on exploiting the sparse nature of gradients in FL, modifying only those coordinates
that are updated less frequently to prolong the persistence of backdoors [33]. Qtav et al. (2022) examine
backdoor attacks by manipulating redundant neurons in the model to embed adversarial behavior [24].
Following a similar intuition, Zhou et al. (2021) investigate how redundant spaces in machine learning models
can be leveraged for attack strategies. Their approach involves embedding poisoning neurons within these
redundant spaces to enhance the stealth and effectiveness of adversarial attacks [35].

FL has also proven to be a valuable approach for IDS in IoT environments [4]. Comparisons to centralized
learning have demonstrated its effectiveness, showing promising results [10]. Another study further highlights
the advantages of FL in the IoT domain, demonstrating its applicability and benefits in this context [18].
Nguyen et al. (2020) were among the first to investigate the vulnerabilities of FL-based IDS in IoT. Their
approach involved gradually injecting malicious samples without modifying them, exploiting the fact that small-
scale injections can evade detection. Their research highlights a significant security gap in existing FL protocols,
revealing the susceptibility of such systems to poisoning attacks [19].

A study similar to ours is presented by Yang et al. (2024), though they did not account for the real-world
non-IID nature of data, which is a key aspect of our work [31]. Nowroozi et al. (2025) explore attacks on FL
models using a specialized GAN and feature poisoning, conducting their attacks in a white-box setting [20].
Furthermore, Vy et al. (2021) compare the impact of label flipping and GAN-based attacks in Industrial IoT
(IToT) environments, leveraging a specific type of neural network for evaluation [28]. Additionally, Campos et
al. (2022) provide an evaluation of FL-based security mechanisms, further contributing to the understanding
of its potential and limitations [6].

Finally, several defense mechanisms have been developed for IDS in FL. Zhang et al. (2022) [32] propose two
defense strategies: a data-level approach based on class path similarity and a model-level approach that relies
on gradient-based important model parameter selection. Another defense mechanism is presented by Luong
et al. (2023) [15], which leverages an autoencoder while also considering the non-IID scenario. However, this
defense specifically targets untargeted attacks, which are generally easier to mitigate since the malicious updates
introduced by the attacker deviate significantly from the average updates of other clients.

3. Methodology

In the following section, we outline the methodology employed in this study, detailing the approach taken and
the key steps involved in our analysis.

3.1. Threat Model

The threat model that forms the basis of our investigation throughout this paper is as follows:

Attacker’s Goal: The objective of the attacker is to compromise the integrity of the global model by intro-
ducing malicious data inputs. The attacker strategically crafts these inputs by modifying malicious data and
injects them into the model, ensuring that they are erroneously classified as legitimate. Moreover, the goal is to
achieve this corruption without causing significant deviations in the overall performance metrics of the model
thereby remaining stealthy and avoiding detection.



Attacker’s Capability: The attacker has the ability to inject malicious data into the client’s training dataset,
strategically based on their objectives. The adversary’s influence is confined exclusively to the manipulation of
the training data and has no control over the model’s parameters.

Assumptions: In this scenario, the attacker gains control over the clients, which are not IoT devices but rather
edge servers. Therefore, we consider an attacker who does not directly compromise the IoT devices themselves
but instead gains control over clients that are connected to the network. This is a feasible assumption from
our perspective because clients, being part of the network infrastructure, are inherently exposed to potential
threats. Given their role in processing, aggregating, and transmitting parameters, they represent a more at-
tractive target for attackers.

We also assume that the percentage of attackers in each attacking round is at most half of the total number of
participants, as we consider a system with more than half of the participants being attackers to be corrupted
and not viable. Under such circumstances, it is superfluous to extensively analyze the system’s vulnerability to
attacks; rather, it is more appropriate to redesign the entire system.

3.2. Proposed method

In this study, we focus on two specific types of attacks: label flipping and GAN-based attacks. Label flipping
represents one of the most straightforward and widely accessible data poisoning attacks, requiring minimal
expertise from an adversary who has control over the dataset. This attack consists of altering the labels
of training samples without modifying their feature representations. Specifically, in our scenario, we execute a
targeted label-flipping attack by modifying the label of malicious samples so that they are misclassified as benign.
Since the feature values remain unchanged, the model continues to learn from what it perceives as legitimate
data, while in reality, the integrity of the classification task is compromised. The simplicity and accessibility of
this attack make it particularly dangerous, as it can be executed with minimal effort and technical knowledge.
The second attack implemented in our study leverages a GAN to generate adversarial samples aimed at deceiving
the model. GANSs operate based on an adversarial training paradigm involving two neural networks: a generator
and a discriminator. These networks engage in a minimax game, where the generator attempts to produce
synthetic samples that are indistinguishable from real data, while the discriminator strives to distinguish between
authentic and generated samples. The training process continues until the generator succeeds in producing
samples that can effectively deceive the discriminator, at which point the generator can be utilized to craft
adversarial examples for attacking the model.

In particular, we employ a Wasserstein GAN (WGAN) [2], a variant of the traditional GAN architecture that
introduces significant improvements in training stability. This modification results in a more stable training
process and mitigates issues related to mode collapse, a common problem in conventional GANs where the
generator fails to learn a diverse distribution of data. By adopting WGAN, we enhance the quality of the
adversarial samples and ensure a more effective attack strategy against the FL model.

Through the combination of these two attack methodologies, we explore both simple and sophisticated adver-
sarial strategies, highlighting the vulnerabilities inherent in FL systems and the potential risks posed by data
poisoning attacks.

When implementing our GAN-based approach to adversarial attacks, we specifically focus on modifying non-
functional features while meticulously preserving the functional characteristics of the packets. This strategic
decision is rooted in the necessity to maintain the attack’s genuine malicious nature. The modification of
functional features would potentially compromise the attack’s intrinsic aggressive characteristics, effectively
neutralizing its impact even if successful in bypassing IDS. This methodology demonstrates a sophisticated
understanding of attack vectors, as it requires precise manipulation of packet attributes without compromising
the core functionality that defines the attack’s effectiveness.

3.3. Metrics

In the field of intrusion detection, various metrics can be employed to analyze system performance. While
accuracy is a commonly used metric in many domains, intrusion detection presents unique challenges due to
significant class imbalance in the datasets. This characteristic makes it necessary to employ multiple comple-
mentary metrics to achieve a comprehensive evaluation of model performance. In this paper, we utilize several
established metrics in the intrusion detection domain. Specifically, we employ Accuracy, Precision, Recall, F1-
score. These four metrics are widely adopted in intrusion detection literature. The last three are of particular
importance because they address class imbalance issues.

Let us define these metrics formally:
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To evaluate the effectiveness of adversarial attacks, we monitor the global accuracy of the model and also the
Attack Success Rate (ASR), which quantifies the effectiveness of the backdoor. We define ASR as the ratio of
injected malicious samples that are misclassified as benign to the total number of malicious samples injected by
the attacker:

ASR = Number of injected malicious samples classified as benign
- Total number of injected malicious samples

Each of these metrics provides unique insights into model performance, and their combination offers a compre-
hensive evaluation framework for IDS.

4. Experimental Evaluation

4.1. Datasets

To ensure a comprehensive evaluation of our approach, we employed two widely adopted benchmark datasets
in the domain of IoT and network intrusion detection: CIC-IDS2017 and UNSW-NB15. These datasets rep-
resent diverse network environments and attack scenarios, providing a robust foundation for our experimental
validation.

The CIC-IDS2017 dataset comprises 2,830,743 network flow records with 79 features, while the UNSW-NB15
dataset contains 2,540,043 instances characterized by 49 features. Both datasets exhibit an inherent class imbal-
ance, with CIC-IDS2017 having a malicious-to-benign ratio of approximately 1:4, and UNSW-NB15 presenting
an even greater imbalance of 1:6.

The feature sets across these datasets encompass a wide range of network characteristics, including statistical
parameters, flow timestamps, protocol-specific attributes, and derived features that aid in distinguishing be-
tween normal and malicious traffic patterns. The diversity in feature engineering approaches across the datasets
strengthens the validity of our evaluation, as it allows us to assess our approach’s effectiveness across differ-
ent feature representations of network behavior. These datasets were generated through systematic network
attack simulations against realistic testbed infrastructures, capturing both normal traffic and various attack
patterns. The inclusion of both IoT-specific scenarios and general network environments ensures broad cover-
age of contemporary security challenges. This is particularly valuable as it allows us to evaluate our approach’s
effectiveness across different network contexts and attack varieties. The selection of these widely-used bench-
mark datasets serves multiple purposes in our experimental evaluation. First, their scale ensures statistical
significance in our results, with each dataset containing millions of records. Second, their diverse feature sets
enable comprehensive analysis of different aspects of network behavior and attack characteristics. Third, their
contemporary nature makes our evaluation relevant to current cybersecurity challenges. Finally, their status as
established benchmarks in the research community facilitates meaningful comparisons with existing approaches
in the literature.

4.2. Preprocessing

The data preprocessing phase begins with fundamental cleaning operations to ensure data quality and integrity.
After removing the duplicate records in both datasets, specifically for the CIC-IDS2017 dataset, we remove du-
plicate features such as Fwd Avg Bytes/Bulk, Fwd Avg Packets/Bulk, Fwd Avg Bulk Rate, Bwd Avg Bytes/Bulk,
Bwd Avg Packets/Bulk, Bwd Avg Bulk Rate, Bwd PSH Flags, and Bwd URG Flags, as they do not provide
additional information and only increase the dimensionality of the dataset. Additionally, there are no missing
values, and we eliminate records containing infinite values in the Flow Packets/s column. A total of 1,564 rows
are removed, which represents a very small proportion of the dataset, ensuring a dataset free of inconsistencies.
In contrast, the UNSW-NB15 dataset does not contain infinite values or duplicate columns, but missing values
are present in is_ftp login (1,014,165 occurrences) and ct_flw http mthd (933,603 occurrences), with 911,550
records missing both values. To determine the impact of these features on classification performance, we ap-
plied a Random Forest feature importance analysis and an ANOVA F-test, both of which indicated that these
features have low discriminative power in distinguishing between different classes. Given these results, rather



than discarding the affected rows, we opt for imputation using the most frequent value in each column, as the
substantial number of affected rows means that discarding them would result in the loss of a significant portion
of the data.

For both datasets, categorical features are processed using Label Encoding to transform them into a numerical
format suitable for machine learning models. Additionally, all features are normalized using the Min-Max
Scaling technique, mapping their values to the range [0,1]. This normalization step ensures that all features
contribute equally to the learning process, improves convergence during model training, and prevents features
with larger scales from disproportionately influencing the learning dynamics.

As a result, the final dataset for CIC-IDS2017 consists of 2,520,798 records and 71 columns, while the UNSW-
NB15 dataset retains 2,059,413 records and 49 columns.

Furthermore, for multi-class classification, we apply a strategic grouping of attack labels to achieve a more
coherent representation of attack categories. Specifically, for the CIC-IDS2017 dataset, we follow the class
aggregation scheme proposed by Panigrahi et al. [21], resulting in seven final attack categories, whereas for the
UNSW-NBI15 dataset, we maintain ten attack classes.

4.3. Experimental Setup

To determine the most appropriate neural network architecture, a comprehensive series of experiments was
conducted on all the two distinct datasets. Multiple architectures, including MLP, DNN, CNN, and GRU, were
systematically evaluated. Each model underwent training and testing under identical conditions to ensure an
equitable comparison.

Based on the experimental results, the 1D Convolutional Neural Network (CNN) was selected as the optimal
model due to its superior performance in terms of classification accuracy and computational efficiency.

The proposed model is a 1D Convolutional Neural Network (CNN). It processes input features in a single-
channel format and comprises two convolutional blocks to extract hierarchical features from the input data.
Each block includes:

e ConvlD layer with ReLU activation, utilizing 32 and 64 filters, respectively, with a kernel size of 3.
e MaxPooling1D layer (pool size = 2) to downsample the feature maps and retain dominant patterns.

Following feature extraction, the representations are flattened and passed through two fully connected (dense)
layers with 128 and 64 neurons, both employing ReLU activation. To enhance generalization and mitigate
overfitting, dropout regularization (rate = 0.5) is applied after each dense layer.

The final layer is designed to support both binary and multiclass classification, with the number of neurons
adapted to the specific task. A sigmoid activation function is utilized for binary classification, while a softmax
activation function is employed for multiclass classification. The network is trained using the Adam optimizer
with a learning rate of 0.001.

All the experiments were conducted using a workstation with an Intel® Core™ i9-12900, 24-core CPU and 32
GB RAM, running Linux Ubuntu 24.04 LTS as the main operating system (OS). The building, training and
the evaluation of the FL system were perfomed using the [5] Flower Framework.

In the experiments, a total of 20 clients are involved, with 10 clients being randomly selected for participation in
each training round. We perform the attacks in both binary classification and multiclass classification settings.
In the multiclass scenario, specifically, for the CIC-IDS2017 dataset, we modify the DOS class, and for the
UNSW-NB15 dataset, we modify the exploit class. We choose to modify these classes because they represent
the most prevalent malicious examples in the dataset, and as a result, they are classified better by the model.
Making these classes evade the model is more difficult compared to less frequent classes, as models typically
perform better on the more common classes, making them harder to misclassify.

Since real-world FL scenarios often involve non-1ID data, we consider both IID and non-IID settings. To
introduce controlled non-1ID distributions, we use the Dirichlet allocation method, where the hyperparameter
« = 1 determines the level of heterogeneity among clients. This setup ensures a more realistic evaluation of our
approach.

4.4. Comparison between Federated Learning and Centralized learning

Before performing the attacks, we evaluate the performance of FL compared to centralized learning (CL) on
the two datasets used. Table 1 presents a comparative analysis of the performance of CL and FL on the two
dataset used. The evaluation considers both binary and multiclass classification settings, reporting accuracy,
precision, recall, and Fl-score. For the CIC-IDS2017 dataset, CL slightly outperforms FL across all metrics.
However, the difference remains minimal and well within acceptable limits, demonstrating that FL maintains



strong performance despite its decentralized nature. In the binary classification scenario, CL achieves an ac-
curacy of 99.79%, while FL reaches 98.62%, indicating a negligible degradation in performance. Precision and
recall follow a similar trend, with FL’s precision at 95.77% compared to CL’s 99.38%. This minor reduction
may be attributed to factors such as model aggregation methods, communication constraints, and slight class
imbalance, but the overall performance remains in line with expectations. The multiclass classification results
reaffirm this trend, with CL at 99.76% and FL at 98.50%, confirming the viability of FL for real-world appli-
cations. For the UNSW-NB15 dataset, the performance gap between CL and FL is even smaller. In binary
classification, FL achieves an accuracy of 99.15% compared to CL’s 99.21%, demonstrating that FL generalizes
effectively. FL even surpasses CL in precision (93.42% vs. 91.91%), suggesting a reduction in false positives,
possibly due to its distributed learning approach. Recall is slightly lower for FL (88.72% vs. 91.78%), leading to
a marginally lower Fl-score (91.01% for FL vs. 91.85% for CL), but the overall performance remains consistent
and acceptable. In multiclass classification, FL achieves 98.05% accuracy, closely matching CL’s 98.17%, further
reinforcing its competitive capabilities. The results highlight that FL offers a strong alternative to CL with
only minor trade-offs. The slight differences observed in precision and recall are within an acceptable range and
suggest that FL is a viable solution for IDS.

Binary MultiClass
CL FL CL FL

Accuracy | 99,79% | 98,62% | 99,76% | 98,50%
CIC - IDS2017 | Precision | 99,38% | 95,77% | 99,76% | 98,41%
Recall 99,59% | 97,30% | 99,76% | 98,50%
F1 - score | 99,48% | 96,53% | 99,75% | 98,45%
Accuracy | 99,21% | 99,15% | 98,17% | 98,05%
UNSW - NB15 | Precision | 91,91% | 93,42% | 98,15% | 97,73%
Recall 91,78% | 88,72% | 98,17% | 98,05%
F1 - score | 91,85% | 91,01% | 97,94% | 97,72%

Table 1: Comparison between CL and FL

4.5. Label Flipping Attack on CIC - ID2017 dataset

We analyze the impact of the label flipping attack on the CIC-IDS2017 dataset under two different data distri-
butions: IID and Dirichlet. The evaluation considers both single-attacker and multi-attacker scenarios involving
four adversaries.

Figures 2(a) and 2(b) illustrate the results when the attack is executed in the first communication round. The
ASR initially spikes to 100% in the multi-attacker scenario, indicating that the attack successfully introduces
mislabeled data into the model. However, this effect rapidly diminishes as training progresses, suggesting that
the backdoor does not persist. In the single-attacker case, the ASR reaches 57% under IID and 56% under
Dirichlet, further confirming that the attack impact is mitigated over subsequent rounds. The accuracy remains
unaffected, as the model is still in the early stages of training and continues to learn normally.

Figures 2(c) and 2(d) depict the scenario where the attack is introduced at round 10. A sharp spike in ASR is
observed at the attack round, particularly in the multi-attacker setting, reaching 100% under IID and 82% under
Dirichlet. However, the ASR rapidly declines, indicating that the adversarial effect is not sustained beyond the
immediate attack round.

In this case, a high ASR correlates with a drop in accuracy (Figure 2(d)), demonstrating that the attack does
not introduce a stealthy backdoor but instead degrades the overall model performance. Specifically, in the IID
setting, accuracy drops by 17.5%, while in the Dirichlet setting, the decrease is 14%. This further confirms
that the attack behaves more like an untargeted disruption rather than a targeted backdoor, as a true backdoor
attack would maintain high accuracy while embedding malicious behavior.

Additionally, in the Dirichlet setting, regardless of the attack timing, small recurring ASR fluctuations are
observed throughout training. This phenomenon is likely a consequence of the inherent data heterogeneity
introduced by the Dirichlet distribution, which affects the consistency of model updates.



Overall, the results demonstrate that the label flipping attack in this setup fails to establish a persistent back-
door. When performed in the early stages of training, its impact fades as the model aggregates benign updates,
leaving accuracy unaffected. When executed at a later stage, the attack can momentarily achieve a high ASR,
but this comes at the cost of reduced accuracy, contradicting the characteristics of a successful backdoor attack.
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Figure 2: Label Flipping Attack on CIC - ID2017 dataset in Binary classification

We also analyze the impact of the label flipping attack in the multiclass classification setting, considering both
single-attacker and multi-attacker scenarios. By analyzing the data, we can observe that the graphs closely
resemble those of the binary case, indicating that the attack fails to establish a persistent backdoor. This
confirms that, even in the multiclass setting, the label flipping attack does not succeed in compromising the
model in a sustained manner.

The only notable difference observed is that when attacking in the first round (Figure 3(a)) with a single
attacker in the Dirichlet setting, the attack reaches 100% ASR; however, it still does not persist. Additionally,
the fluctuations observed in the subsequent rounds in the Dirichlet cases are less pronounced. This behavior
can be attributed to the multiclass setting, which makes it more difficult to achieve persistence. In contrast, for
the attack conducted in round 10 (Figure 3(c)), the results remain largely unchanged.

4.6. Label Flipping Attack on UNSW-NB15 dataset

After extensive experiments, our analysis of the UNSW-NB15 dataset reveals that attacking in the first round
leads to a clear lack of persistence, similar to what we observed in the binary case with the CICIDS-2017
dataset. While an ASR of 100% is achievable in configurations with four attackers (Figure 4(a)), this success
rate rapidly declines in the subsequent round. A noteworthy characteristic of this behavior is that once the ASR
drops to 0, it slightly rises to approximately 20% as the model continues training. This slight increase in ASR
can be attributed to the model’s gradual adaptation over time. As the model is exposed to more data during
the training process, it starts to refine its weights and features, leading to a minimal recovery in performance.
This suggests that the model’s gradual adaptation allows for a slight recovery in ASR over time. However,

despite this minor rebound, the backdoor does not persist in the long term, indicating the failure of the attack
to compromise the model sustainably.
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Figure 3: Label Flipping Attack on CIC - ID2017 dataset in Multiclass classification

In the case of the 10th round (Figure 4(b)), an ASR of 78% is achieved with four attackers in the IID config-
uration, which results in an accuracy drop (Figure 4(d)) from 99% to 96.1%, a decline of 2.9%. This cannot
be considered a successful attack, as the backdoor does not persist, and the accuracy degradation makes the
attack easily detectable. This level of degradation is problematic, as even a modest drop in accuracy, such as
2.9%, is unacceptable in an IID configuration, as it reveals the attack, making all other cases of little relevance
since they fail to achieve a high ASR or maintain a persistent backdoor.
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Figure 4: Label Flipping Attack on UNSW-NB15 dataset in Binary classification

In the multiclass case, an ASR of approximately 100% is achieved in all scenarios during the first round of
attack (Figure 5(a)), but there is no persistence, as the ASR decreases in the subsequent round. Conversely,
when the attack is performed in the 10th round (Figure 5(c)), a high ASR is not achieved, with the maximum
ASR observed in the Dirichlet configuration with four attackers, reaching 29.5%. Similar to the binary case, the
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Dirichlet configurations exhibit slight fluctuations. These results indicate that the attack does not successfully
establish a backdoor.

10 —e— 1attacker - IID
-®- 4 attackers - IID
~- 1 attacker - Dirichlet
‘@ 4 attackers - Dirichlet

ASR

—e— 1 attacker - IID
-e- 4 attackers - IID
~e- 1 attacker - Dirichlet
0.0 ‘@ 4 attackers - Dirichlet

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
Server Round Server Round

(a) (b)

030 ° —e— 1attacker - ID
-®- 4attackers - IID
~®- 1attacker - Dirichlet
0.25 it @ 4 attackers - Dirichlet

SR
°

—e— 1 attacker - IID
-e- 4 attackers - IID
~e- 1 attacker - Dirichlet
0.0 ‘@ 4 attackers - Dirichlet

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
Server Round Server Round

(c) (d)

Figure 5: Label Flipping Attack on UNSW-NB15 dataset in Multiclass classification

4.7. GAN Attack on CIC - ID2017 dataset

Our GAN-based attack exhibits strong effectiveness when launched during the first training round, achieving
an ASR between 89% and 100% across all configurations (Figure 6(a)). While a temporary decline in ASR is
observed immediately after the first round, most notably in the Dirichlet multiclass scenario, where it drops to
9%. The attack consistently recovers, stabilizing above 99% by round 10. The Dirichlet-based configurations
demonstrate superior backdoor persistence compared to their IID counterparts, likely due to the inherent
heterogeneity of the non-IID data distribution, which facilitates the propagation of adversarial patterns across
clients. This recovery occurs without significantly affecting the model’s overall accuracy, which remains above
97% (Figure 6(b)).

When the attack is introduced at round 10 (Figure 6(c)), the ASR immediately spikes to nearly 100% and
maintains high effectiveness across all configurations. The model accuracy remains stable at approximately
97,5% (Figure 6 (d)), indicating that the backdoor is successfully implanted while preserving the legitimate
classification capabilities of the model.

4.8. GAN Attack on UNSW - NB15 dataset

The GAN-based attack demonstrates weaker persistence in certain cases when applied to the UNSW-NB15
dataset. In the first-round attack (Figure 7(a)), an initial peak in ASR of 100% is observed in the multiclass
settings. In the Dirichlet configuration, the ASR remains stable over time. In the IID-multiclass configuration,
the ASR slightly decreases at first but eventually reaches 100% over time. In contrast, the binary configuration
yields a lower ASR, with values of 77.5% for Dirichlet and 67% for IID at the attack round, respectively.
Notably, compared to CIC-IDS2017, binary classification scenarios in UNSW-NB15 exhibit lower ASR stabi-
lization, reaching 90% and 61% for Dirichlet and IID configurations, respectively. This suggests that binary
classification in UNSW-NB15 demonstrates greater resilience to GAN-based attacks. The overall model accuracy
remains unaffected, stabilizing around 97.5% (Figure 7(b)).

For attacks introduced at round 10 (Figure 7(c)), the results are particularly notable: all configurations achieve
and maintain an ASR of 100% in the multiclass setting, while in the binary scenario, ASR stabilizes at 52% and
84% for 11D and Dirichlet configurations, respectively, lower than the values observed in the CIC-IDS2017 case.
Crucially, the model’s accuracy remains virtually unchanged (Figure 7(d)), highlighting the attack’s ability to
remain stealthy while achieving high success rates.
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Figure 6: GAN Attack on CIC - ID2017 dataset
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Figure 7. GAN Attack on UNSW - NB15 dataset

5. Discussion

Our findings demonstrate that GAN-based attacks are particularly effective in compromising FL systems, with
a notable vulnerability emerging in non-I1ID data distributions, a scenario that closely mirrors real-world de-
ployments. In the multiclass setting, we conducted the attack by modifying the most prevalent malicious class,
which highlights a significant vulnerability in the system. This approach reveals that if the model is already
vulnerable to the most common malicious example, it becomes even easier to evade the system when considering
less-represented classes. These classes are typically harder to classify correctly, making them more susceptible
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to adversarial manipulation. This further emphasizes the increased vulnerability of the system, as adversaries
can exploit the model’s weaknesses in both common and less-represented classes, thereby complicating the de-
tection and mitigation of such attacks. Furthermore the heightened susceptibility of non-IID configurations to
adversarial attacks is especially concerning, as most practical implementations of FL naturally exhibit data het-
erogeneity across clients. This observations underscores the critical need for defensive measures that specifically
address the unique challenges posed by non-IID data distributions in FL environments. Notably, even with a
single attacker, the attack is able to exploit this vulnerability, further emphasizing the urgency of developing
robust defense strategies.

The ineffectiveness of label flipping attacks is not particularly surprising, as these attacks require neither spe-
cialized skills nor significant expertise to implement. They are relatively simple to execute and can be carried
out with minimal effort. As FL continues to evolve, its ability to revolutionize IoT security frameworks remains
promising, provided its vulnerabilities are systematically addressed through rigorous research and proactive
security measures.

From a practical perspective, these findings offer valuable guidance for practitioners integrating FL-based IDS
within IoT environments. The emphasis should be on developing and deploying robust defense mechanisms
capable of detecting and mitigating adversarial attacks. Practitioners must prioritize establishing strong security
protocols, including anomaly detection at the model update level, data integrity verification, and adversarial
training techniques to neutralize data poisoning attempts effectively. These efforts are crucial to preserving the
integrity and reliability of FL-based security solutions.

In conclusion, FL represents a transformative approach to enhancing IDS within IoT environments. While it
offers substantial benefits in terms of privacy and efficiency, its susceptibility to data poisoning attacks necessi-
tates a cautious and strategic approach to implementation. The findings of this study underscore the importance
of continued research and development in this domain, ensuring that FL can be harnessed effectively to meet
the complex security demands of IoT systems while mitigating the risks posed by adversarial manipulation.

6. Conclusions

In this study, we conducted a comprehensive analysis of two distinct types of data poisoning attacks, considering
both IID and non-IID data distributions, in alignment with real-world scenarios, across multiclass and binary
classification settings. The attacks were executed on two different datasets while preserving the functional
features, constraints, and domain-specific requirements typical of IDS. Through extensive experimentation, we
demonstrated that FL-based IDS are highly susceptible to GAN-based poisoning attacks, as these attacks persist
across multiple training rounds, achieving excellent results in all configurations of the first dataset. In the second
dataset, while the attack success in the binary classification setting is not perfect, it still effectively does not
alter the model’s accuracy in a noticeable way. Moreover, even a single attacker is capable of compromising
the system, successfully embedding a backdoor without significantly altering the model’s accuracy, making the
attack particularly stealthy and effective. In contrast, label-flipping attacks do not exhibit the same persistence,
making them significantly less effective in both multiclass and binary settings across all data distributions,
whether in single-attacker or multi-attacker scenarios and for both datasets considered. These attacks tend
to disrupt the model’s accuracy rather than stealthily embedding a backdoor, ultimately failing to achieve a
successful compromise of the system.

Our work is limited to data poisoning attacks, and an interesting direction for future research would be to
investigate model poisoning attacks. Some studies suggest that in certain cases, model poisoning attacks can
achieve higher backdoor accuracy with a smaller proportion of injected malicious data, making them potentially
more effective under specific conditions.

Examining this phenomenon in conjunction with online learning could provide valuable insights into how con-
tinuous data streams, such as those in real-time IDS, impact the efficacy of poisoning strategies. Indeed, while
traditional poisoning attacks often target static datasets, the dynamic and ever-evolving nature of data streams
in online learning environments adds a layer of complexity that could influence the effectiveness and persistence
of such attacks. Given that IDS are typically designed to analyze continuous data streams rather than iso-
lated system packets, simulating a more realistic environment by incorporating dynamic and evolving datasets
would be essential. This approach could significantly improve our understanding of how these attacks unfold in
real-world scenarios, revealing the true potential risks and their ability to bypass detection over time.

Looking ahead, future research should also focus on developing sophisticated defense strategies against data
poisoning attacks while simultaneously exploring mitigation techniques for model poisoning. Furthermore,
extending FL applications within IoT security could yield critical insights into its adaptability and potential
vulnerabilities.
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Abstract in lingua italiana

Gli attacchi avversariali rappresentano una minaccia significativa per i sistemi di apprendimento automatico,
e il loro impatto & ancora pitt pronunciato nel contesto dell’apprendimento federato (FL). Nel campo della
cybersicurezza, il FL viene sempre pit adottato per gli IDS negli ambienti dell’Internet delle cose (IoT), offrendo
una maggiore sicurezza pur preservando la privacy dei dati. Tuttavia, gli attacchi avversariali possono aggirare
efficacemente questi sistemi di rilevamento, esponendo vulnerabilitd critiche. Questo lavoro analizza i rischi di
sicurezza degli IDS nel FL, in particolare nell’ToT, dove la natura distribuita ed eterogenea dei dati amplifica
ulteriormente queste sfide.

Nei nostri esperimenti, implementiamo due tipi di attacchi di backdoor utilizzando i dataset CICIDS-2017
e UNSW-NB15. Ogni esperimento viene condotto rispettando i vincoli specifici del campo del rilevamento
delle intrusioni. Confrontiamo due diversi tipi di attacchi in vari scenari, considerando sia distribuzioni 11D
(Indipendenti e Identicamente Distribuiti) che non-IID. I risultati ottenuti dimostrano che gli IDS negli ambienti
FL per I'IoT sono altamente vulnerabili alle tecniche di apprendimento avversariale, in particolare agli attacchi
pit sofisticati e mirati, come quelli basati su Reti Generative Avversarie (GANs).

Parole chiave: Apprendimento Federato, Apprendimento Avversariale, Sistema di Rilevamento delle

Intrusioni, Attacco di Avvelenamento, Rete Generativa Avversaria, Internet delle Cose
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