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Abstract

Real Time Strategy (RTS) games have always been considered challenging for Artificial In-
telligence (AI) agents to play effectively due to their simultaneous and adversarial nature,
leading to complex game scenarios where it is important to manage both a macro-strategy to

effectively manage your resources and a micro-strategy to optimize combat scenarios.

Many Als rely on hard-coded strategies designed by human experts, while others rely on
the usage of Game Tree Search techniques to explore all the possible moves, however both
approaches come with drawbacks, respectively the inability to adapt to new game scenarios
and the long time taken to chose the optimal move, and they often focus on optimizing either

the macro or micro behaviours.

The goal of this thesis is to introduce a new approach, called Tactical Manager Al (TMA),
that aims at optimizing the matches both on a macro and micro level by relying on the coop-
eration of two components: a main "Manager AI’ and a set of specialized game strategies.

The manager Al focuses on gathering data on the current game state to perform a classi-
fication to choose one game strategy from the set and then passes the gathered data to the
chosen strategy, which will be calibrated to adapt various game scenarios. These strategies
all implement a defined macro strategy but also allow singular units to enact specific micro

behaviours by checking their surrounding and recognizing certain patterns.

The new approach was implemented as a bot for uRTS, an abstract RTS game popular as
a testbed in the research community, allowing us to directly compare our approach against
multiple state-of-the-art agents published in the last few years, showing that TMA has simi-
lar if not better performances than other approaches in most maps, only struggling in certain

match ups.
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Abstract in lingua italiana

I giochi di Strategia in Tempo Reale (RTS) sono da sempre considerati tra i giochi pitt com-
plessi da giocare in maniera efficace per le Intelligenze Artificiali (IA) in quanto si basano
interamente su mosse simultanee di diverse unita per entrambi i giocatori, portando ad una
maggiore quantita e complessita di situazioni che devono essere ottimizzate sia ad un alto

livello con la gestione delle risorse sia ad un basso livello con i1 singoli combattimenti.

Tra gli approcci piu diffusi per questi giochi ci sono 1’uso di strategie codificate disegnate da
giocatori esperti e 1’uso tecniche di Game Tree Search per simulare tutte le possibili mosse e
scegliere quella ottimale, tuttavia entrambi questi metodi presentano grossi problemi, rispet-
tivamente 1’impossibilita di adattarsi a scenari imprevisti e il tempo di calcolo previsto per la

scelta della mossa ottimale.

Con il lavoro di questa tesi il nostro scopo ¢ quello di introdurre le basi per un nuovo approc-
cio, battezzato Tactical Manager AI (TMA), che punta ad ottimizzare le mosse scelte sia ad
alto che a basso livello grazie all’interazione di due componenti principali: una IA *'manager’
principale e un insieme di strategie codificate specializzate.

Lo scopo dell’IA manager ¢ di raccogliere periodicamente i dati sullo stato corrente del gioco
per classificarlo e scegliere la strategia piu adatta all’evoluzione del gioco. I dati raccolti sono
quindi passati alla strategia scelta, che li usera per calibrare di conseguenza le scelte prese
cosi da poterle ottimizzare per lo stato corrente del gioco. Le strategie dell’insieme imple-
mentano tutte una rispettiva strategia di alto livello ma allo stesso tempo consentono alle

singole unita di agire individualmente riconoscendo specifici pattern nei loro dintorni.

TMA ¢ stato implementato con I’uso di uRTS, un RTS astratto molto popolare come banco di
prova per nuovi approcci, permettendoci di compararlo direttamente contro diversi approcci
all’avanguardia. Queste simulazioni ci hanno dunque dimostrato che TMA ha performance
simili se non migliori sulla maggior parte delle partite, trovandosi in difficolta soltanto in un

ristretto numero di casi.
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CHAPTER 1. INTRODUCTION

1.1 Real Time Strategy games

Real Time Strategy (RTS) games are a popular sub-genre of strategy games where players
need to manage an economy and military power by gathering resources, building a base and
training units with the goal of destroying the opponent’s armies and bases. As the name
suggests, the Game State evolves in real time, meaning that each player has a very small
amount of time to decide their next move: compared to a turn based game, where each player
may have several minutes, in an RTS the game state may change every 42 ms (considering a
game executing at 24 frames per second) or even faster. Additionally, in an RTS the actions
chosen by the players are not executed in turns like in a traditional game such as Chess
but instead they are simultaneous, meaning that more than one player can issue actions at
the same time, and these actions are often durative, meaning that they are not completed
immediately after being issued but they take some amount of time depending on the action.
Depending on the game itself, the game state might also be partially observable, with each
player being able to see only the explored parts of the map while the rest is hidden by a
mechanic named ’fog of war’, or it can even be non-deterministic, with some actions having
a chance of success or variable outcomes. Finally, RTS games often feature an high state
complexity, both in the large state space size and the high number of available actions per
unit at each decision cycle [1]. All the mentioned characteristics lead to RTS games being
particularly challenging for Artificial Intelligence (AI) to play effectively, as the standard
techniques used to play classic board games like Chess can not be applied directly without
requiring some kind of simplification or abstraction of the game itself.

Due to their peculiar nature, RTS games can be considered as an effective simplification
of many real-life dynamic environments like road traffic or finance, as such they have been
considered for years as an interesting research field for the evolution of Al [2], where finding
efficient techniques and solutions to RTS games might then benefit other Al applications that

require a fast and effective real time adversarial planning.

1.1.1 StarCraft®

StarCraft: Brood War® is a widely popular RTS game developed by Blizzard Entertainment
and originally released in 1998. To this day, the game is considered one of the most influen-
tial title for the RTS genre, as not only it refined the mechanics and structure created by other
popular titles such as WarCraft: Orcs & Humans® and Dune II: Battle for Arrakis® but also
introduced three different races that presented different playstyles while maintaining a great
balance between them: Terrans units are versatile and flexible, creating a balanced option,
Protoss units are more expensive and take longer to be produced but they are stronger and

more resistant, leading to a strategy of quality over quantity and Zergs units are faster and
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CHAPTER 1. INTRODUCTION

cheaper to produce but they are weaker, encouraging aggressive rush strategies that over-

whelm opponents with the sheer number of units.

Figure 1.1: A screenshot from StarCraft: Brood War®

In order to win, players will need to gather resources and use them to create buildings, re-
search new technologies and train units while also strategically expanding their territory to
explore the map, set up defensive outposts or gain an attack opportunity on the opponent’s
bases.

In a typical StarCraft match, the map are rectangular grids, with the average map size ranging
from 64x64 to 256x256 square tiles of 32x32 pixels. Each player can control up to 200 units
and an unlimited number of buildings, with each race having 35 different types of units and
buildings, most of them with special roles and abilities. Theoretically, this game complexity
leads to an enormous state space of the average StarCraft match. Given two players facing
in a 128x128 map, there might be from 50 to 400 separate units in the map with their own
complex internal status like remaining healthpoints, possible actions and special abilities.
If we only consider the positioning of each unit, we have 128x128 possible spaces for 400
units, giving us a total of 163841 ~ 101%%> possible states (for comparisons, the estimated
state space is around 10°° for Chess and 10'™ for Go), with that number getting even larger

by adding all the other factors in the game.

Due to all these factors, playing a full StarCraft match is considered a complex problem for
Al as it needs to handle different challenges simultaneously, mainly the resource manage-
ment, the adversarial real-time planning, the opponent modeling and the spatial and temporal
reasoning. For this reason, most of the existing Al agents created to play the game focus on
decomposing the bigger problem of a match into a series of smaller goals that can be solved
independently, with the most common deconstruction of the problem focusing on Strategy

(the high-level decision making process concerning the whole game and all the player’s unit),
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CHAPTER 1. INTRODUCTION

Tactics (smaller implementations of the strategy concerning the movement, positioning and
timing of groups of units), Reactive Control (the implementation of tactics on a single unit),
Terrain Analysis (analyzing the current map to find resources and optimal strategy points)
and Intelligence Gathering (collecting data about the opponent’s strategy).

Another common deconstruction of matches is the more general split of tasks into two lev-
els, called the Macro-management and Micro-management. Macro refers to the general
long-term planning and strategy, focusing on increasing the player’s strength on both the
economic and military sides by gathering resources, exploring the map, expanding the base
and training units for their army, while Micro refers to the control of single units or small
groups of them, mainly in combat or other skirmish scenarios where a correct management
of the positioning and the attacks can lead to minimizing unit losses while also maximising
damage to the opponent. An optimal agent should be able to optimize both levels, as it was

proved that a correct Micro-management leads to better performances [3].

1.1.2  uRTS

As stated previously, using full-fledged RTS games such as StarCraft® as a test bed for re-
search and implementation of new Al approaches can be highly insightful due to their large
state space and multi-layered problem, however the main drawback comes with their in-
nate complexity, as not only they often require high game and engineering knowledge to
create a proper game playing agent, but they also ask the usage of separate third party frame-
works such as the Brood War Application Programming Interface (BWAPI) for StarCraft,
which rely on a frame-by-frame analysis to interact with the game, limiting the information
available to the agent. Additionally, due to copyright issues multiple frameworks and Al
competitions based on StarCraft were taken down, further limiting its appeal.

For these reasons, in the later years the attention of the research community has shifted to-
wards the development of free RTS Game Engines [4] such as ORTS [5] or uRTS [6] as test
bed for new agents, as not only they do not rely on an external licensed software, but can be

tailored to the user’s needs on features such as the Game Specification or the User Interface.

For the work of this thesis, our choice landed on using pRTS, an abstract RTS game that
simplifies many characteristics of full-fledged games while keeping the main features of the
RTS genre intact. This choice was favorable over ORTS, which instead is closer to the com-
plexity of StarCraft, as its simplicity allowed us to quickly prototype and tests theoretical
ideas before expanding the development to a more complex environment. Additionally, the
high popularity of 4RTS as a test bed in the research community and its open source nature
meant that we could easily get the code for other State of the Art agents both for comparison

and testing.
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uRTS is programmed in Java and it is fully designed to ease the development and testing for
new Al techniques, as it allows the user to directly access the transition functions of the game
itself to gather deeper knowledge on the Game State, a feature that is usually not available
when using other test beds. By default, 4RTS matches are configured to be deterministic,
fully-observable and real-time, however it can also be configured to be non-deterministic and
partially-observable if the user wishes to test more complex scenarios closer to a full-fledged

RTS. For the work of this thesis, we will focus only on the default configuration of uRTS.

Figure 1.2: Screenshot from a uRTS match

Matches are played in maps represented by rectangular grids of arbitrary size, with the pos-
sible range for both height and width going from 4 to 128 cells. Each cell be either an empty
square that can be occupied by a unit, a stockpile of resources or a wall, which can not be
destroyed in any way.

1RTS currently support only 2 players matches (in Figure 1.2 they can be distinguished by
the colored outline of each unit), where each player starts with a defined set of units and
needs to gather resources in order to create more. Matches are concluded either when one
player eliminates all of the opponent’s units or when the time limit (proportional to the map
size) is reached, ending the game in a draw.

Unlike StarCraft, all players in uRTS play with the same set of available unit types, as such
the game can be seen as symmetrical between the power of players. All Units are char-
acterized by different attributes, mainly their position (expressed in x and y coordinates),

their current hit-points (an integer used for the health of the units, if it reaches O the unit
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CHAPTER 1. INTRODUCTION

is removed), their attack value (damage dealt to enemies during combat) and the carried
resources (resources carried back to Bases can then be used to produce new units). Ad-
ditionally, if the game is run in a partially-observable state, each unit also feature a Sight
Radius, which controls how far each unit reveals to the player of the surrounding area. Each

unit can perform different actions depending on their unit type. All the available actions are:

e Idle: the unit remains still in the same position for a certain number of cycles.

Move: the unit moves one cell in the specified direction (either up, down, left or right).

Attack: the unit performs an attack in a position in their attack range, lowering the hit
points of the attacked unit.

* Harvest: the unit collects one resource from a resource stockpile, adding it to their

carried resources.

Return: the unit deposits all the resources it is carrying into an adjacent Base.

Produce: the unit spends a given amount of the player’s resources to create a new unit.

A unit can only execute one action at a time, and once issued to a unit the action needs to
be carried out until the end as it cannot be canceled. Two different units cannot occupy the
same cell, as such if two units try to move in the same cell at the same time the game will
cancel both moves to prevent an impossible game state.

uRTS does not feature a defined set of units by itself, as it allows user to create and define
their own units through an Unit Type Table (UTT), however to ease the comparison of results
among different publications it also comes with a series of predefined sets. For the work of
this thesis, we relied on the VERSION_ORIGINAL_FINETUNED UTT, the most used in
other research, which features a small set of units that easily exemplifies the most important

unit roles in full games and balances their attributes to achieve a fair distribution of power.

HEN- 20

Figure 1.3: From left to right: Resources, Base, Barracks, Worker, Light, Heavy and Ranged units

Resource stockpiles are the source of resources for the game. While they are not techni-
cally units, uRTS treats them as such. They do not belong to any player and cannot execute
any action, but they can be interacted with through the Harvest action to gather one unit of
resources. When all the stocked resources are gathered, the unit disappears.

Bases can produce Workers units in an adjacent cell and can be interacted with through the

7



CHAPTER 1. INTRODUCTION

Return action to deposit any resource the unit is carrying, with the number in the middle
showing the total resources gathered by the player. They cannot move nor attack.

Barracks can produce Light, Heavy and Ranged units in an adjacent cell, but cannot move
nor attack. As they give access to Military units, Barracks are relevant to more complex
strategies.

Workers are the most versatile units as they can move, attack in an adjacent cell, harvest
units from resource stockpiles, return them to Bases and build both Barracks and Bases.
They are the center of most strategies, as they are required to gain resources.

Light units can move fast and deal average damage in an adjacent cell, making them an op-
timal unit for rush strategies.

Heavy units are more expensive to produce, but they have the highest health of moving units
and deal the highest damage, making them ideal both on the offense (as they can eliminate
most enemies in one hit) and the defense.

Ranged units have low health and attack power, but they overcome this weakness by being
able to attack any unit in a 3 cell distance even across walls, making them effective on more

complex maps.

Table 1.1: The fine-tuned UTT used in uRTS

Unit Health | Damage | Range | Speed | Cost | Production
Base 10 - 1 - 10 200
Barracks 4 - 1 - 5 100
Worker 1 1 1 10 1 50
Light 4 2 1 8 2 80
Heavy 8 4 1 10 3 120
Ranged 1 1 3 10 2 100

With all the mentioned characteristics in mind, the game presents itself a great simplification
of full-fledged RTS such as StarCraft, as it features a much smaller number of unit types,
smaller maps, only one kind of resources, two kinds of buildings and a smaller number of
possible actions, leading to a game that has a lower branching factor at each cycle. Regard-
less of this simplification uRTS still retains all the main characteristics and feature of the

RTS genre and as such it is better suited for the preliminary study of new approaches.
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1.2 Goal of the Thesis

With the work of this thesis, our main goal is to create the basis for a new approach for game-
playing Al agents that is capable of playing full RTS matches efficiently and with high per-
formances by optimizing the chosen moves both on a macro- and micro-management level.
An additional goal of the development process was to implement this agent as an entry for
the annual uRTS AI Competition.

In Chapter 2 we will show how different approaches through the years have tackled the
problem of implementing agents capable of handling RTS games. We will consider both
Al agents used in retail games, which often rely on hard-coded strategies, and more exper-
imental approaches proposed by the research community, which instead relied on different
principles of Artificial Intelligence or even Machine Learning to create agents capable of per-
forming optimal moves at all times. This was done in order to have a more comprehensive
idea of the number of the different methods that are usually applied to this kind of games.
As we will explain in Chapter 3, our proposal for a new approach is Tactical Manager Al,
an Al agent capable of analyzing the current Game State to choose one of four possible
hard-coded strategies based a classifier, which we trained based on supervised learning, and
then tailors the chosen one to the match itself by calibrating small parts of its internal logic,
creating a new variation of this strategy that is more likely to win or counter the attack of
an enemy. An additional care went to make the hard-coded strategies in the set as advanced
as possible regardless of the calibration by including certain Pathfinding optimizations and
special micro-behaviours specifically designed to exploit particular game scenarios.

This new approach was thoroughly tested by simulating different matches on multiple maps
and against multiple State of the Art agents that applied different techniques and approaches.
As the results in Chapter 4 show, TMA showed great performances across the various match-
ups, with its main strength being its adaptability to different Game States but also showed
its main weakness on the time performance, scaling slightly higher than other approaches on
larger maps and more complex scenarios.

As we will explain in Chapter 5, this is just the basis of a new approach: future iterations
on this idea could further improve the overall performances of the agent by applying more

advanced techniques to optimize both the classification and calibration performed by TMA.
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CHAPTER 2. STATE OF THE ART

2.1 State of the Art Agents

Since the research in Al for RTS games started to grow in popularity back in 2003 [2], the
general complexity of the problem and the organization of multiple RTS Al competitions
[8] have motivated researchers, programmers and engineers to explore the problem through
different approaches, sprouting a series of Al agents that use various techniques to deploy
effective strategies. In this chapter we will take a general overlook to different agents, mainly
focusing on the three approaches that are used more often to create efficient and competitive
Als: hard-coded strategies, the usage of Tree Search algorithms to explore the optimal move
and the usage of Machine Learning approaches to progressively train agents. For each one
of the mentioned approaches we will take a general look at how they are implemented, some
variation on the idea and their respective strengths and weaknesses.

Additionally we will make a separate mention to the Strategy Creation via Voting (SCV)
agent [9], which was used as the main source of inspiration for the work of this thesis.

2.2 Hard-coded Strategies

Al agents based on hard-coded strategies for RTS games are represented by simple scripts
written by an expert of the genre to consistently follow a given game plan for all units. These
scripts are usually specifically designed and implemented by the developer, who decomposes
the overall problem of RTS games into smaller actions such as "gather resources", "attack"
or "train unit" to easily manage all the aspects of the match. These actions are then used as
the states of a Finite State Machine (FSM) [10] that exemplifies the overall behaviour of the
agent by relying on specific rules and conditions to be met to trigger the transition between

states. As an example, Algorithm 1 describes an hard-coded strategy that is included in

Algorithm 1 An example of hard-coded strategy
Input: player p, Game State gs

units <— gs.getUnits()
for each Unit u in units do
if u.getPlayer() == p then
if u.getUnitType() == ’Base’ then
if p.resources > 1 then v trains a Worker
else if u.getUnitType() == 'Worker’ then
if p does not have a Base then
u builds a Base
else if p has no Worker gathering resources then
u gather resources
else
u attacks closest enemy
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uRTS by default. This strategy focuses on Bases, which will always train new Workers if
they have enough resources, and Workers, which can either build a new base, gather more
resources or attack the closest enemy based on the respective checks.

Hard-coded strategies are often able to achieve a significant performance on specific Game
States as they can be tailored to deploy the optimal move for that exact scenario, which is
often the reason why they are mostly used to program Al agents for retail RTS games to
provide the best experience to the users, especially for tutorials, training or single player

campaigns.

The main drawback of hard-coded strategies is that they entirely rely on the design choices
of the developer and as such they struggle to encode dynamic behaviours that can adapt to
the enemy or to Game States different than the expected ones, leading to their weaknesses
being easily exploited by more advanced and adaptive agents. Regardless of this weakness,
hard-coded strategies are still widely used in the research community, both as a starting point

for more complex agents and as a benchmark for testing.

2.3 Search-based Agents

When considering Al for games as a whole, one of the most used and effective approaches
is to model the game as a search tree, which we will refer to as the Game Tree, where each
node represents a Game State obtained by one of the possible actions. Once the game is mod-
eled, Tree Search algorithms can be used to choose the optimal action by finding a terminal
node of the Game Tree that represent an optimal endgame state for the player [11]. Since
most games represent an adversarial scenario with two or more players playing against each
other, the most common representation is the use of a minimax tree, where the main player is
referred to as MAX and all other players as MIN and each terminal node, which represent a
possible ending Game State, is either evaluated positive (+1) if it represents a win for MAX,
negative (-1) for a win for MIN and 0 if the game ends in a draw. Each node is then evaluated
as the sum of all the values on the path to the terminal states, giving a representation of how

well or badly each move evolves the Game State.

Game Trees have been successfully used to model different kinds of game, from determin-
istic and fully observable games like Chess to non-deterministic and imperfect information
games such as Poker or Backgammon, however most Tree Search algorithm fail to scale to
more complex games such as Go due to the high number of possible moves that lead to an
equally high branching factor for the Game Tree, meaning that a complete tree search would
take longer. This is obviously not favorable for RTS games, which in addition to having
a large branching factor are also real-time, meaning that the application of standard search

algorithms is not feasible.
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2.3.1 Monte Carlo Tree Search

To overcome this limitation of complete tree search, the focus of researchers shifted towards
sampling-based algorithms such as Monte Carlo Tree Search (MCTS) [12][13], which
allowed to simplify the overall complexity of the Game Tree based on two fundamental
concepts: that the true value of an action towards the end-game goal can be approximated by
performing random simulations and that these values may be used efficiently to adjust the
policy towards a best-first strategy. The core difference from previous approaches is mainly
that MCTS progressively builds a partial game tree, guided at each steps by the results of
previous exploration of the same tree, which is then used to estimate the values of moves. At
each search iteration, MCTS applies four steps: first, from the root node, MCTS recursively
selects a child node following a given tree policy until it finds a non-terminal state that has
one or more unvisited children (Selection), then one of these child nodes is added to expand
the tree (Expansion) and from the new node we run a simulation following a default policy
(Simulation), finally the result is then propagated back to the root node (Back propagation),
updating the statistics of each node in the path.

Selection —— Expansion ——= Simulation — Backpropagation \

Tree Default

Policy Policy
v
- a J

Figure 2.1: An iteration of MCTS

In RTS games, the core logic of MCTS could be effectively used for planning by performing
a stochastic sampling of the possible plan for the player by considering simple actions (move,
attack, train etc.) and then execute the one with the highest statistical outcome, this way the
algorithm could perform optimal actions without requiring the knowledge of a game expert

like hard-coded strategies.

The overall procedure of using MCTS for planning can be described through three iterative
steps: first the algorithm generates a plan for the player following the selected default policy
(the most used being selecting random moves), then performs a simulation for both players

with the generated plan, evaluating the outcome with an evaluation function to compute how
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well the plan is doing and finally it records the result of the simulation. These steps should
be repeated as much as possible given the resource constraint of the problem (in our case,
mainly time constraints), and once completed the algorithm picks the plan that returns the
best statistical result. As one might expect, the efficiency of the approach is mostly dependent
from the evaluation function, as it determines how MCTS values each move, for this reason
it is important that it is designed and chosen through expert knowledge of the application
domain. For RTS games evaluation functions are usually linear combination of features that
compare the strength of the two players based on their total number of resources and the
strength of their armies, for example the most used evaluation function for yRTS computes

the score of each player as:

u.hp
E u.resources + u.cost x | ————
: u.maxhp
ucunits

This way the function evaluates each unit also based on how long their remaining health,

which affects their future battle performances.

The introduction of MCTS opened the door for multiple innovative approaches as the so-
lution to the problem can differ depending on the used tree policy, for example the UCT
(Upper Confidence Bounds for Trees) variant proposed in [14] frames the tree policy as a
Multi-Arm Bandit (MAB), a sequential decision problem where at each iteration an agent
needs to choose amongst K actions (or arms) in order to maximize the cumulative reward
obtained by those actions.

An iteration on the same idea was introduced with NaiveMCTS, which models the problem
as a Combinatorial Multi-Arm Bandit (CMAB) problem to exploit a technique called Naive
Sampling that breaks down the complex problem into multiple smaller ones and chooses to
either explore a new problem to find a new solution or exploit the data that was previously
gathered based on a e-greedy policy (meaning that it chooses to explore with e probability
and to exploit with 1 — e probability) as its policy [7]. The main difference from other MCTS
algorithms is the selection and expansion process (shown in Algorithm 2) that receives a
Game Tree node ng as the input parameter and determine whether ng is a MAX or a MIN
node (i.e. whether the children of this node correspond to moves of player min or of player
max) and then uses Naive Sampling to select one of the possible player-actions of the se-
lected player in the current state. If the selected player-action corresponds to a node that is
already in the tree, then we recursively apply SelectAndExpandNode from that node (i.e. we
go down the tree and explore new options). Otherwise, we exploit the knowledge we already
gathered to create a new node by executing the effect of player-action a in the current game

state using a function that simulates the evolution of the game until reaching a decision point
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(when any of the two players can issue an action, or until a terminal state has been reached).

This new node is then returned as the node from where to perform the next simulation.

Algorithm 2 Select and Expand node for NaiveMCTS
Input: node ng

if canMove(mazx, ng.state) then
player = max
else
player = min
a < NaiveSampling(ng.state, player)
if a € ng.children then
return Select AndExpandN ode(ng.child(a))
else
ny < newTreeNode( fastForward(sy,a)
no.addChild(ny, a)
return n;

The usage of Naive Sampling allows NaiveMCTS to achieve significantly better perfor-
mances than other Search algorithms on problems with an higher branching factor as it can
guide the exploration of the space of possible player-actions, narrowing down the search on

the most promising ones.

2.3.2 Puppet Search

While MCTS simplifies the complexity of Game Tree Search by the usage of smart sam-
pling, another way to improve the performance of this approach would be to reduce the
search space, lowering the complexity of the problem itself. An example of this approach is
Puppet Search (PS) [15], an adversarial search framework that reduces the search space by
using scripts that can expose choice points to a look-ahead search procedure. At its core, the
way PS works is that, given a non-deterministic strategy, it constantly selects action choices
that dictate how to continue the game based on look-ahead search results. These strategies
are described by scripts that handle all aspects of the game and most importantly expose
their choice points, which are the locations where alternative actions are to be considered
during search, to a Search algorithm defined by the user for control, almost like a puppeteer

controlling the scripts (hence the name).

The application of PS could be seen as a two-phase procedure: first it creates a new game in
which move options are reduced by limiting the original move choices to the reduced amount
exposed by the nondeterministic script, then an Al technique of our choice can be applied to
the transformed game to find an optimal move. Since the developer controls the number of

choice points in this process, the resulting Al systems can be tailored to meet given search

17



CHAPTER 2. STATE OF THE ART

time constraints, which in the context of an RTS game are often tight due to the real-time
nature of the problem, meaning that when designing a script it would be better to expose
only a few choice points to create a fast search that might miss an optimal move but has the

advantage of speed, rendering it favorable to explore more options.

Traditionally, a script could be defined as a function that takes a Game State as an input and
returns the next set of actions to be performed with its main choices being hard-coded, which
as explained in Section 2.2 can be easily exploited by more advanced opponents. If those
choices were left as open, the script would now become non-deterministic, as it would ex-
plore dynamically all options and take the optimal one during the game, turning all choices
into choice points. With this simple transformation, a complex game with a large action
space is transformed into a series of simpler games with smaller action spaces, allowing
us to apply standard solutions methods for Game Tree Search. This way, to decide which
choice to take PS executes a script for a given amount of time to obtain the resulting future
Game State, evaluates it through a given evaluation function and then backtracks to the orig-
inal state to try other action choices, also taking into account that the opponent has its own
choices. Since PS is considered as a general framework, it can easily be adapted to work
with different Game Tree Search algorithms. As an example, Algorithm 3 shows a variant of
PS based on Alpha—Beta Considering Durations (ABCD) Search, that itself is an adaptation
of the adversarial search algorithm ’Alpha-Beta’ to games with simultaneous and durative

actions [16].

Algorithm 3 ABCD variant of Puppet Search
Input: state, height, prevMove, o, 3

player < PlayerToMove(state, policy, height)
if height == 0 or Terminal(state) then
return evaluate(state, player)

for each move in GetChoices(state, player) do
if prevMove == 0 then
v <— PuppetABCD(state, height — 1, move, o, [3)
else
state’ < copy(state)
ExecChoices(state’, prevMove, move)
v < PuppetABCD(state’, height — 1,0, «, 3)
if player == MAX AND v > « then o < v
if player == MIN AND v < [ then 3 < v
if & > [ then break
return player == MAX ? v : 3

The algorithm starts by determining which player it needs to move, as alpha-beta search

alternates the moving players MIN and MAX at each iteration (for this reason, to properly
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represent a simultaneous move in an RTS game the maximum search depth of the algorithm
is assumed to be even, as both players need to perform a move). If the current state is an
endgame state or if an simulation tree has reached the maximum search depth the algorithm
returns the value of the evaluation function for that state, otherwise it starts a loop on all the
moves that can be applied to the state through the choice points. The goal of this loop is to
evaluate each choice by iteratively calling PuppetABCD to descend into the Search Tree to
find an optimal move for player MAX. This is done using the two parameters « and /3, repre-
senting respectively the best move for player MAX and MIN. These parameters are updated
at each cycle and allow the algorithm to end the loop execution early once we obtain that «

is greater than 3, which represents a choice on the tree that leads to victory for player MAX.

PS proved to be an effective solution, as the reduction of the search space allows for tradi-
tional adversarial game tree search approaches to be feasible for RTS scenarios. The main
advantage of PS over MCTS was the combination of scripted behaviour and look-ahead
search, as the introduction of scripts allows the designers to keep control over the range of

behaviors the agent can perform.

2.4 Learning-based Agents

Given the difficulties of playing RTS games by directly using adversarial planning tech-
niques, many researches have turned their attention into applying Machine Learning (ML)
principles [17] to create Learning-based agents, special Al scripts that can optimize the
choices taken at each decision point through data gathered on the game itself. Depend-
ing on the principles applied to the agent, this learning process could be classified either as
prior learning if it uses available data from replays of previous matches or known maps,
in-game learning if it updates its own knowledge while actively playing a match of the game
itself or inter-game learning if it uses the result of one match to optimize the taken choices
and increase the chance of victory for the next match. Ideally, with enough time a Learning-
based agent could become almost unbeatable in a game if the training data and the features
considered for learning are good enough, however if not correctly trained and monitored
through the learning process the agent might develop unwanted behaviours, which can often
be a problem if fully integrated in retail games with in-game or inter-game approaches as
players might involuntarily teach the agent sub-optimal choices. An additional problem for
Learning-based agents is once again the large state space of RTS games, highly increasing
the number of data Learning processes needed to learn how to play the game optimally. For
this reason, it is important that the learning process only focuses on a subset of features that

are relevant to the evolution of the game, taking into account that too few features lead to a
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less accurate learning and too many lead to long computation times.

Through the years multiple approaches to implementing Learning into Al agents for RTS
were created, and while they often focused on different techniques and applications we can
still trace a division into two kind of approaches: the usage of Supervised Learning (SL) tech-
niques to optimize the model through the trace of previously played games and the usage of

Reinforcement Learning (RL) techniques to evolve the model through self-play.

2.4.1 Supervised Learning

SL is a ML paradigm where a model is trained by providing both the input objects and the
desired output values, processing the training data to build a function that can then be used
in order to determine the output of any previously unseen input. The general procedure for
a typical SL method starts with the creation of the training data set by gathering data from
real-world settings, then the definition of the input features that are used to represent the
properties of this problem. Then the structure of the model itself is defined by choosing a
learning function and how the learned data is represented (for example certain models use
support vector machines, others decision trees [17]) and finally applies an algorithm that
iteratevely updates the learned data based on the outcome of the function and the expected
outcome. Once the algorithm has completed its execution, the accuracy of the learned func-
tion can be tested on a separate set of cases, named the test set. The main advantage of SL is
that the obtained function features a strong generalisation of the problem, as it can be used
to produce sensible outputs for unseen inputs, and the ability to deal with noise, often met

with the different small inaccuracies in the data gathered from the real-world process.

Thanks to its great generalisation capabilities SL is often utilized as a method to strengthen
the performances of other approaches, especially when dealing with large state space such
as RTS games. An example of this approach is Informed MCTS [18], an extension of
the NaiveMCTS approach mentioned in Section 2.3.1. Informed MCTS uses a collection
of Bayesan models to estimate the probability P(a|s,u) that, given a state s and an unit u,
the action a was performed in a saved match played by a strong player, then incorporates
the gathered data into MCTS to reduce the branching factor by introducing Informed Naive
Sampling, an extension of Naive Sampling that substitutes the e-greedy sampling policy
with an informed e-greedy one, which given an action set A and the probability distribution
P obtained by the Bayesan models iteratively chooses with probability ¢ an action a € A
according to P or with probability 1 — € it chooses the best action so far. This simple change
leads to an high improvement on the perfomances of MCTS, as the choices taken by the

algorithm are further guided by the knowledge gathered from the training set.
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2.4.2 Reinforcement Learning

RL is a ML paradigm where a model is trained by observing the evolution of the environment
over time through the performed actions to compute an optimal policy that maximizes the
cumulative reward obtained through a reward function, which evaluates how well the current
state performs towards the goal of the problem. One of the most used approach to RL is to
model problems as Markov Decision processes [17] by defining a set of possible states .S,
a set of actions that the agent can perform A, the probability that an action a € A evolves
the environment from state s to s’ P,(s, s') and the reward of performing the transition from
s to &' by taking a R, (s, s") with the goal of learning a policy 7 : S x A — [0, 1], which
represents the probability of performing an action a on state s that maximizes the expected
cumulative rewards. To solve this problem there are the Sarsa and Q-learning algorithms,
which are slight variations on the same idea of using the action-value function @, (s, a) to
monitor the reward of executing action a on state s following policy 7 and iteratively update
it by respectively following the policy 7 or an alternative e-greedy one.

Once again, the large state space of RTS games makes the application of RL in game-playing
agents difficult, additionally the overall complexity of the game leads to simple policies being
unable to handle all the aspects of the game. For this reason, RL has often being proposed
as a supporting system that can optimize the moves of other agents on specific goals, such
as improving the target selection [19] or creating more effective micro-behaviours and battle
tactics [20].

2.5 SCV

The SCV agent is an approach first presented in 2018 that tries to overcome the glaring
weaknesses of hard-coded strategies mentioned in Section 2.2 by generating a novel strategy
that combines the behaviour of multiple hard-coded ones to adapt to the enemy.

SCV is mainly composed of two important steps: first it generates the strategy through a vot-
ing method that selects the best behaviour for each unit type, then it performs a classification
of the opponent to select the optimal strategy to maximize the chances of victory.

For the Strategy Creation, SCV deploys a voting system that takes a pool of strategies > as
an input, selects a subset S from ¥ and generates a new strategy o. This voting method starts
by considering all units in the current Game State that are currently free, then for each one
of them considers the chosen action of each strategy o; from the set .S and finally once all
strategies have assigned their vote SCV picks the one that was picked the most. In case of
ties, the voting system will favor the strategy that comes first in order in the set .5, for this
reason the set needs to have at least 3 elements, as if it only had 2 elements the first one

would have more probability to be chosen. While the possible size of S could be as high as
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the size of 2 SCV prefers to use smaller subset, as even the simpler strategies might require
the execution of long algorithms for Pathfinding. In the research shown in [9], the optimal
size for the subset S was proved to be 4, as it allowed to generate effective strategies without
requiring too long.

For the Strategy Selection performed in the second step SCV first needs to classify the Game
State to perform the optimal choice, and this classification is done by classifying the oppo-
nent in a group of n opponent types O = {01, 09, ...,0,} and the current map in a group
of  maps M = {my,ma,...,m,}. Matches are simulated for each combination of maps,
opponent types and strategy, and the performances are then stored in r lookup tables (one for
each map) 7,,, by saving the result of the evaluation function ¢ used in uRTS [7].

Next, two classifier C, and C,, are trained, meant to respectively classify the opponents and
the maps. To train C,,, the opponent is first described through the number of each unit types
and their gathered resources, then these features are used to train a logistic regression model
that assigns to the input feature an output p; between 0 and 1 that shows the probability of
the enemy belonging to type j. On the other hand, C,, limits the classification of the maps
to the in-game distance between the player’s and the opponent’s Bases as computed by a
Pathfinding algorithm, ignoring more complex features.

The results of these two steps are then combined and used in the main loop of SCV shown in
Algorithm 4. The algorithm defines a time window size w, which can be seen as the lifetime
of a generated strategy, and always starts with a default strategy 0,4, which is always picked
in the first life-cycle of the algorithm (when ¢ < w). Then, when w expires, SCV uses the
trained classifiers C, and (), to choose a strategy that maximise the end-game value by using
C), to retrieve the lookup table of the respective map and C, to obtain a vector p’ composed
of the opponent type probabilities, then chooses the strategy in the pool S that maximizes the
expected endgame value of 1) by calculating argmaz,cg Z?Zl p; - Tn(o,0;). The chosen

strategy will be then picked directly by SCV for the whole duration of the time window w.

Algorithm 4 SCV
Require: state s, classifiers C, and C,,, window size w, time step ¢, default strategy o, and
strategy returned in previous time step o;_; , pool of strategies .S, lookup tables 7.
Ensure: strategy from S.
if t < w then
return oy

ift mod w = 0 then > w 1s expired
T < Cii(s)
P Co(s)
return argmazyes Yy pj - Tm(0, 05)

return o;_;

The algorithm proved to be highly competitive, showing low computational times and highly
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adaptive behaviour that lead to an high win rate, however it also showed two glaring weak-
nesses: the first one was that with the strategy selection being tied to the map with C,,, the
agent might choose sub-optimal strategies in maps previously unseen, the second one was
the long time window that prevents strategies from adapting fast enough, especially with
the presence of a default strategy o, that leads to SCV always behaving in the same way at
the start of each match, which just like in hard-coded strategies could be exploited by more
adaptive approaches.

SCV was further enhanced with the introduction of Search strategies that simulate the possi-
ble moves of all units currently engaged in combat, creating the refined SCV+ agent.

As we will see more in-depth in Chapter 3, our work on the thesis is heavily inspired by the
base version of SCV, mainly the idea of tailoring the strategy to the current Game State and
the reliance of a subset of hard-coded strategies to effectively create an adaptive agent, but
also tries to fix the weaknesses of SCV by slightly abstracting the classification process, re-
moving its ties to the maps, and by making the adaptive behaviour continuously gather data

on the Game State to always pick the optimal strategy.
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3.1 What is Tactical Manager AI?

The main focus of the work of this thesis was the research and development of a new agent
that was able to competitively play ©RTS matches against other State of the Art agents with
similar or better performances.

The result of this work was the creation of the basis for a new approach we named Tactical
Manager AI (TMA), an agent that aims to classify the current game state to dynamically
switch between specialized strategies from a set in order to optimize the chosen moves both
on the Macro- and Micro-management without requiring any prior knowledge on specific
game maps nor to perform a Game Tree Search by simulating all possible moves, leading
to an agent capable of adapting to the opponent’s strategy with a low computational time at
each cycle.

TMA relies on the cooperation of two groups of scripts, a Manager Al and a set of four
Aware Als as shown in Figure 3.1, with the general logic of the agent mainly working in a

three steps pipeline:

1. At each game cycle, the Manager Al gathers data from the current Game State and
uses it to perform a classification, choosing the Aware Al from the set that better fits

the evolution of the match and leads to an optimal macro-strategy.

2. Once the optimal Aware Al is chosen from the set, the Manager Al performs a cal-
ibration on the script of the chosen strategy by using the gathered data to slightly
modify certain decision thresholds, further optimizing the strategy and adapting it to

the current Game State.

3. Once the Aware Al is calibrated, it uses its internal logic for the execution of the next
move for all the player’s units. Each Aware Al includes by default a series of optimized
micro-behaviours meant to further improve the chances of victory, allowing singular

units to detect specific opportunities in the nearby spaces that could be exploited.

In this chapter we will explain the main components of TMA, showing how they work, why
they were implemented and how they were implemented by explaining the theory concepts
behinds certain ideas. At the end of the chapter we will make a theoretical evaluation of the

overall time performances of the whole algorithm.
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Aware Al
Manager Al
- unitProduction: UnitType !
- nHarvest: int + strategies: AwareAl]]
- i 4
resourceTh: int + gelAction{p, gs)
+ setProduction(UnitType) + getacroStrategy(p, gs)
+ setHarvest(int) + calibrateStrategy(strategy, p, 9s)

+ setThresholf{int)
+ getAction(p, gs)

o

Extends

Worker Rush Worker Defense Military Rush Military Defense

+ UnitBehaviour(p, gs) + UnitBehaviour(p, gs) + UnitBehaviour(p, gs) + UnitBehaviour(p, gs)

Figure 3.1: The structure of TMA

3.2 Manager Al

The Manager Al is the core part of the whole agent, as it is in charge of both the classification
and calibration stages. At each game cycle, Manager Al calls the getAction(p, gs) method,
which takes the current Game State gs and the player p as an input to generate a PlayerAc-
tion pa, a list that pairs each unit with the action it needs to perform. The method first checks
that there is at least one unit belonging to p that is not executing another action, if that’s the
case first it selects an Aware Al strategy with the method getMacroStrategy(p, gs), then per-
forms the calibration of the chosen Aware Al through the method calibrateStrategy(strategy,
p, gs) and finally it generates and returns pa by calling the strategy.getAction(p, gs) method,
explained in Section 3.3. If the check returned a negative answer then the method directly

returns an empty pa, as no new actions can be issued to the units.

Algorithm 5 The getAction(p, gs) method for the Manager Al
Input: player p, Game State gs
Output: PlayerAction pa

if lgs.can Execute Any Action(p) then > All units are already executing an action
return new PlayerAction() pa

strategy <— getMacroStrategy(p, gs)
calibrateStrategy(strategy, p, gs)

pa <— new strategy.getAction(p, gs)
return pa
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Game State Classification

The most crucial part of Manager Al is the classification of the current Game State to choose
the Aware Al that would return the optimal macro-strategy to follow for the next action
through the getMacroStrategy(p, gs) method. Our goal with TMA was to cover the most
popular play styles for a RTS game while also keeping the classification reduced to a low
number of strategies for simplicity, as such we decided to focus on the two main aspects of

a strategy to abstract the whole classification as the combination of two binary choices:

* the choice between actively sending units to rush the opponent with the intention of
attacking or passively training units to create a defense line that slows down any in-

coming attack.

* the choice between investing time and resource to gain access to improved Military
units or focusing on only producing cheaper Worker units to quickly create a bigger

but weaker army.

By combining these two binary choices we get a 4-class classification between four Aware Al
strategies that we respectively named Worker Rush (WR), Worker Defense (WD), Mili-
tary Rush (MR) and Military Defense (MD), which will be discussed more in detail in
Section 3.3.

Y A
3
Military 2 Military
Defense 1 Rush
-3 -2 -1 1 2 3);(
-1
Worker Worker
Defense - Rush
3

Figure 3.2: A graph with the correletion of the chosen strategies to the obtained X and Y values

To perform this classification, our choice went to implement the method as a Linear Classi-
fier, an algorithm that gathers the features of the problem and performs a linear combination
with a set of weights, vectors of constant integer values which allow us to emphasize the

relevance of certain features to the outcome of the classification. Since our problem requires
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two classifications, getMacroStrategy(p, gs) gathers data from the Game State gs as two vec-
tors £ and g, then performs a linear combination with the weights weightAD and weightWM
to compute the two values X and Y, which respectively represent the likelihood of victory in
a direct confrontation with the opponent and the affordability of the more expensive Military
strategies, then as shown in Figure 3.2 it picks the Aware Strategy based whether X and Y

are positive or negative.

Algorithm 6 The getMacroStrategy(p, gs) method for the Manager Al
Input: player p, Game State gs
Output: AwareAl strategy

define strategies = [[WD, MD], [WR, MR]]

define w and v > for cleaner code, they replace weightAD and weightWM
compute Z and y > not explained for simplicity’s sake

X =1ifY, 7, w, >0, else 0
Y =1if> 4, v, >0, else 0
return strategy <— strategies| X|[Y]

The features considered for the value of X are two: the difference between the number of
the unit belonging to the player and the opponent and the difference between the distance of
enemy units to the player’s Base and the distance of player units to the enemy’s Base. These
were considered relevant to the classification as X will be positive when the player has more
units than the enemy and it can get to the enemy’s Base faster than the enemy can get to his
own Base, both situations that lead to a more favorable attack.

The features considered for the value of Y are three: the number of the resources gathered
by the player minus 5 (which is the cost of building a Barracks), the presence of at least
one Barrack for the player and the distance between the closest enemy to the player’s Base,
however this last value is only considered if at any point of the match there was a free path
between them, otherwise the classification of Y will be biased to a positive value. For this
reason TMA performs Pathfinding at the start of the match to see if it already exist and it
applies it again at each cycle until a path now exist. These features were considered relevant
to the classification as Y would be positive either when the player has enough resources to
build a Barracks and can finish it before the enemy reaches the Base or when the player

already has built a Barrack.

Strategy Calibration

While the classification step allows TMA to choose its Macro-strategy based on the Game
State, the calibration step is relevant to the effectiveness of the agent as it allows each of the

chosen Aware Als to be adapted to the current Game State, slightly changing its behaviours
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while keeping intact the main logic.

The strategy calibration is performed thanks to the calibrateStrategy(strategy, p, gs) method,
which uses the data gathered from gs to optimize the outcome of the move returned by
strategy. As we will explain in Section 3.3, having a shared interface for Aware Als allows
us to use common getter/setter methods to easily modify values that each strategy uses as
thresholds or reference to perform certain choices.

As uRTS is on the simpler side of the genre, we decided that the best way to calibrate the
strategies was to focus on optimizing the production and distribution of units on the differ-
ent roles, as such calibrateStrategy(strategy, p, gs) mainly sets three important values of the
strategy: the number of Worker units that are reserved to exclusively gather resources, the
best Military unit type to train next and a threshold that defines when the gathered resources

can be considered "abundant".

Algorithm 7 The calibrateStrategy(strategy, p, gs) method for the Manager Al
Input: AwareAl strategy, player p, Game State gs

compute harvestUnit > The computation of these
compute unit Production > values is not explained in
compute resourcel hreshold > depth for simplicity’s sake

strategy.setHarvest(harvestUnit)
strategy.setProduction(unit Production)
strategy.setThreshold(resourceT' hreshold)

For the first value, selecting the number of "harvester" Worker units correctly is relevant to
the effectiveness of the strategy as it needs to be high enough to ensure a steady stream of
gathered resources but low enough that the military power of the strategy is not compro-
mised. This value is directly proportional to the distance from a Base to the closest resources
stockpile (the longer the distance the more units are required to have a steady flow of re-
sources) and to the number of Bases (at any time, it is important to have at least one Worker
unit gathering resources for each Base).

In RTS games, training armies that are capable of overcoming the military power of the op-
ponent is crucial to the effectiveness of a strategy, for this reason the Manager Al selects the
optimal unit that Barracks need to train based on the current Game State. By default, the
agent aims at training an army that is evenly distributed between the three unit types, how-
ever by checking the opponent’s unit distribution it can give the priority to training unit types
that directly counter their most used unit. Additionally, if the path to the enemy is blocked
by the presence of walls prioritizing Ranged units is crucial as it allows to attack enemies
that would be otherwise unreachable.

While the last is not as relevant as the previous two values, the threshold can be used to

optimize the total resource usage for more complex strategies, for example the two Military
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strategies we implemented use this threshold to decide if Bases should train additional Work-
ers to use them as support for attacking units without subtracting too many resources from
the building of Barracks and Military unit production. This value is directly proportional
to the number of Barracks controlled by the player (as the more Barracks it possesses the
higher the resource consumption) and to the map size (as in smaller maps Worker units are

more relevant to the military power of the strategy).

3.2.1 Manager Al training

As specified in the previous Section, the Manager Al relies on combining the outcome of
two binary classifications performed on the current Game State in order to select a strategy
that fits it by using a Linear Classifier. As the implemented classifier computes two different
values we required to introduce two weights, which we named weightAD and weightWM,
used for the classification between Rush or Defense and between Worker or Military strate-
gies respectively, and train them to obtain a real time classification that was reliable even
with unforeseen cases.

The values of these weights were obtained with the help of supervised learning, more ac-
curately our choice went to the Perceptron algorithm, also known as the McCulloch—Pitts
neuron algorithm, first inventend in 1943 by Warren McCulloch and Walter Pitts [21] and
then finalized in hardware implementation in 1958 by Frank Rosenblatt [22]. The Percep-
tron is considered a linear discriminant model, meaning that it builds a function that directly
maps each input to a specific class, and an online linear classification algorithm, meaning
that it sequentially analyzes the input data to continuously learn and update the output.

The algorithm finds a separating hyperplane for the feature space ® by minimizing the dis-
tance of misclassified points to the decision boundary. Considering a weight w over a feature
space ®(x), the function created by the Perceptron corresponds to a two-class model for the

classes C; and C:

+1,a >0
—1,a <0

y(z) = f(wT®(2)), wheref(a) = {

This means that the algorithm assigns to C'; and C; the target values +1 and -1 respectively, as
such our goal is to seek a weight w such that w? ®(x,) > 0 for x,, € C; and w? ®(z,,) < 0
otherwise. To do this, the algorithm assigns to a misclassified pattern x,, an error equal
to wl ®(x,)t,, with t, € {—1,+1} being the expected target value. This leads to a loss
function (a function that quantifies how well or poorly our weights are doing on the task)

equal to:

Lp(w) = — Z w? ® ()t
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The minimization of this loss function is performed using stochastic gradient descent, mean-

ing that whenever a misclassification happens the weights are updated as follows:
Wry1 = wi — VLp(w) = wy, + ®(z,)1,

The process is performed on all the elements of the data set and it is repeated until conver-

gence, that is until all the elements in the training data are correctly classified by the weight.

Algorithm 8 The Perceptron algorithm
Input: data set z,, € RP
t, € {-1,+1},forn=1: N
Initialize wy
k<+0
repeat
k< k-+1
n<+ k mod N
if t,, # t,, then
Wit1 < W + P(z,)t,

until convergence

As stated with the Perceptron Convergence Theorem [17], if the training data set is linearly
separable in the feature space ¢ then the algorithm is guaranteed to find an exact solution in
a finite number of steps, however the solution found might not be the optimal one, as if the
problem allows for multiple solutions then the one obtained depends on the order of presen-
tation of the data points.

To train the weights for the Manager Al we constructed a training data set by linking a set
of multiple Game States taken from actual match simulations to the expected outcome of
the classification, then provided it as an input to a Perceptron algorithm that uses the same
logic of Manager Al for the classification and starts with 1-vectors as weights, meaning that
it considers all the problem features equally relevant. While the set is linearly separable,
the problem allows multiple solutions, as such at each iteration the training set is shuffled in
order to obtain different possible weights, then to choose the optimal ones we applied them
to the Manager Al algorithm and tracked the win rate over multiple matches, settling for the
values {1, 10, 1} for weightWM and {1, 1} for weightAD.
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3.3 Aware Als

To implement the idea of a set of strategies that we could switch between without problems
the best approach was to fully take advantage of working with an Object-Oriented program-
ming language (OO) like Java to first define an abstract class, called Aware Al, that presented
a main logic structure and other computations that would be shared between the strategies in
the set, and then create each of the strategies in the set by extending the Aware Al class with
different variation of the unit behaviours. This shared main structure allow us to treat the
Aware Al as a general front-end interface that the Manager Al could use whenever it needed
to interact with the strategies without requiring separate code for each one. As a whole, the
main structure of Aware Al partially mimics the one utilized in many hard-coded strategies
that were already implemented in pRTS [6], where each unit is assigned to a role based on

their unit type and executes the corresponding action at every game cycle.

Algorithm 9 The getAction(p, gs) method in the Aware Al class
Input: player p, Game State gs
Output: PlayerAction pa

Initialize empty PlayerAction pa
List<Unit> units = gs.getUnits() > gets a list of all the units in the game state
for each Unit u in units do
if u.getPlayer() == p then
if gs.getActionAssignment(u) == null then > if the unit w is free
Initialize empty UnitAction a
type < u.getUnitType()
if u.getUnitType() == 'Base’ then
a <+ baseBehaviour()
else if u.getUnitType() == 'Barracks’ then
a <— barracksBehaviour()
else if u.getUnitType() == "Worker’ then
a < workerBehaviour()
else
a < militaryBehaviour()
if gs.isLegal(a) then
pa.add(a)
return pa

The core component of the Aware Al class is the getAction(p, gs) method, which given the
current Game State gs generates the next PlayerAction for player p by looping over all the
available units and obtaining their next move based on their unit type through methods that
represent the respective unit behaviour. These methods are abstract in the Aware Al class and
instead they are implemented in each of the child strategies to fit the expected behaviours. In

each implementation, these method share the same core logic to issue actions: for moving
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units they search for the best target to approach by looping over the available units, while for
Barracks and Bases they check if they have enough resources to train a new unit.

All the actions added to the PlayerAction are assured to be legal, either by the implementa-
tion of each unit behaviour, which avoid issuing moves that are in conflict with each other or
moves that cannot be physically executed in the current Game State, or by the Aware Al inter-
face, which checks that an unit is not currently executing another move and that issued moves
do not use more resource than the amount stored by the player. As previously explained, we
implemented four variations of AwareAl: Worker Rush, Worker Defense, Military Rush and

Military Defense.

Worker Rush

Worker Rush mainly mimics popular 'flood’ strategies used in many RTS games. In our
script, the player takes full advantage of the cheap cost and fast production time of Worker
units to quickly approach and overwhelm the opponent with an army as big as possible. For
this strategy, the player reserves a low number of Workers to only gather resources while the
Base continuously train new Workers for the army. If a Barracks was already present and the
gathered resources are abundant, the agent will produce Light units as additional support for

the attack since they are the cheapest and fastest units that can be produced by Barracks.

Worker Defense

Just like with Worker Rush, Worker Defense issues a small amount of Worker units to gather
resources while the Base continuously trains new Worker units. The goal of units is to stand
at a distance from the Base equal to half the height of the map to form a defense line against
enemies, only breaking the formation when the distance to an enemy is lower than half of
the map. As Workers are fast to produce, this strategy can be used to slow down the enemy
as much as possible to gain time while other units get produced, but if a Barrack was already
present and resources are abundant then the agent can still issue the production of additional

Light units for support.

Military Rush

The focus of Military Rush is to manage the resources to build a Barracks as soon as possible
and keep a steady production of Military units (Light, Heavy or Ranged units) to send to
attack the enemy. If there is not a Barracks yet, the strategy starts by training at least two
Worker units which will quickly gather enough resources to build it, then while one Worker
focuses on building the Barracks the other will keep gathering resources to start the unit
production as soon as the Barracks are done building. Once created, the Barrack will start

producing units as instructed by the Manager Al calibration. If the player has gathered more
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resources than the threshold set in the calibration, then the Base will train additional Workers

as support for the attack.

Military Defense

Military Defense aims to build a Barracks as soon as possible in order to quickly produce
Military units (Light, Heavy or Ranged units) that will stand at a distance from the Base
equal to half the height of the map, breaking the formation only if the distance to an enemy
is lower than half of the height of the map. Just like Military Rush, to keep a steady unit
production the Base will start by training at least two Worker units which will focus on
gathering resources and building a Barracks if needed and Barracks train units as suggested
by the Manager Al calibration. If the player has gathered more resources than the threshold
set in the calibration then the Base will train additional Workers to create the defense line

faster.

3.3.1 Pathfinding

As the majority of unit types in the game need to move constantly to approach their targets,
an important part of all strategies is to find an optimal path for each unit to follow. To achieve
this, as the maps in uRTS are composed of grids of cells we can represent the Game State as
a non-directed graph, where we consider all the free cells as vertices and two adjacent cells
are linked with an edge. For this reason, we can rely on Pathfinding, that is the computation
of the shortest route between two points in a graph.

Our choice for the pathfinding algorithm went to A* Pathfinding [23], an informed search

algorithm that selects a node n thanks to an evaluation function:

f(n) = g(n) + h(n)

This function is computed as the sum of two components: g(n), the path cost to reach n from
the root, and h(n), an heuristic function that estimates the cost of the shortest path from n
to the goal node. The algorithm finds the optimal path to the goal node by performing a
repeated selection of the node with the minimum estimated cost to expand: at each iteration,
A* considers all the nodes in the frontier, the set of non-visited nodes neighbors of the set of
visited nodes, then visits the frontier node n with the lowest f(n), then repeat until it reaches
the goal node. Each visited node on the path keeps track of its predecessor, as such after
the goal node was found the path can be walked "backwards" by following the pointer to the
predecessor all the way to the starting node.

Thanks to the Optimality Theorem for A* [24], the algorithm is guaranteed to be complete

and optimal for graph search when the heuristic function h(n) is consistent, meaning that
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Algorithm 10 The A* Pathfinding algorithm
Initialize empty list of visited nodes
Initialize list of frontier nodes with the root node
repeat
n < node in frontier with the lowest f(n)
frontier.remove(n)
if n = goal then break

for each successor node n’ of n do
if n/ not in visited then
frontier.add(n’)

set n as predecessor of n’

visited.add(n)
until frontier is empty

for each node n and each one of its successor nodes n’ holds that
h(n) < c(n,a,n’) + h(n')

with ¢(n, a,n’) being the cost of reaching n’ from n by taking the edge a. In our case, the
considered heuristic function is the Manhattan Distance from the current node n to the goal
node g:

h(n) = [zn = 2g| + [yn — yy|

Since pRTS only allows horizontal and vertical movement, each move towards the goal
lowers the distance by 1, which is also the cost of a single cell move, thus i(n) is consistent.
The main drawback of A* is that, since the used heuristic h(n) is directed to a specific goal,
the algorithm only finds the shortest path possible to it from the source, meaning that it
requires to know the exact position of both to work. For this reason, A* would not work in
a partially-observable match, but as the work of this thesis uses the default configuration of
uRTS we are dealing with fully-observable matches, as such this drawback of the algorithm
can be ignored. Additionally, A* is affected by the so-called ’curse of dimensionality’, with
its space and time complexity being O(b?), with b being the average number of successor at
each step (also known as branching factor) and d being the depth of the solution, which in

out case is the length of the shortest path to the target.

3.4 Micro Behaviours

As previously specified, a great emphasis of TMA was also to optimize the behaviours of the
units on a low level to achieve an optimal micro-management, crucial to minimize unit losses

and maximising damage to opponents. This proved to be a common weakness noticed when
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observing the behaviour of many state of the art bots, whom often ignored certain moves that
might seem obvious to a human player in favour of another move considered optimal for the
more general macro management.

While in full fledged games the micro management may also involve small groups of units
working together as a squad [20], given the simpler nature of yRTS the choice for TMA
was to instead focus on the micro behaviours of the single units, a simple solution that still

proved to be effective in improving the combat capabilities of the bot.

Favorite enemy

As explained in Section 1.1.2, uRTS has different kinds of units with their own unique at-
tributes, leading to the implicit creation of a role for each one of them and to match ups that

are more favorable than others.

Table 3.1: The favorite attack target of each unit type

Unit | Worker | Light Heavy Ranged

Target | Base | Ranged | Base/Barracks | Worker

This series of strengths and weaknesses is a common part of the RTS game genre and ex-
ploiting favorable match ups becomes a crucial part of an effective attack strategy. When a
Military unit is searching for its optimal target, it will keep track of both the closest unit and
the closest unit on which it has an advantage, then if the former is closer than four spaces
the attacking unit will choose that as its target, otherwise it will always prefer the latter. This
way every unit by default approaches first those enemies against whom it has an advantage
but also considers any other unit that might be closing in to fight.

This micro behaviour was implemented in both ’Rush’ strategies.

One shot opportunity

In most skirmish scenarios, the outcome is determined not only by the number of units on
each side but also a correct prioritization and planning of the attacks: if outnumbered, a unit
could still increase the chances of survival and lower the enemy’s forces by eliminating as
many enemies as possible.

Whenever a unit is searching for the optimal target, if there is any enemy unit that can
be eliminated in only one hit the evaluation function for targets will return automatically
the lowest score regardless of the favorite enemy mentioned before, marking the enemy

as the optimal target. For example, in the Figure 3.3 a Worker unit gives the priority to
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5 5

Figure 3.3: Example of One Shot opportunity

eliminate an enemy Worker instead of damaging the enemy Base. As this micro behavior

was implemented directly in the evaluation of targets it is present in all strategies.

Keeping distance

As described in Section 1.1.2, uRTS also includes Ranged units, which are often very pow-
erful as they can target enemies from a long distance and even across walls, giving them
the opportunity to be as safe as possible while attacking. For balancing reasons, this great
strength of the unit type is balanced by its low health, meaning that it can be eliminated
by any of the melee units in a single hit. To overcome this weakness, whenever the unit is
searching for the optimal target it checks if the distance to the closest enemy unit is lower
than two spaces and if it is closing in for melee combat. If that’s the case, the unit will move
away from the enemy in order to keep distance, increasing the chance of survival.

This micro behaviour was in implemented only in ’Rush’ strategies, as in a defensive strategy

the priority should go to holding a steady defense line instead.

Choke point stalling

In military strategy, a choke point is considered any narrow passage that needs to be tra-
versed by an army in order to reach their objective, which can be exploited to decrease the
enemy’s combat effectiveness by forcing a lower number of units in a skirmish and limiting
movements.

Choke points are often the crucial part of certain maps in many competitive games, as such
being able to properly behave in a choke point leads to slowing down the enemy’s strat-
egy, increasing chances of victory. With TMA, the focus was on stalling the choke points:
whenever a unit needs to approach an enemy, it checks the surrounding spaces to see if it is
placed between two nearby walls, effectively blocking a choke point, then it will count the
total units of each player in a limited area. If the enemy has more units, then the unit will
stay idle to block the path, otherwise it will proceed with the attack. For example, in Figure

3.4 we can see the Worker unit on the left stalling a chokepoint, blocking the enemy units
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Figure 3.4: Example of Chokepoint Stalling

from exiting a confined area and allowing the nearby Ranged unit to safely attack them from
outside the walls.
This micro behaviour was implemented in all strategies, as stalling choke points is helpful

both in an aggressive and defensive scenario.

Movement optimizations

A crucial part to an effective strategy in an RTS game is the correct management of the
movement of all units. As explained in Section 3.3.1, the strategies utilized by TMA all
use A* Path Finding in order to find the fastest path between an unit and its target, however
while monitoring the execution of the strategies this proved to not be enough, as in certain
situations using A* Path Finding lead to slight problems that needed to be addressed.

First at all, in some narrow spaces it was a common behaviour for two allied units that
needed to go in opposing directions to be stuck in a movement loop where they both tried
to go around the other but kept blocking each other’s way by moving at the same time to an
adjacent space. To prevent this from happening, we introduced a simple conflicting move-
ments resolution by forcing one of the two units to stay idle for one action, allowing the
other to correctly move out the way.

Then, since all movements and actions in an RTS game are with a delayed effect, in many
combat scenarios two opposing units that tried to approach each other could end up in a
movement loop where they both tried to move closer to the other, but by the time the move-
ment was completed the enemy moved to a space that was adjacent to their previous position,
prompting to once again try to approach each other. To prevent this, we can take advantage of
the fact that uRTS shows the intent of all units: whenever an allied unit sees that an incom-
ing enemy will enter their attack range with its next move, the unit stays idle and prepares
to attack the enemy as soon as it enters its attack range.

As described in Section 1.1.2, Worker units are the only unit type capable of gathering re-

sources, as such they can be crucial in certain offensive strategies to remove any resource
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that is blocking the path to the enemy. This is achieved through a specialized version of A*
Path Finding, renamed ’Scout Path Finding’, that considers spaces occupied by resources
as free, allowing Worker units to find additional paths that are not viable for other unit types.
Finally, the biggest drawback of using A* Path Finding was that, whenever there was not a
free path to its target, the unit would remain idle, and this could happen due to other ally
units blocking the way to the enemy. To overcome this problem, whenever A* Path Finding
failed the Al would instead resort to using a greedy evaluation based entirely on the Man-
hattan Distance to the target, making units try to approach enemies regardless of the direct
path being free.

3.5 Time Complexity

Now that we mentioned all the main characteristics of the algorithm we can make some
estimation of the overall Time Complexity of the algorithm. As we mentioned in Section
3.1, the algorithm could be split in three steps that are repeated at each cycle, meaning that
the total complexity can be computed as the sum of the three steps’ own complexity.

For the classification stage, the algorithm needs to consider each unit to compute X and Y,
and while most of the computations are simple mathematical operations that take constant
time for the computation of Y TMA requires to perform the A* Pathfinding for each unit
at least once, which as we mentioned in Section 3.3.1 has an overall complexity of O(b?).
For this reason, in the worst case scenario the classification stage has a time complexity of
O(n,b?), with n, being the number of units in the match.

For the calibration stage TMA only requires to perform simple mathematical operations to
compute harvestUnit and resourcel hreshold, however to compute unit Production the
algorithm performs A* Pathfinding once to check if the path to the closest enemy is blocked
to give the priority to Ranged units and then loops on all the units in the match to get the
distribution. For this reason, the calibration stage has a time complexity of O(n,, + b?).
Finally, the execution stage once again loops over all the units to assign the next action
to each allied units, which for all moving units require to execute A* Pathfinding to move
towards their target. Once again, the time complexity on the worst case scenario of this stage
is O(n,b%).

The total complexity of the TMA algorithm at each cycle is then:

O(nub® + nyb® + ny + %) = O(2 % nyb® + ny + b4) ~ O(ny,b?)

meaning that the algorithm’s time performance depends both on the number of units and the
complexity of finding a path of the map through A* and that on bigger maps that allow the

presence of more units the time to compute each move might increase significantly.
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4.1 Testing process

The effectiveness of the new agent was constantly monitored through the development pro-
cess by gathering and analyzing different data to gain insight on how well the agent re-
sponded to different Game States, enemies and scenarios.

The main tool for gathering data was the official 4RTS client itself, which mainly provided
the ability to create custom rules, maps and Game States to simulate the behaviour of the
agent against other State of the Art bots, giving us a direct comparison for the agent’s effec-
tiveness, both by simulating singular matches or by defining full Tournaments of multiple
matches that covered different maps and opponents.

Since uRTS is a test bed optimized for research it included other additional features and
tools that allowed us to gain additional data. By default, at the end of each singular match
the client prints the winner of the match, the average computation time for each cycle and the
number of times the computation exceeds the time budget, then for Tournaments simulation
it creates a spreadsheet file that gathers the result of all the simulated matches and computes
the total win rate over multiple matches, the average game length, the average computation
time with its standard error and deviation. uRTS also allows to define additional data to print
at the end of the match in the code of the agent, a feature that we used to get the percentage of
coverage of the four Aware Al strategies, useful to understand how the classification behaves
on full matches.

Another feature of the client is the possibility of creating for each simulation a trace, which
is an .xml file that keeps track of the whole match by reporting the Game State and the issued
moves of each game cycle. Trace files are relevant to the data analysis as the client presents a
feature that allows to replay the match presented by the file step-by-step, which can be useful
to determine whether the units are behaving as expected from the strategies. Additionally, we
implemented a simple Python script which uses the same trace files to generate an heatmap,
an alternative representation of the match that computes the density of the movements on the
map and shows which parts were visited the most by the agent, which can give additional

insight on how the units move during the match.

We decided to structure our testing process in a way that the gathered data covers the variety
of scenarios that can be met in an RTS game, as such we started by defining a set of varied
maps and opponent agents as our foundation, then we simulated multiple iterations for all
the possible combination of maps and opponents through the Tournament mode of the uRTS
client. All the simulations were performed with the same settings used as the main Game
Format for the official 4RTS Competition [25], one of the central points of the research com-
munity: matches are set to be fully-observable and deterministic, using the UTT described

in Section 1.1.2, with a computational budget of 100 milliseconds per game cycle and the
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maximum game length in number of cycles being proportional to the map size as shown in
the table below. For research purpose, we removed the additional rule of automatically at-
tributing a loss to an agent that exceeds the computational budget often used in competitions,

as most Search-based agents often lost due to this rule.

Table 4.1: Maximum game length for simulations based on the size of the map

Map size || 8x8 | 16x16 | 24x24 | 32x32 | 64x64 | > 64x64

Cycles || 4000 | 5000 | 6000 | 7000 | 10000 | 14000

Once all matches were simulated the data was gathered, divided based on the map and used
to track the overall behaviour against the different opponents to directly compare their per-
formances, for this reason the result of the tests will be presented considering the maps one
at a time.

All simulations were executed on the same machine to ensure that they could be compared
directly. Additionally, the garbage collector was set up to be called before each call of the

agents to prevent it from interfering during the computations.

4.1.1 Chosen adversaries

As explained in Section 2.1, the complex nature of RTS games lead to multiple approaches to
the development of Al bots, with each one of them focusing on different aspects to optimize.
For this reason, we decided that for the testing getting a set of opponent agents with differ-
ent strategies and algorithms was relevant to show how TMA compares to other approaches,
both on the technical performances and win rate.

For hard-coded strategies we decided to include Worker Rush, which focuses on only train-
ing Worker units to overwhelm the opponent with a numerous army that can quickly pro-
duced, and Light Rush, which instead focuses on quickly gathering resources to build a
Barracks and only produce Light units to attack the opponent. While simple and unable to
adapt to the opponent, we considered that to include at least two hard coded strategies, as
they can still be highly competitive on certain maps and they represent the most used ap-
proach for developing CPU opponents in commercial RTS games.

For Search-based strategies we decided to include 3 agents: the NaiveMCTS' algorithm
described in Section 2.3.1, a MCTS-based agent that simulates the moves of the four Aware
Als included in TMA as the default policy (this agent was renamed to MCTM) and Puppet

Search, which we explained in detail in Section 2.3.2. Search strategies were highly relevant

'In the tables and graphs presented in the following sections we will refer to this agent as simply "MCTS’
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to the test results as they often take advantage of all the possible computational resources to
simulate and find the optimal move to execute, as such their inclusion allow us to see how
effective the guessing performed by TMA is compared to simulating all the possible moves.
As explained in Section 2.5, the main source of inspiration for TMA was the SCV agent, and
for this reason we considered important its inclusion in the testing process as it can show us
if TMA actually improves from its source of inspiration.

Additionally, we decided to include two agents taken from the higher ranking competitors of
the previous edition of the official 4RTS competition, as they would give us a metric for the
strenght of other agents developed by the community. The chosen agents were Aggrobot,
a strategy that switches the focus the from single unit to "clusters", small groups of units
working together both on the military and resource management side, and Sophia, a com-
plex strategy that tries to hard code as many scenarios as possible in a singular script to cover
more possibilities.

The main shortcoming of this testing process was that we could not find a fully working
agent for uRTS that relied on Learning as its main technique, as such we could not gather

any data on how TMA would respond to that kind of opponents.

4.1.2 Test results

In the following pages we will present the result of the tests divided by each map, explaining
why they were chosen for the testing and showing for each one the starting Game State, the
heatmap created by the movements of the TMA agent, a table showing the performances
time-wise for all the agents, a bar graph showing the win rate? against all other agents and
a pie chart showing the distribution of the choices over the four Aware Al strategies. We
decided to settle on this division to ease the comparison for the behaviour of different agents
on the same map and the behaviour of TMA over different scenarios, allowing us to explain
in depth both the importance of the chosen cases and how the characteristics of the algorithm
helped in obtaining higher performances, while also shading some lights on the shortcomings

of the agent.

>The win rate is computed as the number of wins over the total matches. Ties are not considered as wins,
as such they are not counted in the win rate
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8x8

The map in this test case is constructed as a grid with an height of 8 cells and an equal width,
with a resource stockpiles of 20 resource units placed on both the top left and bottom right
corner of the map and no walls or obstacles placed anywhere. Each player starts with a Base
placed close to the resource stockpiles, and 5 resource units already gathered.

The map was chosen as it often used as the default map for 4RTS for it simplicity. Being
this small, this map is relevant to show the importance of aggressive strategies and quick unit

production.

Figure 4.1: The 8x8 map and heatmap

As visible on the graphs in Figure 4.2, TMA favors Worker-based strategies, as the cheap
cost and fast production times are more relevant on a map this small and with few resources
available, and Rush was mostly preferred to the Defense, taking full advantage of the small
size of the map to quickly approach the enemy base.

For the win rates, we see that TMA is able to consistently win against most match ups, with
the exception of Worker Rush, which is an hard coded strategy meant to be as effective as
possible exactly on this kind of scenario, and against Aggrobot, where all matches ended up
on a draw, with both player using all resources and all units eliminating each other without
being able to attack each other’s Base.

Looking at Table 4.2 we can see that due to the simplicity of the map the time performances

are comparable to the ones of an hard-coded strategy.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS
Avg. time || 0,018 | 0,017 | 0,023 | 0,024 | 100,09 | 0,016 | 0,063 | 102,66 | 90,69
St. Dev. || 0,006 | 0,006 | 0,012 | 0,005 | 0,03 | 0,005 | 0,027 2,05 4,37
St. Err. || 0,002 | 0,002 | 0,004 | 0,001 | 0,009 | 0,002 | 0,009 0,65 1,38
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Table 4.2: Time performances in milliseconds on the 8x8 map
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Figure 4.2: Winrates and strategy distribution on 8x8
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Two Bases 8x8

This map is a variation on the previous test case. While most of the map is the same, each
corner now features three resource stockpiles of 20 resource units and each players now starts
with two Bases, two Worker units and 5 resources already gathered.

As the starting units of each player and the total resources available on the map are higher
than the previous case, the map was considered relevant for testing as a proof on how the
correct resource management and unit production can give the upper hand to an agent, even

on smaller maps where aggressive strategies are often the strongest.

Figure 4.3: The 8x8 Two Bases map and heatmap

As visible on the graphs in Figure 4.4, TMA takes full advantage of having access to two
Bases and more resource stockpiles to increase the resource input, leading to the more ex-
pensive Military Rush strategy to be often picked on longer games despite the small size of
the map, but only relies on Worker Defense as a defensive strategy, which might be more
reliable than Military Defense given the fast pace of the matches.

For the win rates, we see that compared to the previous case TMA increases its chances of
victory against the more aggressive Worker Rush and Aggrobot strategies but also decreases
against other strategies, expecially MCTM.

Looking at Table 4.3 we can see that TMA just like other hard coded strategies takes slightly

longer to process the move compared to the previous case.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,034 | 0,027 | 0,029 | 0,074 | 100,12 | 0,027 | 0,082 | 82,16 | 75,64

St. Dev. || 0,009 | 0,011 | 0,012 | 0,006 | 0,012 | 0,008 | 0,044 7,01 8,63

St. Err. || 0,005 | 0,006 | 0,002 | 0,002 | 0,003 | 0,002 | 0,009 1,41 1,72

Table 4.3: Time performances in milliseconds on the 8x8 Two Bases map
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Figure 4.4: Winrates and strategy distribution on 8x8 Two Bases
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16x16

The map in this test case is constructed as a grid with an height of 16 cells and an equal width,
with two resource stockpiles of 25 resource units placed on both the top left and bottom right
corner of the map and no walls or obstacles placed anywhere. Each player starts with a Base
placed close to the resource stockpiles, a Worker unit and 5 resource units already gathered.
The map was chosen as it shows a slightly bigger map than the default case, creating a sce-
nario where aggressive strategies are still strong but other strategies with a more complex

long-term plan are just as competitive.

Figure 4.5: The 16x16 map and heatmap

As visible on the on the graphs in Figure 4.6, Worker strategies have become almost irrel-
evant: as the size of the map is doubled it takes enough additional time for the enemy to
approach that a Barracks can be safely constructed, however Worker Defense is still present
in a small percentage, often picked as a last resort defense against more aggressive enemies.
For the win rates, we see that TMA has the upper hand against almost all opponents, with
no remarkable weak match up. This might be due to a combination of the Military strategies
becoming more reliable and the relative small size of the map that might trick other agents
into still preferring aggressive Worker-based strategies.

Looking at Table 4.4 we can see that just like in 8x8 due to the simplicity of the map the

performances are comparable to the ones of an hard-coded strategy.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,023 | 0,027 | 0,029 | 0,024 | 100,05 | 0,029 | 0,032 | 71,03 | 72,36

St. Dev. || 0,016 | 0,009 | 0,006 | 0,005 | 0,05 | 0,005 | 0,013 5,51 4,07

St. Err. || 0,015 | 0,003 | 0,002 | 0,001 | 0,016 | 0,004 | 0,004 1,74 1,29

Table 4.4: Time performances in milliseconds on the 16x16 map
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Figure 4.6: Winrates and strategy distribution on 16x16
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Two Barracks 16x16

This map is a variation on the previous test case. While most of the map is the same, each
corner now features three resource stockpiles of 20 resource units and each players now starts
with two Bases, two Barracks and 5 resources already gathered.

As both player have access to more advanced units from the start, this test case basically
skips the early phases of many matches, where each player focuses on gathering resources
and gaining access to more advanced strategies, to immediately test their long term plan and

resource management.

Figure 4.7: The Two Barracks 16x16 map and heatmap

As visible on the graphs in Figure 4.8, TMA favors Military-based strategies as the starting
condition allows to immediately start training Military units, with Worker Defense being
picked in a small percentage to fight off the more aggressive opponents while the Military
units finish to be produced. Additionally from the heatmap in Figure 4.7 we see that TMA
manages to completely split the management of Workers and military units

For the win rates, we see that TMA is able to exploit the starting state of the map to strengthen
the Military based strategy as much as possible, establishing a resource input stream that
allows for a constant production of Military units and granting a 100% victory chance against
most opponents. However, we can see that the Sophia agent is often able to beat TMA, and
by monitoring the replays we noticed that those losses were tied to the initial unit production
as TMA opted by default to train a Heavy unit, which is the unit type that takes the most
time and resources. For this reason TMA is left unable to counter the aggressive attack that
the Sophia often deployed, leading to the early destruction of one of the Barracks, highly

decreasing the unit production rate and leaving TMA at a disadvantage.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,036 | 0,032 | 0,043 | 0,059 | 100,25 | 0,042 | 0,049 | 57,62 | 58,16

St. Dev. || 0,012 | 0,011 | 0,015 | 0,021 | 0,37 | 0,022 | 0,023 7,66 7,45

St. Err. || 0,007 | 0,006 | 0,003 | 0,011 | 0,072 | 0,004 | 0,004 1,47 1,43

Table 4.5: Time performances in milliseconds on the Two Barracks 16x16 map
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Figure 4.8: Winrates and strategy distribution on Two Barracks 16x16

Looking at Table 4.5 we can see that just like the previous case the time performances are
comparable to the ones of an hard-coded strategy, as beside the starting Game State with

more units the map is still considered fairly simple and small in size.
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Barricades

The map in this test case is constructed as a grid with an height of 24 cells and an equal
width, with four resource stockpiles of 20 resource units placed on both the top left and
bottom right corner of the map. Each player starts with a Base placed close to the resource
stockpiles, a Worker unit, four Ranged unit enclosed in a series of walls and 5 resource units
already gathered.

The map was considered important for the peculiar wall formation containing Ranged units
that cannot be accessed or exited in any way, basically creating a stationary defensive unit
that attacks enemies that get too close. This creates an unusual game dynamic where units
need to move around the barricaded Ranged unit or destroy them from afar by training other

Ranged units.

Figure 4.9: The Barricades map and heatmap

As visible on the graph in Figure 4.10, for this map TMA highly favors Rush strategies,
particularly Military Rush as it can allow to counter the already present Ranged units.

For the win rates, we see that TMA performs fairly well in this map, as it can easily detect
the presence of unreachable enemies units in the Barricades and give the priority to training
Ranged unit to actively remove the opponent’s Ranged units as soon as possible, which gives
TMA a huge advantage against agents who can’t do the same.

Looking at Table 4.6 we can see that, without considering the Search based agents, TMA 1is
the one taking the longest at each cycle. This might be caused by TMA repeatedly executing
the A* Pathfinding algorithm for the unreachable enemy units in the barricades, significantly

increasing its time.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,082 | 0,042 | 0,039 | 0,067 | 102,66 | 0,050 | 0,073 | 83,68 | 76,71

St. Dev. || 0,016 | 0,007 | 0,011 | 0,027 | 2,06 | 0,011 | 0,009 7,02 9,88

St. Err. || 0,005 | 0,002 | 0,003 | 0,009 | 0,65 | 0,003 | 0,003 2,22 3,12

Table 4.6: Time performances in milliseconds on the Barricades map
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Figure 4.10: Winrates and strategy distribution on Barricades
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Distant Resources 32x32

The map in this test case is constructed as a grid with an height of 32 cells and an equal width,
with six resource stockpiles of 20 resource units placed on both the top right and bottom left
corner of the map and walls wrapping the resource stockpiles. Each player starts with a Base
and a Worker unit, both placed in the vertical center of the screen, and 10 resource units
already gathered.

The map was considered important for the peculiar placement of the Bases relative to both
the resources and the opponent, as the high distance from both requires to manage both an

higher number of Worker units for gathering resources and an aggressive strategy to rush the

opponent’s Base.

Figure 4.11: The Distant Resources map and heatmap

From Figure 4.12 we can see that thanks to the higher starting resource amount TMA fa-
vors Military-based strategies, with Military Rush being the favorite pick, regardless of the
increased distance to the resources: from observing the replays of the matches we noticed
that TMA uses the calibration stage to first establish a constant resources input by increasing
the number of Worker units meant for harvesting resources and then train Military units, re-
sorting to Military Defense to counter more aggressive enemies. This is also reflected in the
heatmap in Figure 4.11 that shows that some of the most visited part of the map is the path
to the resources.

From the winrates we can see that by establishing a constant resources input as early as
possible TMA overcame the main complexity of this particular map and showed high per-
formances on all match-ups, rarely losing against Search-based opponents and Sophia when
they manage to destroy the player’s Base early, blocking the whole resource input stream

and heavily reducing TMA’s chances of victory.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,042 | 0,025 | 0,026 | 0,077 | 103,64 | 0,038 | 0,034 | 55,27 | 56,51

St. Dev. || 0,009 | 0,006 | 0,016 | 0,065 | 4,35 | 0,012 | 0,023 6,39 5,24

St. Err. || 0,002 | 0,001 | 0,003 | 0,012 | 0,82 | 0,002 | 0,004 1,21 0,71

Table 4.7: Time performances in milliseconds on the Distant Resources map
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Figure 4.12: Winrates and strategy distribution on Distant Resources

From Table 4.7 we can notice that TMA has time performances that are slightly higher than
most hard-coded strategies, as the increased size of the map make the repeated executions of

A* Pathfinding heavier on the total performance.
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Chambers 32x32

The map in this test case is constructed as a grid with an height of 32 cells and an equal
width, with walls creating different square rooms on both sides of the map. These rooms can
only be accessed or exited from one side and they each contain two stockpiles of 20 resource
units. Each player starts with a Base and a Worker unit placed in the top left and bottom right
of the map and 5 resource units already gathered.

The map was considered important for the distribution of resource stockpiles, which instead
of being clustered all together are divided in little groups scattered along the map and placed
in places that get increasingly more distant to the Base, showing the behaviour of agents in a

scenario where the resource input gets slower over time.
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Figure 4.13: The Chambers map and heatmap

From the graph in Figure 4.14 we can see that TMA exclusively picks Military-based strate-
gies with a bias towards Military Rush. These more expensive strategies can be easily sup-
ported as TMA dynamically increases the number of Worker units needed for harvesting
resources through the match, increasing them once it requires to reach resources placed in a
different Chamber and overcoming the main challenge of the map. This is further improved
by the usage of A* TMA to find the shortest path to the resources as shown in the heatmap
in Figure 4.13.

For the win rates, we see that overall TMA has high performances on this map against all
match ups, with some rare losses against certain agents. By monitoring the replays of those
losses, we noticed that they often happen if an opponent agent manages to eliminate the har-
vest Workers that are sent to gather the distant resources: once eliminated TMA cannot rely
anymore on a constant resource input and if the Military Defense does not manage to repel

the attack TMA won’t be able to regain new resources, leading to an inevitable loss.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,033 | 0,027 | 0,023 | 0,022 | 102,05 | 0,032 | 0,039 | 69,33 | 70,12

St. Dev. || 0,009 | 0,009 | 0,005 | 0,011 | 0,89 | 0,006 | 0,013 7,67 6,78

St. Err. || 0,004 | 0,002 | 0,001 | 0,002 | 0,169 | 0,001 | 0,002 1,45 1,28

Table 4.8: Time performances in milliseconds on the Chambers map
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Figure 4.14: Winrates and strategy distribution on Chambers

Looking at Table 4.8 we can once again see that the performances are slightly higher than the
ones of an hard-coded strategy due to the bigger size of the map, but if we compare them to
the ones of the previous case in Table 4.7 we can see that TMA performs slightly better in this
map, as the high number of walls reduces the branching factor for A* for the path to certain

destinations, making the repeated executions less impactful to the overall performances.
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Garden of War

The map in this test case is constructed as a grid with an height of 64 cells and an equal width,
and present three groups of resources: two clusters of three stockpiles, placed on the top left
and bottom right, and 16 stockpiles forming a square in the middle of the map, enclosed by
4 sets of Walls on the corners to limit the access. Each player starts with a Base, two Worker
units and 5 resources already gathered, both starting close to the resources in the corner.

The map was considered important for its size and resource placement: matches usually last
long and for this reason each player will quickly use all the resources in the corner, forcing

them to gather the more risky resources in the corner.

Figure 4.15: The Garden of War map and heatmap

As visible on the graphs in Figure 4.16, this is one of the maps where TMA struggles the
most to win consistently as both the Puppet and Sophia agents are able to win against TMA
half the time, for this reason TMA resorts more frequently to defensive strategy and Worker
Defense is sometimes picked as a last resort.

Just like in the previous test case, this could be tied to the positioning of the resources that
makes supporting all strategies more difficult the longer a match lasts, with the Worker units
needing to expose themselves to attacks more often to get to the center of the screen. This
is also proved by the heatmap in Figure 4.15, where the path from the resources in the
center of the map to the top left corner where the Base is located is interrupted, meaning
that the Workers are eliminated before they manage to come back to deposit the gathered the
resources in certain scenarios.

The time performances of TMA displayed on Table 4.9 show that TMA takes slightly longer
than other strategies but it still performs better than SCV.

62



CHAPTER 4. EMPIRICAL TESTING AND ANALYSIS

Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,109 | 0,054 | 0,037 | 0,364 | 102,45 | 0,046 | 0,076 | 60,88 | 64,32

St. Dev. || 0,022 | 0,014 | 0,005 | 0,033 | 0,37 | 0,007 | 0,014 7,73 3,64

St. Err. || 0,008 | 0,004 | 0,002 | 0,011 | 0,117 | 0,002 | 0,005 2,44 1,15

Table 4.9: Time performances in milliseconds on the Garden of War map
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Figure 4.16: Winrates and strategy distribution on Garden of War

63
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Benzene

The map in this test case is constructed as a grid with an height of 128 cells and a width
of 112 and presents multiple wall formations all around the map that force a specific path
to the enemy, often forcing the passage through tighter spaces. Additionally, resources are
scattered all around the map as single resource stockpiles of 40 units each, rendering the
access to resource slower and more difficult the longer the match lasts. Each player starts
with a Base and 5 resources already gathered.

The map was considered important for its size, complexity and resource placement, which is
more similar to the map structure of a full-fledged RTS game, presenting itself as the perfect

stress test before moving the research to more complex games.

Figure 4.17: The Benzene map and heatmap

As visible on the graph in Figure 4.18, TMA entirely focuses on Military-based strategies,
as the size of the map allows the agent to safely gather resources, build a Barracks and start
training an army without having to quickly respond to more aggressive agents.

For the win rates, we see that TMA is still particularly effective, with the lowest performance
being against Puppet Search, which can take advantage of its ability to reduce the search
space to find the optimal move more consistently and improve its performances on larger
maps as explained in Section 2.3.2.

Looking at Table 4.10 we notice that the time performance of TMA is significantly higher
than the one of hard coded strategies, probably due to the size of the map increasing the
depth of the path found by A*.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,778 | 0,276 | 0,065 | 0,143 | 109,54 | 0,060 | 1,561 | 40,75 | 40,71

St. Dev. || 0,052 | 0,012 | 0,006 | 0,021 | 0,45 | 0,004 | 0,079 1,81 9,88

St. Err. || 0,009 | 0,003 | 0,002 | 0,007 | 0,536 | 0,001 | 0,025 0,57 3,12

Table 4.10: Time performances in milliseconds on the Benzene map
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Figure 4.18: Winrates and strategy distribution on Benzene
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Destination

The map in this test case is constructed as a grid with an height of 128 cells and a width
of 96 and presents multiple wall formations which enclose different smaller ares with tight
access and exit routes. Additionally, resources are scattered on the edges of the map as single
resource stockpiles of 40 units each, requiring longer times to gather additional resources.
Each player starts with a Base and 5 resources already gathered.

Just like the previous case, the map was considered important for its size, complexity and
resource placement, with the added complexity of being overall tighter and forcing most

combat scenarios to take place in smaller areas.

Figure 4.19: The Destination map and heatmap

As visible on the graphs in Figure 4.20, the overall performances are very similar to the
previous case, with a predominance of the Military strategies and a slighter bias towards
Military Rush.

The win rates are once again similar to the previous case, with certain match ups being
slightly lower but also slightly higher in others. The only visible difference is the match up
against Puppet Search, where the win rate drops by a significant 13%, probably due to the
smaller areas of the map decreasing the search space for the agent.

The time performances in Table 4.11 once again highlight a very similar behaviour to the
previous case for TMA taking a significantly higher amount of time than other strategies due

to the increased map size.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS
Avg. time || 0,673 | 0,397 | 0,293 | 0,536 | 107,63 | 0,206 | 0,289 | 44,09 | 43,67

St. Dev. || 0,105 | 0,068 | 0,012 | 0,073 | 1,325 | 0,011 | 0,018 1,74 1,21

St. Err. || 0,021 | 0,013 | 0,004 | 0,016 | 0,625 | 0,002 | 0,004 | 0,348 | 0,242

Table 4.11: Time performances in milliseconds on the Destination map
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Figure 4.20: Winrates and strategy distribution on Destination
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CHAPTER 4. EMPIRICAL TESTING AND ANALYSIS

Let Me Out

The map in this test case is constructed as a grid with an height of 8 cells and a width of
16, and present a peculiar starting point, as a combination of walls and resource stockpiles
blocks each player in the opposing corners of the map, where two resource stockpiles of 20
resource units are placed.

The map was considered important exactly for this reason, as players need to figure a way to
first break free from the walls and then approach the enemy by gathering the resources that

block the path. Each player starts with a Base, a Worker and 5 resources already gathered.

Figure 4.21: The Let Me Out map and heatmap

As visible on the graphs in Figure 4.22, TMA entirely relies on Military-based strategies,
as the initial state with blocked path allows for both players to gain more time to gather
resources and build Barracks. Additionally the peculiar wall distribution allows the player
to use the Ranged units at his advantage to attack enemies that are trapped inside the walls,
giving a bias towards Military Rush.

For the win rates, we see that TMA is particularly effective on this very map, consistently
winning against multiple enemies. This is tied to the Stalling Chokepoints micro-behaviour
explained in Section 3.4, highly exploited in this map to trap the enemies in their own base
to slow them down, which as we can see by the win rates is highly effective against agents
based on hard-coded strategies as they are unable to adapt to this scenario, while Search-
based agents managed to rarely find an answer to the attack and overcome TMA.

Looking at Table 4.12 we can see that the time performances are very similar to hard coded

strategies due to the smaller size of the map and to TMA often relying on the same strategy.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,027 | 0,019 | 0,022 | 0,024 | 100,09 | 0,036 | 0,046 | 82,97 | 84,49

St. Dev. || 0,006 | 0,005 | 0,001 | 0,009 | 0,03 0,11 | 0,013 491 5,13

St. Err. || 0,002 | 0,001 | 0,002 | 0,002 | 0,009 | 0,02 | 0,003 0,92 0,97

Table 4.12: Time performances in milliseconds on the Let Me Out map
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Figure 4.22: Winrates and strategy distribution on Let Me Out
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It’s Not Safe

The map in this test case is constructed as a grid with an height of 14 cells and a width of 15,
with a vertical line of 10 walls almost covering the whole height, leaving only the bottom
four rows for passage. The map is completely symmetrical, with four resource stockpiles
placed on each of the top corners and two more on each side at the end of the wall, and both
player start with a Base and a Barrack placed adjacent to the wall.

The map was considered important for the peculiar distribution, as both players start rela-
tively close but melee units need to move around the wall in order to approach their opponent,

leaving themselves exposed to possible Ranged attacks.

Figure 4.23: The It’s Not Safe map and heatmap

A peculiarity of this map is that the initial Game State leads to a specific strategy being
extremely efficient: by immediately training a Ranged unit, each player could attack the
opponent’s Base and Barracks in the earliest stages of the match, leading to a significant
advantage for the rest of the game. For this reason, agents who are capable of detecting and
exploiting this strategy are strictly more efficient than others, which can be seen with the
win rates shown in Figure 4.24 as TMA always wins against six different agents and only
struggles against the two variant of MCTS.

The strategy distribution shows a bias towards Military Rush as it is always picked at the
start of the match to exploit the mentioned weakness through the TMA calibration picking
Ranged units as the priority for the unit production. However, the other strategies are still
present in a significant quantity as they are preferred for the later stages of a match, for exam-
ple if the enemy manages to destroy the Barracks through Ranged attacks the agent resorts to
Worker-based options and Military Defense is often picked to counter aggressive strategies

who try to rush the agent without destroying the Barracks first.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,024 | 0,023 | 0,025 | 0,029 | 100,18 | 0,029 | 0,065 | 85,25 | 90,29

St. Dev. || 0,011 | 0,013 | 0,008 | 0,015 | 0,27 | 0,008 | 0,015 16,03 14,5

St. Err. || 0,003 | 0,003 | 0,002 | 0,003 | 0,06 | 0,002 | 0,003 3,15 3,09

Table 4.13: Time performances in milliseconds on the It’s Not Safe map
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Figure 4.24: Winrates and strategy distribution on It’s Not Safe

Looking at Table 4.25 we can see that on average the performances are comparable to the
ones of an hard-coded strategy as the map is relatively small and allows to quickly remove

the enemy’s Base and Barracks, reducing the complexity of the classification and calibration.
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No Where To Run

The map in this test case is constructed as a grid with an height of 8 cells and a width of 9,
with the grid being directly split in two in the middle by a vertical line of resource stockpiles
with 10 resource units each. Each player starts with a Base and 5 resources already gathered.
The map was considered important as a combination of different previously seen cases: in
order to reach the opponent, a player needs to free the way by collecting the resources from
the middle of the map (which are also the only ones available), forcing Worker units to ex-

pose themselves to possible Ranged attacks.

Figure 4.25: The No Where To Run map and heatmap

From the graph in Figure 4.26 we see that TMA takes advantage from the division of the
map and mostly relies on Military-based strategies to train Ranged units and attack enemies
from afar while Workers free the way by gathering the resources. We also see a bias towards
Defense-based strategies, with even Worker Defense being considered in a significant per-
centage: as the opponent has the opportunity to safely move closer to the Base, the classifier
chooses to keep its units closer to the Base as well to counter those attacks.

For the win rates, we see that TMA struggles the most on this particular map, with different
match ups having a win rate lower than 50%. Upon closer inspection through simulations
we noticed that multiple matches ended up in a draw: as we can see in the heatmap on Figure
4.25, the thigh space available on the player’s side often led to a crowded space where all al-
lied units struggled to freely move, meaning that most of the time TMA was not able to fully
free the path to the enemy and ultimately failed to destroy the enemy Base, even with all the
other enemy units being eliminated through the use of Ranged attacks. Additionally, Search-
based agents seem to perform better on this map, probably due to the reduced search space

that leads them to avoid the unoptimal unit positioning that leads to the failure of TMA.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS

Avg. time || 0,024 | 0,017 | 0,023 | 0,023 | 100,05 | 0,024 | 0,039 | 93,83 | 89,81

St. Dev. || 0,012 | 0,006 | 0,005 | 0,008 | 0,03 | 0,006 | 0,011 7,99 12,21

St. Err. || 0,002 | 0,002 | 0,001 | 0,001 | 0,004 | 0,001 | 0,002 1,53 2,15

Table 4.14: Time performances in milliseconds on the No Where To Run map
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Figure 4.26: Winrates and strategy distribution on No Where To Run

Looking at Table 4.14 we can see that the time performances of TMA are close to the ones
of hard-coded strategies, which is expected as the map is smaller in size and the wall of
resources in the middle significantly reduces the branching factor on the A* Pathfinding for

each unit, rendering the repeated executions less impactful to the total time performances.
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Melee Only

The map in this test case is constructed as a grid with an height of 14 cells and a width of
12, with no walls, obstacles or resources placed anywhere. In this map, each player only
possesses Military units (6 of each type), with no way of gathering resources, building Bases
or Barracks or training any additional units.

The map was considered relevant to testing because it focuses entirely on the combat side
of the RTS genre, ignoring resource management and unit production all together, as such it
represent the perfect testing opportunity for the strength of the Military management of the

agent.

Figure 4.27: The Melee Only map and heatmap

As shown by the graphs in Figure 4.28, TMA directly picks Military Rush every time since
the map does not feature a Base, leading to Defense-based strategies being sub-optimal as
they would place units unevenly.

As the map only tests the strength of the Military management of each agent, the win rates
are highly polarizing, as shown in Figure 4.28: against the first four opponents TMA has a
win rate equal to O, as all matches ended up in a draw, signaling an equal strength to those
agents, on the other hand against the remaining agents TMA has an extremely high win-rate,
meaning that TMA is strictly stronger than them.

Additionally from the heatmap in Figure 4.27 we can see that the most visited areas in the
map are near the middle, hinting at a direct and aggressive approach from both players.
Looking at Table 4.15 we can see that due to the overall simplicity of the scenario the per-
formances are comparable to the ones of an hard-coded strategy, as by only using Military

Rush TMA does not require much additional time for classification and calibration stages.
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Agent TMA | Worker | Light | SCV | Puppet | Aggro | Sophia | MCTM | MCTS
Avg. time || 0,035 | 0,037 | 0,029 | 0,045 | 100,13 | 0,033 | 0,065 | 65,01 | 90,69

St. Dev. || 0,008 | 0,011 | 0,012 | 0,021 | 0,02 | 0,012 | 0,018 9,64 9,65

St. Err. || 0,003 | 0,001 | 0,002 | 0,004 | 0,01 | 0,002 | 0,004 1,82 1,79

Table 4.15: Time performances in milliseconds on the Melee Only map
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Figure 4.28: Winrates and strategy distribution on Melee Only
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4.1.3 General considerations

The tests results showed us that TMA is highly efficient on most game scenarios, as the dy-
namic switching generally favoring aggressive Rush strategies and picking Defense either as
a last resort against more aggressive enemies or as a way to buy extra time to gather resources
and train more units to counterattack.

TMA seems to favor Military-based strategies more often, with Worker-based strategies be-
ing predominant only in the smaller and simpler scenarios like map 8x8. With maps getting
more complex and larger, Worker-based strategies are relegated to being picked either as a
support for the earliest stages of the match or as a last resort to catch up against a more ag-
gressive opponent.

On average the heat maps show a low level of exploration, with most of the movement fo-
cusing near the starting Base and on the shortest path to the enemy, but this is completely
expected from using A* Pathfinding and being able to freely choose any target on the map
without restrictions in a fully observable state.

The addition of the calibration stage and the micro-behaviours proved to be highly effective
on certain scenarios as they allowed the agent to easily take advantage of certain map fea-
tures or enemy weaknesses, leading to higher performances than both hard-coded or search
based agents in those maps.

The main drawback of the agent as expected from the considerations done in Section 3.5
seems to be the time performances, highly increasing on bigger and more complex maps due
to the repeated application during all three steps of the TMA algorithm of A* Pathfinding,
which as explained in Section 3.3.1 is highly affected by the dimensionality of the problem,
quickly becoming more costly on maps with higher branching factors.

The agent also seems to perform worse on maps where it cannot reliably get a constant in-
put stream of resources, leading to situations where it has not enough gathered resource to
respond to an enemy attack if the match lasts too long.

Finally, it seems that the calibration of the Military unit productions may be improved for

the initial choice, as in peculiar cases TMA fails to choose the optimal starting strategy.

4.2 pRTS Al competition results

In the past, multiple Al competition for RTS games were organized in order to spur a new
wave of research into Al for RTS games, with many of them focusing on StarCraft®, such as
the AIIDE, CIG and SSCAI competitions. While popular, these competitions often required
large amount of work for developing even simpler bots, leading to the research aspects of
the competition becoming less relevant during development. In 2017, an official uRTS Al

Competition was created, reducing the entry level for bots by giving a simpler platform to
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develop and test basic research questions as explained in section 1.1.2.

To further test the capabilities of the TMA approach, the developed prototype was submitted
as an entry for the 7th annual 4RTS AI Competition that took place as part of the 2024 edition
of Conference on Games hosted by Politecnico di Milano. The competition consisted in a
full ’round robin’ tournament where all submitted agents, together with some of the winners
of the previous editions and other agents added by the organizers, played two player matches
against each other, ensuring that every match up is covered. The matches in the competition
were configured to be fully observable and deterministic, and run on 16 different maps, with
12 of them being public before the competition itself for testing and the other 4 being hidden
to avoid the submission of hard coded strategies and motivate more adaptive approaches.
TMA was able to achieve first place with a total win rate of 84,85%, proving once again
that the agent is capable of achieving high performances and uses the classification and

calibration to adapt correctly to different maps and opponents.
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5.1 Conclusions

The Al agent developed as a result of this thesis showed great performances in playing RTS
games, as its ability to classify the Game State and calibrate strategies allowed it to easily
adapt to different maps and enemy types without requiring the long computational times of-
ten found in other State of the Art agents.

The implementation of a classifier for Game States was the starting point of the approach
and after training it proved to be optimal in abstracting the current game scenario based on
features that could be easily gathered from the game itself. Thanks to the classifier, TMA is
able to always pick the optimal macro-strategy from a defined set of four.

While we based these strategies on simple hard-coded strategies, we focused on implement-
ing them with flexibility in mind: first at all by inheriting the AwareAl class these strategies
share the main structure of the logic, meaning they could be easily swapped dynamically
during the game without any repercussions on the general execution of moves, then by us-
ing data from the Game State TMA could directly manipulate thresholds and values used to
perform certain decisions for each of the strategies, creating a variant of the same strategy
that better fits the current Game State and can dynamically adapt as the game progresses,
overcoming the main drawback of hard-coded strategies.

An additional focus of our work was to optimize the Al also on a low level by introducing
a series of micro-behaviours, inspired by the behaviour of expert players, were hard-coded
in specific points of the logic of the various strategies and could be triggered by recognizing
certain low scale scenarios. This addition led to TMA being able to exploit vulnerabilities

on the enemy’s strategy and increasing the chances of victory in different maps.

The effectiveness of TMA was thoroughly tested and evaluated by simulating matches against
other State of the Art agents on a wide arrange of maps through the use of uRTS. In the data
gathered with this series of tests, TMA showed a play style that focused on optimizing the re-
source usage by establishing a steady resource input and switching the priority of production
depending on the current Game State thanks to the classification and calibration performed
by TMA. This lead TMA to be highly competitive, often outperforming other State of the Art
agents in different scenarios, however it struggled in specific match-ups against hard coded
strategies meant to be optimal in certain maps or in maps where resources are not easily
available, meaning that the resource management could be improved with future works. The
testing process also proved our considerations on the time complexity of TMA, showing that
on average it had time performances that were only slightly higher than the ones of hard-
coded strategies.

Moreover, TMA was submitted as an entry in the official uRTS AI competition and achieved

the first place, proving once again the highly competitive and adaptive nature of the bot.
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5.2 Future Developments

As the work on this thesis is just the starting point for a new approach the core idea of TMA
could be further explored and expanded in different directions to improve its adaptability, its

win rate and general effectiveness.

The classification and calibration logic of the bot could be refined by substituting the four
Aware Als selection with a unique script that implements only the main logic loop (already
shared by the implemented Als) and create multiple behavioural options for each of the
different unit types that could be independently chosen to complete the Aware Al script in
almost a "modular" way. With this improvement, a more refined classification would be able
to detect different situations for each unit type and dynamically compose a new version of
the strategy that still uses the main Aware Al logic loop. Exploring this possibility would
require to develop each new behaviour as a separate method, adapt the whole classification
from a four class environment to an higher dimension classification and merge the calibra-
tion phase with this improved classification stage.

An alternative improvement would be to focus entirely on refining the calibration stage by
making the agent simulate various calibrations of the chosen strategy and use Search algo-
rithms to find the optimal one, as the low computational times of TMA would leave room to

perform extensive searches.

The biggest flaw of the implemented and tested version of TMA is that it only works in a
fully observable game state, however multiple full-fledged RTS games only feature partially
observable game states since they adopt the fog of war mechanic, which hides the terrain
and the presence of enemy units that are outside the player’s range of view. Since the Aware
Als used by TMA rely on using A* Pathfinding to the closest enemy, being unable to see the
enemy leads to TMA leaving all units on an idle state. This flaw could be fixed in multiple
ways, either by updating the main structure of Aware Al to replace A* with other graph ex-
ploration algorithms or to introduce a dynamic switch between different algorithm based on

whether TMA knows the location of an enemy or not.

A further improvement on TMA as a whole could focus on the microbehaviours in mainly
two directions: first, instead of hard coded moves that are chosen based on specific checks in
the main logic loop, the micro behaviours could be applied based on a small scale evaluation
of the surrounding position of each unit, leading to a more flexible and accurate decision
making process, then they could also be expanded to include the collaboration of multiple
units together as a squad, enacting more complex combat scenarios.

Additionally, TMA was implemented with a simplified RTS game in mind, as such its ef-
fectiveness needs to be tested and eventually improved on more complex full fledged RTS

games.
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