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SUMMARY

Molecular dynamic (MD) simulations are algorithmic frameworks that are

created to examine and investigate the physical movements of different

type of molecules in coherence with the calculation of the forces that are

effective over them. Computational power that is available to the simula-

tion was always a barrier for the molecular dynamic simulations. Recently,

Graphic Processing Units, originally developed for rendering real-time ef-

fects in computer games, started to provide considerable amount of compu-

tational power for many applications. Unfortunately, there are many steps

that should be investigated in order to adopt molecular dynamic simula-

tions to the GPU architecture. In addition to that, since dividing the molec-

ular data among different computational units to enable concurrent execu-

tion is a quite difficult task in the related domain, the execution can only

be carried out in single computational unit. In this work, we developed a

molecular dynamic simulation that is entirely executed on GPU as well as a

Planar Division method which can be used to increase the data parallelism

of the simulation. In our benchmarks we observed that GPU implementa-

tion is dominating the CPU execution especially on higher workloads. Ad-

ditionally, the Planar Division Algorithm that we have proposed is quite

useful to overcome the algorithmic complexity that might be difficult to

manage on huge data sets by dividing the data to different computational

units.
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Chapter 1

INTRODUCTION

Molecular Dynamic (MD) simulations are computer programs that are

created to examine and investigate the physical movements of different

type of molecules in coherence with the calculation of the forces that are

effective over them.

Traditionally, Molecular Dynamic simulations are interested in exam-

ining the time-dependent behavior of a certain molecular system space.

The atoms and molecules in molecular dynamic simulations are simulated

as they are interacting for a predefined period of time in which each step

provides an overview of the current state of the molecular plane that is be-

ing simulated. The most general and currently the most feasible version

of Molecular Dynamic simulations are the ones that calculate the forces

among various molecules as well as their movement trajectories by numer-

ically solving the Newtons equations of motion. The final conformation of

molecules are deduced using these calculated forces and the movement tra-

jectories that they enforce over the molecules.

The idea of molecular dynamic simulation is first proposed by Alder

and Wainwright at the end of 1950s, particularly for studying the interac-

tions among hard spheres. The study of Alder and Wainwright has pro-

posed various important insights about the simulation pattern as well as

1
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the behavior of simple liquids [1]. After the study of Alder and Wainwright

the next leap towards the modern molecular dynamics simulations is made

by Rahman using the Argon molecule in 1964, which is still a molecule that

is widely used for general scope molecular dynamics simulations [2]. Al-

though being fairly important for determining the general course of molec-

ular dynamic simulations, these two important steps were not real molecu-

lar dynamic simulations since they were not simulated on any computing

device such as a computer. The first simulation of a realistic system on a

computational device is carried out by Rahman and Stillinger in 1974 and

it was the simulation of liquid water which can be seen as the birth of the

computer based molecular dynamic simulations [4].

After the study of Rahman and Stillinger, computer based molecular

dynamic simulations got quite common and this type of simulations started

to be applied on various different fields of physics, chemistry and biology.

The tradition of protein based molecular dynamic simulations started in

1977 by the work of McCammon with the bovine pancreatic trypsin in-

hibitor protein [5]. After that work, various different forms and types of

molecular dynamic simulations with proteins have started to emerge such

as using solvents to create more accurate molecular simulations. It has to

be notified that such simulations were actually low scale simulations that

are inaccurately calculating the interactions among thousand molecules in

the most abstract case. The reason for executing such low scale molecu-

lar dynamic simulations was not the lack of information but the lack of

computational resources. The computational power available was always

a boundary for the simulations starting from the first computer based sim-

ulation. Through the history, the level of detail and accuracy in molecular

dynamic simulations are mostly determined by this constraint rather than

the theoretical and computational knowledge of the entity who is organiz-

ing it.
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Starting from the late 1950s, computational power has increased ex-

ponentially which has provided the simulators the capability to calculate

more complex molecules with higher accuracy in vast amount of numbers.

Together with the increase in the molecular counts as well as the simulation

accuracy, various more complex simulation techniques emerged such as

mixed-quantum mechanical classical simulations that are used for achiev-

ing higher precision at more important zones in the molecular plane using

quantum mechanics while the less important parts are simulated using the

classical Newton’s equations that are less accurate. Currently, in the litera-

ture various different molecular dynamic approaches can be found that are

applied to the different problems of physics, chemistry and biology. Some

popular fields in which molecular dynamic simulations are applied can be

listed as:

* PROTEIN STABILITY: Simulating to investigate whether a protein molecule

will hold his stable configuration at its current folded state.

* PROTEIN FOLDING: Simulations that are carried out to figure out how

a protein molecule will fold according to its initial configuration, en-

vironmental temperature and various other factors.

* CONFORMATIONAL CHANGES: Conformational changes in the struc-

ture of a protein or a plane of molecules that may arise from a change

in one of the environmental factors that may affect the current system.

* MOLECULAR RECOGNITION: Molecular recognition refers to a pre-

cise interaction between two or more molecules through noncovalent

bonding such as hydrogen bonding, metal coordination, and Van der

Waals forces effects.

* PROTEIN DOCKING: Simulation that is carried out to examine whether

a protein structure will particularly fit another conformation which is
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an especially important topic while examining the enzyme conforma-

tions.

Many other different examples can be provided to the reader regard-

ing to the applied fields of molecular dynamic simulations such as: Struc-

ture determination, Ion Transport, NMR experiments, Energy Minimiza-

tion Experiments and Drug Design but the important point that has to

be remembered again is the fact that they are always constrained by the

computational power available. Because of the fact that large scale molec-

ular dynamic simulations require massive calculations among millions of

molecules, the computational power that is required is immense and the

necessity for higher computational powers increases exponentially with re-

spect to the number of molecules that are desired to be simulated.

Starting from the first computational molecular dynamic simulations,

countless different approaches and methods have been introduced to over-

come this computational necessity both at the hardware and at the soft-

ware level. In the software level the traditional approach is to develop

software architectures and algorithms in order to be as efficient as possi-

ble while losing a reasonable amount of precision on the simulation. Loss

of precision seems to be somehow inevitable at the software level since

the purely consistent and straightforward implementation of any molec-

ular dynamic simulations demand the brutal computation of interactions

between the whole molecules with whole other molecules and as it can

be imagined such a strict computational logic will be disastrous without

any optimizations when millions of molecules are considered. Regarding

to this inevitable fact, any type of software level optimization should intro-

duce certain types of approximation technique that will reduce the number

of computational interactions or that will reduce the effects of this huge

amount of interactions in the underlying hardware architecture. From that

point of view, the tradeoff between the precision and the efficiency is in-
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escapable and the important point is to find the good balance between the

performance and the precision of the simulation.

The improvements at the hardware level were basically dependent on

the gradual increase of the computational power as the Moore Law indi-

cates [3]. In the beginning of the molecular dynamic simulations era, spe-

cial purpose hardware architectures precisely designed and implemented

for carrying out molecular dynamic simulations provided huge speedups

compared to the traditional molecular dynamic simulations of classical com-

putational units. Although being fairly effective at accelerating the molec-

ular dynamic simulations, special purpose hardware architectures were

fairly expensive and hard to replace so they started to leave their places

to the super massive parallel computers at 1980s. Parallel supercomput-

ers were also highly effective on executing molecular dynamic simulations

at reasonable execution times and they were general purpose so that they

were more economic then the specialized purpose hardware devices. Al-

though they were more economic than the special purpose hardware, sim-

ulating molecular dynamic simulations was still a privilege that only insti-

tutions with sufficient economical capabilities can afford to have. As a more

economical solution to the computational demand problem, distributed

computer clusters were proposed as a solution, but the network bandwidth

as well as the overhead that arises from the distribution of workload has

blocked the path to the efficient execution with the whole potential of the

computational resources being harvested. To sum up, at the end of 1990s

community was still lacking an efficient hardware in which molecular dy-

namic simulations might be executed with minimal cost and maximum

benefit.

Since 2003, a new route to gain additional computational power has

opened: the graphic processors of recent computer hardware have become

general purpose processors which can be programmed using a C-like pro-
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gramming language. The architecture of the GPU as well as its program-

ming environment will be examined in more detail at the next section but

as a brief introduction it can be said that a GPU is a parallel processor,

which holds hundreds of small execution cores that are less powerful than

the traditional CPU processors. This highly parallel architecture that has

aroused from the necessity to manipulate thousands of pixels in a graphical

environment has proved to be hundreds of times faster than the traditional

single CPU processors if it is programmed correctly and efficiently. In that

sense they can be seen as an economic, massively parallel SIMD architec-

tures which might be utilized for various different application domains.

Recently, NVIDIA© has introduced a new programming environment

that may be used to program its own Graphic Processing Units which is

called CUDA. CUDA (Compute Unified Device Architecture) is basically a

C-like language that tries to simplify programming process of a GPU which

was particularly difficult when the programming was made by lower level

languages such as OpenGL. When programming was made using these

languages, the computational model was basically based on misleading the

graphic processor and to make it understand the program as a geometrical

or graphical problem. In other words the programmer was responsible for

representing the molecular dynamics simulation program as a graphical

problem that will fit to the underlying GPU architecture which was a con-

siderably difficult task to achieve successfully. Recently CUDA 4.0 has been

launched by NVIDIA© and it can be said that currently, it is much easier

and effective to program the GPU and harvest its computational power

than five years before [36][37].

General Purpose GPU programming is getting widely accepted from

various communities and institutions, and it gets more and more com-

monly used in various different areas in which high amount of computa-

tional power is required. Although the programming of GPU became easier
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with the new enhancements to the architecture as well as the programming

environments, GPU programming is still a quite difficult task when it is

compared to the traditional sequential CPU programming. Because of the

fact that the GPU architecture is totally different from the traditional single

or multicore CPU architectures an inappropriate programming organiza-

tion that may seem perfectly logical when the traditional programming is

considered, may cause the GPU to lose its whole advantage against the

CPU. Because of that, the single most important point to have an efficient

execution in the GPU architecture is to map the problem domain carefully

to the CUDA computing model and to the GPU architecture so that the

device will behave according to its design potentials and capabilities.

Unfortunately, not every problem domain in the computer science lit-

erature is suitable for the efficient mapping that we have introduced and

briefly described previously. Problem domains that are difficult to paral-

lelize, introduce a huge amount of synchronization overhead to the GPU,

which decreases the efficiency as well as increasing the execution time of

the simulation. Recent advances in the GPU architecture as well as the de-

termination of NVIDIA© to create a powerful, economic and general pur-

pose computational platform, currently even the programs that are par-

tially adoptable for the GPU architecture started to have much better exe-

cution times compared to the traditional CPUs. Fortunately, the molecular

dynamic simulation is not an unsuitable domain and it is highly paralleliz-

able in terms of dividing the workload among different GPU cores. Accord-

ing to [28], A MD simulation is naturally suited for a SIMD architecture, be-

cause it performs the same set of operations on each particle. Programmer

again has to be careful in order to map the problem on the GPU architec-

ture correctly but since the molecules can be examined and in some sense

simulated independently, in the most pure understanding of the problem it

can be said that it is possible to divide the workload of different molecules
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to the different execution units.

Graphic Processors are providing huge amount of computational power,

especially to the programs that are efficiently mapped to their architecture

but molecular dynamics simulations are so demanding that we still need

some improvements in terms of software as well as in the hardware. There

are various research projects going on to achieve higher speedups in the

simulations but it has to be admitted that there exist some certain amount

of confusion going on in the research field. Every researcher and every in-

stitution are providing different types of solutions to the different parts of

the simulation and a unified efficient model is still lacking for general pur-

pose use. In this work, we will try to provide the reader with a unified

model that is proven to be the best algorithmic sequence for carrying out

molecular dynamic simulations on GPU’s based on the different algorithms

that have been proposed from a variety of sources.

Another problem in the molecular dynamic solutions is the indivisibil-

ity of the molecular plane among different possible computational units. In

other words the molecular space, our data, is highly difficult to parallelize

and this cause the execution to be carried out only on one single compu-

tational unit in terms of data locality. The reasons behind the unparallel

structure will be discussed further in the next sections but for now, it will

be enough to think about the necessity to calculate forces between each

molecule with every other that requires the whole data to be available in

a single unified repository for the processing entity. In our study, we will

try to provide a way to partition the data into different planes which can

be sent to different execution units by introducing some amount of subop-

timality.

Our approach to the problem of dividing the molecular plane will cause

some loss of precision but the computational efficiency that will be received

will be much more important than the precision that we are going to lose.
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It has to be remembered that, in the end the whole molecular dynamic

simulation idea is an approximation. In our work, we will try to overlap

execution with a single core CPU and the GPU but our model can be ap-

plied to many different computational units as well as many different CPU

cores depending on the resources available to the simulator. Such a paral-

lelization of the molecular plane is expected to cause tremendous speedups

when the number of resources increases. Basically, the speedups will be

more than linear because of the fact that the complexity of the simulation

is exponential and any type of reduce in the size of the data set will cause

exponential speedups to the overall execution time.

In the fallowing chapter, GPU architecture as well as the optimization

techniques that are applicable to the architecture will be explained in de-

tail. At the third chapter, we are going to introduce typical challenges in a

molecular dynamic simulation as well as the possible solutions that might

be proposed to these problems. Additionally, we are going to provide a

framework about how traditionally molecular dynamic simulations are car-

ried out, as a preperation for the next chapter. In the fourth chapter our

implementation is going to be explained. The fourth chapter which can be

seen as the bulk of the study will describe our GPU simulation implemen-

tation as well as the details of the Planar Division Technique that we are

to propose. The fifth chapter will be about our experimental results while

the sixth and the last one will conclude the discussion as well as proposing

possible future work that might be added to our implementation.

To sum up, molecular dynamic simulations are being carried out for

more than half a century and the areas that they may be applied are ex-

ceptionally important. Further improvements in the area may help the dis-

covery of some important problem domains in the fields of physics, chem-

istry and especially in biology. To achieve higher accuracy, higher number

of molecules and higher precision we will need more and more computa-
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tional power. In this work we are going to provide an algorithmic unified

view for the molecular dynamic simulations that are going to be carried

out on GPU’s as well as proposing an idea to divide the molecular plane

without losing considerable amount of precision. The thesis objective is to

provide an efficient general framework that could be used further while

carrying out overlapped molecular dynamic simulations on various differ-

ent computational units.



Chapter 2

THE GPU ARCHITECTURE

GPU’s are massively parallel multithreaded devices capable of execut-

ing a large amount of active threads handled by a hardware thread exe-

cution manager that overlaps computation with communication whenever

possible [30]. The GPU architectures contain multiple streaming multipro-

cessors which are containing several execution cores that are called CUDA

cores in the NVIDIA©’s own terminology. CUDA cores are the smallest

computational units of the GPU architecture and the execution is carried

out by parallelizing the application with respect to the cores that are avail-

able. The number of multiprocessors and the number of CUDA cores inside

each multiprocessor are quite dependent on the model and the generation

of the related architecture. As an example, currently the most advanced

model of the latest Fermi architecture, Tesla© C2070 has 16 multiprocessors

which are holding 28 CUDA cores each. Each CUDA core in the architec-

ture has 1.05 GHz of clock rate and in total the C2070 has 448 CUDA cores.

Considering the numbers, it can easily be understood that the GPU holds

an immense amount of computational power that might be utilized.

As briefly described above, the general GPU architecture is quite dif-

ferent from the CPU architecture and this is the main reason behind the

optimization techniques that are required for the efficient execution of an

11
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application. The code optimization techniques which have been used and

should be used will be described in more detail at the oncoming sections

but for now it is enough to know that generally, most of the parallel pro-

gramming principles such as introducing as less overhead as possible to

the application in terms of synchronization and thread communication or

dividing the work among different computational units (CUDA cores) are

still valid for the general purpose GPU computing. This arouse from the

inherent nature of GPU’s to be a Single Instruction Multiple Data (SIMD)

architectures. SIMD architecture is the architectural paradigm that is be-

ing used to define processing elements that perform the same operation on

different data and that exploit the data level parallelism.

The use of SIMD processing units reduces the power consumption when

they are compared to the Multiple Instruction Multiple Data (MIMD) pro-

cessing units such as traditional multi core CPU’s. More precisely, when the

computational power of a single CPU is doubled, the energy necessity in-

creases exponentially but when another execution unit is introduced to the

architecture, the increase in the energy consumption is linear and it is only

doubled as well as the computational power. Less energy usage means less

cooling expanses and those two can be considered as two most trendy top-

ics in the current processor design research. According to this fact, it won’t

be too unrealistic to say that the computational model of the future in some

way or another will contain certain essentials from SIMD architecture in

order to provide cost efficient high performance computing power.

Schemed in Figure 2.1, the architecture has the tall rectangular struc-

tures which represent the multiprocessors or streaming multiprocessors.

The green dot like structures inside the multiprocessors are the CUDA

cores and in the Figure 2.1 the architecture has 512 of them. The number

of CUDA cores can be seen as a measure of the computational power that

the GPU offers, but it has to be remembered that the core clock frequency
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is even more important than the core count.

2.1 The Memory Hierarchy

Another very important point that has to be described before proceed-

ing to the rest of the study is the memory hierarchy model. Here is an

overview of the latest Fermi architecture that NVIDIA© has introduced

recently.

Figure 2.1:THE NVIDIA© FERMI ARCHITECTURE[34]

There are five different memory organizations inside a GPU that may be

utilized by the programmer. These memory organizations which are: regis-

ter memory, shared memory, global memory, texture memory and constant

memory are different memory locations on the architecture with different

features and properties. It has to be notified that, single most important
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consideration for an efficient execution is to utilize the memory model in

a suitable way that is going to be discussed more in detail at the next sec-

tion. The idea behind this constraint is that since Fermi architecture may

have up to 512 cores at more than 1GHz clock rates, the amount of compu-

tational power is truly magnificent and the important point is that in most

of the cases, memory accesses are the real bottleneck of the program exe-

cution. Especially, in the newest architectures the execution is so fast that

reading the memory and transferring the data from CPU memory to GPU

memory consumes more or less 20-30% of the total execution time on data

dependent calculations.

As it has been briefly introduced above, the program data that is going

to be used has to be transferred to the device memory from the CPU mem-

ory before the execution can start on the GPU. As an example, in molecular

dynamic simulations the molecular data which coordinates as well as the

initial accelerations and velocities are stored, should be passed to the GPU

memory at the beginning of the execution process. This transfer is carried

out via the PCI-2 express bus and it introduces certain amount of overhead

to the overall execution of the application. Fortunately, in most of the cases

the data transfer between the CPU and the GPU is only executed twice, one

when the program starts and one when the program terminates. It has to

be remembered that, the data transfer is an expensive process and it should

be avoided whenever it is possible in order to have a efficient CUDA appli-

cation.

When the data is initially transferred to the GPU memory, it is primarily

allocated on the global device memory which is the largest memory on the

GPU. The size of the global memory may vary from architecture to architec-

ture but the current most recent models such as the ones with the Fermi ar-

chitecture, have global memory sizes varying from 1GB to 6GB. Before the

Fermi architecture was introduced the device memory was not supported
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by a cache structure so it was fairly expensive to use it in terms of memory

access latency. With the current Fermi architecture, the device memory has

a L1 (optionally) and an L2 cache which can be utilized to accelerate the

memory accesses from the device memory. The most important constraint

about the device memory which should always be kept in mind is its in-

ability to support scatter memory accesses. In other words the device data

that will be accessed should be accessed in a linear and coalesced fashion

which will be explained in more detail at the next sections. This concept of

coalesced memory accesses to the global memory is by far the most impor-

tant optimization principle that should be kept in mind while organizing

the program architecture. It is so important that, even the program require-

ments should be changed if necessary in order to fulfill this task since a

total misaligned access may increase the execution time by 10 − 20 orders

of magnitude and this is a huge blow to the efficiency that the GPU is able

to offer.

The second memory type in the CUDA architecture is the constant mem-

ory, which is a small sized cached memory that is more or less as slow as

the global memory in terms of access time. Constant memory was cached

before the global memory and in those days for some particular type of ap-

plications it was a necessity to use it to harvest the advantages of its cache.

After the Fermi architecture is introduced by NVIDIA© , constant memory

started to became a stale and unnecessary and its usage among the CUDA

applications has been decreased considerably. Constant memory, as well as

the global memory, does not support scatter memory accesses so the ac-

cesses should be aligned as well if one wants to use it efficiently. As we had

said before, right now the constant memory is just another global memory

that has limited memory availability in terms of memory space and this is

the main reason behind the fact that it is not used anymore in most of the

CUDA applications.
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Texture memory is a region of read-only computer memory that has

been inherently set aside for fast access to images which is intended to be

used as texture surfaces in computer graphics, usually three dimensional

renderings. The texture memory from a general purpose computational

point of view is an interesting type of memory for the GPU which supports

the scatter memory access. In other words different values from different

parts of the memory can be accessed at the same time without the loss of

performance and efficiency. While the global memory accesses were slower

than it is now and the global cache was not introduced, texture memory

was pretty useful in terms of managing the scattered global accesses in the

critical parts of the application. As well as supporting the scatter access, the

texture memory also used to have a cache structure again, much before the

global memory and that was further increasing the access rate which was

making it highly important for fast applications. After the global memory

cache has been introduced and the scatter memory accesses got cheaper by

some hardware level adjustments (still there exist some performance losses

for the scatter access but particularly less than the old hardware architec-

tures) texture memory started to be used less than before like the constant

memory.

Register memory space is the fastest memory location when compared

with other memory organizations such as global or constant. There exist

some predefined number of registers that have been allocated for each mul-

tiprocessor. Although for most of the cases they will be sufficient, there

might still be some application domains which require extensive usage of

registers or extensive usage of threads per multiprocessors. If the avail-

able registers are not enough, the device will automatically start to allocate

memory from the global memory which will probably introduce extra scat-

ter accesses that will significantly decrease the overall performance. The

number of available registers that are reserved for every multiprocessor
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are highly dependent on the GPU model. Additionally, each active thread

that is executing in the multiprocessors will have a predefined number of

registers that are reserved for it and again that number is highly varying

with respect to the number of threads and number of CUDA cores inside

the multiprocessor.

The last memory type, shared memory is a very interesting type of

memory that has been specifically designed for efficiency in GPU archi-

tectures. The shared memory access cost is more or less the same with the

register access (Although being a little more expensive) and it is a very

valuable tool that the programmer may utilize in order to create efficient

CUDA applications. Shared memory is the memory that has been repre-

sented as the purple and blue rectangles around the L2 cache of the global

memory in the Figure 1.1. The reason why it is divided in to two different

colors is that the latest architectures such as the Fermi provide an oppor-

tunity to maximize the benefit from the shared memory in quite a creative

way. The 64kb of shared memory that has been reserved for each one of

the multiprocessors can either be used as a fast memory location of 64kb or

a memory location of 16kb and an additional L1 cache of 48kb which will

further increase the access rate from the global memory. Such opportuni-

ties can create various different possibilities of creating smarter programs

as well as providing an efficient programming model for different applica-

tion domains.

The shared memory of each multiprocessor can only be accessed by the

CUDA cores of the related multiprocessor. For this reason, it is not possi-

ble to organize synchronization over different threads that are running on

different multiprocessors via shared memory. Rather, the shared memory

is extremely useful when the same threads in the multiprocessors are going

to use the same data over and over again. In this case, threads in the same

multiprocessor will load the necessary data from the global memory only
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once and for the further iterations, they may access to the data as fast as a

register access. Figure 2.2 summarizes the memory model of the GPU:

Figure 2.2: THE CUDA MEMORY MODEL[34]

As it can be seen from the Figure 2.2, the registers and the shared mem-

ory locations are the closest memory locations to the streaming processors

which are also called the CUDA cores. Again as it can be seen from the

figure there does not exists any type of communication between the mul-

tiprocessors through the shared memory or register memory and the only

possible communication that may be configured among them has to use

either the global, texture or constant memory. Every multiprocessor in the

GPU architecture is connected to the each three memory locations through

their caches. Theoretically, the access latencies of the related memory spaces

are represented in the figure with their respective distances from the mul-

tiprocessors but the difference between the access times of global, texture
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and the constant memory is not as significant as the access times between

the shared memory and them. In most of the cases, the memory access la-

tencies of the global, texture and the constant memory can be considered

as same under similar circumstances.

To conclude the part about the memory locations in the GPU comput-

ing model, it has to be notified that the organization of the memory access

model as well as the type of accesses that are going to be organized has the

utmost importance to increase the efficiency of the program that is going to

be executed. The accesses to the global memory should be as coalesced as

possible in order to have an efficient application and any other optimiza-

tion strategy cannot be considered as having a primary importance when

they are compared to it.

2.2 The Cuda Programming Model

The development of multicore processors such as multicore CPU’s and

many core GPU’s showed that, currently the mainstream processors of the

industry are parallel systems and this parallelism continues to scale ac-

cording to the Moore’s Law. The biggest challenge currently is to develop

programming platforms that transparently scales their parallelism to lever-

age increasing number of processors. In other words, the learning curve of

programming a parallel architecture should be as easy as programming a

sequential application with traditional architectures. The CUDA program-

ming model is designed to overcome this challenge by maintaining a low

learning curve for programmers familiar with standard programming lan-

guages. Basically it holds three key abstractions which are a hierarchical

model of thread organization, various shared memories among multipro-

cessors and a barrier type synchronization mechanism, that are simply ex-

posed to the programmer as a minimal set of language extensions.
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These three abstractions offer to the programmer a fine grained data

parallelism and a thread parallelism nested within coarse-grained data and

task parallelism. This abstraction encourages the user to split the problem

in to the smaller subproblems that can be solved independently in paral-

lel blocks of threads. Further, each subproblem can be divided into smaller

subproblems that can be solved by the threads inside these blocks. This de-

composition idea preserves language expressivity by allowing the threads

cooperate while solving the subproblems, and at the same time enables a

modular scalability. Indeed, each block of threads can be scheduled in any

order concurrently or sequentially on any of the processors available, so

that a compiled CUDA program can execute on any number of processor

cores, if only the runtime system knows the physical processor count [34].

The CUDA language adds an extension to the C programming lan-

guage which is used to instantiate functions inside the GPU rather than

the CPU. These function declarations are called kernel declarations and the

instantiation of this functions are called the kernel launches. Kernel func-

tions can be seen more or less similar to a normal CPU function in terms

of its declaration and its parameter passing system but the different part is

that the kernel functions inside the program specifies how many concur-

rent threads will be used and how they are going to be organized while

launching that function. From this point of view, kernel itself can be seen

as a function that specifies the properties of a GPU function in terms of its

thread number and their organization as well as its parameters.

Probably, the most important and the most distinguishing part of the

CUDA compute model is the thread organization hierarchy. All CUDA

kernels can be launched together with thousands of threads in order to

exhibit the full potential of the GPU. Single individual threads are orga-

nized in blocks of threads which can be executed over any single multi-

processor that is currently available on the architecture. Each block can be
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executed on only one single multiprocessor and inter block communica-

tion is only possible via the global memory. As an upper level abstraction

over the blocks, the threads can further be organized as groups of blocks

which are called the grids. The grids are fairly useful when the program-

mer wants to span an area and assign the computational load in this area

further to different organization units such as blocks and threads. Figure

2.3 is quite useful to summarize thread organization model of the CUDA

programming language.

The three dimensional thread model of CUDA is quite flexible and it

is actually a great and easy way to access device memory locations from

the program. As it can be seen from the Figure 2.3, threads, blocks and

grids are indexed and structured according to some predefined numbers

that are very similar to the array memory location indexing organization

in the classical programming languages. These numbers are exceptionally

important since they are the index measures that are used to choose and

activate certain threads, blocks and grids for certain purposes. In addition

to the thread addressing scheme, they are exceptionally useful when the

programmer tries to map a specific thread to a specific location inside an

array or a memory structure. In other words using the block and thread

indexes the programmer can split the array into different grids and each

grid can further be divided into blocks and further into individual threads.

This division operation is carried out by predefined variables that are

defined in the software development kit of CUDA programming language

that are called the dim3 type variables. Dim3 variables such as: BlockIdx.x,

BlockIdx.y, BlockDim.x,BlockDim.y, threadIdx.x, threadIdx.y and threadIdx.z are

used for managing the thread organization. For example assuming that the

programmer wants to assign one single thread for each memory location

that has been allocated by an array of size 1024, the data division organiza-

tion can be satisfied with a kernel launch that has been made by two grids
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of two blocks which held 256 threads in one dimension each. Then the array

locations can be spited to all 1024 threads with the formula:

f(x) = blockIdx.x ∗ blockDim.x+ threadIdx.x

This formula can be used to assign every one thread a one specific memory

location on the array in a linear fashion. The two dimensional and three di-

mensional allocation formulae and organizations are also possible only by

manipulating the indexing formula according to the indexing model that

is desired. As it has been said before, the memory addressing structure of

CUDA is highly flexible and its power to represent any type of addressing

schema makes it highly practical to be used as general purpose computing

environment that can be used for various different application domains.

Figure 2.3: THE CUDA THREAD MODEL [34]

As it can be seen in Figure 2.4 threads might have one, two or three di-

mensional index numbers. The selection of thread indexing dimensions are
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highly application dependent and they are basically an ease of use to have

different opportunities for specific types of applications. In other words it

will not be misleading to say that, anything that can be achieved using two

or three dimensional thread representations can be achieved using only one

dimensional thread representation. Different from the thread representa-

tions which can be configured in one, two or three dimensional structures,

the blocks may only have one or two dimensional representations in the

CUDA computing model. Grids are the uppermost level of abstraction in

the thread organization hierarchy and they can only be represented in one

dimension.

Figure 2.4: CUDA MULTI DIMENSIONAL THREAD ORGANIZATION[34]

As well as having such a flexible programming structure, abstractions

and virtualization of processing resources provided by the CUDA thread
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block programming model allow programs to be written with the GPUs

that exist today but to scale to future hardware designs. Future CUDA com-

patible GPUs may contain a large multiple of number of streaming multi-

processors in current generation hardware. Well-written CUDA programs

should be able to run unmodified on future hardware, automatically mak-

ing use of the increased processing resources [20].

2.3 Optimization Strategies

Programming the GPU using CUDA may be simpler than before but

it is still a highly difficult task when it is compared to the sequential CPU

programming. The difficulty is not in the basic programming logic but in-

side the details of algorithmic organization which is highly important for

constructing an efficient application that harvests the full power of the un-

derlying architecture.

2.3.1 Memory Optimizations

Memory optimizations by far can be considered as the most important

optimization type while designing and implementing CUDA applications.

The memory optimizations can be divided into two distinct organizational

decisions which can be called as: Memory Type Selection and Access Pat-

tern Optimization.

Selecting a memory type can be seen more straightforward and easy to

manage when it is compared to the access pattern optimizations which will

decide in which manner these memory locations are going to be accessed

and when. Memory type selection optimizations are basically about select-

ing the most available, appropriate and fast memory type depending on

your application context and algorithmic structure. The best choice for a

fast memory location is the register memory and the shared memory. If it is
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possible with respect to the storage necessities of the application domain,

only these two small memory fields should be used and the user will prob-

ably get the best possible performance from the underlying architecture

without having the need to consider any further complications. Unfortu-

nately, these two memory locations can be considered as unsatisfactory in

terms of available memory space when they are compared to the memory

requirements of modern applications and in most of the cases these mem-

ory locations will not be enough to store the program data.

Therefore, either the texture or the global memory must be used in or-

der to be able to satisfy the requirements of the application. As it has been

said before, texture memory is no longer that much necessary in the con-

text of CUDA because of the fact that scatter access cost is decreased and

a cache has been added to the global memory in the current GPU models.

Texture memory should only be used if the application domain is requiring

a high rate of scatter memory access. For most of the cases, global memory

space is used for the general data storing purposes while the register mem-

ory as well as the shared memory is only used for some certain parts of

the application. Especially shared memory with its 64kb memory can and

should be exploited using some strong algorithmic structure revisions to

the applications program flow. As an example, the sliding window tech-

nique that we had used in our application is a general pattern that can be

used for many different application domains. Sliding window technique is

a software pattern for CUDA which basically loads some part of the global

memory into the shared memory, executes the required operations on that

part and reloads the other parts one by one in order to provide fast memory

access as well as complete functionality of the program.

The memory access pattern optimizations are more complex than se-

lecting a memory type to execute the required operations of the applica-

tion. Basically, the access pattern can be seperated into three different types
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which are: total misaligned access, misaligned access and the coalesced ac-

cess. Before starting to describe the access patterns, it has to be notified that

the memory accesses in the CUDA computing model can either be in the

size of 64B or 128B. Figure 2.5 and Figure 2.6 represent the different access

pattern types:

Figure 2.5: FULLY COALESCED MEMORY ACCESS[35]

The coalesced access pattern which can be seen in Figure 2.5 can be

summarized as the memory accesses when each thread inside a half-warp1

accesses to the consecutive memory fields of the threads that they precede.

For example, as the standard half-warp thread count for CUDA applica-

tions is 16, memory access process will only result in a full coalesced access

if the whole 16 threads try to access to any consecutive 16 locations on the

global memory. As it can again be seen in the above figure one or more

than one threads inside a half-warp may or may not access to a specific

location that has been specified as the coalesced access region and that do

not degrade the performance of the memory access. Such a coalesced ac-

cess will result in a one single 64B of coalesced memory access which will

be the most efficient access that a programmer may hope to retrieve from

the architecture.
1A half-warp is the minimal execution unit in the CUDA programming architecture

which holds 16 threads while a full warps consists of two different half-warps of 16 threads.



CHAPTER 2. THE GPU ARCHITECTURE 27

Figure 2.6: MISALIGNED MEMORY ACCESS[35]

The misaligned access pattern that can be seen in Figure 2.6 is basically

a memory access to the device memory that will result in a one 128B mem-

ory transaction while the required data was only 64B. This will result in a

performance degrade that is a multiple of two for each misaligned access

to the memory. Such access patterns are acceptable if they are strictly nec-

essary, especially in the latest architectures such as Fermi. This pattern can

be generalized by saying that, every half-warp, will try to access two arbi-

trary 64B segments that will cause one single transaction of 128B. In the old

architectures the situation was more severe because such a pattern used to

be handled by 16, 64B transactions which were completely destroying the

advantage of computational power that GPU was offering.

The worst case happens when the whole 16 threads inside a half-warp

try to access the different 64 B segments of the global memory. In that case,

the GPU tries to handle the situation by creating transactions of 64B for16

times and these accesses are not acceptable only if it is not going to be used

for a very limited part of the application and it is inevitable. If these types

of access patterns are inevitable in the program domain, the user should

consider using the shared memory in one way or another to overcome that

situation. The total misaligned access patterns can vary but the point that

has to be remembered is that the application should either access the mem-

ory in a coalesced way or at least in a misaligned access that will result in
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a one single transaction of 128B. Further information about the misaligned

and aligned memory accesses can be found in the CUDA Programming

Guide [34][36]. It has to be remembered that, the memory access patterns

are the single most important factor that is going to affect the application

performance.

2.3.2 Memory Transfer Optimizations

Memory transfer optimizations are fairly straightforward in its logi-

cal structure since they are basically about minimizing the memory trans-

fers from the CPU memory to the device memory. Even though, the same

amount of data is transferred in each case, when the transfer is spitted into

different transactions some overhead such as the synchronization between

the device and the host is introduced and causes performance decreases in

the overall program. If it is highly necessary to provide different transfer

partitions, then the programmer should think about the possibility of over-

lapping the execution of CPU and GPU with the memory transfers which

will cause less transfer overhead2. Especially in the latest GPU models, the

computing capability of the GPU is so enhanced that memory transfers

started to became a serious overhead to the overall application although

they are typically made only once or twice for each execution. To conclude

the discussion, it can be said that organizing the memory transactions in

a one single transaction holds a medium optimization priority when the

overall optimization opportunities are considered.

2.3.3 Branch Divergence

Any type of flow control instructions such as if, switch, do, for and while

can significantly decrease the program performance by causing divergent

threads inside the same warp. This problem called branch divergence is ba-

2This feature is only available in devices with compute capability 1.2 or higher.
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sically caused by a control action that causes one thread of a warp to select a

different execution path while the others select another. If such divergence

happens this may lead to different execution paths and this paths should be

serialized by inserting synchronization mechanisms or additional instruc-

tions. By these measures, when all the different execution paths are com-

pleted the threads may converge back to the same execution path. Nor-

mally, in the program while, for and do constructs aligns the threads inside

the warps according to their structural definitions and the cases which they

cause divergence are quite rare and negligible.

Unfortunately, if and switch constructs are much more dangerous to in-

troduce to the program when they are compared to the looping constructs.

This basically emerges from the fact that these two constructs are designed

to select one of the execution paths rather than the others unlike the loop-

ing constructs. For example; it is much more expectable for all threads in

the same warp to quit from the loop at the same time since in iteration all

the threads will most likely be tested against the same control statement

with the same environment variables. But for if or a switch statement the

environment variables that are going to affect the control statement are not

as predictable as they are in looping constructs. For example, it is quite ex-

pectable for all threads in the same warp to quit execution of the related

loop when certain integer reaches 100 unless some interesting adjustments

are carried out inside the loop. Unlike the looping constructs, the control

statements are more likely to create divergence since they are most com-

monly used in the formats such as: only the threads with some particular

property should continue execution of the related part which is covered

with the control statements. Such a programming logic which arouses from

the inherent nature of control structures causes different threads to take dif-

ferent execution paths.

To conclude the discussion, it can be said that branch divergence holds
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a medium priority when efficient programs are desired to be programmed.

There might be some situations in which branched divergence is inevitable.

In these cases, divergence should tried to be introduced at some critical

points in the program in which the effects of performance degrade may

fortunately be hidden from the underlying architecture such as outside the

loops.

2.3.4 Occupancy

As it has been discussed before, every different model of NVIDIA©

GPU’s has different number of multiprocessor counts as well as different

number of CUDA cores. In order to fully exploit the capacity of the GPU,

there must be a reasonable amount of threads and blocks of threads active

in the application in order to harvest the whole computational capacity. Tra-

ditionally, it is better to have at least three blocks of threads that are execut-

ing over each of the multiprocessor in order to hide the data dependencies

as well as decreasing the performance loss from the inevitable branch di-

vergence till some level. Each block again should have a thread quantity at

least more than three times the number of CUDA cores inside the multipro-

cessor. This basically arouses from the fact that launching too many blocks

inside a multiprocessor may introduce some latency to the architecture and

in most of the cases it is better to increase the number of threads inside the

blocks than increasing the number of blocks. Of course, these numbers are

again highly application dependent and there exist a maximum number of

thread counts that can be instantiated inside a block depending on the un-

derlying hardware model. To sum up, the GPU should be fully occupied in

order to get the full benefit from the architecture. If the GPU architecture is

not fully occupied than most probably doing two times more work in the

same architecture will took more or less the same execution time which is

not a desirable feature if we want to be as efficient as possible.
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2.3.5 Register Allocation

Another constraint that has to be remembered for the GPU architecture

is that the registers are not unlimited. Depending on the model, the regis-

ter counts that are available for each of the multiprocessors are predefined.

For most of the applications, the reserved register count per multiproces-

sor might be well enough but for huge applications that require complex

coding architectures, the number of registers might not be sufficient and

the programmer is responsible for organizing the deallocation and reuse of

registers. As it has been said before for most of the applications it is highly

likely that the registers will not constitute any serious problem but it is still

a good programming practice to avoid using too many registers since al-

locating memory in a register is still a task that introduces certain amount

of overhead to the system. In order to create an efficient register allocation

mechanism the programmer should consider reusing the values as much as

possible also to avoid redundant computations that would introduce fur-

ther overhead.

To sum up all about the possible optimizations in the CUDA architec-

ture, the memory organization and the memory access pattern holds the

greatest importance. It is so important that, to have a coalesced access pat-

tern inside the application, user may even consider revising the applica-

tion requirements in terms of softening them. After the memory structure

is adapted to the architecture, the programmer should consider minimiz-

ing the memory transfers and avoid divergent warps inside the program.

As it has been said before, divergent warps may be inevitable (since an

if clause is generally inevitable to use in sequential programming) and in

this case the programmer should try to minimize the effects of the warp

by using them in special less critical parts in the program. The total num-

ber of threads and threads per multiprocessor counts are quite important

for full occupancy and the register overload problem. Programmer should
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again consider checking them although they might seem less severe than

the other three important optimization techniques.

The optimizations that can be made on the GPU architectures are count-

less and they are highly dependent on the underlying architecture as well

as the CUDA compute model with thread blocks and grids to organize ad-

dressing. Although various other optimizations are available, it would be

too harsh to discuss all of them in our context. If the reader wants to get

more information about the possible optimizations the CUDA Best Prac-

tices Guide can be a good source of information as well as the NVIDIA©

forums which can be seen as the heart of the GPU computing discussion

[37][35]. In this chapter, we provided an overview about the GPU comput-

ing and the CUDA computing platform. As well as being quite different

from the sequential or parallel CPU programming, GPU platforms offer

tremendous amount of parallel computing capability to its users. In the

next chapter we will turn back to our original discussion about the molecu-

lar dynamic simulations and we will describe how the molecular dynamic

simulations are traditionally carried out on GPU architectures from a more

technical perspective.



Chapter 3

MOLECULAR DYNAMIC

SIMULATIONS

Starting from the year 2007, various attempts have been made to pro-

vide efficient molecular dynamic solutions on commodity GPU’s using Com-

pute Unified Device Architecture. At the beginning of the GPU computing

era, molecular dynamic simulations were difficult to implement totally on

the GPU architecture and every simulation was an example of a hybrid

execution of GPU and CPU in which the data was going back and forth

between two computing units. After the GPU architecture has started to

reach its full potential, the simulations started to get processed more on

GPU than the CPU but still the CPU was a necessity for certain parts of

the program. After the introduction of Fermi architecture, there have been

various attempts to finish the execution of the simulation totally on GPU.

Molecular dynamic simulations are computer simulations of thousands

of different molecules that are interacting over a molecular plane. These

interactions, more precisely the forces that are generated by these interac-

tions, enforce molecules to change their positions, velocities and acceler-

ations as well as their distribution on the molecular plane. Molecular dy-

namic simulations are carried out step by step and at every step the forces

33
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on the molecules are recalculated as well as their new positions and acce-

larations on the molecule plane. The molecular simulation is concluded,

when total number of steps that have been previously decided are com-

pleted and the final conformation of the molecular plane is calculated.

Structurally, a molecular dynamic simulation can be divided into five

different subsections. These subsections namely: Molecular Data Genera-

tion/Read, Neighbor List Construction, Molecular Force Calculation, Time

Step Integration and Simulation Conclusion, are more or less can be found

in any type of molecular simulation that has been carried out either on CPU

or GPU. Some of these subsections are very easy and efficient to implement

on GPU while some others are fairly unsuitable to be executed on SIMD ar-

chitecture. Basically, the algorithmic structure or in other words the math-

ematical logic that has to be followed for certain parts of the simulation

may or may not be suitable to be implemented on the GPU architecture.

For example, in neighbor list construction phase there are certain scatter

access patterns that has to be accepted and are inevitable, in order to cre-

ate a working simulation while the whole time step integration phase is

perfectly suitable to be executed on the GPU.

Before starting the simulation, the simulator has to decide on certain

parameters that will affect the advancement of the simulation significantly.

There are various types of parameters depending on the simulation con-

text but two very important parameters have to be set carefully for every

molecular dynamic simulation. It has to be remembered that carrying out

molecular dynamic simulations in a continuous time scale is practically im-

possible since no matter how smaller time steps simulator may try to sim-

ulate, it is still possible to simulate shorter ones and for that, perfect con-

tinuous execution is the theoretical optimal solution that we cannot reach.

That is why the simulations are carried out in a discrete manner in which

calculations are repeated for a predefined number of steps to provide an
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overall continuous view to the end user. As it can be understood, the first

parameter that has to be decided before everything else is the step density

and the step time of the execution. For certain application domains and

contexts, very small step times are highly necessary while for other type of

applications more discrete simulations can be acceptable.

Important point about the step time and step density is the fact that

when the steps are becoming smaller the reality and the optimality of the

simulation increases as well as the computational resources that it demands.

In other words, in order to provide a precise and close to optimal solu-

tion, the best practice is to keeping these step times as small as possible

while increasing the overall execution time. At that point, there exists an

inescapable tradeoff that the simulator has to manage before starting to or-

ganize the rest of the simulation. These types of tradeoffs are highly com-

mon in molecular dynamic simulations and it has to be remembered that

the whole simulation process is nothing but an approximation of the opti-

mal solution that is most probably impossible to reach in our current un-

derstanding of computing.

The second parameter that needs to be decided is the so called Cutoff

Distance which is the distance that defines the interaction zone of a single

molecule in most straightforward terms. As it has been described before,

the molecular dynamic simulations require the calculation of pair wise in-

teraction forces between every molecule in the molecular plane. In this case,

the force calculation step will have a complexity of O(N2) which is not a

complexity level that we are willing to accept for that part of the program.

That is why, a value called Cutoff Distance is introduced in order to reduce

complexity of force calculation step. To avoid high complexity levels, we

assume that each molecule is only affected by the molecules that are inside

the Cutoff Distance of the molecule itself. Because of the fact that while

the distance between two molecules increases the force between them is
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decreasing, this is a quite reasonable assumption and optimization which

will only cause a very small amount of precision loss while reducing our

complexity significantly. There are various other parameters that are quite

important for the simulation such as: molecular plane dimensions, gravity,

border limits or number of molecules. Step time and step density param-

eters that we have investigated require deeper attention since they have

some algorithmic affects over the progress of molecular simulation.

Before the computational simulation can start, the data about the molecules

that are going to be simulated must be transferred to the simulation en-

vironment. For the molecular dynamic simulations that are actually exe-

cuted to discover a certain precise scientific fact, molecular data is gen-

erally stored in a specific file and at the beginning of the simulation it is

read from that source and transferred to the simulation environment. For

simulations that are carried out from a computer science perspective, gen-

erally the molecular information is not that much important and it is ran-

domly generated either on CPU or GPU at the beginning of the program.

Basically, this is due to the fact that from a computing perspective, the im-

portant point that has to be investigated is the computational complexity

rather than the results of the simulation. In other words from a computing

point of view, every simulation which is doing the same number of calcu-

lations is more or less the same, regardless of the molecular positions and

acceleration.

After the molecular data set has been generated or read from its source,

the simulation proceeds with the construction of the Neighbor List for ev-

ery molecule. Neighbor List can be seen as a sparse matrix that holds the

neighbors for each molecule in the simulation environment. Theoretically,

each molecule can be a neighbor of another molecule therefore, in the worst

case each molecule will be included in the neighbor list of every other

molecule. Fortunately, the Cutoff Distance variable that we had defined
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before helps us to decrease the neighbor counts of molecules to a certain

limit. It can be said that the neighbors of a molecule are the molecules that

are inside the Cutoff distance of the related molecule. Neighbor List is a

data structure that is very important for various different reasons. For now,

it would be relevant to say that the molecular force calculation is carried out

by calculating forces between each molecule and its neighbors, and with-

out it, every molecule must be compared to every other molecule in force

calculation step which would cause tremendous performance loss. Neigh-

bor List construction is by far the hardest part of the execution in terms of

fitting it to the GPU architecture.

After the Neighbor List is constructed, the next step is to calculate the

forces that are acting on the molecules, in order to determine their up-

dated locations, accelerations and velocities. Force calculation step is pretty

straightforward and it is quite suitable for the underlying GPU architecture.

This conformity rises as a consequence of the fact that the effective force on

each molecule can be calculated independently from the others using the

related part of the Neighbor List. Although there exist same scatter accesses

to the molecular data which is inevitable, it can be said that Force Calcula-

tion step is easily adapted to the GPU computing model.

The last step of the execution before the conclusion, is the Time Step

Integration phase which basically aims to update positions and velocities

of the molecules according to the accelerations that has been calculated in

the force calculation step. In other words, the forces that are acting over

the molecules are converted to additional accelerations that will be added

to the previous molecule accelerations and these updated values will de-

termine the conformation of the next step in the simulation. Time step in-

tegration is the most appropriate part of a molecular dynamic simulation

for the GPU architecture since it is possible to keep all of the memory ac-

cesses perfectly coalesced. Unlike the Neighbor List construction and par-
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ticularly force calculation part, the algorithmic structure of the time step

integration part is perfectly parallelizable by assigning a single thread to

each of the molecules which will update their positions and velocities in a

coalesced manner. More detailed explanation about the possible configura-

tions in Time Step Integration phase will be given in the next sections.

At the end of each iteration in the simulation body, after the Time Step

Integration, there exists an opportunity to update Neighbor List. Since the

molecular coordinates as well as molecular velocities and accelerations change

at the end of each time step, the current Neighbor List become obstacle and

in an optimal solution it should be updated regularly. At this point, there

are various approaches to avoid repeating such a time consuming compu-

tation for every iteration. It will be discussed further in detail but for now

it can be said that, generally by using some tricks using the Cutoff Distance

the Neighbor List is only updated in every10 iterations which significantly

reduces the overall algorithmic complexity as well as the total execution

time of the application. When the execution is totally completed, the point

that should be kept in mind is to send back the results to the CPU in order

to be able to display them to the user. Although it might seem as out of con-

text, displaying particular statistics like execution time, average displace-

ment, average velocity or overall potential energy is particularly important

in molecular dynamic simulations.

3.1 Technical Overview of Molecular Dynamic Simu-

lations

Every molecular dynamic simulation consists of 5 different parts in

which three of them are considered as the phases in the loop structure.

These key elements which are Neighbor List Construction, Molecular Force

Calculation and Time Step Integrations are repeated in every time step of
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the simulation and even small falsely made optimization can cause certain

performance loses in the overall application. Figure 3.1 briefly describes

the different phases of the simulation as well as providing certain types of

insights about possible discussions that are arousing around them. From

now on, these steps will be investigated from a technical perspective in or-

der to provide reader an understanding about how traditionally molecular

dynamics simulations are handled in the literature.

Figure 3.1: MOLECULAR DYNAMIC SIMULATION STEPS
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3.1.1 Data Set Generation/Read

If the molecule data is going to be read from a source such as a text

file, than the step is fairly simple and straightforward. Basically the data

should be extracted from the source and it should be allocated on the re-

lated memory locations on the CPU. The important point is that since the

memory access patterns hold the utmost importance in GPU optimization,

the data should be carefully inserted and aligned according to the applica-

tion domain. For most of the cases in molecular dynamic simulations, the

data should be stored in a matrix that is organized in a columnwise man-

ner. In other words, the information about one molecule should be stored

in a column inside a matrix to provide a coalesced memory access when

all of the threads will try to reach their own information in an up to down

manner. The coalesced memory access is a topic that is not very easy to un-

derstand but a deeper explanation about the required matrix organization

will be given in Chapter 4.

There are various different types of attributes that can be assigned to the

molecules that are in the simulation depending on the application context.

Attributes that are most common to all type of simulations are:

* X, Y, Z COORDINATES:These are the values which represent the three

dimensional positions of the molecules on the molecular plane.

* X, Y, Z ACCELERATIONS: These three values represent the accelera-

tions of the molecules in three dimensions.

* X, Y, Z VELOCITIES: These values are basically the values that repre-

sent the velocities of molecules in simulation dimensions.

* MOLECULAR MASS: The mass of the molecule that will be important

to determine the acceleration of the molecule based on the forces that

are acting over it.
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* MOLECULAR VOLUME: The volume of the molecule that will be im-

portant in force calculations among pair wise molecules.

* MOLECULAR CHARGE: The charge on the molecule that will be effec-

tive while calculating the pair wise forces.

* NEIGHBOR COUNT: The attribute that stores the number of neighbors

of a molecule which will further be useful in force calculation phase.

* MOLECULE INDEX: The index of the molecule that may be used to

address it.

To sum up the data generation or reading part is just a simple step

and the important thing to remember is to carefully insert the data into

the memory to ease the coalesced memory access.

3.1.2 Neighbor List Construction

Neighbor List is a matrix that stores for each molecule the molecules

that are inside the cutoff distance of itself. According to [19], In the Neigh-

bor List update step, a list is constructed for all neighbors of each atom.

There are large numbers of pairwise calculations in this step: each atom

will loop over all other atoms to compute the pairwise distance between

them. This corresponds to compute an N × N distance matrix calculation.

Although with respect to recent algorithmic developments it is no longer

necessary to calculate anN×N distance matrix, Neighbor List update step

is still a crucial part of the simulation.

The neighbors of a given molecule can be stored either columnwise or

rowwise depending on the memory access pattern that will be used by the

program structure. Theoretically in the worst case, each molecule may ex-

ist inside the Cutoff Distance of each other and the matrix should at least

have enough space for molecule indicators. Generally, the Neighbor List
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matrix is designed as a sparse matrix that only contains indicators equal to

the number of neighbors that a molecule has although space equal to N is

reserved for it. Depending on the application context (especially for the ap-

plications that are developed in the previous GPU models) there are some

practices that are also used such as inserting the molecule indicator for Nth

molecule to the Nth place that has been reserved in the matrix while insert-

ing a null number or value to the rest of the locations to indicate that they

are outside the cutoff distance. Although there might be some situations in

which such an approach can be helpful, unfortunately it creates unneces-

sary iterations since every location should be inspected to see whether it is a

null value or a real value that indicates a neighbor that has to be inspected.

As mentioned before, the Neighbor List stores the neighbors of a molecule

that are inside the Cutoff Distance of the related molecule. Updating the

neighbor list is a time consuming operation and it requires each molecule

to be compared to each other molecule which introduces O (N2 ) complex-

ity. Such a huge complexity should be avoided at any costs since it would

greatly degrade the overall performance if it is executed at every time step.

There is a special type of precaution generally used to decrease the fre-

quency of neighbor list update. To improve the overall performance of the

entire system, MD codes such as LAMMPS employs a standard method.

The Cutoff Distance for the Neighbor List is chosen as rmax, greater than

the value of rcut that used for the pair forces. Then the Neighbor List only

needs to be updated when any particle has moved a distance more than 1/2

(rmax - rcut), which is usually every 10 or more steps.[24] Since we are going

to control again in the force calculation step whether a molecule is inside

the Cutoff Distance or not, we can be sure that we are not going to cal-

culate forces from the molecules that are outside the Cutoff Distance. The

molecules which are in the precaution region are just stored in case they

may enter to the critical zone in the next time steps in which the Neigh-
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bor List is not going to be updated. Such an organization introduces a little

more overhead to the molecular Force Calculation phase, since now every

molecule should be checked in terms of proximity to see whether it is in

the Cutoff Distance (rcut) or precaution region (rmax) of the molecule, but

surely its benefits are incomparable to the extra overhead that it introduces

to the execution.

Using this standard method we can be sure that statistically only in each

10 time steps it will be necessary to update the list because it is no longer

valid. The method is illustrated in the Figure 3.2 in which the darker black

area represents molecules inside the Cutoff Distance while the grey light-

colored region represents the precaution region.

Figure 3.2: THE CUTOFF DISTANCE METHOD

Technical details about the neighbor list update, especially under the

GPU architecture are algorithmically quite complex. As well as in the worst

case having O(N2) complexity, the memory access patterns of the Neighbor



CHAPTER 3. MOLECULAR DYNAMIC SIMULATIONS 44

List update is highly scattered and in most of the cases it is more or less

impossible to provide a full coalesced access only using the global memory.

Statistically, although the neighbor list update is executed approximately in

each 10 time steps, it is still the part that consumes a great portion of the

total execution time especially in large data sets. Inherently, there are two

different general algorithmic organizations which are followed to solve the

Neighbor List construction and update problem.

The First algorithm is the brute force approach to calculate the pairwise

Euclidian distances between each molecule. Such a solution will cause a

huge overhead that will be induced from the N2 comparisons that are go-

ing to be made but its simplicity as well as its straightforward and simple

implementation possibilities in the GPU architecture makes it still applica-

ble for certain application domains. The algorithmic logic behind the brute

force Neighbor List update requires various different scattered access pat-

terns that have to be organized carefully if one wants to have an efficient

simulation program.

For example, considering the usual practice of molecular dynamics on

CUDA programming model which each thread is assigned to a single molecule

for updating the neighbor list: each thread at the same iteration will try to

access at the same time to the coordinates of the first molecule in order to

check whether it is a neighbor of the molecule that it is responsible or not.

In other words, every thread will try to reach to the same memory location

as a consequence of the nature of the looping constructs. Since some of the

threads will find the investigated molecule as a neighbor and some will not,

they will highly diverge and after some point the memory access pattern

will became completely misaligned. Even if the threads do not diverge, in

the CUDA architecture, if a half warp of threads try to read the same mem-

ory location at the same cycle, this will result in 16 transactions of 64 byte

which will be a huge waste of access time when it is considered that the
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whole data that the half warp requires is 64byte in total. Such complica-

tions require a fast memory location which can hide the diverging thread

latency as well as providing support for the scatter access that is required to

have an efficient update algorithm. That is basically the reason why more

or less every Neighbor Lists construction algorithm in one way or another

tries to use register and the shared memory of the multiprocessors that are

available.

For small molecular planes that contain limited number of molecules,

the brute force approach provides results that are more satisfactory than

the other complex solutions. Although it is still applicable for certain cases,

for high-scale molecular dynamic simulations using the cell list approach

is inevitable. Cell List approach is a modular approach to the neighbor list

update problem in molecular dynamic simulations. In a cell based simula-

tion the molecular plane that contains the molecules is divided into equally

sized cells which will further be used to address them modularly when nec-

essary.

Figure 3.3: THE CELL LIST APPROACH



CHAPTER 3. MOLECULAR DYNAMIC SIMULATIONS 46

As it is illustrated in Figure 3.3, the molecular plane is divided into

equally sized square shaped cells in which every molecule is either a mem-

ber of one cell or another. It has to be remembered that although Figure 3.3

illustrates the plane as two dimensional, cell list approach can be adopted

to the three dimensional planes. The Neighbor Lists update procedure progress

as follows: the molecular plane gets divided into equally sized regular

shaped cells and each molecule is associated with at least one of them.

When the neighbor list needs to be updated rather than all of the molecules

in the molecular plane, it only calculates distances with the ones in the

neighboring cells. In a two dimensional plane for each cell there exist 9

cells to be investigated including the cell that the currently investigated

molecule is located. On the other hand, in a three dimensional environ-

ment, the situation gets a little bit more complicated since now 27 cells have

to be investigated in order to make sure that we are considering every di-

mension. It has to be remembered that cell sizes are decided based on the

Neighbor List update method and again we can statistically be sure that

during the steps in which the cell lists are not updated, we are still consid-

ering every molecule which might have sneaked inside the Cutoff Distance.

Another problem in the cell list approach is the problem commonly

known in the literature as wasted threads. For structural reasons, cells or

some arbitrary cell groups should be assigned to blocks of threads which

introduce a span of threads over the molecular plane. In that case, every

block should have enough threads to cover the molecules in the spanned

area. Since it cannot be guaranteed that the subareas in the molecular plane

have same or predefined number of molecules, the thread count in a block

should be as many as the cell with the highest molecular count. Since thread

counts in different blocks can not vary, such an organization introduces

many wasted threads in less populated areas of the molecular plane. Al-

though they do not execute any operations these wasted threads introduce
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some switch latency to the program which may further increase the execu-

tion time as well as decreasing the occupancy level of the GPU.

Associating each molecule with a cell is a task that cannot be carried in

the GPU as easy as it is in CPU. In CPU, the traditional practice is to keep a

linked list of molecules for each cell and unfortunately it is more or less im-

possible to create that data structure on the GPU architecture. The general

idea in the previous GPU versions was to send back the data to CPU, up-

date the cell lists, and send it back to the GPU. Since the GPU architecture

and the general purpose computability of the GPUs are quite enhanced re-

cently, this part of the algorithm is again started to be fully implemented

on GPU. Practices that are used in technical terms are highly difficult and

out of our context at this point but it can be said that although very efficient

implementations are available, certain types of scatter memory accesses are

again inevitable in the cell list approach as well as in the brute force algo-

rithm.

From an algorithmic complexity point of view, the cell list approach

offers the program an overall complexity of O (N) rather than O (N2) com-

plexity and that is a huge advancement when millions of molecules are

considered. Although the complexity seems like O (N) actually the cell list

approach introduces many expensive construction overhead to the system

that may create a disadvantage against the brute force approach. Although

it introduces certain overheads, especially for the GPU architecture, the

cell list approach still seems like the best modular approach that we have

to program efficient simulations on GPU architecture. Especially, with the

huge sample sizes in which O (N2) complexity will be too harsh to accept,

cell list approach can provide a smarter solution.

To finalize the discussion about Neighbor Lists and their construction

principles, it has to be remembered that it is by far the most time consuming

part of the simulation and it has to be handled carefully. More detailed
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information about the statistical results can be found in the benchmarks

chapter.

3.1.3 Molecular Force Calculation

Molecular Force Calculation step basically involves the process of cal-

culating pairwise forces between the different molecules in the molecular

plane to be able to calculate aggregate forces acting on each one of them.

The forces that are calculated during the simulation are highly dependent

on the application context and expectedly, as more precision we want, the

computational resource demands of the application increases. The major

forces can be classified in two groups which are called the bonded and the

non-bonded forces. Bonded forces that are also called in the literature as

intramolecular forces are the forces that are caused by different type of in-

teractions between the parts of the particles that are bonded together to

form the molecular structure.

Bonded forces are only used in molecular simulations since in the atom

simulations there does not exist any bond between the individual entities

which makes the concept of bonded forces to become irrelevant. Bonded

forces are more important to consider when one tries to investigate how a

molecule binds itself to another or how a certain type of molecule manages

to hold its stable conformation. They are generally omitted in molecular

dynamic simulations but in energy minimization simulations the energy

that they deliver to the system is considered. These energies such as: Bond

Energy, Angle Energy and Torsion Energy are important for energy min-

imization simulations since such simulations precisely consider how the

total energy of the system is changing during the simulation process. Cal-

culations of bonded forces are only a small amount of the total computation

requirements and they can easily be inserted inside the force calculation

function if it is necessary.
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The non-bonded forces are much more significant both in terms of com-

putational requirements as well as the amount of force that they apply over

the molecules. As it can be understood from the formulae below, the calcu-

lation of the bonded forces introduces various multiplication and division

operations which can be considered as the most difficult instruction in the

GPU architecture. Electrostatic forces can further be divided in to self elec-

trostatic energy and interaction energy. As it can be understood from their

names the first one is based on the force that the particle is applying over it-

self because of its electrostatics properties while the second one is basically

the pairwise interaction of molecules with different electrostatic properties.

Here below the formulae of two different types of electrostatic energies can

be found. As it can be seen from the below formula the calculation of self

electrostatic forces introduces various division, multiplication and power

operations which are going to have significant effects over the total execu-

tion time of the program.
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Formula 3.1: ELECTROSTATIC SELF ENERGY

In the above formulae qi represents the charge on atom "i", rik is the

distance between amons "i" and "k". Vk is the size of the solute volume as-

sociated with the atom "k",ωik and σik determine the height and width of

the Gaussian that approximates Eselfik , and µik is an atom-atom parameter.
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Formula 3.2: ELECTROSTATIC PAIRWISE ENERGY
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The formula above is called the Generalized Born Equation and it is the

sum of Coulomb’s Law and the Born Equation. In the formula,αi and αj

represent the Born radius for atoms "i" and "j" respectively. These in turn

depend on the self energy of the atom. As it can be seen from the formulae

the computational work that has to be made to calculate electrostatic forces

for each of the atoms is a task that is a highly expensive operation in terms

of computational power necessities. It has to be remembered that this for-

mulae will be calculated for every time step and for each of the atoms for

each of their neighbors. As the statistics tells us, calculation of the electro-

static forces are the most time consuming part of the force calculation step

and they are approximately 93% of the total force calculation time. Various

different versions which are basically the approximations of the optimal

solution are as well available for the electrostatic force formulae. They are

mainly the mathematical manipulations of the original formula and they

are offering certain amount of performance gain by softening the precision

of the original formula.

The physical explanations of van der Waals forces are beyond the con-

text of this work but it can be said that Van der Waals force are, relatively

weak electric forces that attract neutral molecules to one another in gases, in

liquefied and solidified gases, and in almost all organic liquids and solids1.

They are pairwise interaction forces and they have to be calculated for

each molecule and all its neighbors such as the pairwise electrostatic forces.

Again, Van der Waals forces are highly computationally expensive but when

they are compared to the computational needs of the electrostatic forces

they merely have significance. Statistically Van der Waals forces are only

6.8% of the total execution time while as it has been mentioned before, the

electrostatic forces have a portion of 93% [28].

1Van der Waals forces." Encyclopedia Britannica. Encyclopedia Britannica Online. Ency-

clopedia Britannica, 2011. Web. 17 Aug. 2011
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To calculate the Van der Waals forces among the molecules, there exist

various approximations that introduce various different levels of precision

and computational complexity. Although there are better approximations

of the applied force, the formula that is most commonly used is the well

known Lennard-Jones potential formula. As well as being much simpler

than the other more precise approximations such as Stockmayer poten-

tial, the Lennard-Jones potential is still a formula that can be considered as

quite computationally expensive. Lennard-Jones potential fundamentally

is a mathematical model that tries to approximate the interaction force be-

tween two neutral molecules. The classical Lennard-Jones 6-12 potential

formula is:

V(r) = 4ε
[
(σr )

12 − (σr )
6
]

Figure 3.4: 6 − 12 LENNARD-JONES POTENTIAL

In the above formula, ε represents the depth of the potential well which

is the region surrounding a local minimum of the potential energy while ó

is the finite distance at which the inter-particle potential is zero. These two

variables are constants that depend on the simulation environment as well

as the particle in which the simulation is held for. The variable r is the most

important variable in the equation and it represents the distance between

two molecules in which the interaction is going to be calculated. The term

with the power of 12 approximates the repulsive forces (Pauli repulsion)

while the term with power of 6 represents the attractive forces in the in-

teraction. When the separation, in other words the distance r is very small

the first term (the power of 12) dominates the equation and the potential

is strongly positive. Hence, the first term describes the short range repul-

sive force that will apply to the molecule that is caused by the distortion.

In contrast, the second term dominates the equation when r increases and

that is why it represents the long-range attractive tail of potential between
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the particles.

If one has to describe the algorithmic structure of the force evaluation

phase it can be said that for most of the cases implementation is quite

straightforward. Each thread is assigned to a one single molecule to cal-

culate the force that is effective on it. If the Neighbor List is well aligned,

columnwise for most of the cases in GPU, the memory access patterns to the

neighbors are perfectly coalesced. Unfortunately, the difference between

the numbers of neighbors in the neighbor list creates some diverged exe-

cution but this can easily be managed by synchronizing the threads at the

end of force calculation step. This way we can be sure that execution is cor-

rectly carried out to the next step which is the Time Step integration phase.

More detailed information about where the synchronization points should

be introduced to the algorithm will be provided in the next chapter which

will explain our simulation implementation.

Unfortunately, some scattered access to the memory is inevitable since

each molecule will have different neighbors and it is impossible to promise

for a total coalesced access. Although the access pattern is scattered in that

sense, the global memory cache is highly likely to store the necessary infor-

mation. This fact is a consequence of the Neighbor List matrix and it will

again be discussed in more detail in Chapter 4.

Although there exist various different forces effective over the molecule,

as a common practice, Van der Waals forces are the only forces that are cal-

culated during the simulation. This basically arises from the necessity to

finish the force calculation step as early as possible and it has to be re-

membered that the other forces, especially the electrostatic energy calcula-

tions, have a very high computational complexity that are quite difficult to

overcome. Fortunately, the Van der Waals forces hold the majority of the

forces that are effective on the molecule. In other words the Van der Waals

forces constitute more or less 90% percent of forces that are applied on the
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molecules. Because of these facts, the other forces which are electrostatic

forces and bonded forces are only used in very precise simulations with

very small number of molecules. Some examples in which the other forces

are calculated and can be given as energy minimization and protein folding

simulation of small scale molecular planes.

To conclude the Chapter it can be said that, although there exist various

forces that are effective on the simulation molecules most generally van

der Waals forces are the only forces that are calculated using the Lennard-

Jones potential. Force Calculation step is a step that can be seen as a fairly

appropriate for the GPU architecture and the execution would be fairly fast

when it is compared to the Neighbor List construction phase. After all the

forces effective over the molecules are calculated, the new accelerations of

the molecules are calculated using the Newton’s classical laws of physics

and the algorithm passes to the Time Step Integration part.

3.1.4 Time Step Integration

The time step integration part is the phase of the simulation that ap-

plies the effects of the forces on molecules velocities and positions. After the

force calculation step is completed, the net force on each of the molecules

in the simulation plane is determined and the new accelerations of the

molecules are calculated based on that net force. The algorithms that are

used in the time step integration phase vary and there again exists a trade-

off between the precision and computational necessities. These algorithms

which are called the integration algorithms in the academic literature, offer

different levels of reliability, precision and computational demands. Inte-

gration algorithms try to calculate the new updated velocities and posi-

tions by combining the velocity and position information in the previous

steps with the new additional acceleration information that is attached to

the molecule at the force calculation phase.
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All the integration algorithms assume that the velocities, positions and

accelerations can be approximated using a Taylor series expansion. In the

literature of molecular dynamics, commonly there exist 4 different integra-

tion algorithms that are well known and frequently used which are:

* VERLET ALGORITHM: Verlet algorithm which is a modest algorithm

in terms of its computational resource requirements, uses the posi-

tions and velocities from time t and positions from time t− ∆t to cal-

culate new positions and velocities at time t+ ∆t. It is fairly straight-

forward and modest in terms of storage requirements as well as the

computational requirements but the high precision is not guaranteed.

* LEAP-FROG ALGORITHM: In Leap-Frog Algorithm the particle veloci-

ties are first calculated at time t+1/2 ∆t and these velocities are used

to calculate positions and velocities at time t + ∆t. With this algo-

rithm the particle velocities leap over the positions and at the second

part the positions leap over the velocities. The velocities are explicitly

calculates in this algorithm and this can be considered as an advan-

tage but they are not calculated at the same time with positions so

the integrity is not totally preserved. Leap-Frog is a computationally

expensive algorithm which provides highly precise results.

* BEEMAN’S ALGORITHM: Beeman’s algorithm is a more precise ver-

sion of the classical Verlet Algorithm. This additional precision move

causes the computational power necessity of Beeman’s algorithm to

grow with respect to Verlet algorithm.

* VELOCITY VERLET ALGORITHM: The Velocity Verlet algorithm is the

most used integration algorithm by far although it does not compro-

mise any amount of precision. It is a simplification of Verlet Algo-

rithm in which the positions and velocities of particles at time t+ ∆t

is deduced using the velocity and position information at time t.
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r(t+ δt) = 2r(t) − r(t− δt) + a(t)δt2

v(t+ δt) = v(t) + a(t)δt+ 1
2b(t)δt

2

Formula 3.3: VERLET INTEGRATION FORMULA

r(t+ δt) = r(t) + v(t+ 1
2δt)δt

v(t) = 1
2 [v(t−

1
2δt) + v(t+

1
2δt)]

Formula 3.4: LEAPFROG INTEGRATION FORMULA

r(t+ δt) = v(t) + v(t)δt+ 2
3a(t)δt

2 − 1
6a(t− δt)δt

2

v(t+ δt) = v(t) + v(t)δt+ 1
3a(t)δt+

5
6a(t)δt−

1
6a(t− δt)δt

Formula 3.5: BEEMAN’S INTEGRATION FORMULA

r(t+ δt) = r(t) + v(t)δt+ 1
2a(t)δt

2

v(t+ δt) = v(t) + 1
2 [a(t) + a(t+ δt)]δt

Formula 3.6: VELOCITY VERLET INTEGRATION FORMULA

The time Step Integration part is the most suitable part of a molecular

dynamic simulation to be executed on GPU. Each thread manages one of

the molecules and it calculates the updated positions and velocities based

on the acceleration information that has been gathered in the Force Calcu-

lation phase in a fully coalesced manner. Leap-Frog algorithm is a special

case among the integration algorithms structurally since it requires the new

accelerations to arrive after the first half of the integration algorithm that is

being executed. In other words after the t + 1/2 ∆t values for velocity and

positions are calculated , the force calculation step is initialized in order to

get the new accelerations and compute the values for t + 1/2 ∆t. This in-

troduces some certain synchronization mechanisms to be activated in the

simulation which will further introduce additional overheads to the overall
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performance. In addition to that Leap-Frog algorithm computes the Taylor

series expansion twice (before the force calculation-after the force calcula-

tion) and this is again not a desirable model for someone who wants to

implement efficient simulations. This is the main reason why it is more or

less never used in molecular dynamic simulations, although it can be seen

as a highly precise algorithm.

The Beeman’s and the Verlet algorithm are technically as fast as the Ve-

locity Verlet algorithm but the problem is related to their storage require-

ments rather than their computational necessities. In both of these two al-

gorithms, the previous conformation of the molecular plane in terms of par-

ticle velocities and particle positions should be stored as well as the current

state. This necessity arouse from the fact that these two algorithms basi-

cally require these information to iterate the simulation one step forward

as it can also be seen from the formulaic descriptions. This extra storage

requirement that induces higher precision to the system also introduces a

certain amount of overhead related to the extra memory access. In addition

to the extra storage requirements which may become a real burden when

thousands of molecules are considered, the accesses to these memory lo-

cations will again cause some extra execution time which is much more

important in a GPU architecture than in a CPU architecture. Although the-

oretically, the accesses to the memory will be totally coalesced, extra access

will further increase the overall execution time.

To conclude the discussion about the integration algorithms it can be

said that although there exist various algorithms- actually more than four

- the most used algorithm by far is the velocity Verlet algorithm because of

its very minimal computational requirements. The other three algorithms,

Verlet, Beeman and Leap-Frog are much more precise when they are com-

pared to the Velocity Verlet but as it has been described above they all have

weaknesses that introduces extra computational work. Velocity Verlet is the
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perfect tradeoff point that we want to have in our simulation that balances

the computational efficiency together with the precision.

3.2 Conclusion

The chapter, provided an understanding about how the molecular dy-

namic simulations are traditionally carried out in GPU architectures. Var-

ious different practices have been introduced for the different parts of the

simulation as well as their weaknesses and positive aspects. We divided

the simulation to five distinctive parts which are: Molecular Data Gen-

eration/Read, Neighbor List Construction, Molecular Force Calculation,

Time Step Integration and Conclusion. Conclusion has not been discussed

deeply since it is basically about displaying the updated molecular plane

and simulation statistics. The overall structure of the other parts has been

discussed as well as the possible problems that the programmer may face

while trying to adopt them to the GPU architecture and CUDA program-

ming model.

For the Neighbor List construction part two different approaches which

are the cell list approach and the brute force approach have been discussed

as well as the possible initial environments that they may behave more

efficient. We have said that the cell list approach is definitely more suit-

able for large scale simulations while for small scale simulation the brute

force approach is fairly enough and less burdening. In the Force Calcula-

tion step we investigated the forces in the literature that may be included

in the simulation which are bonded and non-bonded forces as well as their

subfamilies. We provided the approximate runtimes of different force cal-

culation steps as well as their contribution to the total force that they apply

to the molecules. At the time step integration part we introduced four pop-

ular algorithms that might be used for carrying out the simulation one step
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further and we inspected them deeply in terms of their precision and ef-

ficiency. In the next chapter, we are going to introduce our solution and

inspect these topics based on a technical perspective.



Chapter 4

IMPLEMENTATION

In this chapter, the technical details of our implementation as well as

the intuition behind this implementation will be explained progressively.

Basically, the implementation that we have consists of several modules in-

teracting with each other in order to create a complete simulation that may

run either on CPU or GPU or on both of them concurrently. It can be said

that the simulation algorithms of CPU and GPU are mostly the same as

well as the programming logic that has been followed .The algorithmic rep-

resentations of each step are exactly the same both in CPU and GPU imple-

mentations and the only difference between their organizations are certain

optimization strategies that were adopted to have an efficient execution

on the underlying architecture. Although they contain a certain amount of

difference, the average complexities as well as the computational require-

ments of two different implementations are expected to be quite similar.

In the first part of this chapter, the technical details about the CUDA

implementation part will be provided to the reader under 4 different sub-

sections. The CPU implementation is exactly the same in terms of program-

ming logic and algorithmic structure and because of this reason we are not

going to provide a separate explanation for the CPU implementation. In

addition to that, molecular dynamic simulations on the CPU architectures

59
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are being implemented and investigated for decades and a curious reader

may easily find various documentations about the related topic [8]. The 4

different subsections are more or less the same subchapters that we have

indicated in the previous chapter and their main titles will be: Simulation

Configuration, Neighbor List Construction, Molecular Force Calculation

and Time-Step Integration. The only difference is that, the subsection of

Data Set Generation/Read will be encapsulated under the chapter of Con-

figurations that will generally explain the measures that should be taken to

organize the structure of the application in order to have an efficient molec-

ular simulation in our context.

The second part of the chapter will introduce our new method of molec-

ular plane division that is in most simple terms a technique, which we are

going to introduce to be able to divide the molecular data among different

computational units. Using this technique and its possible more advanced

variations that may be implemented, the simulator can considerably re-

duce the total execution time of the molecular simulations by introducing

data parallelism. As well as a brief technical explanation, Second part will

focus more on theoretical and mathematical foundations of the planar di-

vision technique. It is important to remember that the molecular division

technique that we are going to introduce can be used to divide data among

any number of computational units. Although after some point it might

became less effective, such a data parallelism that might be introduced to a

molecular simulation can highly increase the effectiveness and usability of

the application.

We are going to provide diagrams and schemas to give reader a bet-

ter understanding about the context and further algorithmic explanations

will be provided based on these diagrams. At the end of the chapter, we

are aiming to provide a total unified view of how a molecular dynamic

simulation should be carried out on GPU architectures. In addition to that,
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we are aiming to move molecular dynamic simulations one step further

by providing a general framework for dividing the molecular data among

various computational units, which will further decrease the total execu-

tion time. Such an improvement in the efficiency will let the simulators to

simulate more detailed simulations with higher number of molecules that

will further increase the usability of molecular dynamic simulations.

4.1 Technical Overview of Cuda Implementation

In this section, the details of the GPU implementation of the molecu-

lar dynamic simulation will be provided to the reader. Although the CPU

implementation is not explained, it can be said that the general program-

ming logic that has been followed is quite similar to the GPU. Generally

speaking, the only differences between two implementations are the parts

in which some certain performance techniques are applied to the related

architecture. With respect to that, it can be said that the GPU implemen-

tation can again be an example for the CPU architectures since the logical

order of the tasks that should be accomplished are 100% same for any type

of molecular dynamic simulation.

4.1.1 Configuration

Configuration is the part in which the program is initializing, organiz-

ing and preparing various different variables and memory locations that

will later be used to carry out an efficient molecular dynamic simulation

on GPU architecture. Some of the configuration variables that will later be

described are obligatory for any type of molecular dynamic simulations

while some others are specifically used for increasing the efficiency of the

program execution. The configuration part of our implementation can be

classified under four different subsections which are responsible for orga-
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nizing four different tasks that are quite important for the rest of the simu-

lation. Surely, rather than the arrangements that will be explained in these

sections, there exist many other variables and data structures that will be

used to carry out the execution. The program entities that will be explained

precisely in the section are the ones that are highly important to understand

the rest of the program execution.

Figure 4.1: CONFIGURATIONS PART PROGRAM FLOW

As the first stage of the configuration, the memory locations which will

be used to store our molecular data in different computational units are

organized. The organizations of data structures are highly important in our

context of hybrid execution and although the data may not be divided after

the plane examination, they should be initialized at the beginning of the

simulation. Below there is a list of highly critical memory locations with a

brief introduction about how they should be used and organized.

* HOST DATA (HD): Memory space that should be allocated to store

the molecular data in the CPU after they are created by the random
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number generator or read. The total space requirement for holding

the whole molecular data is precisely the number of molecules multi-

plied by the number of molecular properties that will be kept for each

of the molecules in the simulation.

* DIVIDED HOST DATA (DHD): This memory space is required to store

the data which will be executed on the CPU after a possible molecu-

lar data division is occurred. The space requirements are exactly the

same with the Host Data except the molecular count is limited with

the ones that will be processed on the CPU rather than the whole

molecular count of the simulation.

* DIVIDED DEVICE DATA (DDD): This memory space that is the exact

opposite of the DHD memory which holds the molecules that will be

processed in the CPU. Memory location will contain the molecular

data that will be executed in the GPU if the molecular plane division

is occurred. The space requirement of this memory location can again

be calculated using a similar perspective.

* DEVICE RESULT DATA (DRD): This is the memory space that should

be allocated in order to store the returned results from GPU exe-

cution. Architecturally, the CUDA constraints users to use different

memory locations for the input and the output of the device. Because

of that, another memory location DRD should be allocated in order

to be able to investigate simulation results. The space requirements

of DRD are exactly the same with the DDD memory since they are

basically the same molecules.

* HOST NEIGHBOR LIST MATRIX (HNLM): As it has mentioned before,

the whole neighbor list matrix is responsible for storing the neighbors

of each molecule in the molecular plane. This may possibly create a

requirement for O (N2) integer space that are going to be the indexes
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of neighbor molecules which will be our memory requirement in the

worst case

* DEVICE RESULT NEIGHBOR LIST MATRIX (DRNLM): This memory

space is optional and it is used to investigate the ultimate neighbor list

after the simulation is totally executed. Neighbor List is not necessary

after the simulation is finished but it may be profitable to transfer it

from GPU to CPU and investigate some certain statistical information

about the simulation. The space requirements are again exactly the

same with the ordinary neighbor list.

The primary task that has to be completed before moving further in the

execution is to create the molecular data that is going to be processed. As

it has been mentioned before, the data that will be used can either be ran-

domly generated or read from a specific file with a specific format. Gener-

ally, most of the molecular dynamic simulations with a purpose to satisfy

a specific scientific objective, read the molecular data from a previously

prepared file since such objectives can only be achieved if the necessary

specific molecular conformation which has to be investigated is provided

to the simulation. Since our objectives are highly computational, we used

a simple random generator which generates the required molecular prop-

erties which are basically its coordinates in the coordinate axis. The rest of

the molecular data that is required to carry out the execution such as the

acceleration, velocity, number of neighbors are all zero at the beginning of

the execution so there is no need to generate them using a random num-

ber generator. The distribution of the molecules over the molecular plane

was again perfectly randomized so for huge numbers we can say that our

molecular population will be quite similar to a uniform distribution. The

molecular data that is uniformly distributed should be carefully inserted to

the HD memory location according to the principles that will be described

as the next stage of the configuration namely: Organizing Molecular Data.
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The most important part in the configuration phase is to provide an

efficient organization of the molecular data. As it has been previously men-

tioned, in CUDA memory model, memory optimizations and precisely the

access patterns that will be introduced into the GPU architecture hold the

utmost importance in order to have an efficient application on commod-

ity GPUs. There are two mainstream data structures that are organized as

matrixes which are Molecular Data Matrix (MDM) and Neighbor List Ma-

trix (NLM). MDM is the matrix that stores the molecular data properties

such as the coordinates, accelerations and velocities in every axis as well

as the neighbor counts of the related molecules. NLM is a larger matrix

which might possible store O (N2) values that represent the neighbors for

each of the molecules in the molecular plane. In order to have an efficient

access pattern for the CUDA memory architecture, in both of the matrixes

the data is organized in columnwise fashion in order to achieve total coa-

lesced access as much as possible. By providing such an organization to the

data structures, we are aiming to let threads reach these memory locations

in a totally coalesced manner, which will greatly increase the efficiency of

the execution on the GPU architecture.

As it can be seen from the Figure 4.2, the molecular data inside the

MDM matrix is organized in a columnwise fashion. In other words, a col-

umn in the NDM matrix has been reserved for every molecule that has been

generated for the simulation and their related properties. For example, the

x-coordinate of the first molecule that is generated has the upper leftmost

cell in the matrix while its other coordinates, acceleration , velocities and

neighbor count can be found in the same column with the order specified.

With this arrangement for example in the force calculation step, when the

first half warp of threads try to get information about the x-coordinate of the

molecules they are responsible for, they will reach the first 16 cells in the

MDM matrix and the access will be totally coalesced.
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Figure 4.2: MOLECULAR DATA MATRIX

The same principle applies for the NLM and the half warp of threads

that will try to read the neighbors of the molecules that they are responsi-

ble for, will reach to the arbitrary locations in the matrix and this will result

in total coalesced access. Unfortunately, the NLM is not as organized as the

MDM so the after some point, because of the highly varying neighbor num-

bers for molecules, the access will became more and more disordered. As

it has been discussed before, there exists no solution to this problem unless

the programmer limits the number of neighbors that a molecule may have.

We may assume that the number of neighbors of each molecule in huge

molecular plane will be approximately similar and the disordered access to

the memory will only continue for a short period of time when the overall

execution time of the molecular simulation is considered. After the molecu-

lar data is generated and carefully inserted into the memory locations that

have been allocated previously, the program starts to initialize more spe-

cific variables that will be used specifically on certain tasks. For example,

the dimensional count variables will be quite important for the simulation

when the plane optimization module starts execution. Dimensional molec-
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ular counts can either be organized as separate variables or arrays and their

main task is to count number of molecules for each separate location in the

molecular dimensions.

Figure 4.3: NEIGHBOR LIST MATRIX

In our implementation, for each of the three dimensions a counter is ini-

tialized to iterate through coordinate axises with a iteration equal to 0.1. For

example, for the x-axis a variable is initialized for counting the number of

molecules between x = 0.0 , x = 0.1 as well as another variable is initialized

for molecules between x = 0.1, x = 0.2. So at the end, when the whole step

is concluded, the program will have a complete list of molecular counts for

each dimension. The distance that will be used in this separation is fairly

important since it is quite related to the preciseness of the simulation. How

and when it is going to be used will be explained when we introduce our

planar division method but it can be said that again at this point the simula-

tor should find a balance between the precision and the overhead that this

precision will cost to the simulation. This recording can be easily organized

during the random number generation phase and the efficiency might be

increased by doing so.
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To sum up, in the configuration phase the simulation prepares the highly

critical structures that will later be required to carry out an efficient execu-

tion. As it has been mentioned before, there are various other structures

and variables that are used during the course of the simulation but these

four phases are quite crucial for our context of molecular dynamic simu-

lations. Especially, the memory organization is specifically important for

any type of CUDA application and the memory should be allocated con-

sidering the constraints that the underlying architecture imposes. After the

variables and structures are configured, the simulation proceeds by filling

the neighbor list for the first time using the data that have been randomly

generated.

4.1.2 Neighbor List Construction/Update

Neighbor List Update is by far the most important and most time con-

suming part of any molecular dynamic simulation. Its optimization and ef-

fectiveness is crucial for providing an efficient molecular dynamic simula-

tion running on any type of architecture. Especially in the context of CUDA,

since the neighbor list update imposes many difficult access patterns that

are hard to overcome in GPU architecture, every piece of optimization is

necessary and the whole course of the simulation is dependent on these

optimizations. As well as being difficult to manage in the GPU architec-

ture, the worst case computational complexity of the Neighbor List Update

is O(N2) and it is the bottleneck of the whole simulation when other parts

are considered. That is why the Neighbor List Construction part should

have the utmost importance in the design and implementation processes

of the application.

Because of the reasons that have been previously discussed, to decrease

the effects of the memory access requirements that will be introduced, the

implementer should always consider ways to use shared memory which is
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a memory that supports scatter access with fairly huge data transfer band-

width. The technique that is used in our implementation is called Sliding

Window technique which is quite similar to the concept of a sliding window

in the network congestion avoidance model. Basically, the data is loaded to

the shared memory part by part and after it is processed by all the CUDA

threads that are active in the simulation, another data piece is loaded until

all the data have been processed. As it can also be seen from the step dia-

gram of Neighbor List Construction phase, every type of processing starts

just after the data is loaded to the shared memory.

Figure 4.4: NEIGHBOR LIST CONSTRUCTION ALGORITHMIC FLOW

Another great property of shared memory is its ability to broadcast cer-

tain data when all of the threads are trying to reach it at the same time.

In the constant memory or global memory when all threads inside a half-

warp try to reach the same memory location, the memory handles the huge
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demand by introducing 16 different transactions of 64b for each 16 threads

that are inside the half-warp. The shared memory, on the other hand, pro-

vides a broadcast transaction that every thread in the same half warp can

accept under certain circumstances. Considering the fact that, inside a tra-

ditional loop mechanism first every active thread will try to access first

molecule and then the second and then the third with respect to the loop

counter, it is highly expectable that such a situation will occur quite fre-

quently. In these circumstances, shared memory is not an option but a re-

quirement to have an efficient construction and update mechanism for the

neighbor list.

After a data chunk is loaded to the shared memory from the global

memory, active threads one by one start to process simulation molecules in

order to control whether they are neighbors with the molecule that they are

responsible for. The calculation is based on an Euclidian distance proximity

calculation and as it has been indicated before. The molecules that are close

to the related molecule with respect to distance cutoff approach, are added

to the neighbor list of that molecule. NLM is organized columnwise and it

can be said that for every molecule, its individual neighbor list is the col-

umn under the index of the matrix that the molecule is assigned for. At this

point, it is highly important to decide, how the NLM will be organized, be-

cause the access patterns that will later be introduced by the active threads

can be complicated. Since each molecule in the molecular plane might have

different neighbor counts, the density of the NLM will be quite varying and

sparse when it is compared to the MDM. In the further phases of the sim-

ulation, every thread will need to investigate different lengths of neighbor

lists for each molecule which will after certain number of iterations create

divergent warps as well as wasted memory accesses to the empty locations

in the memory.

There are some attempts to overcome this problem by limiting the num-
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ber of neighbors that each molecule might have. Such attempts are further

introducing overheads as well as decreasing the precision of the simula-

tion. Such organization may be helpful when the molecular plane is highly

disorganized, in other words the molecules are not distributed uniformly

on the molecular plane. In such cases, since it is more likely that molecules

will have highly varying number of neighbors, providing a certain thresh-

old for neighbor counts may offer benefits. In our case which the data is dis-

tributed uniformly on the molecular plane divergence between the neigh-

bor counts can be practically neglected. In our benchmarks, we observed

that the divergence is only 4-5% in the worst cases in which the wasted

iterations turned out to be negligible when the total complexity of the sim-

ulation is considered.

At the third stage of the Neighbor List Update phase, the important de-

cision that has to be made is the insertion pattern of neighbor molecules

to the neighbor list. To have a full coalesced access, all the NLM should be

filled either with null or valid values for threads to continue execution as

long as there are fields to be investigated in the matrix. In other words, if

the molecule with the index 2 is not a neighbor of the related molecule, the

second field in the column should be filled with a null value while a neigh-

bor molecule with index 3 can be represented as a valid field in the third

address in the column of the molecule. Such an approach is only suitable

for small molecular planes since it imposes to the system huge amount of

wasted null value processing as well as additional space requirements. Al-

though the ordered transactions in the further phases will produce compu-

tational benefits to the system, in crowded molecular planes the null com-

putations will begin to cause more damage than the advantage that ordered

access will provide. In our implementation the molecules are inserted one

by one to the adjacent fields in the related column and no null values are

used. In our benchmarks, we definitely observed that with such approach
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the calculation has proceeded much faster when it is compared to the other

approach.

After any particular data chunk is loaded to shared memory and totally

processed by the active threads, the simulation needs a point of synchro-

nization. Since a new chunk of data is going to be loaded to the shared

memory from the global memory, every active thread should finish its tasks

over the previous memory piece. Since the new data chunk is waiting to get

loaded, the previous chunk should be cleaned from the shared memory. If

the shared memory is large enough to store several data chunks, than the

synchronization might be avoided. Another synchronization point that is

necessarily added to the program s is the synchronization point after the

new data chunk is loaded. Since we want the whole data chunk to be avail-

able to all active threads and since the threads are again the same ones who

are loading the data to the shared memory, the loading process should be

totally concluded before processing starts. Ignoring this synchronization

step may create further complications to the simulation since it could hap-

pen that one thread will finish its loading process and will require a new

data from shared memory which is not loaded yet. These two synchroniza-

tion points can be seen as consecutive and because of that the overhead that

will be introduced to the simulation will be less severe.

After all the data chunks are investigated, the algorithm for NLM con-

struction terminates. Before terminating, the algorithm inserts the updated

neighbor list counts to the MDMs related field for further use of in the force

calculation phase of the simulation. Following this final arrangement, the

NLM update algorithm terminates and the program continues its execution

by calculating forces on the molecules with the updated NLM. As it has

been mentioned before the Neighbor List update phase is a crucial phase

for the general performance of the simulation and although it is carried out

only once in each ten steps, it still constitutes a bottleneck to the simulation
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with its disordered nature and complexity. In order to provide an efficient

NLM update step, the implementer should always consider carefully struc-

turing the data according to the application context and use shared mem-

ory as much as possible to avoid performance loss from scatter accesses

and multiple accesses to same memory location on global memory.

4.1.3 Molecular Force Calculation

The Molecular Force Calculation step is the step in which the threads

of the application calculate net forces acting over the molecules inside the

molecular plane. The inherent nature of force calculation step is highly

adoptable to the GPU architecture since the force calculation for each of

the molecules can be processed independently than others. In other words,

the application context lets the simulator to have a parallel calculation of

net force that is acting on each individual molecule. To harness this oppor-

tunity, such as in the previous phase, every active thread is assigned to a

single molecule and these threads calculate the total force that are acting

on the molecule that they are responsible for. This net force calculation is

basically about investigating every molecule in the neighbor list of the re-

lated molecule and calculating the forces that they impose to the molecule

in each of the three dimensions.

In the first step of the force calculation phase, all active threads inside

the simulation transfer the molecular properties of the molecule that they

are responsible for to register memory. The part that is transferred to the

register memory is the coordinates of the molecules and the other molec-

ular properties such as velocities and accelerations are left at the global

memory since they are not going to be used at the force calculation step.

The molecular coordinates are going to be used frequently and accessing

them from the global memory might have decreased the efficiency of the

simulation considerably.
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As it has been mentioned, every active thread runs over every molecule

in the related part of the neighbor list and calculates the forces that they

impose to the molecule that they are responsible for. The memory access

patterns that might be observed at this level can be splitted into two and

one of them is totally coalesced while the other is scattered. In the first

level every thread of a half warp accesses to the consecutive locations of

the NLM to read the neighbors of the molecule that they are responsible

for. Since the threads in a half warp are perfectly aligned as well as the

NLM, we can be sure that the access will be totally coalesced. For example,

the thread that is responsible for the first molecule will be the first thread

in the CUDA programming model and this thread is going to reach the

first column of the NLM matrix since that column is reserved only for the

neighbors of the first molecule. With the same perspective, we can be sure

that the second thread will reach to the second column of the NLM matrix

and so on. That is why, when half-warps of thread access the NLM, the

fields that they want to reach will be consecutive and the access will be

totally coalesced.

Unfortunately, when the threads access to the related locations of the

NLM to look for neighors, the index values that they are going to find there

will be highly varying and disordered. In other words, any 16 molecules

that are represented as a half warp of threads may have totally different

neighbors and estimating what these neighbors will be and arranging the

data structures according to that estimations is not possible. Especially when

the dynamic nature of the molecular plane is considered, modifying and re-

formulating the architectures of the data structures at every step is highly

infeasible. Avoiding such a disordered access and making such assump-

tions are quite infeasible but we can make an assumption about the cache

of the global memory which will introduce advantages to the memory ac-

cess.
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Figure 4.5: MOLECULAR FORCE CALCULATION ALGORITHMIC FLOW

When the neighbor list is being constructed, the molecules are inserted

to the related columns starting from the molecule with the first index to

the last. Since this is the order that is followed for all the molecules in the

molecular plane we can expect more or less similar values in the first row

of the NLM as well as in the second and the third one. In other words, for

every molecule we can argue that their first, second and third neighbors

that are listed in their neighbor list are in a range that we can expect to

be more or less the same. For example, it is highly unlikely that the first
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neighbor of the first molecule is the fourth molecule and the first neighbor

of the second molecule is the 1000th molecule. Since they are investigated

in the same order while the neighbor list is constructed we can estimate

that approximately similar values will be demanded from every thread at

each rowwise investigation in the NLM. Regarding to that assumption, we

can expect that the global memory cache is going to contain the values that

will be demanded by the threads. Since the molecules in the first half-warps

will load these values from the global memory with scatter access, the rest

of the threads will easily find these values in the global memory cache and

no scatter access to the global memory will be required. In our benchmarks,

we figured out that the execution of force calculation step is more efficient

than we expected and it can be said that the global memory cache and the

molecular indexing structure is the reason for that.

After the molecular coordinates are loaded to the register memory, the

algorithm enters to some nested loops in order to investigate the molecules

in the neighbor list. For every one of the neighbors, first it is accessed and

then later its proximity with the molecule that the thread is responsible

for is calculated. If the proximity value is inside the cutoff distance, than

the Van Der Waals forces are calculated according to the formula which is

described in Chapter 3. Different variations of the Van Der Waals formula

might be used to make a tradeoff between the precision and the computa-

tional necessities according to the domain context. After the investigation

of each molecule, the force that it imposes to the molecule in each dimen-

sion is added to the variables that are responsible for storing the net force

active on molecules. When all the neighbors are inspected, the net force

over the molecule is converted to the acceleration again for each dimen-

sion. This conversion from force to acceleration can also be initialized in

the time step integration phase, but doing so would require storing some

additional variables which could lead to an unnecessary waste of resources.
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After the accelerations are calculated, the Time-Step Integration phase

is initialized to calculate the updated velocities and coordinates. Time-Step

Integration will be investigated more deeply in the next section so for now

it is enough to remember that the integration phase updates the molecular

velocities and molecular coordinates of the molecules inside the molecular

plane. After the Time-Step Integration finishes, we can say that another

step in the simulation is completed in which the molecules are iterated one

time step further in the simulation environment. At that point we need

to introduce synchronization to the active threads since we do not want

them to pass to the next force calculation step while possibly the others

are still working on their neighbors and their force calculations. Since the

neighbor numbers may vary between different molecules, it is likely that

some threads will conclude their tasks later than some others.

Another important reason for introducing synchronization at that point

for all threads is to perform possible updates in the NLM. As it has been

mentioned before, the NLM is updated only once in each ten force calcu-

lation steps so the step number of the current step should be checked to

see whether the necessity for an update has aroused. If such a necessity ex-

ists, then all the threads should start working on the neighbor list matrix

concurrently to avoid possible inconsistency conflicts which may rise from

a lacking thread which is still calculating the forces for all its neighbors.

Preferably, Neighbor list is only updated if it is found to be necessary ac-

cording to the techniques which have been described in the previous chap-

ter. The important point is, if the neighbor list is updated after the forces

are calculated, another synchronization point should be introduced. If the

neighbor lists are not updated then this synchronization is unnecessary and

the execution can directly pass to the next force calculation phase.
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4.1.4 Time Step Integration

Time-Step Integration is by far the most easiest and adoptable step of

a molecular dynamic simulation to the GPU architecture. The implemen-

tation details are highly dependent on the integration algorithm that is

planned to be used, but generally the memory access patterns that should

be used are quite appropriate for a traditional GPU architecture. Such as the

previous steps, every active thread is assigned to a one single molecule in

which the new conformation as well as the molecular velocities and accel-

erations are computed concurrently. Integration algorithms, such as Leap-

Frog and Verlet Algorithm are a more complex and difficult to implement

but the Velocity Verlet method which is proved to be nearly as much pre-

cise as the Verlet Algorithm is considerably easy to use. In our case, we

used the Velocity Verlet integration since it provides the best tradeoff bal-

ance between precision and efficiency.

In the Velocity Verlet algorithm according to the formula that has been

specified at the third chapter, the new coordinates of the molecules in the

molecular plane are calculated to conclude simulation step. The single most

important point in the Velocity Verlet implementation is the fact that the

updated coordinates are calculated before the updated velocities are calcu-

lated. In other words, each update of the molecular coordinates is based on

the velocities that have been calculated on the previous step of the simu-

lation. This may seem to provide some lack of precision and more tradi-

tional algorithms such as the Verlet Algorithm overcome such a problem

by dividing the step into two different segments. In the traditional Verlet

Algorithm before the force calculation starts, the molecular coordinates of

the molecules are updated with the velocities in the previous step but by

using only the half of the total step time that has been introduced to the

simulation. In other words, if the simulation uses a step time of 10ms, then

the first step of the integration will only consider the first 5ms of that step
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time to calculate the new molecular coordinates. After the force calculation

finishes, the Verlet Algorithm starts to compute the rest of the step time

with the acceleration and velocities that have been introduced in the force

calculation step.

As it has been mentioned before, every thread is assigned to a single

molecule to calculate its updated velocities and coordinates based on the

information that has been stored in the MDM. The formulae of calcula-

tion are basically based on the Euclidian distance measures as well as the

Newton’s Law of traditional particle physics are discussed in the previous

chapter. The access to the memory is perfectly aligned and every access to

the MDM will be totally coalesced with the other threads in the same half

warp. In addition to that, since there are not any conditional branches in-

side the algorithm body, the thread divergence is zero and under normal

conditions we can expect that simulation will harness the whole capacity

of the GPU in this step. More detailed results about the execution times of

different parts of algorithms will be presented in the experimental results

chapter but for now we can say that when Time-Step Integration part is

compared with the other parts of the simulation, it is highly insignificant in

terms of computational needs and more precise algorithms rather than the

Velocity Verlet might be used if the application context demands it. In other

words, the effects of the Time-Step Integration part is actually so small that

some loss of effectiveness can be tolerated in return for a more detailed and

precise simulation in case it is necessary.

4.2 Technical Description of Planar Division Technique

The molecular plane is the virtual plane that we are creating in the sim-

ulation that holds all the virtual molecules that we want to simulate. Theo-

retically, all the molecules inside the molecular plane are affected by every
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other molecule inside the molecular plane. Although each molecule is af-

fected by every other molecule, the force that two distant molecules apply

on each other is quite small and in most of the cases it is negligible. Be-

cause of this negligible force that distant molecules are applying on each

other, every type of molecular dynamic simulation introduces a maximum

distance at which the interactions between two molecules are going to be

calculated. This distance is called the cutoff distance, and it basically de-

creases the computational necessities of the simulation by decreasing the

number of molecules that each molecule needs to investigate in order to

find out the net force applied on it. In other words, only the molecules that

are close enough to the molecule of interest are considered while determin-

ing the new acceleration of the molecule.

The Cutoff Distance is a quite important tool for every molecular dy-

namics simulation that fairly decreases the overall complexity. When it is

first considered, it can be said that it is introducing certain amount of sub-

optimality to each molecule because of the fact that it avoids the force calcu-

lation of distant molecules. Although it seems as simple as that, the amount

of suboptimality that it introduces is much higher and this problem arises

from the highly connected nature of molecular dynamic simulations. In the

cutoff distance optimization, since the force on each of the molecules are

suboptimally calculated, the molecules will not be in the proper places that

they should be in a full O(N2) simulation. Unfortunately, this is not the

whole suboptimality that is being introduced by cutoff distance since every

molecule that is in the wrong place will affect the other molecules around

itself while the molecules around that molecule will affect the other ones

around themselves. Figure 4.6 represents a native division of the molecular

plane without any further complications are introduced.
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Figure 4.6: NATIVE PLANAR DIVISION

This affection, which can be thought as a chain reaction, is inevitable

in any type of molecular dynamic simulation. In the most abstract sense,

even changing the place of one single molecule will completely change the

conformation of the molecular plane that may hold millions of molecules.

In that sense, the reader may think that it is impossible to divide the molec-

ular plane since it will create two disconnected graphs rather than a single

connected one. Such a division will destroy some certain possibilities of in-

teractions among molecules that will totally force simulation to converge to

a different optimum. Actually that is quite true and mathematically, it is im-

possible to divide the molecular plane (or even remove a single molecule

from the system) and to execute an optimal simulation. At this point, if
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one wants to divide the molecular plane, certain amount of suboptimality

should be introduced to the system, no matter how successful the simu-

lation technique is. Because of this, the technique that will be introduced

should propose to the system only a acceptable amount of suboptimality

while dividing the molecular plane of the simulation.

As it has been mentioned, the technique should introduce as high preci-

sion as it can to the simulation although it will change the optimal results.

If one neglects the fact that the whole molecular conformation will change

even if one molecules position in the molecular plane changes, than as a

softened up requirement we can think that only the molecules inside the

cutoff distance of a certain molecule will be affected from the conforma-

tional changes of that molecule. Such a softened up requirement may pro-

vide us a point of view that will help us to construct our mechanism. The

key point is that if such a molecular simulation was possible, then we might

have divided the plane using a straight line and the only affected particles

would have been the ones that are closer to the line than the cutoff dis-

tance. In other words, in a two dimensional plane with dimensions 10 × 10

and a cutoff distance of 3 distance units, if the plane is divided from x = 4

(x 6 4 to one computational unit while x > 4 to one computational unit)

then only the molecules between 4 6 x 6 7 and 1 6 x 6 4 would have

been affected from this division and the other molecules will preserve their

ideal conformation as the optimum solution. Figure 4.7 indicates the possi-

ble suboptimal regions that might arouse from a possible division at point

x = 4 with Cutoff Distance being 3 units.

These suboptimal regions as well as the molecules that they contain

might have been the only miscalculated molecules inside the simulation

under those circumstances. In huge molecular planes these molecules might

have constituted only a small part of the total simulation plane and in that

case such a suboptimal conformation might have been accepted easily.
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Figure 4.7: PLANAR DIVISION WITH SUBOPTIMAL ZONES INTRODUCED

One additional optimization that can be made to this division might have

been a data division that will contain for both computational units their

own divided data as well as the suboptimal regions that the division line is

introducing. In other words rather than molecules inside the zone 1 6 x 6

4, whole molecules inside the zone 0 6 x 6 7 should be sent to the weaker

computational unit. In this way the molecules inside the zone 0 6 x 6 4

will preserve their optimal conformation if we accept that our previous as-

sumption is valid. It will be much easier to understand the situation when

Figure 4.8 is examined.

Although we accept the softened constraint that, only the molecules

inside the suboptimal zone are affected from the conformational change
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that has been caused by dividing the molecular plane from a certain point,

we still ignore the possibility of new molecules that may enter into this

zone during the simulation.

Figure 4.8: COMPUTATIONAL LOAD DIVISION WITH SUBOPTIMAL ZONES

In other words another zone around the suboptimal zone should also be

taken care of since the molecules in that zone may enter to the suboptimal

zone during the simulation and affect molecules that have been divided

strictly. This new zone, that we will call the precaution zone will contain the

elements that may enter to the suboptimal zone during the simulation, and

is quite important for the precision of the simulation. Since these elements

may enter to the suboptimal zone and affect the strictly divided molecules

that have been sent to the different execution units, they should be available
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to the execution unit in order to have a precise simulation of strictly divided

molecules. The representation of Precaution Zones for our sample division

at x = 4 can be observed in Figure 4.9.

Figure 4.9: MOLECULAR DIVISION ZONES WITH PRECAUTION ZONES

INTRODUCED

To sum up, under our softened assumption that only the molecules in-

side the suboptimal regions are affected from the linear division, we can say

that we managed to provide a division mechanism in which only the sub-

optimal regions are converging to a local minimum while other molecules

inside the simulation are again optimally calculated. Unfortunately, as it

has been discussed before, for reasons that arise from the highly connected

nature of molecular dynamic simulations it is impossible to provide such a



CHAPTER 4. IMPLEMENTATION 86

suboptimal solution and we have to accept some further suboptimal solu-

tions in whole molecular plane. No matter how hard we try to be precise

at some point, a different conformation of the molecular plane is inevitable

when it is compared to the simulation in which the whole data is stored in

a single execution unit. Although it is inevitable, we might still have some

techniques which can be utilized to provide a more optimal solution while

dividing the data.

As mentioned before even the conformational change of one molecule

will change the course of the whole simulation although we have intro-

duced a cutoff distance. This conformational change is basically caused by

a chain reaction like interaction among molecules between the different cut-

off distances. For example, even in a one dimensional simulation with the

cutoff distance being three units, the conformational change in a molecule

A at x = 4 will affect a molecule B with x = 7 while that change in molecule

B will cause changes in molecule C at x = 10 so and so forth. There exists a

critical point which has to be notified by the reader at that point. As it is in

every type of chain reaction, if in some point the chain is broken, the rest of

the reaction does not advance and molecules behave as no reaction exists

at all. In other words, if at some point there does not exist any molecules

inside the Cutoff Distance of a certain molecule whose conformation will

change, then the rest of the molecules will not be affected from the subop-

timality that this conformational change introduces.

For example, considering our example let’s assume that we removed

the molecule A, at x=4 from the molecular plane. Normally, every molecule

inside the zone 0 6 x 6 7 would have been affected from this change in the

first place, while the chain reaction will took this affection further to every

point in the molecular plane. Only if there does not exist any molecule in

this critical zone, the simulation can continue on its usual course. In other

words the molecule C at x = 10 will not be affected from this conforma-
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tional change if no molecule exists inside the coordinates 3 6 x 6 6 which

is the cutoff distance or suboptimal zone of the molecule A at x = 4. Accord-

ing to this point of view while dividing the plane, we have to find a special

conformation in which the molecular density around the division zone is

as low as possible. Finding a completely empty zone is difficult when the

general initial conformations of various molecular dynamic simulations are

considered. In that case our aim should be to find the suboptimal and pre-

caution zones which contain only a small, possibly negligible number of

molecules when the whole simulation environment is considered.

Another very important method that we can adapt to our technique is

to divide the molecular plane close to the borders. Dividing the plane from

a random coordinate introduce a two sided suboptimal zone and precau-

tion zone around the division point that will be harder to manage. Even

finding a suitable conformation for one suboptimal zone and a precaution

zone is a quite difficult task while finding two of these is practically close to

impossible. In other words, in the case with two suboptimal zones we will

need to find a division point which should satisfy our constraint of hav-

ing a sparsely populated critical zone for every side of the division. That is

why we have to cut the plane close to the borders of the molecular plane

to only introduce one single critical zone. As in our previous example di-

viding the molecular plane from x = 4 will introduce two suboptimal zone

at 4 6 x 6 7 and 1 6 x 6 4 and as a general practice of our technique we

should find infrequently populated regions for each of these suboptimal

zones. But considering the fact that, line x = 0 is the border of our molec-

ular plane and we are going to send the data between 7 6 x 6 1 to one

single execution unit, we do not have to find an optimal conformation for

that zone. Basically, since the molecules that will be affected from the lower

suboptimal zone will already be in the same execution unit and they will

converge to their optimal values, regardless from the number of molecules
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inside the suboptimal zone. Such an improvement will again cause us to

find only one precaution zone around the suboptimal zone while in the

other case we were going to find two precaution zones for each side of the

suboptimal regions. In Figure 4.10, a possible division close to the simula-

tion borders is represented.

Figure 4.10: CLOSE TO BORDER PLANAR DIVISION

To conclude the discussion about how we are going to divide the molec-

ular plane, it can be said that we will stay close to the borders while divid-

ing the molecular plane and the suboptimal zone that will be introduced by

the division should have a conformation which contains the smallest pos-

sible number of molecules in order the preserve optimality in the different

parts of the molecular plane. In addition to the suboptimal zone, we have
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to take care of a special zone around the suboptimal zone that is called the

precaution zone, which contains the molecules that may enter to the sub-

optimal zone to affect the strictly divided molecule during the course of the

molecular simulation. Preserving the optimal conformation of the molecu-

lar plane is mathematically impossible if one wants to divide the molecular

plane in one way or another. The only thing that a simulator may try to

achieve should be to introduce as little overhead as possible to the simula-

tion while being as precise as possible.

4.3 Implementation of Planar Division Technique

In this section, the implementation details of the planar division algo-

rithm implementation will be explained to the reader in order to provide a

framework for any future work that may be inspired from ours. The planar

division algorithm is basically an algorithm that tries to find appropriate

points over the molecular plane in which we can use to divide the plane

from that coordinates. The constraints that have to be satisfied by a suit-

able division point have been argued in the previous section and the last

important constraint will be described in the next paragraph. The planar

division algorithm mainly consists of five separate steps that are briefly de-

scribed in Figure 4.11. Throughout the section, these steps will be explained

briefly one by one to inform the reader about the algorithmic structure that

has to be followed for the division algorithm that we propose.

In a possible molecular plane division, the data may be divided among

two or more computational units which might have different computa-

tional capabilities. The important point is that, the data should be divided

among the computational units proportionally to their computational capa-

bilities. Unfortunately, since the computational complexity of a molecular

dynamic simulation is not linear, the workload division of the simulation is
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more complex than it seems at first sight. This non-linear complexity intro-

duces a non-linear proportion among the computational units, depending

on the number of molecules in the molecular plane. For example, in case

there exist two different execution units and one of them is two times faster

than the other one, in an algorithm with linear complexity, the data should

have been divided according to the proportion 1:2 while in algorithms with

higher complexities the proportion may vary.

Figure 4.11: ALGORITHMIC FLOW OF PLANAR DIVISON
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This load balancing arrangement is quite important for the efficiency of

the execution since the whole point of dividing the data is to logically di-

vide the computational work among the computational units with respect

to their computational capabilities. In the best case scenario, the simulator

might have two execution units that have the same capability and in that

case the division will be fairly simple and basically the optimal division

would be to divide the data into two equally sized parts. In other situa-

tions the division proportion will be a little harder to manage, and currently

in our implementation this proportion is manually given by the end-user.

The division proportion may be gathered by trial and error method or from

previous simulator experience which may be seen as a weak point of the di-

vision algorithm. Fortunately, there exist some patterns that might be used

to automate this process and they can be found in Chapter 6.

4.3.1 Search Optimal Division Point

Searching the optimal division points over the molecular plane is a

fairly easy job compared to searching to find suboptimal division points

that are going to be discussed in the forthcoming subsections. Optimal di-

vision point is the possible coordinates in the molecular plane in which the

division operation can be carried out efficiently and perfectly proportional

to the optimal division proportion. The optimal division proportion is the

proportion that has been manually specified by the user while an efficient

simulation stands for finding a suboptimal and precaution zone which con-

tains considerably small number of molecules with respect to the overall

distribution in the molecular plane. In other words if the optimal division

points, that have been induced by the Best Division Percentage parameter,

can be applied with a suboptimal and precaution zone that contains less el-

ements than the average of the overall molecular plane, than these coordi-

nates are used for dividing the molecular plane and the division operation
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is carried out with maximum precision that can be observed.

As it has been mentioned before, dividing the molecular plane based

on a division point which is close to simulation borders lets us to solve or-

ganizational complications that arouse from only one suboptimal zone and

precaution zone. For that, in our implementation we tried to fit the optimal

division points close to the borders of the dimensions of the simulation in

the first place. Since we are running a simulation from three dimensions

namely x, y and z, we have three different dimensional opportunities that

we can harvest to organize an efficient execution. All these three dimen-

sions can be seen as a line with borders when they are examined individ-

ually and there exist two different points that we can divide such a line if

we want to be close to the borders. In a cubic molecular plane with three

dimensions, it can be said that for each of the three dimensions, we have

two division points that can be used to divide the molecular plane which

makes six possibilities that have to be investigated in order to find the best

optimal division point.

In order to find which one is the best among these possible division

points, the algorithm examines these positions one by one and counts the

number of molecules that their critical regions contain. As it has been said

before, critical zones that contain less molecules are more useful in terms

of our precision requirements. After all the optimal division points for the

molecular plane and their critical regions are calculated, the algorithm re-

turns the best critical zone statistics to the evaluation function which will

decide whether the coordinates will be used or not. For example in a two

dimensional molecular plane with y-border is equal to 9 and x-border is

equal to 9, an optimal proportion of 1:2 can be satisfied with x = 3 and

x = 6 in x-dimension as well as y = 3 and y = 6 in y-dimensions. Assum-

ing that the critical zone of x = 3 is 3 6 x 6 7 contains fewer number of

molecules than the other critical zones, the algorithm returns the division
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coordinates (3, 0), the percentage of the total molecules inside the critical

zone to the total molecules of the simulation and the axis that should be

divided (x-axis) to the evaluation function.

4.3.2 Evaluate Optimal Division Point

Evaluation function of the optimal division points is a fairly simple

function that compares the percentage of molecules in the critical section

of the division point with the predefined threshold. The predefined thresh-

old that should be passed to the program as a parameter either manually

or automatically is a number smaller than 1, that should specify the high-

est percentage of molecules that we can tolerate in the critical zone of the

division. This value can either be introduced manually or it can directly be

calculated using a proportion that compares the total number of molecules

inside the whole simulation and the number of molecules inside the crit-

ical zone. For example, considering a critical zone that spans 10% of the

total molecular plane should have less than 10% percent of total molecules

inside the simulation in order to be a significantly less dense populated

area. For example in such an environment, 8% might be a good choice for

deducing whether a division point will be selected or not.

If the division point is found to be useful, the functions direct the pro-

gram to the final evaluation part and physical data division is carried out

according to the coordinates that have been decided. If the best optimal di-

vision point is not profitable the program passes to the next part in which

less optimal solutions will be examined in order to find a suitable division

point for the execution.

4.3.3 Search Suboptimal Division Point

Searching for a suboptimal solution in our molecular plane is algorith-

mically quite more complex than searching for an optimal solution. The
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suboptimal solutions in our context are the division points which are not

perfectly aligned with the optimal division proportion that has been in-

troduced to the program. Theoretically, the coordinate searches for these

suboptimal points are carried out by investigating the close proximities of

optimal division points in terms of number of molecules that they contain.

Although theoretically the investigation can be processed at two different

directions in the same axis, simulations with execution units which have

different computational capabilities, the search should be carried out in the

favor of the weak executor.

Since the weak executor has more modest computing capabilities, intro-

ducing more overhead to it, especially with algorithms that have non-linear

complexities, causes a growth in the gap between the execution times of

different processing units. In other words, while expecting that both the

weaker and the stronger execution units will finish their execution more or

less at the same time, when more overhead is introduced to the weak one,

the weak one will lack behind more than we can acquiesce. If the overhead

is introduced to the stronger execution unit, because of the fact that it is

stronger, it can compensate the overhead better than the weaker one. Be-

cause of this fact, in our implementation we directed our search towards

the solution which will forward more molecules to the stronger execution

units, rather than the opposite direction which may ruin the balance of ex-

ecution times between different execution units.

Another important constraint that has to be notified about the subopti-

mal point search is the closeness of the suboptimal solution to the optimal

solutions that has been investigated in the first stage of the algorithm. Al-

ternatively, it can be said that our suboptimal solution should be close to the

optimal division point since in that point, execution times of our computing

resources are theoretically same. Simply, we want our new solution to be

able to preserve the balance between the execution times of computational



CHAPTER 4. IMPLEMENTATION 95

units for a certain degree. This issue will be addressed in the evaluation

part of the new solution and the function that is responsible for searching

the molecular plane only cares about finding these suboptimal solutions

in terms of molecular count of the critical regions since it is has a higher

priority than our constraint of closeness. After the suboptimal solutions in

all dimensions are investigated, the related functions of the algorithm, di-

rects the parameters of best solutions for each dimension to the evaluation

function to deduce whether one of them will be selected or not.

Figure 4.12: SUBOPTIMAL DIVISION POINT SEARCH

4.3.4 Evaluate Suboptimal Division Point

As it has been mentioned, the primary concern while evaluating a sub-

optimal solution is its level of proximity with the optimal solution and the

fact that the eligibility of a closer solution should be higher when it is com-

pared to a distant one. The scoring function that will decide whether the

solution will be selected or not, should be based on two parameters which

are: the number of molecules inside its critical zone and its proximity to the
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optimal solution.

The scoring function should again consider the balance between the

computational powers of the resources since a very limited weak compu-

tational unit may only compensate a small amount of data while a slightly

stronger one may compensate more. Actually formulating an optimal scor-

ing function is a highly complicated task and it is again highly dependent

on the application environment. For our implementation we used a simple

scoring function that only considers the first two parameters that have been

mentioned while ignoring the last one with the computational capabilities

of devices. Basically the score of a suboptimal solution is determined by the

formula;

(CriticalZoneMoleculesTotalMolecules )× (1.0 +DistanceFromOptimalSolution)

This formula, that summarizes our expectations from an efficient sub-

optimal division, basically provides a proportional arrangement between

the proximity and the number of molecules inside the critical zone is fur-

ther compared with our predefined threshold of acceptance. As it can be

understood from the formula, if the distance between the optimal and the

suboptimal solution is large, than it is less likely that the total score will

be smaller than the threshold and get accepted. In other words, if the sub-

optimal solution is closed to the optimal one, than it is more likely that it

will be selected in the evaluation phase. In the end, different suboptimal

solutions for different dimensions are compared to each other according to

the above organization. If any of the suboptimal solutions are found to be

optimal than the algorithm proceeds to the next stage in which the data

is divided to different memory locations which will be used by different

execution units. If none of the suboptimal solutions are found out to be ap-

propriate, then the algorithm returns a null value and the normal execution

environment with single execution unit starts to get configured.



CHAPTER 4. IMPLEMENTATION 97

4.3.5 Final Evaluation and Data Division

Final evaluation is a fairly simple phase in which the optimal or the

suboptimal solution that has been provided by the preceding steps of the

algorithm are being checked and the data is divided to different memory

locations according to the result of this final check. If no satisfactory results

are provided by the preceding steps of the algorithm, then the final evalu-

ation part as well as the data division part is skipped and the simulation

continues without any planar division. If, either an optimal or a subop-

timal solution is found, the function that is responsible for dividing the

molecular plane is called. Basically, the function that divides the molecu-

lar plane produces two separate memory partitions from a single complete

one and each of them is sent to different execution units. These two parti-

tions simply containing molecules from the different sides of the division

coordinates in the molecular plane, are organized similarly to the previous

memory partition that they are formed from, in terms of memory alloca-

tion organization. After the data is completely divided into two different

memory partitions, the task that the planar division algorithm is responsi-

ble ends and the execution continues in two different execution branches.

4.4 Summary and Conclusion

During the implementation phase, we have provided a CPU implemen-

tation of traditional molecular dynamic simulation as well as a GPU ver-

sion. Although the algorithms that have been used in these two separate

parts are different for some point, the overall algorithmic structure and the

course of tasks that has been followed in each different implementation

are more or less 100% similar. The CPU implementation was not discussed

deeply in the documentation mainly because of these reasons and also the

information about CPU implementations is highly available on web as well
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as in academic records. Each of our implementations is basically formed

by four distinctive parts which are Configuration, Neighbor List Construc-

tion, Force Calculation and Time-Step Integration. We pointed out that the

Neighbor List Construction phase is the most important and challenging

part of the simulation specifically on GPU architectures. With its demand-

ing complexity requirements as well as the memory access pattern that it

introduces, we suggest that possible further improvements to the molecu-

lar dynamic simulations should focus on this part and any improvement

that might be achieved will significantly decrease the computational re-

quirements of a simulation.

To sum up the overall implementation, the first thing that should be

configured is the pattern of allocation that should be used to have efficient

memory accesses to the GPU memory. Specifically for the NLM, the simu-

lation also has to decide whether it will allow the null values to organize

full coalesced memory access. Because of the reasons that have been dis-

cussed, we highly recommend to use a dense matrix without null values

although that will introduce certain amount of scatter access to the mem-

ory. Another very important concept that has to be understood is the use

of shared memory in the neighbor list construction phase. The simulator

or the implementer of the simulation should always consider using shared

memory as much as possible. It has to be remembered that 48KB of shared

memory can be used as a second level L2 cache if the 16KB of shared mem-

ory is enough for the application domain.

In the force calculation phase, we considered only the Van Der Waals

interaction forces, while we neglected the electrostatic forces as well as

the torsion forces that might have been effective over the molecules in the

molecular plane. The structure of the force calculation step is fairly straight-

forward and rather than organizing the matrixes in a correct manner the

implementer has nothing more to do rather than expecting that the scatter
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accesses will be avoided by data being found in the global memory cache.

The shared memory cache that may serve as a second level storage for a

more efficient cache can be especially useful under this assumption. At the

end of the force calculation steps there has to be a synchronization point for

every active thread since a thread may complete the force calculation phase

much faster than others. Since the neighbor counts of molecules can vary

distinctively, especially in the highly disordered molecular planes, such a

barrier mechanism is a must and should not be forgotten. The implementa-

tion of the last part, namely the Time-Step Integration is fairly straightfor-

ward and the only critical point that the implementer should decide is the

Integration Algorithm that will be used. The structure of Time-Step Integra-

tion phase is perfectly suited for the GPU architecture and because of that

reason no decision should be made based on the memory access patterns

or shared memory.

Other than two different implementations for CPU and GPU, we pro-

vided a planar division mechanism that might further be used to improve

the efficiency of the simulation. With this technique the data may be di-

vided in to various different computational units and get processed indi-

vidually in parallel. As it has been mentioned, every single modification

to even one molecule in the molecular plane will lead to a suboptimal so-

lution rather than a optimal one and our main scope was to reduce this

suboptimality as much as possible. Basically, our technique finds suitable

division points in the molecular plane, based on the information about cut-

off distance, molecular densities as well as the power balance between the

computational units. It has to be remembered that, this technique can be

used optionally and if the algorithm could not find a suitable division point

then the normal execution with single computational unit continues. The

computational overhead of the planar division algorithm is practically ne-

glectable when the huge computational necessities of a complete molecular
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dynamic simulation are considered.

From this point of view, we can say that our technique can be used at

the beginning of every simulation and it will always provide an additional

value to the efficiency of the molecular dynamic simulation. If the simula-

tion has to be a very precise one, than the threshold of acceptance may be

set to a considerably low value. In this case the algorithm will accept only

the perfectly adaptable zones in the molecular plane and will deny the rest

of the division points. In every case, the end-user can benefit from our ap-

proach by at least trying to divide the molecular plane by introducing more

or less 0.1% of extra overhead to the simulation. The absolute power of our

technique can be unleashed if non-linear division possibilities are also con-

sidered. This topic which is going to be discussed in more detail at Chapter

6 is expected to provide great improvements to the technique and will sig-

nificantly increase the chances of finding an optimal division point in the

molecular plane.



Chapter 5

EXPERIMENTAL RESULTS

This chapter will describe our experimental results that we have gath-

ered from our implementation that has been described in the previous chap-

ter. Our benchmarks have been carried out using the Argon element which

can be seen as a traditional simulation molecule throughout the history of

molecular dynamics. In our tests, we have executed our simulation on a

single hybrid hardware configuration that consists of a single CPU and a

GPU. By utilizing tests of different magnitude, we are expecting to have

a more stable and reliable results in terms of speedups that might be ob-

served. In our first architectural combination, we used only a single core of

an Intel© CoreTM i5-480M 2.66GHz as the CPU and NVIDIA© GeForce©

GT 540M as the GPU. The GPU of the architecture can be seen as rela-

tively weak when the current models in the GPU market are considered.

Fortunately, the benchmark results that we are particularly interested are

about the proportion of speedups that will be achieved with the new Pla-

nar Division technique that has been introduced. In other words when the

native and optimized implementation are considered, the proportional re-

sults that we are going to get will be quite similar in every available GPU

architecture. More detailed information about the hardware configuration

as well as the Argon element can be found in the Appendix A. When this

101
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work was close to completion, NVIDIA© has introduced CUDA 4.0. Un-

fortunately, we were unable to use that version of the CUDA computing

platform and the version that we are using is CUDA 3.3.

For the hardware configuration, we are going to provide two different

comparisons based on our CUDA implementation. In the first comparison,

the CPU will be directly compared to the GPU implementation without

considering the planar division technique that we have introduced. The

next comparison will basically be about the effects of the planar division

technique over the total execution time of the simulation as well as the

overhead that it introduces to the application. In addition to that, a mea-

surement about the different parts of the application will be provided to

the reader before the above mentioned comparisons. Such a measurement

will be helpful to indicate critical parts of the program while serving as a

guide to the future researchers in understanding where the speedup effort

should be focused. It has to be notified that, although our results will be

highly dependent on our implementation, the reader can expect to have

similar distributions regarding to the proportions of simulation fragments

in every type of molecular dynamic simulation on GPUs.

5.1 Program Fragments Measurement

This section is going to present the measurement results that have been

obtained about the phases of the simulation. The results that have been

observed, will be displayed both in terms of execution time as well as pro-

portional relationships between different program fragments. The program

fragments that will be treated as separate and significant parts are: Con-

figuration, Memory Transfer, Planar Division, Neighbor List Construction,

Molecular Force Calculation and Time Step Integration. The results will be

displayed only for the GPU execution but again the reader can expect to
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have similar results for the corresponding CPU implementation. The Pla-

nar Division part of the algorithm is optional, and the user is free to select

whether it is going to be executed or not. In addition to that, the random

number generation part in the Configurations fragment is highly irrelevant

to our context of a molecular simulation. Therefore, it is not going to be

counted as a valid entity which will affect the overall results that will be

displayed.

The simulation has been carried out in a three dimensional environment

of dimensions 50, 50 and 50 respectively with the x, y and z axes. The Step

Time has been introduced to the program as 0.025 seconds and the total

number of steps that will be executed as 40. The tests have been carried out

with 8192 Argon atoms and the Force Cutoff is stabilized at 3.0. Gravity has

been neglected in the simulation while the block size is found to be optimal

in 512 threads. The planar division variables are organized according to the

architectural conformation and their relative values are changing based on

the simulation environments. To utilize the planar division algorithm, the

Best Division Percentage, Accept Percentage and Accept Variance param-

eters should be introduced to the program manually. More detailed expla-

nations about these program parameters can be found in Appendix B.

As it can be observed from the below measurements, the execution

times of different program fragments are highly unevenly distributed. The

Configuration parts as well as the Planar Division part are so small that

they can be neglected when considering the overall program execution.

The Planar Division part may be enhanced to be more precise with the pos-

sible additional computations that will be described in Chapter 6. These

enhancements will introduce some overhead to the program execution but

we believe that even a fully implemented Planar Division module will be

neglectable in terms of execution time when the overall simulation course

is considered. The memory transfer from CPU to GPU was less than we
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expected and it is just 1.0ms. when the whole simulation was consuming a

period of 159.0ms. As it has been mentioned before, Time-Step Integration

is a phase that is perfectly adoptable to the GPU architecture and its effects

to the overall simulation course are negligible.

Simulation Fragments GeForce Execution Fragment Percentage

Configuration 1.1ms 0.7%

Planar Division 0.9ms 0.55%

Memory Transfer 1.0ms 0.58%

N-List Construction 148.5ms 92.9%

Force Calculation 6.7ms 4.1%

T-Step Integration 1.1ms 0.7%

Total Execution 159.8ms 100.0%

Table 5.1: PROGRAM FRAGMENTS EXECUTION TIMES

The most critical parts of the simulation are the Neighbor List Construc-

tion phase as well as the Force Calculation phase. Although the Force Cal-

culation can be seen as considerably less important with respect to our mea-

surements, since we have not included all possible force calculations the

workload of this part may increase depending on the simulation context.

In other words, in a quantum mechanical simulation, it is highly proba-

ble that force calculation part will dominate the whole simulation since the

calculations that have to be made will increase significantly. In our context,

Neighbor List Construction part has an immense effect over the execution

time of the simulation. It can easily be understood that the main optimiza-

tion focus should be pointed towards to that part of the simulation in or-

der to achieve better results. At this point, it has to be remembered that

we implemented a brute force O (N2) implementation of the Neighbor List

Construction phase. In the Cell List based approach especially with higher
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molecular counts, the phase can be expected to have less severe effects over

the course of the simulation.

As it can be seen from the above measurements, Configurations, Pla-

nar Division, Memory Transfer and Time Step-Integration phases consti-

tute only 3% of the overall execution time of the simulation. Assuming that

the workload of the Planar Division will increase when the possible im-

provements have been made, we can say that in the most severe case these

four phases will consume only 5% of the total execution time. The Force

Calculation phase is expected to behave more time consuming when pos-

sible additional forces over the molecules are going to be calculated. Close

to 10-15% consumption of overall execution time can be expected when

the module aims to provide more precise results in terms of calculated

forces. Even if all other modules are implemented in full detail, definitely

the Neighbor List Construction module will consume more or less 80% of

the total execution time. Although the Cell List based approach can pro-

vide more efficient results in terms of execution time especially with higher

molecular counts, Neighbor List Construction part is definitely the phase

which the optimization effort should be focused. In other words according

to the Amdahl’s Law, the most significant speedups can be achieved by in-

creasing the efficiency of the Neighbor List Construction phase. The second

priority should be given to the Force Calculation phase and the speedups

that might be achieved in the other modules of the simulation will be in-

significant when the overall execution is considered.

5.2 Comparison of Native Executions

In this chapter the overall CPU and GPU executions will be compared

in order to understand the percentage of speedup that we have achieved

using the GPU and CUDA. The planar division algorithm will not be initi-
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ated in these measurements since we want to learn the speedups that might

be achieved using the native GPU implementation. Again, the measure-

ments will not contain the execution times of random number generation

and to have absolute security, the same data set will be used for both CPU

GPU. These measurements will be displayed to the reader as the total ex-

ecution times under different workloads that is represented by molecular

counts. Fragment by fragment measurements are not available in this chap-

ter since in the previous section they have been discussed deeply and the

results would have been more or less the same. We increased the Cutoff

Distance to 5.0 to be more precise and create more work load for the pro-

cessors. Other than the Cutoff Distance, all other parameters are same as

the previous indication.

Molecular Count Intel i5-480M GeForce G540M SpeedUp

512 23.4ms 2.42ms 9.67

1024 93.1ms 4.39ms 22.22

2048 346.0ms 14.1ms 24.33

4096 1401.5ms 51.8ms 26.75

8192 5869.5ms 200.6ms 29.76

16384 23711.3ms 783.3ms 34.87

Table 5.2: NATIVE EXECUTION TIMES

As it can be seen from the Table 5.2, the GPU implementation is much more

efficient than the CPU execution in every workload. This efficiency of exe-

cution increases proportionally with the increasing workload since in that

case CPU needs to complete higher workload with its limited computa-

tional capabilities that lacks behind the GPU. The speedups that have been

achieved are expected to increase more and more when the molecular count

of the simulation is increased. There is an important point that has to be

pointed out in the Figure 5.1. As it can be observed, between the molecular
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counts of 1024 and 16382 the speedups are continuing to increase in close

to a linear fashion. Although the overall situation is expected to have a lin-

ear increase in terms of speedup, there is a jump between the molecular

counts 512 and 1024. This is mainly caused by the overhead that initializa-

tion variables as well as the cost of the initial memory transfer have been

introduced to the program. Since 512 molecules is quite a small simulation

environment, it is hard to see the speedup that the GPU provides when this

overhead is introduced.

Figure 5.1: PERCENTAGE OF SPEEDUPS

As it has been mentioned before the advantage of a GPU execution

shows itself with a linear speedup increase under different workloads. An-

other important point that has to be notified is the fact that the linear in-

crease shows a trend to move upwards to higher speedups when the work-

load is increased. For example transition from 1024 to 2048 provides a speedup

difference of 2.11 (24.33 - 22.22) while the transition from 2048 to 4096 pro-

vides 2.34 (26.75 - 24.33). Related increase in the speedups that have been

achieved is more significant in higher molecular counts and the transition

from 8192 to 16384 has a speedup difference of 4.91 (34.87 - 29.76). This
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trend mainly caused by the O (N2) nature of the molecular simulation algo-

rithm. In other words, the work that CPU has to do to complete execution,

incrases in a non-linear fashion that causes it to lack behind more and more

against the GPU. This important observation can guarantee us that under

heavier workloads the GPU will dominate the CPU in a stronger and a sig-

nificant manner in terms of execution efficiency.

5.3 Execution Results with Planar Division

In this part, the purpose is to investigate the effects of planar division

technique that has been introduced in Chapter 4. The results will be dis-

played in terms of execution times that will be gathered from the native and

the hybrid executions of the simulation on GPU architecture. The measure-

ment about the different executions will again be presented with respect to

the molecular counts. The parameters of the execution are 90 percent same

with the trial in the first section of the chapter, only with the exception that

the block size is introduced to the program as 256 and Cutoff Distance is

stabilized at 3.0. The success of the Planar Division is highly dependent on

Planar Division parameters and the Molecular Plane conformation and so

the results that have been listed in Table 5.3 are just an insight about possi-

ble speedups that might be achieved.

Molecule C. GeForce Native GeForce Hybrid SpeedUp

1024 3.44ms 3.38ms 1.7%

2048 11.7ms 10.4ms 12%

4096 42.9ms 36.9ms 16%

8192 163.2ms 136.9ms 19%

16384 636.4ms 530.4ms 20%

Table 5.3: NATIVE AND HYBRID EXECUTION TIMES
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The success of the planar division algorithm depends on the success of

dividing the workload as equal as possible. Under optimal conditions, the

workload should be distributed as equal as possible so that the execution

of the CPU and the GPU should finish at the same time. In addition to that,

two equally strong processors can provide the best speedup’s since in this

case the data will be divided equally among the processors and the execu-

tion will be finished as early as possible. If the data amount that has to be

processed is decreased by a factor of 1/2, the workload that has to be han-

dled will be decreased to 1/4 of the initial conditions. In that case under per-

fect conditions we can expect a speedup factor of approximately 4. When

the division of data between 3 or 4 processors are considered the speedups

will be more significant and we can expect factors of 8, 16 in the favor of

execution efficiency. This is a very critical point that has to be remembered

and the power of a data parallel solution lies under the fundamentals of

this example.

Going back to our benchmark results, we can say that in average the

Planar Division module provides a speedup of 15% with respect to the

overall execution time. Because of the same reasons there exist a jump be-

tween 1024 and 2048 molecules in terms of speedup levels. Apart from

the first sector, the speedups are located on a negative quadratic curve in

which the speedups are diminishing on higher workloads. This is a highly

interesting fact and should be examined more carefully. One of the rea-

sons might be the inaccuracy of benchmarks since as it has been said before

results are highly dependent on the initial configuration of the Molecular

Plane. In addition to that at the higher workloads the CPU is unable to keep

up with the performance of the GPU. In other words since the same divi-

sion parameters are used for every molecular count, the CPU is forced to

process same proportion of molecules and because of this reason the sim-

ulation lacks behind. This theory is also supported by the previous results
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about the CPU and GPU execution times in which the speedups of GPU in-

creases with respect to the molecular count and CPU lacks more and more

behind after certain amounts of workload.

Fundamentally, what the Planar Division algorithm provides to the sim-

ulation is a reduced workload on the processing units which causes them

to complete their tasks earlier than they might with the whole data set.

During the benchmarks, the data has been divided optimally and sub op-

timally depending on the initial plane and the values that are displayed

represents an average about the possible speedups that might be achieved.

According to our benchmark results with current hardware configuration,

maximum speedup that might be achieved is limited at 25% at most. It has

to be remembered that this is a very optimistic approach and in most of

the cases the speedup will be less than 20% percent. Fortunately, there are

various enhancements that might be applied to the Planar Division mod-

ule and the speedups that will be achieved will be far more exciting than

20% speedup that we have achieved right now. More detailed information

about these enhancements can be found in the next chapter.

Before concluding the chapter we would like to give some insight to the

user about the possible results that might be achieved with a more power-

ful GPU. The newer generation GPUs are far more capable than the GPU

that we used during our benchmarks in terms of computational power.

The program fragments are expected to behave similar in terms of their

weights inside the simulation since this is a matter of workload than the

computational power. Possible new architectural improvements may de-

crease the cost of Neighbor List construction phase by introducing cheaper

scatter memory accesses. Actually, any type of architectural improvement

that might reduce the cost of memory accesses will highly improve the ef-

ficiency of the simulation since the Neighbor List part is all about memory

accesses and it consumes 80% of the total execution time. The speedups
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against the CPU execution will probably increase significantly when stronger

GPU models are used for the simulation. The Planar Division method is ex-

pected to give similar speedups when they are compared to the our bench-

marks. It is important to notice that since the GPU will be more capable

of fast execution, respectively the CPU will be less powerful and in that

case the data division can be less profitable. As it has been mentioned be-

fore the processors in which the data is going to be divided should be as

equal as possible in order to have an efficient workload distribution. If the

CPU is respectively less powerful than the GPU, its molecular processing

percentage will be much lower and this will cause smaller speedup’s to be

achieved.

To sum up, the optimization focus should be concentrated on Neigh-

bor List construction phase in terms of software and hardware. Planar di-

vision algorithm may provide significant speedups to the system under

more favorable conditions by introducing certain amount of suboptimality

to the simulation. Even under these unfavorable conditions close to 20%

speedups have been achieved. It has to be remembered that the complexity

of simulation is O (N2) and any type of data parallel solution will quadrati-

cally decrease the overall execution time. This important point is the core of

our approach to provide a data parallel solution and it has to be examined

carefully to further harvest its capabilities.



Chapter 6

CONCLUSION AND FUTURE

WORK

In our work, we provided a framework for executing efficient molecu-

lar dynamic simulations on Graphic Processing Units. In addition to that,

we provided a method to divide the molecular data among different com-

putational units in order to increase the efficiency of the simulation. By uti-

lizing our method, the data can be divided among different computational

units in order to get processed more efficiently. When the execution is com-

pleted the data can be merged back and the final solution can be examined.

Unfortunately, our method does not guarantee the optimality of the final

conformation because of the reasons that have been previously discussed.

Still, it can be said that under suitable initial circumstances, our method

will only introduce an insignificant amount of suboptimality that may be

neglected when the overall course of the simulation is considered. The ef-

ficiency of the algorithm can further be enhanced by certain optimization

techniques that we are willing to discuss in this chapter. Our current imple-

mentation can be seen as an outline of the method which can be converted

into a full capacity planar division module that is widely applicable for var-

ious conformations. There are various important deductions which can be

112
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observed with respect to our work. The applicability as well as the usability

of the method is a pretty interesting topic that will be investigated in the

following sections.

6.1 Future Work

From our benchmark results we have observed that the planar division

technique that we have introduced provides considerable speedups to the

simulation when it is compared with the native GPU execution. Although

significant speedups are achieved, there exist considerable amount of fu-

ture work that should be done in order to have full efficiency from the idea

that we have proposed. Among various small optimizations that might be

inserted to the system, we have defined three significant tasks that may un-

leash the full capacity of the algorithm as well as increasing its efficiency

and usability. Currently, usability of the planar division algorithm is highly

dependent on the initial molecular plane conformation and if the initial

conformation is not suitable it is quite likely that planar division module

will not be executed at all. With the future work proposals that we are go-

ing to introduce in this chapter, we are intending to increase the usability

of the algorithm as well as its precision and efficiency.

6.1.1 Automatized Insertion of Planar Division Parameters

As it has been mentioned, to utilize the planar division algorithm, three

parameters: Best Division Percentage, Accept Percentage and Accept Variance

should be introduced to the program manually by the end-user. Accept Per-

centage and Accept Variance are highly dependent on the precision require-

ments of the simulation and estimating such values from the initial confor-

mation, can be seen as quite an irrelevant task. On the other hand, the Best

Division Percentage variable is directly related to the computational units in



CHAPTER 6. CONCLUSION AND FUTURE WORK 114

which the simulation will be carried out. Inserting such a parameter to the

program manually is not a desirable feature in any type of computer pro-

gram and this process should be automatized whenever it is possible. Since

Best Division Percentage is the variable that defines the optimal points in the

molecular plane, such a parameter can be estimated without considering

the simulation requirements. There might be various different methods to

calculate the relative powers of the computational units which might later

be used as the Best Division Percentage.

The first opportunity to test the relative powers of the different com-

putational units is to use a benchmark application with linear algorith-

mic complexity. If the relative performance of the computational units un-

der the linear complexity can be examined, the program may further con-

vert this proportion to the different complexity levels. The complexity of

a molecular dynamic simulation is dependent on the simulation that has

been programmed, but it can be said that O (N2) complexity can be a good

estimation. If the neighbor list construction part is configured in a cell based

approach, the complexity might be close to linear and the proportion that

has been gathered from the trial can be used directly. It is highly proba-

ble that under these circumstances, close to optimal Best Division Percentage

values can be found out with an automatic process.

The better way to test the powers of the computational units is to sim-

ulate a molecular dynamic simulation on them. The reader may say that

such a trial will introduce too much overhead to the system since basically,

we will have to compute the simulation two times rather than one. As well

as being legitimate, such estimation would be perfectly suitable to predict

the possible behaviors of the computational units while running the actual

simulation program. Although it might be a little less precise, the simulator

may run the simulation with softened constraints such as smaller molecu-

lar counts. In that case the trial will consume only a small amount of execu-
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tion time and the results that will be observed on this trial execution can be

used to provide parameters to the actual solution. However, theoretically

the best percentage can be found by running several simulations on dif-

ferent division points. For example, after making an estimation about the

relative powers of the processors, the simulation can check whether in that

division points the two processing units are concluding their execution at

the same time. Since the whole objective of the planar division method is to

divide workload equally among the computational units, the program can

check whether the estimated division will be profitable or not.

6.1.2 Multiple Execution Units

Theoretically, our method can be applied to more than one computa-

tional unit and in this way the execution can be faster and more efficient.

As well as being theoretically possible, such a change in the scope of the

algorithm may require various transformations in the program parame-

ters as well as in the Scoring Function. Another critical point that has to

be considered is the reorganization of the division process with respect to

the limited borders of the molecular plane. Most importantly, the data that

will be divided to different computational units may introduce further and

further suboptimality which may decrease the stability of the approach sig-

nificantly. These problems should be investigated deeply but according to

our observations we can say that, if carefully programmed the program can

be efficiently divided to 3 − 4 computational units simultaneously, under

suitable conditions.

Our proposal for a division process which is able to manage more than

two computational units is basically a greedy approach to the division pro-

cess. Initially the whole molecular plane can be assigned to the strongest

processor while the others can be considered as secondary processors. The

first division opportunity that will be searched in the molecular plane will
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be a division between the strongest and the second strongest processors

that is available. Their relative processing capabilities will determine the

optimal division point as well as the possible suboptimal ones. If the molec-

ular plane is suitable for such a division under these parameters, the plane

is divided and the molecules are assigned to the processors according to the

division conformation. If the initial plane is found out to be unsuitable for

such a division, the division process is dropped. In either case, the search

for a division point may continue with the next powerful computational

unit available. In this way we may utilize our strongest processors to have

an efficient execution since the maximum number of divisions that can be

made on the molecular plane is limited.

Introducing the planar division parameters to the system in the case

of multiple computational units is again much more complicated then the

case with two processors. Every processor should be compared with the

strongest processor in order to have a Best Division Percentage value. If an

automatized estimation system can be developed as it has been discussed

in the previous section, such a task can easily be accomplished. Under such

circumstances, the programmer may even consider providing an estima-

tion function for Accept Variance parameter since it can be seen as partially

related to relative computational powers of processors. The Scoring Func-

tion will again be affected from such a regulation since after certain number

of divisions; the division process will not be as profitable as before. In other

words, the scoring function may prefer to drop the 3th division although

its quality is higher than the second because of the desire to use the most

powerful computational units as much as possible.

6.1.3 Non-Linear and Three Dimensional Division Possibilities

This possible future work is to add the single most powerful enhance-

ment to the planar division algorithm. In our implementation, we only
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considered the linear division possibilities on the molecular plane. Using a

linear decomposition, the division possibilities are limited with the move-

ments that can be made on a single axis in two different directions. In other

words, the system can only be divided either from the x, y or z axis by a

linear line. Such a constraint, significantly reduces our possible choices in

the molecular plane when the overall three dimensional structure is consid-

ered. Again such a limited division search decreases the usability of the ap-

proach since with limited possibilities to divide the molecular data, limited

critical zones will be investigated and the possibility of a suitable planar

division zone decreases. An implementation that considers every three di-

mension will introduce a huge amount of new possibilities to the division

process and will further increase the effectiveness of the algorithm.

Even the possibility of a nonlinear division in one single axis may pro-

vide huge advantages to the module when it tries to find a suitable zone for

the division. For example, in the x-axis, if the program can search through

possible nonlinear division possibilities, such as the ones that can be intro-

duced to the program using a curvilinear division, the chances of finding

a suitable one will be considerably higher. A curve that will be shaped ac-

cording to the sparsely populated parts in the critical zone may possibly

find a perfect division configuration depending on the molecular plane.

In other words, after drawing a line with the Best Division Percentage

variable, the division may be implemented in a way to adopt itself to the

molecular plane in profitable way. For example, a division process that is

executed on x = 3, can be perfectly suitable other than the tiny section of

1 6 y 6 4. In such circumstances, the division line can be carried upwards

and downwards in a curvilinear fashion to search for better critical zones

than the division at x = 3 has provided.

When the three dimensional possibilities are combined with possible

divisions that are going to be introduced with curvilinear division zones,
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simulation can find countless suitable hyper planes that may be divided

among the computational units that are available. With such an implemen-

tation, every possible combination in the molecular plane can be investi-

gated and we can be sure that at least several of them will be suitable for

the division. In this way, our opportunities for dividing the molecular plane

suitably among more than one computational unit will again be increased

and the usability of the algorithm will further reach its total potential.

6.2 Conclusion

To conclude our discussion, according to our benchmark results, it is not

misleading to say that GPUs are very effective tools that can be utilized to

execute large scale molecular dynamic simulations. Especially for the type

of applications that are suitable to the SIMD architecture such as Molec-

ular Dynamic Simulations, GPUs are quite useful and their usage should

be encouraged. In order to increase the efficiency of the GPU execution

for molecular dynamic simulations, algorithmic and architectural improve-

ments should be investigated especially for the Neighbor List Construction

part. From our benchmark results, Neighbor List Construction turned out

to be the most time consuming part of the simulation although it has been

executed only once in 10 time steps. Cell List approaches to the Neighbor

List Construction may increase the efficiency for a certain degree, but the

scatter accesses to the memory will still be the bottleneck of the algorithm.

Architectural improvements that might be introduced to the GPU architec-

ture in the forthcoming years are quite expectable and they might decrease

the overhead that scatter access introduces to the program.

If the usage of GPUs pervades, many of the current application do-

mains can turn out to be more efficient and usable. Unfortunately, in the

field of parallel computing the market is lacking behind the architectural
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improvements and many important opportunities are missed in that sense.

We can be sure that sooner or later, the GPUs and the SIMD architecture

will be used more often in the various fields of computing but new algo-

rithms as well as software patterns are necessary to harvest their full ca-

pacity. The crucial issue about pervading the usage of SIMD architectures

is to decrease the learning curve of programming compared to the tradi-

tional sequential programming. CUDA is a huge step to achieve such an

objective and it is still evolving according to the demands of the market.

It has to be remembered that the GPUs and the SIMD architectures are the

only type of computing platforms that are still scaling in coherence with

the Moore’s Law. In addition to that, general purpose computing in GPU

architectures is quite a new topic and there are still various improvements

that can be made. Whether it will be CUDA or not, in the future the SIMD

architectures will be an indispensible resource to the field of computing

with massive computational power that they offers together with its cost

efficient architecture.

As far as we know, our Planar Division Algorithm is one of a kind in the

academic literature. As it has been indicated in the previous section, if the

proposed future works are implemented and inserted to the algorithmic

logic, the efficiency as well as the usability of the algorithm may reach its

full potential. Currently, NVIDIA is putting considerable amount of effort

on encouraging the usage of many GPUs that are executing the same appli-

cation. Accordingly, the GPU clusters that are utilized to compensate huge

workloads are getting pretty common. We believe that when such forma-

tions are considered, our method can be used as a leverage to increase the

level of parallelism and efficiency. In addition to that, considering the fact

that parallel programming will be the mainstream computing paradigm in

the near future, more algorithmic patterns such as our algorithm are re-

quired to increase the data parallelism of possible parallel applications.
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We would like to indicate one more time that our algorithm is causing

certain amount of suboptimality to the molecular dynamic simulation. Al-

though some suboptimality is introduced, it is again worth remembering

that the whole concept of molecular dynamic simulation is nothing but an

estimation of molecular movements. In other words, the suboptimality is

already at the heart of molecular dynamic simulations and according to our

benchmarks, the suboptimality that is introduced is insignificant for most

of the cases. The important point about our suboptimal solution is the extra

computational efficiency that it provides to the program which may further

be used to increase optimality in a sense. For example, the computational

advantages that might be observed after a planar division can be used to

increase the amount of precision in the program fragments such as Force

Calculation or Time Step Integration.

In most basic sense, dividing the molecular plane among two equally

powerful computation units will provide a speedup that is close to four

when the O (N2) complexity of the overall algorithm is considered. With

such a huge speedup, the force calculation step can be more and more

precise by calculation different types of forces that are effective over the

molecules. Surely, such improvements will increase the realistic behavior

of the simulation possibly much more than the suboptimality that has been

introduced by the division. In the case of multiple computational units the

speedups are going to much more significant and imponderable and even

the force calculation can be converted to Quantum Mechanical from New-

tonian. As it can be seen from the above illustrations, the opportunities of

introducing more realism and optimality to the simulation are many and

they can be used to compensate for the precision loss which division is in-

troducing.

It is again a valid criticism that our method is not applicable to all types

of initial molecular conformations. The worst results can be obtained for
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molecular conformations in which all molecules are distributed to the plane

uniformly. In that case, because of the fact that it is quite likely to find simi-

lar molecular counts in every region, the algorithm may be unable to detect

a suitable zone for division. Fortunately, for molecular dynamic simula-

tions that are carried out with scientific purposes, having and initial con-

formation in which molecules are uniformly distributed is quite unlikely.

Unlike the simulations which are executed with computational purposes,

they are more likely to investigate a certain molecular structure or confor-

mation. In such conformations which the molecules are distributed in a dis-

ordered manner, algorithm is more likely to find suitable division zones to

distribute workload among processors. Most importantly, if nonlinear and

multidimensional division modules can be implemented efficiently, we be-

lieve that even in very difficult conformations our algorithm can locate at

least few possible division zones. Especially, if the nonlinear division mod-

ule can be combined with a careful search algorithm that behaves according

to the conformation of the molecular plane much satisfactory solutions can

be observed.

The best initial conformations that we can expect our algorithm are the

molecular planes in which the molecules are distributed in a disordered

fashion. In addition to that, a small Cutoff Distance is again quite important

since it is the main factor which is determining the size of the Suboptimal

Zone. If the Cutoff Distance that is being used in the simulation is small,

the dimensions of the Suboptimal Zones will again be small with respect

to that. If the Suboptimal Zone is small, it is more likely that our algorithm

will find a suitable one with an insignificant molecular count. In addition to

that, there will be more division possibilities to investigate under such con-

ditions, since each possible division will take into account smaller critical

zones and we can fit more than these critical zones to the molecular plane.

Molecular simulations with small Cutoff Distances are quite common in
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quantum mechanics simulations in which our method can be applied to

divide this heavy workload which quantum force calculation introduces.

Another important factor that determines the size of the critical zone is the

average displacement of molecules through the simulation course. Since

this displacement determines the Precaution Zone around the Suboptimal

Zone for the same reasons above, the simulation results will be much sat-

isfactory if that value is small. In other words, we prefer stable molecular

planes rather than highly dynamic ones in order to have smaller critical

zones.

Our algorithm is particularly interesting when the possible applicable

application domains are as well considered. Our implementation was based

on molecular dynamic simulation and we applied our proposal to a molec-

ular plane in which molecules are distributed. In most general terms, our

method can be applied to any type of conformation in which many differ-

ent interacting entities are distributed in a concrete or abstract manner. In

other words our method can be applied to, any conformation of interact-

ing entities in which their abstract or concrete location can be deduced by

certain quantitative measures. In addition to that, some type of interaction

boundary should as well exist, that will compensate for the Cutoff Distance

in the molecular dynamics. Precaution Zone can again be modeled as the

average displacement of entities in the conformation which might be seen

as an uncommon feature in domains other than the molecular dynamic

simulations. This can again be seen as a positive aspect for the success of

the simulation since if the Precaution zone is omitted Critical Zone will

again be smaller which will further increase the usability of the method.

In more technical terms, we can say that our planar division can be

applied to any type of computational problem which can be modeled as

connected graph structure. For example, a molecular dynamic simulation

in which a Cutoff Distance is introduced can be modeled as a connected
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graph. In this modeling, the molecules may represent the graph nodes while

the edges between the nodes can represent the neighborhood relationship

between them. In that sense we may execute the algorithm with the intu-

ition that only the molecules that have edges among themselves can apply

forces to each other. The most important concern about the possible new

applicable domains is the management of suboptimality that may possibly

be introduced. Such a suboptimality may enforce local optimal solutions on

certain types of problems in which the absolute precision is required. Al-

though some domains may be unsuitable in terms of result requirements,

we believe that there are various other domains in which our method can

offer significant improvements.

Molecular dynamic simulations were always a quite demanding com-

putational domain in terms of the amount of computational power that

they require. In this work we tried to provide different methods struc-

turally and algorithmically, that might be used to speedup molecular dy-

namic simulations on Graphic Processing Units. In our benchmarks, we

proved that GPU’s are very effective processor architectures for molecu-

lar dynamic simulations which might be utilized in an efficient manner.

Molecular dynamic simulations hold the utmost importance in vital areas

such as drug discovery and drug design and more precise simulations are

a necessity in order to have satisfactory results from such experiments. Pre-

cision requirements might be satisfied with possible speedups that might

be achieved using our planar division method.
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APPENDIX A

A.1 THE ARGON MOLECULE

Argon Molecule: argon (Ar), chemical element, inert gas of Group 18

(noble gases) of the periodic table, terrestrially the most abundant and in-

dustrially the most frequently used of the noble gases. Colorless, odorless,

and tasteless, argon gas was isolated (1894) from air by the British scientists

Lord Rayleigh and Sir William Ramsay. Henry Cavendish, while investigat-

ing atmospheric nitrogen, had concluded in 1785 that not more than 1/120

part of air might be some inert constituent. His work was forgotten until

Lord Rayleigh, more than a century later, found that nitrogen prepared by

removing oxygen from air is always about 0.5 percent more dense than ni-

trogen derived from chemical sources such as ammonia. The heavier gas

remaining after both oxygen and nitrogen had been removed from air was

the first of the noble gases to be discovered on Earth and was named after

the Greek word argos, "lazy," because of its chemical inertness.

In cosmic abundance, argon ranks approximately 12th among the chem-

ical elements. Argon constitutes 1.288 percent of the atmosphere by weight

and 0.934 percent by volume and is found occluded in rocks. Although the

stable isotopes argon-36 and argon-38 make up all but a trace of this el-
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ement in the universe, the third stable isotope, argon-40, makes up 99.60

percent of the argon found on Earth. (Argon-36 and argon-38 make up 0.34

and 0.06 percent of Earth’s argon, respectively.) A major portion of terres-

trial argon has been produced, since the Earth’s formation, in potassium-

containing minerals by decay of the rare, naturally radioactive isotope potassium-

40. The gas slowly leaks into the atmosphere from the rocks in which it is

still being formed. The production of argon-40 from potassium-40 decay is

utilized as a means of determining Earth’s age.

Argon gas condenses to a colorless liquid at −185.8C(−302.4F) and to a

crystalline solid at −189.4C(−308.9F). The gas cannot be liquefied by pres-

sure above a temperature of −122.3C(−188.1F), and at this point a pressure

of at least 48 atmospheres is required to make it liquefy. At 12C(53.6F),

3.94 volumes of argon gas dissolve in 100 volumes of water. An electric

discharge through argon at low pressure appears pale red and at high pres-

sure, steely blue. The outermost (valence) shell of argon has eight electrons,

making it exceedingly stable and, thus, chemically inert. Argon atoms do

not combine with one another; nor have they been observed to combine

chemically with atoms of any other element.

A.2 GeForce© GT540M at 2.66 GHz

NVIDIA© GeForce© GPU’s are not intentionally designed for executing

CUDA applications and their main purpose is video processing. Although

from a computational perspective, GeForce© 540M is not comparable to

any Tesla© GPU, it is a more recent architecture and its compute capability

as well as its architecture may let CUDA applications execute efficiently.

Here are the mainstream architectural properties of the GeForce GT540M.
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Chipset NVIDIA© GeForce©

GPU Series NVIDIA GeForce©

Memory Types GDDR3

Memory Interface 128-bit

Memory Size 2GB

Multiprocessor Count 8

Stream Processor Count 96

Core Clock 1.34 GHz

Memory Clock 800 MHz

Memory Bandwidth 28.8 GB/sec.

Fermi Architecture YES

Compute Capability 2.1

Threads per Multiprocessor 512

Table 5.1: NVIDIA© GeForce© GT540M Architectural Properties

A.3 Intel© i5-480M at 2.66 GHz

Intel© i5-480M is the main CPU in which we executed our molecular simu-

lation. Architecturally, i5-480M has two cores which may both run at 2.66GHz.

Further these two cores can process 4 threads simultenously with the In-

tel© Hyper Threading Technology. It has to be remembered that, in our

benchmarks we only utilized a single core of the processor and only one

thread is executed over this single core. In other words, a single thread that

is operative over a single CPU core is used as the executing entity of the

simulation application. Here are the mainstream architectural properties of

Intel© i5-480M.
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Launch Date First Quarter of 2011

Processor Number i5-480M

Number of Cores 2

Number of Threads 4

Clock Speed 2.66 GHz

L2 Cache 8MB

Instruction Set x86-64bit

Intel© Turbo Boost Technology YES

Intel© Hyper Threading Technology YES

Table 5.1: Intel© Intel© i5-480M Architectural Properties
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TERMINOLOGY

Acceptance Percentage: The percentage of molecules that should be in the

critical zone of the planar division point in order to accept that division. The

division is only profitable if the critical region has a molecule count that is

lesser than a certain threshold and the Acceptance Percentage parameter is

used to provide that threshold.

Acceptance Variance: The Accept Variance is a proximity variable that de-

fines the range in which suboptimal solutions are going to be searched on

the molecular plane. Only the molecules that are close enough to the opti-

mal solution can be investigated as suboptimal solutions and that closeness

relationship is defined by Acceptance Variance variable.

Best Division Percentage: The Best Division Percentage is the variable that

decides the optimal division point of the molecular plane under perfect cir-

cumstances. Best Division Percentage should be introduced to the program

manually and it should take into account the computational capabilities of

computing units that might be active in the simulation.

Critical Zone: Critical zone is the combined region that is constituted of

suboptimal zone and its adjacent precaution zone.
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Cutoff Distance: Cutoff Distance is the variable that defines the maximum

proximity that a molecule may have to the target molecule in order to be

considered as a neighbor. In the force calculation step, only the neighbors

of a molecule are considered as a valid candidate for the calculation of pair-

wise forces.

First Level Critical Zone: First level critical zone is the critical zone that is

adjacent to the Planar Division Point.

Molecular Plane: Molecular Plane is the zone in which the simulation molecules

are located with respect to certain boundaries. Depending on the dimen-

sions of the simulation, the plane can either be a quadrilateral or a cubic

structure.

Optimal Division Point: The Optimal Division Point is a point on the

molecular plane in which a perfect division occurs with respect to the Best

Division Percentage. In a perfect division, all the computing entities com-

plete their execution exactly at the same time so that the simulation can

conclude its execution with maximum efficiency.

Planar Divison: Planar division is the division of the molecular plane from

certain coordinates in to two with respect to our context. For our imple-

mentation the planar division can constitute only a linear division but the-

oretically curvilinear divisions are as well possible.

Planar Division Point: Planar division point is the coordinate in which the

Planar Division is observed. Since in our context, planar division can only

be linear, this value can be represented as a single coordinate in either x,y

or z axis.

Planar Division Zone: Planar Division Zone is the zone that is constituted

of critical zone that is formed by a possible planar division.
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Precaution Zone: The region that stores the molecules around the subopti-

mal zone which may enter to the suboptimal zone during the course of sim-

ulation. The proximity should be equal to average molecular movement in

the simulation.

Second Level Critical Zone: Second level critical zone is the critical zone

that is adjacent to the first level Critical zone.

Step Time: Since the continuous execution is not possible, the simulation is

carried out in discrete time steps. Step Time is the variable that defines the

duration of every step in the molecule simulation.

Suboptimal Division Point: The Suboptimal Division Point is a point on

the molecular plane which might be located inside the Acceptance Variance

of the Optimal Division Point. In other words, a division point can be con-

sidered as a suboptimal solution if it is close enough to the optimal solution

with respect to the Acceptance Variance.

Suboptimal Zone: The region that contains the molecules which are inside

the cutoff distance of a Planar Division Point. The molecules in the subop-

timal zones will be the molecules that will most likely to be affected from

the planar division in terms of converging to a suboptimal solution.

Total Steps: The variable that defines how many steps will be executed

before the simulation is concluded.
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