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Abstract

Composite solid propellants are heterogeneous materials, formed by mix-
ing powders of a salt and metal with a polymeric binder. Despite this explicit
heterogeneity, they are often considered isotropic materials, thus all propri-
eties are averaged in space and assumed constant. However, macroscopic pro-
prieties are strictly dependent on their peculiar microstructure, influencing
mechanical, combustion, as well as physical features. Recently, some novel
modeling approaches try to include inhomogeneous effects with different for-
malisms but information on bulk microstructure is needed. This type of data
collection could be performed by means of intrusive method, resulting in the
destruction of the propellant sample. More expensive procedures include
X-ray Computed Tomography, which requires complex post-processing and a
specific experimental apparatus. In recent years, packing codes have become
a successful cheaper alternative for reproducing propellant microstructures.

This work describes the theoretical background as well as the implemen-
tation of POLIPack, a packing code based on the Lubachevsky-Stillinger’s
algorithm, developed at the Space Propulsion Laboratory of Politecnico di
Milano during this thesis. The application can pack spheres of any diameters
inside a cube with periodic boundary. The code takes advantage of multi-
core CPU and, with respect to a serial implementation, it reduces the com-
putational time mainly when spheres of very different diameters are packed
together. Monomodal and bimodal packs were confronted with experimental
data through statistic descriptors showing that POLIPack is able to correctly
reproduce real dense arrangement of spheres. Different collision strategies
were tested and the dependency of packing fraction from diameter growth
rate was also investigated. However our implementation seems pretty in-
sensitive from it. Finally the code was used to simulate real propellant
microstructure and to estimate the size of aluminum pockets contained in
space propellants. This quantity is correlated to the agglomeration of metal
particles at the burning surface which is, in turn, linked to specific impulse
losses.

Keywords: sphere packing; propellant simulation; microstructure;
monomodal pack; bimodal pack; pocket.
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Sommario

I propellenti solidi utilizzati in campo spaziale sono materiali eterogenei,
formati dalla mescola di un sale e una polvere metallica con una matrice
polimerica. Nonostante questa eterogeneita intrinseca, vengono spesso con-
siderati a fini pratici come materiali isotropi. Questo porta alla definizione
di proprieta medie quali densita, velocita di combustione ed altre proprieta
fisiche mediate nello spazio che, tuttavia, sono legate alla microstruttura. Re-
centemente sono stati proposti modelli che tentano di incorporare, con diversi
formalismi, informazioni sull’eterogeneita dei propellenti. Risulta quindi evi-
dente la necessita di avere informazioni sulla loro microstruttura. Questo
tipo di dati puo essere ottenuto attraverso tecniche distruttive, sezionando
il propellente, oppure con costose tomografie ai raggi X. Negli ultimi an-
ni, lo sviluppo di codici per l'impacchettamento ha permesso di ottenere
efficacemente e a basso costo modelli della microstruttura di un propellente.

In questa tesi si presentera I'implementazione di un codice di impacchet-
tamento, basato sull’algoritmo di Lubachevsky-Stillinger, sviluppato presso
lo Space Propulsion Laboratory del Politecnico di Milano. Il programma, de-
nominato POLIPack, e in grado di impacchettare sfere con diversi diametri
all’interno di un dominio cubico. Puo inoltre sfruttare ’architettura multi-
core delle moderne CPU, dimostrando una riduzione dei tempi di calcolo,
rispetto alla versione seriale, quando sono presenti particelle con dimensio-
ni molto diverse. Test su pacchetti monomodali e bimodali dimostrano che
POLIPack ¢ in grado di ricreare correttamente distribuzioni reali di sfere. Lo
studio dell’influenza della velocita di accrescimento dei diametri sulla frazione
volumetrica ottenibile ha mostrato che il codice ¢ insensibile a quel parame-
tro. Infine, il programma e stato utilizzato per simulare la microstruttura
di propellenti reali per investigare le dimensioni dei pocket, dai quali di-
pendendo le dimensioni degli agglomerati che causano perdite nell’impulso
specifico.

Parole chiave: impacchettamento sfere; modellazione di propellente;
microstruttura; pacchetti monomodali; pacchetti bimodali; pocket.






Sommario esteso

In this chapter a brief summary of this entire work is proposed in Italian.
This is in accordance with the current regulation of Politecnico di Milano.

L’obbiettivo di questo lavoro e lo sviluppo di un codice di impacchet-
tamento sfruttando I’algoritmo proposto da Lubachevsky. Il codice ha la
possibilita di impacchettare sfere di ogni dimensione in un dominio cubico tri-
dimensionale ed ¢ in grado di sfruttare le moderne CPU multicore attraverso
il calcolo parallelo.

L’algoritmo di Lubachevsky

Quando Lubachevsky approccio per la prima volta il problema dell’'impac-
chettamento di dischi, nel 1990, diversi algoritmi e soluzioni erano gia stati
proposti. Tipicamente si trattava di modelli sequenziali, in cui una sfera
alla volta veniva lasciata cadere in un determinato modo e andava a deposi-
tarsi per gravita sul fondo di un contenitore. Tuttavia, i pacchetti prodotti
con questo tipo di approccio non trovavano riscontro nella realta, ovvero
non erano in grado di simulare realisticamente 'impacchettamento di sfe-
re. Partendo dalla simulazione di sfere in un biliardo, applicazione in cui la
discretizzazione temporale ¢ critica, Lubachevsky propose una metodologia
ispirata alla dinamica molecolare. L’impacchettamento viene generato dalla
collisione reciproca di tutte le sfere partecipanti.

Si consideri un dominio limitato in cui porre N particelle (sfere) che all’i-
stante iniziale t = 0 possiedono velocita e posizione casuali e diametro nullo.
Con lo scorrere del tempo il diametro di ciascuna sfera aumenta fino a che si
raggiunge una configurazione bloccata, in cui la maggior parte delle particel-
le non puo muoversi. Forse proprio per la sua natura concorrenziale, in cui
tutte le particelle si muovono quasi fossero sottoposte ad un mescolamento,
I’algoritmo proposto da Lubachevsky ¢ quello che simula piu correttamente
un impacchettamento reale.

Appare evidente come un simile algoritmo si basi sulla simulazione del
movimento di particelle, tipica della dinamica molecolare, in assenza di forze.
La differenza e legata al diametro delle sfere, che nel caso in esame e una
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funzione monotona crescente del tempo. Per semplicita si assume una legge
del tipo

D(t)=a-t (1)

ovvero il diametro cresce in modo costante nel tempo con una velocita a.

Il metodo apparentemente pitt semplice per risolvere questa tipologia di
problema sembrerebbe richiedere la discretizzazione dell’intero tempo della
simulazione in un certo numero di step temporali di ampiezza At. Data la
condizione iniziale del sistema, sarebbe possibile calcolare la posizione delle
particelle allo step successivo, nell’ipotesi che non avvengano collisioni. Pri-
ma di procedere oltre si imporrebbe la verifica di sovrapposizioni tra sfere,
indice di un’avvenuta collisione, ed in quel caso si dovrebbe tornare allo step
precedente e gestire in qualche modo I'evento. Questo tipo di metodo pre-
senta diversi problemi. Innanzitutto, il controllo sulla sovrapposizione delle
sfere non garantisce la certezza di individuare tutte le collisioni. Potrebbe
di fatto accadere che due particelle si sovrappongano all’interno dell’inter-
vallo At ma poi ritornino in una configurazione non sovrapposta. Questo
problema ¢ tanto pit marcato quanto maggiore ¢ la velocita delle particelle e
costringe ad accorciare il tempo di discretizzazione, aumentando cosi il costo
computazionale. Inoltre, nel tentativo di risolvere una collisione, potrebbero
crearsi altre sovrapposizioni.

Un approccio differente € possibile nel caso in cui I'assenza di un campo
di forze fa si che la traiettoria delle sfere resti rettilinea tra una collisione e
Paltra. Date due sfere, ¢ quindi possibile calcolare a priori il tempo a cui
avverra uno scontro. Consideriamo due particelle la cui posizione nel tempo
¢ data da

xa(t) = x1(f) + % () (t — ) xa(t) = xao(f) + o) (£ = 1) (2)

dove x; (1), x,(f) e %, (), X5(#) sono rispettivamente posizione e velocita delle
due particelle, note ad un certo istante di tempo #, non necessariamente il
medesimo per entrambe le sfere. Si avra contatto quando

1 (to) —xa () = 217Dy Paltc) )

ovvero quando la distanza tra i due centri uguaglia la semisomma dei diame-
tri. La determinazione del tempo t. comporta la risoluzione di una equazione
algebrica di secondo grado. Il tempo a cui avviene la collisione ¢ la soluzione
reale positiva minore tra le due radici.
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L’implementazione

Si hanno ora tutti gli strumenti per costruire un primo semplice algoritmo
che preveda

Passo 1 calcolare il tempo . a cui avviene la prossima collisione all’interno
del sistema.

Passo 2 avanzare lo stato di tutte le particelle al tempo .
Passo 3 gestire la collisione tra le due sfere

Questi passi vanno ripetuti fino al raggiungimento della fine dalla simulazio-
ne. Un simile algoritmo e chiamato “event driven”, in quanto la simulazione
avanza da evento in evento.

Quanto proposto e solo a grandi linee lo schema di procedimento dell’al-
goritmo di Lubachevsky in quanto diverse migliorie possono essere introdotte
per aumentare 'efficienza del codice.

Figura 1: Collisione tra due particelle.

Si ponga ora particolare attenzione alla collisione tra due particelle, fig. 0.
L’impatto elastico tra due sfere, il cui diametro non cresce, € governato dalle
equazioni

.0 (0 ma
X; =X (n G ) (1+e) . (4a)
. . (0 ma

X



dove G = X; — X5, n ¢ il versore congiungente i due centri, m la massa della
sfera e 'apice (0) indica quantita prima dell’urto. Il parametro e, chiamato
coefficiente di restituzione, ¢ assunto unitario se non diversamente specificato.

Durante I'implementazione e il test del codice, si & verificato che 'applica-
zione indiscriminata delle suddette equazioni, puo essere fonte di errori anche
insidiosi. La crescita del diametro puo causare sovrapposizione se non viene
garantita una minima velocita di allontanamento post urto @, definita da

1
i‘min > 5 (al + a’2) (5)

Dato che le particele incrementano nel tempo il loro diametro, nell’ambito
dell’algoritmo di Lubachevsky possono inoltre verificarsi impatti con traietto-
rie divergenti. Questa tipologia di collisione non viene correttamente gestita
dalle eq. @ che portano a traiettorie post urto convergenti. Di questo fatto
non esiste traccia in letteratura, pertanto questo evento viene denominato
“back impact” (fig. 2).

-t
2 2

Figura 2: Esempi di “back impact”.

In questo specifico caso, 'applicazione delle eq. @ non risulta corretta e
potrebbe portare ad avere sovrapposizioni. Il computo delle velocita dopo un
impatto richiede quindi i seguenti passi. Per prima cosa € necessario verificare
se la collisione in esame sia un “back impact”, situazione che si verifica se

n-GO® <o (6)

In questo caso le classiche formule non vanno applicate ma bisogna solo
aggiungere una velocita di rimbalzo.

I = imm+n-GO (7)



Le velocita post collisione diventano

. _ (0 I mo 3

A mi 4+ msy " (8a)
. _ 20 I my b
Xp =Xt my + me n ( )

Nel caso I'impatto non rispetti eq. B, si applicano le normali formule per
le collisioni elastiche (eq. @) ottenendo le velocita X e x5. Prima di poter
affermare con certezza che queste siano le effettive velocita finali, bisogna
assicurarsi che esse garantiscano il rispetto di Zyiy,.

I = —e¢(n-G) (9)

Se I < 0 allora X e X} sono accettabili, altrimenti bisogna aggiungere un
impulso per evitare la sovrapposizione

xi=%x{—[————n 10a
! ! mi + Mo ( )
. . ma
=xr+]— 10b
X2 =X F ml—i-mgn ( )

Come ultima parte di questa sezione si introduce 1'uso di OpenMP. La
ricerca dell’impatto successivo consiste nel valutare la prossima collisione per
ciascuna, coppia di sfere presente nel dominio®. Poiché in questa valutazione
ciascuna coppia € considerata come se fosse isolata, il calcolo puo avvenire in
parallelo, sfruttando I'architettura multicore delle moderne CPU.

Figura 3: Rappresentazione di un pacchetto di 10000 sfere attraverso il software
Povray. La frazione volumetrica & 62.6%

'In realtd, grazie all’introduzione di una divisione in celle del dominio, questa
operazione puo essere estesa a solo una parte delle sfere.
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Validazione del codice

Il codice e stato validato confrontando la funzione di distribuzione radiale
(RDF) di pacchetti monomodali, prodotti dal codice sviluppato (POLIPack),
e quella di distribuzioni reali ottenute da Aste attraverso una tomografia
computerizzata ai raggi X [, 2]. Nella fig. @ si puo scorgere come POLIPack
sia in grado di rappresentare correttamente tutte le microstrutture presenti
in un reale impacchettamento di sfere. Si puo notare come i dati simulati
presentino picchi pitt accentuati. Questo non e dovuto ad errori nel codice ma
quanto piu alle incertezze che affliggono i dati sperimentali. Introducendo
infatti una distribuzione gaussiana di diametri nella simulazione, i picchi
risultano subito smussati. Per ottenere questo effetto e sufficiente utilizzare
gaussiane molto strette, ovvero con bassi valori di deviazione standard.

3

—— Polipack A-1
—Aste F

Radial Distribution Function

2.5 3 3.5 4 45 5
Normalized distance, r/D

Figura 4: Validazione del codice di impacchettamento. Confronto tra POLIPack
e dati sperimentali

La dipendenza della frazione volumetrica totale dalla velocita di accre-
scimento del diametro ¢ riportata in fig. B. Nonostante siano state adottate
strategie differenti di gestione delle collisioni, il codice risulta praticamente in-
sensibile alle variazioni di velocita di accrescimento del diametro, a differenza
del codice d’impacchettamento riportato in [3].

Pacchetti bimodali sono stati simulati usando sfere con un rapporto fra
i diametri pari a 3.4. Variando la percentuale volumetrica delle particel-
le piu piccole si sono prodotte diverse distribuzioni di sfere, la cui frazione
volumetrica totale e stata confrontata con i dati sperimentali ottenuti da Mc-
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Figura 5: Dipendenza della frazione volumetrica totale dalla velocita di accresci-
mento del diametro.
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Figura 6: Valori di frazione volumetrica totale per vari pacchetti bimodali
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Geary [4] e con i risultati ottenuti da un altro codice di impacchettamento [3].
Come si puo vedere in fig. B, POLIPack ottiene valori di frazione volumetrica
totale superiori ai risultati sperimentali ma comunque sempre al disotto dei
limiti ideali.

Modelli di propellenti solidi

Il codice sviluppato e stato infine usato per simulare 4 formulazioni reali di
propellente solido, allo scopo di determinare la dimensione delle tasche in cui
sono segregate le particelle metalliche in un propellente alluminizzato, da cui
dipende in parte la dimensione degli agglomerati prodotti in combustione.

Per la determinazione della dimensione media dei pocket ¢ stata usata la
funzione di distribuzione radiale, calcolata considerando le sole particelle di
alluminio. Poiché la RDF indica la probabilita di trovare un certo numero
di sfere ad una certa distanza, quando essa ha un minimo questo indica una
carenza di alluminio e quindi un’elevata presenza di perclorato di ammonio.
Ricordando che si sta cercando di individuare una regione ricca in combusti-
bile delimitata da ossidante, & possibile identificare la distanza a cui la RDF
ha un minimo come la dimensione media dei pocket. Noto questo valore, si e
calcolato il numero medio di particelle di alluminio presente e quindi la mas-
sa media di metallo nel pocket. Ipotizzando che tutto I’Al presente partecipi
al processo di agglomerazione, ¢ possibile stimare la dimensione media degli
agglomerati.

3-
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Figura 7: Propellente A, funzione di distribuzione radiale e numero medio di par-
ticelle presenti ad una certa distanza dalle particelle di alluminio. Calcoli effettuati
considerando le sole particelle di metallo.

A titolo di esempio si riporta in fig. [@ la RDF ed il numero di particelle
ad una data distanza per uno dei propellenti simulati (propellente A). I
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risultati ottenuti confermano la dipendenza tra dimensione degli agglomerati
e dimensione dei pocket. Difatti la formulazione con la dimensione delle
particelle di ossidante piu grandi, si ¢ dimostrata essere quella con i pocket
e gli agglomerati pitt grandi. Allo stesso tempo, diverse formulazioni che
presentano pero la stessa dimensione di particelle, producono agglomerati di
dimensioni comparabili. Il propellente con la particelle di ossidante piu fini
¢ stato quello che ha ottenuto i pocket e quindi gli agglomerati piu piccoli
per l'intervallo di pressione indagato (per i dettagli si veda il cap. 53 della
tesi).
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Chapter 1

Introduction

Composite solid propellants can be classified as heterogeneous materials.
Their composition is similar to a mechanical mixture where micron-sized
powders are homogeneously blended and kept together by a polymer matrix.
If an average in space is committed on a bulk large enough, chemical and
physical properties (such as composition or density) result in uniform val-
ues, within the capabilities of a good mixing and curing process. The same
happens when mean combustion properties are evaluated (namely, burning
rate). Nevertheless, the magnification of an optical microscope performed
on a sample cross section reveals a nonuniform and chaotic displacement of
ingredients. Akin observation is possible with a close-up of a steady-state
burning process; combustion is locally unsteady and burning surface con-
sumption is irregular.

Generally speaking, the buildup of properties at the macroscale depends
on the microscale and on how the single items arrange each other in space,
as in other heterogeneous systems. Speaking of propulsion performance pa-
rameters, the nominal propellant composition represents the main driver for
theoretical specific impulse. Nonetheless, global experimental properties such
as burning rate, metal agglomeration, or elastic modulus are in general con-
trolled by ingredient morphology. Focusing on burning rate, for example,
the literature reports that the substitution of coarse oxidizer with a fine cut
contributes to the increase of burning rate and pressure ballistic exponent [5].

Homogeneous models were and are sometimes used for global modeling.
As an example, the combustion properties of composite solid propellants
were early investigated by means of homogeneous combustion models, adapt-
ing the basic ideas of combustion models used for double-base propellants.
Then, the concept of a different flame structure induced by the microstruc-
ture of the burning material was gradually introduced in 1D models (Sum-
merfield’s GDF [6], Hermance [7], Beckstead’s BDP [§]). Finally, two- or
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three-dimensional models that preserved heterogeneous features for combus-
tion were developed for laminate or heterogeneous propellant combustion
[@, 00, 11]. In the case of composite metalized propellants, the investigation
of a correlation between heterogeneity and metal combustion was the subject
of an experimental work by Povinelli [I2]. Cohen was the author of a no-
table model for aluminum agglomeration and introduced the pocket concept
as the region where agglomeration is favored [I3]. More recently, a statisti-
cal approach was used for metal agglomeration model, requiring a model for
heterogeneous propellants to be studied ([I4, 05, 16]). For the combustion
and agglomeration studies mentioned in this introduction, the evolution of
model representation toward a more realistic approach required the use of
2D-3D numerical mockups for propellants.

1.1 Generation of random packs

The generation of data for the analysis of heterogeneous systems is a matter
of spatial statistics and simulated packing or advanced experimental tech-
niques. Density of sphere beads were largely investigated in the past by
means of empirical methods spanning from tennis balls to calibrated micro-
spheres. The works of Mason and Finney pioneered the spatial statistics of
the granular matter with simple optical characterizations of spatial sphere
aggregates [17, I8, 19, 20]. McGeary generated an experimental database by
mixing spheres of various size and recording the volume occupation [4]. More
recently, Aste and co-authors applied X-ray computed tomography (XCT) on
packs of different natures (spheres, ellipsoids, random shapes) [, 2]. Packing
codes represent the numerical alternative for the representation of heteroge-
neous systems. These codes are based on different kinds of algorithms and
have the scope to pack items together into a defined control volume. The
shape of the packed objects span from spheres to arbitrary shapes, depend-
ing on the needs. The result of these type of codes is a representation of a
container filled with packed objects which are arranged randomly in space.
Typical code output consists of a list of particles with the respective collo-
cation in the space. One family of packing codes appeals to non-dynamic
algorithms where particles are placed in the space by a specific procedure.
Bandera used an algorithm that placed spheres one-by-one, checking the
presence of overlaps [21]. Yugong [22] and then Maggi [23] applied a collo-
cation strategy based on the minimization of a target function. Out of the
family of dynamic packing algorithm, a drop-down technique was adopted by
Webb and Davies [24], a time-driven algorithm with inflatable particles and
viscosity was applied by Rashkovskii. On the other hand, an event-driven
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packing algorithm was introduced by Lubachevsky and then used in several
codes (e.g. Rocpack [25]). The results on packing inner structure depend on
the the choice of the packing algorithm. Some methodologies, for example,
do not reproduce correctly the reciprocal spatial arrangement that a group of
particles would have in the reality. Only recently, the availability of tomog-
raphy data made possible the comparison of simulations with numerically
representative sets of data. A paper by Maggi et al. for example proposes
an experimental validation for a code based on Lubachevsky algorithm, also
comparing to the statistics of a drop-down code [3].

1.2 The packing code

The code here described is based on the algorithm proposed in 1990 by
B. D. Lubachevsky, who worked first on billiard simulations [26] and then
on random disk packing problems [27]. The idea is to have a number of
spheres moving in a closed domain like a billiard simulation, but unlike the
previous one, the diameter of the spheres grows linearly in time. Since the
volume of the domain is finite, there will be a time when the spheres cannot
grow any more, obtaining a jammed pack. The algorithm, inspired by the
current advances in programming techniques for event-driven simulations in
molecular dynamics, proposed a new approach to the problem; while earlier
algorithms used an intrinsically sequential model in which the spheres were
added one by one to an initial seed structure, Lubachevsky’s algorithms
was intrinsically concurrent and was closer in spirit to the procedures used
experimentally to create amorphous solids.

As stated above, a time dependent simulation has to be run in order to
obtain a single pack of spheres. A straightforward approach would discretize
the status evolution in time and check if two particles were overlapping at
the end of each time step. In this case, a collision should have occurred
some time before, when the items got in touch, and appropriate measures
should be implemented to deal with it. This approach, called time-driven
molecular dynamics (TDMD), has many problems (as discussed in [28]) and
a high computational cost. Lubachevsky proposed to use an event-driven
approach (event-driven molecular dynamics, EDMD), where the simulation
advancement is clocked by a sequence of events. EDMD algorithms are very
efficient because, if there are not external forces, every particle moves along
a straight line between two collisions, making the identification of the exact
time for the next event easy. Since a particle is more likely to collide with
another one that is in its close vicinity than one that is far away, we can
also split the domain in cells and consider only collisions between particles
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in neighboring cells.

Three types of events can be classified: the collision between two spheres,
the transition across a domain boundary (for periodic boundary conditions)
and the transition while passing from one cell to another.

1.3 Motivations and objectives

The influence of microstructures on combustion properties is an ongoing ob-
ject of study at the Space propulsion Laboratory of Politecnico di Milano.
Burning rate and agglomeration have demonstrated to be connected to recip-
rocal particle arrangement in the bulk of propellant. A packing code is the
cheapest way to obtain a realistic model of a propellant heterogeneity. Since
this type of software is a matter of research, the developing of a proprietary
version is of particular interest.

The object of this work consists of the development of a 3D implemen-
tation of the Lubachevsky’s algorithm, within the time-frame of a master
thesis. The code will be written in C++, using standard template library
for better portability, allowing for future expansion. A complete validation
campaign will be accomplished. The code will have to correctly represent a
dense arrangement of spheres with the same diameter (monomodal packs).
Comparison with experimental microstructures is possible thanks to X-ray
Computed Tomography data provided by Dr. Tomaso Aste from the Aus-
tralian National University [1, 2].

The possibility to implement a parallel algorithm for run-time reduction
will be also explored by exploiting multicore capability of modern CPUs
through OpenMP paradigm. The algorithm is not prone to complete paral-
lelization but it is likely that some functions can take advantage of a shared
memory paradigm.

1.4 Presentation plan

Chapter I [nfroductiod.

A general overview of the need for a packing code is given. The reader is
then introduced to the general idea behind Lubachevsky’s algorithm and the
motivations that lead us to the development of POLIPack.

Chapter Collision dynamics: computational approach.

In this chapter the Event Driven algorithm is explained in details. Insight
in the Lubachevsky’s algorithm is given with particular attention to known
issue and stopping criteria.

4
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Chapter B [mplementafion.

We reported some peculiarities of our implementation. Collisions between
spheres with growing diameters are investigated, in order to minimize the
increase in kinetic energy affecting Lubachevsky’s algorithm. Tacking ad-
vantage of multicore CPU, tanks to OpenMP, the function computing the
next collision is parallelized. Scaling test and case studies are reported.

Chapter @ [Cade validafion.

A validation campaign is conducted on monomodal pack by means of the
radial distribution function, tanks to experimental data from Aste. The
packing fraction of bimodal packs is then compared with McGeary’s data,
some considerations on stopping criteria is then given.

Chapter Models of solid propellantd.

Four real propellants are simulated with POLIPack in order to investigate the
pocket size. This information is then used to estimate the average dimension
of agglomerates, which is confronted with experimental data.

Chapter B Conclisions and fufure work.

Some final considerations and possible ideas for future work are offered. The
more interesting ones are the implementation of a more efficient cell method
or the rewriting of the code to make use of GPU computing through NVIDIA
CUDA.






Chapter 2

Collision dynamics:
computational approach

At the end of the eighties Lubachevsky worked on developing algorithms
to simulate billiard and similar system, on the spur of the then recent ad-
vances in programming technique for event-driven simulation. At that time
examination of random sphere packings involved often clever, but impre-
cise and unsystematic, mechanical analogue simulation. Some construction
algorithms for computer had been already implemented but they used an
intrinsically sequential model, in which spheres were added one by one to an
initial seed structure and the final aggregate had a free surface. Lubachevsky
decided to modify one of his algorithms for billiard simulation to obtain a
random sphere packing. The idea was pretty simple, simulate a number of
growing spheres moving in a closed domain till a jammed configuration was
reached. This new approach was concurrent, meaning all the spheres inter-
acted with each other (and not one by one like other algorithms) to construct
the final aggregate. Consequently it was closer in spirit to the quenching or
compressional procedures that are normally used experimentally to create
amorphous solids. The new algorithms produced sphere packings with prop-
erties that would not readily appear with a sequential construction model,
like the presence of “rattlers”, spheres free to move locally but imprisoned
by jammed neighbors.

The following sections present a general introduction on how to efficiently
implement Lubachevsky’s idea. Since the algorithm derives from molecular
dynamics, we also looked at Sigurgeirsson’s work [28], who explained in detail
the algorithm for billiard simulation and proceeded to estimate the computa-
tional cost. Some insight on the pseudo-code proposed in [27] is then offered.

7
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2.1 Simulation

As anticipated, in order to obtain a random disk packing Lubachevsky pro-
posed to run a dynamic simulation. The first step is found in the definition of
the simulation domain; particular attention is posed on boundary condition.
The spheres can rebound on hard walls (rigid boundary) or pass through one
wall to reappear in the opposite one (periodic boundary). A hard boundary
influences the local spheres distribution and can cause a decrease in global
packing fraction, as observed by McGeary in cylindrical domains when the
diameter ratio between domain and sphere is less than 10 [d].

A number of spheres of null radius are then placed in the domain with
random position and velocity, sampled from a uniform distribution of num-
ber. Since the spheres increase their diameter (linear growth is assumed)
and the domain is limited, there will be a time when no further movement
is possible and a jammed configuration is obtained. The final position of the
particles is the random sphere packing desired

2.1.1 TDMD vs. EDMD

In order to obtain a sphere packing, following Lubachevsky’s idea, a time-
dependent simulation must be run. A classical approach is to discretize time,
in which case the following steps must be done at every iteration

S1. Compute the position of the spheres at the next time-step without
considering any collisions

S2. Check if two or more spheres are overlapping,

S3. If there are no overlapping spheres it means that no collision happened
between the two time step and the simulation can progress

S4. Otherwise one or more collision happened and it is necessary to some-
how account for them, usually rolling back the clock to the collision
time, computing the new velocity and then continuing the simulation

This type of algorithm belongs to a family of methods called Time Driven
Molecular Dynamics (TDMD) and, as the name suggests, they were devel-
oped in order to simulate the movement of particles. Despite the simplicity
of this approach, it suffers from two drawbacks. First, if there are IV spheres,
about N? overlap checks must be done for every time step?. Second, colli-
sions may be missed if the time step is too large, a sphere pair may overlap,

'Every sphere must be checked over every others, so the number of checks are
(remembering that if A is checked over B it is pointless to check again B over A)

. . 2
LN =) =N =L () =N - HER = - = iN(N - 1)
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and then separate again within the time frame of one iteration. This prob-
lem is particularly important in our case because the probability of missing a
collision depends on how long two spheres overlap. The overlapping time in
turn depends on the spheres velocity, which keeps increasing along with the
kinetic energy of the system, as a consequence of particle inflation. Therefore
to ensure a reasonably accurate simulation, a very small time step must be
chosen, slowing down the simulation.

Another way to implement this dynamic simulation exploits the absence
of forces exerted on particles. A general system of N Newtonian particles
colliding with each other can be cast as a solution to the system

m;X; :F(t7X1,Xz) X; = X0, Xl :Xi07 1= ].,...,N (21)

If F is zero, the spheres move with rectilinear uniform motion between
collisions. This implies that knowing a particles state (position and velocity)
at a given time is sufficient to compute its position at another time, provided
there are no collisions in between. The new position is obtained solving only
a first degree algebraic equation, while the collision time between two spheres
is computed solving a second degree algebraic equation.

In this situation the best approach is to proceed from collision to collision
instead of discretizing time. At each iteration the following steps must be
done

S1. Compute the time of the next collision in the system. This is done by
computing, for each particle pair, the time of the next collision and
then selecting the minimum of all these times

S2. Advance all spheres in the system up to that time

S3. Deal with the colliding particles (compute post collisional velocity)

Then repeat these steps till reaching the end of the simulation. This method
is called Event Driven Molecular Dynamic because the simulation advances
from collision (event) to collision. The event driven approach is more accurate
than the time driven one (there are no missed collision) but it seems less
efficient, since the basic algorithm requires, at every step, the calculation of
a collision time for each particles pair. In reality the workload can be further
reduced as explained in the following subsection.

2.1.2 Event queue

We are now focusing on the first step, computing the time of the next collision
in the system. This step requires at least %N (N — 1) collision predictions at

9
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every iteration®. It was observed that most of the collision times computed
on two consecutive iterations are pretty much the same. This is because
a single collision is not likely to influence impact forecasts for most of the
spheres in the pack, thus computational time can be saved recomputing only
the collisions for the two spheres involved in an impact. In order to better
explain the situation, the reader can image to store all the event forecasts in
a matrix N x N, where the element ¢¢;; is the expected collision time between
particle ¢ and particle 7. This matrix is symmetric and so the real number
of independent variables is $ N (N —1) (the values on the main diagonal
are meaningless). In the simpler algorithm this matrix must be recomputed
at every step, but as we said most elements of this matrix don’t change
across one iteration. Thus, after a collision between sphere i and j, only the
column j and the row 7 must be computed.

tey Vi € {1 <5 < N,j £} (22)
teg Vie {1<i<Ni#j i} (2.3)

The computational cost is here reduced to (N — 1) + (N —2) = 2N —
3. However, the searching procedure for the minimum time still requires
N (N —1) — 1 comparisons®, which bring the step complexity back to an
order of magnitude of N?2.

2.1.3 Cell method

At this point future collisions for every sphere pair are computed. Many of
these predictions are wasted since each particle will only take part in one
collision before changing its course and thus rendering all previous computed
collision time invalid. Since a particle is more likely to interact with another
that is nearby, rather than a far away one, only collisions between neighboring
spheres may be considered. In order to save CPU time, eq. 22 and eq. 223
could be computed (solving a secondary degree algebraic equation) only if
and j are near each other, otherwise the collision time can be set to infinite.
However, this approach still requires at every step 2N — 3 operations, all of
them being at least distance comparison and, only in a few cases, full collision
evaluation.

In order to reduce the algorithm complexity, a new problem formulation
is needed. The domain is divided in small cubes, called cells, and each sphere

2The reader must remember that each collision prediction corresponds to the solution
of a second degree algebraic equation.

3Searching the minimum of a not ordered array of N elements requires N-1 comparisons.
In this case the number of pair collision in the system is N (N — 1), hence N (N — 1)—1
operation must be done to search the minimum time.

10
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is assigned to the unique cell that contains its center. The collision prediction
is then computed only among spheres in neighboring cells. In this way, at
each iteration the number of collision predictions to be computed is about
constant, and there is no need of distance comparison. A new structure is
thus needed and every cell must retain a list of the current particles in it.
This list cannot be built at every iteration (otherwise the algorithm returns
to scale as N operations for step), but must be updated at each iteration. It
is convenient to introduce a new event called “transfer” that will be handled
by the code every time a sphere crosses the border of its cell and produces
the update of the particle list.

Figure 2.1: Example of cell method for a 2D simulation (each cell has 8 neighbors)
with periodic boundary condition. In the left figure sphere 2 is interacting only
with sphere 4. In the right figure, sphere 6 is interacting with spheres 1 and 3,
due to the periodic boundary condition. For 3D simulations a cell would have 26
neighbors.

The new algorithm becomes

S1. Compute the time of the next event (meaning a collision or a transfer)
in the system

S2. Advance all spheres in the system up to that time

S3. Deal with the event, compute post collisional velocity in case of an
impact or update the list of particles in two cells (deleting the sphere
presence in a cell and adding it to the neighboring one)

In this way the number of impact forecasts for every iteration, required by
the above mentioned step S1, results to be constant instead of in the order

11
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of N2. Specifically, if the spheres have the same diameter (in our case the
same diameter growth rate), the domain can be divided in a number of cells
so that there is going to be about one particle for cell. This reduces the
number of collision predictions to about 26 for every iteration, since that is
the number of cells surrounding every sub-domain. In addition, 6 boundary
transfers should be accounted for, thus step S1 requires about 32 operations?.

T T T T T T T T L T LT T T T T L T T T T T T T T T T T TR TP T T IO

Figure 2.2: A cell cannot be smaller than the maximum diameter of the biggest
sphere. In this way two particles cannot overlap unless they are in adjacent cells,
thus reducing the number of collision prediction to a constant number per step.

The introduction of the cell method greatly reduces the computational
time required by step S1, but the complexity is still an order of N? as required
by the minimum search. Also, it must be noted that a new matrix containing
all the time for the next cell transfer must be kept. This new matrix has a
size of N x 6. In order to search for the next event, that is the minimum
element of the collision and transfer matrix, %N (N —1)+6N —1 comparison
must be done. It must be said that impact prediction is more computation-
ally expensive than time comparison, thus the cell method provides a good
reduction of the computational cost.

2.1.4 One event per particle

In the algorithms described so far, two matrices are required. A first ma-
trix N x N containing, for all sphere pair, the time of the next collision (but

4Tt must be noted that computing the time of a next boundary condition require only
the solution of a first degree algebraic equation instead of a second order one for spheres
impact

12
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as we said this matrix is symmetric and if the spheres are not near each other,
the time of collision is not computed but set to infinity) and a N x 6 matrix
containing for every sphere the time to cross one of the six boundaries of a
cell. Storing all this event (3N (N — 1) 4+ 6N) is not efficient. It is useless
to store for a sphere more than one event since the first occurrence is going
to change all the other predictions. The matrices thus become vectors, one
for the next collision and one for the next transfer. Lubachevsky does not
separate the two, maintaining only one vector for the next event (that can
be a transfer or a collision). Other algorithms, like [28], maintain the two
structures separated in order to avoid recomputing some collision prediction
that are not modified by a cell transfer.

2.1.5 Implementation of the event queue

The last optimization to step S1 consists in reducing the number of operation
needed to find which, from the entire possible future events, is the next one.
That means finding the minimum value of the time vectors that store the
possible next collision and cell transfer. A common solution is to implement
a priority queue using a binary min-heap. A heap of size N requires only
one operation to find the minimum and an average of log (N) operation to
insert or delete an element. In our case the number of elements in the heap
is constant (N in Lubachevsky’s case or 2N if collision and transfer are kept
separate), but every collision changes the velocity of 2 spheres, thus their
next event needs to change. This means the need to update 2 members of
the heap for every impact (2log (IV) operations).

2.1.6 Delayed update

As previously stated, step S1 (searching for the next event) can be imple-
mented efficiently with event queue and cell method, requiring a number of
operations that is independent of the total number of spheres (plus 2log(N)
operations for the queue management). The second step (advance all the
particles to the time of the next event) still requires N operations. The
objective is to reduce even this step to a constant number of operations.

It was already mentioned that every particle moves on a straight line with
constant velocity between collision. Computing the particle position, at any
given time between impact, requires only the application of the formulas for
the linear uniform motion. The knowledge of position and velocity at one
time are needed. If we refer to the state of a particle as its position and
velocity at a given time, only the values immediately after a collision must
be memorized, and can be updated only if the sphere partakes in another

13
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event. In this way every particle state is recorded at a different time and for
this reason this type of algorithm is called asynchronous EDMD.

Step S2 then requires only updating the state of particles involved in an
event (two spheres for collision and one for cell transition®).

2.1.7 Final algorithm

In this section the general idea behind an EDMD algorithm was presented
with several ways to reduce computational cost. In this last subsection a
general description of the final algorithms is presented.

Three data structures are needed

e Particle state. For every sphere, position and velocity of its center
must be memorized long with the time they refer to.

e Event queue. Heap containing the next foreseeable event (one for
each particle in Lubachevsky’s case). There is a one-to-one correspon-
dence between the events in the queue and the particles in the system.
Since each collision involves two spheres, every impact is represented
twice in the queue, once for each particle involved, and which is handled
first is arbitrary.

e Cell Structure. Array with one element for every cell, each element
is a list of spheres whose center is contained in that cell.

To start the simulation all these structures must be initialized. Typically
a random position and velocity are assigned to each sphere. The cell structure
is initialized computing the location of each particle, a reference to each
sphere is then inserted in the appropriate list. At least, for every sphere the
next event is computed in order to populate the event queue.

The algorithm follows the following steps till a desired final time

S1. Find the next event in the event queue

S2. Handle the event for that sphere

S3. Compute the next transfer time for that sphere
S4. Compute the next collision time for that sphere

S5. Fix the position of the sphere and its eventual partner in the event
queue

5One can argue that only a collision change the spheres velocity, and updating the state
in case of a cell transfer is pointless. While this is true, in order to maintain a sort of code
symmetry, it can be preferred to handle each event in the same way.

14
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S6. Restart from step S1

2.2 Lubachevsky’s algorithm

This section is focusing on explaining the pseudo code proposed in [27] by
Lubachevsky, reported in algorithm . In fig. 223 a flowchart summarizes the
main operations of the program.

2.2.1 Data structures

The main structure in the code is called event,
event = (time, state, partner) (2.4)

where state refers to a sphere position and velocity at time, immediately after
an impact or a boundary transition. In case of a collision, partner is the
other sphere involved, otherwise a no-value symbol is assigned to it. Every
sphere maintains two variables event, an old one that already happened
and a new one that represents a prediction. All new and old event are
stored in a matrix event [l : N,1:2] composed by N row and 2 column.
Also new ([l : N] and old [1 : N| are maintained. These two vector contain
the column of event that contains respectively the new and old event, thus
Lor2 (newli]+ old[i] =3 Vi=1:N). A references like time[i, old [i]] refer
to the time of the old event for the sphere i, likewise state [j, new [j]] refer
to the state of the new event for sphere ;.

The pseudo code also uses function advance, interaction_time and jump.
advance advances the sphere position to a given time as if no collision hap-
pens, interaction_time compute the time of the future event for two given
spheres or for a sphere and a boundary, jump deal with collisions and bound-
ary transitions.

2.2.2 Simulation

The algorithm starts with the initialization of the matrix event. At the
beginning, the new and the old event are the same, random position and
velocity are assigned to state and every sphere has no partner. The main loop
of the program start at line @ and the iteration continues until a designed final
time.The next event is selected among all the possible new ones (line M) and
the state, of the sphere i, taking part in it, is updated (line [2).The following
lines compute the new next event for the sphere i,. In line [3 and line [ the
next collision and transition time are computed, whereas in line 21 whichever
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Algorithm 1 Lubachevsky’s algorithm as proposed in [27]

1: current_time < 0
2: fori=1— N do
32 newli] + 1; old[i] + 2;

4 timeli, 1] < 0;

5: partner[i, 1] < A;

6: state[i, 1] <—initial state of sphere i;

7 event[i, 2] < event|i, 1];

8: end for

9: while current_time < end_time do

10: current_time <— min, <;<y timeli, new|i)]

11: i. < an index which supplies this minimum (i.e., current_time)
12: newli.] < old[i.]; old[i,] < 3 — newli,];

13: P < minjc 4., Pi,j,

14: where P, ; = interaction_time(stateli,, old[i]], timeli,, old[i,]],. ..
15: statelj, old[j]], time[j, old[j]])

16: and A(i,) ={j | 1 <j < N,j# i, time[j,newlj]] > P,.;};

17: Js < an index which supplies this minimum (i.e., P);

18: Q — minlSkSK Qi*lw

19: where Q, ; = interaction_time(statel[i,, old[i.]], timel[i,, old[i.]], k)
20: k. < an index which supplies this minimum (i.e., Q);
21: R+ min {P, Q};

22: timeli, new[i,]] < R;
23: statel < advance(stateliy, old[i.]], time[i., old[i.]], R);

24: if Q < P then

25: stateli,, newl[i]] < jump(statel, k,);

26: partner[i., newliy]] < A;

27: else
28: time[j., new[j.]] < R;

29: state2 < advance(state[j,, old[j.]], timelj., old[j.]], R);
30: (stateli, newli.]], state[j., new[j.]]) < jump(statel, state2);
31: My 4— partner|j., new|[j.]];
32: partner|i., newliy]] < ji; partner[j., new[j.]] < i.;
33: if m, # A then
34: state[my, new[m.]] < ...
35: advance(state[m., old[m,|], time[m., old[m.]], time[m., new[m.]]);
36: partner[m., new[m.|] < A;
37: end if
38: end if

39: end while
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Figure 2.3: Flowchart of Lubachevsky’s program.

17



Chapter 2

occurs first between collision and transition is decided. From line 22 the real
update begin, the code differentiates between boundary transition update
(lines 23-28) and collision update (lines 23-B7).

Something should be said about lines B4-88. That portion of the code deal
with a third party, it can happen that during an iteration sphere 7, schedule a
next collision with sphere j,, but in a previous iteration j, already scheduled
a collision with m, (the third party). In this case the impact prediction of
sphere m, is changed to a transition.

2.2.3 Known issues

Two issues were reported by Lubachevsky in [26] regarding his algorithms
for billiard simulation, but these can be extended to the case of random disk
packings.

The first issue regards overlaps. The code must be tolerant regarding
small overlaps that are due to round-off error. Lubachevsky identified a
situation he called “a preemption of a preemptor” in which he observed over-
lapping. The situation is quite complex since it involves four spheres but
it is also quite common in very dense pack. Suppose a collision between
spheres A and B is scheduled to happen at time ¢45. This collision is pre-
empted in a following iteration® by a future impact between C and B at
time top? (tcp < tap). In this last step, the collision event for A is erased
and A is advanced to time tsp. In a following iteration again the colli-
sion between C and B is preempted by an impact prediction of D and C at
time tpo (tpe < top) and so B is advanced to time top. In this situation
D preempts the preemptor C, so that the collision between A and B must
be rescheduled. The problem is that A is now already at time t4p (the time
of impact between A and B), and computing again the next collision time
may return a value smaller than ¢ 45 because of round-off error and different
computational paths. The function interaction_time accounts for this small
difference, and eventually restores the time to ¢ 4p.

The last issue is an inefficiency in the code. The algorithm computes
position and velocity of the sphere at the time of the next event before this
event is confirmed to happen. In this way, if the forecast is changed, these
computations are wasted. Lubachevsky suggested to compute only time and
type of the next event, the velocity and position calculations can be delayed
till the last moment.

SIn these so called “following iterations” neither A nor B must partake in any event.

"Note the order C and B and not B and C. This is because the only way for B to
take part in a new event is if the previous one at time t4p is confirmed to happen and so
changed from new to old. In this case it is impossible to find a tg¢ such that e < tap.
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2.3 Preliminary overview on stop criteria

In this last section a brief overview of stopping criteria is given. As previously
stated, Lubachevsky proposed to run the simulation till a jammed configu-
ration was reached. It only remains to define what a jammed configuration
is and if it is necessary to reach it.

In the literature a considerable ambiguity remains about what jammed
actually means. Torquato et al. presented in [29] multiple definitions and
classifications for jammed structures. In a system of N particles in a closed
domain with impenetrable boundaries, a sphere in the system is individu-
ally jammed if it cannot be translated while holding fixed the positions of all
of the other N — 1 particles in the domain. For this to happen the particle
must have at least 4 neighbor or wall contacts not all of which are in the same
“hemisphere”. Bearing the above in mind, Torquato classifies a packing of N
spheres as

e locally jammed if the system boundaries are not deformable and each
of the N particles is individually jammed;

e collectively jammed if the system boundaries are not deformable and
it is a locally jammed configuration in which there can be no collective
motion of any contacting subset of particles that leads to unjamming;

e strictly jammed if it is collectively jammed and the configuration
remains fixed under infinitesimal virtual global deformations of the
boundaries. In other words, no global boundary-shape change accom-
panied by collective particle motions can exist that respects the non-
overlap conditions.

We take note of this classification but the purpose of this thesis is to cre-
ate a model of a solid propellant, in which particles of oxidizer are immersed
in a polymeric matrix. In a propellant a collectively or strictly jammed con-
figuration it is very unlikely and even not desired, since a propellant must
have some flexibility. Moreover we are interested in combustion properties
and not mechanical ones (for the moment) thus it is not in our interest to
investigate this aspect. Finally it must be noted that checks, able to identify
jammed configuration, are far from trivial and probably more complex than
the algorithm used to generate the pack ([30] for further reading on an algo-
rithm to test for jamming). For simplicity, in this work, the term jammed is
going to be loosely used, often it will only indicate the final packing obtained.

Since testing for jamming is too complex and a true jammed configuration
is not needed, other stopping criteria are required. Lubachevsky used a final
time; more meaningful criteria can be based on reaching a desired volume
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fraction or a specific sphere diameter. Time, sphere diameter and volume
fraction are correlated. Other stopping criteria can be based on variation of
the above parameters.
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Implementation

Some insight into code implementation is offered in this chapter. The C++
programming language was chosen due to its speed and object-oriented fea-
tures. Moreover only data types belonging to the Standard Template Library
(STL) are used, in order to guarantees maximum portability across different
operating systems and long time support.

3.1 Basic structures

+1

Figure 3.1: The domain is a cube with a side of length 2. The origin of the
coordinate system is at the cube center.

Taking advantage of C++ classes, a number of objects were designed to
suit to our needs. The most basic class is called vettore and consists of an
array of three double precision numbers. This class introduces the concept
of 3D spatial vector in C++ and it makes some operations available to the
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user (scalar product, vector sum, euclidean norm...). The class vettore
was required since vector operations are not included in the STL and it was
decided to be independent from third party libraries.

The class Csfera collects information about a sphere center. It contains
position and velocity of the center (two variables vettore) and the time at
which they refer to (one double). Moreover an integer variable defines the
sphere partner (in case of collision).

The class Sfera completely describes a particle state. This class is made
by an array of two Csfera, one is a prediction of a possible new event while
the other one stores an event which already happened. Which element of
the array is an old event and not a forecast is indicated by a boolean vari-
able. This class contains also the diameter growth rate, a particle pseudo
density®(one double each) and a flag that indicates the sphere family (an int
variable), useful for multimodal packs.

The event queue, implemented as a binary tree, is handled by albin.
Further description is offered in section B=2.

The last class, albero, describes the entire domain. It is composed by a
vector of Sfera elements and an event queue (a variable albin). Another
important feature of this class is the cell method. The domain is equally
divided in small cubes, such that the maximum attainable diameter of each
sphere can be contained in a single cell. Once the number of cells needed
is computed, a three dimensional matrix is initialized. Each element of this
matrix corresponds to one cell and it contains a list of particles whose center
is in the cell.

As a final note, it must be said that, while both event queue and cell
method are respectively based on time and position of sphere center, the first
one works on a prediction (the Csfera marked as a future event in Sfera)
while the other on an consolidated state (the other Csfera in Sfera).

3.2 Binary heap

In the previous chapter the importance of an event queue (subsection Z-1-2)
and how to implement it (subsection ZZ13) was already discussed. A brief
overview on the implementation of a minimum heap proposed by [27] is
offered here.

A heap, in particular a minimum heap, is a binary tree where each node
is linked to two others with values greater than its own value. In this way the

!The pseudo density is not the density of the sphere material, it is simply a parameter
used to define the importance of a particle over another during a collision. For more
information see section B8
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first element of the tree is always the minimum of the array, thus requiring
only one operation to extract the minimum. Adding a new element to the
heap costs about log (V) operation.

Before delving into a detailed code description, it is important to un-
derstand if it is really necessary to develop a proprietary version of a heap.
Binary trees are fairly common in sorting problem and an implementation of
them is already included in the Standard Template Library.

The STL (section algorithms) provides the functions

std::make_heap rearranges an array data in a heap;
std: :push_heap add an element to the heap;

std: :pop_heap remove the first element of the heap.

OO OO0
T

Figure 3.2: Heap binary tree stored in an array.

While these function may be enough in same cases, they are not suitable for
our need. The biggest problem resides in how the heap is implemented: the
function std: :make_heap rearranges the elements of the array in a heap vec-
tor (fig. B2), thus changing the order of the elements. This is incompatible
with the program since every sphere is identified by its position in the array
(sphere 1 is in position one, ...). Another problem resides in std: : pop_heap
and std::push_heap. They remove and add an element to the array, but
since the number of spheres does not change, they must be used together.
Also, in case of a collision forecast, since two particles may partake in the
event, two elements of the heap vector must be rearranged and this is impos-
sible using the STL provided function. In this kind of situation, instead of
std: :pop_heap and std: :push_heap, it is simpler to define a shifting func-
tion that accepts the position of a modified element in the tree and shifts
it up or down the tree till the heap is restored. For all these reasons it was
decided to write a new implementation of a minimum heap.

The spheres must be arranged in a heap array based on the time of the
next event they partake in. Since their position in the original structure
cannot be modified, the arrays PHT e PTH are introduced, as suggested
by Lubachevsky. An example is reported in fig. B33. Indexes of vector P are
arranged in vector PHT following minimum heap rules, thus P(PHT(m)) is
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Original data vector

Heap tree representation

P |13|16|11|14|10|12|15|
P1 P2 P3 P4 P5 P6 P7

Heap tree map

PHT |P5|P3|P6|P1|P4|P7|P2|
H1 H2 H3 H4 H5 H6 H7

Heap tree inverse-map

PTH |H4|H7|H2|H5|H1|H3|H6|
T T2 T3 T4 T5 T6 T7

Figure 3.3: Example of heap tree of an array P. The heap tree consists only of
two structures PHT e PTH. PHT stores the indexes of the original data array,
ordered in such a way to reproduce a binary tree (if 7 is the ith node, 2i and 2i + 1
are the left and right children while | %] is its parent node). On the other hand
PTH contains the indexes of PHT, and allows to identify where each element of P
is located in the tree.

the value of P located at the m — th position in an imaginary heap. In this
way the minimum value is simply P(PHT(1)). Assuming that the predic-
tion of later event changes element P(i), PTH(i) contains a PHT cell in-
dex, which refers to P(i). PTH is thus the inverse map for PHT since
PTH(PHT(m)) = m. Both PTH and PHT must be updated together to
maintain heap consistency.

The only function needed to manage the heap is a shift-up or shift-down
function. It must move a heap element up or down the tree, in order to restore
consistency, after new events are computed. A heap initialization function,
generally speaking the more computational costing one, is not needed. At the
beginning of the simulation, old events are initialized with random position
and velocity referring to time 0. At this stage, new events are a copy of the
old ones. In this way the first N iterations of the code provide the needed ini-
tialization of forecast event, without adding extra code. Another advantage
of this choice is that, since all particle new states are at time 0, a random ar-
rangement of vector PH'T is a consistent binary tree. The elements of PT'H
depends on PHT.
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Computational

border > e €
P N\

Cell border Active cell

Figure 3.4: While computing the next transfer event, computational borders are
used, instead of the cell ones. This guarantees the transition into the next cell
despite round off error. € = 107! has proved to be reliable in all the simulations
done.

3.3 Transfer detection

Detecting a cell transfer or border transition, corresponds to computing the
time at which a sphere center crosses over a plane. Due to the cubical shape
of the domain and cells, and their alignment to the coordinate system, the
evaluation of such time is obtained by solving the formula
tT:t*—i—M k=ux,y,z2 (3.1)
Tk
where tr is the transition time and t* the time the position of the sphere
center refers to. Py is the coordinate of the plane, for example P, is the
coordinate of a plane parallel to the y — z plane and x = P,. x; and &, are
the components of position and velocity of the sphere center. Returning to
the previous example, in order to compute the time of the transfer over a
plane P,, only the components of position and velocity along the x-axis are
needed.

The next transfer event for a sphere is obtained applying eq. B six times
(one for each plane that build the cell boundary) and finding the minimum
between them (five comparison). It is clear that calculating the next collision
time is much more burdensome from a computational viewpoint.

We conclude this section about transfer detection talking about some
details on our implementation. A particle center must not be exactly on a
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border (very rare occurrence, but it can happen), otherwise computing in
which cell a particle center is contained will produce unforeseeable results.
Moreover after a transfer the sphere must be outside of its original cell,
thus eq. Bl is applied using not the cell border but a widened one as reported
in fig. B4. The dimension of this computational border must account for
the loss of precision that happens when sphere velocity increase. Typically,
if the time to reach a certain plane is computed for a sphere with hight
velocity, its center is not exactly on the plane, when the sphere is advanced
to this instant. This error is due essentially to finite algebra and precision
loss during operations between numbers of different magnitude orders. A
constant € of 107! has proved to be enough in all simulation tested

3.4 Transfer handling

A cell transfer or domain boundary transition involves two separate actions:
computing the new center position and updating the particle list for two cells.
Calculating the new center position requires only the application of eq.
and, only in case of domain boundary transition, the sphere center is trans-
lated (in order to maintain periodic condition) depending on which domain
boundary was crossed.

Maintaining an updated list of current spheres in each cell is necessary
to reduce computational cost, decreasing the number of collision detections
needed (subsection Z13). Updating such list requires to delete the particle
from the list of the source cell and add it to the list of the destination cell
every time a transfer is validated.

3.5 Collision detection

In the previous chapter, the advantages of particles moving with constant
velocity between collisions was often remarked. In this section these benefits
will be clearer. This type of movement belongs to a class of motion char-
acterized by constant acceleration (zero in this case). The equation can be
derived through subsequent integrations.

x(t)=0 (3.2a)
% () (3.2b)

x(t) =x (f) +% () - (t 1) (3.2¢)

As it can be seen from eq. BZ2d, the position of a sphere center x at any

time ¢ can be easily computed knowing only position and velocity at a given
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time £. Only one other equation is needed to describe the diameter grow.
For simplicity a linear grow is assumed

D(t)=at (3.3)

where D is the sphere diameter and a it is the growth rate.

A collision between two spheres happens when the distance of the centers
is the sum of their radii, thus the problem of finding the collision time between
two particles (sphere 1 and 2) is reduced to solve the equation

Dy (te) | Ds(tc)
20+ 20

where to, solution of the equation, is the collision time. In order to solve this
problem, a similar procedure to the one proposed by Lubachevsky is used,
but it is slightly modified in order to account for collisions between spheres
with different diameter growth rates.

Suppose a sphere 1 is characterized by a center position x; at time %,
center velocity Xx; and a diameter growth rate a;. Likewise for sphere 2,
X9 at ty, X9 and ay. Equation B2 can be rewritten in a more manageable
equation. Initially, a change in variable is performed

tc=t"+t (3.5)

%1 (te) — %2 (to)]| = (3.4)

where t is the new unknown variable and ¢* is the more advanced time be-
tween t; and to

t* = max ({1, t2) (3.6)
Both spheres are then advanced to t*
X109 = X1 + Xl : (t* — tl) (37&)
Xog = X9 + 5(2 : (t* - t2) (37]3)
in this way
X1 (tc) = Xq9 + 5(1 -1 (38&)
X9 (tc) = Xgg + 5(2 -1 (38b)
Taking advantage of eq. B8, eq. B4 can be written as
]' *

Ip+v-t] =3 (ar+a) (¢ +1) (3.9)
where p = X190 — X990 and v = X; — X3. Remembering the definition of
Euclidean norm? and squaring the previous equation

1
(vt (ptv-t)=(m +ap)’ (8742t + 1) (3.10)

2Euclidean norm: ||x|| = /x-x
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Thus the problem of finding the next collision time can be formulated as
finding the least positive real solution of

At +2Bt+C =0 (3.11)
where
A=v-v— le (a1 + az)? (3.12a)
B=p-v— i (a1 + ag)” t* (3.12b)
C=p-p- i (a1 + ag)” t** (3.12¢)

The solution is
—-B—-—+vB?2-AC
t = A
+ 00 (B>0and A>0) or (B~ AC <0)]

[(B <0or A<0) and (32 —AC > 0)] (3.13)

As previously stated in subsection 22223, due to finite algebra and phe-
nomena like “a preemption of a preemptor”, slightly negative values of ¢ can
be expected. In that case the code automatically restores the value to zero.

3.6 Collision handling

Collisions could be considered the heart of Lubachevsky’s algorithm since
they are the driving event of the simulation. Cell or boundary transitions are
only secondary, introduced to minimize computational time (cell transition)
or define a finite domain (boundary transition)®. A collision, and in general
any events, must be point-wise in time in order to fit within the general
framework of the algorithm. In our case the classical elastic collision does
not guarantee this property because each particle is growing and there is
an outward surface velocity relative to the sphere center. Depending on the
diameter growth rate and the pre-impact center velocity, it may be necessary
to add extra impulses in order to increment the rebound velocity and prevent
particle overlapping.

3Despite our code applies periodic boundary conditions, it is important to note that
in a real situation the necessary presence of a container causes local re-arrangements of
the spheres. In a cylindrical container, when ratio between container and sphere diam-
eter is less than 10, the presence of a solid border greatly reduces the packing fraction
attainable [d].
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Adding extra impulses generates an increase in the kinetic energy of the
system, leading to two types of consequences related to high values of velocity.
A first issue is the loss of precision due to computer finite algebra. Operation
between variables of different orders of magnitudes can cause inaccuracy in
collision predictions. The second issue does not jeopardize the code integrity
but it affects the sensitivity of the packing fraction from the diameter growth
rate. Typically, diameter grow rate is used to drive the change of final pack
density (small value cause more ordered packing [27]). Actually, the ratio
between grow rate and particle mean speed appears to be more important.
If the ratio becomes small, little growth occurs between collisions and it can
become impossible to generate more ordered and denser packs.

3.6.1 Classical elastic collision

In a classical elastic collision between particles of the same diameter, the
velocities of the spheres can be divided into components parallel and per-
pendicular to the line connecting the centers. The traverse components are
unchanged by collision, whereas the parallel ones are exchanged. A More
complex model takes into account the possible difference in size for multi-
modal analysis. What follow is a simplification of the model proposed in [1]
for rigid spheres, where we considered particles with frictionless collisions.

The relation between velocity before and after a collision can be expressed
by the following equations

ma (X1 — Xgo))

mo (X2 — Xéo))

The impulsive force exerted on particle 1 is J, which also acts on particle 2
as a reaction. Subscripts 1 and 2 refer to the two spheres, superscript (0)
represents values before collision and m is the mass. The unknown variables
are the impulsive force J and the post-collisional velocities x. The relative
velocities between particle centers, before and after collision, are defined as

J (3.14a)
—J (3.14b)

GO =% —x{ (3.15a)

The post-collisional relative velocity G is related to the pre-collisional
one G through the restitution coefficient e

n-G=-—e (n : G(O)) (3.16)
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Figure 3.5: Relative motion of two spheres.

where n is a unit vector aligned with the line joining the centers (see fig. B3).
Restitution coefficient e is assumed to be constant; a value of one allows the
conservation of kinetic energy through the collision.

Equations B14, with the definitions BTT3, can be arranged as

my + Mo

G=G ¢ J (3.17)

myms
multiplying by the unit vector n

m1+m2

n-G=n-G% 4+ n-J (3.18)

mimes

substituting eq. B8 into the left side of the above equation, only the normal
component of the impulsive force n - J remains an unknown quantity

_e(n.Gw)):n’Gmmwn.J (3.19)
mqme
Rearranging the different terms
1My
J=——""1(1 -G 3.20
n e (1+e) (n ) (3.20)

Since the spheres are frictionless, the impulsive force J has no component

orthogonal to n, thus
J=(n-J)n (3.21)
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Putting together eq. BI4 with eq. B0, the relationship between velocity
across an impact is obtained

. L0 (o (0 ma
% =%" - (n-GO) (1+¢) s (3.22a)
. . (0 my

In this work e = 1 is used, unless specified.

3.6.2 Collision with diameter growth

In order to ensure a point-wise in time event, additional impulses must be
added to account for diameter growth. One way to proceed consists of the
application of the previous derived collision formulas and blindly add an ap-
propriate constant impulse at every impact. This seemingly naive approach
worked quite well for Lubachevsky but introduces additional rebound veloc-
ity even when not needed, thus unnecessarily incrementing kinetic energy.
Following [3], it was decided to add extra rebound velocity only to an extent
strictly required to ensure the absence of overlaps. Before proceeding, it must
be noted that indiscriminately applying eq. B222 to collisions with diameter
growth can lead to insidious errors, depending on the implementation of the
check on post-collisional velocity and on extra impulse addition. What fol-
low is an introduction to the phenomena we dubbed “back impact” and the
modification needed to guarantee a minimum rebound velocity.

For a classical collision between spheres of constant diameter, necessary
condition for an impact is converging trajectories. However converging paths
are not needed if the diameter grows. A collision can occur even with di-
verging trajectories if the separating speed is less than the semi-sum of the
diameter growth rate (fig. B8), we dubbed this case back impact. It is im-
portant to note that if the diameter is constant and there is a collision,
pre-collisional velocities are on a converging path, while the post-collisional
ones diverge. If the previous discussed formulas (eq. B22) are applied to
spheres of growing diameters and there is a back impact, post-collisional ve-
locities on converging trajectories are obtained and overlapping is inevitable.
The original Lubachevsky’s algorithm [27] circumvents the problem by al-
ways adding an impulse, to each of the two spheres, equal to the diameter
growth rate; this ensures diverging post-collisional velocity even in case of a
back impact. This approach is too conservative and adds more energy than
required; we propose here a different solution.

As a first step, we should define if the collision is a back impact, which
happens if

n-G® <o (3.23)
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Figure 3.6: Collision with divergent trajectories, dubbed back impact. A collision
can occur even if two spheres are on diverging paths but their separation speed is
less than % (a1 + as).

In this case, it is necessary to guarantee that the sphere centers are moving
away from each other with a minimum velocity &,;,, where

1
Tmin > 5 (a1 + CLQ) (324)

a; and as are the diameter growth rates of the two particles. The velocity to
be added is

I = &min +n-GOY (3.25)

The post-collisional velocities are

S (O M 396

X =X p—— n (3.26a)
=% 1M 3.26b
Xg =Xy + e — n (3.26b)

If eq. B23 is false, the classical collision takes place and eq. B22 are to
be applied obtaining %j and x3. The asterisk means that other steps are
necessary before obtaining a final result, since final velocity must guarantee

Lmin

I =i —e(n-G) (3.27)

If I < O then %] and %} are the final post-collisional velocity, else it is
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necessary to increment the rebound speed.

. . mo
=xf-71— 3.28
= my =+ Mo " ( 2)
. my
=x5+1 3.28b
*2 X+ my + moy ( )

3.7 Program input

The result of a packing code is affected by two series of parameters. One
group of information is dictated by the physical nature of the pack to repro-
duce. Out of this group we find parameters such as the packing fraction PF,
the particle size distribution, the packing volume, the final density, and akin
information. A second group of data is more simulation-related, namely,
particle growth rate a and fraction change parameter.

Since it was decided to implement the program as a packing engine, ev-
erything specific to propellant simulation it is left to the user, who must
decide by himself the number of particles and their diameter distribution in
order to obtain a specific propellant density.

The program accepts as input a file with basic particles information on
each row. The format is as follow

Column 1 center initial position,  coordinate
Column 2 center initial position, y coordinate
Column 3 center initial position, z coordinate
Column 4 center initial velocity, x component
Column 5 center initial velocity, ¥ component
Column 6 center initial velocity, z component
Column 7 diameter grow rate

Column 8 pseudo density

Column 9 generic flag (an integer number)

Values between —1 and +1, excluded, must be assigned to center position
to maintain consistency with domain boundary (fig. Bl). Generation of
such file is delegated to the user, who can introduce whatever distribution
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of diameter just changing the growth rates. A note must be made about the
pseudo density. This value is not the actual density of a sphere material; its
absolute value is pretty much meaningless. Pseudo density is used to compute
a pseudo sphere mass that is introduced in collision equation, moreover is
used only as a relative quantity (see eq. and eq. B28).

Attention is now posed on stopping parameters. The code in theory runs
till a final simulation time ¢, is reached. Such value must be declared
by the user at the beginning, since it influences the value of the maximum
attainable diameter

Drpax = nax (i)  tmax (3.29)
The maximum diameter determines the size (and thus the number) of cells
the domain is divided into. Overestimating ¢,,.x causes a reduction of cells,
this increases the number of spheres in a single cell, causing computation time
to rise. For this reason t,,,, should be carefully estimated. The program
accepts the declaration of ¢,.., but for most users it is a quantity pretty
much meaningless. D, or PF .« can be used instead, where the packing
fraction PF at a given time is defined as the ratio between total volume of
spheres and domain volume.

oL in(5))]
-z (

23

PF =

> a§> t3 (3.30)

=1

Both diameter and packing fraction depend only on simulation time, there-

fore only one of these three quantities must be defined. The sum of cubes
in eq. B30 can also be determined once and then stored, since the diam-
eter growth rates are constant; this reduces computational cost of packing
fraction calculation.

The last simulation-related quantity that can be defined is the packing
fraction change parameter. The physically attainable packing fraction is
difficult to assess in advance and, in same cases, may represent the target
of the simulation. The code must stop when there is no sensible change in
packing fraction across a certain number of iteration.

3.8 Variation of packing fraction as stopping
criterion

As for every iterative procedure, the identification of a stopping criterion is
fundamental to the packing simulation, since the algorithm tends asymptot-
ically to displace particles in a close-pack ideal arrangement. Two types of
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stopping criteria are usually adopted. The first, the most common one, is
based on the variation of a selected parameter across an iteration, compared
to a chosen tolerance. This type is always used in order to limit the length
of the simulation since it is pretty much a waste of time to continue if the
parameter of interest does not change significantly any more (a more aggres-
sive approach can be to limit the total number of iterations). A second type
of stopping criterion targets a defined packing fraction. This method is more
attuned to the nature of the simulation, and it builds a bridge between the
problem physics and the simulation model. This type of criterion generally
marks a separation between what an acceptable physical solution is and what
goes beyond the experimental evidence.

Lubachevsky’s algorithm is more a dynamic simulation than an iterative
procedure, but it can be regarded as such, if the packing fraction is consid-
ered. At every computational step, spheres grow and the packing fraction
increases toward a desired value. If the variation of volumetric packing frac-
tion across a computational step is less than a tolerance €, the code stops.
The reader should note the use of “computational step” instead of “itera-
tion”, because the time of the simulation and thus the packing fraction can
be the same across a single iteration. It’s therefore necessary to define a
new interval for the evaluation of packing fraction. A common solution is
to group a determined number of iteration in a computational step, in par-
ticular we choose to define 1 computational step as 10N iteration. Another
solution is to wait N collisions before computing the new packing fraction
([8]). Validity of either solution can be discussed. The stopping criteria is
thus

pPF(®) _ pR(i—10N)

=0 <e (3.31)

3.9 Parallelization through OpenMP

As expected from [27, 28, B], computation of the next collision time is the
code bottleneck. The cell method reduces the number of computations to
a constant value for every iteration (subsection Z13), at the expense of
having to introduce a transfer event. The more cells are present, the less
collision forecasts are needed but the more transfer events must be accounted
for; Sigurgeirsson [28] demonstrated that optimum performance is obtained
when cell size and sphere diameter are about the same (in a monomodal
configuration). In this last condition, an average of one sphere per cell is
maintained and about 26 sphere pairs exist. One way to reduce this number
of impact predictions is to separate transition and collision queue. Keeping
both events reduces the number of impact tests, in case of a transfer, by a
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factor of 2/3 [28]. This is due to the fact that a simple transition does not
change a sphere path and a previously computed collision is still valid.

Another problem of the cell method resides in a quick loss of performance
if there is an average of more than one sphere per cell, that is the case of
multimodal simulation. Indeed, while for monomodal packs cell size can be
effectually tailored on particle diameter, for multimodal pack the biggest
sphere dictates the size. A solution is presented in [B], where a hierarchical
cell method is implemented, using more layers of different sized cells in order
to accommodate distinct particles dimension. Once a sphere outgrows the
current cell, it is transferred to the upper level ones.

Neither of the two solutions are actually implemented in our code, mostly
due to developing time constraint, and only one event per particle (be it a
collision or a transfer) is memorized. In this scenario at least 26 collision
predictions must be done at every iteration and more if many particles per
cell are present. Since all of these computations are independent from each

other, it was decided to take advantage of the multi core architecture available
on the latest CPU.

3.9.1 Scalability test

One of the first tests, done on the parallel version of our collision prediction
function, aims at discovering how the parallel version behaves. As it is of-
ten the case, our interest was directed to assess the total execution time of
the parallel version over the sequential one. For simplicity we started with
monomodal packs.

The idea behind this battery of tests is to study how execution time
changes based on the number of spheres per cell. Every simulation is carried
out using a maximum diameter of 0.5 as input, forcing the program to split
the domain in 64 cells (see section B7). Changing the global number of
particles, maintaining the number of cells constant, a variation in the number
of particles per cell is attained. It can be noted that reaching a diameter of 0.5
is impossibles in most cases, but the reader must remember that this input
value is used only to define the cell size; moreover the simulation is terminated
upon reaching a predetermined number of iterations, which is experimentally
established in order to obtain a minimum of about five minutes of execution
time. In addition to the original single-threaded application, the algorithm
for the computation of the collision time is forked into two and four threads.
For every different number of particles per cell, each of them are launched
five time with different starting center and velocity distribution.

Figure B0 reports the execution time of the single-threaded sequential
version as fraction of the two and four threads ones. As you can see, for
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Figure 3.7: Execution time of the parallel version, expressed as fraction of the
sequential one. Results obtained on an Acer Aspire 5742G, Intel Core i5-480M,
4 GB DDR3 memory, Windows 7.
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Figure 3.8: Same as fig. BZ2; transition zone magnified. For more than 30 spheres
per cell the OpenMP version of the program results to be faster than the sequential
one.
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more than 500 particles per cell, using two threads halves the execution
time. The reader must note how this results is obtained working only on
impact predictions, thus understanding how much time is spent in collision
forecasts. A more cautious approach should be taken for the results obtained
with four threads. The simulations ran on a machine equipped with an
Intel i5 processor, a physical dual core CPU, but the presence of Hyper-
Threading Technology consents to expand the number of threads to four.
That is, whereas, the attainable potential gain is not clear, a scalability
of 3.5 is obtained on an execution of four threads.

In fig. B8 a magnification of the zone between 10 and 100 spheres per
cell is presented. The single-threaded version results to be faster when there
are less then about 40 particles in a cell. This happens because the OpenMP
overhead, needed to fork the process, is more time consuming than the code
executed in each fork.

3.9.2 Case studies

The number of spheres per cell needed to fully take advance of parallel im-
plementation seems to be pretty high; despite 50 is the bare minimum to
obtain a reduction of execution time, full speed is obtained for more than
500 particles, far from the optimum number of one sphere per cell. It is
interesting to assess whether these features can be found in realistic packs.

Consider a first bimodal pack, 20000 spheres where Diax/Dmin = 3.4.
The number of spheres per cell against the volume fraction of smaller par-
ticles is reported in fig. B9. These results are obtained considering a target
packing fraction of 0.675. Again this is not the maximum attainable value
but it represents an input number used to define the maximum cell size (see
section BZ7). It appear that only when the volume fraction of fine is over 80%,
the parallel version of the program start to be useful, since the number of
spheres per cell is over 50, even if not by much.

Different situation when the diameter ratio begin to increase; in fig. 810
the average number of spheres per cell results to be over 50 for pretty much
all value of volume fraction of fine. Moreover if the diameter size ratio is 16.5
(fig. B1), the 500 particles per cell limit is greatly exceeded, fully unleashing
the parallel implementation potential.

In conclusion, while the OpenMP implementation does not results to be
beneficial when there is one sphere per cell, it is effective when the simple
cell method begin to show its limitation, that is when difference between
diameter sizes is high.
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Figure 3.9: Case studies; average number of spheres in a cell for a bimodal pack of
20000 spheres. Ratio between maximum diameter and minimum one is 3.4; target
packing fraction set to 0.675.
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Figure 3.10: Case studies; average number of spheres in a cell for a bimodal pack
of 50000 spheres. Ratio between maximum diameter and minimum one is 6.5;
target packing fraction set to 0.71.

39



Chapter 3

Average number of spheres in a cell

10000

9000

8000

7000

6000

5000

4000

3000

2000

1000

Target packing fraction: 0.75

20 40 60 80 100
Volume fraction of fine [%]

Figure 3.11: Case studies; average number of spheres in a cell for a bimodal pack
of 80000 spheres. Ratio between maximum diameter and minimum one is 16.5;
target packing fraction set to 0.75.

Figure 3.12: Representation of a monomodal pack of 10000 spheres by means of
3D rendering (Povray). Packing fraction of 62.6%.
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Code validation

Validation of the code is one of the first and probably biggest steps on which
time and resource were invested. Comparing a simulated pack with experi-
mental data can not only tell how the code behaves but also it offers insight
on possible tuning to correctly reproduce realistic packs. The main prob-
lem encountered was finding experimental data; while experiment on sphere
packs are somehow common, the analyses are often reported only in terms of
packing fraction. A common procedure is to pour some spheres in a container
(which can be shaken in different ways) and then report the final volume. In
this way McGeary conducted a series of tests on bimodal packs [d], reporting
values of packing fraction for different sized mixtures. A deeper analysis of an
experimental pack can only be based on a XCT (X-ray Computed Tomogra-
phy), which results in a 3D virtual reconstruction that can be later processed
to obtain the coordinates of all sphere centers. We gratefully acknowledge
Dr. Tomaso Aste from ANU (Australian National University), who provided
the experimental dataset on monomodal packs”, obtained from an XCT [, 2].
Some results are also compared with a reference code (Rocpack), supplied
by the Center for Simulation of Advanced Rockets (CSAR), University of
Mlinois at Urbana Champaign, USA, whose results are reported in [3].

4.1 Radial Distribution Function

In order to compare two different sphere packings, a parameter that can com-
pletely describe the pack is needed. Packing fraction can only describe the
global configuration, as opposed to the near contact number which provides
information on a particle neighborhood.

Lubachevsky in [27] uses a dimensionless “jamming” parameter, which

IXCT data are property of ANU and are used under permission.
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can be defined, for a sphere, as the mean distance from the three nearest
particles, reported as fraction of diameter. Since Lubachevsky worked with
disks, the jamming parameter can be represented as a series of points in a
three-dimensional space, where x and y are the coordinates of the sphere
centers and z the jamming parameter. The same Lubachevsky simply draws
the disk packing using different colors associated to different values of said
parameter. In our 3D setting, this choice is impractical; moreover it can only
offer a qualitative overview but it does not allow an effective comparison of
two packs.

Figure 4.1: Principle behind the Radial Distribution Function or pair correlation
function.

Previous works on the subject apply the Radial Distribution Function
(RDF) [3, 24]. Also called pair correlation function, RDF is a second order
statistical descriptor that shows how density changes as a function of distance
from a reference particle. In simple term it represents the probability of
finding a sphere at a given distance from another one. The RDF is determined
by computing the distance between centers for all particle pairs and storing
them in a histogram. Another way to visualize this procedure is reported in
fig. B0. Let the reader draw a shell of radius r and constant thickness Ar
around one sphere and then count the number of particles within. This
operation must be iterated for every distance r and then the results must be
averaged for every spheres. The result is further normalized using number
density and shell volume

Von(r,Ar)

DF =
R N 4nr2Ar

(4.1)
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where N is the number of spheres, V is the pack volume, and n (r, Ar) is
the average number of particles in a shell of radius r and thickness Ar. The
choice of Ar is critical; if too large, the function is smoothed and peaks
cannot be discerned, if too small, the noise generated by the finite number of
particles used can also obscure the peaks. A trial run is thus required and we
established a value of 0.01 diameter is a good compromise for most cases.

4.2 Monomodal packs

A first batch of tests focuses on monomodal distribution of spheres. Four
simulated packs, composed by 10000 particles, are confronted with two ex-
perimental ones obtained by Aste [, 2]. Near-contact number and RDF are
considered. In the last part of this section the influence of diameter growth
rate on packing fraction is investigated for packs of 3000 spheres; comparison
with a reference code (Rocpack [3]) is made.

In tab. B2 the four simulated packs of 10000 spheres are reported, dif-
ferent stop criteria are used. The diameter growth rate is the same for all
particles in a pack, except for Polipack B-2, where it is sampled from a
Gaussian distribution with reported standard deviation. It should be noted
that local statistical descriptors are influenced by packing fraction and their
comparison can be carried on only for similar packs.

Label a PF Source Note
Polipack A-1 0.01 0.641  Simulated Stop € < 1077
Polipack A-4 10 0.631 Simulated Stop € < 1077

Polipack B-1 0.01 0.626 Simulated Stop PF < 0.626
Polipack B-2  0.01 £10"* 0.640  Simulated  Stop PF < 0.640

Aste D 0.626 Experimental From [, 2|
Aste F 0.640 Experimental From [, 2]

N KD

Table 4.1: Packs used for the microstructure statistical validation

4.2.1 Coordination number

In a monomodal pack, each sphere cannot be in contact with more than
12 other [32], which correspond to the close-packed lattice. The average
number of contacts is called coordination number (or kissing number or con-
tact number). In a simulation, the definition of contact among spheres can
be very difficult, due to the several approximation errors. For this reason the
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near-contact number is used, meaning the average number of particles, that
surround a sphere, which center is separated by less than 1+ ¢ diameters. In
theory, for smaller values of €, near-contact number coincide with the kissing
number, but again due to round off errors this cannot be assumed.

Comparison between our packs and experimental data is proposed in
fig. 2. Moreover in tab. B2, a table similar to the one in [3] is reported,
where data from Bernard [IR], Mason [19] and Gotoh [33] is compared with
our results.

Average contact number

Source PF [%] N 1.02 1.05 1.10
Bernal-LRP 60 420 N.A. 7.1 N.A.
Bernal-DRP 62 476 N.A. 8.5 N.A.
Mason N.A. 536 6.8 8.0 8.9
Gotoh 63.6 7934 7.05 8.0 9.0

Rocpack-LRP  59.95 35000 6.04 7.00 8.06
Rocpack-Mid ~ 62.55 35000 6.81 7.67 8.69
Rocpack-DRP  64.03 35000 7.27 8.10 9.09

Polipack A-1  64.1 10000 7.17 8.05 9.09
Polipack A-4  63.1 10000 7.07 7.86 8.79
Polipack B-1  62.6 10000 6.11 7.78 9.00
Polipack B-2  64.0 10000 7.13 8.05 9.08

Aste D 62.6 35000 6.43 7.65 8.53
Aste F 64.0 35000 7.13 7.99 8.89

Table 4.2: Average contact number; comparison between our results, experimental
data [0, 19, @, 2, B3] and reference code [B]. Values for distances of 1.02D, 1.05D
and 1.10D are reported.

Good agreement is obtained with experimental data and reference code
(Rocpack [3]), in particular for higher values of packing fraction

4.2.2 RDF comparison

The Radial distribution functions of the packs presented in tab. B0 are con-
trasted in fig. B4, the comparison is drawn between distributions of similar
packing fraction. The distance (x axis) is normalized with respect to parti-
cle diameter. Some expected configurations are illustrated in fig. B=3; three
spheres in contact, whose centers form an equilateral triangle, produce a
peak in the RDF at a distance of Dv/3. A denser arrangement is obtained
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Figure 4.2: Comparison of the average near contact number as function of nor-
malized distance.

D3

Figure 4.3: Possible sphere arrangements and the resulting distances. On the left,
four spheres lie on a plane, the centers form an equilateral triangle; on the right
side, the darker spheres form a regular tetrahedron with each of the lighter ones.
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Figure 4.4: Radial Distribution function; comparison between experimental data

from Aste [0, 2] and simulated packs (see tab. BZ0 for further details).
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disposing five particles in tetrahedral configurations, obtaining a maximum
distance of %D\/é

Focusing on dense packs, fig. shows a good agreement between ex-
perimental data, Aste F, and simulation, Polipack A-4. Since experimental
and numerically-generated microstructures feature the same RDF, the code
demonstrates the capability of reproducing dense realistic particle arrange-
ments. In details, the peak at distance 2 diameters, represents three aligned
spheres; another peak at v/3 is present. Neither experimental nor simulated
data seams to display a tetrahedral configuration (peak at g\/é), probably
due to the high energy needed to form this arrangement. Higher peaks with
respect to Aste F can be noted. This can derive from the experimental nature
of Aste’s packs, being the location of the particles affected by uncertainty.
On this note, Polipack B-2 is tested in fig. f.4(b]. This pack features diame-
ter growth rates sampled from a Gaussian distribution (mean 0.01, standard
deviation 10~%). Similar results are obtained as Polipack A-4, but the peaks
are smoothed.

Even in packs with lower density, RDF shows a good accord with exper-

imental data (fig. and fig. L.4(d])). However it seams the code is more
likely to generate high density packs.

4.2.3 Influence of diameter growth rate on final pack-
ing fraction

A series of packs, composed by 3000 spheres with the same diameter, are
tested. The diameter growth rate a is varied from 0.01 to 100 on a logarith-
mic increment. The stopping criterion is based on the variation of packing
fraction across a computational step (in this case 30000 iteration), e = 107".

Four different combinations of X,,;,, minimum separation velocity be-
tween sphere centers after a collision, and e, restitution coefficient (see sub-
section B162) are tested as reported in tab. B=3.

Code Xpmin e
A 2.00 - (ap) 1.0
C 1.02- (ag) 0.5
D 1.02 - (ap) 0.0

Table 4.3: Different combination of %,,;, and e used in the collision function.

The results are presented in fig. B4, Each curve in the plot is the average
of three packing procedures with a different initial random seed (positions

47



Chapter 4

651
=0~ Reference code
64.5+ —v—code A
—6—code B
641 —e—code C
—4&—code D
— 63.5-
=
s .
8 62.5- —_—
2
% 62r Ay
< b,
& 615+ Q
61t hE
“omimimimmm o
60.5F
60\\\\\ n n Lol n PR | n PR | n n Lol
107 107" 10° 10" 10°

Diameter growth rate

Figure 4.5: Dependence of packing fraction on diameter growth rate in single-size
packs.

and velocities are sampled from a random distribution of numbers in the
range —1 to +1).

The results are well centered in the experimental range (0.60 — 0.64, as
of [@]). The results obtained with code B are interesting since the volumetric
packing fraction tends to 0.625, a value found by McGeary for the experi-
mental packing of steel spheres. However, whereas the reference code can
simulate a large span of packing fractions just changing the diameter growth
rate, our code does not have large sensitivity on it. At the beginning, this
was attributed to a different collision handling technique, but it seems this
is not the case. A different computational step for ¢ was then considered,
since the reference code defines a step as N collisions instead of 10 - N iter-
ations, though finding results similar to fig. B3. Conversely, the difference
of behavior between the present code and the reference implementation did
not find any explanation yet and will require further addressing in the future.
Anyway, it should be noted that code behavior mismatch does represent only
a peculiarity of the specific implementation and does not impair the quality
of the final pack which effectively represents the code output.

The lack of sensitivity on growth rate is still not understood but it is
possible that the present code tried to decrease the kinetic energy added at
each collision while probably it should have increased it. Consider this: the
code stops when the variation of packing fraction is less than a tolerance.
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This variation depends on the kinetic energy of the system. More energy
means that spheres move with higher velocities, thus a lot of collisions happen
in a little simulated time. Since packing fraction depends on the particle
diameter, which growth is proportional to simulated time, if little to no
time has passed then the packing fraction does not change much across a
computational step. The more rebound velocity is added, the earlier this
phenomenon occurs and the earlier the simulation end. Therefore we can
expect that for high values of diameter growth rate, and thus high extra
rebound velocity added, the code will converge at lower values of simulated
time, meaning lower values of packing fraction.

4.3 Bimodal packs

This section is inspired by McGeary’s work in [d], where he reported several
packing data for mixtures of multimodal spheres. Limiting the analysis to
bimodal compositions with a fixed diameter ratio between the coarse and
the fine cut (here fixed to 3.4), different packs were produced by varying the
volume fraction of fine. Particular attention is posed to stopping criteria and
some insight is offered for future works.

4.3.1 Selection of packing fraction change parameter

A series of simulations on bimodal packs of 20000 spheres was conducted. In
every pack the biggest spheres have a diameter growth rate of 0.2 while the
coarse-to-fine diameter ratio is 3.4 : 1. The code was stopped at different
values of € (see eq. Bz31), from 10~7 to 10~%. The packing fractions, obtained
for different values of volume fraction of fine, are shown in fig. EB. The
decrease of € leads towards denser packing, with a saturation effect of the
parameter. € = 1077 is going to be used in the following tests since it offers
a good compromise between the time it takes to run a simulation and the
final packing fraction reached. Smaller values for ¢ do not chance packing
fraction significantly but they greatly increase running time.

A comparison between this packing code, experimental data, and ref-
erence code is reported in fig. BZ0. All results are lower with respect to
the ideal limit. This can be attributed to the coarse-to-fine diameter ratio
which is 3.4 : 1 for the present case. McGeary’s experiments suggest that
better agreement with ideal data are possible for other diameter ratios. The
present code is tested for just one maximum growth rate (¢ = 0.2) and, in
the region of high ideal packing fraction, overestimates experimental as well
as reference packing code for few percentage. Good agreement is visible for
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other ranges. This fact should not be interpreted as a fault of the code but
demonstrates that the collisional algorithm works efficiently.

4.3.2 Analysis of the stopping criterion

Before proceeding further, it is necessary to say that there are two ways
in which our code can be used. The first and most straightforward way is
to define the desired packing fraction. This is the case when you want to
generate a model for an existing propellant; the distribution of diameters
and the final packing fraction are somehow known. In this situation, the
achievement of the desired packing fraction stops the code and other stopping
criteria are not needed. The second, and perhaps more interesting way in
which the code can be used, is to compute the packing fraction that can
be obtained from a particular distribution of diameters. In the latter case
the definition of a suitable stopping criterion is essential to obtain a realistic
result. In the last part of this section we report some observations made
during simulation with bimodal packs.

The problem of estimating the final volumetric packing fraction of a
known sphere distribution lies in the pack dependence on the method to gen-
erate the particle assembly. How and when spheres are added, how much and
with which frequency the container is mixed or shaken, all these details are
parameters that influence the resulting pack. McGeary reports interesting
results for binary packings. For bimodal powder distributions maintaining
the same diameter or the coarse cut, the smaller the diameter of fine spheres,
the greater the packing fraction is going to be, since the material fills better
the interstices left by the coarse one. However this result can be obtained
only by one experimental technique [4]. Initially, the coarse component is
shaken by itself until minimum volume is obtained. Only at this point the
fine component is added and the mixture is shaken until minimum volume is
again obtained. Moreover vigorous shaking will generally produce a uniform
mixture. Gentle agitation, on the other hand, can promote the segregation
of particles of different sizes. Depending on the acceleration and frequency
of the external shaking is possible to obtain big particle on the bottom or at
the top (Brazil Nuts effect [34]) of the smaller ones [35, B6].

Another battery of tests were run on the same packs used to produce
fig. @74, but the code was stopped when reaching the corresponding experi-
mental packing fraction obtained by McGeary [d]. The variation of packing
fraction € when the code was stopped is reported in fig. B8. A peak well
centered around 27% of fine fraction results from code runs, where McGeary
proposes the ideal maximum attainable packing fraction of 0.86 for general
bimodal packs. The stopping criterion based on € < 10~7 seems good enough
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Figure 4.8: Value of € for which McGeary’s packing fraction is reached for different
volume fractions of fine particles. Bimodal packs of 20000 spheres, the biggest ones
have a growth rate of 0.2 and size ratio is 3.4 : 1.

for monomodal packs (0 and 100% fraction of fine) and for packs with a large
number of smaller spheres. However different behavior stems for the inter-
val 10 — 40% which can be explained if the nature of the packs is considered.
Till 50% fraction of fine, the coarse component occupies most of the domain
volume, while the fine one fills the interstices increasing the packing frac-
tion. However, when more volume is occupied by the smaller spheres, the
nature of the pack changes. A small number of bigger spheres are scattered
in a matrix of fine particles and the global pack presumably behaves as a
monomodal one.

The number of computational steps required to reach the packing frac-
tion proposed by McGeary is plotted for different mixtures of fine and coarse
particles in fig. B9. Again two patterns can be recognized. For low percent-
ages of fine (10 — 30%) a lower number of steps are necessary to reach the
experimental data. One would expect that a more vigorous shaking is needed
in order to achieve higher values of packing fraction. Nevertheless, from a
computational point of view, fewer steps are needed. At this point only spec-
ulations are possible since McGeary does not report detailed information on
experimental pack generation like time and intensity of vibrations. About
the same number of iterations are needed for mixtures of more than 50%
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Figure 4.9: Number of computational steps needed to reach McGeary’s packing
fraction for different volume fractions of fine particles. Bimodal packs of 20000
spheres, the bigger ones have a growth rate of 0.2.

of fine, this again confirms the interpretation referring to the monomodal
behaviour.
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Models of solid propellants

In this chapter we propose one of the ways a packing code can be used: the
determination of pocket size. Details on agglomeration and the importance of
studying the pocket morphology are reported in the following section, where
an overview on existing models is also given.

The choice of considering the fine AP as part of the binder, in order to
reduce the total number of spheres in the propellant models, is explained and
justified through consideration on the RDF.

Finally, four different propellant formulations were simulated. The com-
puted pocket sizes are confronted with experimental data obtained at the
Space Propulsion Laboratory of Politecnico di Milano.

5.1 Solid propellant and its microstructures

A composite solid propellant is a mixture of heterogeneous materials. A clas-
sical formulation is composed by a salt, ammonium perchlorate (AP), used
as oxidizer and a metal powder, aluminum (Al), used as fuel. Everything
is held together by a polymeric binder, hydroxyl-terminated polybutadiene
(HTPB). Other additives can be included for the tailoring of the burning
rate or the preservation from aging [37]. A common combination is obtained
mixing a mass fraction of 18% Al, 14% of binder and 68% AP, which can
be divided in 58% of coarse AP and 10% of a finer cut. The addition of a
metal powder causes an overall increase of density and performances in the
propulsion system. The heat generated by the metal oxidation increments
the temperature 7 in the combustion chamber and, despite the molecular
mass M of the resulting gasses increases as well, the ratio 7 /M is higher
then that of nonmetalized formulations. This translates in higher values of
specific impulse. One of the problems of using a metal powder is the genera-
tion of a two phase flow. The combustion of standard metalized propellants
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releases agglomerates in the shape of fused drops of metal, which float in
the combustion chamber and expand through the nozzle. In general, chem-
ical enthalpy loss can occur in case of large agglomerates and short rockets
since part of metal might burn outside the motor. However, in most cases,
complete oxidation of the fused metal drops occurs within the combustion
chamber, before they are expelled. Thus the reason for a loss in perfor-
mance must be searched in the presence of condensed combustion products
suspended in the gas phase while expanded in the nozzle. Moreover, slag ac-
cumulation can be a serious problem, in particular if it causes the occlusion
of the nozzle throat, resulting in the explosion of the motor.

Bridge Pocket

Figure 5.1: Scheme of the pocket structure

The formation of agglomerates is associated with the concept of pocket.
In fig. B0 a scheme of the pocket structure is reported. The coarse AP
particles form a matrix held together by bridges composed by HTPB and
traces of fine AP and Al. A mixture of aluminum, fine AP and binder,
fills the spaces between the coarse AP matrix. This last region, rich in
fuel, is called pocket [I3]. During the combustion, heat feedback from the
principal diffusion flame decomposes the HTPB in fuel vapor and the fine
AP contained in the pocket in oxidizing gases. At this stage, the two react
immediately, since the oxidizer is very fine. The small flame produced has
an adiabatic temperature in the range 1100 — 1250K [BR, BY], since the ratio
between oxidizer and fuel is unbalanced with respect to stoichiometric value.
This temperature is not hot enough to ignite the aluminum; experimental
tests demonstrate that the ignition of a micrometric powder occurs when
the natural oxide coating melts, at about 2300K [d0]. Hence, as long as
the aluminum remains in the pocket region only melting can occur. The
coarse AP decomposes as well but an inflammable mixture is obtained only
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(c) (d)

Figure 5.2: Agglomeration process for a HTPB/Al/AP solid propellant, combus-
tion at 5 bar; micrometric aluminum powder is used [16].
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(d) () (f)

Figure 5.3: Another agglomeration sequence for a HTPB/Al/AP solid propellant,
combustion at 5 bar; micrometric aluminum powder is used [3R].

Figure 5.4: Aluminum particles stick together on the propellant surface, forming
a coral-like shape. Combustion at 1bar, image obtained at the Space Propulsion
Laboratory at Politecnico di Milano.
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at hundreds of micrometers from the surface, where the diffusive flame burns
at about 2700K[I6]. On the propellant surface, particles of fused aluminum
wrapped in alumina shells continue to accumulate, sticking together in coral-
like shapes, fig. b4.

When a group of micrometric particles reaches the diffusion flame, igni-
tion occurs and the aggregate collapses into one fused drop that detaches
from the burning surface. Examples of this process can be found in the two
series of photographs reported in fig. b2 and fig. b3. A different behavior
can be observed for nanometric powders, whose ignition temperatures are
below 1000K [d0], but they do not fall in the scope of this work.

Babuk observed in [@1] that the agglomeration process can happen in
three ways. The sub-pocket agglomeration occurs when burning rate, and
thus pressure, is high. The lower residence time does not allow the formation
of completed structures, thus more then one agglomerate may be released
from a single pocket. Decreasing the burning rate, the second mechanism
emerges. It is characterized by the formation of only one agglomerate in
each pocket and by the absence of dependence of agglomeration parameters
on pressure (pocket agglomeration). In some cases, the agglomerates do not
leave the propellant surface, but they fuse together by following the inter-
pocket bridges (inter-pocket agglomeration).

Coarse AP

Fine
pocket
volume

Coarse
pocket
volume

Figure 5.5: Pocket model concept proposed by Cohen [I3].
Following the early work of Povinelli and Rosenstein [12, 42], a simplified
model to estimate the agglomerate size was propose by Cohen in [3]. The

idea is that the fraction agglomerated depends upon the amount of aluminum
that melt within an “effective Pocket”. In fig. B53 a model of a propellant
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with a bimodal distribution of AP is presented. The coarse AP particles are
disposed uniformly in a cubic array forming the largest pockets. In each of
them, one or more fine pockets can be present. Cohen defines the effective
pocket as the one with the minimum size in which the corresponding AP is
able to both “encapsulate” and “locally ignite” the aluminum. For example,
in order to identify the fine pocket as effective, the flame temperature pro-
vided by HTPB and fine AP must exceed the ignition temperature of the
aluminum. Otherwise the Al will not ignite and will agglomerate to the limit
specified by the next pocket volume. Moreover the oxidizer particles must
be larger than the aluminum ones in order to contain them (encapsulation).

In a combustion at low pressure, the slow burning rate permits what
Babuk called pocket agglomeration. In this situation, the agglomerate di-
mension depends on the pocket size, since all the metal contained in it melts
together in one drop. In order to correctly estimate the pocket size, a propel-
lant model is constructed by means of a packing code. The radial distribution
function of the pack is then computed using only the aluminum spheres. This
partial RDF represents the average number of Al particles that can be found
at a given distance. Remembering the definition of pocket, a region rich in
fuel surrounded by AP, the first RDF minimum falling under the unity must
be located at a distance equal to the pocket size. Despite its simplicity, this
model offers good results for combustion at low pressure [16]. Nevertheless it
is purely geometric and its validity is stressed if higher pressure and higher
burn rate are considered. Moreover this model can not account for the use
of nanosized ingredients or the phase change of some oxidizers (ammonium
nitrate). Despite its limitations, this approach can offer a qualitative indica-
tion about agglomeration phenomena, offering a simple procedure to compare
different formulation.

5.2 Homogenization of fine particles into the
binder

Suppose we want to create a model of a solid propellant, whose ingredients
and quantities are reported in tab. b

Knowing the mass fraction and the density of each component, it is pos-
sible to compute the relative volume fraction. Assuming all powders are
constituted by spherical particles, only the simulated propellant mass must
be defined, in order to determine the number of spheres needed for each in-
gredient. Usually, this information is given in terms of propellant mass or
volume, but for the scope of a statistical investigation (i.e. RDF or near-
contact number) it is more important to focus on the number of particles. A
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Component Density Mass fraction

g/em? %

Coarse AP 1.95 58
Fine AP 1.95 10
Al 2.70 18

HTPB 0.92 14

Table 5.1: A common formulation for a composite solid propellant

minimal number of spheres for each component must be present, in order to
guarantee that a representative sample of a real propellant is generated. To
this end, we produced packs with 1000 particles of coarse AP, which is the
species with the lowest number of elements.

Fine AP, um —

J Coarse AP, um 20 15 10 5
50 4732 8424 23590 174452
70 11239 21369 62985 476950
200 239825 476096 1446721 11101894
400 1911600 3801766 11566773 88808152

Table 5.2: Total number of spheres needed to simulate the propellant reported
in tab. B0, different sizes of coarse and fine AP are considered. Aluminum com-
ponent is made by 30um particles.

In tab. B2, the total number of spheres needed to simulate the above
formulation is reported for different sizes of AP. Aluminum particles are as-
sumed to have a diameter of 30um. The same results are plotted in fig. B8.
Incrementing the difference in size, between the coarse and fine AP com-
ponents, causes an exponential growth of total spheres. This is a problem
since the computational time is a function of the number of particles in the
simulation. In fig. b7, the fraction of fine particles over the total number of
spheres is plotted for different size of fine and coarse AP. All the propellant
samples are made by over 55% of fine AP spheres.

We consider now a fine cut of 10um, a common used size. In this case,
over 90% of spheres are composed by fine. These spheres are smaller than the
aluminum ones (30um) and, using Cohen terminology, cannot encapsulate
the Al particles, meaning they cannot form an “effective pocket”. In order to
reduce the computational load, we investigate the possibility of homogenizing
the fine component into the binder, thus reducing the total number of spheres
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Figure 5.6: Total number of spheres needed to simulate the propellant reported
in tab. B, different sizes of coarse and fine AP are considered. Aluminum com-
ponent is made by 30um particles. Logarithmic scale is used for the y axis to
accommodate the extremely wide range of sphere numbers obtained.
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Figure 5.7: Number of fine AP particles, reported as fraction of total spheres, for
different cuts of fine and coarse AP. The size of Aluminum particles is 30um.
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in the model.

Combonent Particle size Number of particles
P um Test 50-10-30 Test 70-10-30
50 1000 -

AP coarse 0 B 1000

AP fine 10 21552 59138

Al 30 1038 2847

Total number of spheres 23590 62985
without fine AP 2038 3847

Table 5.3: Number of particles needed to simulate the propellant reported in
tab. Bl. Two samples are produced using different size of coarse AP. The total
number of spheres is reported with and without fine AP.

Two of the propellants proposed in tab. b2 are simulated with and with-
out the homogenization, in order to test for differences in the radial dis-
tribution function. The number of spheres needed for each components is
reported in tab. b23. The partial RDFs, computed using only Al particles,
are reported in fig. B8 and fig. 69. The model without fine AP, a bimodal
pack, is contrasted against the complete model, a trimodal one. The x-axis
is normalized using the size of aluminum spheres, 30um.

A good agreement is obtained between the bimodal (the black line) and
the trimodal (the gray line) versions. A small peak, centered around 1.3 alu-
minum diameter, is present for the version with fine ammonium perchlorate.
This represents the configuration of one fine AP and two Al particles aligned.
A series of conclusions can be drawn. The finest cut of 10um is small enough
and does not influence the formation of microstructures. It homogeneously
fills the gaps left behind by aluminum and coarse ammonium perchlorate.
The only difference is visible in the short-range contact but pocket struc-
tures and mid-range statistics are not affected by homogenization. Thus, in
order to investigate the pocket size through the RDF, the finer cuts can be
homogenized into the binder, significantly reducing the computational cost.
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Particle sizes: 50, 10, 30

3
——Trimodal
——Bimodal
2.5
2,

Radial Distribution Function

1.5 2 2.5 3 3.5 4 4.5 5
Normalized distance, r/D

Figure 5.8: Partial RDF computed using only aluminum particles. Formulation
composed by coarse AP 50um, fine AP 10um and Al 30um. The homogenized
model (black line) follow the trend of the model including fine AP (gray line).

Particle sizes: 70, 10, 30
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Radial Distribution Function
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Figure 5.9: Partial RDF computed using only aluminum particles. Formulation
composed by coarse AP 70um, fine AP 10um and Al 30um. The homogenized
model (black line) follow the trend of the model including fine AP (gray line).
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5.3 Pocket size and agglomeration

Consider the four propellants proposed in tab. b4. The mass percentage
is reported for each component. These formulations have been the subject
of study at the Space Propulsion Laboratory of Politecnico di Milano for
quite some time. Therefore ballistic characterization [38] and agglomeration
data [I6] are fully available.

AP AP AP  fine AP Al

1d. N 400pum  200pm  150pm  10pum  30um Binder
A 500000 0 58 0 10 18 14

B 300000 0 0 68 0 15 17

C 650000 32 24 0 13 19 12

D 500000 0 55 0 14 19 12

Table 5.4: Four propellants used for model generation. Quantity of each compo-
nent is reported as mass percentage. The second column, number of spheres in the
model, does not include fine AP, which is considered homogenized in the binder.
A and B are lab-scale formulations, while C and D are industrial propellants.

Four propellant models are created using POLIPack; a 3D visualization
is offered in fig. BI0. The fine AP is considered homogenized in the binder,
following the results of section B2. The detailed operations, needed to esti-
mate the agglomerate size, are reported in the following paragraphs only for
propellant A. The same procedure is applied to all the other models.

The radial distribution function is computed using only Al spheres. Since
this partial RFD represents the probability of finding aluminum particles at
a given distance, a value below one denotes a region with less then average
metal and thus rich in ammonium perchlorate. On the other hand, a value
over one is a fuel rich zone. As a consequence, remembering the definition of
pocket as a region rich in fuel surrounded by oxidizer [13], the average pocket
borders are indicated by a minimum in the partial RDF. For propellant A the
radial distribution function is reported in fig. 5T1. The minimum is obtained
at

R=1645um  RDF (R) = 0.9182 (5.1)

This value of R corresponds to the average pocket size. In case of a slow
burning rate at low pressure, it is correct to assume that all the metal in
the pocket partakes in the agglomeration. Therefore, given the pocket size,
we must estimate how much aluminum is contained within it. This can be
done drawing a sphere of radius R around each Al particles and counting
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Figure 5.10: Representation of propellant packs by mean of 3D rendering
(Povray). The brighter spheres represent ammonium perchlorate particles, while

the darker ones are aluminum. The real dimension of the samples are reported for
each model.
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Figure 5.11: Radial distribution function and the cumulative number of particles.
Results obtained for the formulation A, considering only aluminum spheres.

the number of aluminum elements contained within. Averaging this value for
all Al particles returns the mean number of aluminum spheres in a pocket.
Actually, this number is computed from the RDF, taking advantage of the
function n (r, Ar). As already explained in section BT, n is the average
number of spheres whose centers are contained in a shell of radius r and
thickness Ar. Hence the number of aluminum spheres in a pocket is given
by the formula

(R
Ny = / n (r,dr)dr (5.2)
0

Propellant A has an average of 163.2 aluminum spheres per pocket, which
correspond to a total volume of 2.307 - 10~%cm?. Considering a density
of 2.7g/cm?, 6.231ug of Al are present in the pocket. All this metal melts
together at a temperature in the range 1100 — 1250 K [38]. At that tempera-
ture the aluminum presents a density of 2.35g/cm? [43], resulting in a fused
drop of 2.651 - 10~%cm3. The equivalent sphere of the same volume has a

diameter of 172um.

Id. R RDF <§) Na  Ma Dammod  Dai—exp
pm pg  pm pm

A 1645 0.9182 163.2 6.23 172 174

B 114.7 0.8590 44.18 1.69 111 98

C 196.9 1.0219 330.2 12.6 217 217

D 158.6 0.9103 170.9 6.52 174 179

Table 5.5: Agglomerate size using a pocket approach, comparison between the
model results and experimental data for combustion at 5 bar.
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Results obtained for different formulations as indicated. Only aluminum spheres
are considered.
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The same procedure is applied to the other propellant models. The radial
distribution functions and the cumulative numbers of spheres are reported in
fig. 612, The agglomerate dimensions obtained D 4;_,,.q are contrasted with
experimental data Da;_.,, in tab. B3, The values of D4;_.,, are obtained
measuring the size of metal drops released from the burning surface in a
combustion at 5bar. This is done using a high speed video camera and a
long range microscope.

The results obtained confirmed the correlation between the agglomerate
dimension and pocket size. Propellant C, composed by the biggest AP par-
ticles (400pum) produced the biggest agglomerates since more aluminum can
fill the gaps left behind by the coarse AP mesh. In contrast Propellant B,
who is made by smaller coarse AP (150um), achieved the best results. The
smaller AP particles could encapsulate only a smaller quantity of metal re-
sulting in smaller agglomerates. The samples A and D obtained about the
same results because, despite having different formulations, they are made
by the same powders, resulting in a similar microstructure.

At last, a consideration on the number of spheres used is proposed. In the
previous chapter b2, we briefly mentioned the importance of insuring a min-
imum number of particles are present. Maggi et al. in [38], investigated the
statistical error in the determination of the pocket size and its correlation to
the number of spheres in the model. The conclusion is that, if the sample is
large enough, local variability does not influence global features. Thus statis-
tical analysis of different particle packs with the same composition produces
similar results. On the other hand, if the sample is small, statistics can be in-
fluenced by local structures. In this last case, the pack cannot be considered
a good representative of that formulation. For propellant A, Maggi produced
packs with a number of particles in the range 31250 —500000. Three samples
were made for each one of them, using different initial seeds. Computing the
pocket size for each group of packs showed that, despite obtaining similar
average values, the interval of confidence increases as the total number of
spheres decreases.
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Conclusions and future work

A packing code, POLIPack, was implemented at the Space Propulsion Lab-
oratory at Politecnico di Milano. The software is based on a procedure de-
veloped by Lubachevsky, inspired to molecular dynamics [27]. The main dif-
ferences with the original algorithm include the possibility of packing three-
dimensional spheres as well as polydisperse realistic powders and the paral-
lelization of the function computing the next collision. This last operation
consists of pairwise checks between the particle and its neighbors. Since
these checks are independent from each other, they can be done at the same
time. Therefore POLIPack can take advantage of a shared memory paradigm
(namely OpenMP). Tests on this novel feature show good scalability when
particles with very different diameter are present. Conversely, using only two
threads on an Intel i5, the computational time was halved when more than
500 spheres were present in a cell.

The present code does not implement a hierarchical cell method, like the
one proposed in [3]. This choice was mostly due to time constraint and the
necessity of implementing a fully functional version in a master thesis time-
frame. Despite this, the code was written in such a way to account for more
complex cell methods.

A validation campaign was conducted comparing the Radial Distribution
Function of monomodal packs, generated by POLIPack, with experimental
data obtained from X-ray Computed Tomography, provided by Tomaso Aste
from ANU. The code shows that it can correctly reproduce denser arrange-
ment of spheres, even if sharper and more defined peaks are obtained with
respect to the experimental data. However, it was demonstrated that this
difference is manly due to errors in the experimental dataset. As a matter
of fact, introducing a Gaussian distribution of diameters in the simulation,
smothered peaks were obtained. Also in the case of loose packs, the RDF
shows a good representativity, even though again some peaks of the function
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are more defined for the simulated data.

The influence of diameter growth rate on final packing fraction for mono-
modal packs was also investigated. The results obtained from a reference im-
plementation of the same algorithm demonstrated that it is possible to drive
the final packing fraction simply changing the diameter growth rate [3]. This
is in accordance with the idea proposed by Lubachevsky. However POLIPack
code seems pretty insensitive from this parameter. The packing fraction is
pretty much constant for a range of growth rate ranging in a couple of or-
ders of magnitude. Different collision strategies were tried without finding
differences. This aspect of our code will be object of future studies.

Bimodal packs, with a ratio between diameters of 3.4, were produced
for different volume fraction of fine cut. A variation of packing fraction of
10~7 was assumed as stopping criterion. This value proved to be a good
compromise between running time and packing fraction reached. A compar-
ison with McGeary’s experimental data [d] and a reference code [3] showed
that POLIPack overestimates the packing fraction of a few percentage. This
again can be due to more conservative energy management during a collision.
Nevertheless the results attained are still within the ideal limits.

Finally, POLIPack was used to simulate real propellants in order to in-
vestigate the pocket dimension and estimate the agglomerate size. A simple
model was proposed, in which all the aluminum contained in a pocket was
assumed to partake in the agglomeration process. This is true for a combus-
tion at low pressure, while for higher burning rates the reduction of residence
time hinders the generation of large agglomerates. The average dimension of
the pockets was determined by means of the Radial Distribution Function.
Comparison with experimental data, obtained from a combustion at 5bar,
showed the validity of this simple model for that pressure. This demonstrates
the correlation between pocket metal content and agglomerate dimension. A
more complex model, proposed in [88], could be used, introducing the depen-
dence from pressure. The assumption is that only a fraction of the pocket
metal partakes in the agglomeration, thus the definition of a radius of collec-
tion which is an exponential function of the pressure for the range 5 — 15bar.

Future developments of the code include the introduction of a hierarchical
cell method. While actually in the current implementation only the compu-
tation of the next collision is done in parallel, the use of OpenMP paradigm
could be extended even to the next transfer. In this way, as one thread
computes the transfer, the other will determine the next impact. The object
of this is not to decrease computational time but to reduce the number of
spheres per cell needed to fully take advantage of OpenMP. GPU computing,
and in particular NVIDIA CUDA, can also represent an interesting option.
A feasibility study in this direction will probably take place in the future.
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