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Abstract

Free services are nowadays offered to users through web pages
managed by integrators who provide multiple services in one
location. The atomic services that are federated can be of two
types: content, from which no direct profit can be obtained,
and advertising, which is the only source of revenue. Thus,
since the integrator must make a profit, among her services
there must be at least one that provides advertising. Integra-
tors can be of two kinds: those who generate their own in-
formation, and those who use information communicated by
third parties. In this thesis we focus on the latter and we refer
to the third parties as providers.

To offer the best service and increase the overall revenue,
an integrator must target users by selecting the best services
and those ads that are more likely to be clicked. In order to
achieve this, information (i.e., what providers communicate to
the integrator) is needed and, since the more information is
collected (i.e., the more providers are federated), the better the
services offered, an integrator is incentivised to federate also
multiple providers that offer the same service. However, this
implies that she has to collect the information received and se-
lect what to display. The active role of the integrator in the
choice of the services to display makes our problem new, be-
cause current integrators, typically, only show to the users the
information communicated by the providers without any se-
lection. The aim of the thesis is to design a revenue sharing
mechanism for the new federation of services described above.
To achieve this goal we resort to mechanism design techniques
that indicate how to design the rules of a game to get a partic-
ular desired outcome. In particular, the problems we want to
address are twofold.

The first one is the design of an auction mechanism for the
scenario in which multiple sources of advertising are federated.
'The mechanism should maximise the overall expected revenue,
incentivise the provider to truthfully reveal their information,
and guarantee a non-negative revenue to both the integrator
and the providers. The design of such a mechanism is par-
ticularly challenging because ads displayed affect each others'
click probability (i.e., there are allocative externalities) and be-
cause, when one or more advertisers submit a bid to multiple
providers, the revenue of a provider depends also on the in-
formation communicated by the other providers. Due to this,
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we show that there exists no standard mechanisms (i.e., mech-
anisms that define the ads' allocation and the providers' pay-
ments only on the basis of the communicated information) that
satisfies all the desired properties. This is why we focus on exe-
cution contingent mechanisms (i.e., mechanisms that compute
the payment based on the ads actually clicked). However, even
with such mechanisms the results we obtain are not satisfac-
tory. Thus, we turn to consider simplifications of the proposed
scenario, and for each of them we design a mechanism. The
simplifications focus on restricting the domain and relaxing the
mechanism requirements. We provide a theoretical evaluation
of all the mechanisms proposed and we empirically compare
them.

The second problem we aim to address is the design of
a redistribution mechanism that compensates all the providers
incentivising them to remain in the federation of services. This
problem is challenging, and no redistribution mechanism pre-
sented in the literature can be used, because the providers that
are federated can belong to different classes. This heterogene-
ity necessitates the design of a flexible mechanism that defines
different compensation for different classes of provider. We
design an efficient truthful mechanism that provides all the
actors with a non-negative utility and we prove that, as the
number of providers goes to infinity, the revenue collected by
the integrator can be completely redistributed. Finally, we em-
pirically evaluate the mechanism proposed. All the empirical
evaluations in this thesis are based on the Yahoo! Webscope A3
dataset.



Sommario

Oggigiorno, aggregazioni di servizi gratuiti sono fornite
agli utenti tramite pagine web gestite da inzegratori. 1 singoli
servizi che sono integrati possono essere di due tipi: possono
fornire contenuti, dai quali l'integratore non ottiene diretta-
mente profitto, o possono fornire pubblicita, che é I'unica for-
te di guadagno dell'integratore. Quindi, dato che l'integratore
deve poter avere un profitto dall'attivita di aggregazione, tra
i suoi servizi deve essercene almeno uno che fornisce pubbli-
cita. In questo lavoro consideriamo il caso generale in cui i
servizi che l'integratore aggrega sono forniti da terze parti che
chiamiamo provider.

Per offrire il miglior servizio possibile e aumentare il gua-
dagno totale, l'integratore deve essere in grado di selezionare i
servizi che sono di maggior interesse per ogni specifico uten-
te, cio¢ deve fargettizzare i servizi per gli utenti. Per poter far
ci6é al meglio, l'integratore deve raccogliere pit informazioni
possibile e, dato che le informazioni sono comunicate dai pro-
vider, é motivato ad aggregare un numero di provider maggiore
di quanti servizi possano essere effettivamente proposti all'u-
tente. Una fase di selezione dei servizi ¢ quindi necessaria.
Questo differenzia la tipologia di integratore qui considerato
da quella attualmente esistente che tipicamente ripropone al-
l'utente i servizi forniti dai provider senza targettizzarli. Lo
scopo di questa tesi é quello di progettare un meccanismo che
definisca come l'integratore ottiene il proprio guadagno e co-
me questo ¢é poi diviso tra tutti gli attori del sistema. In par-
ticolare, possiamo dividere il problema qui considerato in due
sottoproblemi.

11 primo riguarda la progettazione di un meccanismo d'asta
per link sponsorizzati per lo scenario caratterizzato da molte-
plici provider che comunicano pubblicitd. Il meccanismo do-
vrebbe (7) massimizzare la somma del guadagno di tutti gli at-
tori, (i7) garantire che i provider siano incentivati a comunicare
all'integratore l'informazione che possiedono in modo veritie-
ro e (iii) garantire a tutti gli attori un profitto non negativo.
La progettazione di questo meccanismo ¢é resa particolarmen-
te difficile dal fatto che i link sponsorizzati si influenzano 1'uno
con l'altro (sono cioé soggetti a un fenomeno identificato con
il nome di allocative externalities) e dal fatto che, nel caso in cui
lo stesso link sponsorizzato sia comunicato da pit provider,
il guadagno che questi ottengono non dipende dalle informa-

vii
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zioni che il singolo provider ha comunicato ma dalla fusione
di tutte quelle ricevute dall'integratore relative allo stesso link.
Per i motivi appena citati, non ¢ possibile progettare un mecca-
nismo standard (cioé un meccanismo che definisce i pagamenti
dei provider sulla base dell'informazione ricevuta dall'integra-
tore) che soddisfi le proprietd sopra elencate. Per questo, in
questo lavoro, consideriamo meccanismi execution-contingent
(ossia meccanismi che definiscono i pagamenti anche in base ai
link sponsorizzati che effettivamente sono cliccati dall'utente).
Tuttavia, anche usando questi meccanismi, il risultato che ot-
teniamo non ¢é soddisfacente. Per questo motivo consideriamo
semplificazioni dello scenario proposto e per ognuna di esse
progettiamo un meccanismo. In particolare, semplifichiamo
lo scenario in due modi: restringendo il dominio e rilassan-
do i requisiti. Tutti i meccanismi progettati sono stati valutati
empiricamente.

11 secondo sottoproblema riguarda la progettazione di un
meccanismo di redistribuzione che definisce pagamenti per i
provider in modo tale che siano incentivati a prendere parte
alla federazione di servizi. Questo problema ¢ reso complicato
dal fatto che i provider possono appartenere a classi differen-
ti. Ci troviamo di fronte, quindi, ad uno scenario con agenti
eterogenei che non é mai stato considerato fino ad ora nella
letteratura relativa a meccanismi di redistribuzione. L'etero-
geneitd dei provider fa nascere la necessitd di un meccanismo
flessibile che sia in grado di differenziare la redistribuzione ot-
tenuta dalle diverse classi di provider. In questo lavoro, propo-
niamo un meccanismo che soddisfa il requisito di flessibilitd e
dimostriamo che, tale meccanismo, ¢ in grado di ridistribuire
l'intero guadagno dell'integratore (nel caso in cui esso desideri
cid) se il numero di provider tende ad infinito. Per questo mec-
canismo proponiamo una valutazione sperimentale principal-
mente orientata all'analisi della sua flessibilitd. Yahoo! Webscope
A3 ¢ il dataset sul quale si basano tutte le valutazioni empiriche
proposte nella tesi.
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Introduction 1

Free services such as news, search results, and weather forecast, form
an important part of the World Wide Web. 'The standard way ser-
vices are currently offered to users is through web pages managed by
integrators who provide users with multiple services at once. An ex-
ample is Facebook, whose platform federates contents originated by
external service providers, e.g., news from The Guardian, advertising
(exclusively provided by Microsoft), and the search service of Bing.
'The atomic services that are federated are mainly of two kinds: con-
tent, from which both the integrator and the service providers do not
get a direct profit, and advertising, from which the integrator and/or
the service providers can gain revenue. Examples of integrators that
federate both the two kinds of providers are Google search, Yahoo!
search, Bing, and all the main search engines in whose pages, usu-
ally, both organic search results and sponsored links are displayed.
We can see that, among the services jointly presented to users, at
least one provides advertising. There are also integrators that do not
show content at all, e.g., Skyscanner which aggregates only sources
of advertising of different types: banners, sponsored links, and search
results that provide a revenue to the integrator if a conversion is made
by the user. Taking into account advertising is fundamental for an
integrator who offers her service for free to users and where the ad-
vertising is her only source of revenue.

1
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We can observe that there are two different types of integrator:
those who generate their own information (e.g., Google search), and
those who use information communicated by third parties (e.g., Face-
book). In this work we focus on the latter type of integrator and we
refer to the third parties as providers.

To offer the best service and increase the overall revenue (that
comes from advertising), an integrator needs to target the users by se-
lecting for each of them the best services and the ads that he is more
likely to click. To reach this goal information (i.e., what providers
communicate to the integrator) is needed and the more information
is collected (i.e., the more providers are federated), the better the ser-
vices offered. Thus, an integrator is incentivized to federate also mul-
tiple similar providers, collect their information, and select the one
that is more appropriated for a given user. ‘This approach, in which
the integrator is active in the federation process choosing the services,
differs from what current integrators usually do, i.e., federating one
provider per type of service and displaying all the available services to
the user. The challenge resulting from this scenario, and the one we
consider in this thesis, is how to design a revenue sharing mechanism
that maximises the overall revenue of the system, attracting users and
displaying relevant ads, and that incentivizes all the providers to take
part in the federation of services. In particular, the problems to ad-
dress are twofold:

1. In a scenario where more that one advertising provider is fed-
erated, how should the integrator select the ads to display in a
way that the overall revenue is maximised?

2. In ascenario where providers can offer content, advertising, or
both, and they have no guarantee that their information is dis-
played, how should the integrator compensate the providers to
incentivize all of them to take part in the federation of services?

Now we analyse in more detail the challenges highlighted above.

Challenge 1: Federation of Advertising Providers

Currently, when an integrator displays advertising provided by
third parties, she shows all the ads the provider communicates, and
the revenue from clicks on the ads is shared in a pre-determined way
between the integrator and the provider (usually a fixed percentage is
agreed in advance). However, applying the same solution in the case



in which multiple advertising providers are federated, is not practi-
cal. 'This would require showing a separate list of ads (one for each
provider), leading to an inefficient use of the webpage space (espe-
cially if the same ad appears multiple times). Consequently, the ads
are less targeted and would make the integrator much less appealing
for the users.

In order to overcome this problem, auction mechanisms can be
used to determine which ads must be displayed, and how the revenue
from clicks must be shared between the integrator and the providers
who communicated the clicked ads. Several auctions, called sponsored
search auctions (SSAs) [43], are currently extensively used by search
engines to define the set of ads to display alongside the search re-
sult by auctioning off slots to advertisers. In particular, a search en-
gine asks advertisers to submit a value that corresponds to the max-
imum amount they are willing to pay if their corresponding ads are
clicked. Furthermore, for each ad, the search engine uses past click
behaviour and other information to predict how likely the user is go-
ing to click on the ad, i.e., the so-called c/ick-through-rate (CTR) of
an ad [13, 17]. The CTR of an ad can depend on various factors:
characteristics specific to the ad, generally referred to as the guality
of the ad; the position of the ad; and even the quality and position
of other ads. Given all these factors, the search engine then com-
putes both the optimal allocation of ads to slots, and the advertisers'
payments. The commonly analyzed SSAs are the generalized second
price (GSP) auction, the Vickrey-Clarke-Groves (VCG) mechanism,
and their variations [43].

However, the integrator problem differs fundamentally from the
one addressed by classical SSAs for a number of reasons. First, typ-
ically an advertising provider would possess much more accurate in-
formation about the quality of an ad than the integrator (since the
advertisers interact directly with the provider and these ads are poten-
tially shown on other pages as well). Therefore, in order to improve
the allocation of the ads in such a way that the users are accurately
targeted, the integrator needs to elicit not only the values from the
providers, but also the quality. Second, ads can be non-exclusive, i.e.
the same ad can appear in multiple advertising providers, and so the
integrator needs to fuse the information about the quality from these
different sources to compute the CTR. Finally, each provider typi-
cally has multiple ads, and so the integrator needs to elicit both the
value and quality for each of these ads, enabling more strategic ma-
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nipulation by the provider if the auction is not carefully designed.
There are two aspects that make the design of a mechanism for
this problem particularly challenging. First, whenever there are non-
exclusive ads and the CTR depends on information received from
multiple sources, this results in so-called information externalities (i.e.,
the utility of a provider also depends on the information communi-
cated by the other providers). Furthermore the probability that a
displayed ad is clicked depends also on the other ads allocated, giv-

ing rise to allocative externalities.

Challenge 2: Revenue Sharing

Current integrators address the problem of compensating providers
by stipulating contracts. In particular, the contract with an advertis-
ing provider defines in a fixed way how to split the revenue due to
clicks on the provider's ads between the integrator and the provider
itself (as described above), while the contract with a content provider
determines how much the integrator has to pay him for a fixed amount
of information he communicates.

'This solution is no longer satisfactory for the scenario we con-
sider. In particular, the contract stipulated with advertising providers
do not incentivize them to take part in the federation of services.
Consider the case in which the ads of a provider are never selected
by the integrator to be displayed so far. In this case, if a current con-
tract is in place, the advertising provider had no possibility at all to
get revenue from the federation of services, and he can decide to no
longer communicate his information. However, his information is
useful for the integrator: the more information the integrator col-
lects, the better the user can be targeted and the higher the overall
revenue will be. Thus, the integrator is motivated to incentivize all
the provider to remain in the federation, even the ones whose services
are not shown to the user. Moreover, to reach this goal and incen-
tivize the content providers to communicate their information, the
integrator can stipulate more flexible contracts with the them, e.g.,
a contract that defines a percentage of the revenue collected by the
integrator as redistribution received by a content provider.

In order to overcome this problem, a redistribution mechanism
can be used to share the revenue collected through advertisement to
all the providers in the federation of services. A well known mecha-
nism that redistributes the surplus collected by a VCG auction to the
providers that take part in the auction is the one proposed by Cav-



allo [8]. This mechanism guarantees that all the actors in the auction
do not have a loss and that, for the number of providers that goes to
infinity, all the revenue is redistributed.

However, Cavallo's mechanism is not flexible enough and can-
not be used to solve our revenue sharing problem guaranteeing the
same properties it satisfies in the VCG auction case and incentivizing
all the providers to take part in the federation. Indeed, the aspects
that make our scenario challenging, and that does not allow us to
use Cavallo's mechanism are the heserogeneity of the providers and
the fact that they can be federated in many different ways. In more
detail, there are three classes of providers among which the revenue
is shared: those that provide only content, those that provide only
advertising, and those that can provide both content and advertis-
ing. Since the more information the integrator gets, the better the
result she produces, the mechanism must incentivize the providers
(in particular, the once that have both content and advertising) to
communicate all the information they have. To guarantee this, the
redistribution can be unequally shared among the classes of providers.
Moreover, since the way in which the providers are federated is not
fixed (the presence of every class of providers in the federation is op-
tional and the number of providers for each class can change), it is
not possible a priori to define how the revenue is shared.

In this thesis we aim to address the problems of designing (1)
a federated sponsored search auction for the case in which multi-
ple providers communicate advertising to the integrator, and (2) a
redistribution mechanism that incentivizes all the providers to take
part in the federation of services. In particular, our goal is the de-
sign of an allocative function, a payment rule, and a redistribution
function. The allocative function must choose the best set of ads to
display and in which order given a specific user. The payment rule
has the task to incentivize the providers to communicate their infor-
mation truthfully. The redistribution function must define how the
revenue collected by the integrator should be shared among all the
actors in the system, taking into account that different providers can
have different contracts (that must be satisfied) and that all of them
must be incentivized to take part in the federation of services.

To achieve our goal we use mechanism design techniques. In
particular, due to the difficulty of the problem we are considering,
it is not possible to design any mechanism that depends only on
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the information communicated by the providers and that maximises
the expected revenue of the overall system guaranteeing no loss to
all the actors and incentivizing the provider to truthfully communi-
cate their information cannot be designed. This is why we focus on
a "more powerful" class of mechanisms, called execution-contingent
(EC) mechanisms, that also take into account the event that can be
observed, i.e., the users' clicks on ads.

1.1 Design Requirements

The aim of this thesis is the design of a revenue sharing mechanism
for the federation of services scenario. In particular, we would like
to design an auction mechanism for the federation of multiple adver-
tising sources, and a redistribution mechanism to assure that all the
providers get the right incentive to be in the federation.

In designing revenue sharing mechanisms the following require-
ments must be taken into account:

* Rewvenue Sources: the only source of revenue is through adver-
tising;

* Heterogeneity: the integrator can federate different providers,
potentially adopting for each of them a different payment or
redistribution mechanism;

s Adequate Compensation: each providers must receive an ade-
quate compensation for the information he communicates to
the integrator;

s Flexibility: it must be possible to tailor the redistribution to
the needs of the integrator and the providers.

Moreover, as is customary in the mechanism design literature,
some theoretical properties are required to hold. In particular, the
auction mechanism for the federation of multiple advertising sources
should guarantee the following ones:

* Allocative Efficiency: the ads chosen by the integrator to be dis-
played are the one that maximise the expected revenue of the
overall system;

* Individual Rationality: every provider does not make a loss;
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* Weak Budget Balance: the integrator does not make a loss;

* Incentive Compatibility: no provider can gain more by misre-
porting his information.

In designing the redistribution mechanism two more currently
unexplored properties are required:

o Flexible Maximum Redistribution: the redistribution can be flex-
ibly regulated on the basis on the integrator's need: a profit-
seeking integrator would like to minimise the redistribution, a
non-profit integrator would like to maximise it;

* Role Compatibility: no provider must have an incentive to change
role, i.e., a provider of both content and advertising should not
be incentivized to act either as a content-only provider or as an
advertising-only provider.

1.2 Research Contributions

In this section we separately describe our research contribution for
the two challenges highlighted above.

Federation of Advertising Providers Problem

'The impossibility of using classical well known auctions, like GSP
and VCG, for the federation of multiple providers that communicate
(also) advertising to the integrator motivates us to study the problem
of determining if it is possible to design an auction mechanism that
satisfies the desired properties listed in the previous section. The dif-
ficulty of the problem is due to multiple factors: multi dimensionality
of the information communicated by the providers, allocative exter-
nalities, and information externalities. At first our study take into
account all these factors. We find that it is impossible to solve the
problem with standard mechanisms (i.e., mechanisms whose alloca-
tion and payments depend only on the information reported by the
providers). This is why we focus on execution-contingent (EC) mech-
anism whose payment function depends also on the actual observable
realization of the events, in our case users' clicks. However, also with
this class of mechanisms, the results are not satisfactory. Indeed, it is
possible to design EC mechanisms that guarantee the desired prop-
erties but both individual rationality and weak budget balanced are
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satisfied in ex ante (i.e., they are guaranteed only given the proba-
bility distribution over the types of the all set of providers). Thus,
we move to consider simplifications of the problem. In particular,
we studied the case in which the domain is restricted (i.e., informa-
tion and/or allocative externalities are not taken into account) and
the case in which one among allocative efficient, individual rational-
ity, and weak budget balanced properties is not satisfied. For each of
these cases we designed and analysed an auction mechanism.

The results for the case with multi dimensional information and
allocative externalities (without information externalities) are pre-
sented in [10]:

Sofia Ceppi, Nicola Gatti, and Enrico Gerding: Mechanism Design for
Federated Sponsored Search Auctions. In Proceedings of the 25th AAAI
Conference on Artificial Intelligence (AAAIL). San Francisco, California,
2011.

Then, we introduce also information externalities in the scenario
considered. While the results for the scenario in which also informa-
tion externalities is taken into account are partially presented in [11]:

Sofia Ceppi, Enrico H. Gerding, and Nicola Gatti: Merging Multiple In-
formation Sources in Federated Sponsored Search Auctions. In Proceedings
of the 11th ACM International Joint Conference on AutonomousAgents
and Multi-Agent Systems (AAMAS). Valencia, Spain, 2012.

'The full work on federation of advertising providers is detailed

in [9]:

Sofia Ceppi, Nicola Gatti, and Enrico H. Gerding: Truthful Revenue
Mechanism for Federated Search Engines.

at the moment submitted to Artificial Intelligence Journal (Al]).
In more detail, the contributions of this thesis to the federation
of advertising providers problem are the following:

* we prove that there is no standard mechanism that satisfies
allocative efficiency, incentive compatibility, individual ratio-
nality, and weak budget balance;
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* we show that there is no EC mechanism that satisfies all the
desired properties when individual rationality is in ex inferim
(i.e., when each provider does not make a loss given its own
private information but not that of others) or weak budget bal-
ance is in ex post (i.e., the integrator does not make a loss given
the private information of all providers);

* we show that, when information externalities are not present
(i-e., when ads are exclusive), we can design an EC mechanism
satisfying all the four properties, but that even without infor-
mation and allocative externalities, it is not possible to guaran-
tee individual rationality and weak budget balance a posteriori
(i-e., for each possible realization of events);

* we design three different EC mechanisms for federation of ser-
vices scenario in which also information externalities are con-
sidered, each satisfying all the desired properties except in-
dividual rationality or weak budget balance or allocative efhi-
ciency, depending on the mechanism; in the last case the al-
locative efficiency can still be arbitrarily approximated;

* we experimentally compare the proposed mechanisms using
real data from the Yahoo! Webscope A3 dataset.

Revenue Sharing Problem

The required heterogeneity of the providers and the flexibility
means that the redistribution problem cannot be solved with well
known mechanisms in the literature, like the one propose by Cav-
allo [8]. The problem of sharing the revenue among different classes
of providers is difficult mainly due to the fact that, in defining the
redistribution each provider collects, both incentive compatibility (as
is customary) and role compatibility must be guaranteed. This im-
plies that, potentially, the redistribution is not equally shared among
the different classes of providers. Our revenue sharing mechanism
attempts to define how to redistribute the revenue collected by the
integrator to the different kinds of actors in a why that the proper-
ties described in the previous section are satisfied. In particular, the
mechanism we design, that is based on the one proposed by Cavallo
and that guarantees the same properties, also allows the integrator to
choose the percentage of the revenue that she wants to redistribute
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(if contracts are in place, these must be satisfied) and to set same pa-

rameters, one for each class of providers, that define how the amount

to redistribute is shared among the different classes of providers.
'The results of this work are partially presented in [7]:

Marco Brambilla, Sofia Ceppi, Enrico H. Gerding, and Nicola Gatti : A
Revenue Sharing Mechanism for Federated Search and Advertising. In
Proceedings of the International Conference on World Wide Web (WWW),
Lyon, France, April, 2012

and the full work has been prepared for submission to ACM Trans-
action on Internet Technology (ACM TOIT).

In detail, our contributions can be summarized as follows:

* we design a novel revenue sharing mechanism that takes rev-
enue from advertising and produces appropriate compensation
for heterogeneous classes of actors in a flexible way, so that it
can be effectively adopted in a wide range of situations (with
arbitrary sets of actors and ad slots, with profit-seeking or non-
profitintegrators, and with different revenue sharing schemes);

* we theoretically study the mechanism showing that it satisfies
all the desired properties. We derive the conditions over the
revenue sharing parameters such that every actor receives the
appropriate incentive to take part to the mechanism and we
prove that the mechanism is asymptotically optimal in redis-
tribution, being able, if necessary (e.g., with non-profit FSE)
to redistribute all the revenue as the number of providers goes

to infinity.

* We provide a detailed experimental evaluation of the proposed
mechanism with realistic scenarios considering the most sig-
nificant combinations of revenue sharing parameter values. Also
in this case the experimental evaluation is based on real data
from the Yahoo! Webscope A3 dataset.

1.3 'Thesis Structure

'The thesis is structured as follows. Chapter 2 reviews the relevant re-
lated research, in particular on mechanism design, sponsored search
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auctions, and redistribution. The federated services scenario is de-
scribed in Chapter 3 where all the actors of the system and their
characteristics are presented and a general example of scenario is de-
scribed. After these two chapters, the thesis divides into two parts.
Part I describes our contribution related to the federation of mul-
tiple sources of advertising. In particular, the case example we con-
sider is the one in which the source of advertising are providers that

have both content and advertising (no content-only providers or advertising-

only providers are in the federation) and the integrator is a search
engine, called Federated Search Engine (FSE). Chapter 4 introduces
the FSE problem and formalises it as a mechanism design problem.
Chapter 5 details the possibility and impossibility results for the most
general FSE scenario in which both allocative and information ex-
ternalities are taken into account. Due to the impossibility results,
some simplifications are explored in Chapter 6. In particular, the
cases considered are the one in which the domain is restricted, i.e.,
allocative and/or information externalities do not affect the system,
and the one in which the requirements are relaxed, i.e., only a sub-
set of the desired properties is guaranteed. Chapter 7 proposes an
empirical evaluation of all the mechanisms presented in Part I.

Part II contains the contribution on the revenue sharing problem.
Chapter 8 details the revenue model of the overall system and for-
malizes the revenue sharing problem as a mechanism design problem,
pointing out also the full set of desired properties. Chapter 9 presents
the flexible mechanism we design to allow the integrator to select the
percentage of her revenue she wants to redistribute and how to share
it among the different classes of providers. In the same chapter, we
show that all the required properties are satisfied and that, when the
number of providers goes to infinity, the mechanism can redistribute
all the revenue collected by the integrator. Chapter 10 presents the
results of the empirical evaluation of the revenue sharing mechanism
proposed.

Chapter 11 concludes the thesis and outlines some directions of
future research.

11






Related Work 2

We briefly introduce the techniques from mechanism design we use
in our work in Section 2.1 and works related to sponsored search auc-
tions in Section 2.2 and to redistribution mechanism in Section 2.3.

2.1 Mechanism Design

In this thesis, we approach the federation of multiple advertising
sources and the revenue sharing problems by resorting to mechanism
design techniques. Here, the aim is the design economic mechanisms
satisfying some desirable properties when the participating agents
(i.e., the providers) are rational and have private information (also
referred to as the #ype of the agent). Most economic mechanisms
studied in the literature consist of a single stage, where allocation
and payments are selected based only on the information the agents
report to the mechanism. We refer to such mechanisms as standard
mechanisms.! Since the information is private, a crucial issue for the
design of effective mechanisms is that agents report their informa-
tion truthfully. However, agents being rational, they will be truth-
ful only if doing so is in their best interest. A mechanism in which

TThis is subtly different from direct mechanisms. In standard mechanisms the pay-
ments are only based on reports, and not conditional on events outside the control of
the agents (as we discuss below).

13
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rational agents are truthful is said to be incentive comparible. It is
well known that, in general settings, only dictatorial mechanisms are
incentive compatible. However, in quasi-linear environments (i.e.,
where there is a payment and the utility of an agent is linear in this
payment), a number of positive results are known [36]. In addition to
incentive compatibility, other properties are usually required to hold:
allocative efficiency (i.e., the allocation is such that the total value of
the items allocated is maximized, see Section 3 for the formal defi-
nition), individual rationality (i.e., agents are guaranteed to make no
loss), and weak budget balance (i.e., the auctioneer is guaranteed to
make no loss).

'The literature provides a number of positive results for standard
mechanisms in the situations where agents' valuations are indepen-
dent (i.e., the utility of an agent for a given allocation does not de-
pend on the private information of others). The most well-known
classes of mechanism for such settings are Groves mechanisms, of
which the well-known Vickrey-Clarke-Groves (VCG) mechanism
is a special case, and the class of ZAGVA mechanisms [36] (see Ap-
pendix A for a detailed description of these classes of mechanisms).
These two classes of mechanisms are concerned with efficient alloca-
tions and define the payment rule in a way that some of the other
desirable properties listed above are always satisfied. However, when
agents' valuations are interdependent (i.e., where the private infor-
mation of other agents could affect an agent's valuation given an al-
location), the design of incentive compatible standard mechanisms
may not be possible (even in quasi-linear environments). This hap-
pens especially when agents' types are multi-dimensional (i.e., the pri-
vate information of each agent is composed of multiple parameters)
as shown in [30, 37]. We provide additional details in Section 5 in
which we use these impossibility results to prove several impossibility
results for our problem.

To overcome these impossibilities in the presence of interdepen-
dencies, a different type of mechanism, which we refer to as non-
standard, has been proposed in the literature. Specifically, Mezzetti
in [38, 39, 40] proposes a mechanism consisting of two reporting
stages: in the first stage, agents report their types and these reports
are used to determine the allocation; in the second stage, the agents
report their valuations given the allocation and the observed valua-
tion, and the payment of each agent is computed using the valuation
reported by the others. This mechanism is efficient and incentive
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compatible. However, a problem with this approach is that agents
are indifferent in their report in the second stage, since it does not
effect on their payment, nor the allocation (only the payments of oth-
ers are affected by the report).

'This problem can be overcome in situations where the valuation is
contingent on events, and the realisation of events can be observed by
the auctioneer. In this case, mechanisms can be developed where the
second reporting stage is omitted, and instead payments are made
contingent on these events. We refer to such mechanisms as exe-
cution contingent (EC). A number of previous papers, e.g. [48, 50],
have successfully applied such mechanisms to different settings. We
will also use the idea of EC mechanisms because, in tour work, the
events correspond to the user clicks on displayed ads, and these can
be observed by the integrator (i.e., the auctioneer).

A related approach for eliciting information about future events
(i.e. click probabilities) is by using scoring rules [20, 49]. 'These
are used to elicit probabilistic information, such as predictions, and
award appropriate remuneration based on the accuracy of the infor-
mation. A particular class of scoring rules, called szrictly proper, in-
centivize an agent to reveal their prediction, as well as their confi-
dence about the prediction, truthfully. Similar to EC mechanisms,
the payment is typically conditional on the realization of the event.
Scoring rules can seem appealing for the federation of services sce-
nario as a way to elicit information about click probabilities. In fact,
there already exist works, e.g. [46], where scoring rules are used to
elicit and merge information from different sources, similar to the
way that the integrator needs to elicit and merge qualities. However,
the nature of the two approaches (scoring rules and EC mechanisms)
is completely different. Scoring rules are used to elicit information
from agents that possibly have a cost associated with producing it, but
once the information has been communicated, they have no interest
in how and for what purpose it is used. Instead, in the case of the
integrator, (also) advertising providers receive a value if their ads are
allocated, and the allocation depends on the information received.
This changes the incentives since the agent's information can change
the allocation and so they are no longer unbiased. As a result, strictly
proper scoring rules are no longer truthful (as shown in e.g. [18]).

15
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2.2 Sponsored Search Auctions

Our work is closely related to the research on sponsored search auc-
tions, which considers the problem of allocating ads to a limited
number of slots alongside (organic) search results, based on the user's
search query. In this type of auction, advertisers submit bids on key-
words (or combinations of keywords) and the search engine, who acts
as the auctioneer, selects a subset of ads and determines the price
that each advertisers has to pay on the basis of the bids received.
Since 1997, a number of different sponsored search auction models
have been proposed [43]. These models are typically pay-per-click,
whereby an advertiser only pays if its ad is clicked by the user. The
differences are in the way that ads are allocated, and payments com-
puted. The very first model, introduced by Owverture, is the so-called
Generalized First Price (GFP) auction, in which ads are allocated in
an efficient way (based on the reported values) and, when an ad is
clicked, the corresponding advertiser pays exactly the bid submitted.
However, this kind of auction is shown to violate incentive compat-
ibility [14]. Consequently, since the reports used to allocate slots do
not match the true values, the market is unstable and the allocation
is unlikely to be efficient (due to speculation by the advertisers).

To overcome this problem to some extent, an alternative auc-
tion model was proposed: the Generalized Second Price (GSP) auc-
tion, which is based on the idea of the Vickrey or second-price auc-
tion [43]. In the initial version of this auction, the allocation remains
the same as in the GFP, but an advertiser pays a price that is equal to
the next-highest bid (i.e. the bid of the winner of the next slot, or the
reserve price if there is no other winner) plus a2 minimum increment.
'The GSP has subsequently been refined to take into account the his-
toric click-through rate (C'TR) of an ad (i.e., the proportion of times
the shown ad was clicked). Although this auction improves stability,
the GSP is generally not incentive compatible for more than a single
slot.

An incentive-compatible mechanism for multiple slots is the Vickrey-
Clarke-Groves (VCG) auction [43]. In this auction, ads are allocated
in decreasing order of their bids multiplied by their click probability,
and the payment of an advertiser is equal to how much it affects the
utility of the other advertisers, i.e., the payment is equal to the sum of
the expected utility of all the advertisers without the one we are con-
sidering minus the expected utility of the advertisers when the one

16
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we are considering in not in the auction. This auction has received a
lot of attention in the literature due to its economic properties. Cur-
rently, only Facebook? adopts this auction. The main search engines
still use a GSP-like auctions mainly because it is hard to explain how
the VCG works to typical advertisers, and switching to it may entail
substantial transition costs. To support the use of GSP there is also
a theoretical result [15] that shows that, with complete information,
an auctioneer who adopts the GSP gets a revenue that is higher of
equal to the one he gets using the VCG auction. However, when
agents have uncertain information (as usual in reality) the revenue
the auctioneer collects using the GSP can be up to % the one he col-
lects adopting the VCG auction [35]. This is why, to consider the
latter auction is important.

In addition to the auction mechanisms, many works related to ad
auctions deal with the problem of finding a satisfactory user model,
which models the click behaviour of a user, and is used to establish
their CTR. Many theoretical results, e.g. [1, 14, 34, 51], are based
on a simple model which assumes a separable CTR, which is given
by the product of two terms: the first term depends only on the ad
and is called the ad gua/ity, while the second depends only on the
position occupied by the ad (the lower slots have a lower click prob-
ability). This assumption has been made mostly for simplicity and
experimental studies find that there is very little evidence that sepa-
rable click probabilities constitute an adequate model [12, 31]. This
has pushed researchers to develop more accurate user models.

More recently, a number of authors have introduced more com-
plex user models where an ad's CTR depends not only on the posi-
tion and on the quality of the considered ad, but also on the other
ads displayed. We refer to these user models as inseparable since the
CTR cannot simply be computed as the combination of the quality
of the ad and its position. An early paper that introduces such models
for display ads is by Bohte ¢z al. [6], where they consider the proba-
bility of conversion (e.g., the probability of making a purchase). In
addition to a separable model, they introduce a model where the con-
version probability is based on the relative quality of the ad compared
to the other ads (and so the probability depends on the quality of all
ads). They also discuss another model which is sequential in nature,
and where users are assumed to visit the top store first, and continue

*http://www.facebook. com
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to the next store until they make a purchase (and so the conversion
probability depends only on the ad itself and all preceding ads). A
slightly different model is introduced by Ghosh and Mahdian [19].
They assume that a user sees all ads, and selects the one with the
highest quality. Probably the most famous model is the so-called
cascade model simultaneously proposed in [2, 12, 32], which also as-
sumes users observe the ads sequentially as in [6]. In more detail, in
the cascade model the user is assumed to behave in a Markovian way,
observing the slots sequentially from top to bottom. The probability
with which he observes the next slot is called the continuation proba-
bility and depends on the ad displayed in the current slot. In[12], the
authors compare the cascade model to 4 other models, including the
separable user model, and show that it fits closest to observed click
logs from a large search engine.

A potential problem arising from the above user models is the
computation of the optimal allocation of ads to slots, which could
limit their application in practice (especially since these allocations
have to be computed in a fraction of a second). To address this, [32]
show that, using the cascade model, the optimal allocation can be
found in polynomial time and therefore this model can be employed
in real-world settings. In addition to the computational aspects, there
has also been some work studying equilibria of the bidding strategies
in the case of inseparable models. Most notably, in [3] Athey and
Ellison analyze the equilibria of the GSP auction considering that
the user is unaware of the quality of the ads. Instead, he scans the
ads starting from the top, and continues to click on them until he is
satisfied by the ad, or until the negative outcome of the previous ads
convinces him that it is not worth to continue.

'The works described so far focus their attention on modeling
how the presence of multiple ads impacts the user and on analyz-
ing how this affects the equilibria of the well-known auctions de-
scribed above. However, the assumption made is that the auctioneer
knows the quality of each ad. This is no longer true in the problem
we study in this thesis, where the qualities are private information of
the agents. Moreover, our setting differs from the ones considered so
far because the agents have interdependent types, i.e., the valuation
of an agent is dependent also on the private information of the other
agents. This is why we need to design a new auction mechanism for
the federation of multiple advertising sources problem.



2.3. Revenue Redistribution

2.3 Revenue Redistribution

Revenue redistribution is receiving increasing attention within mech-
anism design. 'This is due to the importance and diffusion of the
scenarios in which redistribution is required. The main scenarios in
which a revenue redistribution mechanism is applied are two. The
first one is the case in which a group of agents must truthfully allo-
cate some shared resources among themselves. The second one is the
case in which a group of agents jointly collects some revenue without
help of a separate agent (e.g., an auctioneer), and needs a truthful way
to divide it. In the latter case, all the revenue that is not redistributed
iswasted. However, a well known result in the literature shows that it
is impossible to achieve allocative efficiency (i.e., maximising the ex-
pected revenue) and ex post incentive compatibility (i.e., each agents
is incentivized to communicate his true type given every possible set
of types communicated by the other agents) together with stricz bud-
get balance (i.e., to redistribute to the agents all the revenue collected)
together [21, 41]°. Indeed, the works in the literature, that aim to
redistribute the revenue collected by a group of agents, are of two
kinds: mechanisms that are stricl budget balanced and either non-
efficient or non-incentive compatible [16, 25, 28, 47], and mecha-
nisms that are both efficient and incentive compatible but non-strict
budget balanced [23, 24, 27]. We focus our attention on these latter
mechanisms.

Works that go in this direction design a redistribution mecha-
nism that aims to share among the agents the payments collected
with a VCG auction. The basic mechanisms in this category have
been proposed by Bailey [4] and by Cavallo [8].* In detail, according
to the latter mechanism, each agent receives a redistribution that is
equal to the minimum VCG revenue obtained when the agent is free
to change his type divided by the number of agents that takes part
in the auction. Other non-budget balanced mechanisms presented in
the literature aims to satisfied particular requirements or are for a well
defined setting. For example, optimal-in-expectation redistribution

3Note that it is possible to guarantee allocative efficiency, bayesian incentive com-
patibility (i.e., each agents is incentivized to communicate his true type given the prob-
ability distribution, called prior, over the type of the other agents), and strict budget
balance. However, usually, it is not possible for an agent to know the prior of the
others.

#For revenue monotonic setting, theBailey's and Cavallo's mechanisms coincide.
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mechanisms are explored in [27], undominated redistribution mech-
anisms that share the revenue considering a priority over the agents
are presented in [24], and several works focus on worst-case optimal
redistribution of the VCG payments. In particular, [26] presents
such mechanism for the multi-unit auctions scenario, and [22] for
the setting with heterogeneous-item and unit demand.

However, in all these works, agents among with the revenue is
redistributed are considered identical (or at most a ranking over them
is done). None of them suppose that agents can belong to different
classes and that this can affect the redistribution itself. Indeed, the
role compatibility properties, that guarantees that each agent who
belongs to a specific class has no incentive to behave himself like an
agent of another class, has never previously been taken into account,
since the scenarios considered did not need it, all the agents being the
same. This is why we need to design a new redistribution mechanism
for the federation of heterogeneous providers.



Federated Services 3

An integrator is essentially a federation of services that exploits and
aggregate existing information sources (i.e., service providers). The
information that a provider communicates to the integrator can be
content, i.e., information that gets no direct revenue to both the in-
tegrator and the providers, or advertisement, i.e., information that
potentially produces a monetary income for the integrator and/or the
provider.

'The integrator collects all the information, and then display a sub-
set of it to the user. The choice of which information to show and how
to display it is determined by the integrator. Moreover, to target at
best the user and to maximize the overall revenue, he can elaborates
the information received, publishing something that is not exactly
what the providers communicate to her. The final outcome consists
of an allocation of slots on the page available for ads and for contents.

In this chapter we categorize the various actors that provide con-
tent and advertisement, and which need to be compensated for their
services. Then we discuss a potential future scenario in which all these
actors are federated, and finally we describe the requirements for the
mechanism we aim to design.
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3.1 Actors

'The service providers whose information is collected by the integrator
can belong to the following three categories:

* Content-Only Providers (CPs). A CP is one of two actors who

provide content for the integrator. The content can consists of
organic search results, news, games, meteo, and every kind of
information that does not imply any payment from advertis-
ers. It represents the core intellectual property for the CP and
is costly to produce. Examples of CP are The Guardian and The
New York Times. CPs have a number of ways to ensure revenue
to recoup the costs. Typically, they rely on third-party adver-
tisements, user subscriptions, affiliates, transaction fees, or a
combination of these. However, if they provide their content
through an integrator, some of these revenue streams will be
lost. This loss should be adequately compensated by the inte-
grator, providing incentives to the CPs for sharing content.

Integrated Content and Advertising Providers (CAPs). This class
of actors is distinguished from content-only providers by serv-
ing their own ads (as opposed to using third-party services)
together with their own content. Typically, these providers
would allow third parties, such as the integrator, to publish
their content by requiring the integrator to show (some of)
their ads too. In that case, revenue sharing agreements are in
place that divide the advertisement revenue between the search
engine and the publisher. Examples of potential CAPs include
the major search engines such as Google, which provides both
content and advertisements.

* Advertising Providers (APs). These providers do not serve any

content, but only advertisement services. They publish ads
from a set of advertisers and their goal is to provide targeted
ads to users who visit partner websites. AP examples include ad
networks such as Google's AdSense, ValueClick, AdSide, as well
as ad exchanges such as Yahoo!'s RightMedia, Google's Dou-
bleClick, and Microsoft's AdECN. In existing revenue sharing
models, the revenue from the advertisers is then shared be-
tween the advertiser provider and the publishers, where the
publisher gets the largest percentage.



3.2. Example Scenario

In addition to the three classes of providers (CP, AP, CAP), there

are two classes of stakeholders interested in using the system:

* end users, who visit the integrator website to use the services
she offers;

* adwvertisers, who provide (and pay) the ads to the APs and CAPs.
Advertisers are the only actual source for the revenue in the sys-
tem. Revenues will then be shared between the three providers'
classes mentioned above and the integrator.

3.2 Example Scenario

In this section we present an example, depicted in Figure 3.1, of a
possible federation of services scenario, we point out how it is the
natural evolution of integrators that currently exist but that do not
completely optimise the layout for each specific users, and then we
look inside an integrator that instead elaborates the information re-
ceived.

In the example in Figure 3.1, the integrator federates two CPs
(denoted with squares), two APs (denoted with circles), and two
CAPs (denoted with combinations of a square and a circle). Thus,
in total, the providers who communicate content are four and the
ones that communicates advertising are four. At the bottom of the
figure, represented with lines and identified by a, there are the ad-
vertisers that submit their bids (i.e., how much they are willing to
pay the provider is their links are clicked) to one or more APs and/or
CAPs.

We remark that this scenario is one of the most general because
multiple providers for each class are federated, and no restriction on
the number of APs and CAPs that can receive a bid from the same
advertiser is made. Indeed, we can see that subparts of the case here
proposed correspond, under the point of view of providers federated,
to existing integrators. Several examples follows.

* Facebook federates one CAP, indeed both advertising and or-
ganic search results are provided by Microsoft, and several CPs,

among them 7he Guardian and The New York Times.

. Skyscanner1 integrates multiple APs and no CPs.

lyww . skyscanner.net
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Figure 3.1: Example of Integrator that federates two CPs (denoted
with squares), two APs (denoted with circles), and two CAPs (de-
noted with combinations of a square and a circle)

. Bing2 and Yahoo! search? are particular cases: the former pro-
duces the content and integrates the advertising service the lat-
ter provides and viceversa.

However, the internal structure of the integrator is quite differ-
ent from the ones that already exist. Differently from current inte-
grators that only display the results produced by providers, the one
we are considering elaborates the information received before show-
ing them. In particular, two different selection processes characterize
our integrator:

* acontent selection process that collects the information related
to all the services that do not provide a direct revenue to the
system, and that choses which one are the best for a given user.
Note that the integrator can stipulate different types of con-
tract with different (also) content providers.

2www.bing. com
3search.yahoo .com
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* an ads selection process that collects the information related
to advertising communicated by all the CAPs and APs. The
goal is to maximize the expected revenue of the system and
in doing this the process selects the ads that are more likely
to be clicked by a specific user. Note that the since the same
advertiser can submit a bid to multiple providers, the integrator
can receive from these latter potentially different information
about the same ad. The ads selection process and the problem
of define the payments each provider that communicates (also)
advertising has to pay are detailed in the first part of this thesis.

Moreover, these processes affect each other. Indeed, in producing
the best page layout for a given user, the integrator has also to de-
fine how much advertising and how many contents to display, i.e.,
in optimizing the page, the integrator has to balance contents and
advertising depending also on the particular user considered.

Thus, the output of an integrator is composed by () a web page in
which the number of slots dedicated to ads, their positions, the ads
themselves and the contents are chosen based on the specific user,
and (2) the payment/compensation each providers received. How to
define payments/compensations is detailed is the second part of the
thesis.

3.3 Requirements

The federated services scenario requires an intricate revenue shar-
ing mechanism that provides the appropriate incentives to all the
providers. To this end, we define four main requirements.

Revenue sources: to keep the federation of services free for a user,
the only revenue sources of the entire system are the advertisers (no
user subscription fees are considered), who pay the APs and CAPs for
getting their ads published (in this work we assume a pay-per-click
model, where the APs and CAPs receive a payment by the advertiser
whenever their ad is clicked). Part of the APs and CAPs revenue
(the one due to advertisers' payments) is transferred to the integrator
(using a payment mechanism), which in turn can decide to (partly)
redistribute it to the various providers (to all or some of them).

Heterogeneity: the integrator must federate different (heteroge-
neous) providers (those described in Section 3.1), adopting, for each
of them, a possibly different payment or compensation mechanism.
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Adequate Compensation: the mechanism must assure that every
provider that communicate his information to the integrator receives
an appropriate monetary incentive, not only the providers of adver-
tisement (APs and CAPs). To this end, an appropriate redistribution
of the revenue of the integrator toward the providers may be neces-
sary. In particular, CPs must be rewarded for the added value they
offer, and a CAP should earn more than pure CPs and APs, other-
wise it would have an incentive to change its role and provide only
content (or only ads).

Flexibility: the mechanism must be flexibly tailored to the needs
of both the integrator and the providers in a variety of business sce-
narios. In particular, the following variants should be supported:

1. integrator’s aim: the mechanism should be adjustable so that
it can be used by both profit-seeking and non-profit integra-
tors. In particular, it must result in positive revenues in case of
profit-seeking integrators, but it must also be able, in case of
non-profit integrators, to redistribute as much revenue as it is

possible;

2. composition of actors set: the mechanism must support any set
of actors (in particular, providers), in terms both of classes and
numbers of providers;

3. negotiable redistribution to actors: the mechanism must sup-
port the possibility of negotiating the revenue shares with the
different actors;

4. number of slots for ads: the mechanism must be flexible in terms
of the number of advertisement slots available on the page.



Part1

Federation of Advertising
Providers






In this part we focus on the federation of multiple sources of ad-
vertising. 'The aim is the design of a revenue maximization mecha-
nism that incentivises the providers to be truthful and that guarantees
to all the actors a non negative profit. In particular, as described in
Section 1, since the integrator who federates multiple sourcing of ad-
vertising cannot display all the ads communicated to her, she has to
select a subset of ads that maximizes the expected revenue taking into
account the specific user at whose the service is provided. Moreover,
the integrator has also to define the payments for all the (also) ad-
vertising providers. To solve this problem an auction mechanism can
be used, however, the ones currently adopted are not suitable for our
scenario. This is why a new auction mechanism is needed.

As introduced in Section 1, the main issues that make hard the
design of the desired revenue mechanism are allocative externalities
(i-e., the fact that the probability of an ad to be clicked depends also
on the other ads displayed) and information externalities (i.c., the
fact that the utility of a DSSE can depend also on the information
communicated by the other DSSEs)

For the sake of simplicity, in this part of the thesis, we sup-
pose that all the providers federated by the integrator belong to the
same class, this means that we do not have to worry about role com-
patibility and flexibility. The problem of having different classes of
providers is addressed in the second part of the thesis.

'The example we consider throughout this part is the one of feder-
ated search engines (FSE). An FSE acts like an integrator who feder-
ates multiple CAPs, called domain-specific search engines (DSSEs),
and who has to select a maximum fixed number of ads to show along-
side the organic search results (like current search engines do) de-
ciding also the order in which to display them. In doing this, to
maximize the expected revenue, the FSE must take into account the
specific user who is requiring the search service.

Table B.1 in Appendix B summarizes the notation used in the
following chapters.






Problem Statement 4

In this chapter we detail the FSE problem and introduce its formal-
isation. Specifically, in Section 4.1 we describe the FSE scenario
through an example. In Section 4.2 we describe the revenue model
of the FSE. In Section 4.3 the FSE model is formalised and, finally,
in Section 4.4 we state the problem of designing an economic mech-
anism for the FSE scenario and outline some desirable properties.

4.1 'The FSE Scenario

Federated Search Engines (FSEs) constitute a new class of tailor-
made systems which are able to integrate a broad set of data sources
and are better able to address the sophisticated user's needs. This
class of search engines supports the publishing and integration of
high-quality data sources for vertical domains (extracted from the
deep web or curated data repositories) allowing (1) the user to select
sources based on her needs, (2) route the various pieces of complex
queries to such sources, and (3) finally reconciling the different result
sets in a unified and structured result to be shown to users. More pre-
cisely, the FSE implements a multi-domain search approach, where
users can submit complex queries about different topics or items at a
time. The multi-domain query is then split into a number of single-
domain queries, each one addressed by a domain-specific search en-
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Figure 4.1: Example of potential future FSE scenario

gine selected by the FSE. The FSE's result is then built by combining
the various domain-specific search engines' results. Consider the ex-
ample below.

Example 4.1.1 The user Valentina is interested in planning her sum-
mer holiday in San Francisco. She wants to book flights from/to Milano
to/from San Francisco, and she wants to find an hotel and few restau-
rants in San Francisco. Moreover, Valentina has decided to do bungee
Jumping as extreme experience during the holiday, and she wants to find
a place where doing it. Tv obtain all the information she needs to plan her
holiday, Valentina makes a multi-domain query based on seven criteria
(denoted by C;) with the following parameters (see Fig. 4.1):

* (Cv) arrival date: August 3-th 2013;

* (Cy) departure date: August 11-th 2013;

* (C3) transportation: airplane;

* (Cy) departure city: Milan;

* (Cs) activities: bungee jumping;

* (Cs) activity date: August 10-th 2013;

* (C7) arrival city: San Francisco.
The FSE addresses the single-domain queries to the domain-specific search
engines as follows:

* to the provider specific for hotels (e.g., Booking 1 ), the FSE addresses
a single query composed by August 3-th 2013, August 11-th 2013,
and San Francisco;

Thttp://www.booking. com
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* fto the provider specific for transport (e.g.,Bravo Fly 2 ), the FSE
addresses a single query composed by August 3-th 2013, August 11-
th 2013, airplane, Milan, and San Francisco;

* to the provider specific for activities (e.g., San Francisco Travel 3 ),
the FSE addresses a single query composed by bungee jumping, Au-
gust 10-th 2013, and San Francisco;

* fto the provider specific for restaurants (e.g., Best of San Francisco
Guide* ), the FSE addresses a single query composed by San Fran-

cisco.

4.2 Revenue Model

To ensure profitability and sustainability of an FSE, it is fundamental
to provide sponsored results alongside the organic results, as in the
case of traditional search engines. However, the sponsored search
auctions currently adopted (see Section 2.2) are not suitable for two
main reasons:

* FSE must display the ads of the domain-specific search engines.
Typically, when a search engine provides its organic search re-
sults to third-party that publishes them, a contract is stipu-
lated. According to this contract, the organic results are pro-
vided to the third party for free but it must also display the
sponsored search results of the search engine. When one of
this sponsored link is clicked by a user, the search engine re-
ceives the payment from the advertisers and gives a fixed per-
centage of this to the third party. In our scenario, the FSE
acts as the third party and therefore it must display ads of the
service providers.

* FSE may not be able to estimate at best the qualities of the ads
in practice. More precisely, qualities will depend on the spe-
cific context, defined as the combination of parameters used in
the multi-query. This pushes the FSE to estimate contextual
qualities from past clicks, but to complete this task at best is
quite hard in practice since there are too many (combinatorial)

?http://www.bravofly.com
Shttp://www.sanfrancisco.travel
“http://bestofsanfrancisco.net/restaurants.htm
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Figure 4.2: The actors of the three-level revenue model and the in-
formation they exchange, i.e., their types, in the non-verified case.

contexts for the FSE to gather sufficient data on specific ads.
Therefore, since the agents have information about the ads, the
FSE needs to get this information from them and thus it could
use the information reported by the agents to improve its esti-
mations on the qualities.

For the FSE we propose a three-level revenue model composed of
the advertisers, the agents, and the FSE (as shown in Figure 4.2).
The advertisers bid for their ads to the service providers. The service
providers return their organic results to the FSE together with the
associated list of ads and their private information on the ads (com-
posed also by the qualities). The FSE allocates the ads to target at
best the user. In this work, we focus only on the mechanism that de-
fines the interaction between the service providers and the FSE. We
remark that our mechanism is not affected by any mechanism that
can be adopted to manage the interaction between service providers
and advertisers.

4.3 Formal Model

Our model consists of a set of domain-specific search engines, 5,
henceforth called agents, a set of advertisers, A, and a single FSE
that integrates the sponsored search results of the agents in a given
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number of slots, k. For notational simplicity, we assume that each
advertiser a € A has a single ad, thus each element a € A refers to
both the advertiser and its ad. Ads are allocated to k slots by the FSE,
and an allocation x € X is defined as a tuple x = (ay, ..., ax) denoting
which ad a; € A is shown in position ¢, where Vi # j : a; # a;, (ie.,
each ad is shown in at most one slot).

4.3.1 Agents and Their Types

Each agent s € S has a set of ads, denoted by A, and each ad a € A,
is characterized by a value, v, , € R§, and a quality, ¢, , € {[0,1] U
@}, where @ means that agent s has 7o information about ad a.
Whenever a ¢ A, we assign vs , = 0 and g, , = @. The wvalue v, o
can be viewed as the pay-per-click payment of advertiser a to agent s
according to the specific auction employed by s (e.g., GSP). In this
work, we are not concerned with Aow an agent computes this value,
and we simply take it as given. The quality q, 4 is based on the past
click behaviour over a and it is estimated by s. In the following, we
denote by q5 and v, the vectors of qualities and values respectively of
the ads of agent s, and use q and v to denote the qualities and values
of all agents (and so these variables are effectively matrices).

'The information about the ads they possess is private to each
agent (i.e. unknown to the FSE). In this work, we consider two sce-
narios:

* Inthe non-verified case, the private information of agent s con-
sists not only of the qualities and values for these ads, q5 and
Vs, but also of the set of ads, A,. Therefore, the #ype of agent s
in this setting is given by 6, = (As, Vs, ds).

* In the werified case, the set A is assumed to be known by the
FSE due to an external validation mechanism, and therefore
the type of agent s is 05 = (v, Q).

Given this, the aim of the FSE is to truthfully elicit this private
information from the agents, and to compute an allocation based on
this information, which we will discuss in more detail in Section 4.4.
Note that, differently from classical sponsored auctions [43], the type

5 A table summarizing the notation used throughout the first part of the thesis can
be found in B.
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of each agent s here is multi-dimensional in both the verified and
non-verified case, even when an agent has only a single ad®.

4.3.2 Merging of Qualities and Values by the FSE

An important feature of our model is that we allow ads to be non-
exclusive, i.e., the same ad can appear in the set of ads of multiple
agents. For example, following Example 4.1.1, a hotel that also pro-
vides a restaurant service can advertise both in the restaurant and ho-
tel domains. In this case, the parameters v, , and g5 4 from different
agents s can relate to the same ad a, but their quality and value can
still be different. This is because different domains can attract dif-
ferent types of users (resulting in different clicking and conversion
behaviour). Similarly, the behaviour of a user visiting the FSE can
be different from those visiting the domain-specific search engines
directly.

In order to address this problem, we assume that the quality of
an ad a can be estimated by the FSE by merging the information
received from different agents related to the same ad. To this end,
we introduce a quality merge function, mq, : {[0,1] U a8l [0,1],
which is known by the FSE, and returns the merged quality related
to ad a given qualities . We denote by mq(q) (without subscript a)
the function that returns a vector of merged qualities, one for each ad.
We do not pose any constraint over mq,, allowing the FSE to adopt
any function.” For instance, a simple mgq, which we will use in the
experimental evaluation section (Section 7) is the average, ignoring
any &.

A similar problem occurs for the wva/ue. Recall that the value,
Vs q, represents the amount that the advertiser a pays to agent s in
the event of a click. However, if the same ad appears in multiple
agents (with possible different values), it is not clear which agent gets
payed by the advertiser, and it is certainly not fair that the advertiser
should pay all agents in the event of a single click (especially since

®Note that, even when each agent has only one ad, the multi-dimensional type
of the agents cannot be reduce to a single-dimensional one by merging the value and
the quality because the FSE needs to know these parameters separately, the reported
quality begin use together with the information known by the FSE to better estimate
the quality of the ad given a multi-domain query.

"Note that, in the function mqq, any information known by the FSE about spe-
cific ads can be taken into account.
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the advertiser receives only a single slot). Therefore, the FSE must
associate a certain ad to a unique agent (whom the advertiser will pay
and thus will receive the value in case of a click). Since our aim is to
maximise social welfare (see also Section 4.4.3), the FSE associates
an ad a with the agent s having the largest value for that ad (where
ties are broken randomly), and we denote by A} ¢ A, the set of all
ads associated with agent s. Furthermore, we introduce the va/ue
merge function, v, (V) = MaXses{Vs,q }, which denotes the value of
the associated agent for ad s.

4.3.3 FSE User Model

Now that we have established how the FSE determines the qual-
ity and value of an ad, we need a user model which determines the
click probability. In this thesis, we distinguish between two types
of user models: separable, where the click probability only depends
on the position of the ad and its quality, and inseparable where the
click probability can also depend on the position and qualities of
other ads. To capture both models, we introduce the c/ick proba-
bility function, a, = X x [0,1]41 - [0, 1], which returns the prob-
ability with which ad a is clicked given allocation x € X and qual-
ities mq(q) € [0,1]. Note that the separable model is a special
case where o, (2,m¢(Q)) = dpos(a,z) - MGa(Q), Where dpos(q,2) is a
constant factor based on the position of ad a in allocation z. In ad-
dition, our framework captures inseparable user models, such as the
well-known cascade model, as well as any other user model from the
literature (see also Section 2.2).

4.4 'The Mechanism Design Problem

In the FSE scenario, the agents are asked to report their types to
the FSE, so that it can allocate the ads supplied by the agents to
its own slots, and calculate appropriate remuneration. We assume
that agents are self-interested, and so they may misreport if it is in
their best interest to do so. In particular, we recognize three possible
misreporting strategies for agent s in the non-verified scenario (in
the verified scenario only the first type applies):

* misreporting the values of g, and vy,
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* overreporting ads by claiming to have ads it does not possess
(e.g. ads from competing agents),

* underreporting ads by hiding them from the FSE.

Notice that, although an agent would not receive any payment from
the advertiser if the fabricated ad was clicked, intuitively, overreport-
ing could enable an agent to degrade the quality of ads from compet-
ing agents, thereby reducing the chance of those ads being selected.
Underreporting can instead decrease the probability that an agent's
ads is allocate, but it can also increase the probability that other ads
of the same agent are allocated.

Here, we are interested in eliciting these types truthfully, and so
this becomes a mechanism design problem. Before we proceed to
formally introduce the mechanism design problem, we point out the
challenge in this setting, and why we require execution-contingent
mechanisms.

4.4.1 Interdependent Valuations

'The challenge here is that our setting is characterized by so-called in-
terdependencies between the agents' valuations [33], i.e. the expected
valuation of an agent depends not only on his type, but also on the
type of other agents. In particular, we recognize two sources of in-
terdependency:

allocative externalities [30] Here, the expected valuation is affected
by the allocation of other agents. In the FSE scenario, this
form of externality appears when the user model is insepara-
ble, i.e, when the expected valuation o, (x,mq,(q)) - vs,q of
agent s over ad a depends on x and on the gy o forall s € S
and a’ # a,a’ € x.

information externalities [39] Here, the type of an agent can be
affected by the type of another agent, even if no resources (i.e.,
slots) are allocated to the other agent. In the FSE scenario, this
form of externality appears when ads are non-exclusive and the
quality of a single ad is potentially determined based on the
information received from multiple agents. In this case, the
expected valuation o, (X, mq(q)) - vs,q of agent s over ad a
depends on the gy, forall " € S where a € Ay
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Interdependency raises several problems in the design of eco-
nomic mechanisms. In particular, it is well known that in general
there exists no standard mechanism which is both efficient and in-
centive compatible [30] (we discuss these properties in detail below
for the FSE setting). To this end, non-standard mechanisms, such
as EC mechanisms whose payments depend on the realization of the
events, have been proposed and used [39] to deal with settings with
externalities. In what follows, we consider the applicability of EC
mechanisms in the FSE scenario.

4.4.2 Formal Mechanism Design Formulation

A mechanism is defined by the tuple M = (S, 4, X, 0, f, (ps)ses),
where S, A, X are defined as before, O is the set of the possible
agents' types, f : ©" — X is the decision function mapping each pro-
file of agents' reported types to an allocation, and p; : O™ x Q@ - R
specifies the (contingent) payment from agent s € S to the FSE,
given the reported types and the realization of the event w € (), where
Q = P(A) specifies the set of possible events. In this case, an event
represents the subset of displayed ads that are actually clicked, i.e.
w € f(#). In the restricted case of verified scenarios, the tuple M
contains also the set A, of ads belonging to each agent.

'The utility of agent s with type 65 when the set of reported type

is B, and given realization w is:

us(O)vs,w) = > Vs.a — s (Olw)

acwnA%

where w N A} is the set of clicked ads associated with s. The revenue

of the FSE is:
up(Olw) = Zps(0|w)

seS

Then, an agent's utility in expectation over w is given by:

Ew[US(é|VS)|QJ = Z aa(f(é),mq(q)) *Vs,a _Ew[ps(é)L
acf(B)nAx
A (4.1)
where a € f(0) n A is the set of allocated ads associated with agent
5.

39



4. PROBLEM STATEMENT

40

4.4.3 Desirable Properties

Given the above, we would like to design f and p such that the fol-
lowing four properties are satisfied:

Incentive Compatibility (IC) This assures that reporting truth-
fully maximizes an agent's expected utility. We consider three
variations: dominant-strategy 1C (DSIC), where reporting truth-
tully maximizes the expected utility of each agent s € .S regard-
less of the reports of others, ex post IC [5], where each agent
has an incentive to be truthful if other agents are truthful, and
Bayesian 1C (BIC) where the decision depends on the types
of other agents. Moreover, all the variations of this property
can be satisfied in expectation w.r.t. the realization (i.e., w.r.t.
the actual ads clicked), or a posteriori (i.e., independently of the
events).

Individual Rationality (IR) This means that each agent s € S
receives non-negative utility from taking part in the mecha-
nism. We consider IR in expectation w.r.t. the realization of
the events, i.e., requiring that the expected utility E,,[us (6|v,)lal
is always positive, and IR a posteriori, i.e., requiring that the
utility u, (A|v,w) is always positive, regardless of the realiza-
tion w. The two versions of the property can be satisfied in ex
post (i.e., when the type of all agents is known), in ex interim
(i.e., when an agent knows her own type and only a probabil-
ity distributions over the types of the others), and in ex ante
(i.e., when the agents know only the types' probability distri-
butions).

Weak Budget Balance (WBB) This assures that the FSE does
not run a deficit, i.e. that the sum of payments received by the
agents is positive. We consider WBB in expectation w.r.t. the
realization of the events, i.e., requiring that the expected rev-
enue of the FSE, E,[ur(f], is always positive, and WBB a
posteriori, i.e., requiring that the revenue of the FSE, up (é|w),
is always positive, regardless of the realization w. The two ver-
sion of the property can be satisfied in ex post (i.e., the FSE
knows the types of all the agents), and in ex ante (i.e., the FSE
know only the types' probability distributions of the agents).
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* Allocative Efficiency (AE) Finally, as is common in mecha-
nism design, we would like the allocation function f to be ef~
ficient, that is, to maximize social welfare. Generally, we define
the efficient allocation function, f(vgr,qg), for any given
subset of agents, where vg» are the values of ads of agents in
S”, qg denotes the qualities of the ads of agents in S’, and
S c S c S, as follows:

f(vsnas)=arg  max sw(x,vsras)
XEAS// ,|x|§k
where k is the number of available slots, Agr = Usegn As, and

sw(x,vgr,qg) is the social welfare for a given allocation x
which is defined as:

sw(x,vsr,qgr) = Z aq(x,mq(qsr)) - mug(vsr).

aex

Note that we allow the subsets S’ and S’ to be different, which
occurs when some agents only provide information about the
quality, but are not included in the actual allocation (and so
S" c S). In the special case where S” = S’ = S, we omit
the subscript and thus the efficient allocation function is de-
fined as f(v,q) = argmaxyc |xj<k SW(X,V,q). Moreover,
if 8’ = 5" S, we sometimes use O instead of (v, qs:) In
addition, we use sw_s to denote the sum of the expected valua-
tions of all the agents except s given the allocation x. Formally:

sw_s(x,v,q) = Y. aa(x,mq(q)) mu(v).

aex\A%

From here on, unless specified otherwise, for the sake of presen-
tation, in expectation" implicitly means w.r.t. the realization of the
events'.
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In this chapter we analyze the implementability of the scenario pre-
sented in the previous section. In particular, in Section 5.1 we show
that with standard mechanisms we cannot have AE and IC together.
In Section 5.2, we focus on EC mechanisms and we show that with

AE and BIC mechanisms IR and WBB are satisfied only in ex ante.
5.1 Implementability with Standard Mechanisms
We show that no standard AE and BIC mechanism can be designed

for the FSE model (see Section 2.1 for the definition of standard
mechanisms).

Theorem 5.1.1 There exists no standard mechanism that is both AE and
BIC in expectation for the FSE problem.

Proof: 'The proof is based on Example 4.2 discussed in [30] by Jehiel
and Moldovanu. They consider the following setting:

* there are two agents s1, So;

* there are two alternatives A, B;
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* each agent i has a multidimensional type 05, = {05/ x},s; =
51, 82; X = A, B; affecting the valuation of agent s’ over alter-
native X;

* the agents' valuations over the alternatives are (7 is a parame-
ter):

’ alternative H valuation of s; ‘ valuation of s, ‘

S1 S1
A 05 A+700 4 0

S2 S2
B 0 951,B+7952,B

'The authors define a generic allocation function as px : © —
[0,1]. Function px returns the probability associated with alter-
native x given a profile of types 6. The author define Ry (ésl) =
Eg_,. [px(fs,,0_s,)], expressing the expected probability that alter-
native x is chosen given that agent s; reports type 6, and the other
agents report truthfully. Given the above valuations, in order to

OR2 (0, . .
# = 0 (this condi-
50, A
tion follows from the Schwarz's theorem [29] over cross derivatives).
However, as the authors show, in order to have efficiency, R’ must

depend on 9;; 4 (easily, the choice of the efficient allocation depends

have incentive compatibility, we need that

on éfi 4)- Therefore, there is no standard mechanism for the above
setting that is efficient and BIC. The impossibility result holds for
every p # 0.

Now, we show that a simplified case of the FSE problem reduces
to the above problem. Consider the following setting:

* there are two agents s1, So;

* each agent has two (completely shared) ads a1, a2, such that a,
is associated with s1 (i.e., Us;,q; > Vs,.a,) and ag is associated
with so (i.e., Usy,ap > Usya)s

* there is only one slot;
* Vs, q, COnstitute common knowledge for every 4, j;
* s;,a; constitute private information for every i, j;

'The FSE problem reduces to the Jehiel and Moldovanu example when:
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e T=1;
51 S2

* 9 2”51,a1QS1,a1a 961 2U52,a2q81,6m7
Sl S92

* 9 2”@1 a19s2,a1> ‘9 2“627a2Qs2,a2

Note that the type, e.g., 02! L s defined by scaling the click prob-
abilities, e.g., ¢s, a,, and thls is possible because v, ,; are common
information. Therefore, there is no standard mechanism satisfying
BIC and AE for the FSE problem. This concludes the proof. O

5.2 Implementability with EC Mechanisms

We introduce two important classes of EC mechanisms in Section 5.2.1,
we provide a possibility result when IR and WBB hold in ex ante in
Section 5.2.2, and we show impossibility results when WBB holds

in ex post or IR holds in ex interim in Section 5.2.3.

5.2.1 Classes of EC Mechanisms

In this section, we describe the EC versions of two standard classes
of mechanisms that we exploit along the thesis. A detailed charac-
terization of these mechanisms is discussed in Appendix C. Initially,
we define the class of EC Groves mechanisms.

Definition 5.2.1 An EC Groves mechanism is an AE mechanism with
the following payments:

ps(Blw) = - > mug(V=s) + h

acwNAg
where h depends only on é,s (and not on és and w).

The EC Groves are the only mechanisms for the FSE scenario that

are ex post IC in expectation (proof in Appendix C).
Now, we define the class of EC dAGVA mechanisms for the FSE
problem.

Definition 5.2.2 An EC dAGVA mechanism is an AE mechanism with
the following payments:

ps(9|w Z mug(V_g) + hs

acwNAg
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where hs depends only on é_s and the Bayesian prior over 0 (and not on
0, and w ).

The EC dAGVA are the only mechanisms for the FSE scenario that
are BIC in expectation (proof in Appendix C).

‘We remark that the difference between EC Groves mechanisms
and EC dAGVA mechanisms is the following: h, can depend on the
Bayesian prior with EC dAGVA mechanisms, while the EC Groves
mechanisms cannot depend on any prior.

The same relation between Groves and dAGVA standard mecha-
nisms studied by Williams in [52] holds also with their EC versions:
every EC dAGVA mechanism is payoff equivalent (in ex interim
perspective) to some EC Groves mechanism (see Theorem C.2.1 in

Appendix C). Therefore, we have the following result.

Corollary 5.2.1 The search for an AE BIC EC mechanism satisfying some
given properties can be restricted to the search of an EC Groves mechanism
miisﬁiin g the same properties.

5.2.2 Possibility Result

We provide a mechanism for the general FSE scenario satisfying the
four required properties. As we prove in the next section, for the
scenario here considered, this is the strongest mechanism one can
design.

Theorem 5.2.1 For the general FSE model there exists an EC mecha-
nism that satisfies AE, BIC in expectation, ex ante IR in expectation,
and ex ante WBB in expectation.

Progf. Consider an EC dAGVA mechanism with:
hs = EQ [Swfs(f(a)v 9)]

'The ex interim payment in expectation of agent s when the op-
ponents are truthful is:

Eq_, [Ew [ps(ésve—s)|q]:| =K., [sw_s(f(ésﬁ_s),f’,q)]
+Eg[sw_s(f(6),0)]
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Thus, it can be easily observed that the ex ante payments are all equal
to zero, and therefore the mechanism is ex anze IR in expectation and
ex ante WBB in expectation (note that the budget balance is strict).
O

5.2.3 Impossibility Result

The implementability result presented in the previous section is very
weak, given that both IR and WBB are satisfied in ex ante. This may
discourage the agents and the FSE to take part in the mechanism
in real-world applications because the guarantee to avoid a loss is
too weak. However, in this section, we show that we cannot have a
stronger result. We initially prove the impossibility when IR must be
guaranteed in ex interim.

Theorem 5.2.2 For the FSE model there exists no EC mechanism that
satisfies AE, BIC, ex interim IR and ex ante WBB in expectation.

Proof.  Due to Theorem C.2.1 (see Appendix C), in searching
for an AE and BIC mechanism we can focus only on EC Groves
mechanisms. The proof is divided into two parts. In the first part,
we design the EC Groves mechanism that maximises the sum of the
payments guaranteeing the ex inferim IR in expectation. In the sec-
ond part, we prove that this mechanism (and thus all the other EC
Groves mechanisms, the payment being smaller that the one of the
mechanism designed in the first part) does not satisfy ex ante WBB
in expectation.

Part I: The EC Groves mechanism that maximises the sum of the
payments without violating the ex interim IR in expectation is such
that:

Eo., (2] = Bo_.[min sw(/ (V-0 (@ 0:@-00), a1, 00)

where @Q (called set of virtual reports) is defined as @ = ([0, 1])!
in the general scenario, and as @ = [Tye4 Qq, where Q, = [0,1] if
a € As and ), = @ otherwise, in the verified one. Basically, virtual
reports g replace the reported type g of agent s and they are chosen
to minimize the payment.
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Initially, we show that the mechanism is ex interim IR in expec-
tation. By definition of ex interim utility we have:

Eo_, [Eo, [us((és, 0-s)lvs)lal] =
Eg_, [sw(f(0s,0-5),v,a)] - Eq_, [hs]

and by IR definition we have for all s € S:

EG_S [hs] < EG_S [sw(f(és, 9,5), v, q)]

With our mechanism the constraints are, for all s € S:
o (100 50 (F (9 (6 1G9 1010

<Ky, [Sw(f(éaa 9—3)7 v, q)]

The above constraints are always satisfied. Indeed, they are satisfied
even when the virtual reports equal the true types of the agents, case
in which the left hand equals to the right hand (see an example be-
low). In general, it is possible to find virtual reports leading to a left
hand strictly smaller than that with true types.

Now, we show that the payments cannot be increased without
violating ex interim IR. Easily, for every setting, there can be a type
of agent s such that her utility is equal to zero. This happens when the
type of an agent is exactly the virtual report minimizing her payment.
Since hs cannot depend on the type of agent s (unless violating IC),
the payments must be such that, fixed 6_j, all the possible types 0
have a non-negative utility. Thus, we cannot increase h, without
violating ex interim IR and therefore the mechanism maximises the
sum of payments under ex interim IR constraint.

Part II: 'The mechanism is not ex ante WBB in expectation if
there is at least an instance such that the following conditions hold:

sw_s(f(0),%,q) > Inin sw(f(¥_s,(d'5,8-5)), V-5, (A5, -5)),

VseS,V0e® (5.1)

sw-s(£(0),9,) > min sw(f (V- {a's, @-0)), oo (s @6)),
dseS,Vhe® (5.2)
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We show that there is at least an instance satisfying the above con-
ditions. Consider the setting with one available slot, two agent, s;
and sy, both with the same ad a, and the types distribution reported
in Table 5.1. We deﬁne s, = (911, 02,) the set of possible types of
agent s1, and 0, = (01,,62)) the set of possible types of agent so.

We can observe that all the possible combination of types 6 € © sat-
isfy Equation 5.1, and both the combination (62 , 6! ) and (62 ,62,)
satisfy Equation 5.2. Thus, the ex anfe WBB in expectation is vio-
lated.

agent $1 agent o
types || va | ga | prob types || va | qa | prob
0, 1]0]| 05 6;, 2 06| 05
6z JJ10[ 1] 05 6z, 3106 05

Table 5.1: AE, BIC, ex interim IR, non ex ante WBB instance. Col-
umn #ypes defines all the possible agent's types and in column prob
the probabilities that the agent's true type is the one in in the first
column is indicated.

Notice also that Eg,, [E,, [us, ((63,,05,)|vs,)|a)]] = 0, thus the
mechanism cannot impose an higher payment without violating the
ex interim IR in expectation property. O

We have just shown that it is not possible to design an EC mech-
anism that is AE, BIC, ex ante WBB, and that satisfies the IR prop-
erty in a stronger way than in ex ante. Now, to finally prove that The-
orem 5.2.1 presents the strongest result for the general FSE scenario,
we have to show that also the WBB property cannot be guaranteed
in a stronger way than in ex ante. This is what the following theorem
states.

Theorem 5.2.3 For the FSE model there exists no EC mechanism that
satisfies AE, BIC, ex ante IR and ex post WBB in expectation.

Proof. Due to Theorem C.2.1, in searching for an AE and BIC
mechanism we can focus only on EC Groves mechanisms. The proof
is divided into two parts. In the first part, we design the Groves
mechanism that minimises all the payments guaranteeing the ex post
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WBB in expectation. In the second part, we prove that this mech-
anism (and thus all the other EC Groves mechanisms, the payment
begin larger that the one of the mechanism designed in the first part)
does not satisfy ex ante IR in expectation.

Part I: 'The EC Groves mechanism that minimises all the pay-
ments without violating the ex inzerim IR in expectation is such that:

]Eefé[h] Eg_ [magsw(f(v—&<q,s7Q—s>)a‘7—37<q,57€1—s>):|7

where @) are defined as in the proof of Theorem 5.2.2.

Initially, we show that the mechanism is ex poszr WBB in expec-
tation. By definition, the agent s's ex ante payment of an EC Groves
mechanism is :

Eu[ps(0)la] = sw_o(f(0),9,a) - hs

and by WBB definition we have:

S he> S sw_s(f(0),(vs,¥_5),q), Vs €S

seS seS

With our mechanism the constraint is:

Z;maxsw(f(v_s,( q',,08-5)), Vs, (d'5,A-s))
> 3 sws(f(6), (vs, ¥-s),q)

seS

The above constraint is always satisfied. In general, it is possible to
find virtual reports leading to a left hand strictly larger than that with
true types.

Now, we show that the payments cannot be reduced without vio-
lating ex post WBB. Consider for example the setting in which there
is one available slot, two agent, s; and sg, both with the same ad a,
and the types distribution reported in Table 5.2. We define 931 =
(6%,,62)) the set of possible types of agent sy, and 0, = (62 ,62))
the set of possible types of agent s5. With both the combinations
(61,6 ) and (6! ,62) the sum of the payments in expectation is
equal to zero Thus, we cannot decrease Y. . g hs without violating ex
post WBB and therefore the mechanism minimises the sum of pay-
ments under ex post WBB constraint.



5.2. Implementability with EC Mechanisms

Part II: The mechanism is not ex ante IR in expectation if there
is at least an instance such that the following conditions hold:

sw(f(é), (Ve, V_s),q) < g}gg sw(f(V_s, (q,s7 4-5)), Vs, (q,sa 4-s))

Voe® (5.3)

sw(f(é), (V37‘7—S)7 q) < g}gég sw(f(\“/_s, (q,m Q—s»a‘?w (q,sa él—s))

300 (5.4)
agent 1 agent So
types || va [ ¢a | prob types [ va | ga | prob
0, 0| 1] 05 0., 8 | 08| 05
0 [[1]0o]o5 07, [ 9 ]09] 05

Table 5.2: AE, BIC, ex post WBB, non ex ante IR instance. Column
types defines all the possible agent's types and in column prob the
probabilities that the agent's true type is the one in in the first column
is indicated.

We show that there is at least an instance satisfying the above con-
ditions. Consider the example described above that is summarized in
Table 5.2. We can observe that all the possible combinations of types
0 € © satisfy Equation 5.3, and both the combination (6 ,6;, ) and
(62,62 ) satisfy Equation 5.4. Thus, the ex ante IR in expectation
is violated. O

Due to Theorem 5.2.2 and Theorem 5.2.3, we have the following
corollary.

Corollary 5.2.2 For the general FSE scenario, the mechanism described

in the proof of Theorem 5.2.1 provides the strongest possibly guarantees in
terms of the following 3 properties considered: AE, BIC, and WBB.
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Implementability Results in Presence of
Simplifications 6

'The previous chapter shows that IR and WBB can be satisfied to-
gether only in ex anfe in the general case. Thus, we pose the question
whether stronger results can be obtained when the model is simpli-
fied in some way. Two kinds of simplifications are possible: we can
restrict the domain of the model or we can relax the required proper-
ties of the mechanism. We briefly summarize the model simplifica-
tions we study, while details are provided in the following sections.
Table 6.1 reports the strongest possibility results we obtain with our
simplifications.

| separable user model [ inseparable user model |

Exclusive AE, DSIC, AE, ex post I1C,
Ads WRBB, IR in exp WBB in exp, IR in exp
4 prop AE, BIC,
ex ante IR in exp, ex ante WBB in exp
Non-Exclusive AE, ex post IC, IR in exp
Ads 3 prop AE, ex post 1C, WBB in exp
ex post 1C, IR in exp, WBB in exp (and e-AE)

Table 6.1: Strongest results.
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In more detail, we consider each of the following simplifications
separately:

6.1

Restricting the domain (Section 6.1). We study the scenarios in
which no ad can belong to multiple agents (formally, Vs, s’ €
S,s#s' 1 Ay n Ay = @) and/or the user model is separable.
Recall from Section 4.4.1 that, if ads are exclusive, there are no
information externalities. Furthermore, when the user model
is separable, there are no allocative externalities. As shown in
Table 6.1, with non-exclusive ads we obtain the same results
irrespective of the user model (separable or inseparable). Thus,
information externalities appear to be the most critical issue.
With exclusive ads, stronger results are possible: with a sepa-
rable user model, VCG mechanisms can be used and we have
DSIC, WBB, and IR in expectation, while if the user model is
inseparable, we need to resort to EC mechanisms and we have
ex post 1C and WBB and IR in expectation.

Relaxing requirements (Section 6.2). For the general scenario
(i.e. with non-exclusive ads and inseparable user model), we
design mechanisms satisfying a subset of three properties among
AE, IC, WBB, and IR. Specifically, we consider three sit-
uations: in the first we remove WBB from the set of desir-
able properties, in the second IR, and in the third AE. We
do not consider removing IC, because the market would not
be stable otherwise, and because non-IC mechanisms can have
drawbacks like the one of the GSP auction highlighted in Sec-
tion 2.2. As shown in Table 6.1, we can find mechanisms sat-
isfying these three sets of properties in which IR and WBB are
satisfied in ex post and/or in expectation.

Restricting the Domain

In this section we assume ads to be exclusive, and consider both set-
tings with separable and inseparable user models. This implies that
the quality and value merge functions are no longer necessary, since
the quality and the value of each ad are communicated by only one
agent, and therefore there are no information externalities. For sim-
plicity, we use g, and v, instead of mg,(q) and mvg (v).
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6.1.1 Exclusive Ads and Inseparable User Model

'The presence of allocative externalities, even in absence of informa-
tion externalities, leads to an impossibility result for the FSE sce-
nario with standard mechanisms, as stated in the following theorem.
Similar results are known in the literature for other scenarios, see,

e.g., [30].

Theorem 6.1.1 For the FSE model with inseparable user model, there
exist no standard mechanism that satisfies AE, ex post IC, WBB in ex-
pectation, and IR in expectation.

Proof. 'We prove the theorem by counterexample assuming that
the inseparable user model adopted is the cascade model. Consider
a situation with two available slots, no discount factors due to the
position, and two agents, s and sg, each with a single ad. Let A,, =
{a1} and A,, = {a2}. Assume the user model to be the cascade
model, in which a's continuation probability ¢, is a function of g,
i.e., o = ¢q(qq). Let x1 = (a1,a2) and x5 = (as,a1), s* be the
agent whose ad a” is allocated in the first slot and —s* be the agent
whose ad —s* is allocated in the second slot. The click probabilities
are:

Qa,y (Xla Q) ={qa, Qg (X27 Q) = Cay4a,
Qay (xlv Q) = Cayqa, Qgy (X27 Q) ={Ga,

Given this and the required properties, the payment of each agent
is g« (0) = p_g+ (0) = 0 for every 0. To see this, note that, by IR in
expectation, pgr (é) < @q+Vq+ (given that Ew[us*(é)] = QU+ —
D+ (é)) and by AE, v+ > %(1:6“*) (given that gu+vgr +
Ca* Qg+ V—g* 2 Q-q*VU_q* + C_g* qawa*).igfo satisfy IR in expectation,
the largest value that pg- (6) can assume is zero, otherwise when,

Qg+ V_gr (1—cyx)

1-c_,+

e.g., Cq+ = 1 and ggrve+ = , §*'s expected utility is

negative. By WBB in expectation (given that p,« (6) = 0 for every 6)
Dgh (é) > 0, and by ex posz IC p_+ (9) <0, therefore p_4+ = 0.

To prove that the ex posz IC does not hold, consider the specific
case in which x* = x;. In the case both agents report truthfully their
type, s2's expected utility is Ey,[us, (0)] = Ca, ¢s, Vs, (given that her
payment is zero). In the case sp misreports her report such that the
resulting efficient allocation is X2, her expected utility is E,, [us )] =
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s, Vs, (given that her payment is zero). Since ¢s,Vs, 2 Cay@syVsss
s9 strictly prefers to misreport her type and therefore there cannot
be an incentive compatible mechanism given AE, IR in expectation,
and WBB in expectation. O

This impossibility can be overcome by resorting to EC mecha-
nisms. We state the following theorem.

Theorem 6.1.2 For the FSE model with inseparable user model and ex-

clusive ads, the EC Groves mechanism in which contingent payments are:

ps(Bl) == 5 Ga+ > au(f(0-4),d) - ta, VseS

acw\Ag acANA;
is AE, ex post IC, IR in expectation, and WBB in expectation.

Proof:  Assume that all the agents but s truthfully report their
values and qualities, i.e.,, V_s = v_s and §_s = q_s. Then, if agent s
report V5 and §s, her expected payment is:

Eolps(Dlal=- Y aa(f().(ds,a-5))  va

acANAg

+ Z Oéa(f(é—s)a((isaq—s))'va207V5€S
acANAg

and her expected utility is:

Ew[us(é‘vsﬂq] = Z aa(f(é)7 ((ls,<31—s)) *Vq

acA

- Z aa(f(é,s), (4s,9-5)) " va 20,Vs €S
acANA,

At first, we prove the ex post IC property. Note that the first term
of expected utility is computed after the observation of the event.
Thus, while the selection of x* depends on ¥ and q, the actual ex-
pected utility upon the realization depends on v and q. Secondly,
since ads are exclusive, there is nothing that agent s can do to ma-
nipulate the second term of the expected utility: this is independent
of s's reports and only the reports of other agents are used to compute
it. As a result, since by definition f(6) is efficient, we note that:
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> aa(£(9),(ds,a-6)) va 2 3 @alf(8),(@s,0-5)) - va (6.1)

acA acA

Due to this, if all agents except s truthfully report their valua-
tions and qualities, agent s is also best off revealing her information
truthfully, so her expected utility is maximized. Thus, we have proven
that the ex posz IC property is guaranteed. To show that also IR in

expectation is guaranteed, we observe that Equation 6.1 implies

Z Oéa(f(é), (qsaqfs)) Vg 2 Z O‘a(f(éfs)a (6157(1*8)) *Va

acA acANAg
(6.2)

and Equation 6.2, in its turn, implies E,,[us(8|v,)|q] > 0 (i.e., the
condition that guarantee the IR property in expectation is satisfied).
Finally, to prove that WBB holds in expectation, we observe that the
efficient allocation implies:

Soaa(f(0-),d) a2 Y. (f(0),q) 0., VseS

acANAg acEwNAg

and thus ¥, E,,[p(0)|a] > 0 (i.e., the condition that guarantee the
WABB property in expectation is satisfied).
[}
It can be easily seen that the above mechanism is payoff equiv-
alent in expectation to a VCG mechanism, and therefore we call it
the EC VCG mechanism. This mechanism satisfies all the desired
properties guaranteeing both IR and WBB in expectation. However,
in what follows, we provide an example showing that IR and WBB
do not always hold a posteriori.

Example 6.1.1 Consider a situation with two agents, s and so, and
two available slots. Let A = {a1,a2,a3}, and As, = {a1,a2} and
As, = {as}. Wecompute the agents' payments for each possible realization
according to the EC VCG mechanism (we indicate between square brackets
the optional part of the event that determines the payment, i.e., the ads that
does not affect the payment either if they are clicked or not):

57



6. IMPLEMENTABILITY RESULTS IN PRESENCE OF SIMPLIFICATIONS

58

Py (01{[a1,a2]}) = oy (f (0s,), @) - Da

s, (01{[a1,a2],a3}) = aay (f(0s,), Q) - D — Vg

Pss (O{[a3]}) = tay (f (Bs,), @) - Gy + 0vay (f(Bs,), @) - B

Pso (O{as, [as]}) = aa, (£ (0s,), @) - i, + Qay (£(0s,),@) - ay = Ba,
P (0{a2, [a3]}) = e, (f(05,), @)  Pay + tay (F (Bs,),@) + Dy — B
P (01{a1, a2, [a3]}) = aa, (F(0s,),@) - Day + ay (F(Bs,), @) - G

- (ﬁm + @GQ)

Consider the joint realization in which no displayed ads is clicked, i.e.,
w = @. The utility of 51 is:

us(0(vs, @) =~y (£ (0s,), Q) - Vg

1t is actually negative and therefore IR a posteriori is not satisfied.
Consider the joint realization in which all the displayed ads are clicked,
i.e,w={a1,as,as}. The utility of FSE is:

up({a1, az,a3}) = > ps(0{a1, a2, a3}) =

seS
> 2 P (aa(f(0-5),4) - 1)

seS aeA,

Both agents' payments are strictly negative (except when CTRs are zero)
and therefore WBB a posteriori is not satisfied.

The above example shows that IR a posteriori and WBB a poste-
riori cannot be satisfied using the EC VCG mechanism. However,
we show that this limitation is not specific to this mechanism but is
due to the nature of the problem. Indeed, the next two theorems
show that no mechanism exists which satisfies either IR @ posteriori
or WBB 4 posteriori. In particular, Theorem 6.1.3 and Theorem 6.1.4
show that the IR property and the WBB property, respectively, can-

not be satisfied a posteriori by any mechanism.
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Theorem 6.1.3 For the FSE model with inseparable user model and ex-
clusive ads it is not possible to design an EC Groves mechanism that sat-
isfies AE, ex post IC, IR a posteriori, and WBB in expectation.

We refer the reader to the proof of Theorems 6.1.6 where we show
that we cannot have IR 4 posteriori even with a separable user model.

Theorem 6.1.4 For the FSE model with inseparable user model and ex-
clusive ads it is not possible to design an EC Groves mechanism that sat-

isfies AE, ex post IC, IR in expectation and WBB a posteriori.

Proof- In order to prove the theorem, we need to show that there is
no AE EC Groves mechanism whose payments are WBB a poszeriori.
We show it by counterexample.

Consider a situation with two available slots, where the user model
is given by the cascade model, and two agents, s; and sg. Let A; =
{a1}, A = {az}. Quality, continuation probability, and value of a;
and ag are qq,, Cqy, Vay and Gay, Cay, Va,, respectively.

To prove that WBB 4 posteriori does not hold, consider the case
in which gq,va, + Ca;9asVas 2 QasVas + CapQa,Va,- Given this, we
observe that:

* since the mechanism is an EC mechanism, it holds that

Eo[ps, (0)]a] = ps, (0s,{a2})Cay Gay +Ps, (012) - (1-Cay da,)

and
Eo[psy (0)]a] = psy (05, [{a1}) - qa, +psa (012) - (1 = qa, );

* since the mechanism is an EC Groves mechanism, it holds that

E, [ps1 (é)|q] = hsl (982) ~ Ca19a3Vay

and
Ew [ps2 (é)|q] = hsz (ésl ) ~dayVays
* since the IR in expectation must be satisfied, it holds that

E, [ps, (é|q)] < GayVa,

and

Eu[ps, (é)kﬂ < CqyGasVasy-
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From these observation, we derive the payments of the agents
for every possible event, i.e., we obtain p,, (6]@) = hs, (f2) and
psl(é\{a%}) = hy, (62) ~ Va, for agent 51, and ps, (01@) = hs,(61)
and ps, (0{a1}) = hs,(01) — v, for agent s3. Notice that, in or-
der for the payment of s1 (s2) given every possible event to be non-
negative, we need hg, (ég) > Vg, (hsy (91) > g, ). Since IR in ex-
pectation must be satisfied, we can observe that, e.g., with ¢,, =
0.4, vg, = 1, ga, = 0.5, vy, = 1, payments ps, (é52|{a2}) and
sy (05, {a1}) are strictly negative. Therefore, there is at least a joint
realization such that for all the possible hs, and hg, the FSE's pay-

ment is strictly negative in a posteriori. O

6.1.2 Exclusive Ads and Separable User Model

In this section we focus on the exclusive-ad case with separable user
model, where the click probability of an ad a depends only on the al-
location x (i.e., whether the ad is allocated or not), and only on qual-
ity ¢,. Formally, (%, q,) = g, whenever a € x, and o, (%,¢,) =0
otherwise. We show that we can obtain stronger results than in the
case with inseparable user model.

We point out that, since the ads are exclusive and the user model
is separable, the click probability of each ad a is affected only by the
quality that the agent reports for a. Therefore, there are no infor-
mation and allocative externalities. Given this, we do not need EC
mechanism to guarantee the IC property. This is why, in this section
we focus on standard mechanisms.

We start considering the VCG mechanism.

Theorem 6.1.5 For the FSE model with exclusive ads and separable user
model, the VCG mechanism is AE, DSIC, IR in expectation, and WBB a
posteriori.

Proof: 'The proof is trivial by considering the type 0 of each agent s
as a single-dimensional fictitious type 65 = g5 - vs. O

Note that the previous theorem holds only when the IR property
is satisfied in expectation. In what follows, we prove that it is not
possible to guarantee this property a posteriori, irrespective of whether
WABB is a posteriori or in expectation.
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Theorem 6.1.6 For the FSE model with exclusive ads and separable user
model, it is not possible to design any standard mechanism that satisfies
AE, ex post IC, IR a posteriori, and WBB (a posteriori or in expecta-
tion).

Proof:  First, we focus on the case in which the WBB property
must be guaranteed 4 posteriori and then we generalize the problem to
the case in which the WBB property holds in expectation. Considera
situation with only one available slot, and two agents, s; and sz, each
one with a single ad. Let Ay, = {a1} and A,, = {az} and call 0, =
(¢ay+Vay ) and b5, = (ga,, Va, ) the true type of s1 and s respectively.
For the sake of simplicity, the proof is split into two parts. Note that,
since only one slot is available, no dependent position discount is
considered. We remark that, in what follows we simplify the notation
omitting the event when it does not affect the payment.

Part I We introduce an additional constraint (relaxed in the sec-
ond part of the proof): the payment of the agent whose ad is not
displayed is zero. Call s* the agent whose ad a* is displayed on the
unique available slot and —s* the other agent (whose ad is denoted
by —a*). By AE, ex post IC, IR a posteriori, and WBB a posteriori, we
have that the payments of agent s* must satisfy the following con-
straints:

ps+(0la”) < q-a - v

{ps«éw) =0

To see this, note that if the link is not clicked, the valuation of
agent s* is zero and then, by IR a posteriori, the payment must be
equal to or smaller than zero. By WBB a posteriori, given that we as-
sume p_g+ () = 0 for every 0, p,- (A) must be equal to or larger than
zero. Thus, ps-(A|@) = 0. Consider instead the case in which ad a*
is clicked. By AE, gq+va* > q_q+V_q+ and, by ex post 1C, pg- (é|a*)
must depend only on the report of agent —s*. To satisfy IR a posteri-
ori, the largest value that pg« (Ala*) can assume is ¢_q+ v_q+, otherwise
when, e.g., ¢q* Vg = @—g*V_g+ and go+ = 1, agent s*'s utility may be
negative and therefore IR @ posteriori is not satisfied.

To prove that ex post IC does not hold, we consider the specific
case in which vy, > ¢, Va, and Ga, Ve, < GayVa,. When both agents
report truthfully, we have E,[us, (6)] = 0 because s;1's ad will not
be displayed and ps, (#) = 0. When agent s; misreports her type,
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reporting g, = 1, we have By, [ts,(8)] 2 qa, (Va, = ayVa,) (due to
the above constraint on pg« (é|a* )) that is, by definition, strictly pos-
itive. As a result, agent s; strictly prefers to misreport her type and
therefore there cannot be an ex post incentive compatible mechanism
given AE, IR a posteriori, and WBB a posteriori when the payment
of agents whose ads are not displayed is zero.

Part II. We relax the constraint p_« () = 0. We observe that
the constraint ¢a,va, > ps, (Ala*) holds when the link of agent s,
is not clicked. By WBB a posteriori, ps, (6) > —ps, () and, by IR 4
posteriori, —ps, (6) > 0. Since, by ex post 1C, ps, () cannot depend
on agent so's report and ¢a,Va, > Ps, () > —ps, (#) must hold for
all the agents' report (even when ¢,, = 0), we have that p;, (é) =0.
'That is, the hypotheses of the theorem makes p_~ (é) = 0 always true
thereby completing the proof.

Now, we consider the case in which the WBB property must be
guaranteed in expectation. The proof is a straightforward general-
ization of the second part described above. First, we observe that
the constraint pg«(A|a*) < ¢_q - v_q+ holds also when WBB is in
expectation. Then, by WBB in expectation, we have:

Qa*G-a*V-q* 2 Qq*Ps* (é|a*) = Ew [ps* (é)] 2 _Ew[p—s* (é)]

Since, by ex post IC, B, [p_s+ (A)] cannot depend on agent —s*'s
report and gor g+ V_qr > —Ey,[pog (é)] must hold for all the agents'
reports (even when ¢_q+ = 0), we have that E,,[p_s- (é)] =0. Itis
easy to see that, if B, [p_- (A)] = 0, then the first part of the proof of
Theorem 6.1.6 can be applied also when WBB is in expectation and
so the theorem is proven.

O

To summarize, the results show that the VCG mechanism in
which IR and WBB hold both in expectation is the strongest mech-
anism for the FSE model with exclusive ads separable user model.

6.2 Relaxing Mechanism Requirements

In this section we consider the general scenario with non-exclusive
ads and inseparable user model, and instead relax the requirement
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that AE, IC, IR, and WBB must be simultaneously satisfied. In
particular, we consider mechanisms which violate either WBB, IR,
or AE. For all the three cases we design a mechanism that satisfies the
relaxed requirements, and we investigate their applicability in both in
the verified and non-verified scenario.

We start in Section 6.2.1 by providing a negative result, show-
ing that the EC version of the generalized VCG for the setting with
informational externalities (called EC GVCG) with non-exclusive
ads violates both IR and WBB. Thus, we design alternative mecha-
nisms: the MinRep, satisfying AE, IC, and IR but violating WBB
(described in Section 6.2.2); the MaxRep, satisfying AE, IC, and
WABB but violating IR (described in Section 6.2.3); and RandRec,
satisfying IC, IR, and WBB but violating AE (described in Sec-
tion 6.2.4).

6.21 ECGVCG

The VCG mechanism is suitable for settings without informational
externalities, satisfying all the four desirable properties, but it can-
not be applied to settings with informational externalities. Our first
attempt of providing a mechanism that satisfies three of the four de-
sired properties consists of generalizing the VCG mechanism to the
case with informational externalities and analyzing the properties sat-
isfied by its EC version. Two possible generalizations are possible: in
the first one, agent s pays the cost she imposes on the other agents
assuming that the auctioneer has access to her private information
and uses it in the computation of both the negative and the posi-
tive part of the payment (we call this mechanism GVCG; and the
payment rule is presented in Equation 6.3); in the second one, in-
stead, s's payment is computed assuming that the auctioneer does
not take into account s's type in the computation of the positive part
of her payment (we call this mechanism GVCGg and the payment
rule is presented in Equation 6.4). The payment rules of GVCG; and
GVCGs, are respectively:
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GVCG,
ps(0)

GVCG,q
ps(é)

Z aa(f({’—sﬂi))a mQ(Q)) : mva({’—s)
aef(0-s)

- Y a(f(0),ma(q)) mu(¥)  (6.3)

aef(é)\A:

Z aa(f({’—s,él—s),mq(qfs))~mva(\7,s)
aef(0-0)

- > aa(f(0),ma(a)) - mua(¥)  (6.4)

acf(G)NA%

It is easy to observe that in both the generalizations, agent s can
affect the negative part of her payment and, thus, since she can strate-
gically misreport her type to manipulate her payment, the two mech-
anisms are not IC. The next step is to consider the EC version of
these two mechanisms. The payment rules of EC GVCG; and EC
GVCGg; are respectively:

EC GVCG,
ps(Olw)

EC GVCG,
ps(Olw)

Z O‘a(f(‘}—wél))amQ((AI)) ‘mva({’—s)
aef(0-s)

- Z mue (V) (6.5)
acw\ A%
sw(f(V_s,q),V_s,q) — Z Mg (V)
acw\A%

> (Vs @) ma(@ey)) - mua(9-)
aef(a_s)

- > mu(V) (6.6)

acw\A%

sw(f({,*qufs)a{’fqufs)_ Z mva(f/,s)
acw\A%

‘We can observe that, in the EC versions of the GVCG mecha-

nisms, the negative part of the payment cannot be affected by the re-
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port of the agents. Let us note that the first (positive) part of the pay-
ments (i.e., sw(f(V_s,q),V_s,q) and sw(f(V_s,q-5),V_s,q-5))
cannot be EC while the second (negative) part is. This is because the
events associated with the first part of the payments are not observ-
able, since the allocation f(V_s, {-5) is never displayed. However,
EC GVCG; is still not IC, because the type of agent s is also taken
into account in the computation of the positive part of her payment
(see Equation 6.5). Given this, in the rest of the section, we focus
only on the EC GVCGy mechanism. We know that this mecha-
nism is IC. However, it is not satisfactory within the FSE scenario
since neither IR nor WBB are guaranteed, as stated in the following
theorem.

Theorem 6.2.1 The EC GVCGs is not ex ante IR in expectation and ex
ante WBB in expectation.

Progf. 'The proof is by counterexample. Consider the simple case
with separable user model in which there are two agent, s; and sg,
that share the same ad a. The types of the two agents are reported in
Table 6.2(a). In this example, ex ante IR is violated. The intuition be-
hind this example is: when we consider the case in which the quality
and value distributions of agents are not symmetric, if the distribu-
tions of an agent (in the example s1) are always lower that the ones
of the other, the ex ante utility of the former is negative. To better
understand this intuition we choose one type for each agents and,
given these types, we analyze the EC GVCGy mechanism when ex
post IR and ex post WBB are required. Consider 6! and 6}, and let
mq(-) simply be the average. Thus, mq,(q) = 0.4, mg,(q-s,) = 0.6,
MG, (Q-s,) = 0.2, mug(v) = 3, mu,(v_s,) = 3, mug(v_gs,) = 1.
Given this, the expected payments of the agents are E,,[ps, (8)|q] =
0.6-3-0.4-3=0.6and E,[ps,(8)|a] = 0.2-1 = 0.2. However,
since s; derives no value from the allocation, the expected utility is
E,[us,] = —0.6. Thus, the mechanism is not IR. Essentially, this is
because Mg, (Q-s) can return a value larger than mg,(q), and thus
in some cases sw( f(v_s,q-5),V_s,9-5) > sw(f(v,q),v,q). Note
that s; cannot do better by hiding her ad, since this does not affect
the true click probability of the ad.

Consider the same example defined before where the types of the
two are are reported in Table 6.2(b). In this example, ex ante WBB
is violated. The intuition behind this example is: when the quality
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(a)
agent s agent sg
types H Vg ‘ Ga ‘ prob types H Vg ‘ Ga ‘ prob
9;1 102|025 9;2 3 106|025
931 1 (041 025 052 3 108 025
9?1 2 1021 025 922 4 106 | 025
9;11 2 1041|025 932 4 108 0.25
(b)
agent s agent sg
types H Vg ‘ Ga ‘ prob types H Vg ‘ Ga ‘ prob
9;1 1|08 025 9;2 8 | 01| 025
951 1 1091 025 02 8 [ 02| 025
921 2 108|025 9;”2 9 |01 ] 025
9?1 2109|025 02 9 102|025

Table 6.2: (a) Non ex ante IR instance. (b) Non ex ante WBB in-
stance. Column #ypes defines all the possible agent's types and in
column prob the probabilities that the agent's true type is the one in
in the first column is indicated.

distribution of an agent (in the example s;) is high and the value
distribution low, while the other agent (in the example s3) has a low
quality distribution and a high value distribution, for each possible
combination of types the sum of the ex posz payments in expectation
is negative, i.e., Y 5 Eu[ps(6)|a] > 0. ]

An interesting observation that follows from the previous theo-
rem is that, in the FSE scenario, resorting to EC mechanisms al-
lows us to overcome the IC violation, but not WBB and IR. Since
neither EC GVCG mechanisms can even guarantee three of the de-
sired properties, in the next sections we move to design alternative
mechanisms.

6.2.2 MinRep

In this section we describe an EC Groves mechanism, called Min-

Rep, that satisfies the IC, IR, and WBB properties. 'The mechanism
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can be used, with minor modifications, for both the verified and non
verified scenario and we call VerifiedMinRep the mechanism used in
the former one. MinRep and VerifiedMinRep differ only by their
payment.

'The payments follow the structure of Groves payments, but dif-
fers from the EC VCG payments in the following way. Whenever
agent s is removed from the market to compute the payment, instead
of completely ignoring the reported quality vector g5, we consider
the virtual report, q,, that minimises the social welfare, and in turn
the payment p, (hence the name “MinRep'). This way of comput-
ing the payments follows the idea proposed in [48]. Specifically, the
payment and the expected payment of agent s are:

ps(é|w) = (111,125 sw(f(V-s, (q,sa G-s)), Vs, <q,sv 4-s))
- Y mw.(vog) (6.7)

acw\A%

~

E.[ps(0)|a] = qgig sw(f(Vos, (a5, 8-5)), Vs, (d'5,4-5))
- Y al(f(¥,4),ma(q)) - mua(V-y), (6.8)

aef(0)\Az

where () is the set of possible virtual reports. Note that, in Equa-
tion 6.8, mq(q) is based on the true quality since the payment is in
EC.

'The difference between MinRep and VerifiedMinRep lies in the
ads considered in the set of possible virtual reports, ). In the MinRep
mechanism, the virtual report consists of a quality for all ads a € A,
even ones that are not in the (reported) set A, (agents would have an
incentive to invent ads they do not possess to minimise their payment
otherwise). Therefore, Q = ([0,1] U @)/, Instead, in the verified
case, the virtual report consists of a quality for ads a € A, (note that,
since A, = A, agents cannot misreport). Therefore, in the case of
VerifiedMinRep, @ = [Iyeq Qo where Q, = [0,1] if a € A and
Q. = @ otherwise.

Note that, when a(-,-) is monotonically increasing in the qual-
ity (e.g., when mq(-) is a simple average) the minimum payment is
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obtained by setting the virtual qualities to the lower bound which is
0.

Theorem 6.2.2 The MinRep and VerifiedMinRep mechanisms guaran-
tee AE, ex post IC, and IR in expectation.

Progf. 'The MinRep and VerifiedMinRep mechanisms are AE and
ex post 1C, being an EC Groves mechanism. We focus on the IR
property. Given truthful reports, combining Equations 4.1 and 6.8
gives:

Eo[us(0]vy)la] = sw(f(¥,&), (vs, ¥_s),q)-
in sw(f(V-s,{d's,8-5)), V-5, (d's, 0-5))

Due to the minimisation, the second term is no greater than the
first, thereby proving IR in expectation. O
Finally, we discuss the following property of the MinRep mecha-

nism, whose proof can be found as part of the proof of Theorem 5.2.2.

Theorem 6.2.3 The MinRep mechanism is the mechanism that maximises
the sum of the payments among all the AE, ex post IC, IR in expectation
mechanisms.

6.2.3 MaxRep

In this section we describe an EC Groves mechanism, called MaxRep,
that satisfies the IC, IR, and WBB properties. Similar to MinRep,
we call VerifiedMaxRep the mechanism used in the former one. The
principal idea is the same as MinRep, but instead of minimising the
payment, we now maximise it. Note that, when «(:,-) is monotoni-
cally increasing in quality (e.g., when mq(+) is a simple average), the
maximum payment is obtained by setting the virtual reports to the

upper bound which is 1.

Theorem 6.2.4 The MaxRep and VerifiedMaxRep mechanisms guaran-
tee AE, ex post IC, and WBB in expectation.
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Proof. 'The MaxRep and VerifiedMaxRep mechanisms are AE and
ex post 1C, being an EC Groves mechanism. We focus on the WBB
property. The expected payment in case of truthful reporting can be
rewritten as:

Eo[ps(0)la] = max sw(f (-, (a1, -6)), 90 (ds, A5)
- Z Oéa(f(\Af, Q)7 mQ(q)) *MUq ({’75)7 (69)
acf(0)\A%

Due to the maximisation, the first term is always equal or greater
than the second term, and the third term is always positive. Thus,
expected payments are always positive and the WBB property holds
in expectation. ]

Finally, we discuss the following property of the MaxRep mecha-
nism, whose proof can be found as part of the proof of Theorem 5.2.3.

Theorem 6.2.5 7he MaxRep mechanism is the mechanism that max-
imises the agents' utility among all the AE, ex post IC, WBB in expecta-
tion mechanisms.

6.2.4 RandRec

In this section we describe an EC mechanism, called RandRec, that
is ex post IC in expectation, IR in expectation, and WBB in expecta-
tion. Whereas all the previous mechanisms were based on the same
(efficient) allocation rule and only the payment changed, this mech-
anism is different since it uses a non-deterministic allocation. As a
result, we lose the AE property, but in return we obtain stronger re-
sults for the IR and WBB properties. Furthermore, we can provide
theoretical bounds on the loss of efficiency, and this can be approx-
imated arbitrarily close to zero. The mechanism can be used both
with the verified and non-verified scenario without any change.
In more detail, the mechanism assigns to each subset of agents S* €

S except the empty set a strictly positive probability j1g+ such that
Y. 5+csg ts+ = 1. For each instantiation, the mechanism randomly
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draws a set S* € S \ & according to those probabilities and then
produces an efficient allocation given only the ads of agents in S*.}
Furthermore, the payment of an agent s € S* is given by:

ps(Blw, %) = - 3 mua(Vs+),  VseS* (6.10)
aef(Bgx)N(wNA%)

while payment of agent s ¢ S* is:

pa(Blw, 8%y = B2 S (9se), Vse SN ST
Hs+ acf(Ogx )Nw
(6.11)
'The intuition behind this mechanism is as follows. Note that, by
using an EC Groves mechanism (such as the EC GVCG, MinRep
or MaxRep) the negative part of the payment is based on the ac-
tual clicks, and so the expected payment given the allocation is based
on the true click probability (as can be seen in, e.g., Equations 6.8
and 6.9). As a result, the reported quality does not appear in the
negative part of the payment, and this allows us to avoid the interde-
pendency problems highlighted in Section 4.4.1. However, the same
approach cannot be applied to the positive part. In particular, the
mechanisms discussed so far (and any other VCG-like mechanisms)
require recomputing the allocation without the agent in the market,
and we cannot verify the actual clicks for this new allocation (hence
the need for a wvirtual report in the MinRep and MaxRep mecha-
nism, which results in the violation of the IR and WBB properties
respectively). Now, the RandRec mechanism resolves this problem
by actually executing the allocation without the agent in the market.
'Then, by using execution-contingent payments, we can compute the
expected social welfare without the agent, based on the true click
probability instead of the reported ones, and we then use this to "re-
place' the positive part of the payment. Note that this has to be done
recursively. That is, to compute payments for an allocation with only
agents S* = S \ s in the market, we also have to consider the allo-
cations with only agents S* \ ', Vs’ € §*. This process is repeated
until we reach the empty set. As a result, we need to assign a strictly
positive probability to each S* € .S (except the empty set).

!Such constrained efficient allocations, where the constraints are independent of
the agent reports, are also called maximal in range [44].
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Executing the allocation without all agents in the market results
in an inefficient allocation (hence the mechanism does not satisfy al-
locative efficiency). Therefore, we would like to keep the probability
of doing so to a minimum, which results in having different prob-
abilities for the various subsets (in particular, we would like to keep
s as large as possible). As a result, we need to apply a normalisation
factor to ensure that the payments are IR and WBB in expectattion.2
In particular, the chosen normalization factor, m Es* " ensures that,

S*{s)

in expectation, the payments are equal to the VCG payments for the
subset S* assuming truthful reporting of qualities. This is more for-
mally captured by the following lemma:

Lemma 6.2.1 The expected utility of agent s with RandRec is equivalent
to the weighted sum of the expected utility she would receive with the VCG
mechanism (under truthfulness) for every possible S, where the weights
are jLgx.

Progf. 'The payment of agent s in expectation is:

Es-[E.[p,(0)]] =
- Y ps( Y a(fGsa)ma(@) mua(¥ee))
S*cS|seS* acANA%

Y e (P Y a(f (s @) ma(@) mia (Vs

S*cSls¢S* K aep(bge)
(6.12)

Note that the first part of Equation 6.12 corresponds to the payment
defined in Equation 6.10 in expectation w.r.t. the events and the
possible allocations S* ¢ S such that s € S*, while the second part
of the equation corresponds to the payment defined in Equation 6.11
in expectation such that s ¢ S* (note that the empty set is taken into
account).

We can combine the two sums by using pairs ps(é\w7 S*) and
ps(Olw, S* N s) for each S* ¢ S|s € S*. Note that the fraction in

2We note that, since the mechanism is non-deterministic, in the context of the
RandRec mechanism, in expectation and a posteriori are defined w.r.t. both the events
and the possible allocations S* ¢ S\ @&.
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Equation 6.11 then becomes #” -

ten as:

T and Equation 6.12 can be rewrit-
Es+[Eu[ps(0)]] =
- Y s Y alf(sq).ma(@) - mua(9,))

S*cS|seS* acANAY

Hs* N A
+MS*\S( s ’ Z a(f(vs*\s>q)va(q))'mva(VS*\s))
T acf (g0

(6.13)
Simpifying Equation 6.13 we obtain:
Es«[Eu[ps(0)]] =
Y ous(- Y a(f(sea),ma(@)  mua ()
S*cS|seS* acANA*

+ Sw(f({fs*\{s}a q)7 05’*\{5}7 q)) (6.14)

From Equation 6.14, we can isolate a contribution per set S* that
is:
- Y a(f(0),mq(q)) - mua(¥e) + hs (6.15)

acANAY

where h = sw(f(Vs+ (s},9); Y5+ fs},q). Given that for each S¥,
the allocation is efficient, under truthfulness, h; is equivalent to the
Clarke pivot payment and thus the theorem is proven. ]

Essentially, the RandRec mechanism executes the VCG mech-
anism for each possible S*, each with a potentially different proba-
bility p15+. Under this perspective, for each S*, the negative part of
the payment of each agent s € S* is computed on the basis of the
efficient allocation with only ads of agents in S*, while the positive
part is computed on the basis of the efficient allocation with only
ads of agents in S* \ {s}. Consider, for instance, the case in which
S = {s1,52,53}. Suppose that S* = {s1,s2}. The negative part of
the payment of agent s; is computed on the basis of the eflicient al-
location with S* = {s1, s2}, while the positive part is computed on
the basis of the efficient allocation with S* = {s3}. Similarly, the
negative part of the payment of agent s is computed on the basis of
the efficient allocation with S* = {s1, s2}, while the positive part is
computed on the basis of the efficient allocation with S* = {s1}.
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Now we formally state the properties of the RandRec mecha-
nism.

Theorem 6.2.6 The RandRec mechanism is ex post IC in expectation,
IR in expectation, and WBB in expectation.

Proof. As discussed before, the RandRec mechanism can be seen as
the weighted **sum" of multiple VCG. It is well known that the VCG
mechanism is ex post IC, IR, and WBB. With the RandRec mech-
anism, for each S*, the same properties hold in expectation because
the payment in Equation 6.15 is completely computed in a contin-
gent way. In particular, the negative part is contingent to the events
that occur when the allocation is computed given S*, and the posi-
tive one is contingent to the events that occur when the allocation is
computed given S* \ s. Completely contingent payments are pos-
sible because the allocation given each S’ c S is observed by the
mechanism. * Given this, and since agents cannot affect the set S*
misreporting, S* being randomly chosen by the mechanism, we can
state that the RandRec mechanism guarantees ex posz IC in expecta-
tion, IR in expectation, and WBB in expectation. O

In the following theorem, we provide a theoretical bound over
the inefficiency of the mechanism.

Theorem 6.2.7 The RandRec mechanism is e-AE, wheree <1 — pg.

Proof:  We know that, when S* = S, the allocation we get is the
efficient one while, when S* # S, we have an inefficient allocation
because only a subset or agents is taken into account. The efficient al-
location happens with probability g, while an inefficient allocation
happens with probability 1 — pug. In the worst-case, the efficiency
of the ineflicient allocation is zero, and so, in expectation w.r.t. to
the allocation, the worst-case efficiency is 1 — pg. This concludes the
proof. O

Note that, the higher pg, the more efficient the mechanism.
However, the drawback described in the following observation af-
fects the practical use of the mechanism.

3Note that, pgr > 0,VS’ c S. Otherwise the mechanism does not observe all
the allocation and thus it cannot compute the completely contingent payment.
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Observation 6.2.1 As jug goes to 1, so does the probability that the mech-
anism pays the agent a positive amount (i.e. the payment is negative).
However, in the rare cases an agent does have to pay the mechanism, its
payment goes to infinity. This is due to the normalization factor use in
Equation 6.11.

In other words, while the payments are equal to the VCG pay-
ments for the subset in expectation, this may not be true for individ-
ual instances. This is more formally stated by the following observa-
tion:

Observation 6.2.2 The RandRec mechanism does not satisfy WBB a pos-
teriori and IR a posteriori.
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In this section, we empirically evaluate and compare the above mech-
anisms. The aim is to see if there exist mechanisms which empirically
provide the FSE and the agents with a positive revenue and utility for
realistic settings, even though they theoretically do not guarantee the
WRBB, the IR, or the AE property. Moreover, we would like to see
how the revenue is shared between the FSE and the agents.

7.1 Experimental Setting

Our empirical evaluation is based on the Yahoo! Webscope A3 dataset
Yahoo! Webscope A3 dataset.! This dataset specifies the following over
a period of 4 months: for every day, advertiser, keyword, and position
it specifies the average bid value, the number of times the ad was
displayed and not clicked, and the number of times it has been clicked
(from which we derive the click probability).

The dataset is not directly applicable to the FSE scenario, since
it specifies average bids submitted by advertisers, but not their pay-
ment. Thus, given the bids of advertisers, we compute the values of an

agent for the ads as the pay-per-click payments she gets using a GSP

VThe Yahoo! A3 Webscope dataset can be requested at the following link:
http://webscope.sandbox.yahoo.com/catalog.php?datatype=a
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auction. Moreover, to allow a wide range of experimental settings,
instead of applying the bids directly, we use the dataset to generate
probability distributions from which to draw the bids and qualities.

In more detail, from the dataset we only consider the 100 key-
words with the highest numbers of impressions, and for each of these
keywords we generate a separate bid and quality distribution. Each
bid distribution consists of a truncated Gaussian distribution, where
the mean and standard deviation are taken from the dataset, the lower
bound corresponds to the minimum bid value in the dataset, and the
upper bound to the highest one. Furthermore, we use a beta distri-
bution from which to sample the quality. In our experiments, the
quality corresponds to the click probability when the ad is displayed
in the first position, and thus we use the data from the first position
to derive the parameters of the beta distribution.

Given the distributions, a specific instance of the FSE scenario is
generated as follows. The number of ads, |A], is fixed in advance. For
each ad a € A we randomly assign (with replacement) one of the 100
bid and quality distribution pairs. Then, the qualities and bids for
the ads of each agent are independently drawn from the correspond-
ing distributions. As a result, if two agents share the same ad, then
their qualities and bids are drawn from the same distribution, while if
two ads are different, then their qualities and bids are sampled from
(possibly) different distributions. In this way, the qualities and bids
of the same ad are more likely to be similar than those of different
ads. We then use a density parameter to determine to what extent
the ads are shared. Specifically, the assignment of ads to agents is
done randomly, where the density parameter determines the proba-
bility with which a particular ad is associated with a particular agent
(this is sampled independently for each ad/agent combination). If,
as a result of this process, an ad is not associated with any agent, the
ad is assigned to a randomly selected agent. As a result, a density
value of 0 means that ads are exclusive, whereas 1.0 means that all
the agents share all ads in A.

Given the qualities and bids of the set of ads for each agent, we
then derive the walue of each ad for an agent by applying GSP. In
more detail, let g5 4 and b , denote the quality and bid respectively
of an ad a € A;. First, we sort all the ads @ € A in increasing order
by the product gs ¢ - bs o. Then, we compute the value of ad a; as
Vs,a; = Gs,a; " Ds,a; /4s,qa;, Where a;, a; € Ag are such that a; appears
immediately after a; in the ordering. If a; appears at the end of the
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list, then its value is 0.

For the FSE we consider a separable user model where the click
probability decreases with the position in which the ad is displayed.
That is, the click probability, a,, of each ad @ € A is equal to the
quality of the ad multiplied by an ad-independent discount, called
dpos, that depends on the position pos of the ad.> We use the dataset
to derive these discounts which we found to be decreasing in pos.
In particular, the d,,s values from position 1 to position 7 (in our
experimental section we consider 7 slots) are respectively 1, 0.715,
0.556, 0.525, 0.494, 0.470, and 0.445. Finally, we use the average
function to calculate the merged qualities (and we assume that the
FSE has no information about the quality of ads).

7.1.1 Computational Issues

In this thesis we do not focus on computational issues. However,
since the list of sponsored links should be computed quickly (the
main search engines provide their organic results and ads in less than
a second) we briefly discuss the computational time required to define
it. ‘The mechanisms here presented can be adopted in practice being
them able to identify the best ads to display in a time acceptable by
search engines only if externalities do not affect the scenario. Oth-
erwise, problems arise. Indeed, computing ads allocation is believed
to be NP-hard (a formal proof has been not formulated yet) when
externalities effects due to e.g., the cascade model (see Section 2.2),
are taken into account. Thus, since in this case the computation of
the exact solution is too time expensive, approximated solutions, that
are out of the scope of this thesis, must be adopted.

7.2 Experimental Results

In the following, we first introduce the graphs in Figure 7.1 to clarify
what they show and how the results were obtained. We then discuss
these results in more detail for each mechanism separately, and we
finish this section by summarizing the main results.

2Note that we do not consider allocative externalities in our experiments because the way in
which displayed ads affect each other cannot be derived from the dataset since it does not specify
which ads are displayed together. However, recall from Section 5 that, in the case of non-exclusive
ads, the properties of the mechanisms are the same independent of whether allocative externalities
are present.
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Figure 7.1: Revenue of the FSE (left graphs) and agent utility (right
graphs) as a ratio of the social welfare of the efficient allocation, for
different density values. Each line in the graphs refers to one of the
mechanisms described in the first part of the thesis. The results refers
to the scenarios with |S| = 4 agents, |A| = 250 advertisers, k = 7 slots.
Furthermore, for the RandRec mechanism, we set ug = 0.7, while
the subsets of S appear with equal probability: pg« = 0.3/(|(S)-2|)
for S* c S\ @.

7.2.1 Introducing the Graphs

Figure 7.1 compares the mechanisms presented in the first part of
the thesis in terms of the FSE expected revenue (left) and an average
agent's expected utility (right), as a function of the density when there
are 4 agents, 250 advertisers is 250, and 7 slots. Moreover, for the
RandRec mechanism, the setting reported in the figure has g = 0.7
(i-e., the probability that S* = S is 70%) while all the other possible
S* c S\ @ have equal probability. The results are averaged over 10*
instances. The bottom two graphs depict the same results of the two
above graphs but with a smaller scale to show the differences among

EC GVCGg,, MinRep, VerifiedMinRep, and RandRec.



7.2. Experimental Results

In the figure we point out the trend of the mechanisms w.r.t the
density because the externalities due to the non-exclusiveness of ads
(i-e., information externalities) is the reason of the impossibility re-
sults observed in the general scenario. Moreover, other graphs (e.g.
showing how the results differ as a function of the number of advertis-
ers, agents or slots) provide relatively little additional insights. In the
graphs the results are shown as a ratio of the eflicient social welfare,
rather than the absolute values. This is for two reasons. First, this al-
lows us to compare results of the different mechanisms, in particular
it allows us to compare also the results obtained with the RandRec
mechanism that is not AE. Second, it shows us how the social wel-
fare is shared between the FSE and the agents. For example, if the
FSE revenue ratio is 1, then the entire profit goes to the FSE, if it
is smaller than 1 the profit is shared among the FSE and the agents,
and if it is bigger than 1 the agents are on average making a loss.

We computed the standard error for each mechanism and we ob-
served that it is very small and can be seen only with a very small
scale. For this reason we omitted it in the figures.

722 ECGVCG,

We start by focusing on the EC GVCGy mechanism. Despite the
fact that the mechanism does not guarantee the IR and WBB proper-
ties, in our empirical evaluation, it provides both the FSE and agents
with a positive revenue and utility (ex ante). Therefore, this mecha-
nism is a good candidate if no strict guarantees are required.

7.2.3 (Verified) MinRep
Comparing the MinRep and the VerifiedMinRep mechanisms we

note that, despite the two mechanisms being very similar, the results
have opposite trends. Specifically, as the density increases, the FSE
revenue increases in the case of the MinRep mechanism, but it de-
creases with the VerifiedMinRep mechanism (and the opposite holds
for the agents' utility). The reason is as follows. For both MinRep
and VerifiedMinRep, the increase of the number of reports for each
ad (corresponding to an increase of the density) reduces the impact
on mq(-) of the quality reported by a single agent. Therefore, the
minimization in the payment function has less of an impact and the
FSE's revenue increases and the agent utility decreases. At the same
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time, however, increasing the density also increases the number of
ads per agent. Therefore, only in the case of VerifiedMinRep, this
increases the size of (), i.e. the number of quality reports which are
replaced by zero when the agent is removed to calculate the payment,
thereby decreasing the payment. From the results we can see that this
decrease is stronger than the increase mentioned earlier. We can fur-
thermore observe that the results for MinRep and VerifiedMinRep
are identical for a density of 100 because, in this case, the two mech-
anisms are equivalent.

We see that, for MinRep and VerifiedMinRep, which are theo-
retically shown not to be WBB in general, also empirically do not
always provide the FSE with a positive revenue. In fact, MinRep's
revenue is always negative, while VerifiedMinRep generates positive
revenue for low densities and becomes negative for high densities. In
particular, we observe that the density at which it becomes negative
depends on the number of agents considered: the more agents, the
lower the value of the density at which the FSE revenue becomes
negative (we omit the figure). However, assuming that () the num-
ber of domains (and thus agents) an FSE integrates would typically
be small, around 4 or less, and (77) ads are shared by only a couple of
DSSEs, the VerifiedMinRep is a good mechanism for the FSE sce-
nario. Indeed, in Figure 7.1 we can see that, with 4 agents, the FSE
revenue provided by the VerifiedMinRep becomes negative only at
the point where the density is more than 0.8.

7.2.4 (Verified) MaxRep

If we consider MaxRep, we can see that the FSE revenue is exces-
sively high: between 35 and 80 times the social welfare. Conse-
quently, the agent utility is negative (which is to be expected since
the mechanism is not IR). Even for the VerifiedMaxRep, the rev-
enue is still very high. Clearly, the maximization has a larger effect
on the payment than the minimization. The reason is that, in prac-
tice, the click probabilities observed in the dataset are typically very
low, i.e. close to zero (the average click probability of the 100 key-
words considered is 0.0159). Therefore, the difference between the
virtual report and the actual quality is relatively small in the case of
minimization. However, when we maximize we set the virtual qual-
ity report to 1, which is on average 63 times higher than the true
quality, resulting in very high payments.
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Comparing MaxRep and VerifiedMaxRep, we can see that the
density has an almost opposite effect compared to MinRep and Ver-
ifiedMinRep. This is because, as in the case of MinRep and Veri-
fiedMinRep, the impact of the qualities of a single agent reduces as
the density increases. However, in the case of MaxRep, this causes a
decrease in the the FSE's revenue. Interestingly, in the case of Veri-
fiedMaxRep, the revenue increases for a density below 50, and then
decreases. This is because, as the density increases, so does the num-
ber of ads per agent and thus the effect of the maximization. At some
point, this effect is counterbalanced by the decrease caused by the re-
duced influence of a single agent, resulting in an overall decrease in
revenue. Note that, when the density is 1, MaxRep is equivalent to
the VerifiedMaxRep because in both the mechanisms the set A, of
each s € S is composed by all the ads. Furthermore, when the den-
sity is 0, VerifiedMinRep, VerifiedMaxRep, and EC GVCGg, are all

identical since each ad is reported by only one agent.

7.2.5 RandRec

Observing the RandRec mechanism in Figure 7.1, we note that it
has the same trend as the EC GVCGy mechanism but it is fairer:
the social welfare is redistributed more uniformly between the FSE
and the agents. Specifically, with RandRec, the FSE revenue is lower
and the agent's utility higher than with the EC GVCGg, even when
s =0.99, i.e., when the social welfare of RandRec is close to the ef-
ficient one (the graph is omitted). We remark that, when the density
is equal to zero, the RandRec mechanism is equal to the EC GVCG,
in the limit when pg — 1, since the setting then becomes one with-
out information externalities. Tables 7.1 and 7.2 provide more de-
tails about the results when using this mechanism. They show the
minimum value, the 25 percentile, the median, the mean, the 75
percentile, and the maximum values of the FSE revenue and of the
agent utility, respectively, when the probability with which S* = S
(i.e. pg) changes. The setting is the same as the one used in Fig-
ure 7.1 except that the value of the density in the tables is fixed to
0.5.

The first observation is that the minimum value of the FSE rev-
enue and the maximum one of the agent's utility do not change with
s, while the maximum value of the FSE revenue increases and the
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FSE revenue

[ ns [ min [ 25 percentile [ median [ mean [ 75 percentile [ max
0.10 —8.8478 -0.3732 0.6973 | 0.3856 1.1657 0.0079 - 103
0.20 —8.8478 0.5438 0.9521 0.4179 1.4548 0.0079 - 103
0.30 —8.8478 —2.2852 0.8538 | 0.4503 2.1190 0.0117-103
0.40 —8.8478 -2.6971 0.7002 | 0.4826 1.8071 0.0214-103
0.50 —8.8478 —2.9226 0.0000 0.5149 1.3963 0.0350-10°
0.60 —-8.8478 -3.0661 —2.2751 0.5472 0.9983 0.0555 - 10°
0.70 —8.8478 —3.1877 -2.5348 | 0.5796 0.7662 0.0895 - 10°
0.80 —8.8478 —3.2845 -2.6971 0.6119 -1.9229 0.1577 - 10°
0.90 —8.8478 —-3.3528 -2.8165 | 0.6442 -2.2751 0.3621-10
0.91 —8.8478 -3.3593 -2.8261 0.6474 -2.2965 0.4075 - 103
0.92 —8.8478 -3.3674 -2.8373 | 0.6507 -2.3173 0.4643-10°
0.93 —8.8478 -3.3776 —2.8490 | 0.6539 —-2.3382 0.5372-10°
0.94 —8.8478 —-3.3831 -2.8617 | 0.6571 —-2.3568 0.6346 - 10>
0.95 —8.8478 -3.3902 -2.8712 0.6604 -2.3743 0.7708 -10°
0.96 —-8.8478 -3.3943 —2.8807 | 0.6636 —-2.3919 0.9752-10°
0.97 -8.8478 -3.4016 -2.8928 | 0.6668 -2.4133 1.3159 - 10°
0.98 —8.8478 —-3.4105 -2.9034 | 0.6701 —2.4310 1.9972-10°
0.99 —8.8478 —-3.4156 -2.9149 | 0.6733 —2.4487 4.0410-10

Table 7.1: Minimum value, 25 percentile, median, mean, 75 per-
centile, and maximum value of the FSE revenue w.r.t. 1g. The set-

ting is the same as the one used in Figure 7.1 except that the value of
the density is fixed to 0.5.

minimum one of the agent's utility decreases when (g increases. To
explain this behaviour we observe that:

* (i) pg affects the payments only when S* c S is such that
S*us =5, where s € S, in all the other cases the payments do
not depend on pg;

* (ii) the FSE gets the lowest revenue when S* = S. Indeed,
when S* = S, the allocation is the efficient one (no other allo-
cation can have a higher social welfare) and the payment of all
the agents s € S is negative (see Equation 6.10);

* (iii) the FSE gets the highest revenue when S* c S is such
that S* U s = S where s € S. Indeed, these are the cases in
which the positive part of the payments (see Equation 6.11),
is highest.
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[ T agent's utility |
[

[ pms | min [ 25 percentile | median | mean [ 75 percentile | max |
0.10 ~0.0045 - 10 -0.6746 0.4427 0.1054 0.8511 2.9493
0.20 ~0.0102- 10° -0.6270 0.5874 0.1027 0.9039 2.9493
0.30 —0.0175-10° -0.5628 0.6751 0.1000 0.9496 2.9493
0.40 ~0.0273-10° -0.4631 0.7412 0.0972 0.9880 2.9493
0.50 ~0.0409 - 10° 0.0000 0.7937 0.0945 1.0188 2.9493
0.60 -0.0613-10° 0.3464 0.8401 0.0918 1.0467 2.9493
0.70 —0.0954 - 10° 0.6315 0.8793 0.0890 1.0761 2.9493
0.80 —0.1635- 10° 0.6979 0.9082 0.0863 1.0963 2.9493
0.90 —0.3679-10° 0.7555 0.9342 0.0836 1.1138 2.9493
091 ~0.4133-10° 0.7622 0.9380 0.0833 1.1159 2.9493
0.92 ~0.4701 - 10° 0.7642 0.9394 0.0830 1.1171 2.9493
0.93 ~0.5431-10° 0.7707 0.9427 0.0828 1.1192 2.9493
0.94 —0.6404 - 10° 0.7727 0.9443 0.0825 1.1206 2.9493
0.95 —0.7767 - 10° 0.7791 0.9476 0.0822 1.1234 2.9493
0.96 —0.9811-10° 0.7849 0.9518 0.0820 1.1263 2.9493
0.97 -1.3217-10° 0.7870 0.9538 0.0817 1.1272 2.9493
0.98 —2.0030-10° 0.7923 0.9567 0.0814 1.1295 2.9493
0.99 —4.0469 - 10° 0.7945 0.9580 0.0811 1.1304 2.9493

Table 7.2: Minimum value, 25 percentile, median, mean, 75 per-
centile, and maximum value of the agent's utility w.r.t. 1. The set-
ting is the same as the one used in Figure 7.1 except that the value of
the density is fixed to 0.5.

Thus, the fact that the minimum value of the FSE revenue and the
maximum one of the agent's utility do not change with pg is mo-
tivated by (7) and (7i) and the fact that the maximum value of the
FSE revenue minimum one of the agent's utility change are justified
by (i) and (iii).

The second characteristic of the mechanism pointed out by the
data in the table is that the mean and the median of both FSE revenue
and agent's utility have opposite trends, i.e., if the mean increases
with pg, the median decreases and wice versa. In the case of the
FSE revenue, the median decreases when g increases because the
number of samples of the lowest FSE revenue (i.e., when S* = 5)
increases when the probability that S* = S increases, while the mean
increases because the values of the outliers, that increase with g, set
against the increase of the number of negative samples. The opposite
reasoning applies to the agent's utility.

Finally, we show that the RandRec mechanism is e-AE and that,
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as one would expect, as 15 increases, the social welfare of the Ran-
dRec gets closer to the efficient one. Observe, for example, that when
s = 0.1, the social welfare of the RandRec mechanism as the ratio
of the efficient allocation is 0.807, when ug = 0.9 it is 0.978, and
when pg =0.99 it is 0.997.

7.2.6 Summary of the Results

Our experimental evaluation shows that most mechanisms have their
pros and cons, and can be appropriate depending on the domain and
requirements. The RandRec mechanism, which is theoretically the
most attractive mechanism, suffers from a number of problems when
applied in practice: the median of the FSE revenue is negative and
the minimum utility of a particular realization can be extremely neg-
ative for an agent. We have the opposite with EC GVCGy mecha-
nism: it guarantees neither IR nor WBB, but it satisfies them empiri-
cally and both agents' utility and FSE revenue are positive on average.
(Verified) MinRep and (Verified) MaxRep do not satisfy WBB and
IR respectively in practice except for some specific subspace of the
parameters. It is worth noting that VerifiedMinRep, in addition to
theoretically satisfying IR, empirically satisfies WBB for almost all
the values of the parameters and specifically for values of density that
are reasonable in real-world scenarios.



Part I1

Revenue Sharing






In this part we focus on the revenue sharing problem. The aim
is to define how the revenue collected from advertising can be redis-
tributed to the CPs, APs, and CAPs such that allocative efficiency,
incentive compatibility, individual rationality, and weak budget bal-
ance are satisfied. Moreover, the redistribution mechanism must be
flexible and it has to take into account that providers that belong to
different classes could need different type of incentive to take part in
the federation.

As described in Section 1, the need for a redistribution mecha-
nism, that substitutes the contracts currently stipulated between inte-
grator and provider, is due to the fact that in the federation of services
there can be multiple homogeneous providers. This implies that the
integrator has to elaborate the information received, and select which
one to display. The consequence of this active role of the integrator
is that the current contracts, that allow a provider to get redistribu-
tion only if his ads are clicked, do not incentivized any more all the
providers to take part in the federation of services: if the ads of a
provider are never selected by the integrator, the former cannot get a
revenue and thus he could decide to leave the federation of services.
We remind that even if not displayed, the information communi-
cated by all the providers is used by the integrator to target at best
the users. This is why the redistribution mechanism must incentivize
all the providers to remain in the federation.

In the literature, there are several works that propose redistri-
bution mechanisms that satisfy the first four properties listed above,
however, none of them deals with the case in which the agents (in
our case the providers) belong to different classes. The flexibility (i.e.,
the fact that incentives for different classes of providers may be com-
puted in different way) and the role compatibility (i.e., the fact that
CAPs must not have incentive to behave like CPs or APs) proper-
ties, never taken into account in related works in the literature, are
required here due to the heterogeneity of providers' classes. This is
why a new redistribution mechanism is needed.

For simplicity, in this part of the thesis, we focus on the case in
which information externalities (i.e., the fact that the utility of a CAP
or AP, obtained through advertising, depends on information com-
municated to the integrator by others CAPs and APs) is not taken
into account in the auction mechanism that defines which ads to dis-
play, in which order, and how much each provider has to pay the
integrator. Auction mechanisms that consider information external-
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ities are described in the first part of this thesis. Thus, the scenario
considered in what follows is the one presented in Chapter 3 except
for the fact that each advertiser can submit a bid to only one provider.

Table B.2 in Appendix B summarizes the notation used in the
following chapters.



Problem Statement 8

In this chapter, we describe the revenue sharing mechanism. Initially,
we present a set of requirements for the integrator, and we informally
describe the revenue sources and the sharing and information flows.
Subsequently, we present a formal model and the mechanism.

8.1 Revenue Model

We now specify how, using the revenue sharing mechanism detailed
below, the revenue flows through the system in a way that is con-
sistent with the above requirements. The revenue flow is depicted
in Figure 8.1. The revenue-sharing process starts with the advertise-
ments, which are communicated by the APs and CAPs to the inte-
grator, which in turn allocates (a subset of ) them to the available slots.
Once the ads of some advertisers have been clicked, the correspond-
ing advertiser pays the provider (AP or CAP) in which it is registered.
For simplicity, we assume that payments of advertisers are per click
and that they are defined according to some auction model (e.g. using
GSP, although here we do not consider the specifics of the mecha-
nism used by the APs and CSPs, and our revenue sharing mechanism
is independent of this choice). However, we note that our mecha-
nism can be easily extended to the situations in which payments are
not purely per click, but also of other formats, e.g., pay-per-view and
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Figure 8.1: Revenue flow.

pay-per-conversion. In the following, we define the ad's va/ue as the
pay-per-click payment associated with a specific ad, and the expeczed
value as the payment multiplied by the probability of the ad being
clicked. The sum of the expected values of the allocated ads then
represents the fotal revenue of the system. The mechanism's aim is to
produce an allocation that maximizes this total revenue. In order to
achieve that, the mechanism needs to elicit the private information
of the providers over the single ads (e.g., values). However, providers
could misreport their true information, if they gain more doing that,
thereby hindering the mechanism to find the allocation maximizing
the total revenue (see Section II for more details).

Once the total revenue has been established, in the next step, APs
and CAPs give a portion of the revenue received by the advertisers, as
defined by the payment function of the mechanism, to the integrator.
'The integrator subsequently redistributes a portion of the received
revenue, as per the redistribution function of the mechanism, to the
actors. Note that this redistribution can also include the APs and
CAPs even if they already possess part of the revenue. This redistri-
bution is important to satisfy the adequate compensation requirement
described above, which provides the proper incentives to all the ac-
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tors to take part in the mechanism with all their assets. In particular,
the mechanism must ensure that actors that can play a certain role (in
particular, CAPs) are not tempted to change it, by dropping either
the content or advertising service provisioning aspects.

8.2 'The Mechanism Design Problem

In this section, at first we formalise the components of the revenue
sharing mechanism. Then, we present a number of economic prop-
erties that the mechanism should satisfy.

8.2.1 Formal Mechanism Design Formulation

The revenue sharing mechanism is defined by a tuple:

M= (SAaSCa Sca, A, X, (®s>seS7f7 (p8>8657 (rs>seS>

where S 4 is the set of APs, S¢ is the set of CPs, Sc 4 is the set of
CAPs, and S = S4 U Sc U Scys. We denote a generic provider in
Sbys. A={a1,...,a4)} is the set of ads and A, is the set of ads
of provider s. For the sake of simplicity, we assume that no ad a
appears in multiple A;. X is the set of possible allocations, where an
allocation x € X specifies which ads are displayed on the £ available
slots and in which order. Oy is the set of possible types of provider s;
we denote by 6, € ©, the generic type of provider s. Type 6, specifies
the combination of value v, € R, and quality q, € [0, 1], one for each
ad a € A,. Value v, with a € A; is the payment s receives once a has
been clicked, while quality g, is a parameter of ad @ which affects its
click probability (see below for details).

When s € S¢, we assume that A is composed of a single ficti-
tious ad a with v, = 0 and ¢, = 0 (and therefore s has a unique type).
We denote by () the set of qualities of all the ads, while ()5 is the set
of the qualities of ads of provider s and Q_s = @ \ Q5. Denote by
0 =(0s,,...,05) the profile of the types of all the providers and by
O = %4505 the set of all the type profiles. 6_; is defined as 6 except
that 6, is omitted. We use the “hat' notation to denote types and type
profiles (i.e., 05, 0, 0_5) reported by the providers. Analogously, we
use Ga, da, Qs, Q, Q—s.

Function f : Xges,050.0s = X is the social choice function,
that, given the communicated type profile é, returns an allocation of
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ads to slots. We denote by w an event, defined as the set of clicked
ads, therefore w € A, and we denote by  the set of all the events,
defined as the power set of A. Given event w, the valuation of s with
s € 84U Sca over allocation x depends on which ads a € A, are
displayed in x and in which position and on the values v, and it
is defined as X ,cyn 4, Va, i-€., the sum of the values of provider s's
clicked ads. (Hence, the valuation of s € S over every allocation
x is zero.) 'The expected (with respect to the user's clicks) valuation
of s € S4USca over allocation x € X depends also on the click
probabilities. Call aq(x, Q) the click probability of a as a function
of x and Q. When a does not appear in x we have a,(x,Q) = 0.
Without allocative externalities (i.e., when the allocated ads do not
affect each other, see Section 4.4.1), o (x,Q) depends only on x
and ¢,. With allocative externalities (i.e., when the allocated ads
affect each other), aq(x, Q) may depend also on the qualities of all
the displayed ads. The expected valuation of s € S4 U Sca over
x € X isdefined as )., 4, o (X, Q) vy, while the expected valuation
of s € Sc is obviously zero. 'The total revenue is the value of the
allocation f(6), corresponding to ¥ e 4 o (£(6), Q) - 0.

Function ps : X5e505 x £2 > R is the payment rule of provider s
with s € S. When s € S, p; is either zero or a negative constant (s
receiving the payment) defined by a contract, while, when s € S4 U
Sca, ps is defined by the mechanism itself in a similar way it happens
in the classical federated sponsored search auctions and may depend
on the actual events (i.e., user's clicks). Function 7 : X450 x 2 —
R, is the redistribution to provider s with s € S.

'The utility (revenue) u; of provider s is:

Y acwnA. Va —ps(é|w) + rs(é|w) seSauSca

US(é‘w) = « .
-ps(O|lw) + rs(Olw) se€Sq

(8.1)
The expected utility (revenue) E,, [u,] is:

Taca, 0a(%,Q) - va = Eu[ps (0lw)] + Eu[rs ()]
Ew[us(éku)]: SESAUSCA

—Ew[ps(é|w)] + Ew[rs(é|w)] seSc
(8.2)
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The revenue R and expected (with respect to the user's clicks)
revenue E, [ R] of the intergrator are:

R(Olw) = 3 ps(Olw) = 3 rs(Olw)

seS seS
E,[R(0lw)] = ZSEw[ps(éIW)] - Eng[rs(élw)]

8.2.2 Desirable Properties

Now, in order to produce adequate compensations to the various ac-
tors, the mechanism should satisfy some important economic prop-
erties. These desirable properties are the following [42].

s Allocative efficiency (AE): the allocation chosen by the social

choice function maximizes the expected total revenue.

* Individual rationality (IR): the utility of each provider s € S
is non-negative. In particular, we consider ex interim IR that
guarantees the property in expectation w.r.t. the events, i.e.,
Eo[us(0lw)] > 0,Vs € S, V6,0 € ©, and ex post IR that
guarantees the property for each possible event, i.e., u,(f|w) >
0,VseS, V0,0 €0, Vwe .

* Weak budget balance (WBB): the monetary revenue expected
by the integrator is non-negative. In particular, we consider ex
interim WBB that guarantees the property in expectation w.r.t.
the events, i.c., E,[R(Alw)] > 0,V ¢ ©, and ex post IR that
guarantees the property for each possible event, i.e., R(Ow) >
0,Y0 € O, Yw € Q. When R(6w) = 0 or E,[R(fw)] = 0 the
mechanism is said to be strongly budget balance in ex post or ex
interim, respectively.

* Incentive compatibility (IC): no provider can gain more by mis-
reporting its true valuation, and therefore reporting 0=0is
optimal. In this paper, we consider two forms of IC: dominant
strategy (DSIC, when the best action of every provider is to
report its true type regardless of the actions undertaken by the
other providers) and ex post (ex post IC, when the best action
of every provider is to report its true type given that the other
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providers will do the same). Obviously, ex post IC is weaker
than DSIC. We remark that IC property is necessary for the
stability of the system 1,

'The previous properties are the ones customarily required when
an economic mechanism must be designed. In our case, we also re-
quire two additional properties that are specific for the scenario we
consider. These are the following.

o Flexible maximum redistribution (FMR): the redistribution can
be flexibly regulated from the minimum one (with profit-seeking
intergrators) to the maximum one (with non-profit integra-
tors). While the minimum redistribution (i.e., zero) is always
achievable, this is not the case of the maximum one. Indeed,
it is not possible in general to have strongly budget balanced
mechanisms in which the integrator's revenue is zero without
violating the above properties [21].

* Role compatibility (RC): finally, no actor must have an incen-
tive to change role. In particular, there should be no incentive
for a CAP to change to a CP and provide only content, or to
an AP and provide only advertising (note that other changes,
e.g. from CP to AP, are not considered since these require
fundamental changes in the workings of a provider).

With a non IC mechanism, the providers can be incentivized to continuously
change the information reported. This can leads to obtain an overall expected revenue
that is much smaller than the one obtained with an efficient IC mechanism
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In this chapter, we design the components of mechanism M (i.e.,
f.ps,7s) such that they satisfy the above desirable properties. First,
in order to assure the WBB property (both in ex posz and in ex interim)
we need that p; = 0 for all s € S¢ regardless of the adopted mecha-
nism M. Indeed, for every ps; < O fixed by a contract, it is possible
that the best allocation has a value smaller than —p, and therefore the
integrator's revenue R is negative (unless violating the IR property).
Therefore, if the above properties need to be always satisfied, any rev-
enue received by a provider s € S¢ can only be through redistribution
function 5. In this case, we cannot guarantee a minimum revenue
for a CP. Rather, the contract between the integrator and the con-
tent providers should fix the level of redistribution with respect to
payments received by the integrator, instead of a fixed payment. We
show in Section 10 that the adoption of fixed payments is, even em-
pirically, less satisfactory than the adoption of pure redistributions.

We now detail our mechanism M, which consists of two phases.
In the first phase, it determines the optimal allocation f(6) and the

payments ps(é|w) for s € 54 US4 are based on a Vickrey-Clarke-
Groves (VCG) mechanism (see Section 2). In the second phase,
redistributions for all the providers s € S are computed.

Phase 1. The social choice function is defined as:
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x|

f(é) = arg max Z o, (%, Q) Dy,
xeX oy

The expected payment E,, [p; ] for s € S4USc 4, defined by the VCG

mechanism is:

Ew[p5(9|w)]: Z aa(f(éfs)ans)'@a_ Z aa(f(é),Q)-f)a

aceANAg aceANAg
9.1)

Let M’ be the mechanism M when redistributions are zero. Fur-
thermore, let VCG(0) = Y, E,[ps(0lw)] denote integrator's ex-
pected revenue without redistribution. With expected payments (9.1),
M’ is (by definition of VCG) ex interim IR and ex interim WBB.
Now, we discuss whether and how we can define contingent pay-
ments p (0]w) depending on the actual event w such that they equal
in expectation those reported in (9.1) and IC, ex post WBB, and ex
post IR are satisfied.

There are two different definitions of p(f|w) depending on the
form of externalities used in the model.

No allocative externalities: In this case, the expected payments of
s in (9.1) do not depend on its private information. Indeed, in both
terms of E,, [ps (A|w)] (i.e., the positive one and the negative one), org
does not depend on Qs, given that a ¢ A,. Therefore, mechanism
M is DSIC (by definition of VCG). Differently from what happens
with classical sponsored search auctions, in the federation of services
scenario we cannot apply pay-per-click payments without violating
the DSIC property. More precisely, in sponsored search auctions,
the VCG expected payment of ad a is normalized with respect to
its click probability, that is known by the auctioneer, and is applied
only when a is clicked (thus the mechanism is IR in ex posz). In
our case this is not possible because the click probabilities depend on
providers' private information reported to the integrator, and there-
fore the normalization with respect to a reported value opens the pos-
sibility for manipulation. Thus, ps(6|w) cannot depend on w and we
have:

ps(0lw) = Ey[ps (8lw)] VweQ.



As a result, we need to apply pay-per-impression payments. There-
fore, APs and CAPs can pay a positive monetary amount even if their
ads are not clicked and then mechanism M’ is not ex posz IR. Instead,
mechanism M is ex post WBB.

Allocative externalities: In this case, the expected payment of s
in (9.1) depends on its private information. Indeed, due to alloca-
tive externalities, in the negative term of (9.1) the click probabilities
of ads @ € A_; may depend on the qualities of ads a’ € A, (this
does not happen in the positive term of (9.1) because in the allo-
cation f(_,) there are not ads of ). This interdependency makes
mechanism M’ not incentive compatible (neither in ex post). As in-
troduced in 2.1, we can get around this impossibility by resorting to
execution-contingent payments, i.e., payments that depend on the
actual event w, and ex posz IC. The payments can be defined as:

ps(Olw) = Z aa(f(0-5),Q-s) - Vo — Z Uq

acANA; acwnNANAg
It can be easily seen that the above payments are in expectation the
same of those in Equation (9.1). These payments require a new form
of payment that we call pay-per-event. 'This payment form is dif-
ferent from the pay-per-click, since the payment by provider s does
not depend on whether its own ads are clicked, and will be positive
when the ads of the other providers are clicked. Therefore, as in the
case without allocative externalities, a provider s can pay a positive
amount even if its ads are not clicked and thus M’ is not ex posz IR.
Instead, differently from what happens without allocative externali-
ties, a payment ps (é|w) can be strictly negative, e.g., when all the ads
A_; are clicked. Therefore, the revenue of the integrator (excluded
the redistributions) can be negative for some event w and thus M’ is
not ex post WBB (but it keeps to be ex interim).

Phase 2. We provide redistributions extending those defined by
Cavallo in [8]. In our mechanism M, the integrator can specify the
maximum ratio, denoted by ¢ € [0,1], of VCG(6) to redistribute:
if the integrator is a profit-seeking Web site, then the redistribution
should be the minimum one (according to the contracts drawn with
the providers, if any); instead, if the integrator is non-profit, the re-
distribution should be the maximum one (i.e., ¢ = 1). As is well
known, it is impossible to redistribute all the payments while main-
taining incentive compatibility [21]. Therefore, the challenge lies in
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designing a mechanism that redistributes as much as possible. As we
will show, in the limit as the number of providers goes to infinity,
our mechanism redistributes the entire VCG(0) value.

We furthermore define three weights vo,v4,vc4 € [0,1] for
CPs, APs, and CAPs respectively, where 7o + 74 + o4 = 1. These
weights define the level of redistribution for each provider, specify-
ing how the value ¢ - VCG(#) is redistributed over the three classes
of providers. For the sake of simplicity, we implicitly assume that all
the providers belonging to the same class have the same weight. In
practical applications, we expect that each provider will be in the po-
sition to negotiate a different weight with the integrator (our model
can be easily extended to capture this general setting).

We are now ready to define the redistribution function. Since
VCOG(0) is defined in expectation, we initially define E,[r4(0|w)]
and, subsequently, we discuss whether and how we can have contin-
gent 75 (flw) depending on the actual event w. Expected redistribu-
tions are:

Yo-$VOG(H-s)
va-lSal+yc-|Scl+ycalScal Vs e Sc

E. [rs(é|w)] = 146 VOG(-..) VseSa

vaSal+yclScl+ycalScal

Yoa-dVCG(H_s)
valSal+vc lScl+vcarlScal

Note that, for s € S¢, VCG(6_,) = VCG(6,), since 6, does
not have any ads and thus does not affect the allocation. Thus, CPs
always receive a fixed ratio yo - ¢/(va - |Sa| + vo - [Se| + yea -
|Scal) of the VCG payment. Note that, when s € S4 U Sca,
0 < VCG(0_s) < VCG(H). Thus, we have an upper bound on the
revenue of s € S5 U Sc 4 as ratio of VCG(A), but we do not have a
lower bound and therefore we cannot guarantee any minimum rev-
enue w.rt. VCG(6). Furthermore, we have ¥,cq B [rs(lw)] <
¢ - VCG(0) and therefore M is WBB in ex interim. In addition,
Eo[rs(0lw)] 2 0 for all § € ©, given that VCG(0_,) is always non-
negative. Therefore, since M’ is ex interim IR, this means that M is
also ex interim IR. Finally, mechanism M is not generally strongly
budget balanced since VCG(0_,) < VCG(0). We show below that

VseSca




the two above negative results (non-existence of a lower bound as
the ratio of VCG () over the revenue of s € S4 U Sc4 and absence
of strong budget balance) are not due to our specific redistribution
functions but they are intrinsic to the problem, and hold for every
possible redistribution functions that satisfy the desirable properties.
Now, we study whether we can have contingent r,(A|w) depend-
ing on the actual event w. This could strength the properties of M,
allowing ex post WBB and/or IR. In general the answer is negative.
More precisely, mechanism M is not ex post WBB when there are
allocative externalities. Thus, given that ¥, ps(f|w) < 0 for some w
and 7,(0lw) > 0, R(f|w) is a fortiori negative independently of the
definition of r, and therefore M is not ex postr WBB. Similarly, it
can be shown that no contingent ry makes M’ to be IR in ex post.
Therefore, we define, for simplicity, 7 (8w) = Ey,[7(6lw)].

We now focus on the incentive compatibility of M.

Theorem 9.0.1 Foreveryycp,Yap,Ycap, mechanism M is incentive
compatible.

Proof:  Obviously, no s € S¢p can misreport its type. The other
providers could instead potentially misreport. Consider the case with-
out allocative externalities. Our mechanism M is a Groves's mech-
anism. Indeed, the sum of the expected payment and the redistribu-
tion of each provider s is defined as:

ps(Olw) +75(Olw) = hS(é—S) - Z Oza(f(é),Q) s

acANAg

where A (9: s) does not depend on the type 0. Therefore, by defini-
tion of Groves' mechanisms, the mechanism is incentive compatible.
The proofin the case with allocative externalities is similar and there-
fore omitted. O

We summarize the properties of our mechanism w.r.t those of the
VCG with classical sponsored auctions in Table 9.1.

Now we study under what conditions the mechanism is RC, thereby
avoiding that a CAP has an incentive to provide only contents or only
advertising.

Theorem 9.0.2 Mechanism M is RC if and only if yca > Yo and
YCcA 2 VA
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[ [ properties || VCG (SSA) |

M

|

payment pay—per—click pay-per-impression
no IC DS
ad IR ex post ex post CP
ext ex interim AP
ex interim CAP
WBB ex post ex post
allocation efficient efficient
payment || pay-per-click pay-per-event
IC DS ex post
ad IR ex post ex post CP
ext ex interim AP
ex interim CAP
WBB ex post ex interim
allocation efficient efficient

Table 9.1: Comparison between properties of sponsored search auc-
tions (SSA) and the auction used in the federation of services sce-
nario.

Proof: (=) When vca = 7¢ and yca = 74, our redistribution r
reduces to that of Cavallo. This reduction ensures that CAPs gain a
utility which is at least as much as they would have obtained as CP
or as AP. When 7c4 > v¢ and yoa 2> 74, redistribution g with
5 € Sca is larger than that when yc4 = y¢ and yoa = 74 and
therefore "if" is proven.

(«=) Consider the case where yc4 < va: each CAP can pro-
vide only advertising and gain more, receiving a larger redistribution.
Therefore, CAPs would omit the provision of advertising. Consider
the case where 7o 4 < y¢. Itis easy to find a situation in which CAPs
pay exactly their valuation. In this situation, the utility of CAPs is
due only to redistributions, but CPs have larger redistributions than
those of CAPs. Therefore, CAPs would omit the provision of con-
tents. This proves the "only if"". |

Note that the above result implies that it is not possible to redis-
tribute the payment only to CPs or only to APs.



Finally, we prove the optimality of our mechanism w.r.t. redis-
tribution. At first, we discuss the impossibility to provide a lower

bound over the revenue of APs and CPAs as ratio of VCG(6).

Theorem 9.0.3 For every possible redistribution function, the ratio be-

tween the revenue of an AP or a CAP and VCG (é) is zero in the worst
case, unless violating at least one desirable property.

Proof- Consider a setting with two providers 51,52 € S4 U Sca in
which the ads of only s; are displayed. In general, VCG() > 0,
but no positive redistribution can be provided to so without violating
AE, IC, WBB, and IR [8]. Thus, the revenue of s5 is zero regardless
of VCG(6) > 0. u)

We show that our mechanism cannot be strictly budget balanced
regardless of the redistribution functions (the proof is the same of the
previous theorem).

Theorem 9.0.4 For every possible redistribution function, mechanism M
is not strongly budget balance unless violating at least one desirable prop-
erty.

Finally, we show that our mechanism asymptotically, in the limit
as the number of providers goes to infinity, redistributes the whole

VCG(0) value.

Theorem 9.0.5 Mechanism M is asymptotically FMR (i.e., the whole
Ve G(é) value is asymptotically redistributed) as the number of providers
goes to infinity.

Progf. We prove the theorem when ¢ = 1, but the proof in the gen-
eral case is similar. Mechanism M is asymptotically strong budget
balanced if; as |S*| = +o0, E,[R(0)|w] — 0, where S* is the set of

providers s that receive a positive redistribution. The integrator's rev-

enue is VCG(0) = ¥ oo %(‘015). The S set can be partitioned as:
S = 51USy, where 57 is the set of providers that allocate at least one
slotin f(#) orin f(6_,) for some s € S, and Sy is the set of providers
that have no ad allocated in f () or f(6_,) for every s € S. We re-

mark that, given s; € S and so € So, VCG(QA,SI) < VCG(é,SQ)

101



9. REVENUE SHARING MECHANISM

102

and VCG(6_,,) = VCG(H). The integrator's revenue can be writ-

ten as

E,[R(0lw)] = VOG(0) - Zs: VC%@) 15l vcg(e)
S ||551|| (VCG(0)-VCG(6-y))

where VCG(0_,) = minges, {VCG(0_,)}. Since the number (k)
of available slots is finite, the maximum cardinality of Sy is k + 2
(ie, 0 < |S1| < k +2). Given this and the fact that VCG(6) and
VCG(6_,) are finitely bounded (i.e., values and qualities are finitely
bounded), the expected integrator's revenue goes to zero as |S*| goes
to +oo. ]
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We empirically evaluate our revenue sharing mechanism. The aim is
to compare the revenues of the actors (integrator, CPs, APs, CAPs)
using different configurations and to find the ones providing the most
fair revenues.

10.1 Experimental Setting

Our empirical evaluation is based on the Yahoo! Webscope A3 dataset.!
The experimental setting is the one presented in the first part of the
thesis, Chapter 7, Section 7.1, except that the density considered in
this evaluation is always zero, i.e., advertisers submit their bids exactly
to one providers.

In these experiments, we consider a wide range of scenarios, which
are characterized by the number of APs (1, 2, 3), the number of CPs
{1,2,3}, the number of CAPs {1,2,3}, the number of advertisers
{10, 100, 200, 300,400, 500}, and the number of slots {3, 6,9}. For
each combination, we randomly generate 100 instances, obtaining a
total number of instances equal to 48,600. We evaluate the mech-
anism we propose with different configurations of ¢ and y as given

VThe Yahoo! A3 Webscope dataset can be requested at the following link:
http://webscope.sandbox.yahoo.com/catalog.php?datatype=a
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’ Mechanism H ole ‘ YA ‘ YCca ‘ 1) ‘
noR - - - 0
R1 00 | 05 | 05 |1
R2 0.5 0.0 0.5 1
R3.1 03 ] 03| 03 |1
R3.2 0.3 0.3 0.4 1
R3.3 025 ]025| 05 |1

Table 10.1: Configurations of ¢ and «y used in the experimental eval-
uation.

in Table 10.1. We only consider ¢ € {0, 1}, because the results for
other values are simply convex combinations of the two extremes.
We consider the following redistributions (see Table 10.1): "noR"
redistributes nothing, "R1" excludes CPs from any redistribution and
redistributes equally to APs and CAPs, "R2" excludes APs and re-
distributes equally to CAs and CAPs, "R3.1", "R3.2", and "R3.3"
redistribute to all the provider classes but with different proportions

going to CAPs.

10.2 Experimental Results

We start by considering the integrator's expected revenue. Note that
these results are shown as a proportion of the #oza/ revenue, which
is the system-wide revenue accrued through advertising by all actors.
To this end, Figure 10.1 reports the bloxpot diagram: for each box,
the central mark is the median, the edges of the box are the 25th
and 75th percentiles, the whiskers extend to the most extreme dat-
apoints that are not outliers, and the outliers are plotted individu-
ally. With noR, the intergrator's expected revenue is about 49.3%
of the total revenue, the minimum and maximum values are equal to
16.4% and 65.7%, respectively. With R1, the intergrator's revenue is
about 10.1% of the total revenue, and with R2 about 4.9%. The over-
all revenue redistributed by the intergrator to the providers is 39.2%
of the total revenue with R1 and 44.4% with R2 (corresponding to
about 79.5% and 90.0% of the VCG(6) value). The intergrator's
expected revenues with R3.1, R3.2, and R3.3 are between those with
R1 and with R2, therefore they are fairer in terms of how the revenue
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Figure 10.1: Integrator's expected revenues as ratio of total revenue.

is shared between the intergrator and the providers. In particular, the
intergrator's revenues with R3.1, R3.2, and R3.3 are 6.6%, 7.0%, and
7.4% of the total revenue respectively, and the cumulative redistribu-
tionis in the range 41.9-42.7% (corresponding to about 84.9-86.6%
of the VCG(A) value). These experimental results are consistent with
the theoretical models: since VC’G(GA,S) > VC'G(GA,SI) with s € S¢
and s’ € S4 U Sca, the larger v¢ the larger the redistributions.

We now focus on the average redistribution to each single CP,
AP, and CAP, both as a ratio of the VCG(é) value (see Figure 10.2)
and as a ratio of the total revenue (see Figure 10.3). In both figures,
the results related to APs and CAPs with R1 and also with R3.1 are
the same. This is due to the way in which we generate instances. We
uniformly associate advertisers to APs and CAPs. 'Thus, since the
number of instances considered is large enough, the average redistri-
butions of APs and CAPs when computed in the same way (as in R1
and R3.1), and the mean expected revenues without redistribution of
APs and CAPs are equal.

Notice that, while the revenue of CPs is exclusively due to the
redistributions, the revenue of APs and CAPs is composed of two
parts: that they receive without redistribution, i.e., the first two terms
in (8.2), and the redistribution itself, i.e., the third term in (8.2). In
Figure 10.3 we visualise this difference by dividing the bars corre-
sponding to APs and CAPs into two parts, where the upper part is
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redistribution to each provider / VCG(8)

Figure 10.2: Redistributions received by each single CP, AP, and CAP as ratio of the average integrator's revenue.
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Figure 10.3: Average expected revenues of a single CP, AP, and CAP

as ratio of the total revenue.

due to the redistributions. The increasing difference between the re-
distribution to an AP and a CAP and between a CP and a CAP ob-
served with R3.1, R3.2, and R3.3 (Figure 10.2) is due to the increase
of yca used in the mechanism (yc4 = 0.3 with R3.1, yg4 = 0.4
with R3.2, v¢a = 0.5 with R3.3). We can see that, with R2 and
R3.1, redistribution to CPs is higher than to APs and CAPs. Never-
theless, since CAPs receive revenue even without redistribution, the
overall expected revenue of this class of providers is always larger than
of CPs. Moreover, it is also never smaller than the revenue of an AP.
In particular, with R2, the expected revenue of a CAP is about 85%
of the sum of the revenues of an AP and a CP. This means that the
redistributions satisfy our requirements since there is no incentive for
a CAP to change its contract, and becoming either a CP or AP. In
addition, the venue of a CAP is almost the sum of the revenue of
a CP plus the revenue of an AP. This is reasonable because a CAP
provides both services. With R3.1, R3.2, R.3.3, a CAP receive an
average revenue smaller than with R2. Although the CAPs' aver-
age revenue keeps to be about 85% of the sum of the revenues of an
AP and a CP, CPAs gains a bit more than APs. The problem with
R3.1, R3.2, R.3.3 is that the average revenue of a CP is small. For
these reasons, we consider R2 the best configuration for non-profit
integrator.
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Figure 10.4: Average cumulative redistributions received by CPs,
APs, and CAPs as ratio of the average intergrator's revenue with R1.

We now consider how the ratio of redistributed VCG(f) to CPs,
APs, and CAPs with R1 when we vary the number of providers. Sim-
ilar results can be obtained with the other configurations. The results
are reported in Figure 10.4. It can be observed that the overall re-
distributions monotonically increase as the number of providers in-
creases, which is consistent with Theorem 9.0.5. Notice that in the
case where the total number of providers is equal to 3 we have ex-
actly one provider per class and thus advertising is provided by two
providers. Due to this, given how the redistribution is computed and
given that R1 redistributes only to APs and CAPs, the total redistri-

bution is equal to zero.

Regulating parameter ¢ from 1 to 0, the redistributions reduce
linearly till 0. For instance, by setting ¢ = 0.8, the average revenues
(as ratio of the total revenue) of the actors are: 12.5% for intergrator,
10.2% per CP, 13.5% per AP, and 20.0% per CAP. This is fairest
solution we found, in terms of sharing most equally the revenue over
all the actors.

Finally, we show that the adoption of fixed payments is less sat-
isfactory than the adoption of pure redistributions, either providing
a less revenue to the CPs, but guaranteeing the positiveness of the
intergrator's revenue, or providing a larger revenue to CPs, but not
guaranteeing the positiveness of the intergrator's revenue. Suppose
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to have non-profit intergrator and that the aim is the computation
of the largest fixed payments. Consider Figure 10.3, our mechanism
with R2 provides about 13% of the total revenue per CP. Consider
Figure 10.1 with noR. The maximum cumulative fixed payment of
intergrator to CPs, keeping a intergrator's positive revenue for all the
instances excluded the outliers, is 17.0% of the total revenue. There-
fore the fixed payment per CP is 8.5%, the average number of CPs
being 2. With larger payments, the probability that the intergrator's
revenue is negative increases. For instance, with a fixed payment of
12.5% of the total revenue, the probability is about 15%.
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Conclusions 11

Free services are nowadays offered to users through web pages man-
aged by integrators who provide multiple services at one. The atomic
services that are federated can be of two types: contents, from which
no direct profit can be obtained, and advertising, that is the only
source of revenue. Thus, since the integrator must have a profit,
among her services there must be at least one that provides adver-
tising. Integrators can be of two kinds: those who generate their
own information, and those who use information communicated by
third parties. In this thesis we focus on the latter and we refer to the
third parties as providers.

To offer the best service and increase the overall revenue, an in-
tegrator must target users by selecting the best services and those ads
that are more likely to be clicked. Since the more information is col-
lected (i.e., the more providers are federated), the better the users
can be targeted, an integrator is incentivised to federate also multi-
ple providers that offer the same services. However, this implies that
she has to collect the information received and select what to display.
'The active role of the integrator in the choice of the services to display
makes our problem new, because current integrators, typically, only
show to the users the information communicated by the providers as
it is. The aim of the thesis is to design an incentive compatible rev-
enue sharing mechanism for the federation of services. To achieve
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this goal we resort to mechanism design techniques. In particular,
the problems we addressed in this thesis are: (1) the design of rev-
enue mechanisms (sponsored auction mechanism) for the scenario
in which multiple sources of advertising are federated, and (2) the
design of a flexible redistribution mechanism that compensate all the
heterogeneous providers incentivize them to remain in the federation
of services.

In more detail, in addressing the first problem we provided pos-
sibility and impossibility results on the implementation of revenue
maximising incentive compatible mechanisms that guarantee a non-
negative revenue to all the actors. The design of the desired mecha-
nism is challenging mainly because the probability that an ad is click
depends also on the other displayed ads, i.e., the auction is affected by
allocative externalities, and because the utility of a provider depends
both on the information he communicate to the integrator and on the
one the other providers communicate, i.e., the auction is affected by
information externalities. We showed that, due to this, no standard
mechanism (i.e., a mechanism that compute the ads' allocation and
providers' payments only on the basis on the information communi-
cated) can be allocative eficient, incentive compatible, individually
rational, and weakly budget balanced in the scenario we consider.
To overcome this impossibility, we resorted to execution-contingent
mechanisms in which payments are conditional on observable events,
i.e. clicks by a user. We show that, by using such payments, it is pos-
sible to design mechanisms that satisfy the desired properties listed
above, however, individual rationality and weak budget balance can
be guaranteed only in ex ante and this, in practice, is not satisfactory.
Thus, we studied how simplifications in terms of both restrictions
over the domain and desired properties affect the implementation of
mechanisms. We showed that the difhiculty of the problem resides in
the information externalities. Indeed, in domains without informa-
tion externalities but with allocative externalities it is possible to de-
sign execution-contingent mechanisms satisfying all the four desired
properties (and where weak budget balance and individually rational-
ity are satisfied in expectation w.r.t. clicks). Instead, it is not possible
to do the same with information externalities. For the general sce-
nario with information and allocative externalities, we design three
different mechanisms, each one violating a different desired property,
this property being allocative efficiency (RandRec mechanism), in-

dividual rationality (MaxRep and VerifiedMaxRep mechanisms), or



weak budget balance (MinRep and VerifiedMinRep mechanisms).
Furthermore, in the RandRec mechanism, we showed that the al-
locative inefficiency can be approximated arbitrarily close to zero.
Although this mechanism seems to be the most appealing, in our
experimental evaluation based on a Yahoo! dataset we showed that
it suffers from high variability in the payments. Our experimental
evaluation shows also that (Verified)MaxRep and (Verified)MinRep
mechanisms do not satisfy all the desired properties even empirically.
However, it is worth noting that with the VerifiedMinRep mecha-
nism the revenue of the FSE and the average agents' utility are not
negative for some subspaces of the values of the parameters that are
compatible with realistic settings. Our results can be summarized as
follow: there is no mechanism that is better than the others in abso-
lute term, but a set of mechanisms each better than the others for a
different simplified scenario, i.e., for different sets of properties re-
quired and for different assumptions over the interdependencies that
affect the scenario.

In addressing the second problem, at first we pointed out that
since the federated providers can be heterogeneous (these can be-
long to three different classes: those that provide advertising, those
that provide content, and those that provide both content and adver-
tising) two new properties must be guaranteed by the redistribution
mechanism:

* flexibility: providers that belong to different classes may re-
quired different incentives to take part in the federation of
services- Thus, the mechanism must be flexible to allow a non-
equal redistribution among the classes. Moreover, since the re-
distribution can be tailored depending the specific federation
of providers, this cannot be @ priori defined;

* role compatibility: a provider that belongs to a specific class
must be not incentivised to behave like a provider of another
class. In particular, a content and advertising provider must
receive the right incentive to communicate all his information,
i.e., the mechanism has to guarantee that his revenue, in com-
municating content and advertising, is equal or greater than
the one he gets reporting only content or advertising.

Then, we design a redistribution mechanism that satisfies all the de-
sired properties. This mechanism is a flexible extension of the one
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proposed by Cavallo [8] that, asymptotically, redistribute all the rev-
enue collected by the integrator (if this last is no-profit).

In future, we plan to extend our work in a number of directions.
'The most prominent direction is the characterization of execution-
contingent mechanisms. In the thesis, we provided some results re-
stricted to the federated services problem and we believe that these
results can be extended to more general settings. Another interesting
direction is the extension of our results with information externalities
to the scenario of the committee of experts, see e.g. [18, 45]. In this
setting, several agents report their opinion to a center about a service
or object (such as the quality of service) which is then merged and
used to make a decision by the center. If the agents have a stake in
the allocation (e.g., if they receive parts of the profits through referral
marketing), the reports could be biased and the challenge is to design
a mechanism that provides agents with the appropriate incentives to
report truthful opinions. This setting is closely related to the feder-
ation of multiple sources of advertising problem: the aim is to select
one or more of these objects, and the choice depends on the merged
opinion, much like the way in which the allocation of ads depends on
merging the qualities reported by the agents. Furthermore, for the
scenario in which several providers are federated autonomously, i.e.,
there is no an agent that acts as integrator, and thus the revenue col-
lected and not redistributed is wasted, we would like to compare the
redistribution mechanism we proposed with non efficient but strictly

budget balanced mechanism (e.g., [16]).



Efficient mechanisms A

In this appendix, we present the Groves mechanisms, the VCG mech-
anism, and the dAGVA mechanisms, and their properties for the
setting characterized by single dimensional types and independent
valuation in which the agents' types are statistically independent of
one another.

A.1 The Groves Mechanisms

An efficient allocation function f(-) is truthfully implementable in
dominant strategies if, for all agents i € I, where [ is the set of all the
agents, the payment is defined as follows:

pi(0) = - > v; (f(0),0;) +hi(0-;) (A.1)

jel~i

where v; is the value of agent j given the efficient allocation. Ef-
ficient mechanisms whose payments are defined as in Equation A.1
are called Groves mechanisms. Thus, a Groves mechanism guaran-

tees AE and ex post IC.
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A.2 The VCG Mechanism

The VCG mechanism is a Groves mechanism whose h; (0_;) is de-
fined as follows:

hi(0-) = > v (£(0-5),0:)

jelNi

where f(0_;) is the efficient allocation computed without agent ¢.
'The VCG mechanism is proved to be ex post IR and ex post WBB.

A.3 The dAGVA Mechanisms

An efficient allocation function f(-) is truthfully implementable in
Bayes Nash equilibrium if, for all agents ¢ € I, where I is the set of
all the agents, the expected payment is defined as follows:

Eo_ [pi(0)] = -Eo_,[ Y v;(f(0:,0-),0:)]+hi(0-;) (A2)

jelNi

Efficient mechanisms whose expected payments are defined as in
Equation A.2 are called Groves mechanisms or expected externalities

mechanisms. Thus, a dAGVA mechanism is AE and BIC.



Notation

117



B. Norarion

118

k number of available FSE's slots
S={s1,...,8n} set of agents
A={ar,...,am} set of ads
Asc A set of ads belonging to agent s
AT c A, = {aeAS|argmaxsles‘aeAd Dgr g =8}
set of ads associated to agent s by the FSE
AS’ = UseS’\sAS
set of ads belonging to agents s € S’
qs,a ad a's quality computed by agent s
Vs, ad a's value computed by agent s
v,q set of all values and qualities
Vs, Qs set of values and qualities of ads of agent s
V_s,Q-s set of values and qualities of ads of agents s € S \ s
Vg set of values of ads of agents s € S* ¢ S
Vs agent s's valuation
0 ={A;,vs,qs}
type of agent s in the non verified scenario
={vs,as}
type of agent s in the verified scenario
7 =(0err 200
a profile of types, one for each agent
mqq(q) ad a's qualities merge function
mq(q) vector of merged qualities
muvg (v) = Vs, 5.t @ € A7 = MaX cSjaeca, Vs.a
value associated with ad a
X set of possible allocations
xeX =(ai,...,ar)
a possible allocations
Q =P(A)
set of possible realizations
w e a realization

aq(x, mg(a))

ad a's click probability given allocation x

f(vsr,agr)

efhicient allocation computed considering ads
belonging to agent s € S’, the values of these ads,
and the qualities of the ads belonging to s € S”

sw(x, )

social welfare of the given allocation x

sw-s(x,, ")

social welfare of the given allocation x
without the contribution of agent s

denotes a reported parameter

Table B.1: Notation Part I.




k number of available slots
Sc set of content providers
Sa set of advertising providers
Sca set of content and advertising providers
S =ScUSaUSca
set of providers
sinS a provider
f social choice function
Ds payment of provider s
Ts redistribution of provider s
A={ai,...,am} | setofads
Asc A set of ads belonging to agent s
qq €[0,1] ad a's quality
vq € [0,1] ad a's value
corresponds to the payment the provider receives
once a has been clicked
Q set of qualities of all adss
Qs set of qualities of ads of provider s
Q-s =Q\NQs
set of qualities of ads of all the providers except s
O, set of possible types of provider s
05 ={vs,as}
type of provider s
7 =y, O
profile of types of all the providers
0_s =0\ 0,
profile of types of all the providers except s
X set of possible allocations
xeX =(a1,...,ax)
a possible allocations
Q =P(A)
set of all events
w e an event
aq(x,Q) ad a's click probability
B denotes a reported parameter
vx P weight for the providers of class X P
VOa() =% B [p (01)]
integrator's expected revenue without redistribution
¢ maximum ratio of VCG () to redistribtuc

Table B.2: Notation Part II.
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Characterization of EC Mechanisms C

C.1 Characterization of EC Groves Mechanisms
We discuss the properties of EC Groves mechanisms.

Proposition C.1.1 EC Groves mechanisms are AE and ex post IC in
expectation.

Proof 1 An EC Groves mechanism is AE by constriction and it is ex post
1C due to the following two aspects:

* it is payoff equivalence to Groves mechanisms under truthfulness,
s the payments are non-manipulable

More precisely, the EC Groves payments in expectation are

E.[ps(0)la] = -sw_s(£(8),¥,q) + hs

and, when agents are truthful, they are the same of the Groves payments.
Therefore, AE and the equivalence in expectation, under truthfulness,
of the payments make EC Groves mechanisms to be payoff equivalent fo
Groves mechanisms. In addition, while in Groves mechanisms with ex-
ternalities the payment of agent s depends on the report of agent s and
thus it is manipulable, this is not the case in EC Groves. Therefore, EC
Groves are IC in ex post.
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Essentially, EC Groves mechanisms allow one to obtain a mech-
anism that is payoff equivalent to Groves mechanisms removing ex-
ternalities issues. In other words, the use of EC payments allows one
to deal with a setting with externalities as it were without externalities
and therefore to resort to all the implementability results available for
settings without externalities also for settings with externalities.

It is well known that, without externalities and with AE, DSIC
and ex post IC are the same solution concept, however, this is no
longer true in setting with externalities. 'This is way EC Groves
mechanisms are not DSIC in expectation.

Proposition C.1.2 EC Groves mechanisms are not DSIC in expecta-
tion.

Proof2 Easily, we can show that the EC Groves payments in expecta-
tion equal the Groves ones only when agents are truthful. Indeed, the EC
Groves payments in expectation are

E,, [ps(é)lq] = —sw,s(f(é)ﬁ/, q) +hs

while the Groves payments would be

ps(0) = —sw_s(£(8),¥,8) + hs

The difference between these two payments is that EC Groves payments
depend also on the true types, while the Groves ones depend only on the
reported ones. Thus, the two payments are equal only with truthfulness.
As a result, when agents are not truthful, EC Groves mechanisms are not
equivalent in expectation to the Groves ones and therefore they are not

DSIC, Groves mechanisms being the unique mechanisms AE and DSIC.

Since, as state before, using EC mechanisms we can resort to the
implementability results for ex post IC standard mechanism, we can
state the following theorem, whose proof is omitted being trivial.

Proposition C.1.3 Ewery EC mechanism that is AE and ex post IC
must have payments such that:

* under truthfulness they are payoff equivalent in expectation to the
Groves payments,

* they are not manipulable.



C.2. Characterization of EC dAGVA Mechanisms

We show now that EC Groves mechanisms are the only EC mech-
anisms that are AE and ex posz IC.

Proposition C.1.4 EC Groves mechanisms are the only EC mechanisms

that satisfy AE and ex post IC.

Proof 3 Consider Groves payments: ps(0) = —sw_s(f(0),%,8)+hs(0_,).

1t can be easily seen that every possible EC payment ps(é|w), that is
payoff equivalent to the some Groves payments and not depending on re-
ports Oy, must be written as — Y, MUa(V_y) + BL(0_g|w) where
B [h.(0-)] = hs(_s). However, b, cannot depend on w, it would be
manipulable otherwise. Indeed, if h depends on w, then it depends also
on the report of agent s. More specifically, in the case R, depends on w,
we would have different h, one for each specific event w. Given this and
since the events and their probabilities depend on allocation f (é ) and, in
its turn, this depends on the agents' reports, agents could improve their
utility by misreporting their type. Therefore, only EC Groves payments
are allowed. This completes the proof.

C.2 Characterization of EC dAGVA Mechanisms

We discuss the properties of EC dAGVA mechanisms. We state the
following proposition whose proof is similar to the one of Proposi-

tion C.1.1.

Proposition C.2.1 EC dAGVA mechanisms are AE and BIC in expec—

tation.

Exactly as in the case of EC Groves, here the use of EC payments
allows one to resort to implementability results available for settings
without externalities also for settings with externalities. In a way sim-
ilar to that discussed in the previous section (i.e., Propositions C.1.3
and C.1.4) we obtain that EC dAGVA mechanisms are the only

mechanisms that are BIC.

Proposition C.2.2 EC dAGVA mechanisms are the only EC mechanisms
that satisfy AE and BIC.

In [52], Williams show that all the AE and BIC mechanisms (i.e.,
dAGVA) are payoff equivalent to the Groves mechanisms. We show
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that the same result extends also to EC mechanisms. In particu-
lar,given:

* the equivalence result between Groves mechanisms and EC
Groves mechanisms (Proposition C.1.4);

* the equivalence result between dAGVA mechanisms and EC
dAGVA mechanisms (Proposition C.2.2);

* the equivalence result between Groves mechanisms and dAGVA
mechanisms shown by Williams in [52];

we can state the following theorem.

Theorem C.2.1 Every EC dAGVA mechanism is payoff equivalent (in

ex interim perspective) to some EC Groves mechanism
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