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Abstract 

English 

The digitalization of tangible cultural heritage consists in the creation of 

metrologically accurate virtual models that can be used for the study or divulgation 

of artifacts or structures. Given the sheer number of such objects, the involved 

scientific community is striving to develop increasingly autonomous systems in 

order to speed up the acquisition and data treatment processes. 

One of the most critical steps in the digitalization pipeline is the alignment of 

multiple scans of the same article. A solution to this problem is to fit the scanner 

with an odometer: a sensor that provides its spatial position and orientation. 

Although this has already been accomplished for external environments using the 

GPS signal, the same method cannot be used in indoor environments such as 

museums, building interiors, tunnels, hypogea, etc. 

In this thesis, we have developed a vision-based odometer capable of using the 

room itself as a reference frame for estimating the sensor movement. This approach 

is known in the field of mobile robotics as the Simultaneous Localization And 

Mapping (SLAM) problem.  

The algorithm can be divided into three fundamental operations: first we identify a 

set of features that are be tracked from frame to frame; then we perform 

stereoscopic triangulation to reconstruct their three-dimensional coordinates; finally 

the space-time evolution of the reference points are used to reconstruct the pose of 

the laser scanner.  

Although the basic structure of our algorithm was imported from the mobile 

robotics community, we propose an adaptation to obtain sensor fusion between 

active and passive sensors, taking into account the specific needs of cultural 

heritage digitization. The resulting program is therefore a mix of different fields of 

research and is very promising both in terms of real-time requirements and in terms 

of obtained accuracy. 

The programming of the visual odometer was conducted in parallel with an 

extensive experimental activity in order to perform a step-by-step validation. The 

final test synthesizes the obtained results by using the sensor in order to perform the 

automatic alignment of a pair of point clouds acquired with a laser scanner. 
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Keywords: visual odometer, real-time SLAM, computer vision, 3D laser 
scanning, cultural heritage digitization, sensor fusion. 

Français 

La numérisation du patrimoine culturel consiste en la création de modèles fidèles 

qui peuvent être utilisés pour l’étude et la divulgation des objets d’art ou des sites 

architectoniques. Etant donné le nombre de tels objets, la communauté scientifique 

qui s’en occupe cherche à développer des systèmes d’acquisition et de traitement de 

données de plus en plus autonomes. 

La juxtaposition de vues multiples du même objet est une des étapes qui requiert le 

plus de temps. Une des solutions possibles pour ce problème est d’équiper le 

scanner avec un odomètre, c’est-à-dire un senseur qui mesure sa position et son 

orientation dans l’espace. Pour les acquisitions en plein air on utilise déjà les 

signaux GPS, mais peu de solutions ont étés présentés pour les vues à l’intérieur. 

Dans ce mémoire, on va développer un odomètre basé sur la vision qui utilise 

l’environnement comme référence pour estimer le déplacement du senseur. Ce type 

de problème est connu dans la communauté de la robotique mobile sous le terme 

SLAM (localisation et mapping simultanées). 

L’algorithme a été écrit en C++ et peut être divisé en trois opérations: d’abord, on 

identifie un ensemble de points caractéristiques qu’on peut suivre d’une 

photogramme à l’autre; ensuite, on utilise la stéréoscopie pour obtenir les 

coordonnées tridimensionnelles de ces point; enfin, on reconstruit la pose du 

scanner à partir de l’évolution spatiale et temporelle des points caractéristiques. 

Même si la structure de base de l’algorithme a été inspirée par les résultats de la 

robotique, dans ce travail on propose des modifications qui nous permet 

l’intégration de capteurs actifs et passifs. Le programme qui en résulte est donc un 

mélange de plusieurs champs de recherche et est très performant du point vue des 

prestations en temps réel et de la précision obtenue. 

L’écriture de l’algorithme a été faite en parallèle avec une activité expérimentale 

très serrée pour la validation de chacune étape. Les résultats globaux sont 

démontrés à l’aide d’un test final qui consiste en l’alignement automatique de deux 

nuages de points qui ont été acquis avec un scanner laser. 

Mots Clés: odomètre visuel, SLAM temps réel, computer vision, scanning laser 
3D, numérisation du patrimoine culturel, fusion de capteurs. 
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Italiano 

La digitalizzazione del patrimonio culturale materiale consiste nella generazione di 

modelli virtuali metrologicamente accurati di manufatti e siti archeologici per 

facilitarne lo studio e la divulgazione. Data la quantità di beni potenzialmente 

scansionabili, la comunità scientifica coinvolta si sta adoperando per automatizzare 

sempre di più le fasi di acquisizione e trattamento dati.  

Una delle operazioni più onerose consiste nell’allineare molteplici acquisizioni 3D 

dello stesso oggetto prese da diverse posizioni. Tale operazione può essere 

velocizzata dotando lo scanner di un odometro: un sensore che ne misura la 

posizione e l’orientamento. Sistemi del genere sono già utilizzati laddove è 

disponibile il segnale GPS, tuttavia gli ambienti interni richiedono delle nuove 

soluzioni. 

In questa tesi svilupperemo un odometro che utilizza la stanza stessa come 

riferimento per ricostruire il proprio spostamento. Tale approccio si basa sui 

risultati della robotica mobile in cui il problema di orientarsi in ambienti sconosciuti 

è noto con il termine SLAM (localizzazione e mappatura simultanea). 

L’algoritmo sviluppato può essere suddiviso in tre macro operazioni. Innanzitutto si 

individua nell’inquadratura principale un set di punti caratteristici che vengono poi 

seguiti da un fotogramma all’altro. Dopodiché si sfrutta la seconda telecamera per 

ottenerne le coordinate 3D. Nota l’evoluzione spazio-temporale della nuvola di 

punti, il programma adotta il metodo dei quaternioni per ricostruire la 

rototraslazione del sistema di riferimento.   

Il contributo principale di questo lavoro consiste nell’aver introdotto delle tecniche 

di stampo fotogrammetrico in una struttura originaria del campo dalla robotica. La 

fusione di queste due aree di ricerca ha portato ad un sistema con buone prestazioni 

sia in termini di esecuzione in tempo reale sia in termini di accuratezza della stima 

ottenuta.  

Lo sviluppo dell’odometro è stato affiancato da un’intensa attività sperimentale 

finalizzata a verificare ogni passaggio ed eventualmente  individuare i limiti del 

sistema. Il risultato finale è stato validato effettuando l’allineamento automatico 

delle scansioni ottenute con uno scanner laser. 
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Parole Chiave: odometria visiva, SLAM in tempo reale, computer vision, 
scansione laser 3D, digitalizzazione del patrimonio culturale, fusione di 
sensori. 

Italiano, Esteso 

La digitalizzazione del patrimonio culturale materiale (es. manufatti e siti 

culturalmente significativi) consiste nella generazione di modelli virtuali 

metrologicamente accurati che ne facilitino lo studio e la divulgazione. Data la 

quantità di beni potenzialmente scansionabili, la comunità scientifica coinvolta (che 

include esperti di computer vision, fotogrammetria, scansione laser, 3D geometric 

processing, computer graphics, ecc.) si sta adoperando per automatizzare sempre di 

più le fasi di acquisizione e trattamento dati.  

Sebbene il settore abbia visto numerosi sviluppi tecnologici e metodologici, una 

delle operazioni più onerose consiste nell’allineamento di molteplici scansioni dello 

stesso oggetto che vengono prese da posizioni diverse per evitare superfici aperte 

nel modello finale. Lo scopo dell’allineamento consiste nel determinare in un unico 

sistema di riferimento i sei gradi di libertà che caratterizzano posizione e 

orientamento di ciascuna acquisizione.  

Nel caso in cui si operi in ambienti esterni, questi sei gradi di libertà possono essere 

determinati utilizzando un GPS per ottenere la posizione ed un sistema inerziale per 

gli orientamenti. Tuttavia, quando si opera in aree non coperte dal segnale GPS 

(musei e loro contenuto, interni architettonici, tunnel, ipogei, ecc.) tre dei sei gradi 

di libertà vengono a mancare. Attualmente, il modus operandi consolidato in questi 

casi richiede una consistente attività manuale volta ad inizializzare un processo 

automatico di ottimizzazione non-lineare (definito in letteratura come Iterative 

Closest Point, ICP). 

Una soluzione al problema della determinazione di posizione e orientamento, 

utilizzata soprattutto nell’ambito della robotica mobile, si ottiene con un odometro 

(dal greco ὁδός hodós, strada, e μέτρον métron, misura). Questo dispositivo utilizza 

la rotazione delle ruote per misurare la distanza percorsa, un sistema inerziale per 

stimare gli orientamenti e dei sensori di distanza per completare l’informazione. 

Soluzioni del genere sono state adottate nel campo della scansione 3D in alcuni 

ambiti industriali, tuttavia non si presta al campo dei beni culturali in cui l'ambiente 

in cui ci si muove può essere estremamente irregolare (es. siti archeologici).  
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La tesi ha quindi sviluppato il concetto di “odometro visivo”, ovvero un sistema 

basato sulla visione stereoscopica per stimare senza alcun contatto tutti e sei i gradi 

di libertà e fornire una stima iniziale per l’allineamento automatico. Il fine ultimo è 

quello di integrare questo sensore su uno scanner laser per generare in maniera 

autonoma dei modelli digitali di oggetti e strutture in aree non coperte da segnali di 

orientamento esterni. Inoltre, un sistema del genere costituirebbe un importante 

blocco funzionale per la realizzazione di sistemi mobili per scansione 3D, oggi 

esistenti solo per il funzionamento in esterno. 

La trattazione si apre con uno studio dell’attuale stato dell’arte e la descrizione del 

materiale e della libreria software che abbiamo scelto per creare il sensore. 

Un’ampia porzione del testo viene poi dedicata alla descrizione del programma che 

sta alla base dell’odometro, prima per quel che riguarda la struttura generale e in 

seguito per quanto riguarda i passaggi principali che vengono svolti dall’algoritmo. 

Il primo passo consiste nell’identificazione e successivo tracciamento dei punti 

caratteristici presenti nella sequenza video. Queste operazioni vengono eseguite 

utilizzando il metodo KLT (Kanade-Lucas-Tomasi): innanzitutto si definisce come 

“caratteristico” qualsiasi punto che presenti una forte derivata dell’intensità 

luminosa lungo due direzioni perpendicolari tra loro. Tali punti vengono poi 

ritrovati nei fotogrammi successivi mediante un metodo iterativo che sfrutta la forte 

pendenza locale per convergere rapidamente verso le nuove coordinate 2D di 

ciascun punto caratteristico. 

Il secondo passo è ha lo scopo di stimare le coordinate spaziali dei punti tracciati. 

Per ottenere questo risultato, l’inquadratura della telecamera ausiliaria viene 

utilizzata per eseguire la triangolazione. Tale processo richiede un’attenta 

calibrazione del sistema stereo per minimizzare gli errori dovuti alle distorsioni 

ottiche e all’imperfetto allineamento delle due telecamere. 

Come ultimo passo, il programma calcola la variazione di posizione ed 

orientamento basandosi sull’evoluzione spazio-temporale dei punti caratteristici 

(ipotizzati stazionari). Questa operazione viene svolta utilizzando il metodo dei 

quaternioni che è stato opportunamente modificato per tenere in considerazione le 

incertezze che sono proprie dei sensori a triangolazione. 

Una volta descritto l’algoritmo, il testo prosegue con la validazione in tre tappe 

dell’odometro visivo.  

La prima tappa consiste nel validare il sistema stereoscopico per assicurarsi della 

corretta localizzazione spaziale dei punti tracciati. Per fare ciò, identifichiamo un 
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set di punti appartenenti ad un pannello e stimiamo l’errore di planarità ottenuto. 

Questo studio ci fornisce informazioni su come scegliere l’interasse tra le due 

telecamere. 

La seconda validazione si focalizza sulla stima del movimento. Non avendo una 

misura esterna più accurata di quella fornita dall’odometro, in questa sezione ci 

limitiamo ad effettuare una serie di esperimenti elementari per farci un’idea 

qualitativa dei limiti del sistema. 

L’ultimo passaggio è consistito nell’interfacciare l’odometro con uno scanner laser 

e dimostrare le potenzialità del nostro sistema effettuando l’allineamento 

automatico di due scansioni senza alcun pre-orientamento manuale. 

I risultati ottenuti sono soddisfacenti sia in termini di accuratezza sia in termini di 

calcolo in tempo reale. Per questo motivo si ritiene che il lavoro svolto potrà 

costituire la base di un sistema integrato odometro-scanner che svolge la mappatura 

in tempo reale di ambienti interni e che potrebbe portare ad un robot autonomo per 

la digitalizzazione di beni architettonici.  
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1 Introduction 

1.1 Digitalization of Cultural Heritage 

The recent developments in 3D modeling technologies have sparked a growing 

interest in the creation of virtual replicas of artistic, historical and archaeological 

artifacts. Indeed, the latest improvements in 3D capturing technologies coupled 

with modern Virtual Reality interfaces can greatly increase the opportunities for 

accessing, interpreting, preserving or restoring one of the most important European 

resources: its Cultural Heritage. 

 

Figure 1 : Digital models of: 1) Michelangelo’s David. 2) The Erechtheion Temple, Acropolis of Athens.  

3) Roman Forum in the Ruins of Pompeii. 

The three-dimensional digitalization and modeling techniques [1], [2] enable us to 

record raw geometrical information of an object and then use this data to generate a 

high-quality polygonal  model. This process has been widely developed in the last 
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fifteen years, leading to well-recognized technologies and methods that have been 

thoroughly experimented on heritage objects like full size statues [3], historical 

buildings [4], or even entire cities [5]. 

The wide range of different specifications (e.g. size, accessibility, lighting, texture, 

materials) possessed by each cultural heritage artifact has led to a considerable 

amount of research in order to define a set of suitable 3D acquisition and modeling 

methodologies [6]. 

Although the advancements in this field have led to the capability of generating 

high-resolution virtual replicas of almost any artifact or monument, the time 

required to actually perform these operations has been a strong limitation for the 

creation of a world-wide database of cultural heritage. 

It is widely acknowledged that the bottleneck in the digitalization pipeline [7] is 

given by the strong presence of manual intervention during the acquisition and 

processing phases. Current research in this field is therefore aimed at increasing the 

number of operations that are performed autonomously. 

In particular, one of the greatest challenges in the digitalization of Cultural Heritage 

is given by the fact that the geometrical size and shape of artistic artifacts generally 

require a large number of acquisitions from multiple points of view in order to 

avoid the presence of occluded areas in the digital model.  

In absence of external information regarding the pose (i.e. the position and 

orientation) of the capturing device, the acquired point clouds must be aligned 

manually during the pre-processing phase in order to obtain their expression in a 

global reference frame. 

Various solutions have already been proposed in order to eliminate the manual 

labor required to find the global orientation of all the point clouds. This can be 

achieved by equipping the scanning device with an additional sensor capable of 

measuring its pose in real time. Whenever the scene is acquired, the six degrees of 

freedom (translation and rotation) of the scanning device are incorporated into the 

spatial coordinates, thus leading to point clouds that are already expressed in a 

global reference frame. 

The aim of our project is to develop a new type of sensor for measuring the pose of 

a rigid body that is suitable to be used in situations where already existing solutions 

are not applicable. This sensor will be referred to as a Visual Odometer. 
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1.2 State of the Art 

1.2.1 Existing Odometers for 3D Range Sensing 

The first scanning devices that were equipped with an integrated odometer are the 

hand-held scanners that are used for a rapid acquisition of relatively small objects 

(      ). Initial solutions took advantage of the limited workspace of the device by 

measuring its translation and rotation from a fixed ground station by means of a 

mechanical arm or a magnetic transponder. 

 

Figure 2 : Hand-held devices with incorporated odometers: 1) Mechanical arm (ROMER).  

2) Magnetic Sensor (Pholemus). 3) Point-cloud overlap (Artec3D) 

As opposed to these first solutions, more recent hand-held devices do not require a 

fixed reference station and are able to attach the reference frame directly on the 

scanned object. A highly efficient  method is to scan the object at a high frequency 
         and then use the overlapping portions of consecutive point clouds in order to 

reconstruct the change of orientation. This solution, unfortunately, cannot be adopted for 

the larger scanners (able to acquire volumes of            depending on the 

principle used) due to their longer acquisition time        .  

For outdoor acquisitions of large volumes, the simplest solution is to take advantage 

of the GPS signal and merge the information with an the onboard IMU (Inertial 

Measuring Unit). This provides a reliable estimation of the pose that can be used to 

align all the various point clouds [8]. 

In indoor environments, however, the GPS signal is not available and other 

solutions are necessary. For lasers mounted on terrestrial robots, the information 

provided by the wheel encoders can be used in order to obtain the required 
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odometric data [9]. However, this solution cannot be used in indoor environments 

with uneven floors such as ruins or sites with one or more flight of stairs.  

 

Figure 3 : Existing odometers for large scanners: 1) Differential GPS. 2) Wheeled robots with encoders.  

In this context, the most plausible solution is to estimate the pose of the system by 

using the surrounding environment as a reference frame, similarly to what is 

performed by hand-held devices. Since the scanner cannot be used to perform this 

operation directly, our idea is to support it with a secondary sensor possessing a 

higher frame rate at a cost of a lower accuracy. 

Supposing that the coarse estimate obtained with this secondary sensor has an 

accuracy that is analogous to the one provided manually by the user, the quality of 

the pose can then be improved with the aid of recursive methods such as the 

Iterative Closest Point (ICP) algorithm [10].  

1.2.2 Mobile Robotic SLAM 

Another community interested in performing digital mapping of an unknown 

environment is the one involved in mobile robotics. The primary concern of this 

group of researchers is to develop computationally efficient algorithms that can 

provide adequate real-time information about the pose of the robot as well as its 

surrounding obstacles in order to achieve autonomous navigation [11].  



5 

 

Since the requirements of our odometer are a bit different from the ones usually 

adopted in the photogrammetric community, we shall attempt to import the 

solutions developed by this community and adopt them in order to fit our needs.  

The mobile robotics literature often refers to the Simultaneous Localization And 

Mapping (SLAM) problem as a new form of the popular “chicken or the egg” 

conundrum: building a map of the environment requires a known sensor pose, 

however the environment surrounding the robot must be known in order to obtain 

its displacement. 

Publications in this field of research started in the early 1990s and were dominated 

by probabilistic based techniques defined in reference [12]. One of the main 

contributions in this period
1
 proposed the use of an Extended Kalman Filter (EKF) 

in order to minimize the mapping uncertainties and then use this result in order to 

obtain the robot location [13]. The method was later improved by adding the robot 

location to the EKF state vector in order to minimize both uncertainties 

simultaneously [14]. 

As time progressed, the attention slowly shifted to the sensors that should equip the 

robot. Original SLAM studies were conducted using sonar or radar devices. These 

sensors provided direct 3D measurements and were later replaced with laser 

rangefinders due to their higher accuracy. 

Vision-based SLAM was developed as cheap (but less accurate) alternative to three-

dimensional sensors. Spatial information on the surroundings was either obtained 

using a stereoscopic system [15] or extracted from the temporal information 

provided by a single camera [16]. 

Although many navigation algorithms are solely based on either laser rangefinders 

or computer vision, the two sensors can be fused in order to obtain better robustness 

and higher quality results [17]. Sensor fusion is also discussed for sensors belonging 

to a team of robots [18]. 

Present efforts in vision-based SLAM are focused on diminishing the computational 

cost of  the algorithms in order to increase the number of mapped points [19], [20]. 

                                                 
1
 Indeed, the acronym SLAM  was first introduced by the authors of this article: Hugh Durrant-

Whyte and John J. Leonard. 
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1.3 Project Objectives 

The aim of this project is to introduce a new scanning system capable of 

automatically aligning the acquired point clouds with the aid of an incorporated 

real-time odometer. To do so, we are going to combine a high resolution laser 

scanner with a pair of stereoscopic cameras as shown in the following picture: 

 

Figure 4 : Visual odometer mounted under a Minolta laser scanner. 

The use of stereoscopic cameras allows us to reduce the system costs without any 

impact on the end results since the inaccuracies are corrected by the ICP algorithm. 

Given that the six degrees of freedom are provided by a vision-based system, the 

sensor will be referred to as a Visual Odometer. 

 

Visual Odometer 

Laser Scanner 
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The overall system would then function as follows: 

- The two cameras, combined with an adequate processor, will perform a 

“fast” real-time Localization of the scanner. 

- At each acquisition, the current pose estimation will be used in order to 

express the captured point cloud in the global reference frame. 

- The estimated pose will then be corrected in “slow” real-time by using a 

recursive algorithm in order to realign the scanned point clouds. This leads 

to a system that is capable of generating a high accuracy model directly 

during the scanning phase. 

In order to achieve these results, the visual odometer will be developed ab initio and 

will then be interfaced with the already existing program of our laser scanner. The 

following pages are intended to provide a detailed description of our work as well 

as a comprehensive guide to the programming behind it. 

In order to improve the readability of the text, each program function will be 

described in general terms in a dedicated paragraph. The actual lines of code are 

instead only reported in Annex A and will not be referred to unless strictly 

necessary. The project is structured as follows: 

Chapter 1 will conclude with the description of the hardware and software library 

that were chosen in order to develop the visual odometer. 

Chapter 2 will then provide a general description of the program that was 

developed in order to perform real-time localization. The program structure will be 

explained by dividing the algorithm into three fundamental tasks and giving a brief 

description of each one. The end of this chapter will be dedicated to describing the 

main( ) function as well as a few other auxiliary functions. 

Chapters 3, 4 and 5 will each be dedicated to one of the fundamental program tasks. 

The three chapters will familiarize the reader with the theoretical background of the 

algorithms used and then proceed with a practical explanation of how they were 

implemented in our program. The corresponding functions will then be described in 

more detail in the dedicated paragraphs.  

Chapter 6 will describe the various validation steps that were performed in order to 

characterize the performances of the visual odometer. The chapter is divided into a 

static validation in which we estimate the accuracy of our stereoscopic 

measurements and a dynamic validation in which we validate the output provided 

by the moving odometer. 
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1.4 Hardware and Software 

The first and most important step for developing a new system is choosing correctly 

the tools that we are going to use. In our project, the only thing that was already in 

our possession from the start was the laser scanner and its corresponding 

commercial software. 

The only predefined requisites for the visual odometer were that the system had to 

be composed of a pair of stereoscopic cameras. In order to maximize the simplicity 

and flexibility of our investment, we decided to acquire a pair of cameras that could 

be interfaced with a standard pc via USB3. These cameras are described in more 

detail in Paragraph 1.4.1. 

As for the processor, we decided that the use of a dedicated card was unnecessary at 

this stage and resorted to using a simple laptop. 

The choice of the development software was a bit more complex: at first, the initial 

idea was to limit ourselves to a simple proof of concept by using MATLAB. 

However, as the project proceeded we noticed that the well-known OpenCV library, 

specifically designed for implementing real-time computer vision processes, was as 

straightforward as MATLAB. Therefore, we decided to develop directly a real-time 

application. 

The library proved to be extremely efficient and at the same time surprisingly easy 

to use. It is described in Paragraph 1.4.2 and must be downloaded and installed in 

order to run our program on a different computer.  

1.4.1 uEye Cameras 

The search for a suitable pair of cameras to perform stereo vision resulted in the 

purchase of two uEye cameras UI-3240CP-C featuring a resolution of 1280 x 1024 

pixels and a frame rate of 60 Hz. As for the lenses, the sensors were fitted with a 4.5 

mm objective with a manual iris and focus allowing a wide angle of view (79.0°) 

The choice of a manual objective instead of an automatic one is due to the fact that 

the image distortion strongly depends on the lens setting. In order to maximize the 

system accuracy, the camera settings should be fixed on a case by case basis and the 

program should be uploaded with the corresponding calibration parameters. 
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Finally, a very important aspect that must be considered when choosing the cameras 

is that the visual odometer is, by definition, subject to movement. In the presence of 

a delay between the acquisition of the left and right frame, the distance estimated by 

the stereoscopic system is subject to bias that cannot be corrected during the 

processing phase. 

In order to eliminate this problem, the two cameras can be synchronized on the 

hardware level without any additional instrumentation. This is done by connecting 

the flash output (usually used to command a stroboscopic light) of one camera with 

the trigger input of the other one. 

1.4.2 The OpenCV Library 

OpenCV is an open-source library for the development of real-time computer vision 

applications. The library is available for various programming languages, including 

C++ which was used for our project, and can be downloaded from the address: 

http://opencv.org/downloads.html  

The library has a reference manual [21] that describes how to use the majority of 

the functions and also provides basic theoretical background for each algorithm. 

Starting users can also refer to the programming cookbook [22] and rapidly learn 

how to perform basic operations. In addition to these books, OpenCV has an online 

reference manual and an extremely active online community that makes 

troubleshooting relatively simple. 

All the OpenCV functions cited in this work will be cited using the format 

openCvFunction in order to distinguish them from our functions which will instead 

be written using the format myFunction. To improve the readability of this text, the 

description of the OpenCV functions will be limited to explaining the fundamental 

choices we had to take. For a detailed description of the OpenCV functions, please 

refer to the online manual: 

http://docs.opencv.org/modules/refman.html  

 

  

http://opencv.org/downloads.html
http://docs.opencv.org/modules/refman.html
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2 Program Overview 

In this chapter we shall describe the general outline of the program developed for 

the visual odometer. The objective is to provide the reader with a basic 

understanding of the framework in order to give him a clear idea of how each 

operation cooperates with the other functions in order to estimate the evolution of 

the system pose. 

The framework itself is an adaptation of the algorithm described in reference [20] 

where real-time SLAM is performed with a pair of stereoscopic cameras. In order to 

provide an intuitive understanding of the algorithm, our system will be compared to 

an explorer that wishes to travel in an unknown territory without getting lost.  

In the absence of previous knowledge of the area, the explorer designates his 

starting position as the origin and looks for landmarks in the surrounding landscape. 

He defines “landmark” any distinct feature that he can see at the time of 

identification (e.g. a lonely peak of rocks, a waterfall, a particularly tall tree…) and 

that he thinks he can find again after he has moved. Once he has identified a set of 

landmarks, the explorer estimates their distance from his current position and is 

ready to start  his voyage.  

As he travels, the explorer stops every once in a while in order to locate the 

previously identified landmarks and reconstruct his own movements according to 

their new position in his field of view. This allows him to know his current position 

with respect to the origin of his journey.  

In addition, as he proceeds his excursion, the explorer might lose sight of a couple 

of landmarks because they are out of his field of view or are simply too far to see 

clearly, this requires him to add  new landmarks to his set in order to keep tracking 

his position. 

In analogy with the explorer, the proposed program structure presents three main 

operations that will be discussed in their respective chapters: 

Feature Detection and Tracking: The program must identify a set of “features” 

(in analogy to “landmarks”) in the starting frame and track (i.e. finds) them in all 

the subsequent frames. In addition, we must address the possibility of losing track 

of some features and the need to detect additional ones. 

Stereo Vision: This part of the program is necessary in order to pass from the two-

dimensional coordinates in the main camera frame to the three-dimensional 



11 

 

coordinates of the features with respect to the odometer. This can done by using a 

second camera in order to perform standard triangulation. 

Reconstruction of Camera Orientation: The third fundamental operation is the 

most complex part of the program: given the 3D coordinates of the features in the 

current frame as well as the previous one, the program must calculate the 

displacement and rotation performed by the system. 

With respect to Reference [20], this final step represents the most significant 

innovation introduced by our work: instead of performing the optimization-based 

solution proposed by the author, we shall adopt a closed-form expression for 

calculating the roto-translation matrix and therefore reduce the computational cost 

of the algorithm. 

2.1 Program Function: main 

In this section we shall describe the main function of our program (see Annex A.1 

for the lines of code) which performs a succession of operations that are very 

similar to the ones described in the explorer analogy. In order to maximize the 

readability of our code, each operation is performed by a specific functions that are 

described later in this text. 

The code begins with the declaration of all the program variables. The fundamental 

ones can be resumed as follows: 

 features: vector containing the 2D pixel coordinates of the tracked 

features. 

 pointsPrev, pointsNew: vectors containing the 3D spatial coordinates of 

the features respectively  in the previous and current frame. 

 framePrev, frameNew: black and white images of the previous and current 

left frame. The temporal evolution of the features is tracked using these two 

frames. 

 frameLeft, frameRight: undistorted black and white images of the 

current left and right frames. These two images are the ones used to extract 

the spatial information of the features. 

 T, dT: 4x4 roto-translation matrices used to calculate the pose of the 

system. Matrix T contains the global pose whereas dT describes the frame-

to-frame displacement and reorientation. 
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Figure 5 : Flowchart of the visual odometer 
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After defining the variables, the program calls the initialize function (described in 

Paragraph 2.1.1) that performs a few necessary operations. Amongst these, the 

initialization function provides the starting point of our program loop by acquiring  

framePrev, identifying the initial set for features and obtaining their 3D 

coordinates, pointsPrev. The origin of the system is set by initializing T as the 

identity matrix. 

The program loop is then composed of the following operations: 

First of all, the program acquires the current frames from the two cameras. This is 

performed by the captureFrames function (described in Paragraph 2.1.2) that 

provides all the necessary images including frameNew, frameLeft and 

frameRight. 

Having acquired a new frame, we can proceed by tracking the features with the aid 

of the function trackFeatures (described in Paragraph 3.2.4). Since this function is 

interested in the temporal evolution of the system, it receives as input the images 

framePrev and frameNew. 

Now that the pixel coordinates in the new frame are known, the function 

stereoMatch (described in Paragraph 4.3.1) calculates the disparity of each feature 

using the images frameLeft and frameRight. This information is then used to 

obtain the current spatial coordinates pointsNew. 

Given the frame-to-frame evolution of the point clouds pointsPrev and 

pointsNew, we are able to calculate the transformation matrix dT by calling the 

function calcOrientation (described in Paragraph 5.2.1). The global orientation T 

of the odometer is then updated with a matrix post-multiplication T=T*dT as 

justified in Figure 19. 

At this point, the program has performed all of its routine functions and can proceed 

with the auxiliary ones. The function drawTracking (described in Paragraph 2.1.3) 

displays on the video screen the current frame superposed with the tracked features. 

The function detectFeatures (described in Paragraph 3.1.3) is called only if the 

number of tracked features is inferior to a given threshold. When called, the 

function identifies a new set of features and appends them to the already existing 

vector features. It also calculates the 3D coordinates which are added to the 

vector pointsNew. 
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Finally, the memory is updated by swapping framePrev and frameNew as well as 

pointsPrev and pointsNew. After this last operation, the program loop restarts 

from the acquisition of new camera frames.  

In addition to the usual operations, the visual odometer is programmed to save the 

current transformation matrix whenever the user presses the key “s”. Pressing “x” 

will instead terminate the program. 

2.1.1 Program Function: initialize 

The function Initialize (see Section A.2) performs all the necessary operations that 

are mandatory before entering the program loop. 

The function starts the video feed of the two cameras and opens the file 

“stereoCalibration.yml”. which contains all the calibration parameters of the 

stereo pair (described in Section 4.1) and can be used to build the rectification maps 

that are necessary to obtain the undistorted left and right images (refer to Section 

4.2 for more details). 

Once this is done, the function proceeds with the definition of the starting point for 

the program loop. To do so, it calls the function captureFrames and uses 

goodFeaturesToTrack in order to detect the first set of features. Since this 

operation is performed off-line, the feature detection algorithm is called with a 

choice of parameters finalized at obtaining the maximum number of features 

regardless of the computational time. 

After obtaining the 2D vector features, the 3D coordinates pointsPrev are 

calculated with a call to the function stereoMatch followed by the OpenCV 

function perspectiveTransform.  

2.1.2 Program Function: captureFrames 

The function captureFrames (see Annex A.3) is tasked with the acquisition of the 

current camera frames and the execution of all the necessary image processing 

tasks. 

One of the most fundamental aspects of this function is that the two camera frames 

must be acquired simultaneously. To do so, the algorithm uses a software 

synchronization method by calling the class function grab, which takes a very 

quick snapshot of the raw data coming from the two cameras, followed by the class 
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function retrieve, which decompressed the data in order to provide the actual 

images. 

The acquired images are two upside-down colored images that must be flipped and 

converted to black and white before they can be used for measuring purposes. 

Notice, however, that the colored left image is stored in frameBGR in order to 

display the video stream. The black and white left image is instead saved in 

frameNext which is necessary for performing feature tracking over time. 

As for the stereoscopic vision, the two black and white images are rectified using 

the rectification maps obtained during the initialization process. The resulting 

frames, frameLeft and frameRight, are the ones used for performing spatial 

measurements
2
. 

2.1.3 Program Function: drawTracking 

The function drawTracking (see Annex 0) is used to display the acquired video 

stream as well as the features used by the odometer. This allows the user to have 

visual feedback on the state of the program and therefore represents an intuitive tool 

for troubleshooting. 

In order to provide information regarding the correct execution of both the tracking 

and stereo operations, the function proceeds to drawing a small circle centered on 

each of the coordinates contained in the features vector. 

The color of the circle is function of the distance between the feature and the 

camera. Features close to the camera will be green whereas features that are further 

away will be increasingly red up to the threshold distance. Features presenting z > 

maxDist are represented with a white ring. 

All these circles are drawn on the image frameBGR which is the most recently 

acquired colored frame. The image is then rescaled in order to fit the resolution of 

the computer screen (this operation is not necessary if the screen has a higher 

resolution with respect to the cameras) and finally displayed.  

                                                 
2
 It is to note that although frameLeft and frameNext are both referred to the current left image, they 

do not have the same appearance. Since the vector features contains the pixel coordinates in the pair 

framePrev-frameNew, the 2D coordinates must also be rectified before they can be used in the image 

pair frameLeft-frameRight. 
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3 Feature Detection and Tracking 

The fundamental operations that allow us to extract motion information from a 

video sequence are the identification of a set of characteristic features in the scene 

and the pursuit of their movements in all subsequent frames. In addition, program 

robustness also requires us to monitor the quality of the tracked features and 

periodically replace the ones that are lost due to excessive deterioration or  

departure from the field of view. 

OpenCV provides all the necessary functions for implementing the Kanade-Lucas-

Tomasi (KLT) feature tracker and controlling the quality of the output. However, 

the user must provide the adequate input parameters depending on the application. 

Since the KLT feature tracker is a combination of the Shi-Tomasi feature detection 

algorithm and the Lucas-Kanade tracking algorithm, this chapter will be divided 

accordingly into two sections. Each section will describe the theoretical framework 

of the algorithm before proceeding to the description of the corresponding functions 

in our program. 

3.1 Shi-Tomasi Feature Detector 

The first step for successfully tracking a scene is to select a set of appropriate 

features in the first frame. The Shi-Tomasi algorithm for feature detection provides 

us with a simple tool that is capable of quantifying the quality of each point in the 

image and pick the ones that are best suited for tracking [23]. 

Intuitively, we can imagine that is it easier to find a feature that stands out from its 

surroundings rather than a nondescript point that is similar to all nearby pixels. A 

first attempt is looking for pixels with a strong derivative: given two regions with a 

very different brightness intensity         , this will result with the identification of 

an edge. 

For tracking purposes however, finding an edge is not sufficient because it is 

difficult to discern between different points belonging to the same edge. In order to 

isolate a truly unique point, we need to observe a strong derivative in two 

orthogonal directions, this means looking for a corner. 
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3.1.1 Harris Corner Definition 

The Harris corner is a rotation-invariant definition for points belonging to at least 

two edges [24]. Given a patch of       pixels around the point        , we can 

calculate the sum of square differences: 

(3)           ∑ (                     )
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Since a corner can be identified with a large variation of          along any 

direction, acceptable features must have an autocorrelation matrix with two large 

eigenvalues      . To quantify which points are most suited for tracking, the Shi-

Tomasi detector lists them in order of    and starts selecting as features the pixels at 

the top of the list. 
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3.1.2 Anti-Clustering Method 

A second aspect to consider when choosing a set of features is how to make sure 

that they are distributed as evenly as possible on the image. If we simply choose the 

first   features with the highest    values, we risk obtaining a cluster of points 

belonging to a small region of the image.  

In order to avoid an excessive concentration of features in highly textured patches 

of the image, the Shi-Tomasi algorithm recursively selects the point with the 

highest    and then discards from the list every pixel within a certain radius of the 

newly chosen feature. This leads to a set of high quality and well-distributed 

features that are well suited for being tracked in subsequent frames. 

The choice of the anti-clustering radius is a fundamental aspect of tuning the Shi-

Tomasi algorithm: it provides a trade-off between computational time and feature 

density. In order to obtain a large number of well-distributed features we are 

tempted to choose a small anti-clustering radius which would provide us with the 

dense distribution shown in Figure 6. 

 

Figure 6 : Features detected with an anti-clustering radius of 10 pixels. 

In cyan we have the features detected on the image. The white circles represent the anti-clustering radius.  
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Unfortunately, this value entails an execution time that is too large for our real-time 

requirements. To make the algorithm run faster we are instead obliged to choose a 

larger radius. The drawback is that the resulting features present a sparse 

distribution as shown in Figure 7.   

 

Figure 7 : Features detected with an anti-clustering radius of 50 pixels. 

Notice how the detected features are fewer than the ones in the previous image. 

The challenge we have to overcome in our application is that we desire both a large 

number of points and a high runtime speed in order to minimize the positioning and 

orientation error. Since the OpenCV library does not provide a direct solution to 

this contradiction, we must find an alternative way to detect a large number of 

features. 

In order to satisfy the two opposing requirements, we propose to separate the two 

problems by rapidly detecting in each frame a small number of sparse features and 

accumulate them over time in order to increase the density. This would allow us to 

identify a large number of features without slowing down the real-time execution of 

our program. 

Supposing that our goal is to obtain the feature distribution shown in Figure 6, let us 

use the features presented in Figure 7 as our first set of detected features. By 
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placing a small circular mask over each feature and executing the Shi-Tomasi 

algorithm for a second time with a large anti-clustering radius, we obtain the result 

shown in Figure 8.  

 

Figure 8 : Features obtained after two calls of our detection algorithm. 

The black circles are the masked areas around already detected features. The radius is equal to mskCircle.  

The newly detected features are distributed according to a larger radius, in white, equal to minDistance. 

Successive calls of our function are shown in Figure 9 and Figure 10. Although 

each call is compatible with our real-time requirements, the detected features 

present a distribution density that becomes more and more similar to the desired 

objective. 

The only drawback is that the detection algorithm requires multiple frames in order 

to reach the desired number of features. This can be problematic in cases where the 

system is being moved too quickly and the detection algorithm is not able to replace 

the features at the same rate as they are lost. 
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Figure 9 : Features obtained after four calls of our detection algorithm. 

 

Figure 10 : Features obtained after eight calls of our detection algorithm. 
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Supposing that the detection rate is rapid enough to keep up with the movements of 

the system, the program will stop invoking the detection function only when the 

desired number of features is reached. This quantity may vary between 800 and 

2000 features depending on the desired trade-off between the program run time and 

the estimation accuracy, a suitable value for our application is around 1200 features. 

3.1.3 Program Function: detectFeatures 

The identification of additional features as described in Paragraph 3.1.2 is 

performed by the function detectFeatures (see Section 0). 

Our first step is to generate a mask that defines which pixels are ignored by the Shi-

Tomasi algorithm. This is done by generating a mask matrix with the same size as 

the image and setting to 0 all the elements that are within a certain radius of an 

already tracked feature. The masking radius mskCircle can be as small as we see 

fit in order to control the feature density without influencing the computational 

time. 

After the creation of the matrix, we can call the OpenCV function 

goodFeaturesToTrack to which we can freely provide a large anti-clustering 

radius minDistance in order to have a fast execution of the algorithm.  

Having obtained a new set of features (which are appended to the 2D vector: 

features), the function calls stereoMatch and perspectiveTransform in order 

to calculate the 3D coordinates and update the vector pointsNew. 

3.2 Pyramidal Lucas-Kanade Tracker 

The Lucas-Kanade tracker is a computationally efficient tracking algorithm that 

relies only on local information in order to estimate the motion of a feature [25]. 

The basic idea of this algorithm rests on three assumptions: 

1. Brightness Consistency: The brightness intensity          of the tracked 

pixels does not change from frame to frame.  

2. Small Movements: The temporal increments    are fast enough to ensure 

that the tracked pixels do not move excessively from frame to frame. 

3. Spatial Coherence: Neighboring pixels in a scene have similar motion and 

suffer little distortion from frame to frame. 
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These assumptions will be invoked when necessary during the explanation of the 

algorithm.  

3.2.1 One-dimensional Tracking 

Let us begin by tracking the one-dimensional movement of a feature located on an 

edge of the brightness intensity. Under the assumption of Brightness Consistency, it 

is possible to write: 

                           (3.5)   

Which can be re-written in differential form as: 
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By applying the chain rule for partial differentiation to equation (3.6) we obtain: 
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Under the assumption of Small Movements, equation (3.7) can be multiplied by the 

temporal increment    in order to obtain the following approximation: 

           (3.8)   

Where    is the spatial derivative of the brightness intensity,    is the variation of 

pixel intensity from one frame to the next and    is the horizontal displacement that 

we wish to calculate. This leads us to the following result: 

     
  

  
 (3.9)   

Real-world applications, however, show that the image brightness is not always 

stable and that the frame rate is not fast enough with respect to the feature 

movement. As a result, the estimate obtained in equation (3.9) is often close to the 

real displacement but not entirely correct. 
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In order to improve the robustness of the algorithm even if the starting assumptions 

are not entirely true, Lucas-Kanade propose the following iteration: 

               
     

  
 (3.10)   

 

Figure 11 : Example of the tracking algorithm 

Figure 11 shows the results that we obtained on a generic numerical example. In 

this case, the initial estimate                 is not correct due to an 

excessive displacement of the intensity curve. The second estimate           
      provides us with the correct result. 

3.2.2 Two-dimensional Tracking 

In order to generalize our results in two dimensions we add the   coordinate to 

equation (3.8): 
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                (3.11)   

Unfortunately, equation (3.11) has two unknowns, meaning that we cannot obtain a 

unique solution to the two-dimensional movement by using a single pixel. Let us 

therefore consider a       window of pixels surrounding the feature. Under the 

assumption of Spatial Coherence, the displacement [     ] will be the same for 

every pixels, therefore we can express the following system of equations : 
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(3.12)   

To solve this system, we can set up a least squares minimization problem which is 

solved by: 

     [
  
  

]      (3.13)   

If the feature was defined using the Shi-Tomasi algorithm, we know that it is 

located on a corner of the intensity map         . This implicates that the matrix 

    has two non-null eigenvalues and is therefore invertible in order to obtain: 

 [
  
  

]              (3.14)   

It is worth noting that by choosing    pixels (instead of only 2) in order to obtain a 

least squares formulation, we are already taking into account the possibility that the 

third assumption of the feature tracker is not perfectly satisfied. 

3.2.3 Pyramidal Tracking 

As we have seen, the presence of an iterative loop and a least-squares formulation 

assures us a fairly robust algorithm even when the starting assumptions are 

inaccurate. However, the assumption of Small Movements can still be problematic 
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when trying to track fast-moving features because the iterative equation shown in 

(3.10) diverges if the starting estimate is not close enough to the actual solution. 

Reference [26] shows that the original Lucas-Kanade tracker can be improved even 

further by applying the algorithm to different resolution images. Low-resolution 

images can be used in order to capture large frame to frame movements of the 

features. These coarse estimates can then be refined on higher image resolution in 

order to obtain more accurate results. 

3.2.4 Program Function: trackFeatures 

The tracking of a known set of features from the previous frame to the next frame is 

performed by the function trackFeatures (see Section A.4) which is a fairly 

standard application of the tools already provided by our library. 

The first step is the call to the OpenCV function calcOpticalFlowPyrLK that 

provides in output the new location of the tracked features as well as a status vector 

and an error vector. The former is set to 1 is the feature has been found, the latter is 

defined as follows: 

These two vectors are then used to reject the features that were lost during tracking. 

This is done by eliminating all the features that present either status[i]=0 or 

error[i]>thresholdLK. This operation is performed both on the 2D vector 

features  and the 3D vector pointsPrev in order to assure the one-to-one 

correspondence between the two. 
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(3.15)   
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4 Stereo Vision 

By using two cameras instead of one we can estimate the distance between our 

cameras and the objects in the scene. As shown in Figure 12, performing this 

calculation is simple if we consider two perfectly parallel ideal pinhole cameras. 

 

Figure 12 : Geometric basis of stereo triangulation. 

In order to calculate the distance of the point  , we notice that the triangle       is 

similar to the triangle       
 . This allows us to formulate the following equation: 

(4)  

  
 

 
 

     
 (4.1)   

Where   is the focal length of the two cameras (ideally equal for both cameras) and 

  is the distance between the two cameras, also known as baseline. Since the two 

positions    and    can be measured on the image, we readily obtain: 
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Where         is the disparity of point   that can be obtained by matching the 

correspondences between the images taken from the left camera and the one taken 

from the right camera. This operation is described in Section 4.3. 

Before we discuss stereo matching and triangulation, however, we must take into 

account the fact that our cameras are not two perfectly aligned ideal pinhole 

cameras. In Section 4.1 we shall explain the stereo calibration method proposed by 

OpenCV. Section 4.2 will then proceed with the description of how the results of 

the calibration process can be used in order to rectify the acquired images and refer 

to the ideal case. 

4.1 Calibration 

Calibrating a stereo setup requires two different operations. First of all, each camera 

must be calibrated separately in order to compensate the optical distortions 

introduced by the lens. This enables us to treat each camera as an ideal pinhole 

camera. The second step involves calculating the relative orientation of the two 

cameras. This allows us to compensate the misalignments and treat the system as if 

the two cameras were perfectly aligned. 

OpenCV provides all the necessary calibration and rectification (see Section 4.2) 

functions which are a  translation from the MATLAB toolbox originally proposed 

by Bouget [27]. A detailed description of how these functions work is beyond the 

scope of this paper and is unnecessary for its comprehension. 

Since the calibration of a stereo pair is an operation that can be performed only 

once, the calibration routine has been coded as a completely independent program 

that saves all the required parameters in a file named “stereoCalibration.yml”.  

The calibration procedure simply consists in placing a fully known chessboard 

pattern in front of the two cameras and acquiring it from different perspectives. The 

OpenCV library can then be used to identify the chessboard corners in all the image 

pairs and perform the single camera calibration followed by the stereo calibration. 
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4.1.1 Single Camera Calibration 

Calibrating a single camera means identifying the intrinsic parameters that describe 

how the three dimensional coordinated of points in a scene are projected to pixels 

on the image plane. These parameters can be divided into two categories: 

1. Camera Matrix: this matrix describes the transformation from the global 

coordinates in the scene to the homographic coordinates in the image plane. 

2. Distortion Vector: this vector contains the parameters describing the 

distortion effects introduced by the camera lens. 

Let us begin by defining the camera matrix starting from the ideal model of a 

pinhole camera. 

 

Figure 13 : Ideal model of the pinhole camera. 

By taking advantage of the similarity of the two triangles shown in Figure 13 we 

can express: 

    
 

 
 (4.3)   
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Where   is the focal length expressed in pixels. Since the same equation is true for 

 , the homographic coordinates can be obtained from the global coordinates as 

follows: 

 [
 
 
 
]  [

   
   
   

] [
  
 
 
] (4.4)   

Where the pixel coordinated can then be obtained as: 

 [
 
 ]  

 

 
[
 
 ] 

(4.5)   

Notice that in equation (4.5) we have a loss of information when passing from the 

three dimensional scene coordinates to the two dimensional image coordinates. This 

is the reason why we cannot estimate depth from a single camera image. 

If we take into account a real pinhole camera, we must consider the fact that the 

optical axis does not intersect the image in    , equation (4.3) changes to:  

    
 

 
    (4.6)   

Where         are the coordinates of the pixel in which the optical axis intercepts 

the image plane. In addition, since the camera pixels are not perfectly square, the 

focal length has different values if it is measured in pixel width,   , or pixel height, 

  . This gives us the expression of the camera matrix: 

 [
 
 
 
]  [

     
     
   

] [
 
 
 
] (4.7)   

The presence of a lens introduces a polar symmetric distortion centered on the 

optical axis. The effects can be divided into two independent contributions along 

the radial and tangential directions. 

If we define   as the distance of the pixel from the optical axis        , the radial 

distortion is given by the following equations: 
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(4.8)   

Likewise, the tangential distortion is described as follows: 

 

                
       

        
               

(4.9)   

Leading to the corrected coordinates: 

 

    ̂      

    ̂      

(4.10)   

The distortion vector contains the five distortion coefficients                 . 

The camera matrices    ,     and the distortion vectors    ,     allow us to 

undistort each image as if it had been taken by an ideal pinhole camera.  

4.1.2 Stereo Calibration 

Once we have calibrated the two cameras separately, we can proceed to the 

calibration of the stereo pair. This requires calculating the rotation matrix   and the 

translation vector   between the coordinate systems    and     as defined in Figure 

14. 
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Figure 14 : Relative roto-translation of two camera coordinate systems. 

Given the rotation matrix   and the translation vector  , the main challenge is to 

minimize the reprojections that are required in order to obtain a perfectly aligned 

configuration.  

The first step obtaining two parallel optical axes. Instead of rotating the coordinate 

system    by a full rotation   we rotate each system by a half rotation     and    . 

This leads us to the configuration shown in Figure 15. 

The second step is rotating the two systems in order to obtain coplanar image 

planes. To do so we construct the rotation matrix    that aligns   
  with the 

direction joining the two cameras as shown in Figure 16. We then obtain the two 

rotation matrices for the camera coordinate systems as: 

 

         

         

(4.11)   
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Figure 15 : Alignment of the two optical axes. 

 

Figure 16 : Obtained parallel configuration. 
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We can also compute the projection matrices that define the translation from one 

coordinate system to the other. If we define the left camera as the origin of our 

global coordinates we can impose: 

 

      [
    
    
    

] 

      [
    
    
    

] 

(4.12)   

Where   ‖ ‖ is the baseline and       is the camera matrix of the 

corresponding camera. This projection matrix allows us to pass from global 

coordinates to homographic coordinates as follows: 

 [
 
 
 
]   [

 
 
 
 

] (4.13)   

The rotation matrices       and the projection matrices       allow us to virtually 

realign the two cameras in order to obtain the perfectly aligned camera 

configuration shown in Figure 12. 

4.2 Rectification 

The process of passing from the image pair acquired by a real stereoscopic system 

to the corresponding images taken in the ideal stereo configuration is known as 

rectification. The result is a pair of images in which the two images are aligned and 

the disparity can be calculated along the horizontal direction.  

Depending on the camera lens, the difference between the original frames and the 

rectified ones can be very pronounced. In our project, the cameras have a very wide 

field of view in order to maximize the superposition, this leads to a very 

pronounced barrel distortion that must be corrected. 

A comparison between Figure 17 and Figure 18 shows the importance of rectifying 

the images in order to obtain a dependable photogrammetric measurement.  
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Figure 17 : Frames taken by the left (Top) and right (Bottom) cameras. 
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Figure 18 : Rectified left (Top) and right (Bottom) frames. 

The images can now be used for calculating the disparity, and therefore the distance, of a given feature.  

250mm 

2000mm 
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In order to comply with the real-time requirements, OpenCV allows us to pre-

compute rectification maps defining the correspondence between every pixel       

in the rectified image and the pixels belonging to the source image. These maps are 

then used to rectify our images in real-time. 

4.3 Stereo Matching 

Stereo matching is the process that allows us to find corresponding pixels in an 

image pair. This operation can be performed in many ways depending on the 

desired quality of the output and the allowed computational time. 

OpenCV provides functions for building the disparity map of the entire scene. 

Unfortunately, these functions are unable to fully satisfy our requirements of high 

precision and fast runtime speed and must be discarded since. However, since we 

are only interested in the 3D coordinates of a limited set of features, the calculation 

of an entire disparity map is unnecessary for our application.  

Instead of using the OpenCV functions that specifically provided to perform stereo 

matching, in Paragraph 4.3.1 we shall describe how it is possible to use an already 

known tool in order to quickly resolve our stereo matching issue.  

4.3.1 Program Function: stereoMatch 

Given a set of features tracked in the left frame and the two rectified images, the 

function stereoMatch (see Section A.5) provides us with the disparity of each 

feature. This can easily be done with the aid of the Lukas-Kanade tracker: instead of 

tracking corresponding features in two subsequent frames of the same camera, the 

features are matched on two simultaneous frames taken by different cameras. 

The only thing to consider is that the features have been identified and are tracked 

in non-rectified images, whereas they must be matched on the rectified images. 

Therefore, the first operation performed in this function is the undistortion of the 

tracked feature coordinates in order to refer them to the rectified image space. This 

operation is carried out by the function undistortPoints. 

Once we are in the rectified space, we can proceed to calling 

calcOpticalFlowPyrLK and eliminating the unsuccessful features in a way similar 

to what was described in Paragraph 3.2.4. In order to avoid catastrophic matches, 
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we introduce an additional condition for the removal of unsuccessful matches in the 

form featuresLeft[i].x-featuresRight[i].x < 0. 

For all the accepted features, the function provides as an output vector the rectified 

coordinates           where the disparity is given by        . This vector is 

all we need in order to estimate the 3D coordinates of each feature. 

4.4 Triangulation 

The final step that is required in order to obtain the global coordinates of our 

features is known as triangulation. This task is actually very simple since the stereo 

calibration algorithm already provides us with the transformation matrix   defined 

as: 

This matrix can be used in order to obtain the homographic global coordinates 

given the output of the stereo matching algorithm by calculating: 

 [
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] (4.15)   

The 3D coordinates are then obtained as: 

 [
 
 
 
]  
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] (4.16)   

Equations (4.15) and (4.16) are executed with a call to the OpenCV function 

perspectiveTransform with no further lines of code required. 
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 (4.14)   
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5 Reconstruction of Camera Orientation 

The functions identified in Chapters 3 and 4 provide us with a three dimensional 

point cloud that follows the movement of the major features in the scene. If we 

assume that our system is moving in a still environment, we can say that the roto-

translation of the cameras from frame   to frame     corresponds to the roto-

translation of the tracked point cloud from frame     to frame  . 

If we identify with     the transformation matrix between the two poses at frame   

and    , the global orientation matrix   at frame   can be obtained with the 

following expression: 

(5)             ∗     (5.1)   

The post-multiplication can be justified by trying to express in the reference frame 

  a generic point cloud   that is given in the reference frame  : 

   
       

          
                   

  (5.2)   

This operation is illustrated in the following figure: 

 

Figure 19 : Illustration of the tie between the global orientation   and the frame to frame transformation matrix 
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Our objective in this chapter is to provide a computationally-efficient algorithm for 

the calculation of    . Reference [20] proposes the use of an iterative Newton 

optimization method that provides excellent results in terms of positioning error but 

is very demanding in terms of computational time. 

The basic idea is the following: the authors define the six-dimensional vector   

containing all the translation and rotation parameters and provide a cost function 

     that has a minimum in zero when the roto-translation matrix is correct.  

Having defined the cost function and an initial value   , each iteration requires the 

numerical calculation of the Jacobian vector and the Hessian matrix: 

   [ ]  
   

  [ ]
  [   ]  

    

  [ ]  [ ]
 (5.3)   

That are then used in order to obtain the starting estimate for the next step: 

           
     (5.4)   

The method converges in a limited number of iterations and is feasible in real-time. 

However, the numerical calculation of    and    is a very taxing operation and 

requires the use of a multi-threading library in order to parallelize the computation 

over all the available processors. 

In our project however, instead of using this computationally intensive method, we 

decided to take a different approach and perform a direct estimation of the roto-

translation matrix using a closed-form expression. This will allow us to drastically 

reduce the computational cost of our program with only a minor loss in the quality 

of the results. 

In Section 5.1 we describe how it is possible to obtain a closed form expression of 

the roto-translation matrix starting from the point clouds.  

In Section 5.2 we shall take into account the presence of outliers (e.g. moving 

features in the scene or miscalculated 3D coordinates) and describe a simple 

method for eliminating their effect on the end result. 
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5.1 Decoupling of the Roto-Translation 

Reference [28] provides us with a relatively simple approach for calculating the 

rigid roto-translation of two point clouds through a closed-form expression. The 

algorithm rests on the idea that it is possible to decouple the rotational effects from 

the ones due to translation and then proceed to estimating the two contributions 

separately.  

Let us consider the two point clouds shown in Figure 20. 

 

Figure 20 : Roto-translation of a generic point cloud 

The movement from    to   
  is given by the combined effects of a rotation   

followed by a translation  . To decouple the two effects, let us calculate the 

barycenters of each cloud as: 
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  (5.5)   

Where   is the number of points. We can now calculate a new pair of point clouds 

centered in zero: 

          
    

     (5.6)   

𝑃  
𝑃  

𝑃  

𝑃 
  

𝑃 
  

𝑃 
  

𝑅 

𝜃 

𝑡 

𝐵 

𝐵′ 



42 

 

 

Figure 21 : Rotation of the barycentered point clouds 

As shown in Figure 21, the movement from    to   
  is now a pure rotation. It is 

also worth noting that the rotation of the point clouds centered in zero is the same as 

the one we were looking for in the original set of points. 

Once we have obtained the rotation matrix  , we can apply it to the barycenter   

and calculate the translation vector   as: 

         (5.7)   

This operation is shown in Figure 22. 

 

Figure 22 : Calculation of the translation vector with a known rotation matrix. 

The only remaining problem is how to obtain a closed-form expression for the 

rotation matrix. Although this may seem impossible due to the highly nonlinear 

nature of  , Paragraph 5.1.1 will explain how we can use quaternions in order to 

achieve our goal. 
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Paragraph 5.1.3 will describe the function that performs these operations. As 

opposed to the previous chapters, the OpenCV library does not have a built-in 

function that fits our needs, therefore this part of the program was coded directly in 

C++. 

5.1.1 Quaternion Method 

Having isolated the contributions depending on the rotation, reference [28] 

describes the properties of quaternions and then demonstrates how they can be used 

in order to obtain the best estimate of the rotation matrix given three or more points. 

Although the rigorous demonstration of the quaternion method is beyond the scope 

of this work, in this paragraph we will provide the reader with a brief explanation in 

order to give an intuitive idea of the mathematical framework that is behind the 

algorithm. 

Let us start by defining a quaternion as a complex number presenting three different 

imaginary parts                  . The multiplication between quaternions 

is based on the following rules: 

 

              

              

              

 (5.8)   

The four components of a quaternion can be represented in a vector  ̅ in order to 

take advantage of linear algebra, however, the rules shown in equation (5.8) require 

a new definition of the product between two quaternions  ̅ and  ̅. 
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(5.9)   
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Please note that    ̃ due to the fact that the lower 3x3 matrix in transposed, this 

implicates that the product between two quaternions is not commutative. As for the scalar 

multiplication, in order to obtain the result        
    

    
    

 , we can define 

the conjugate  ∗                  so that: 

  ̅   ̅   ̅ ̅∗ (5.10)   

Having defined the generic properties of quaternions, let us define the quaternions 

that we are interested in using. First of all, a three-dimensional vector can be 

expressed as a quaternion with a real part equal to zero. This means that our two 

point clouds can be written as: 
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 (5.11)   

Secondly, the rotation of an angle     around the axis 〈        〉 can be expressed 

as: 

      (
 

 
)  (           )   (

 

 
)  (5.12)   

Where  ̅ is a unitary quaternion, meaning that  ̅ ̅∗   . It can be shown that the 

rotation of a vector (expressed as a quaternion  ̅ ) can be obtained as: 

  ̅   ̅  ̅  ̅∗ (5.13)   

Given the point clouds  ̅  and  ̅ 
 , our objective is to find the quaternion  ̅ providing 

the best estimate of the rotation. If we consider the definition of scalar product, we 

know that its value is maximum when the two vectors are aligned. Therefore we 

need find the optimum of the following expression: 
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 ] (5.14)   
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By taking advantage of the properties of quaternions and of equation (5.9) we have 

the following: 

 

∑  ̅  ̅   ̅
∗   ̅ 

 

 

   

  ∑  ̅  ̅     ̅ 
   ̅ 

 

   

 

 ∑    ̅   (  
 ̃  ̅)

 

   

   

∑ ̅    
   

 ̃  ̅

 

   

    ̅ (∑   
   

 ̃

 

   

)  ̅ 

(5.15)   

Equation (5.14) can therefore be rewritten as: 

    
 ̅

[  ̅    ̅ ] (5.16)   

The unitary vector that maximizes equation (5.16) is simply the eigenvector corresponding 

to the maximum eigenvalue of the matrix  . This can be obtained using standard functions 

of linear algebra, the only thing left to do is to find the expression for the matrix  . By 

developing the sum of    
   

 ̃, it can be shown that the easiest way to calculate   is to 

introduce the following matrix: 
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 (5.17)   

And then proceed with the following expression : 
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(5.18)   
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This provides us with all the necessary information for obtaining the unit quaternion  ̅. The 

corresponding rotation matrix   can then be calculated as : 

   [

     
     

                       

                
     

            

                           
     

 

] (5.19)   

As we can see, the proposed method provides us with a direct way of calculating 

the rotation matrix by using quaternion algebra in order to linearize the problem 

[29]. All the nonlinearities of the system are accounted for in equation (5.19). 

5.1.2 Sensor Uncertainty Correction 

Once we have obtained the rotation matrix between the two point clouds, the 

originally proposed method for obtaining the translation vector simply calculates 

the distance between the two barycenters as seen in equation (5.7) which is 

equivalent to the following: 
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 (5.20)   

Expression (5.20) provides the best-estimate of vector   under the assumption that 

the measurement uncertainty is constant for every point    in the point cloud. 

However, it will be shown in Figure 26 that our stereoscopic system is 

characterized with an uncertainty that grows with    
 . 

In order to improve the quality of our estimation, we are going to take into account 

the sensor uncertainty curve by introducing a weight factor: 

    
 

   
  (5.21)   

The translation vector can then be calculated with a weighted mean of all the point 

translations: 
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(5.22)   

This provides us with a better estimation of   since the points with a lower 

uncertainty provide a greater contribution with respect to the furthest points in the 

cloud. The starting intuition has been confirmed experimentally with repeated uses 

of the odometer. 

 

Figure 23 : Comparison of the movements measured using the mean translation or adopting the sensor 

uncertainty correction. 
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In Figure 23 we show the results of a simple test that was performed in order to 

prove our claims. In this experiment, the odometer was moved        along the   

axis and then brought back to the initial position. The other 5 degrees of freedom 

were instead maintained fixed. 

As we can see, the results obtained while using the sensor uncertainty correction are 

more accurate with respect to the ones provided by the original algorithm. This can 

be seen with a better estimation of the movement along  , providing 

                versus                of estimation error as well as a better 

estimation of the final position which should be equal to the origin. The test gave 

[             ] versus [              ], providing a reduction of 

about     in the error vector module (from          to        ). 

It is to note that an analogous correction could be introduced for the estimation of 

the rotation matrix  . This will not be implemented for two reasons: First of all, the 

presence of a weighting factor in equation (5.14) would not permit the use of the 

quaternion method in order to obtain a linear system. Second of all, the geometry of 

the problem already guarantees that the points with a longer distance from the 

rotation axis present a smaller influence on the estimated angle. 

5.1.3 Program Function: quatMethod 

The function quatMethod (see Section 0) provides us with the best estimate of the 

transformation matrix between two corresponding point clouds. 

The algorithm begins with calculating the barycenters of the two point clouds and 

subtracting it from the point coordinates. This enables us to isolate the effects due to 

pure rotation. 

Having obtained the two barycentered point clouds, we apply the quaternion 

method in order to calculate the rotation matrix: first we compose the matrix   

using equation (5.17), then we obtain   using expression (5.18). 

The calculation of the quaternion  ̅ is performed with the aid of the OpenCV 

function eigen which calculates the eigenvectors and automatically orders them in 

decreasing order of the corresponding eigenvalues. This implies that the desired 

quaternion is always the first row or the returned matrix. 

Having obtained  ̅ we calculate the 3x3 rotation matrix   that is contained in the 

standard 4x4 transformation matrix  ̅: 
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  ̅  [
     

     
] (5.23)   

Which is used to rotate the vector pointsPrev in order to obtain the rotated point 

cloud pointsPrevRot. This is performed by the OpenCV function 

perspectiveTransform that applies a given transformation matrix to a vector of 

3D coordinates. 

The translation vector   is then calculated using the weighted mean defined in 

equations (5.21) and (5.22). Before providing the expression of the frame-to-frame 

transformation    , we must take into account the fact that we dealing with an 

apparent movement of the point clouds that is actually due to the reorientation of 

the reference frame. The required matrix is then given by: 

     [
    
     

] (5.24)   

5.2 Robust Estimation 

The algorithm we described provides us with a best-estimate of the orientation 

given the current population of the two point clouds. The main problem with this 

approach is that the results are influenced by the presence of outliers (i.e. points that 

were not estimated correctly). 

In order to improve the robustness of our algorithm, we must eliminate the outliers 

and recalculate the orientation. This can be done by calculating the quadratic 

reorientation error for each point, defined as: 

     
     

       
     

        (5.25)   

Having obtained this value for every point in the point cloud, we can define the 

mean quadratic reorientation error       as: 
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 (5.26)   
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Assuming that the reorientation errors present a Gaussian distribution centered in 

zero
3
, we can say that the majority of our point population is contained within a 3-

sigma interval of the mean quadratic error. Therefore, we can define as outliers all 

the points presenting: 

     
           (5.27)   

Having isolated the outliers, we can calculate the orientation a second time in order 

to obtain a better estimate of the transformation matrix. 

5.2.1 Program Function: calcOrientation 

In order to calculate the current orientation of our system, the main loop calls the 

function calcOrientation (see Section 0). 

This function relies on quatMethod in order to obtain the first estimate of the 

transformation matrix. It then uses perspectiveTransform in order to obtain the 

roto-translated points which should (ideally) be equal to pointsNew. The quadratic 

error between the estimated point cloud and the current one are stored in the vector 

err2. 

The function eliminates any feature presenting err2>3*errMq where errMq is the 

mean of the quadratic error vector. Having eliminated the outliers, the algorithm 

terminates with a second call of the function quatMethod in order to obtain the 

unperturbed value of the transformation matrix. 

Although this function is quite simple to read, it is worth noting that the point 

vectors are not passed on to this function using a pointer (denoted with an “&” 

before the variable name). This allows us to eliminate the outliers only locally and 

leave unmodified the actual point vectors used by the main program. 

The reasoning behind this choice is that the outliers are usually caused by a 

momentary error and are not an indication of a permanent loss of quality of a 

feature, therefore their elimination in the global code is unnecessary and would only 

slow down the execution since the features would need to be replaced. 

  

                                                 
3
 The hypothesis of a null mean for our error distribution is based on the fact that the transformation 

matrix was built in order to obtain a best-estimate of the roto-translation.  
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6 Program Validation 

The previous chapters had the objective of providing the reader with a detailed 

account of how the visual odometer was developed. Having concluded the 

description our program, the goal of the current chapter is to evaluate the obtained 

performances. This will provide information on the limits of our system and allow 

us to see if our choices compatible with the intended application. In order to have a 

deeper understanding of the results, the validation process will be divided into two 

separate steps.  

The first step will be dedicated to studying the quality of the spatial estimation of 

the features. This is done in Section 6.1 where we focus on the results of the 

stereoscopic vision and try to minimize the uncertainty by choosing an appropriate 

baseline. 

After we are satisfied with the uncertainty of the three-dimensional coordinates of 

our features, the second step of our validation process will be focused on the 

algorithm used to reconstruct the camera orientation. The results are described in 

Section 6.2 and can be considered as a validation of the whole program. 

6.1 Baseline Study 

It is well known (see for example reference [30]) that the accuracy and precision of 

an imaging system based on stereovision greatly depends on the baseline between 

the two cameras. 

(6)    
  (

  

  
)

 

  
  (6.1)   

Where   is the sensor-to-point distance,   is the video camera focal length,   is the 

baseline and    contains the uncertainty in the stereo matching correspondence. 

In order to characterize the performance of our system depending on the baseline, 

we decided to perform a relatively simple experiment which can be repeated after 

varying the distance between the two cameras.  

The experiment proceeds as follows: the two cameras are fixed to an aluminum bar 

with a set baseline and are placed facing a 1x1.4 meter forex panel. By imposing a 
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rectangular mask on the feature detection algorithm, we make sure that the program 

identifies a large set of features which are all contained on the panel surface as 

shown in Figure 24. The 3D coordinates of these features are then saved and 

elaborated in order to verify that all the points belong to the same plane. 

 

Figure 24 : Colormapped distance (            ) of the features identified on the forex panel. 

Notice how the system is able to detect the slight tilt of the panel. 

6.1.1 Planar Error 

The study of the planar error is performed on MATLAB given a fixed baseline and 

a set distance between the forex panel and the camera system. The first step is to 

determine the expression for the best-fitting plane. The general mathematical 

expression of a plane is given by: 
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                 (6.2)   

In our problem, we have        points with coordinates 〈        〉 and wish to 

determine the coefficients [       ] characterizing the plane. To do so, we start by 

calculating the barycenter of the point coordinates: 
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]  
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] (6.3)   

We then compose the scatter matrix using the following expression:  
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    ̅
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    ̅

] [   ̅    ̅    ̅] (6.4)   

The eigenvalues of the scatter matrix provide information about the distribution of 

the point cloud. In particular, the eigenvector corresponding to the lowest 

eigenvalue of   defines the direction [     ] along which the point covariance is 

minimum. This vector is therefore the best-fit of the plane normal. 

Having obtained three of the four coefficients, the constant   can be calculated by 

taking the expression (6.2) and imposing that the barycenter belongs to the fitting 

plane: 

      ̅    ̅    ̅ (6.5)   

After calculating the expression of the plane, we can proceed with the calculation of 

the planar error   using the standard equation for the point to plane distance: 

    
             

√       
 (6.6)   
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Figure 25 : Planar error distribution of the stereoscopic measurement.  

Baseline         , Expected distance :  ̅         . 

Figure 25 shows the Gaussian fit of the planar errors obtained for a given baseline 

and panel distance. As we can see, the mean value of    is very small (usually 

around        ) and relatively devoid of interest. However, the standard 

deviation of the planar error contains all the necessary information for determining 

the precision of our system. 

As for the accuracy of the results, the mean value of    is comparable with the 

distance measured between the base of the panel and the camera stand. This 

comparison gives a qualitative confirmation that the measurements obtained with 

the stereo system are accurate. However, since we are unable to obtain a ground 

truth distance between the camera and the barycenter of the detected features, no 

numerical conclusions will be given. 
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Figure 26 : Fitting of the obtained data with a quadratic equation. 

Figure 26 represents the results of several measurements taken at different distances 

with a fixed baseline. The standard deviation in function of the distance can be 

approximated quite well with a quadratic formula as expected from the theory. The 

coefficients of the function were obtained using the Basic Fitting Toolbox for 

Matlab.  

6.1.2 Baseline Influence 

The curve shown in Figure 26 can be obtained for various baselines in order to 

choose the most appropriate configuration for our system. The data obtained with 

these experiments are shown, along with the fit in Figure 27. 
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Figure 27 : Fitting of the experimental data. 

The interest in obtaining the expression of the quadratic curve of each baseline is 

that we can use it to predict the precision of our system for longer distances than the 

ones measured using the forex panel.  

As a further proof of the correctness of our stereoscopic measurements, in Figure 28 

we show that    is not only proportional to    but also to    . This implies that the 

standard deviation that we measure is compatible with the law expressed in 

equation (6.1). 
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Figure 28 : Experimental verification of the inverse proportionality between    and  . 

As we can see, larger baseline values lead to smaller uncertainty regions. We are 

therefore tempted to impose the largest possible baseline value. The limiting factor, 

however, is given by the region of image superposition shared between the two 

cameras. 

As we can see in Figure 29, whenever the baseline increases the region in which 

stereovision is applicable becomes smaller and further away from the two cameras. 

This makes it increasingly difficult for the system to estimate its distance from 

objects that are too close.  

To conclude, the baseline of our visual odometer should be chosen carefully on a 

case-to-case basis depending on the size of the surrounding environment. 
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Figure 29 : Image superposition of a stereoscopic system. 

6.2 Odometer Validation 

The odometer was validated by performing a series of simple tests and visualizing 

the obtained results. It should be noted that the primary source of error is given by 

the surrounding environment. The experiments were carried out both indoors and 

outdoors in order to see how the environment influences system performances. 

6.2.1 Straight Line 

A first series of tests were performed in the parking lot behind our department 

building. Due to the size of the area, most of the features detected by our odometer 

were between 3 and 30 meters away from the cameras. In order to minimize the 

measurement error we decided to adopt a baseline       . 

Figure 30 and Figure 31 show the result of an experiment in which the cameras 

were mounted on a cart and pushed forward along one of the lines of the parking 

lot.  

3D Imaging 

Region 

𝑏 
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Figure 30 : Rectilinear displacement in an empty parking lot (x-z plane). 

 

 

Figure 31 : Rectilinear displacement in an empty parking lot (y-z plane). 

As we can see, the obtained trajectory is consistent with the displacement of the 

cameras. The final orientation was measured with a displacement error of  1.9 m 

(equal to 9% of the distance covered) and an orientation error of 4.1°. 
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Although these results are satisfactory for our application, this simple test shows 

that there is still room for improvements. In particular, since the algorithm 

reconstruct the orientation on a frame-to-frame basis, the deviation between the 

reference trajectory and the output of the odometer is most likely due to the effects 

of error propagation. 

 

 

Figure 32 : Angular orientation measured during the rectilinear displacement. 

In order to reduce this phenomenon in real-time, the algorithm should be expanded 

with an additional routine that periodically saves a video frame and compares it 

with all the previously saved frames in order to compensate the propagation error.  

In our project, however, the output of the odometer is used as an input for the 

discrete-time algorithm aligning the point clouds acquired with the laser scanner. 

As long as the real-time orientation error is small enough to have a correct 
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initialization of the ICP algorithm (see Section 7.2), ulterior improvements of the 

algorithm are unnecessary. 

6.2.2 Full Rotation 

Experiments that required relatively contained movements were performed indoors. 

Given the size of our laboratory, the distance between the stereo system and the 

features in the room varied between 1 and 10 meters. In such conditions, the 

baseline had to be chosen carefully in order to assure a correct superposition of the 

two images.  

In order to validate the angular measurements, the cameras were fitted on a rotating 

platform using a baseline       . Since the system was not positioned in the 

center of rotation of the platform, the expected trajectory is a circle with a radius of 

approximately 300 mm. 

 

Figure 33 : Circular displacement of the system during its rotation (x-z plane). 
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Figure 33 shows the trajectory obtained with the odometer. Ideally, the results 

should be a closed circle in the x-z plane and a steady altitude in the x-y plane. 

Although this particular experiment cannot be defined a complete success, it 

provides us with a series of interesting considerations regarding the limits of our 

sensor. 

First of all, a tight rotation of the cameras implicates a steady loss of tracked 

features as they exit the field of view. If the detection algorithm is unable to replace 

these features, the number of points in the point cloud drops steadily and leads to a 

loss of accuracy in the pose estimation. 

Second of all, the worst performances of the odometer were attained when the 

cameras were facing the wall of the laboratory which presented a very limited 

number of usable features. This consideration is fairly unsurprising but should 

always be taken into account when using the odometer. Fortunately, cultural 

heritage objects usually present a very rich texture, therefore this problematic 

should be fairly contained due to the very nature of our application. 

 

Figure 34 : Measured altitude of the system during its rotation. 

Figure 34 shows instead that the largest error committed by the odometer is along 

the   axis of the camera. This was to be expected since the two cameras are aligned 

along the   axis, to improve the precision in the direction  , the odometer could be 

improved by adding a third camera placed on the vertex of an equilateral triangle. 
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Figure 35 : Angular orientation during the full-rotation experiment. 

In spite of all these displacement errors, however, we notice that the odometer 

provided a final rotation value equal to 368°. This implies that the orientation of the 

system is measured with a greater accuracy than the displacement. Since the ICP 

algorithm has better convergence properties with regards to pure translation, the 

two systems are well suited to cooperate. 

Nevertheless, the limitations described in this paragraph should always be 

considered when using a scanner equipped with an odometer. As a general rule of 

thumb, the user should try to comply with the following restrictions: 

 Avoid sharp turns or perform them slowly in order to allow the program to 

detect sufficient new features to replace the ones lost. 

 Acquire environments with a rich texture in order to have good features to 

track. 
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By taking these considerations into account, we performed a second test using a 

much higher sampling rate (     as opposed to the previous       ) and limiting 

ourselves to viewing the most textured portion of the room. The results are shown 

in Figure 36. 

 

 

Figure 36 : Displacement measured in the second rotation experiment. 

As we can see, a correct use of the visual odometer greatly improves the obtained 

estimates, both in the x-z plane and in the y direction.   

6.2.3 Promenade 

Having identified the restrictions imposed by our system, the final validation 

experiment consisted in walking around the lab with the odometer and 

reconstructing the path taken. Although we are not in possession of the ground 

truth, the trajectory can be validated by superposing it with the room planimetry. 
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Figure 37 : Superposition of the odometer output with the known location of the room obstacles.  

 

Figure 38 : Altitude measured during the promenade. 

As we can see, the path taken is consistent with the disposition of the room. Since 

the final position should have been the same as the starting one, the total trajectory 

error is given by distance between these two points which is equal to       . 

Considering that the length of the walk was approximately    , we can consider 

this test successful.  
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7 Using the Visual Odometer 

Now that the visual odometer is finally complete and ready to be interfaced with the 

laser scanner, we can perform a final validation of our work by verifying that the 

system is able to automatically align a pair of scanned point clouds. This will be the 

object of Section 7.2 in which the performance of the combined system will be 

evaluated in unfavorable working conditions. 

Before we can discuss the automatic alignment of laser scans, however, we must 

take into account the fact that the two sensors possess different reference frames. 

Section 7.2 will therefore explain how it is possible to obtain the pose of the laser 

scanner given the pose provided by the visual odometer. 

Section 7.3 will conclude this dissertation by describing of the main characteristics 

of the visual odometer and by providing a few ideas for possible developments and 

future scenarios. 

7.1 System Calibration 

Up until now we have made the assumption that the pose of the visual odometer is 

the same as the pose of the laser scanner. However, since the two sensors possess 

different reference frames, the transformation matrix provided by the odometer is 

not equal to the one that allows us to realign the scanned point clouds. 

To illustrate this concept, let us identify with   the reference frame of the visual 

odometer and with   the reference frame of the laser scanner. Each laser acquisition 

will be then be identified with a numbered subscript starting from    . 

The odometer provides us with the transformation      . The reorientation of the 

digitalized point clouds, however, requires knowledge about the reorientation 

     . Referring to Figure 39, we can express the following: 

(3)     

     
    

    
  (3.1)   

Where: 

   
    

    (3.2)   
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Figure 39 : Bidimensional representation of the various reference frames and transformation matrices. 

The goal of this section is to describe a simple but effective method for estimating 

the relative pose between the visual odometer and the laser scanner. The basic idea 

is to obtain a set of corresponding points in the two reference frames and then apply 

the quaternion method in order to calculate the transformation matrix between the 

two reference frames.  

To this end, we shall perform the calibration experiment in a controlled 

environment that favors the identification of the same set of points using two 

different sensors. An adequate setting can be seen in Figure 40 where a small set of 

white spheres is immersed in a dark environment.  

The 2D coordinates of the center of the spheres can be obtained using basic image 

processing techniques and, by using both cameras in order to perform stereo vision, 

we are able to express the 3D coordinates of all the sphere centers in the reference 

frame  . 

The 3D coordinates of the same points in the reference frame   can be obtained by 

acquiring the same scene with the laser scanner and using PolyWorks in order to 

find the best-fitting sphere for each manually selected region of the point cloud. 

𝒱  
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Figure 40 : Experimental set-up used to align the stereoscopic cameras and the laser scanner. 

 

Figure 41 : Color mapped distance [            ] of the sphere centers obtained with the stereoscopic 

cameras. 
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Figure 42 : Point cloud acquired with the laser scanner. 

 

Figure 43 : Best-fitting spheres superposed with the acquired point cloud. 
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Figure 44 : Reorientation of the points expressed in    in the reference frame  . 

Figure 44 shows the sphere coordinates in the reference frame   superposed with 

the reoriented points provided by the scanner. To quantify our results, we can 

calculate the standard deviation of our alignment error  which is equal to        . 

This value is in line with the expected accuracy of the stereoscopic system 

discussed in Section 6.1.2, this means that the alignment error is limited by the 

accuracy of the least accurate sensor. 

7.1.1 Program Function: savePose 

The function savePose (see Section 0) is called whenever the user
4
 presses the key 

‘s’. The function receives as input the current transformation matrix T and 

multiplies it by the two global variables Tvl and Tlv which are were loaded from 

                                                 
4
 In future developments of the program, the user input could be replaced with the same command 

input as the scanner. For the time being, however, the two systems do not require synchronization 

since the processing of the scanner point clouds is performed in differed time. 
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the file “stereoCalibration.yml”. The resulting matrix is then saved on a text 

file named “ScannerPose.txt” that can be easily transferred into Solid Works. 

Although this function is only a few lines of code, the programmer should pay very 

close attention on how the numerical information is transferred in order to avoid 

rounding errors. Since both MATLAB and PolyWorks use double precision floating 

point numbers, we decided to adopt the type double for all the transformation 

matrices and store all data up until the 15
th

 decimal place. 

7.2 Laser Scan Orientation 

Our system is now finally ready to perform automatic alignment of the point clouds 

acquired with a laser scanner. Although the odometer was conceived for the 

acquisition of large indoor environments, we are going to validate it by performing 

the digitalization of a small object. 

 

Figure 45 : Point cloud acquired by the laser scanner. Color range map:                 

Figure 45 shows the range map acquired with a Minolta laser scanner. In Figure 46 

we see the two mutual orientation of two point clouds that were acquired after a 

roto-translation of the sensor. 
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Figure 46 : Point-cloud coordinates of two scans after a roto-translation of the scanner. 

The scene viewed by the odometer is instead shown in Figure 47. As we can see, 

the test places the system in particularly unfavorable conditions since the odometer 

must rely on a large environment (higher incertitude on the detected features) in 

order to align the point clouds belonging to a small object (lower error tolerance). 
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Figure 47 : Scene used by the visual odometer to perform the automatic alignment of the acquired point clouds.  

Color range map:             . 

In Figure 48 we see the results of the automatic alignment of the two point clouds 

provided by the visual odometer. Although the error is still discernible when 

looking at the point clouds belonging to the test object, it would be virtually 

indistinguishable if we were to consider two point clouds with the dimensions of the 

entire room. 

The obtained estimate of the pose of the two point clouds can then be reoriented by 

using the ICP algorithm which is already available in PolyWorks. Since we are 

using a commercial software in order to perform this step, we will not go into the 

details. For a more specific description, the user may refer to reference [31]. 
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Figure 48 : Reorientation of the previous point clouds using the odometer. 

The basic idea behind the Iterative Closest Point algorithm resides in performing a  

non-linear minimization of the distance between corresponding pairs of points. 

However, since the point to point correspondence is unknown, a common solution 

is to create a surface mesh with one of the two point clouds and use the plane 

normal in order to calculate the point to plane distance.  

By performing multiple iterations, the algorithm provides with a local minimum of 

the point cloud orientation. Since the estimate provided by the visual odometer is 

sufficiently close to the correct orientation, the ICP method converges to the 

configuration shown in Figure 49.  
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Figure 49 : Results obtained after applying the ICP algorithm to the pre-aligned point clouds. 

In order to quantify the accuracy of  our system, we can use the corrected pose as a 

ground truth of the transformation matrix between the two point clouds. In this 

experiment we obtained a displacement error of         (5,12% of the total 

movement) and a rotation error of                (0,81% of the total rotation). 
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7.3 Conclusions 

In this thesis we have developed a stereoscopic system that allows us to perform 

automatic alignment of different point clouds acquired with the same scanner from 

different positions. The visual odometer is able to achieve these results by 

calculating the three-dimensional coordinates of a set of features in the scene and 

tracking their movement as the scanner is relocated. 

The project involved extensive experimental work that was carried out at all phases 

of the development process in order to perform a step-by-step validation of the 

results. This included the validation of the stereoscopic spatial reconstruction as 

well as a series of simplifying experiments performed with the odometer in order to 

identify its limitations. The final validation was then performed with the aid of a 

laser scanner in order to be in possession of a ground truth. 

The main contribution to the current state of the art is given by the fact that we are 

performing a fusion of different fields of research: mobile robotics, laser scanning 

and photogrammetry/computer vision. On one hand, we have provided a solution to 

a well-known photogrammetry problem by adopting the techniques that have been 

developed by the mobile robotics community. On the other hand, we were able to 

propose improvements to existing algorithms used in mobile robotics by applying 

known methodologies of the photogrammetric field, taking into account the 

characteristics of the ICP algorithm used in 3D processing of the range images 

generated by laser scanners. 

A significant example of this is the use of the quaternion method instead of an 

iterative optimization in order to estimate the frame-to-frame transformation matrix: 

this has allowed us to significantly reduce the overhead time of the program while 

preserving the accuracy requirements. As a result of this modification, the final 

version of our program runs at a rate of      on a single processor. 

Although this may seem like a “slow” real-time, we have observed that faster 

frequencies do not imply better estimations. This can be explained with the 

following considerations: 

1. Higher frequencies imply smaller frame-to-frame movement. Given a fixed 

uncertainty for the estimation, the measured movement is therefore subject 

to a higher relative error. 

2. Higher frequencies imply more estimations per second. Since the algorithm 

is subject to propagation error, a larger number of inaccurate measurements 

lead to a higher absolute error. 
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Future improvements of the visual odometer should therefore be focused on 

limiting error propagation. This can be done by periodically saving a frame and 

using slower but more precise methods for calculating the pose (possibly using the 

results of the higher frequency loop as a starting estimate). 

A significant improvement of the odometer frequency could then be obtained by 

using multithreading techniques in order to parallelize the calculations over the 

available number of processors. 

With regards to the laser scanner, additional work is required in order to 

synchronize the two systems and obtain a single program that controls both sensors 

and possibly uses the output of the ICP algorithm in order to correct the estimation 

of the visual odometer. This would pave the way for a completely autonomous 

mobile robot that can be used for high-accuracy digitalization of cultural heritage. 

 

Figure 50 : Possible flowchart in which the ICP algorithm is used to correct the estimate provided by the visual 

odometer. The slow loop would therefore be used to reduce error propagation.  
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Annex A Program Code 

A.0 Global Declarations 

#include <cv.hpp> 
#include <highgui\highgui.hpp> 
#include <imgproc\imgproc.hpp> 
#include <video\tracking.hpp> 
#include <iostream> 
#include <fstream> 
#include <time.h> 
 
using namespace cv; 
using namespace std; 
 
// Program Parameters 
#define minFeatures  1200 
#define maxDist      9000 
 
// Parameters for the Shi-Tomasi algorithm 
#define mskCircle     7 
#define maxFeatures   80 
#define qualityLevel  0.001 
#define minDistance   15 
#define blockSize     21 
#define useHarrisDetector false 
 
// Parameters for the Lukas-Kanade algorithm 
#define levelLK       3 
#define thresholdLK   30 
#define winSizeLK     Size( 21, 21 ) 
#define CritLK    cvTermCriteria(CV_TERMCRIT_ITER | CV_TERMCRIT_EPS, 100, 0.001) 
 
// Parameters for the Stereo Identification algorithm 
#define levelSM       5 
#define thresholdSM   40 
#define winSizeSM     Size( 41, 41 ) 
#define CritSM    cvTermCriteria(CV_TERMCRIT_ITER | CV_TERMCRIT_EPS, 100, 0.005) 
 
// Global Variables: Cameras 
VideoCapture Left(2), Right(3); 
 
// Global Variables: Calibration 
Size imageSize(1280,1024); 
Mat Rl, Rr, Pl, Pr; 
Mat cameraMatrixL, distCoeffsL, cameraMatrixR, distCoeffsR; 
Mat mapxL, mapyL, mapxR, mapyR; 
Mat Q, Tlv, Tvl; 
// Global Variable: File Storage 
ofstream Pose("ScannerPose.txt"); 
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// Vector Removal Function 
template <typename element> 
void remove(vector<element>& vec, size_t pos) 
{ 
    vector<element>::iterator it = vec.begin(); 
    advance(it, pos); 
    vec.erase(it); 
} 
 

A.1 main( ) 

int main() 
{ 
// Program Variables 
Mat frameBGR, frameNew, framePrev, frameLeft, frameRight; 
vector<Point2f> features; 
vector<Point3f> featDisp, pointsNew, pointsPrev; 
Mat T, dT; 
char key; 
 
// Initialize Program 
if(!initialize(framePrev,features, pointsPrev)) 
 return -1;  
 
// Open Data File 
int scan = 1; 
Pose << setprecision(15); 
Pose << "Scan: 1" << endl; 
Pose << "1 0 0 0" << endl; 
Pose << "0 1 0 0" << endl; 
Pose << "0 0 1 0" << endl; 
Pose << "0 0 0 1" << endl; 
Pose <<              endl; 
 
// Program Loop 
for(;;) 
{ 
 // Capture New Frames 
 captureFrames(frameBGR, frameNew, frameLeft, frameRight); 
   
 // Track Features 
 trackFeatures(framePrev, frameNew, features, pointsPrev); 
   
 // Perform Stereo Matching 
 stereoMatch(frameLeft, frameRight, features, featDisp, pointsPrev); 
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 // Calculate 3D Coordinates 
 perspectiveTransform(featDisp, pointsNew, Q); 
   
 // Calculate Camera Displacement 
 calcOrientation(pointsNew,pointsPrev,dT); 
   
 // Global Orientation 
 T = T*dT; 
 
 // Show output 
 drawTracking(frameBGR, features, pointsNew); 
   
 // Add New Features 
 if(features.size() <= minFeatures) 
  detectFeatures(frameNew,frameLeft,frameRight,features,pointsNew); 
   
 // Update Memory 
 swap(framePrev,frameNew); 
 swap(pointsPrev,pointsNew); 
 
 // User Input 
 key = waitKey(10); 
  
 // Save Pose 
 if( key == 's') 
  savePose(T,scan); 
   
 // Exit Loop 
 if( key == 'x')  
   break; 
} 
 
// Close Data File 
Pose.close(); 
 
// End of Program 
return(0); 
 
} 

A.2 initialize(…) 

bool initialize(Mat &framePrev, vector<Point2f> &features, 
 vector<Point3f> &pointsPrev) 

{ 
// Set Camera Resolution 
Left.set(CV_CAP_PROP_FRAME_WIDTH,imageSize.width); 
Left.set(CV_CAP_PROP_FRAME_HEIGHT,imageSize.height); 
Right.set(CV_CAP_PROP_FRAME_WIDTH,imageSize.width); 
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Right.set(CV_CAP_PROP_FRAME_HEIGHT,imageSize.height); 
 
// Open Cameras 
if(!Left.isOpened() || !Right.isOpened()) 
 return false;  
 
// Local Variables 
Mat frameBGR, frameLeft, frameRight; 
vector<Point3f> featDisp; 
 
// Retreive Calibration Variables 
FileStorage fs("stereoCalibration.yml", FileStorage::READ); 
fs["CameraMatrixL"] >> cameraMatrixL; 
fs["DistCoeffsL"] >> distCoeffsL; 
fs["RL"] >> Rl; 
fs["PL"] >> Pl; 
fs["CameraMatrixR"] >> cameraMatrixR; 
fs["DistCoeffsR"] >> distCoeffsR; 
fs["RR"] >> Rr; 
fs["PR"] >> Pr; 
fs["Q"] >> Q; 
 
FileStorage fs2("stereoAlign.yml", FileStorage::READ); 
fs2["Tvl"] >> Tvl; 
fs2["Tlv"] >> Tlv; 
 
// Build Rectification Maps 
initUndistortRectifyMap(cameraMatrixL, distCoeffsL, Rl, Pl, imageSize, 

CV_32FC1, mapxL, mapyL); 
initUndistortRectifyMap(cameraMatrixR, distCoeffsR, Rr, Pr, imageSize, 

CV_32FC1, mapxR, mapyR); 
 
// Capture First Frame 
captureFrames(frameBGR, framePrev, frameLeft, frameRight); 
 
// Initialize Tracking 
goodFeaturesToTrack(framePrev, features,  minFeatures, qualityLevel, 

mskCircle, noArray(), blockSize, useHarrisDetector, -1 ); 
 
// Initialize Odometer 
stereoMatch(frameLeft, frameRight, features, featDisp, pointsPrev); 
perspectiveTransform(featDisp, pointsPrev, Q); 
 
// Correctly Initialized 
return true; 
 
} 
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A.3 captureFrame(…) 

void captureFrames(Mat &frameBGR, Mat &frameNew, Mat &frameLeft,  
Mat &frameRight) 

{ 
// Local Variables 
Mat frameBGR2; 
  
// Stereo Synchronization 
Left.grab(); 
Right.grab(); 
Left.retrieve(frameBGR); 
Right.retrieve(frameBGR2); 
 
// Flip Images 
flip(frameBGR,frameBGR,0); 
flip(frameBGR2,frameBGR2,0); 
 
// Convert to Black and White 
cvtColor(frameBGR,  frameNew,   CV_BGR2GRAY ); 
cvtColor(frameBGR2, frameRight, CV_BGR2GRAY ); 
 
// Undistort Images 
remap(frameNew,frameLeft,mapxL,mapyL,INTER_LINEAR); 
remap(frameRight,frameRight,mapxR,mapyR,INTER_LINEAR); 
 
} 

A.4 trackFeatures(…) 

void trackFeatures(Mat framePrev, Mat frameNew, vector<Point2f> &features,  
 vector<Point3f> &pointsPrev) 

{  
// Local Variables 
vector<uchar> status; 
vector<float> error; 
vector<Point2f> featuresNew; 
 
// Track Features (Lukas-Kanade) 
calcOpticalFlowPyrLK( framePrev, frameNew, features, featuresNew, 
     status, error, winSizeLK, levelLK, CritLK, 0 ); 
 
// Eliminate Unsuccessful Features 
int k=0; 
for( int i=0; i < status.size(); i++ )  
{  
 if ( !status[i] || error[i] > thresholdLK ) 
 { 
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  remove(featuresNew,k); 
  remove(pointsPrev,k); 
 } 
 else 
  k++; 
} 
swap(features,featuresNew); 
 
} 

A.5 stereoMatch(…) 

void stereoMatch(Mat frameLeft, Mat frameRight, vector<Point2f> &features,  
 vector<Point3f> &featDisp, vector<Point3f> &pointsPrev) 

{ 
// Local Variables 
vector<uchar> status; 
vector<float> error; 
vector<Point2f> featuresLeft, featuresRight; 
 
// Initialize pointsPrev if necessary 
if (pointsPrev.size()==0) 
 pointsPrev.resize(features.size()); 
  
// Undistort Features on Left Image 
undistortPoints(features,featuresLeft,cameraMatrixL,distCoeffsL,Rl,Pl); 
 
// Find Corresponding Features on Right Image 
calcOpticalFlowPyrLK( frameLeft, frameRight, featuresLeft, featuresRight, 
     status, error, winSizeSM, levelSM, CritSM, 0 ); 
 
// Eliminate Unsuccessful Identifications or Calculate Disparity 
featDisp.resize(0); 
int k=0; 
for( int i=0; i < status.size(); i++ ) 
{  
if ( !status[i] || error[i] > thresholdSM  

||featuresLeft[i].x - featuresRight[i].x < 0 ) 
 { 
  remove(features,k); 
  remove(pointsPrev,k); 
 } 
 else 
 { 
  featDisp.insert(featDisp.end(),  

Point3f(featuresLeft[i].x, featuresLeft[i].y,    
featuresLeft[i].x - featuresRight[i].x)); 

  k++; 
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 } 
} 
 
} 

A.6 calcOrientation(…) 

void calcOrientation(vector<Point3f> pointsNew, vector<Point3f> pointsPrev,  
 Mat &T) 

{ 
// Local Variables 
int nPoints = pointsPrev.size(); 
vector<Point3f> pointsPrevRot; 
vector<float> Err2; 
float err2, errMq; 
 
// Calculate Orientation 
quatMethod(pointsNew, pointsPrev, T); 
 
// Outlier Indentification 
perspectiveTransform(pointsPrev, pointsPrevRot, T); 
 
errMq = 0.0f; 
for( int i=0; i <nPoints; i++ )  
{  
 err2 = ( 
 pointsNew[i].x-pointsPrevRot[i].x)*(pointsNew[i].x-pointsPrevRot[i].x) + 
(pointsNew[i].y-pointsPrevRot[i].y)*(pointsNew[i].y-pointsPrevRot[i].y) + 
(pointsNew[i].z-pointsPrevRot[i].z)*(pointsNew[i].z-pointsPrevRot[i].z); 
 
 Err2.insert(Err2.end(),err2);  
 errMq = errMq + err2; 
} 
errMq = errMq/nPoints; 
 
// Outlier Elimination 
int k=0; 
for( int i=0; i < nPoints; i++ )  
{  
 if ( Err2[i] > 3*errMq ) 
 { 
  remove(pointsNew,k); 
  remove(pointsPrev,k); 
 } 
 else 
  k++; 
} 
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// Recalculate Orientation 
quatMethod(pointsNew, pointsPrev, T); 
 
} 

A.7 quatMethod(…) 

void quatMethod(vector<Point3f> pointsNew, vector<Point3f> pointsPrev,  
Mat &T) 

{ 
// Local Variables 
int nPoints = pointsPrev.size(); 
vector<Point3f> cloudNew, cloudPrev; 
double e1, e2, e3, e4; 
Mat M, N, V, D; 
 
// Calculate Point Cloud Barycenters 
Point3f barPrev = (0.0f, 0.0f, 0.0f); 
Point3f barNew = (0.0f, 0.0f, 0.0f); 
 
for ( int i = 0; i < nPoints; i++ ) 
{ 
 barPrev = barPrev + pointsPrev[i]; 
 barNew  = barNew  + pointsNew[i]; 
} 
 
barPrev.x = barPrev.x/nPoints; 
barPrev.y = barPrev.y/nPoints; 
barPrev.z = barPrev.z/nPoints; 
 
barNew.x  = barNew.x /nPoints; 
barNew.y  = barNew.y /nPoints; 
barNew.z  = barNew.z /nPoints; 
 
// Barycentered Point Cloud 
cloudNew .resize(nPoints); 
cloudPrev.resize(nPoints); 
 
for ( int i = 0; i < nPoints; i++ ) 
{ 
 cloudPrev[i] = pointsPrev[i]- barPrev; 
 cloudNew[i]  = pointsNew[i] - barNew ; 
} 
 
// Matrix "M" 
M = Mat::zeros(3, 3, CV_64F); 
for ( int i = 0; i < nPoints; i++ ) 
{ 
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 M.at<double>(0,0) = M.at<double>(0,0) + cloudPrev[i].x*cloudNew[i].x; 
 M.at<double>(0,1) = M.at<double>(0,1) + cloudPrev[i].x*cloudNew[i].y; 
 M.at<double>(0,2) = M.at<double>(0,2) + cloudPrev[i].x*cloudNew[i].z; 
   
 M.at<double>(1,0) = M.at<double>(1,0) + cloudPrev[i].y*cloudNew[i].x; 
 M.at<double>(1,1) = M.at<double>(1,1) + cloudPrev[i].y*cloudNew[i].y; 
 M.at<double>(1,2) = M.at<double>(1,2) + cloudPrev[i].y*cloudNew[i].z; 
 
 M.at<double>(2,0) = M.at<double>(2,0) + cloudPrev[i].z*cloudNew[i].x; 
 M.at<double>(2,1) = M.at<double>(2,1) + cloudPrev[i].z*cloudNew[i].y; 
 M.at<double>(2,2) = M.at<double>(2,2) + cloudPrev[i].z*cloudNew[i].z; 
} 
 
// Matrix "N" 
N = Mat::zeros(4, 4, CV_64F); 
for ( int i = 0; i < nPoints; i++ ) 
{ 
 N.at<double>(0,0)=M.at<double>(0,0)+M.at<double>(1,1)+M.at<double>(2,2); 
 N.at<double>(0,1) = M.at<double>(1,2) -  M.at<double>(2,1); 
 N.at<double>(0,2) = M.at<double>(2,0) -  M.at<double>(0,2); 
 N.at<double>(0,3) = M.at<double>(0,1) -  M.at<double>(1,0); 
 
 N.at<double>(1,0) = N.at<double>(0,1); 
 N.at<double>(1,1) = M.at<double>(0,0)-M.at<double>(1,1)-M.at<double>(2,2); 
 N.at<double>(1,2) = M.at<double>(0,1) +  M.at<double>(1,0); 
 N.at<double>(1,3) = M.at<double>(2,0) +  M.at<double>(0,2); 
 
 N.at<double>(2,0) = N.at<double>(0,2); 
 N.at<double>(2,1) = N.at<double>(1,2); 
 N.at<double>(2,2) =-M.at<double>(0,0)+M.at<double>(1,1)-M.at<double>(2,2); 
 N.at<double>(2,3) = M.at<double>(1,2) +  M.at<double>(2,1); 
 
 N.at<double>(3,0) = N.at<double>(0,3); 
 N.at<double>(3,1) = N.at<double>(1,3); 
 N.at<double>(3,2) = N.at<double>(2,3); 
 N.at<double>(3,3) =-M.at<double>(0,0)-M.at<double>(1,1)+M.at<double>(2,2); 
} 
 
// Find Eignenvalues and Eigenvectors 
eigen(N,D,V); 
 
e1 = V.at<double>(0,0); 
e2 = V.at<double>(0,1); 
e3 = V.at<double>(0,2); 
e4 = V.at<double>(0,3); 
 
// Rotation Matrix 
T = Mat::eye(4, 4, CV_64F); 
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T.at<double>(0,0) = 1 - 2*e3*e3 - 2*e4*e4; 
T.at<double>(0,1) = 2*e2*e3 - 2*e1*e4; 
T.at<double>(0,2) = 2*e2*e4 + 2*e1*e3; 
 
T.at<double>(1,0) = 2*e2*e3 + 2*e1*e4; 
T.at<double>(1,1) = 1 - 2*e2*e2 - 2*e4*e4; 
T.at<double>(1,2) = 2*e3*e4 - 2*e1*e2; 
 
T.at<double>(2,0) = 2*e2*e4 - 2*e1*e3; 
T.at<double>(2,1) = 2*e3*e4 + 2*e1*e2; 
T.at<double>(2,2) = 1 - 2*e2*e2 - 2*e3*e3; 
 
//Translation Vector 
vector<Point3f> pointsPrevRot; 
Point3f t = (0.0f, 0.0f, 0.0f); 
double w, W; 
 
// Rotated Points 
perspectiveTransform(pointsPrev, pointsPrevRot, T); 
 
// Weighted Mean 
W = 0; 
for ( int i = 0; i < nPoints; i++ ) 
{ 
 w = 1/(pointsNew[i].z*pointsPrev[i].z); 
 
 t = t + w*(pointsPrevRot[i]-pointsNew[i]); 
 W = W + w; 
} 
 
t.x=t.x/W; 
t.y=t.y/W; 
t.z=t.z/W; 
 
transpose(T,T); 
 
T.at<double>(0,3) = t.x; 
T.at<double>(1,3) = t.y; 
T.at<double>(2,3) = t.z; 
 
} 

A.8 drawTracking(…) 

void drawTracking(Mat frameBGR, vector<Point2f> features,  
 vector<Point3f> pointsNew) 

{ 
// Draw Features on the Image 
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for( int i = 0; i < features.size(); i++ ) 
{  
 // Colormapped Features 
 if(pointsNew[i].z <= maxDist) 
 {  
  int color = pointsNew[i].z/maxDist*255; 
  circle(frameBGR,features[i],4,Scalar(0,255-color,color),-1,8,0); 
 } 
 // Features Outside the Colormap 
 else 
  circle(frameBGR,features[i],4,Scalar(255,255,255),1,8,0);  
   
} 
 
// Display Image 
resize(frameBGR,frameBGR,Size(imageSize.width*3/4,imageSize.height*3/4)); 
imshow( "Tracking", frameBGR ); 
 
} 

A.9 detectFeatures(…) 

void detectFeatures(Mat frame, Mat frameLeft, Mat frameRight,  
vector<Point2f> &features, vector<Point3f> &pointsNew) 

{ 
// Local Variables 
vector<Point2f> newFeatures; 
vector<Point3f> featDisp, newPoints; 
 
// Create Mask Around Already Tracked Features 
Mat mask = Mat::ones(frame.size(),frame.type()); 
for( int i = 0; i < features.size(); i++ ) 
 circle( mask, features[i], mskCircle, 0, -1, 8, 0 );  
 
// Detect New Features (Shi-Tomasi) 
goodFeaturesToTrack(frame, newFeatures, maxFeatures, qualityLevel, 

minDistance, mask, blockSize, useHarrisDetector, -1 ); 
 
// Calculate Disparities 
stereoMatch(frameLeft, frameRight, newFeatures, featDisp, newPoints); 
 
// Calculate 3D Coordinates only if the disparity vector is not empty 
if(featDisp.size()!=0) 
 perspectiveTransform(featDisp, newPoints, Q); 
else return; 
  
// Append New Features to Already Tracked Features 
features.insert(features.end(),newFeatures.begin(),newFeatures.end()); 
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pointsNew.insert(pointsNew.end(),newPoints.begin(),newPoints.end()); 
 
} 

A.10 savePose(…) 

void savePose(Mat T, int &scan) 
{ 
// Switch to the Laser Reference Frame 
Mat Tll = Tlv*T*Tvl; 
scan++; 
 
// Save to file 
Pose << "Scan: "<<  scan << endl; 
Pose << Tll.at<double>(0,0) << " " << Tll.at<double>(0,1) << " " <<  

 Tll.at<double>(0,2) << " " << Tll.at<double>(0,3) << endl; 
Pose << Tll.at<double>(1,0) << " " << Tll.at<double>(1,1) << " " << 

Tll.at<double>(1,2) << " " << Tll.at<double>(1,3) << endl; 
Pose << Tll.at<double>(2,0) << " " << Tll.at<double>(2,1) << " " << 

 Tll.at<double>(2,2) << " " << Tll.at<double>(2,3) << endl; 
Pose << Tll.at<double>(3,0) << " " << Tll.at<double>(3,1) << " " << 

 Tll.at<double>(3,2) << " " << Tll.at<double>(3,3) << endl; 
Pose << endl; 
 
} 
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