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Introduction

The Darcy’s law describes the flow of fluids through porous media. This equa-
tion is used to model various type of phenomena such as groundwater flows in
aquifers and expulsion of hydrocarbons from the source rock and subsequent
seeping into reservoirs.

Even though the model might look simple, its numerical solution is not
trivial, in particular due of the high variability of the equation’s coefficients.
Standard numerical iterative methods such as CG, MinRes and GMRES need
proper preconditioning in order to find a solution of the problem in a reasonable
time, and research on the best preconditioning techniques is still ongoing. This
work aims to provide an implementation of an optimal preconditioner, i.e. a
preconitioner whose performance does not depend on the mesh size and on the
variation of the equation coefficients. The advocated method is based on the
work of Arnold, Falk and Winther in [1].

The outline of this work is as follows:

• in Chapter 1 we introduce the Darcy’s law and we derive both the strong
and the weak formulation, along with its numerical approximation. To
easen the analysis of well posedness for both the continuous and the
discrete formulation we rewrite the equations as a special case of saddle
point problem. The analysis will make use of classic theorems proving
the uniqueness of the solution and provide a priori error estimates for
the numerical solution. A description of discretization details such as
boundary condition treatment will follow. At the end of the Chapter, we
also describe briefly the current state of the art in numerical solving of
the numerical problem.

• in Chapter 2 we introduce the preconditioner proposed in [1] by Arnold
et al., proving its optimality. In order to apply the preconditioner to
our specific problem, we introduce two different implementations. In
particular we will discuss a multigrid-based approach which allows for
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higher parallelism and greater scalability. At the end of the Chapter we
compare the numerical results achieved by the two different approaches.

• Chapter 3 is dedicated to the actual C++ implementation of the method.
First of all we introduce the finite element library deal.II, which served as
the cornerstone of the code we developed. Secondly, we describe the most
important classes and algorithms that were used when implementing the
solver and the preconditioner for our problem. Since the code compiles
into a standalone executable that can solve the Darcy’s equations in se-
veral different setups without the need for recompiling it, a section of its
own is reserved for the configuration files the program uses to define a
problem.



Chapter 1

The numerical model of the
Darcy problem

1.1 The Darcy problem and its applications

The Darcy’s law describes the flow of a fluid through a porous medium. The
law was originally determined experimentally, is really simple and can be seen
as an equivalent to Fick’s diffusion law or Ohm’s resistivity law. It states that
in one dimension the flux through the medium in a given section of length 𝐿
and area 𝐴 is

𝑄 = −𝜇𝐴
𝜈

(𝑝1 − 𝑝2)
𝐿

where 𝜇 is the permeability of the medium, 𝜈 is the viscosity of the fluid and
𝑝𝑖 = 𝑧𝑖 + 𝜑𝑖/𝜌𝑔 is the hydraulic head: 𝑧𝑖 and 𝜑𝑖 are the height and the
pressure at either side of the conduct we are taking into consideration, while
𝜌 is the density of the fluid. This law can be used for example as a model for
groundwater flows or flow of hydrocarbons in oil reservoirs, as long as those
cases involve low Reynolds numbers (typically 𝑅𝑒 < 1). In fact, Darcy’s law
can be derived as a special case of Navier-Stokes equation, and can be used to
approximate it as long as the flow is incompressible and laminar.

In the simple formulation proposed before, both permeability and fluid
viscosity are simple scalar constants. This works perfectly when modelling
water flowing through sand, because the water flows in the empty space be-
tween equally-sized grains, which translates in a homogeneous and isotropic
behaviour. However, in real world scenarios, the permeability can be a highly
variable tensor coefficient. If we take into consideration the example of soil,
we can enumerate possible elements which can affect it: abrupt changes in soil
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composition will cause huge changes in the permeability, up to 7 or 8 orders
of magnitude; geological processes such as stratification can create situations
in which the flow will have a preferred direction, leading to high anisotropy of
the porous medium. For this reason it would be more appropriate to write the
permeability as

𝜇 = [ 𝜇11 𝜇12
𝜇21 𝜇22

]

for the 2D case, or as a 3 × 3 tensor in 3D. This tensor is symmetric, but not
diagonal in the general case; it is also worth mentioning that the coefficients
might even have a dependency on time. Consider for example a 2D model for
approximating groundwater flow in unconfined aquifers: the usual approach
in this case is averaging the permeability coefficient over the height of the
aquifer. When the level of the water rises or lowers, the water might flow
through different materials, and as a result the average of the permeability
might change.

Studing the case of time-dependent permeability however is out of the scope
of this thesis, because we will only analyze the steady state equation. For the
sake of simplicity, we will also use a scalar, although not constant, coefficient
for the rest of this thesis. This simplification should not be seen as limiting in
any way, because most of the analysis would only require a few changes if we
were to consider a tensor instead of a scalar. The code used for numerical tests
could be easily modified, too.

Strong formulation

If we generalize the law to higher spatial dimensions, we can write the relation-
ship into the constitutive equation

𝑢⃗ = −𝜇∇𝑝, (1.1)

𝑢⃗ being the flux per surface unit, 𝜇 the permeability (scalar), 𝑝 the hydraulic
head. We can now impose the conservation of mass by adding the continuity
equation div 𝑢⃗ = 𝑓 , which is valid for the stationary case. We have now ob-
tained a system of equations; in order to obtain a properly defined mathemati-
cal problem, we will also need to choose a domain Ω with Lipschitz continuous
boundary Γ and suitable boundary conditions. In this sense we will specify
two portions Γ𝐷 and Γ𝑁 such that Γ𝐷 ∪ Γ𝑁 = 𝜕Ω and Γ𝐷 ∩ Γ𝑁 = ∅. Those
are the portions of the boundary where we will apply Dirichlet and Neumann
boundary conditions, respectively.
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We can now write the Darcy problem in the so called “Mixed Formulation”:

(𝐷)

⎧{{{
⎨{{{⎩

𝜇−1𝑢⃗ + ∇𝑝 = 0 in Ω
− div 𝑢⃗ = −𝑓 in Ω
𝑝 = 𝑔 on Γ𝐷

𝑢⃗ ⋅ 𝑛⃗ = ℎ on Γ𝑁

(1.2)

where 𝑓 , 𝑔, and ℎ are given functions representing the sink or source term, the
pressure imposed on the Dirichlet boundary and the imposed normal flux on
the Neumann boundary, respectively.

One important remark to make is that there is another possible formulation
for the problem. In fact, starting from the expression 𝑢⃗ = −𝜇∇𝑝, one can apply
the divergence operator on both sides of the equation, so to obtain

div 𝑢⃗ = − div (𝜇 ∇ 𝑝) (1.3)

We can now apply the same constraint on the divergence as before, and we find

− div (𝜇 ∇ 𝑝) = 𝑓 (1.4)

which is the familiar Poisson equation with a non-constant coefficient. The
main difference between the two formulation becomes apparent when we ac-
tually solve the problem with numerical methods. In most of the cases, the
vector 𝑢⃗ is the variable of interest, therefore it’s important to compute it with
the highest possible accuracy. The first formulation allows us to do so, because
𝑢⃗ is an actual variable of the problem. In the other formulation we can only
compute the variable 𝑝, and then we can “recover” 𝑢⃗ via post-processing; this
usually means that we lose one degree of accuracy. For this reason, we will use
the formulation (1.2).

Weak formulation

We can now introduce the variational formulation of the problem. This formu-
lation will serve as the basis for our numerical discretization. First of all, we
need to introduce a few Hilbert spaces.

We will call 𝐻1
0,𝐷 the following set of functions that belongs to 𝐻1(Ω) and

vanish on the Dirichlet boundary:

𝐻1
0,𝐷(Ω) = {𝑤 ∈ 𝐻1(Ω) ∶ 𝑤 = 0 𝑜𝑛 Γ𝐷}

We will also introduce the Hilbert space 𝐻(div ; Ω), defined as

𝐻(div ; Ω) = { ⃗𝑣 ∶ ⃗𝑣 ∈ 𝐿2(Ω)𝑑, div ⃗𝑣 ∈ 𝐿2(Ω)} (1.5)
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endowed with the following inner product

(𝑢⃗, ⃗𝑣)div = (𝑢⃗, ⃗𝑣)𝐿2(Ω) + (div 𝑢⃗, div ⃗𝑣)𝐿2(Ω) (1.6)

The variational formulation for the simplified problem where 𝑔 = 0, Γ𝐷 =
𝜕Ω becomes:

Find 𝑢⃗ ∈ 𝐻(div ; Ω), 𝑝 ∈ 𝐿2(Ω) such that

(𝜇−1𝑢⃗, ⃗𝑣) − (𝑝, div ⃗𝑣) = 0 for all ⃗𝑣 ∈ 𝐻(div; Ω)
−(div 𝑢⃗, 𝑞) = −(𝑓, 𝑞) for all 𝑞 ∈ 𝐿2 (1.7)

where all the (⋅, ⋅) products are to be interpreted as 𝐿2(Ω) inner products.

1.2 The abstract theory of saddle point problems

The analysis made in this Chapter will focus on ensuring that the problem is
well posed, both in its continuous and discrete form, as well as making sure
that the boundary conditions are properly enforced.

To ease the analysis, we will now rewrite the weak Darcy problem (1.7) in
a more general way. Let 𝑉 be a Hilbert space and denote its inner product
with (⋅, ⋅)𝑉 . We can now consider a continuous bilinear form 𝑎 ∶ 𝑉 × 𝑉 → ℝ
and its associated linear operator defined as

𝐴 ∶ 𝑉 → 𝑉 ∗ such that ⟨𝐴𝑢⃗, ⃗𝑣⟩𝑉 ∗×𝑉 = 𝑎(𝑢⃗, ⃗𝑣), ∀𝑢⃗, ⃗𝑣 ∈ 𝑉

We will also consider another bilinear form 𝑏 ∶ 𝑉 × 𝑄 → ℝ and the two
associated linear operator 𝐵 ∶ 𝑉 → 𝑄∗ and its adjoint 𝐵𝐻 ∶ 𝑄 → 𝑉 ∗ defined
by

⟨𝐵𝑢⃗, 𝑞⟩𝑄∗×𝑄 = ⟨𝑢⃗, 𝐵𝐻𝑞⟩𝑉 ∗×𝑉 = 𝑏(𝑢⃗, 𝑞), ∀𝑢⃗ ∈ 𝑉 , 𝑞 ∈ 𝑄
We can define a generic saddle point problem as:

⎧{
⎨{⎩

𝑎(𝑢⃗, ⃗𝑣) + 𝑏( ⃗𝑣, 𝑞) = 0 ∀ ⃗𝑣 ∈ 𝐻(div )
𝑏(𝑢⃗, 𝑞) = ⟨𝑓, 𝑞⟩𝑄∗×𝑄 ∀𝑞 ∈ 𝐿2

(1.8)

If we now define the forms 𝑎(⋅, ⋅) and 𝑏(⋅, ⋅) as

𝑎(𝑢⃗, ⃗𝑣) = (𝜇−1𝑢⃗, ⃗𝑣)𝐿2(Ω) (1.9)
𝑏(𝑢⃗, 𝑞) = −(div 𝑢⃗, 𝑞)𝐿2(Ω) (1.10)

it is immediate to verify that the weak Darcy problem (1.7) is in fact a special
case of saddle point problems.

We can now state the following theorem of existence and uniqueness for the
problem (1.8), proved in [7].
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Theorem 1.2.1 Let 𝑎 ∶ 𝑉 × 𝑉 → ℝ and 𝑏 ∶ 𝑉 × 𝑄 → ℝ be two continuous
bilinear forms. If

1. the operator 𝐵 is closed, or equivalently [6] there exists a positive constant
𝛽 > 0, such that the following “inf-sup” condition holds:

inf
𝑞∈𝑄
𝑞≠0

sup
𝑣⃗∈𝑉
𝑣⃗≠0⃗

𝑏( ⃗𝑣, 𝑞)
‖ ⃗𝑣‖‖𝑞‖ ≥ 𝛽 (1.11)

2. the form 𝑎 is weakly coercive on 𝐾𝑒𝑟(𝐵), i.e. there exist a positive
constant 𝛼 > 0 such that:

•
inf
𝑢⃗≠0

sup
𝑣⃗∈𝐾𝑒𝑟(𝐵)

𝑎( ⃗𝑣, 𝑢⃗)
‖𝑢⃗‖‖ ⃗𝑣‖ ≥ 𝛼 (1.12)

•
inf
𝑣⃗≠0

sup
𝑢⃗∈𝐾𝑒𝑟(𝐵)

𝑎( ⃗𝑣, 𝑢⃗)
‖𝑢⃗‖‖ ⃗𝑣‖ ≥ 𝛼 (1.13)

Then for all 𝑓 ∈ Rank(𝐵) ⊆ 𝑄∗ the problem (1.8) has a unique solution 𝑢⃗ ∈ 𝑉
and 𝑝 ∈ 𝑄/𝐾𝑒𝑟(𝐵𝐻). One also has the bounds

‖𝑢⃗‖𝑉 ≤ 1
𝛽 (1 + ‖𝑎‖

𝛼 ) ‖𝑓‖𝑄∗

‖𝑞‖𝑄/𝐾𝑒𝑟(𝐵𝐻)≤
‖𝑎‖
𝛽2 (1 + ‖𝑎‖

𝛼 ) ‖𝑓‖𝑄∗

We can now prove that the existence and uniqueness of the solution is
granted for our problem. It is sufficient to consider the forms (1.9), (1.10) and
note that:

• the space 𝐾𝑒𝑟(𝐵) coincides with the subspace of divergence-free vector
fields of 𝑉 , therefore 𝑢⃗ → √𝑎(𝑢⃗, 𝑢⃗) is equivalent to the 𝑉 -norm;

• the divergence operator from 𝑉 to 𝑄∗ is continuous and surjective, there-
fore for each 𝑞 ∈ 𝑄 it exists 𝑢⃗𝑞 ∈ 𝑉 such that div 𝑢⃗𝑞 = 𝑞. By continuity,
we have that the first hypotesis is satisfied (see also [12]).

We can now introduce the numerical discretization of the saddle point prob-
lem. Given the finite dimensional subspaces 𝑉ℎ ⊂ 𝑉 and 𝑄ℎ ⊂ 𝑄 the problem
(1.8) becomes:

find 𝑢⃗ℎ ∈ 𝑉ℎ, 𝑞ℎ ∈ 𝑄ℎ such that

⎧{
⎨{⎩

𝑎(𝑢⃗ℎ, ⃗𝑣ℎ) + 𝑏( ⃗𝑣ℎ, 𝑞ℎ) = 0 ∀ ⃗𝑣ℎ ∈ 𝑉ℎ

𝑏(𝑢⃗ℎ, 𝑞ℎ) = ⟨𝑓, 𝑞ℎ⟩𝑄∗×𝑄 ∀𝑞ℎ ∈ 𝑄ℎ
(1.14)
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we can apply the Theorem 1.2.1 directly to this problem. Since we are dealing
with finite dimensional spaces, some simplifications could be introduced, and a
different proof for the Theorem could be provided; see [7] for more information.
However, the constants 𝛼ℎ and 𝛽ℎ might depend on the value of ℎ. Having
those constants bounded below from zero is essential for having a good error
estimate, as shown by this theorem:

Theorem 1.2.2 Let (𝑢⃗, 𝑝) ∈ (𝑉 ×𝑄) and (𝑢⃗ℎ, 𝑝ℎ) ∈ (𝑉ℎ×𝑄ℎ) be the solutions
of the problems (1.8) and (1.14). If there exist 𝛼0 > 0 and 𝛽0 > 0 such that

𝛼ℎ ≥ 𝛼0 and 𝛽ℎ ≥ 𝛽0, ∀ℎ (1.15)

then one has the following uniform estimates:

‖𝑢⃗ − 𝑢⃗ℎ‖𝑉 ≤ (1 + ‖𝑎‖
𝛼0

) inf
𝑣⃗ℎ∈𝑉ℎ

‖𝑢⃗ − ⃗𝑣ℎ‖𝑉 +‖𝑏‖
𝛼0

inf
𝑞ℎ∈𝑄ℎ

‖𝑝 − 𝑞ℎ‖𝑄

‖𝑝 − 𝑝ℎ‖𝑄/𝐾𝑒𝑟(𝐵𝐻
ℎ )≤ (1 + ‖𝑏‖

𝛽0
) inf

𝑞ℎ∈𝑄ℎ
‖𝑝 − 𝑞ℎ‖𝑄+‖𝑎‖

𝛽0
‖𝑢⃗ − 𝑢⃗ℎ‖𝑉

Moreover if 𝐾𝑒𝑟(𝐵ℎ) ⊆ 𝐾𝑒𝑟(𝐵),

‖𝑢⃗ − 𝑢⃗ℎ‖𝑉 ≤ (1 + ‖𝑎‖
𝛼0

) inf
𝑣⃗ℎ∈𝑉ℎ

‖𝑢⃗ − ⃗𝑣ℎ‖𝑉

For a proof of the theorem and more details about possible alternatives to
Theorem 1.2.1 for the discrete case, see [7]. When using mixed finite elements
discretizations, it is a known fact that the if a stable pair is chosen, then the
𝛽ℎ constant is actually bounded from below, therefore all the estimates of
the previous theorem hold. Our choice will be the well known 𝑅𝑇𝑘 × 𝐷𝐺𝑘,
whose stability is a classic result of numerical analysis and has been proven for
example in [13].

1.3 Discretization details

Now that we defined our finite element pair, it might be convenient to write
the finite element method for the weak Darcy problem (1.7) in the following
compact way: find (𝑢⃗ℎ, 𝑝ℎ) ∈ 𝑉ℎ × 𝑃ℎ such that:

ℬ(𝑢⃗ℎ, 𝑝ℎ; ⃗𝑣ℎ, 𝑞ℎ) = ℱ( ⃗𝑣ℎ, 𝑞ℎ) ∀( ⃗𝑣ℎ, 𝑞ℎ) ∈ 𝑉ℎ × 𝑃ℎ (1.16)

where

ℬ(𝑢⃗ℎ, 𝑝ℎ; ⃗𝑣ℎ, 𝑞ℎ) = (𝜇−1𝑢⃗ℎ, ⃗𝑣ℎ) − (𝑝ℎ, div ⃗𝑣ℎ) − (div 𝑢⃗ℎ, 𝑞ℎ)
and ℱ( ⃗𝑣ℎ, 𝑞ℎ) = −(𝑓, 𝑞ℎ)



1.3. DISCRETIZATION DETAILS 11

The notation (⋅, ⋅) and ⟨⋅, ⋅⟩ will be used for 𝐿2 inner products on the domain
and the boundary, respectively.

The boundary conditions of the original problem (1.2) are imposed as fol-
lows. Integrating by parts the pressure term in the variational formulation of
the problem (1.2) produces the following two terms:

(∇𝑝, ⃗𝑣) = −(𝑝, div ⃗𝑣) + ⟨𝑝, ⃗𝑣 ⋅ 𝑛⟩𝜕Ω (1.17)

On the Dirichlet boundary, since we have the 𝑝 = 𝑔 condition, ⟨𝑝, ⃗𝑣 ⋅ 𝑛⟩Γ𝐷

becomes ⟨𝑔, ⃗𝑣 ⋅ 𝑛⟩Γ𝐷
, and it can be easily computed. For this reason we can

move it to the right hand side.
The condition on the Γ𝑁 part of the domain requires imposing the velocity

vector, but since we do not integrate by part the velocity terms, we need a
different approach: we enforce the boundary conditions in a weak form, using
the method proposed by Nitsche in [11]. The technique consists of adding the
following two terms to the discretized formulation

± ⟨𝑢⃗ℎ ⋅ 𝑛⃗ − ℎ⃗ ⋅ 𝑛⃗, 𝑞ℎ⟩Γ𝑁
+ 𝛾⟨𝑢⃗ℎ ⋅ 𝑛⃗ − ℎ⃗ ⋅ 𝑛⃗, ⃗𝑣ℎ ⋅ 𝑛⃗⟩Γ𝑁

(1.18)

𝛾 > 0 being a penalization constant. It is immediate to verify that those two
terms are consistent with the original problem: on the Neumann boundary
𝑢⃗ = ℎ⃗, therefore both terms are zero.

As underlined by the ± symbol, we have two possible choices:

1. subtracting the term will break the symmetry of the problem, but will
ensure unconditional stability;

2. adding the term will mantain symmetry, but stability is only ensured for
sufficently large 𝛾.

We decided to use the first alternative, to guarantee the unconditional sta-
bility of the problem. The value of 𝛾 is chosen equal to ℎ−1

𝐸 to recover the
convergence order, ℎ𝐸 being the diameter of the local mesh element. Verifica-
tion of the consistency of this method is immediate, and convergency results
can be found in [10]. Since we add 2 terms to the Galerkin formulation, the
contributing terms coming from the Neumann boundary become:

⟨𝑝ℎ, ⃗𝑣ℎ ⋅ 𝑛⟩Γ𝑁
− ⟨𝑢⃗ℎ ⋅ 𝑛⃗ − ℎ⃗ ⋅ 𝑛⃗, 𝑞ℎ⟩Γ𝑁

+ ⟨𝑢⃗ℎ ⋅ 𝑛⃗ − ℎ⃗ ⋅ 𝑛⃗, ⃗𝑣ℎ ⋅ 𝑛⃗⟩−1,Γ𝑁
(1.19)

Where ⟨𝑣, 𝑤⟩−1,Γ𝑁
is the following bilinear form, which includes contributes

from every edge 𝐸 laying on the Neumann boundary:

⟨𝑣, 𝑤⟩−1,Γ𝑁
= ∑

𝐸⊂Γ𝑁

ℎ−1
𝐸 ⟨𝑣, 𝑤⟩𝐸
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The Galerkin formulation (1.16) is a compact formulation that sums up
our problem nicely, but it lacks an important feature: it does not underline
the block structure of our problem. If we want to reformulate our problem
highlighting such a structure, we can start again from the saddle point (1.8),
define the discrete bilinear forms 𝑎ℎ(𝑢⃗ℎ, ⃗𝑣ℎ), 𝑏ℎ(𝑢⃗ℎ, 𝑞ℎ), the discrete linear
form 𝑓ℎ(𝑞ℎ) and write the following variational problem:

find ( ⃗𝑢ℎ, 𝑝ℎ) ∈ (𝑉ℎ × 𝑄ℎ) = (𝑅𝑇𝑘(𝑇ℎ) × 𝐷𝐺𝑘(𝑇ℎ)) such that

⎧{
⎨{⎩

𝑎ℎ(𝑢⃗ℎ, ⃗𝑣ℎ) + 𝑏ℎ( ⃗𝑣ℎ, 𝑝ℎ) = 𝑔ℎ( ⃗𝑣) ∀𝑣ℎ ∈ 𝑉ℎ

𝑏ℎ(𝑢⃗ℎ, 𝑞ℎ) = 𝑓ℎ(𝑞ℎ) ∀𝑞ℎ ∈ 𝑄ℎ
(1.20)

We can now follow with the rest of the usual procedure by writing 𝑢⃗ℎ and 𝑞ℎ
as linear combination of the basis function, 𝑢⃗ℎ = ∑𝑗 𝑢𝑗 ⃗𝜙𝑗 and 𝑞ℎ = ∑𝑗 𝑞𝑗 𝜓𝑗
respectively. Substituting the generic test functions with the finite element
space basis function allows us to translate the variational problem into the
following algebraic problem:

𝐷 [ 𝑢⃗
⃗𝑝 ] = [ 𝐴 𝐵𝐻

𝐵 0 ] [ 𝑢⃗
⃗𝑝 ] = [ ⃗𝑔

⃗𝑓 ] (1.21)

As we can see, the block structure of the problem is now evident. Please note
that even if we simply wrote 𝐴 and 𝐵, those matrices actually also contain
contributes due to the Nitsche formulation of the Neumann boundary condi-
tions.



Chapter 2

Preconditioning of the problem

The algebraic problem (1.21) has the unfortunate property of being strongly
ill-conditioned. The issue is twofold: the condition number of the matrix both
depends on the mesh size ℎ and on the permeability coefficient 𝜇; the perfor-
mance of any iterative solver will be affected negatively both by grid refinement
and by choosing a highly variable 𝜇 function. Just to give the reader a rough
idea, a simple 2D problem with a constant 𝜇 = 1 solved by the GMRES method
will require roughly 4 times more iterations every time we halve the grid size.
If we take into consideration a more complex problem that has a discontinu-
ous permeability coefficient, making the coefficient more steep will wreck the
solving process in a similar way. We will now introduce two optimal precondi-
tioners that will make the number of iterations independent on both the ℎ and
𝜇 parameters.

2.1 Preconditioning techniques

Our analysis starts by building the augumented Lagrangian of the saddle point
formulation of the Darcy problem. It’s worth noticing that the following pro-
cedure can be applied both to the continuous problem and the discretized one,
as long as the condition (1.15) on 𝛽ℎ is fulfilled. We already introduced the
formulations we need in (1.8), and we can rewrite it in the following operatorial
form:

⎧{
⎨{⎩

𝐴𝑢⃗ + 𝐵𝐻𝑝 = ⃗𝑔 in 𝑉 ∗

𝐵𝑞 = 𝑓 in 𝑄∗

we now need to introduce an invertible and bounded operator 𝑀 ∶ 𝑄 → 𝑄∗.
The choice of this operator is not unique; for our Darcy problem we choose it

13
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to be the Riesz isomorphism

⟨𝑀𝑝, 𝑞⟩𝑄∗×𝑄 = (𝑝, 𝑞)𝐿2(Ω) ∀𝑝, 𝑞 ∈ 𝑄

We can now multiply the second equation in (2.1) by 𝐵𝐻𝑀−1, and by summing
it into the first one we obtain:

⎧{
⎨{⎩

(𝐴 + 𝐵𝐻𝑀−1𝐵)𝑢⃗ + 𝐵𝐻𝑝 = ⃗𝑔 + 𝐵𝐻𝑀−1𝑓 in 𝑉 ∗

𝐵𝑢⃗ = 𝑓 in 𝑄∗

We can now define the operator ̂𝐴 ∶= 𝐴 + 𝐵𝐻𝑀−1𝐵, which is associated with
the bilinear form

̂𝑎(𝑢⃗, ⃗𝑣) = ∫
Ω

1
𝜇𝑢⃗ ⋅ ⃗𝑣 + div 𝑢⃗ ⋅ div ⃗𝑣

This form is coercive on the whole space 𝑉 , and defines an equivalent inner
product and a relative equivalent norm on 𝑉 defined as

((𝑢⃗, ⃗𝑣))𝑉 = ⟨ ̂𝐴𝑢⃗, ⃗𝑣⟩𝑉 ∗×𝑉 and �𝑢⃗�2
𝑉 = ((𝑢⃗, 𝑢⃗))𝑉

and the same can be done for the space 𝑄, provided 𝑀 is continue and inver-
tible.

Those equivalent inner products can be used to prove the well posedness of
the problem. In particular, if the inf-sup condition holds, we get the following
lemma. (For the proof, see [12])

Lemma 2.1.1 If the hypotheses of Theorem 1.2.1 are fulfilled and both the
operators

̂𝐴 = 𝐴 + 𝐵𝐻𝑀−1𝐵 ∶ 𝑉 → 𝑉 ∗ and 𝑀 ∶ 𝑄 → 𝑄∗

define an equivalent inner product on 𝑉 and 𝑄, then all the eigenvalues of the
generalized problem

𝐵 ̂𝐴−1𝐵𝐻𝑞 = 𝜆𝑀𝑞 in 𝑄∗
belong to the interval [𝛽2, 1]. Moreover, the best value for the constant 𝛽 is
given by the following

𝛽 = inf
𝑞∈𝑄

sup
𝑣⃗∈𝑉

𝑏( ⃗𝑣, 𝑞)
� ⃗𝑣�𝑉 �𝑞�𝑄

= inf
𝑞∈𝑄

√√
⎷

⟨𝐵 ̂𝐴−1𝐵𝐻𝑞, 𝑞⟩𝑄∗×𝑄
⟨𝑀𝑞, 𝑞⟩𝑄∗×𝑄

We will now affirm that the ideal preconditioner has the following block
diagonal structure:

[
̂𝐴 0

0 𝑀 ] ∶ 𝑉 × 𝑄 → 𝑉 ∗ × 𝑄∗ (2.1)
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To prove the optimality we will use the previous lemma. Let’s consider the
following generalized eigenvalue problem:

⎧{
⎨{⎩

𝐴𝑢⃗ + 𝐵𝐻𝑝 = 𝜆 ̂𝐴𝑢⃗
𝐵𝑢⃗ = 𝜆𝑀𝑝

rearranging the terms, we get the following equivalent system

⎧{
⎨{⎩

(1 − 𝜆) ̂𝐴𝑢⃗ + 𝐵𝐻𝑝 = 0
𝐵𝑢⃗ − 𝜆𝑀𝑝 = 0

If 𝜆 = 1, then both equations can be wrote as 𝑀𝑝 = 𝐵𝑢⃗, or 𝑝 = 𝑀−1𝐵𝑢⃗.
Then the eigenfunctions related to this eigenvalue have the form (𝑢⃗, 𝑀−1𝐵𝑢⃗),
and the eigenspace is isomorph to V.

If 𝜆 ≠ 1, then we can solve the first equation, remembering that ̂𝐴 =
𝐴 + 𝐵𝐻𝑀−1𝐵

𝐵𝐻𝑝 = (𝜆 − 1) ̂𝐴𝑢⃗ + 𝐵𝐻𝑀−1𝐵𝑢⃗
we now multiply both sides by 𝐵 ̂𝐴−1 and use the second equation 𝐵𝑢⃗ = 𝑀𝑝
to obtain

𝐵 ̂𝐴−1𝐵𝐻𝑝 = (𝜆 − 1)𝐵𝑢⃗ + 𝐵 ̂𝐴−1𝐵𝐻𝑀−1𝐵𝑢⃗
= (𝜆 − 1)𝜆𝑀𝑝 + 𝜆𝐵 ̂𝐴−1𝐵𝐻𝑝

(1 − 𝜆)𝐵 ̂𝐴−1𝐵𝐻𝑝 = −(1 − 𝜆)𝜆𝑀𝑝

We get the same eigenvalue problem considered in Lemma 2.1.1, so 𝜆 ∈
[−1, −𝛽2]. We can conclude that the two matrices

[
̂𝐴 0

0 𝑀 ] and [ 𝐴 𝐵𝐻

𝐵 0 ]

are spectrally equivalent, and the spectrum lies in 𝜆 ∈ [−1, −𝛽2] ∪ {1}. A
similar ideal preconditioner can be derived if we modify slightly the eigenvalue
problem (2.1). Using a similar procedure it is easy to prove that the upper
triangular operator

[
̂𝐴 −𝐵𝐻

0 𝑀 ] ∶ 𝑉 × 𝑄 → 𝑉 ∗ × 𝑄∗ (2.2)

is another good preconditioner for the original problem.
A remark made in [14] explains that for discretizations based on 𝑅𝑇𝐾 or

𝐵𝐷𝑀 elements, 𝛽ℎ → 𝛽 therefore we are assured that the discrete precondi-
tioner stays optimal when the grid is refined. Although the 𝛽 value depends on
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the specific problem, we want to report this example (also from [14]), in which
it is shown that for a Darcy problem with constant 𝜇, solved on the (0, 1)2

square, the value of the constant is

𝛽 = √ 2𝜋2

1 + 2𝜋2 ≃ 0.97559

Such a value is really close to 1, meaning that the preconditioner can provide
exceptionally good performances.

The same preconditioner has been derived in the paper [15], in which the
conclusion is proved specifically for 𝑅𝑎𝑣𝑖𝑎𝑟𝑡 − 𝑇 ℎ𝑜𝑚𝑎𝑠 finite elements, and is
reached using exclusively algebraic considerations.

We would like to do one additional remark regarding an important advan-
tage offered by discretization of pressure using 𝐷𝐺 elements: they allow us to
make 𝑀 a diagonal matrix. When using continuous elements, the position of
the degrees of freedom is often dictated by the need for continuity of the finite
element function. However, since we are using discontinuous elements, we are
free from constraints and we can choose where to place the degrees of freedom.
Taking a 1D example, we know that a polynomial of degree 𝑛 is uniquely de-
fined by its value in 𝑛+1 nodes, i.e the value in its 𝑛+1 degrees of freedom. If
we choose the 𝑛 + 1 nodes of the quadrature rule as degrees of freedom for the
pressure finite elements, we ensure that the pressure mass matrix has a diag-
onal structure, because the lagrangian polynomials used as a base are zero in
every quadrature point except for the one corresponding to the current degree
of freedom. This small trick reduced the amounts of work needed to assemble
and to solve the preconditioner, and gave us up to 2× speedup in best case
scenarios.

In the next two sections we will show two different implementation of the
considered optimal preconditioner, and we will show how we use it to solve our
linear system. It is worth noting that in both cases the iterative solver of choice
for the algebraic problem is a GMRES method. This choice was dictated by
two factors: due to the Nitsche boundary conditions, the system is no longer
symmetric, therefore we cannot use a MinRes method. On the other hand, the
saddle point problem is not positive semidefinite, and this prevents applying a
conjugate gradient method to find the solution.
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2.2 The ideal preconditioner

We take a moment to recap that the preconditioner is a block diagonal operator
of the form

[
̂𝐴 0

0 𝑀 ] ∶ 𝑉 × 𝑄 → 𝑉 ∗ × 𝑄∗

The operator ̂𝐴 is the one related to the bilinear form

̂𝑎(𝑢⃗, ⃗𝑣) = (𝜇−1𝑢⃗, ⃗𝑣)𝐿2(Ω) + (div 𝑢⃗, div ⃗𝑣)𝐿2(Ω) (2.3)

while 𝑀 is the one derived from the bilinear form

𝑚(𝑝, 𝑞) = (𝑝, 𝑞)𝐿2(Ω)

Structure and assembly

When we turn the generic preconditiner into the one used to solve our specific
problem, we must take extra care due to the boundary conditions we imposed:
the reader surely remembers that since we used the Nitsche method, some
terms deriving from Neumann boundary conditions became part of the system
matrix, as shown in Chapter 1. The same applies to the preconditioner matrix:
for this reason, when we will assemble the matrix relative to the ̂𝐴 operator,
we will also need to assemble the contributes due to following Nitsche-derived
terms.

̂𝑎Γ(𝑢⃗, ⃗𝑣) = −⟨div 𝑢⃗, ⃗𝑣 ⋅ 𝑛⃗⟩Γ𝑁
+ ⟨𝑢⃗ ⋅ 𝑛⃗, div ⃗𝑣⟩Γ𝑁

+ 𝛾⟨𝑢⃗ ⋅ 𝑛⃗, ⃗𝑣 ⋅ 𝑛⃗⟩−1,Γ𝑁
(2.4)

We would also like to remark that since the preconditioner solves the residual
⃗𝑟 = 𝐷 ⃗𝑥 − ⃗𝑏 of the problem, we do not need to modify the right hand side.

We also remember that a possible triangular variant of the preconditioner
is the following:

[
̂𝐴 −𝐵𝐻

0 𝑀 ]

where 𝐵𝐻 it exactly the same block we had in the formulation of the original
problem.

Turning those operators into a matrix is straightforward, and there should
be no need to repeat the needed steps. From now on we will also keep using
the ̂𝐴 and 𝑀 symbols when referring to the actual blocks of the preconditioner
matrix 𝑃 , since the two are strictly related and there is no risk of confusion.
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Solving the preconditioned system

Preconditioning an iterative method means solving several times the problem

𝑃 ⃗𝑦 = 𝐷 ⃗𝑥𝑛 − ⃗𝑏 = ⃗𝑟

where 𝑃 is the preconditioner, 𝐷 is the system matrix and ⃗𝑟 is the residual.
Since our preconditioner is diagonal, we can solve two disjoint problems; for
solving the pressure residual problem, we decided to use a Jacobi precondi-
tioner. We illustrated at the end of the previous section that the pressure
mass matrix is diagonal, therefore applying a Jacoby preconditioner allows us
to obtain the exact solution. Solving the velocities residual problem however
is a bit more complicated. The ̂𝐴 matrix can be just as ill-conditioned as the
𝐴 matrix in the original problem, so an iterative method without a specific
preconditioner is out of the question. We decided to use the direct multifrontal
methods implemented in the UMFPACK and MUMPS libraries. There are two
remarks to be made concerning the choice of using a direct solver: first of all,
a direct method gives us a quick and safe way to check if the preconditioner
is working, and gives us a benchmark for comparing the performance of the
alternative we will show in the next section; moreover, since we are only solv-
ing the ̂𝐴 matrix instead of the whole problem, we are saving up quite a lot of
computations: the ration between the number of velocities degrees of freedom
and the pressure ones is about 2 to 1; this means that we are solving a matrix
that is only 2/3 of the original one in size, and this alone can be considered a
worthy improvement.

The case of upper triangular preconditioner is equally simple to solve: after
computing the result of 𝑀 ⃗𝑦𝑝 = ⃗𝑟𝑝, we can compute a new ̂𝑟𝑢 = ⃗𝑟𝑢 + 𝐵𝐻 ⃗𝑦𝑝
and then solve the velocities residual problem using ̂𝑟𝑢 as right hand side:

̂𝐴 ⃗𝑦𝑢 = ̂𝑟𝑢.

Numerical Results

We already mentioned that the two direct solvers we used are multifrontal
methods implemented in the UMFPACK e MUMPS libraries, which are wrapped
by the deal.II library that we used to implement our program. Most of the test
cases are run on a single thread, except for one which runs on a MPI-enabled
version of the code. This last version should give the user a rough idea of what
performance might be expected when running the solvers in parallel. How-
ever, the MPI version was run on a 4 quadcore Intel Xeon 5520 machine. This
means that we had no way to run problem that exceeded the 12 GB of ram



2.2. THE IDEAL PRECONDITIONER 19

available on the system, and that we did not have a chance of testing how much
performance will be loss due to MPI processes communicating over a network.
For this reason, the results of the parallel version are to be considered very
preliminary.

The first test case aims to prove that the preconditioner works optimally in
simple 2D scenarios. The 𝜇 coefficient is constant, 𝑓 = 2𝜋2 sin(𝜋𝑥) sin(𝜋𝑦) and
the domain is the square [−1, 1] × [−1, 1]. The exact solution for this problem
is known:

𝑢⃗ = [ −𝜋 cos(𝜋𝑥) sin(𝜋𝑦)
−𝜋 sin(𝜋𝑥) cos(𝜋𝑦) ] and 𝑝 = sin(𝜋𝑥) sin(𝜋𝑦)

Since we know the exact solutions for the problem, we are able to compute
the error in both 𝐿2 and 𝐻(div) norms, and compare them to the expected
result. The first solution has been computed using finite elements of degree
0, with a GMRES tollerance of 10−8. Values for 𝜆min and 𝜆max have been
computed using the power method with shift.

Table 2.1: Problem size, computed eigenvalues and convergence results for the
first test case. P is the computed convergence rate.

ℎ dim 𝑄ℎ dim 𝑉ℎ 𝜆min 𝜆max It ‖𝑝 − 𝑝ℎ‖𝑄 P ‖𝑢⃗ − 𝑢⃗ℎ‖𝑉 P
2−4 1024 2112 1.000 1.048 2 8.01e-2 - 2.52e-1 -
2−5 4096 8320 1.000 1.048 2 4.00e-2 1.0 1.25e-1 1.0
2−6 16384 33024 1.000 1.048 2 2.00e-2 1.0 6.29e-2 1.0
2−7 65536 131584 1.000 1.048 2 1.00e-2 1.0 3.14e-2 1.0
2−8 262144 525312 1.000 1.048 2 5.01e-3 1.0 1.57e-2 1.0

The preconditioner behaves in an excelent way: the number of iteration
stays constant at 2, no matter the amount of mesh refinement. Such a good
behaviour can be explained when looking at the eigenvalues of the precondi-
tioned matrix: 𝜆min and 𝜆max are really close to each other. The convergence
rates are exactly the one we expected, too: so far, so good. We can now switch
to finite elements of degree 1 and see if we still obtain the expected results.
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Table 2.2: Convergence results for the first test case with higher order finite
elements. P is the computed convergence rate.

ℎ dim 𝑄ℎ dim 𝑉ℎ 𝜆min 𝜆max It ‖𝑝 − 𝑝ℎ‖𝑄 P ‖𝑢⃗ − 𝑢⃗ℎ‖𝑉 P
2−4 4096 8320 1.000 1.048 3 2.03e-3 - 6.38e-3 -
2−5 16384 33024 1.000 1.048 3 5.07e-4 2.0 1.59e-3 2.0
2−6 65536 131584 1.000 1.048 3 1.26e-4 2.0 3.98e-4 2.0
2−7 262144 525312 1.000 1.048 2 3.17e-5 2.0 9.97e-5 2.0
2−8 1048576 2099200 1.000 1.048 2 7.93e-6 2.0 2.49e-5 2.0

The results are satisfactory for this test, too. The convergence rates are
the one we were expecting, and the number of iterations does not seem to be
affected in a negative way. We pushed this problem up to finite elements of
degree 3, and the preconditioner always behaved as expected.

In order to test a few extra features, we run the same problem on 4 MPI
nodes using the MUMPS library with a slightly different settings; on the two
vertical edges of the domain Neumann boundary conditions are imposed, in-
stead of the Dirichlet ones:

ℎ⃗ = [ −𝜋 cos(𝜋𝑥) sin(𝜋𝑦)
0 ]

Table 2.3: Convergence results for the first test run on the MPI version of the
code. P is the computed convergence rate.

ℎ dim 𝑄ℎ dim 𝑉ℎ 𝜆min 𝜆max It ‖𝑝 − 𝑝ℎ‖𝑄 P ‖𝑢⃗ − 𝑢⃗ℎ‖𝑉 P
2−4 4096 8320 1.000 1.075 8 2.03e-03 - 6.38e-03 -
2−5 16384 33024 1.000 1.075 9 5.07e-04 2.0 1.59e-03 2.0
2−6 65536 131584 1.000 1.075 9 1.26e-04 2.0 3.98e-04 2.0
2−7 262144 525312 1.000 1.075 10 3.17e-05 2.0 9.97e-05 2.0
2−8 1048576 2099200 1.000 1.075 10 7.93e-06 2.0 2.49e-05 2.0

The results are as good as the ones achieved with the non-MPI solver:
eigenvalues values are bounded, iterations are almost independent from mesh
refinement and convergence rates are the expected ones. The magnitude of the
computed fluxes and mesh distribution can be seen in Figure 2.1
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Figure 2.1: Mesh distribution over MPI nodes and computed flux magnitude
for the first test case.

The next test takes into consideration a different geometry and a continuous
but variable permeability coefficient. We consider a problem defined on the unit
ball, with homogeneous Dirichlet boundary conditions; problem parameters are
𝜇 = 𝑒−𝛼𝑟2 and 𝑓 = −4(𝛼 − 1) + 8𝛼𝑟2, where 𝑟 is the distance from the origin
and 𝛼 is a positive constant. Exact solution of this test case is

𝑢⃗ = [ 2(1 − 𝛼)𝑥 + 2𝛼(𝑥3 + 𝑥𝑦2)
2(1 − 𝛼)𝑦 + 2𝛼(𝑥2𝑦 + 𝑦3) ] and 𝑝 = (1 − 𝑟2)𝑒𝛼𝑟2

This test case is the only one using adaptive refinement, and at every step we
will refine 50% of the mesh cells. Because of adaptive refinement, convergence
rate is not reported. Moreover, we report the number of cells of the mesh
instead of the mesh size ℎ. The degree of the finite elements used is 1 and
𝛼 = 4.

Table 2.4: Numerical results for the adaptive refinement test.

# cells dim 𝑄ℎ dim 𝑉ℎ 𝜆min 𝜆max It ‖𝑝 − 𝑝ℎ‖𝑄 ‖𝑢⃗ − 𝑢⃗ℎ‖𝑉
1280 5120 10304 1.000 1.741 13 1.68e-1 5.14e-3
3236 12944 27000 1.000 1.742 13 4.27e-2 1.83e-3
8096 32384 67208 1.000 1.742 13 1.07e-2 7.74e-4
20300 81200 167904 1.000 1.742 11 2.86e-3 5.95e-4
50780 203120 416960 1.000 1.742 12 1.03e-3 4.72e-4

The result of this test shows that the preconditioner does not lose perfor-
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Figure 2.2: Mesh distribution over MPI nodes and computed flux magnitude
for the first test case

mance due to locally refined grids. The number of GMRES iterations has grown
considerably due to the problem being far more complex, but performance and
eigenvalues do not change with different grids. An image showing the pressure
solution and an intermediate refinement step is shown in Figure 2.2

It can be noticed that the 𝑉 norm almost stagnates after a few iterations;
this is due to the criteria used for grid refinement, which tries to minimize 𝐿2

error norm.
The next test case is inspired by the one proposed by Sundar et al. in [16].

A bit of context is needed: in the cited paper Sundar presents a geometric
multigrid solver and the test aimed at verifying the robustness of the solver
when dealing with highly varible coefficients. We think that the paper is still
relevant for our application for two reasons:

• the test case itself is interesting, regardless of eventual comparisons;

• Sundar’s solver and the multigrid version of our preconditioner both
aim at the same objective: having a robust and highly scalable itera-
tive method to solve an elliptic problem, based on a multigrid technique.

Therefore we will present here the results achieved with the “direct” version
of the preconditioner, and we will consider this test again later on after the
multigrid version is introduced. The parameters for the test case are simple:
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the domain is the [−1, 1] × [−1, 1] square, the boundary condistions are homo-
geneous Dirichlet and 𝑓 = 1 on the whole Ω. The 𝜇 function is discontinuous,
and has the checkerboard pattern shown in Table 2.5; on white tiles 𝜇 = 1
while on black tiles 𝜇 = 107. The main focus of this test is to make sure
that the solver mantains a good behaviour when the frequency 𝐾 of the tiles
becomes higher, i.e. the number of discontinuities in the permeability grows.
The solution is computed using finite elements of degree 1. The number of
cells of the mesh is kept constant at 65536, meaning that the grid step ℎ is
a fixed ℎ = 2−7; only the frequency of the checkerboard changes. Images of
the 𝜇 variable are reported in the following table, along with the number of
iterations needed by the GMRES solver and the value of 𝜆max. 𝜆min is not
reported because its value is always 1.

Table 2.5: Numerical results of the 5 tests run on the checkerboard 𝜇 pattern.

𝜇
𝐾 6 5 4 3 2
It 8 8 8 8 8

𝜆max 1.005 1.005 1.006 1.007 1.009

As we can see, the number of iterations stays constant, independent of
the frequency, and 𝜆max almost never changes. We are more than satisfied
by the robustness of our preconditioner, which proved to mantain an optimal
behaviour even when a discontinuous and highly variable permeability is used.

2.3 Geometric multigrid preconditioner

As already mention, solving the preconditioner with a direct method can have
serious drawbacks when the dimension of the problem is large. The two biggest
concerns regard poor scaling and excessive memory consumption. A good
chunk of time taken by this project was spent trying to implement a geometric
multigrid preconditioner for our problem, reproducing the work by Arnold,
Falk and Winther in [1].
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Introduction to multigrid methods

Multigrid methods are a group of algorithms that are able to solve discretized
problem by taking advantage of a certain hierarchical structure. Two families of
multigrid methods are used: the algebraic multigrid methods (AMG) and the
geometric multigrid methods. The formers build a hierarchy out of the matrix
that needs to be solved, ignoring any extra information the original problem
might provide; because of this, AMG solvers work pretty much like a black
box. Requiring nothing but the matrix to work can be both an advantage and
a drawback, because we are discarding important informations. Geometrical
multigrid methods, on the other hand, do take advantage of knowledge of the
geometry, using it to create the hierarchical representation of the problem. In
our application the use of meshes made by quadrilaterals, makes it extremely
simple to represent the triangulation using a quadtree (or an octree for the 3-D
problem) structure, and this naturally creates the needed hierarchy.

Since we will use a standard V-cycle multigrid, we will now recall briefly
how it works. Let 𝑉1 ⊂ 𝑉2 ⊂ … ⊂ 𝑉𝐽 be a nested sequence of finite dimensional
subspaces of a Hilbert space 𝐻. Let Λ ∶ 𝑉𝐽 × 𝑉𝐽 → ℝ be the operator “of
interest”, in the sense that we are trying to approximate the effect of its inverse
Λ−1. For 𝑗 = 1 … 𝐽 define Λ𝑗 ∶ 𝑉𝑗 → 𝑉𝑗 by

(Λ𝑗𝑣, 𝑤)𝐻 = Λ(𝑣, 𝑤) ∀𝑣, 𝑤 ∈ 𝑉𝑗

We will need to define the 𝐻−orthogonal projection 𝑄𝑗 ∶ 𝑉𝐽 → 𝑉𝑗 and the
the orthogonal projection with respect to the bilinear form Λ, 𝑃𝑗 ∶ 𝑉𝐽 → 𝑉𝑗.
Finally, we will need to introduce both the presmoother and the postsmoother,
i.e. two linear operators 𝑅𝑗 ∶ 𝑉𝑗 → 𝑉𝑗 and 𝑅♢

𝑗 ∶ 𝑉𝑗 → 𝑉𝑗 whose purpose is
approximating the operator Λ−1

𝑗 on each level, as we will show shortly. The
standard multigrid V-cycle with 𝑚 steps of smoothing can be described by
recursively defining the operators Θ𝑗 ∶ 𝑉𝑗 → 𝑉𝑗: if 𝑗 = 1, then Θ1 = Λ−1

1 ,
which means that on the coarsest level of the mesh we are actually solving
the problem exactly. If 𝑗 > 1, then the operator has the following behaviour:
Θ𝑗𝑓𝑗 = 𝑦𝑚

𝑗 , 𝑓𝑗 ∈ 𝑉𝑗. To compute 𝑦𝑚
𝑗 , we do the following:

𝑥0
𝑗 ∶= 0, 𝑥0

𝑗 ∈ 𝑉𝑗, (2.5)
𝑥𝑖

𝑗 = 𝑥𝑖−1
𝑗 + 𝑅𝑗(𝑓𝑗 − Λ𝑗𝑥𝑖−1

𝑗 ), 𝑖 = 1, 2, … , 𝑚 (2.6)
𝑦0

𝑗 ∶= 𝑥𝑚
𝑗 + Θ𝑗−1𝑄𝑗−1(𝑓𝑗 − Λ𝑗𝑥𝑚

𝑗 ), (2.7)
𝑦𝑖

𝑗 = 𝑦𝑖−1
𝑗 + 𝑅♢

𝑗 (𝑓𝑗 − Λ𝑗𝑦𝑖−1
𝑗 ), 𝑖 = 1, 2, … , 𝑚 (2.8)

This process can be described by words in a simple way: starting from the
finest level of the mesh (𝑗 = 𝐽)
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• do 𝑚 pre-smoothing steps;

• do one correction step, in which we transfer and solve our residual on the
coarser level;

• do 𝑚 post-smoothing steps;

The correction step is where the recursion happens: we “move” on the coarser
mesh and either repeat the same presmoothing - correction - postsmoothing
steps, or solve the problem directly if 𝑗 = 1.

Arnold in [1] provides the two following important result:

Theorem 2.3.1 Suppose that for each 𝑗 = 1, 2, ⋯ , 𝐽 the smoother 𝑅𝑗 is H-
symmetric and positive semidefinite and satisfies the conditions:

𝜆([𝐼 − 𝑅𝑗Λ𝑗]𝑣, 𝑣) ≥ 0 ∀𝑣 ∈ 𝑉𝑗

and

𝑅−1
𝑗 [𝐼 − 𝑃𝑗−1]𝑣, [𝐼 − 𝑃𝑗−1]𝑣) ≤ 𝛼Λ([𝐼 − 𝑃𝑗−1]𝑣, [𝐼 − 𝑃𝑗−1]𝑣) ∀𝑣 ∈ 𝑉𝑗

where 𝛼 is some constant. Then

0 ≤ Λ([𝐼 − Θ𝑗Λ𝑗]𝑣, 𝑣) ≤ 𝛿Λ(𝑣, 𝑣) ∀𝑣 ∈ 𝑉𝑗

with 𝛿 = 𝛼/(𝛼 + 2𝑚)

Corollary 2.3.2 Under the hypotheses of the theorem, the error operator

𝐼 − Θ𝐽Λ𝐽

is a positive definite contraction on 𝑉𝐽, whose operator norm relative to the Λ
inner product is bounded by 𝛿. Moreover the eigenvalues of Θ𝐽Λ𝐽 belong to
the interval [1 − 𝛿, 1].

The previous corollary ensures that Θ𝐽 is spectrally equivalent to Λ−1
𝐽 . This

means that applying the operator Θ𝐽 to a given residual can be an effective
way of preconditioning a problem requiring solving the Λ𝐽 operator. In the
following section we will report the results proved in [1] about the choice of
a suitable smoother for the following operator Λ, related to the bilinear form
Λ(𝑢⃗, ⃗𝑣) = (𝑢⃗, ⃗𝑣)𝐿2(Ω) + 𝑘2(div 𝑢⃗, div ⃗𝑣)𝐿2(Ω), 𝑘 being a generic constant. It is
clear that such a smoother is of interest for our problem, since Λ is exactly the
same as ̂𝐴, which was the ideal preconditioner we delineated in Chapter 1.
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Application of multigrid to saddle point problem

We now need to apply the abstract technique to our specific problem. In our
case 𝐻 = 𝐿2, 𝑉𝐽 = 𝑉ℎ is the 𝑅𝑇𝑘(𝑇ℎ) discretization for any 𝑘 ≥ 0 and
Λ( ⃗𝑢ℎ, ⃗𝑣ℎ) = ( ⃗𝑢ℎ, ⃗𝑣ℎ) + (div ⃗𝑢ℎ, div ⃗𝑣ℎ). The choice of the nested subspaces
will be the following: each of the 𝑉𝑗 of the 𝑉1 ⊂ 𝑉2 ⊂ … ⊂ 𝑉𝐽 is the 𝑅𝑇𝑘(𝑇𝑗),
i.e it is the Raviart-Thomas finite element space of degree 𝑘 built on the 𝑗-th
level of the mesh refinement. Please note that the first level of refinement is
actually the coarsest grid, while the 𝐽 -nth is the finest refinement level. Defin-
ing the operators Λ𝑗, 𝑄𝑗 and 𝑃𝑗 for each level is trivial as well. To completely
describe the multigrid algorithm applied to our problem we still need to define
the smoothers. For our application, pre and post smoothing will be identical,
therefore 𝑅𝑗 = 𝑅♢

𝑗 . Arnold in [AWF98] discussed two different smoothers,
which are based respectively on an additive and a multiplicative Schwarz op-
erator. Both are proven to satisfy the requirements of theorem Theorem 2.3.1,
meaning that both are equally viable. In our code we implemented the one
based on the additive operator, since we wanted a preconditioner that is easily
parallelizable. To proof viability of the smoother, Arnold starts by defining a
standard additive Schwarz operator Θℎ, built on a covering of Ω that respects
the standard assumptions of bounded but sufficient overlap. After defining Λℎ
as the discrete operator associated with the bilinear form (2.3), he proved that
the spectrum of

Π ∶= ΘℎΛℎ

is bounded both from above and from below, by using the following theorem:

Theorem 2.3.3 There is a positive constant 𝑐 (depending on the domain Ω, on
the overlap on which the operator Θℎ is built, and the shape and quasiuniformity
constants for the mesh, but independent of ℎ), such that

𝑐−1Λ(𝑢, 𝑢) ≤ Λ(Π𝑢, 𝑢) ≤ 𝑐Λ(𝑢, 𝑢) 𝑢 ∈ 𝑉ℎ

The additive smoother 𝑅𝑗 ∶ 𝑉𝑗 → 𝑉𝑗 can be now defined as a multiple of
the additive Schwarz operator applied to the following decomposition of 𝑉𝑗:
let 𝒩𝑗 be the set of vertices in the triangulation 𝑇𝑗; for every 𝜈 ∈ 𝒩𝑗, we can
define 𝑇𝑗,𝜈 as the patch made of mesh elements meeting at the vertex 𝜈; each
of those patches can be seen as the triangulation of a small subdomain Ω𝑗,𝜈.
If we now write down the set of those subdomains

{Ω𝑗,𝜈}
𝜈∈𝒩𝑗

(2.9)
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we built an overlapping covering of the whole domain Ω. Then we can finally
define our smoother as

𝑅𝑗 = 𝜂 ∑
𝜈∈𝒩𝑗

𝑃𝑗,𝜈 Λ−1
𝑗 (2.10)

Computing 𝑅𝑗𝑓𝑗 is really simple: for every local patch we solve the lo-
cal problem, imposing the velocities as boundary conditions (except when the
patch boundary coincides with the domain boundary). We can now sum all the
values of the local solutions and scale them to obtain our globally smoothed
vector on the level 𝑗. The interesting feature of this smoother is that since it
only works locally, the grid step ℎ has no way of interfering with the solution
of the problem, because 𝑃𝑗,𝜈 Λ−1

𝑗 always sees the same amount of cells and
degrees of freedom, regardless of mesh refinement.

Arnold states that using our covering of the domain, if the 𝜂 > 0 constant
is small enough it can be proved that this smoother is a good preconditioner
to the Λ−1

𝑗 operator, which in turn means that we can use it in our multigrid
V-cycle. We have one important remark to do: in [1] the proof is for meshes
made by triangles, which we are not using. For this reason, the possible values
for 𝜂 that computed by Arnold (0 < 𝜂 ≤ 1/3) do not apply directly to our
problem. However, by repeating the same procedure it is possible to obtain an
lower bound for 𝜂 (0 < 𝜂 ≤ 1/4), so the general result is still valid. Numerical
experiments revealed that a relaxation parameter up to 𝜂 = 0.4 still produces
good results.

Multigrid preconditioning of the problem

The original ideal preconditioner was:

[
̂𝐴 0

0 𝑀 ]

The block ̂𝐴 derives from the bilinear form (𝜇−1𝑢⃗, ⃗𝑣) + (div 𝑢⃗, div ⃗𝑣), for which
the geometric multigrid method we delineated before has been proved to be an
effective preconditioner. Because of this reason, one could think to solve the ̂𝐴
block with an iterative method, preconditioning it with the multigrid method.
This approach works fine and gives exactly the same results as the “direct
solving” we described earlier in this Chapter. Unfortunately, these results can
be considered good only if we are taking into account the number of iterations
it take to the two iterative solvers (both the external and the internal one).
In fact, running two iterative solvers plus a multigrid algorithm translates into
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quite a lot of numerical work, and the actual performance of the code was poor
when we compared the wallclock time needed for the multigrid version and the
“direct” one. However, since the MG is a good preconditioner for ̂𝐴 and ̂𝐴
in turn is a good preconditioner of the original problem, we can just use an
iteration of the multigrid algorithm when solving the problem for the residual
of the velocities. This allows for saving quite a lot of computations and results
don’t suffer any major loss of numerical performance, as we will show in the
following subsection.

The rest of the preconditioning was left untouched for obvious reason: the
multigrid method only works on the velocity part of the problem, so precondi-
tioning the pressure residual did not require any change at all.

Numerical results of the multigrid method

We will proceed to run some of the same tests we run in the direct solver
case, so to have a direct comparison of the two. Unfortunately the library has
limited support for multigrid, so we were not able to test the MPI version of
the code or the adaptive refinement case. More details on those limitations will
be analyzed at the end of the next Chapter.

At first we will consider again the first problem on the unit square, with
a constant 𝜇 coefficient and 𝑓 = 2𝜋2 sin(𝜋𝑥) sin(𝜋𝑦). The results for finite
elements of degree 0 are the following:

Table 2.6: Convergence results for the first test case using the multigrid pre-
conditioner. P is the computed convergence rate.

ℎ dim 𝑄ℎ dim 𝑉ℎ 𝜆min 𝜆max It ‖𝑝 − 𝑝ℎ‖𝑄 P ‖𝑢⃗ − 𝑢⃗ℎ‖𝑉 P
2−4 1024 2112 1.000 1.092 15 8.01e-2 - 2.52e-1 -
2−5 4096 8320 1.000 1.089 15 4.00e-2 1.0 1.25e-1 1.0
2−6 16384 33024 1.000 1.087 15 2.00e-2 1.0 6.29e-2 1.0
2−7 65536 131584 1.000 1.086 15 1.00e-2 1.0 3.14e-2 1.0
2−8 262144 525312 1.000 1.086 15 5.00e-3 1.0 1.57e-2 1.0

The number of iterations is much higher than the direct solver case, but
we consider those to be really good results since we were able to reproduce the
result of optimality of the multigrid preconditioner predicted by the theory.
The convergence results are perfectly fine, too.
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If we now run the test with higher order finite elements, we achieve results
similar to the ones for the direct case.

Table 2.7: Convergence results for the first test case using higher order elements
with the multigrid preconditioner. P is the computed convergence rate.

ℎ dim 𝑄ℎ dim 𝑉ℎ 𝜆min 𝜆max It ‖𝑝 − 𝑝ℎ‖𝑄 P ‖𝑢⃗ − 𝑢⃗ℎ‖𝑉 P
2−4 4096 8320 1.000 1.071 13 2.03e-3 - 6.38e-3 -
2−5 16384 33024 1.000 1.067 12 5.07e-4 2.0 1.59e-3 2.0
2−6 65536 131584 1.000 1.064 12 1.26e-4 2.0 3.98e-4 2.0
2−7 262144 525312 1.000 1.064 13 3.17e-5 2.0 9.97e-5 2.0
2−8 1048576 2099200 1.000 1.063 14 7.93e-6 2.0 2.49e-5 2.0

The iteration count is similar to the case with elements of degree 0, and
this is similar to what happened in the case with the internal direct solver.

We will now study how the multigrid performs on the test inspired by
the paper of Sundar, Biros, Burstedde ( [16]). We quickly remind that the
permeability function here is similar to a checkerboard: on white tiles 𝜇 = 1
while on black tiles 𝜇 = 107. This tests checks how performance is affected by
changing the frequence of the pattern, i.e. the permeability changes 2𝐾 times
on each side of the domain while the grid step ℎ is fixed at ℎ = 2−7. Just like
in the direct case, 𝜆min was not reported because its value was always 1.

𝜇
𝐾 6 5 4 3 2
It 14 16 18 19 15

𝜆max 1.035 1.047 1.049 1.051 1.054

As expected, the ideal preconditioner with the multigrid solver performs
generally worse than the preconditioner solver with a direct method. However,
changing the frequency of the checkerboard pattern does not affect the multi-
grid preconditioner in a sensible way. A possible explanation for the behaviour
of GMRES iterations for higher values of the frequency 𝐾 is that our pre-
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conditioner acts locally, and because of this it needs to propagate information
along the spatial dimensions. Having more frequent changes in the permeabil-
ity might imply that the information needs to travel for a smaller distances,
thus making convergence faster. Another test in the paper suggests simulating
anisotropic coefficients by stretching the mesh along one spatial dimension, and
our preconditioner shows again an almost-optimal performance.

Sundar’s tests were run on a mesh with larger number of elements (around
16 million) and made use of MPI to make solution of such a big problem feasi-
ble. Due to library limitations, we were unable to run a test case of comparable
dimention. However we can expect good results, since our multigrid precondi-
tioner only works on local patches.

2.4 Wallclock time performance comparison

In all the previous tests we analyzed numerical performance without discussing
the really important aspect of code execution speed. We will now address this
issue by comparing single-threaded versions of the two preconditioners and a
very “quick and dirty” OpenMP-enabled version.

The first consideration about performance is that the preconditioner us-
ing the internal direct solver always fares better than the multigrid one. One
important reason for this is that the direct preconditioner computes a better
residual, and the GMRES needs to perform less iterations. We took as study
case a Darcy problem on a L-shaped domain, with homogeneous boundary
conditions and constant 𝜇 and 𝑓 . On this test case, the GMRES with direct
preconditioner converges in 7 iterations, while the GMRES with multigrid pre-
conditioner needs 17 iterations. The first version has a huge headstart, because
it is faster and consumes less system memory then its multigrid counterpart,
but the advantage slowly erodes when the size of the problem grows in a sen-
sible way. The single-threaded version however is unable to solve problems
with more than 10 million unknowns, so the studies we made on the scaling
are limited to this maximum size of the problem.

The following table sums up the time taken from the whole program to
execute, depending on grid refinement:
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Table 2.8: Preconditioner scaling, run times of the whole program (seconds)

Refinement level 7 8 9 10
Direct ∼2 10 51 314

Multigrid ∼8 33 160 598

We can clearly see the difference in scaling: the performance difference goes
from 4× down to less than 2×. It is interesting to notice that at 10M unknowns,
the peak memory consumption is 11 GB for both versions: this means that
the direct version only has an advantage on solving time.

When we start analyzing the performance of the various parts of the code
more in detail, it is immediate to notice that there is a strong asimmetry
between the two methods. The direct approach spends most of its time in
initialization procedure (i.e. the factorization of the matrix), while solving is
much faster: in our test the ratio between the two was at least 4 ∶ 1, and it
could go as high as 20 ∶ 1 for very small problems. This means that the bulk
of operations for the direct method is in a code that is difficult to parallelize
efficiently. On the other hand, both initialization and smoothing of the multi-
grid code offer good parallelization opportunities. In order to prove this, we
implemented support for OpenMP to the solving procedure, by adding just two
instructions in our code. The achieved parallelism is very primitive and can be
improved by a big margin, but it helps to put things into the right perspective.

The following table shows times for the solving procedure alone, depending
on the grid refinement, achieved by the multigrid preconditioner parallelized
via OpenMP.

Table 2.9: Gains obtained via trivial parallelization: run times of the solve
procedure (seconds)

Refinement level 7 8 9 10
Multigrid ∼5 21 103 355

OpenMP MG, 2 cores ∼4 15 65 276
OpenMP MG, 4 cores ∼3 11 51 215
OpenMP MG, 8 cores ∼2 8 35 160

As expected, performance gains quickly drop when 8 cores are fighting
over a lock operation to access one temporary vector. However, perfomance
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achieved by 4 cores shows an almost 50% reduction in solving times. We would
like to remember that part of the solving procedure is actually executed by
the GMRES solver, which is not parallelized. We are confident that with a
proper parallelization of both the initialization and smoothing procedures, the
multigrid preconditioner will be able to beat the direct one using just 4 cores,
at least on the highest refinement level.



Chapter 3

Implementation details

3.1 More about the library

The code is based on the finite element library deal.II [3], in paricular version
8.1 [4], which provides us with all the building blocks we needed. deal.II is
a C++ library aimed to “enable rapid development of modern finite element
codes, using among other aspects adaptive meshes and a wide array of tools
classes often used in finite element program”. Its main features are support
for a variety of Finite Elements, support for both 2 and 3 spatial dimentions,
various tools helping greatly with matrix assembly and solving and extensive
documentation.

deal.II is licensed under the LGPL 2.1; this means it is Open Source software
and can be used and modified freely by its users. This also implies that you
have access to the source code and are encouraged to build it configuring the
settings to better fit your needs. In particular the most important choices we
made were building deal.II with support for PETSc, Trilinos, p4est. While
deal.II has its own set of single-threaded matrix and solver classes, PETSc
or Trilinos are needed as backends for performing algebraic computations in
parallel via MPI, while configuring deal.II with p4est was necessary to enable
support for distributed triangulations. Another important configuration option
was enabling the UMFPACK and MUMPS libraries, since we used those as
direct numerical solvers when needed.

The deal.II library is a rather complex piece of software, therefore we will
now introduce a few basic concepts needed to fully understand the code that
has been written.

33
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Grid management

deal.II works on meshes made by quadrilaterals in 2D and hexedra in 3D; trian-
gles and tetrahedra are not supported, but this does not represent a limitation
for us. The library provides two classes to handle a triangulation of the do-
main, the Triangulation and the parallel::distrubuted::Triangulation,
used for serial and parallel implementations of the code, respectively. Those
two classes store a collection of cells in a hierarchical representation, which
is either quadtrees for 2D meshes or octrees for 3D ones. Both classes offer
an interface to query cell data and informations, allowing for various kind of
operations. If needed, those operations can be restricted to a certain level of
refinement of the mesh. This is extremely important because operating on each
level is required to build a geometric multigrid preconditioner.

Both the Triangulation objects have to be initialized, either by using
one of the GridGenerators classes or by reading a mesh from file via the
GridIn class. Several GridGenerators exist, and a few different mesh format
are accepted by the file importer, so we have lots of options available. If
required, the user can even write a triangulation “by hand”, if he wishes to do
so.

Refinement of the grid is handled by a few functions in the GridRefinement
namespace. They allow for global or local refinement, and the library user can
compute his own weights to fine-tune the refinement process. Refinement of
the mesh involves splitting a given cell and creating 4 new cells on the more
refined level (8 new cells in 3D). Since it is possible to only refine a part of the
domain, one can easily create meshes in which a cell is refined but its neighbour
is not. When this happens, we end up having an edge of the triangulation which
belongs both to a refined and to an unrefined cell, with a newly-created node
in the middle of the edge. We call such nodes “hanging nodes” (see Figure 3.1).
deal.II offers tools to keep track of hanging nodes and to add linear constraints
that are needed when solving problems using continuous finite elements on
locally refined meshes.

It is worth noting that there are a few limitations regarding local refinement.
For example, it’s forbidden to refine a given cell more than once if its neighbours
are not refined (in other words: there can be at most one hanging node per
grid edge). In some occasions, we need to extend this limitation not only
to the neighbour cells, but to every cell that shares at least one vertex with
the cell we are refining. Those constraints are automatically enforced by the
library, provided that the appropriate flags are passed as arguments to the
Triangulation class constructors.
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Figure 3.1: Example of hanging nodes generated by mesh refinement [9]

As already mentioned, deal.II is able to handle distributed triangulations,
via the p4est library [5, 8], as shown in Figure 3.2. This feature comes really
handy when solving problems that involve a huge amounts of degrees of freedom
in an MPI-enabled environment. We can think of it in a simple way: the initial
mesh gets divided in as many subdomains as MPI processes we have, and each
MPI process is in control of a certain subdomain. Each process only needs to
store the “owned” cells and one layer of cells owned by adjacent subdomains,
the so called “ghost cells”. “Artificial” cells (painted blue in the figure) are
then added to the triangulation with the only purpose of filling the rest of the
domain and respecting the limitations for local refinement, but won’t be used
for any computational purpose. The final result is that every MPI process
only has to remember data regarding a small part of the global mesh, and is
completely oblivious to the rest.

Finite Elements classes

deal.II supports several different families of finite elements. In particular, for
our code we used the Discontinuous Lagrangian Polynomials and the Raviart-
Thomas ones. All the various classes inherit from the FiniteElement base
class, whose interface exposes all the methods for retrieving values of function
and derivatives on a reference cell, regardless of the actual type of finite ele-
ment we are using. Two helper classes, FEValues and FEFaceValues, allow to
evaluate values and derivatives of shape functions at the quadrature points on
a given cell or face. Those 2 classes also take care of the projection from the
reference cell to the cell in the real space, hiding all the needed computations
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Figure 3.2: Mesh distributed over 4 MPI processes [9]

behind a handy reinit() function call. For this reason the FiniteElement
classes, together with the mentioned helper classes, make computing numerical
integrals and assembling local matrices really simple.

One interesting feature is that the user can pack together various finite
elements via the FESystem class, which represents the tensorial product of the
different finite elements, and them to be manipulated as a single object. Thanks
to this feature it is possible to create and fill block matrices in a transparent
way: if we pack 𝑛 finite element spaces in a FESystem instance, we are able
to initialize a matrix composed of 𝑛 × 𝑛 blocks. As an example, we instanced
a FESystem to create the product (𝑅𝑇𝑘 × 𝐷𝐺𝑘), and then used it to solve
our Darcy problem. Thanks to the FESystem class assembling the 2 × 2 block
matrix and using a block diagonal preconditioner was a simple and manageable
task, especially in the MPI-enabled version of the code.
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Handling of Degrees of Freedom

The library relies on the DoFHandler class to help the user handle and man-
age degrees of freedom on the mesh, both for serial and distributed ones, and
even when working on multigrid methods. This class can be initialized by
providing the triangulation and a finite element object, and then calling the
distribute\_dofs() or the distribute\_mg\_dofs() functions, which dis-
tribute the degrees of freedom according to the finite element space used. After
being properly set up, the DoFHandler class is used when creating sparsity pat-
terns and vectors, when iterating on cells and faces, and pretty much every time
one needs to set up any object that has to know about the degrees of freedom
of the triangulation. The use of this class is so pervasive in the code that more
than 30 related functions are collected in the DoFTools namespace, to pro-
vide utilities that manipulate and extract informations from the DoFHandler
objects.

Solvers and related tools

As long as solvers and preconditioner goes, the library offers a good range
of choice, since most of the common numerical procedures are supported by
the library. There is an important distinction between methods implemented
by the library and methods that only wrap functionality by external libraries
(Trilinos and PETSc). The main difference is that the methods implemented
in the library are templated over the vector and preconditioner type, therefore
they can be used with a great deal of flexibility, while the wrapped methods
only allow for some specific types to be used. For this reason, we decided to use
the functionality provided directly by the library, which might be slightly less
performant than the other option but allowed us to develop both the serial and
the parallel version of the code, thanks to the possibility of quickly switching
between the different algebraic backends.

3.2 Structure of our own code

Our code is compiled into a standalone binary executable. When running it,
the user has to provide a configuration file as the only command line argument.
This configuration file holds all the informations needed to properly define the
problem, the solving technique and the program behaviour. During execution
the program will output informations about the solution process, like steps
taken by GMRES solver, and at the end it will print a summary table of the
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run. If instructed to do so, it will also output the solution of the problem on a
file in VTK format, which can be read by the Paraview application.

Introduction to the code

The process of solving a PDE problem can be divided in the following 4 steps:

• Creating the geometry for the problem and defining the mathematical
functions the problem needs.

• Initializing a few important objects, such as matrices, vectors and Finite
Elements, by distributing the degrees of freedom and initializing linear
algebra structures.

• Iterating over the cells of the mesh to assemble the system, i.e the matrix,
preconditioner and right hand side vector.

• Solving the system.

The separation of the code in those steps is a pattern used extensively
through most of the deal.II tutorials and examples, therefore we decided to
follow this pattern too. If grid adaptivity is requested, those 4 steps will be
repeated several times, and each time the mesh used for the computations will
be refined and coarsened according to user-defined parameters.

A description of the most important classes will follow in the next subsec-
tions, together with some snippets of the most important parts of the code.
One important remark is that most of the deal.II library is templated over a
dimension parameter. This allows the user to write code that can easily switch
between 2 and 3 spatial dimensions, while keeping most of the code unmodified.
We liked this approach, therefore all our classes are templated over the spatial
dimension too, with the only exception of the class that reads the configuration
file.

The MixedProblem class

The execution of the whole program revolves around the MixedProblem class.
This class is the one responsible for all the four steps delineated above, as
well as initialization and management of the other support classes used by the
code. An istance of this class is created by the program’s main() and then
the function run_problem() is executed. run_problem() starts a cycle which
consists of four steps:
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• Rebuild the mesh with a given refinement criteria

• Assemble the preconditioner matrix, the system matrix and all the needed
vectors

• Solve the numerical problem

• Output the solution

The cycle is over when the requested level of refinement is reached.
The solving routine uses a preconditioned GMRES solver, and the MixedProblem

class manages the instance of the preconditioner class internally.

The IdealPreconditioner class

This class is the one implementing the ideal preconditioner (2.1) described in
the previous Chapter. In order to implement a preconditioner in deal.II, it is
enough to define a class that implements a vmult(), which is responsible for
taking the residual ⃗𝑟 = 𝐷 ⃗𝑥 − 𝑏⃗ as input, and computing the preconditioned
residual ⃗𝑦, as in 𝑃 ⃗𝑦 = ⃗𝑟 as output. Since our preconditioner is diagonal,
we can work on the ⃗𝑦𝑣 and ⃗𝑦𝑝 independently, and we can implement different
approaches for each block.

When initialized, this class sets up the two matrices ̃𝐴 and 𝑀 that com-
pose the ideal preconditioner and any other helper object that might be needed.
When the preconditioner is called by the outer GMRES iteration, the pressure
and velocity residual are preconditioned separately. As already hinted, we al-
ways use a PreconditionJacobi for the pressure-related part of the problem,
and since the matrix is diagonal this is equivalent to solving it exactly. De-
pending on the user choice, the IdealPreconditioner will either solve the ̃𝐴
matrix with a direct method, or the the multigrid method can be run instead,
to precondition the residual of the velocity vector.

The MGPreconditioner class

This class is the one responsible for wrapping the deal.II multigrid functional-
ities and turning them into a preconditioner for a specific problem. This class
is important because, provided that a handful of objects are known (i.e. the
geometry, the finite element type and user defined functions), it is completely
independent from the rest of the code and works like any other preconditioner
in the deal.II library. It is therefore extremely easy for others to reuse.
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It is worth noting that this class reimplements part of the functionality
that was already available in the dealii::PreconditionMG class. We decided
to write our implementation because the class provided by the library lacked
the flexibility we required, in particular member initialization at construction
time. In fact the dealii::PreconditionMG class is so simple that adding all
the pieces we needed via inheritance or encapsulation would have been just as
much work as writing it from scratch.

The SmootherHdiv class

This class is one of the most important parts of the work. It implements the
smoother as described in (2.10). During initialization the smoother stores all
the patch matrices and precomputes their factorization. When smoothing is
required, it solves the local problems on every patch and assembles the whole
soluction vector as required when applying the Additive Schwartz Method. A
good chunck of the complexity of this class comes from remembering informa-
tion needed for this procedure to be executed correctly, i.e. the patches built
around every vertex and the local numbering of the DoFs on every patch.

The LocalIntegrator classes

The deal.II library offers the MeshWorker framework for automation of opera-
tions that are to be executed on every cell of the mesh. This can be useful for
example to assemble the linear problem, to compute error norms or to imple-
ment matrix-free methods. Once the user defines what code has to be executed
on every cell, the functions in the MeshWorker will take care of executing the
actual loop, splitting the workload on multiple threads to take advantage of
multiple CPUs if instructed to do so.

There are several methods for the user to define the action on the single cell.
In particular, if the user wants to use the MeshWorker to assemble a matrix,
i.e. compute local contributes and distribute them to the global matrix, he
can inherit from the MeshWorker::LocalIntegrator base class. The role of
this class is to describe the bilinear forms used in a given problem. When
inheriting, the user has to implement the cell, boundary and face virtual
functions which will compute the contributes to the local matrix given by cell
interior, faces laying on the boundary (if any) and interior faces, respectively.
It is worth noting that those functions are never called by the user directly, but
are instead executed by the MeshWorker framework during its iterations over
mesh cells.
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Our code implemented three different LocalIntegrator classes:
the SystemIntegrator that describes how to compute contributes for the
system matrix, the IdealIntegrator that is used during assembly of the
IdealPreconditioner, and the VelocityIntegrator which in used by the
MGPreconditioner class.

The deal.II extension files

During development of our code we found interesting features in the library
that were lacking some refinement, preventing us to take full advantage of
them. Examples are the functions in the LocalIntegrators namespace or the
generic_linear_algebra.h header file. Since we liked the idea behind those
features, we decided to implement the missing bit and keep them separated
from the rest of our work, trying to keep as close as possible to the existing
deal.II code, extending its functionality.

The MeshWorker::LocalIntegrators namespace is a collection of ready-
to-use functions that can be used by the MeshWorker framework to make as-
sembly of matrices easier. Those functions execute local cell integration of
the most common bilinear form, such as the ones of the Laplace or Stokes
equations, thus saving the user the task of writing everything from scratch.
Most of the pieces we needed were in place, however we could not use them
directly because of lack of generality: for example, it was not possible to pass a
non-constant 𝜇 parameter, and the bilinear forms related to Nitsche boundary
condition were only implemented for a different use case. Since we liked the
idea of the MeshWorker framework, we added all the bilinear forms we needed
to the LocalIntegrators namespace of the deal.II, keeping the function sig-
natures as close as possible to the ones already in the library. This means that
this part of the code is ready for being used by anyone, and changes might get
integrated back into the library really easily.

The generic_linear_algebra.h is an undocumented feature that has only
partially been developed: the idea behind it is to make it easy for library
users to switch between different linear algebra backends using a traits. Cur-
rently, if one wants to change his code to use e.g. PETSc instead of Trili-
nos, one would have to change by hand all the definitions of matrices, vec-
tors, solvers and initialization procedures, since all of those things have very
little differencies between the versions. By using the namespaces inside the
generic_linear_algebra.h header, the user can instead ask the library for a
generic Vector, SparseMatrix or Solver. Those generic names are typedefs
which translate to a different type depending on the namespace currently in use.
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This means that, if the code makes use of this feature, switching from PETSc
to Trilinos is as easy as modifying a using namespace statement. Currently
however the usefulness is limited, because of other backend-specific code, i.e.
the already mentioned initialization procedures. To complete this feature we
did the following:

• wrote new typedefs, adding support for SparsityPatterns, BlockMatrix
and more solvers;

• created a new LinearAlgebraFactory class to automate most common
tasks, such as initializing sparsity patterns, vectors and multigrid objects;

• unified the interface across different backends for both MPI and non-MPI
versions of the code.

The functionality wrapped is sufficient to solve simple problems in a simple
and backend-agnostic way. As an example, this is what initialization of the
system matrix and vector looks like:

// LinearAlgebraFactory constructor takes the problem
// DoFHandler as its only argument
LinAlgFactory factory(m_dofHandler);

// reinit hanging nodes constraints
factory.init(m_constraints);
DoFTools::make_hanging_node_constraints(m_dofHandler ,

m_constraints);
m_constraints.close();

// reinit sparsity patterns; couplingtable describes
// what blocks of the system matrix are always empty
factory.init(m_sparsityBlockPattern ,

couplingTable ,
m_constraints);

// reinit system matrix and vectors
factory.init(m_systemBlockMatrix ,

m_sparsityBlockPattern);
factory.init(m_blockSolution);
factory.init(m_blockRhs);
factory.init_relevant(m_blockRelevantSolution);
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where each of the init call hides several backend-specific operations involving
the DoFHandler class instance.

We collected all the work in the linear_algebra_factory.h header file.
Thanks to this feature, switching between different algebraic backends trans-
lates to minimal changes wrapped around #ifdef statements, which can be
enabled depending on the flags passed to the compiler.

3.3 Program flow

In this section we would like to describe in detail the execution flow of the most
important parts of the code. We already hinted on the general program flow:
the main() function creates an instance of the MixedProblem class, passing
the problem parameters read by file to its constructor. The run_problem()
function is then executed:

Algorithm 1: run_problem()
/* build the mesh from scratch */
RebuildMesh;
while 𝑖 < Grid Adaptivity option do

/* initialize and assemble system matrix and vectors */
InitSystem;
RebuildSystem;
/* solve the linear system */
Solve;
ComputeErrors;
if Output Solution option then OutputSolution ;
/* refines the mesh */
RefineGrid;

end
/* execute the init-rebuild-solve process one last time */
InitSystem;
RebuildSystem;
/* solves the linear system */
Solve;
ComputeErrors;
if Output Solution option then OutputSolution ;

Initialization of matrices and vectors of the system is simple: it consists
of calling the DoFHandler::initialize(Triangulation, FiniteElement)
function, then instancing a LinearAlgebraFactory object which will take care



44 CHAPTER 3. IMPLEMENTATION DETAILS

of resizing the sparsity pattern, the system matrix and related vectors. Assem-
bly procedure instead is a bit more interesting: it involves several nested calls,
in which library code is interleaved with user code, thanks to the user-defined
LocalIntegrator classes. The action of this procedure is iterating over the
active cells, computing local contributes and then distributing the local matrix
by summing its values into the global matrix ones.

Algorithm 2: run_problem()
Data: Boundary functions, 𝜇 and 𝑓 functions
Define 𝐶𝑜𝑤𝑛 as the set of active cells owned by this process;
/* Assembler::MatrixSimple is a MeshWorker helper class */
Initialize a Assembler::MatrixSimple with the system matrix 𝐴;
Initialize a SystemIntegrator with problem data;
/* Highlighted lines are internal to deal.II library */
call MeshWorker::integration_loop()

for 𝑐 ∈ 𝐶𝑜𝑤𝑛 do
Define 𝐴𝑐 local cell matrix;
call LocalIntegrator::cell

Compute user-defined cell contribute;
call LocalIntegrator::boundary

Compute user-defined boundary contribute;
call LocalIntegrator::face

Compute user-defined face contribute;
MatrixSimple distributes the cell matrix 𝐴𝑐 → 𝐴;

end
return
/* this operation does nothing in non-MPI version */
Compress 𝐴 Matrix;

Typical implementation of the user-defined functions consists of a simple
loop in which we evaluate the shape functions and their derivatives over all
the quadrature points of the cell or face, and use those values to compute the
numerical approximation of the bilinear form integrals.

The Solve() procedure is composed by a switch statement that chooses
the solving method in accordance with the user preferences. It is important
to notice that the instance of the solver and of any eventual preconditioner is
created inside the function itself, and is destroyed when the function returns.
Keeping the instance alive just for the strict time it is needed helps keeping the
memory usage as low as possible during the whole program execution. This
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practice also does not cause performance losses: the solver and preconditioner
have to be reinitialized once per cycle anyway, because after a mesh refinement
step we need to redistribute DoFs, reinitialize matrices and assemble them
again.

Algorithm 3: Solve()
switch Linear Solver option do

case direct
Initialize Direct Solver;
Solve with Direct Solver;

end
case noprec

Set Preconditioner = Identity;
Solve with GMRES;
Compute Eigenvalues;

end
case ideal

Initialize IdealPreconditioner with direct internal solver;
Set Preconditioner = IdealPreconditioner;
Solve with GMRES;
Compute Eigenvalues;

end
case mg

Initialize IdealPreconditioner with multigrid internal solver;
Set Preconditioner = IdealPreconditioner;
Solve with GMRES;
Compute Eigenvalues;

end
endsw
Log Convergence Results;

If the IdealPreconditioner class is used with a direct internal, the proce-
dure of initializing and assembling its matrices is the same of the one used for
the system matrix, apart from the fact that the LocalIntegrator used for as-
sembly is different. On the other hand, initialization of the IdealPreconditioner
with the Multigrid internal solver is slightly different, because the procedure has
to build a matrix per every grid refinement level. The Assembler::MGMatrixSimple
has a really important job: it is the one responsible for adding the contribute
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of a cell on the correct level the cell belongs.
Algorithm 4: MGPreconditioner::initialize()

Data: Neumann Boundary functions, 𝜇 functions
/* Note: we are selecting every cell, not only active ones */
Define 𝐶𝑜𝑤𝑛 as the set of cells owned by this process;
/* MGMatrixSimple is MG-specific MeshWorker helper class */
Initialize a Assembler::MGMatrixSimple with the level matrices ̂𝐴𝑗;
Initialize a SystemIntegrator with problem data;
/* Highlighted lines are internal to deal.II library */
call MeshWorker::integration_loop()

for 𝑐 ∈ 𝐶𝑜𝑤𝑛 do
Define 𝐴𝑐 local cell matrix;
call LocalIntegrator::cell

Compute user-defined cell contribute;
call LocalIntegrator::boundary

Compute user-defined boundary contribute;
call LocalIntegrator::face

Compute user-defined face contribute;
MGMatrixSimple distributes the cell matrix ̂𝐴𝑐 → ̂𝐴𝑗;

end
return
Initialize a MGSmootherHdiv;
/* the following operation only has an effect if MPI is

enabled */
Compress 𝐴 Matrix;

The last two parts of the code we would like to show are part of the
SmootherHdiv class; they are the initialization and the smoothing procedures.
Before describing their inner workings in detail, we need to explain briefly how
a patch is implemented in our code. Since a patch is a collection of cells sur-
rounding a vertex, we decided to define a patch as a
std::vector<level_cell_iterator>, i.e. an array of pointers to cells. One
important detail is the numbering of degrees of freedom: every patch defines
a new numbering of the degrees of freedom that belong to it, just like cells
do. Therefore when working on each patch, a degree of freedom has three
numberings associated to it:

• the “global” numbering, assigned by library when the DoFs are dis-
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tributed on the mesh;

• the “patch” numbering, that we have to define and assign;

• the “cell” numbering, this one also assigned by the library.

During assembly and solve procedures we need a map between those number-
ings, for example to known the cell numbering of 𝑛-th degree of freedom of a
patch. While the map going from cell to global numbering is provided by the
library, the maps that go from patch to global and from global to patch must
be computed by hand, since the library itself has no awareness of the patches.
It is worth noting that patch_to_global is the only one that we need during
the smoothing, because local matrices are already computed and we only need
to redistribute the solution on the local solution to the global solution vector.
The initialization procedure of the multigrid smoother is described briefly by
this snippet of pseudocode.

Algorithm 5: SmootherHdiv::initialize()
Data: Neumann Boundary functions, 𝜇 functions
for Every refinement level 𝑙 do

/* Build patches around every vertex */
for Every cell 𝑐 in 𝑙 do Add 𝑐 to the patches Ω𝑣 it belongs to;
for Every vertex 𝑣 in 𝑙 do

Create and store the patch_to_global map;
Create the global_to_patch map;
Initialize the patch matrix ̂𝐴𝑣;
for Every cell 𝑐 ∈ Ω𝑣 do

Initialize cell matrix ̂𝐴𝑐;
Compute 𝜇 values on every quadrature point;
Compute contributes to ̂𝐴𝑐 given by cell interior;
for Every face 𝑓 of 𝑐 do

if 𝑓 ∉ 𝜕Ω𝑣 then
Compute contributes to ̂𝐴𝑐 given by face ;

end
Distribute cell matrix ̂𝐴𝑐 → ̂𝐴𝑣;

end
Enforce Neumann BCs on 𝜕Ω𝑣;
Compute Cholesky decomposition of ̂𝐴𝑣;

end
end
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As we saw in the previous Chapter, the generic multigrid method (2.5)
involves 𝑚 presmoothing postsmoothing steps. The SmootherHdiv::smooth()
takes care of the whole smoothing process, in that it takes as input the vectors
𝑥0

𝑗 or 𝑦0
𝑗 and outputs 𝑥𝑚

𝑗 or 𝑦𝑚
𝑗 . We would like to remind that 𝑗 here is the

level at which the smoothing happens.
Algorithm 6: SmootherHdiv::smooth()

Data: ⃗𝑥0
𝑗 , 𝑓𝑗, 𝑗

Result: ⃗𝑥𝑚
𝑗

Define smoothing parameter 𝜂;
for 𝑖 < 𝑚 do

Define temporary vector ̃𝑥;
Compute Residual 𝑟𝑖

𝑗;
for Every vertex do

Load the patch_to_global map;
Extract patch residual 𝑟𝑣;
Solve ̂𝐴𝑣 ̃𝑥𝑣 = 𝑟𝑣;
Distribute ̃𝑥𝑣 into ̃𝑥;

end
/* execute smoothing step */
𝑥𝑖+1

𝑗 = 𝑥𝑖
𝑗 + 𝜂 ̃𝑥;

end
return ⃗𝑥𝑚

𝑗

The two functions that we described have one thing in common: in both
cases most of the workload consist on a loop on every vertex of the mesh, exe-
cuting computations that have no dependencies between each other; this means
that this code can take great advantages from shared memory parallelism. As
a preliminary test, we added some really basic OpenMP support by adding two
lines to our code in the smoothing procedure:

// OpenMP for: iterates over vertices in parallel
#pragma omp parallel for
for (int v = 0; v < triangulation ->n_vertices(); v++) {

...

and

// parallel additive schwartz: access to global
// temporary vector is exclusive between threads
for (int k = 0; k < n_patch_dofs; k++) {
#pragma omp atomic
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tempDst(patch_to_global_map[k]) += patch_rhs(k);
}

and the results were highly encouraging, as shown in Chapter 2. In particular,
we can devise the following scenario:

• distributed-memory parallelism can be used to split the mesh of the prob-
lem, thanks to the PETSc or Trilinos libraries

• shared memory parallelism can be used to iterate over all the patches
quickly.

The additional advantage that this method holds when compared to direct par-
allel solving via direct methods is that almost no communication between MPI
processes is needed, during both initialization and preconditioning. For this
reason, we expect this method to perform really well on distributed systems.

3.4 Configuration file

As already mentioned, the code compiles into a standalone executable and can
then run different problems depending on the configuration file that is passed
as argument. Since this file is read at runtime, one can rapidly solve several
different problems without having to recompile anything. This allows any user
of the program to script and execute several different runs in a really easy
way. An added bonus is that during the development of the software we were
able to set up a small test suite and run it every time the code got changed, to
reduce the number of regressions and bugs that could be introduced by mistake
during implementation of new features. If some settings are missing from the
configuration files, reasonable defaults values are automatically selected when
possible.

Problem settings

When it comes to mesh generation, the code takes advantage of all the feature
available in deal.II. The spatial dimension of the problem is declared just like
any other setting: the program is able to solve both 2D and 3D problems. After
defining the dimension, the user can either load a pre-existing mesh, providing
it in the MSH file format, or use a variety of generators offered by the underlying
library. The following are made available:

• Ball
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• L-shape

• Colored Cube

• Checkerboard

The first two options are self-explainatory, while the latter two could use a
little more detail. “Colored Cube” is a n-dimensional cube whose faces have a
different boundary index values, so that the user can set a different boundary
condition on every face. The “Checkerboard” option creates a Colored Cube
that also sets the cell material indices to two different values that alternate in a
checkerboard pattern. This last setting was implemented in order to compare
results on the test case proposed in [16]. Initial mesh refinement, refinement
steps and refinement mesh percentage can be customized as well.

The user can define functions to be associated with the domain (the 𝑓
and 𝜇 functions of our problem) and boundary conditions (either Dirichlet
or Neumann BCs). Those functions are parsed at run-time, meaning that no
recompile is needed when any setting is changed. The variety of possible default
mesh choices, combined with user-defined functions, allows the application user
to create several different, stand-alone test cases without having to modify any
part the code.

Solver settings

The Finite Element pair used when solving the problem is (𝑅𝑇𝑘 ×𝐷𝐺𝑘), where
the degree 𝑘 of the finite element pair can be freely choosen. Our tests have
shown correct behaviour for 𝑘 up to 3, but we have no reason to believe that
higher order elements would cause any kind of problem.

The program can be easily used to benchmark different solving techniques
because different methods can be chosen to solve any problem. The available
solvers are:

• GMRES solver with no preconditioning

• GMRES solver with ideal preconditioner, using a direct internal solver

• GMRES solver with ideal preconditioner, using a multigrid internal solver

• direct solving using the UMFPACK routines

The common options for the GMRES solver can also be set: maximum number
of iteration and tolerance goal.
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The user can set the number of grid adaptivity steps to be executed (i.e.
how many times the problem will be solved and the mesh subsequently refined,
as in Algorithm 1), along with two parameters that define what percentage of
the mesh should be refined and what percentage should be coarsened.

Exact solution and logging

Since test cases are a prime candidate for configuration files, the user can
provide functions for the exact solution and its derivatives, allowing the code
to automatically compute error norms and convergence rates. In particular,
if the user is only interested in computing and comparing convergence and
error estimations, he can suppress all outputs (i.e solution output to file and
informations printed to console and log file), and only show the summary table
for the execution of the problem that has been run. This allows for really quick
and easy-to-automate testing, both when working on the code itself and when
benchmarking different approaches to solve a given problem.

3.5 Library bugs and problems

Unfortunately, no code is perfect: when the number of features grows, bugs
might get introduced or features might stay partially unimplemented. This is
particularly true for a large codebase such as deal.II. Some small shortcomings
were already mentioned earlier in this Chapter, e.g. the PreconditionMG class
or the undocumented generic_linear_algebra.h header file. Most of those
were features neededing some extra tweaking before being used in our code,
and those were easy to work out. What has not been easy instead was dealing
with some bugs and rough edges we bumped into during development.

The first bug we found was a race condition triggered when evaluating the
values of a FunctionParser object. The FunctionParser class is a wrapper to
the muparser 1 library, which is distributed alongside the source files of deal.II.
The library is not thread-safe unless a specific compile flag is set, which is
off by default for performance reason (the thread safe version being slightly
slower). We stumbled upon a race condition because we used this class along
with the MeshWorker framework, which can take advantage of modern multi-
core processors to automatically parallelize some parts of the matrix assembly
procedure. This bug was known but not documented in any “known bug list”,
therefore it took us quite some time to figure out what was going on. We tracked

1http://muparser.beltoforion.de/

http://muparser.beltoforion.de/
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down the bug thanks to the Helgrind tool, part of the valgrind 2 framework,
and contacted the deal.II developer informing them of the existance of the
compile flag to make the class thread safe, and the issue was solved in the
latest released version.

A second bug was related to mesh generation. For some reasons we were
not able to track down, generating a 3D ball-shaped mesh by using the library-
provided function would result in incorrect flags on some interior faces, which
were considered by the library as belonging to the boundary. We where unable
to reduce it to a minimal example and in the end we just decided that spending
more time on it was not worth the effort, since meshes can be generated outside
of the library and then loaded, working around the bug.

Another issue we had was dealing with boundary condition. The easiest way
to implement a Neumann boundary condition is enforcing a value on a given
degree of freedom; since the deal.II library offers some functions for adding
specific linear constraints to the matrix in a mostly-automated way, we tried
to use them. However during development we found out that support for 𝑅𝑇𝐾
finite elements was a bit lacking, and only homogeneous Neumann conditions
could be imposed. Foreseeing further possible problems when moving to the
multigrid preconditioner, we decided not to rely on library automated features
and impose the boundary conditions via the Nitsche method instead.

Two more bugs showed up when trying to impose linear constraints on
𝑅𝑎𝑣𝑖𝑎𝑟𝑡 − 𝑇 ℎ𝑜𝑚𝑎𝑠 elements, when using respectively the MeshWorker frame-
work and parallel::distributed::Triangulation. The first bug had al-
ready been reported and a patch was already out, while the second was un-
known at the time, probably because we were the first ones to try the 𝑅𝑇𝑘
elements on locally refined distributed meshes. After providing them with a
minimal test case, the developer fixed this bug really quickly and we were able
to continue working on the MPI version of the code.

The last rough edge we bumped into was, unfortunately, multigrid support,
especially on distributed meshes. This part of the library is still under devel-
opment, so the some of the features we needed are missing. In particular, our
code still lacks support for locally refined grid and PETSc matrices (due to
some helper classes failing to compile when they are used with PETSc wrap-
pers). According to the deal.II developers, the first feature might prove very
difficult to implement for our use case. The second feature however should be
easy to complete in reasonable time, because library support is almost done
and simple test cases for multigrid on MPI are already working.

2http://valgrind.org/

http://valgrind.org/
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In spite of the few issues we had during development, we were satisfied
by the library: it has a clean API, and this means that it is easy to learn
and use. The structure of the code makes it easy to integrate external code
in the library and the documentation is really extensive, with comprehensive
tutorials and exhaustive explanations of the inner workings. We would also
thank the developers for their quick responses in the deal.II mailing lists and
rapid bugfixing.





Conclusions and future
developments

The aim of this thesis was implementing and testing an optimal preconditioner
for the Darcy problem (1.2):

⎧{{{
⎨{{{⎩

𝜇−1𝑢⃗ + ∇𝑝 = 0 in Ω
− div 𝑢⃗ = −𝑓 in Ω
𝑝 = 𝑔 on Γ𝐷

𝑢⃗ ⋅ 𝑛⃗ = ℎ on Γ𝑁

In particular, we wanted to implement a geometric multigrid and compare its
performance versus direct solving of the ideal preconditioner we introduced
earlier. Part of the planned work was specifically comparing a MPI implemen-
tation of the two different methods, since our hypothesis was that the multigrid
would excel in the distributed mesh case.

The starting point of our work was having a working direct solver for the
Darcy problem in mixed formulation. After this solver was in place, we started
implementing some of the options that allowed us to run several different test
cases without recompiling, e.g. user-defined boundary conditions and grid
adaptivity options. After a test suite was in place, we added the choice of a
GMRES solver and implemented the ideal preconditioner with the UMFPACK
internal solver. The next step was doing the needed changes to the code to
implement the MPI version of the problem and of the preconditioner. While
working on this feature we realized that we could have used an extra level of
abstraction to have unified interfaces for MPI and non-MPI versions of the
code, because it would have helped in removing lots of duplicated code and
unelegant #ifdef statements, therefore we developed all the classes and meth-
ods that were collected in the LinearAlgebraFactory namespaces. The last
step was implementig the NON-MPI version multigrid version of the precondi-
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tioner, taking advantage of the framework offered by deal.II. Unfortunately, we
were not able to complete the planned work implementing the MPI geometric
multigrid, because the support on the library side was a bit lacking, and adding
the missing functionality would not have been a trivial task.

The results we achieved are satisfactory. The numerical performance of the
ideal preconditioner with internal direct solver is as good as we expected: in
all our test cases it proved to be robust to mesh refinement, highly variable
coefficients, non-squared domains with local refinement and anisotropic meshes.
We succesfully implemented every feature we planned to originally support, and
the code is fast, in particular when it comes to the solving procedure, thanks
to the high speed of the UMFPACK and MUMPS libraries.

The numerical performance of the ideal preconditioner with internal multi-
grid solver was satisfactory as well: even though the number of the outer
GMRES iterations is always higher than its direct counterpart, the number
of iterations stays constant regardless of the level of mesh refinement, perme-
ability coefficient and grid anisotropy. Unfortunately, since the deal.II library
currently does not support locally refined grids on multigrid methods for con-
tinuous finite elements, we were not able to test local refinement. On the code
performance side, we were expecting a tough matchup: beating a direct solver
with years of development behind its back is not easy, especially on “small”
problems that involve around 1 million unknowns. After doing some basic op-
timization work however, we were able to bring our multigrid preconditioner
performance close to the one of the direct counterpart.

The largest problem we were able to solve using the serial implementation
of the code was the last test case of Chapter 2, in which the Darcy problem is
solved on a L-shaped domain. The number of unknowns is 6.3 million and 3.1
million for the velocity and pressure variables respectively. This test case was
geared towards direct comparison of wallclock performance of the two versions
of the preconditioner. Even if the preconditioner with internal direct solver
took less time to run when compared to the multigrid based one, we were sat-
isfied by the results because the multigrid clearly scaled better. In Table 2.8
we compared total run time for the two versions when going from 2.3 million
to 9.4 million unknowns: the multigrid version went from 160 seconds to 590,
an increment of 3.7, while the direct solver went from 51 to 314, which is an
increment of 6.2. Our hypothesis is that an MPI-enabled version of both codes
will show scalings even more favorable to the multigrid preconditioner. We are
are also confident that with proper parallelization of initialization and smooth-
ing procedures via OpenMP or Intel’s tbb library, the multigrid preconditioner
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will be able to beat the direct solver when run on 4 threads.

Future developments

As far as code performance is concerned, in the near future we would like to
implement some optimizations tailored for our multigrid code. Some of them
are rather easy and should provide noticeable benefits, such as:

• Store the Cholesky factorization computed by the Eigen library in a spe-
cialized structure that should save around 40-50% compared to the full
matrix we are using right now.

• Taking advantage of OpenMP or of the tbb library to parallelize loops in-
side the MGSmootherHdiv class methods, which are “embarassing parallel”
procedures that should benefit greatly from shared memory parallelism.

• Adding some technical micro-optimizations, such as small buffer opti-
mizations and custom allocators.

The second important enhancement planned for the code is having the
multigrid-based preconditioner running on the MPI version of the code. De-
velopment for the implementation had started, but was halted after bumping
into a few library problems. When inquired about multigrid support on MPI
distributed meshes, the deal.II developers told us that support is experimental
and currently limited to the Trilinos backend. We are positive about adding
the necessary bits in a reasonable amount of time. Adding support from MPI
should really allow us to show the big advantage of a multigrid method over a
direct one: since the preconditioner only works on local patches, the complexity
of the algorithm is 𝑂(𝑛), 𝑛 being the number of vertices in the triangulation.
This should translate into better scaling compared to any direct method when
the numerical problem grows really large.

A natural extension of this thesis is looking for more possible use cases for
a geometric multigrid preconditioner having the same or a similar structure
to the one we implemented. Speaking of this it is important to remind that,
as mentioned in Chapter 1, any Poisson problem with nonconstant coefficients
can be seen as a Darcy problem. This means that the techniques and the
code developed in this work can be used to solve any Poisson problem written
in mixed formulation. A first example of possible application to a different
problem is is described by Mattia Penati in [12], in which the author proves
that the the same preconditioner we used for Darcy can be applied to the Stokes
problem in a stress-velocity formulation. A second use case worth investigating
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is using the preconditioner to solve a linear elasticity problem as shown in [2].
A third topic we would like to study is the possibility of preconditioning a
mixed hybrid Darcy problem. For this application in particular extra research
will be needed before we are able to apply our preconditioner, since we will
need to adapt it to the different formulation of our problem.



Bibliography

[1] Douglas N. Arnold, Richard S. Falk, and R. Winther. Preconditioning in
𝐻(𝑑𝑖𝑣) and applications. Math. Comp., 66(219):957–984, 1997.

[2] Douglas N. Arnold, Richard S. Falk, and Ragnar Winther. Mixed finite el-
ement methods for linear elasticity with weakly imposed symmetry. Math.
Comp., 76(260):1699–1723 (electronic), 2007.

[3] W. Bangerth, R. Hartmann, and G. Kanschat. deal.ii – a general pur-
pose object oriented finite element library. ACM Trans. Math. Softw.,
33(4):24/1–24/27, 2007.

[4] W. Bangerth, T. Heister, L. Heltai, G. Kanschat, M. Kronbichler,
M. Maier, B. Turcksin, and T. D. Young. The deal.ii library, version
8.1. arXiv preprint http://arxiv.org/abs/1312.2266v4, 2013.

[5] Wolfgang Bangerth, Carsten Burstedde, Timo Heister, and Martin Kro-
nbichler. Algorithms and data structures for massively parallel generic
adaptive finite element codes. ACM Transactions on Mathematical Soft-
ware, 38(2):14:1–14:28, 2011.

[6] Franco Brezzi. On the existence, uniqueness and approximation of saddle-
point problems arising from Lagrangian multipliers. Rev. Française Au-
tomat. Informat. Recherche Opérationnelle Sér. Rouge, 8(R-2):129–151,
1974.

[7] Franco Brezzi and Michel Fortin. Mixed and hybrid finite element methods,
volume 15 of Springer Series in Computational Mathematics. Springer-
Verlag, New York, 1991.

[8] Carsten Burstedde, Lucas C. Wilcox, and Omar Ghattas. p4est: Scalable
algorithms for parallel adaptive mesh refinement on forests of octrees.
SIAM Journal on Scientific Computing, 33(3):1103–1133, 2011.

59

http://arxiv.org/abs/1312.2266v4


60 BIBLIOGRAPHY

[9] The deal.II developers. The deal.ii library manual.

[10] Jouni Freund and Rolf Stenberg. On weakly imposed boundary conditions
for second order problems. In Proceedings of the Ninth Int. Conf. Finite
Elements in Fluids, Venice, pages 327–336, 1995.

[11] J. Nitsche. Über ein Variationsprinzip zur Lösung von Dirichlet-Problemen
bei Verwendung von Teilräumen, die keinen Randbedingungen unterwor-
fen sind. Abh. Math. Sem. Univ. Hamburg, 36:9–15, 1971. Collection of
articles dedicated to Lothar Collatz on his sixtieth birthday.

[12] Mattia Penati. Mathematical and numerical modeling in geodynamic ap-
plications. PhD thesis, Politecnico di Milano, 2014.

[13] P.-A. Raviart and J. M. Thomas. A mixed finite element method for 2nd
order elliptic problems. In Mathematical aspects of finite element methods
(Proc. Conf., Consiglio Naz. delle Ricerche (C.N.R.), Rome, 1975), pages
292–315. Lecture Notes in Math., Vol. 606. Springer, Berlin, 1977.

[14] Marie E Rognes. Mixed finite element methods with applications to vis-
coelasticity and gels. PhD thesis, University of Oslo, 2009.

[15] David J. Silvester, Catherine E. Powell, Catherine E. Powell, David, and
J. Silvester. Optimal preconditioning for raviart-thomas mixed formula-
tion of second-order elliptic problems. SIAM J. Matrix Anal. Appl, 25:718–
738, 2002.

[16] Hari Sundar, George Biros, Carsten Burstedde, Johann Rudi, Omar Ghat-
tas, and Georg Stadler. Parallel geometric-algebraic multigrid on unstruc-
tured forests of octrees. SC Conference, 0:1–11, 2012.


	Contents
	Introduction
	Numerical Darcy model
	The Darcy's law
	The abstract theory of saddle point problems
	Discretization details

	Preconditioning of the problem
	Preconditioning techniques
	The ideal preconditioner
	Geometric multigrid preconditioner
	Wallclock time performance comparison

	Implementation details
	More about the library
	Structure of our own code
	Program flow
	Configuration file
	Library bugs and problems

	Conclusions and future developments
	Bibliography

