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Sommario

La continua diffusione di dispositivi elettronici e lo scambio costante di infor-
mazioni sensibili rende la protezione dei dati un problema rilevante. Gli utenti
sono portati a fidarsi sempre piu dell’utilizzo delle attuali tecnologie, rendendo
disponibile una sempre maggiore quantita di dati personali.

Fino a qualche anno fa, tale problema era affidato esclusivamente ai forni-
tori di servizi esterni. Gli utenti consideravano il salvataggio dei propri dati
sicuro e non affetto da eventuali danneggiamenti.

Oggi tale problema e stato riconsiderato mediante 'introduzione della ci-
fratura dei dati lato client. L’utente, attraverso tale strumento, nasconde i
propri dati ad entita non affidabili, rendendoli accessibili esclusivamente ai
fruitori autorizzati.

Lo scopo di questo lavoro e gestire la protezione dei dati in un contesto
distribuito, attraverso lo sviluppo di un ulteriore strato di cifratura lato server
che si aggiunge al gia citato strato client. Tale processo, denominato Over-
Encryption, permette di gestire in modo efficiente la protezione dinamica dei
dati, garantendo un alto livello di sicurezza.

Il primo strato viene applicato lato client, in modo da evitare che i fornitori
dei servizi, che si occupano di immagazzinare i dati, possano accedervi. Il
secondo strato di protezione, applicato lato server, ¢ inserito o aggiornato dopo
ogni modifica alla lista degli utenti autorizzati. In tal modo, gli utenti rimossi
non potranno leggere tali oggetti, non avendo piu 'accesso ai file, sebbene essi
siano in grado di rimuovere lo strato applicato lato client.

Tali caratteristiche, oltre a fornire un’elevata protezione dei file, permettono
di diminuire il numero di operazioni eseguite. Gli utenti che modificano le liste
di accesso non dovranno piu preoccuparsi di cambiare la cifratura applicata
lato client. Il server inserira il proprio strato di protezione, in modo da rendere
la richiesta di tali dati totalmente sicura.

I modelli descritti nel nostro lavoro prevedono differenti scenari, che garan-
tiscono vari livelli di sicurezza e prestazioni. La scelta di un modello piuttosto
che un altro ¢ esclusivamente dettata dalle caratteristiche desiderate.



Tali considerazioni ci hanno condotto alla realizzazione di un progetto mo-
dulare basato su un’architettura client-server. Il sistema sviluppato e suddiviso
in diversi componenti, perfettamente integrati con l'infrastruttura esistente di
OpenStack. Tali componenti si aggiungono alle applicazioni che gia interagi-
scono con la suddetta infrastruttura, introducendo in questo modo un ulteriore
livello di protezione. Il nostro lavoro si dimostra totalmente trasparente anche
nel caso in cui tali funzionalita non siano desiderate dagli utenti, in quanto le
richieste sono gestite come in precedenza senza ’aggiunta di ulteriori proprieta.

Le suddette funzionalita sono state realizzate interagendo con diversi ser-
vizi di OpenStack, modificando principalmente le caratteristiche di Swift, il
servizio di archiviazione di tale infrastruttura. Quest’ultimo sfrutta le nuove
proprieta per creare un ambiente di archiviazione e scambio dei dati ancora pitu
protetto. L’introduzione di tali caratteristiche permette di utilizzare funziona-
lita previste da tempo in OpenStack, come le liste di controllo degli accessi,
ma non ancora sfruttate a pieno.
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Abstract

The pervasiveness of computing devices and the massive exchange of sensitive
information make data protection a critical issue. Current technologies lead
the users to extend their use, making available a big amount of personal data.

Until a few years ago, the data owner did not concern himself with it. Each
final user thought that each piece of information could be always secure and
uncorrupted. Nowadays, the problem has been reconsidered introducing data
encryption on the client side. The users hide their data from untrusted parties,
encrypting and making them accessible only to authorized entities.

The purpose of this work is to manage data protection in a distributed
context, developing an additional encryption layer on the server side. This
Over-Encryption process facilitates encryption management, taking advantage
of data encoding on the client side. To reach this goal, when the authorized
users group changes, the server encrypts again the data with an additional
protection layer. This feature permits to decrease the number of operations
performed, ensuring excellent security on the data.

The above model leads us to a modular project based on a client-server
architecture. The system consists of several components, well integrated with
the OpenStack infrastructure and transparent for the users. The introduced
features enrich the OpenStack Swift Storage service, enabling sensitive data
exchange in a more efficient and protected environment.
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Introduction

“We have seen that computer programming is an art, because it applies accu-
mulated knowledge to the world, because it requires skill and ingenuity, and es-
pecially because it produces objects of beauty. A programmer who subconsciously
views himself as an artist will enjoy what he does and will do it better.”

- Donald Ervin Knuth

The Thesis structure has been divided into four main parts. In the first part,
from Chapter 1 to 4, we present the state of the art. In particular, in Chapter
1 we have a brief introduction on Cloud Computing, describing how it can
be realized, used and managed. In Chapter 2, we analyse the data protection
problem and we give some methods to solve it: starting from access control
through ACL to encryption to our proposed solution, named Over-Encryption.
In Chapter 3, we contextualize our solution describing OpenStack, the envi-
ronment where we have worked. Finally, in Chapter 4 we describe how initially
this idea had been designed in the European project Escudo-Cloud.

In the second part we analyse the theoretical concepts of our Thesis, de-
scribing three working scenarios (Chapter 5).

In the third part, we expose our project implementations. In particular,
in Chapter 6 we analyse in detail all the features of the chosen scenario (on-
the-fly). In Chapter 7, we focus on the other two scenarios, on-resource and
end-to-end, mainly highlighting the differences, benefits and disadvantages,
presenting a comparison of the three scenarios.

In the fourth part (Chapter 8), we show the experimental analysis results.
We describe how much the overhead is, introduced in each operation by our
approach, and we compare the results of the three scenarios with OpenStack
Swift. Then, we show the results of a real test case and some final considera-
tions.

In the last part, we propose some future works (Chapter 9) and, finally, we
report a few concluding remarks.
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Chapter 1

Introduction to Cloud
Computing

Cloud computing is a successful business model necessary for all companies
that want to be competitive in a world wide economy.

It is becoming the normality when we talk about computing, since the
elasticity and power reached by this model cannot be reached easily by a local
infrastructure.

In general, Cloud computing meaning is extended to all infrastructures,
software or hardware, which are provided as services, in order to manage the
workload of each user, supporting them and their applications. It represents
an outsourcing of services similarly to the way in which natural gas reaches
the users. They do not need to worry about where the natural gas comes from
or how it is delivered: they only pay what consumed.

In this chapter, an introduction to this business model will be shown, ex-
plaining what is Cloud computing, how it can be divided and how it works.

1.1 What is Cloud Computing

Cloud computing concerns services provided over the Internet, e.g., applica-
tions running on infrastructures and hardware inside data centres that provide
those services. There is not a clear division between the services at higher level
and the hardware at lower level: we can evaluate them together, since we have
to consider the union and entirety of such infrastructure, that is what we will
call a cloud.

As reported in [4], Cloud computing is “a model for enabling ubiquitous,
convenient, on-demand network access to a shared pool of configurable com-
puting resources (e.g., networks, servers, storage, applications, and services)
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that can be rapidly provisioned and released with minimal management effort
or service provider interaction”.

Such infrastructure gives many advantages. First of all, flexibility, because
cloud services are excellent for small and medium business with varying band-
width demands. In particular, in Cloud computing, the new and awesome
aspect is the sense of computing resources always available on demand, follow-
ing huge hike of payload. In this way, each company can start with a small
set of computing resources and increase hardware only if needed. Secondarily,
Cloud computing removes the high cost of hardware: it is an excellent choice
to avoid large initial investments and to work from anywhere, since Internet
connection is the only real resource that we need.

The main model used is pay-per-use: the resource is paid only for the real
time employed. This model is a great solution to use and release computing
resources as necessary.

1.2 Public, Private and Hybrid Clouds

Cloud computing can be considered an evolution of past concepts. For in-
stance, if we consider a cluster - i.e., a set of machines that solve some problems
in a concurrent way, joined to a pay-per-use method, we are able to solve prob-
lems in an efficient way, from an economic point of view, and with excellent
performance.

Cloud computing puts together the services offered and infrastructure be-
hind them. In such a way, the users do not care of any aspect of them and
they can connect from any device to use all these services. There is no worry
about hardware, technical revision, setting up and updating.

Nevertheless, the main feature that permits to use Cloud computing is
wirtualization - i.e., a method that guarantees the distribution of applications
over the hardware and the use of all servers needed by the user.

There are two categories of cloud, based on where and how servers are
distributed and accessed:

e Public cloud: is a public infrastructure that takes advantage of Inter-
net, since all the users that have a connection to Internet, can access
these services. The model is pay-per-use, where each provider, usually
a commercial provider, supplies the services and the user can utilize his
account to run them. Usually, these services are accessible through a
public interface. In this way, the user has the possibility of creating new
virtual machines, in order to use the services offered.
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e Private cloud: is an infrastructure created inside an organization’s pri-
vate network, usually the Intranet of the company. It allows access only
to employees and partners inside the administrative domain. The Pri-
vate cloud gives advantages of scalability and flexibility for organization
applications.

e Hybrid cloud: is a mix between Private and Public cloud. Indeed, it
uses a private infrastructure, enforced by computing capacity from an
external provider, permitting to use external services, when the work-
load cannot be supported by only local infrastructure. It represents a
good trade-off in terms of resource sharing, because it takes advantage
of privacy and customizations of Private cloud, and flexibility of Public
cloud.

1.3 Models

Cloud computing can be divided in different categories, depending on the
services provided. The principal models are three, namely:

e Infrastructure-as-a-Service (laaS), consists in several virtualized re-
sources needed to supply all the services necessary for application, in
general computing, storage, and networking. The environment of each
application can be chosen by the user which can deploy and run his ap-
plications in a better way. Indeed, the cloud infrastructure providing the
service, is rented and used only if needed. Main examples are Amazon
EC2 (Elastic Compute Cloud), Amazon S3 (Simple Storage Service)
and FlexiScale.

e Platform-as-a-Service (PaaS): provides a virtualized platform where
the user can develop his applications, using the programming languages
(like Java, Python, etc.) supported by the provider. Therefore, there is
a support for developing user applications. He does not have to manage
the underlying hardware infrastructure, although this model makes avail-
able both software and hardware. Two famous examples are: Amazon
Simple DB and Google App Engine.

e Software-as-a-Service (SaaS): as suggested by the name, provides soft-
ware applications as a service. Applications are developed inside the
structure and are supplied to the user, whereas, in the previous PaaS
model, the user would have full power on applications developed. The
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best examples of SaaS services are Google Gmail and Google docs,
Microsoft SharePoint and the CRM software from Salesforce.com.

1.4 Cost Model

Each business, with a traditional infrastructure, has a fixed cost, due to own-
ership of computer and equipment. Cloud computing gives a good solution
since it cuts out the fixed costs of own hardware.

Indeed, a business using a Cloud computing has to face only a variable cost
owed to a pay-per-use model. All the own infrastructure, the maintenance and
personnel costs are removed. A traditional IT business, as well as a cloud-
based business, has instead operational costs which increases when the number
of users goes up.

Cloud computing is often considered a good choice for small businesses,
to start their work without paying a huge initial fixed cost. However, like
announced months ago, also big companies as Netflix use only a cloud infras-
tructure for all the services that they need (as streaming, accounting, etc.).
This case is of remarkable interest, since Netflix provides a great streaming
service using, fundamentally, only Amazon Web Services, claiming a cost
lower than that deriving from a traditional infrastructure I'T. This case shows
the importance and the convenience of cloud in IT solutions.



Chapter 2

Data Protection

Data protection must be considered a central problem for the individual itself
and for the place, local or external, where the data are stored, read, written,
processed or simply passed through.

First of all, it has to guarantee that personal data are hidden and inac-
cessible to curious eyes. Furthermore, problems like integrity and reliability
as well as confidentiality, availability and authenticity must be analysed: each
one is relevant as much as the others.

Considering that several side effects could happen, starting from malicious
attacks to access by unauthorized users, several methods could be applied
against these attacks.

In the first section, we describe in more detail the data outsourcing problem
and how it is related to the data protection. In particular, we explain some
concepts and some solutions, from a theoretical point of view. In following
sections we deeper illustrate three possible methods to protect the data against
unauthorized users.

2.1 Introduction: Data Outsourcing Problem

Data protection and data outsourcing are two aspects that could be considered
as coexisting or the same face of one problem: users entrust their own personal
files to an external provider. Therefore, in general, data outsourcing implies
data protection, in any feasible form: starting from a basic mechanism based on
ACL (Section 2.2) to encryption (Section 2.3) to a more sophisticated method
such as Over-Encryption (Section 2.4).

In fact, data outsourcing is more and more adopted as a successful practice,
since it delegates to external provider the onerous part of managing resources
paying a fee.
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In this process, we can identify two different actors: user or organization
that pays for external services granted by another organization.

A problem, that could become a serious risk in this context, concerns the
information exposure, considering the authorization policies and their dynamic
changes.

2.1.1 Confidentiality, Integrity and Availability in the
Cloud

Security problems, for the cloud like for a new modern system, can be classified
with the CIA (Confidentiality, Integrity and Availability) paradigm. In partic-
ular for the cloud, these three requirements can be described in the following
way:

e Confidentiality: Information stored and processed in the cloud can be
accessed only by authorized users.

e Integrity: Authentication is the base to exchange information. It con-
cerns users and service providers which are the parts interacting in the
cloud and the information flows between them.

e Availability: Provider makes resources available, in accordance to the
requirements of time constraints and other parameters specified on a
Service Level Agreement (SLA).

A first problem discussed in this Thesis, related to security of the resources,
is the protection of data at rest. We expose the problem in the next section
and we show some possible solutions in the following ones.

2.1.2 Protection of Data at Rest

The initial issue for a user is to protect his data when he is relying on a
cloud provider. The current solutions force the users to completely trust on it.
The latest one could protect our data from unauthorized users with specific
encryption on them, but anyway, it still has a complete access on them. In fact,
the provider encrypts the data with an appropriate algorithm and it knows the
keys used to encrypt.

Therefore, the problem is disguised and shifted on the server-side (curious
server). In this scenario, we can suppose that the provider is honest-but-
curious, thus we need some specific and new solutions to protect the confiden-
tiality of user data.
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Two different approaches, as reported in [5], could be used:

e The first approach proposed, considers the possibility of data encryp-
tion on client-side, before the resources have been outsourced on the
server provider. In this way, the provider cannot know the keys and data
should be considered secure (except some performance problems, widely
discussed and solved in the following sections);

e The second approach proposed, considers the data fragmentation, in-
stead of their encryption. In this way, the resources are split into several
values and stored in separate fragments. Now, the confidential data are
the associations among these fragments. In a ‘two can keep a secret’
model [6], the data are split in two parts and entrusted to two different
providers. The fragments are kept in clear (readable form) and only the
parts that contain information about the association are encrypted.

Although the second approach can be considered convenient, it introduces
some problems due to relying on two or more providers. This solution is a good
way to deny access to curious providers, but the involvement of two or more of
them can be difficult. In fact, each provider can have different ways and policies
to store and access data. In general, this solution is not utilized in concrete
approach, since its organization could be complicated. The first approach,
instead, is a good solution in order to protect our data. The encryption on
client-side is the only way to defend the data, because the client is the only
entity which can be considered trusted. Also the provider could be considered
trusted, especially for the service that it supplies, but, in general, it can be
curious.

Nevertheless, this solution is affected by some efficiency and security prob-
lems, which will be introduced, explained and solved in following sections.
An example of possible solution, that avoids these problems, is the Over-
Encryption approach. The nature of this method is to combine two different
protection, on both client-side and server-side, to improve efficiency in case of
policy update and to avoid unauthorized access to some data, such as in case
of old removed users from authorization policy.

2.2 Access Control List

Nowadays, in order to guarantee a selective access to a resource or a set of
resources, Access Control Lists (ACLs) are used. In particular, an ACL is a
list of authorizations to access an object: thanks to it, it is easy to keep track
of the whole set of authorized users, as we have done in our project.
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Each object has a list of users that can read, write and execute it. There-
fore, in general for each object, there is a list of users and their rights.

ACLs are very common in various operating systems, such as Windows
or Linux, and also in other environments, such as OpenStack Swift service.

2.3 Encryption

The main purpose of data encryption is to protect data confidentiality, against
curious eyes. As accomplished in our project, this goal is reached hiding the
clear content (plain-text), altering it in a new version (cipher-text), incompre-
hensible to external users (unauthorized users). Transformation from plain-text
into cipher-text is made through a specific encryption algorithm and transfor-
mation key.

An important aspect that must be taken in consideration, analysing en-
cryption algorithms, is their classification. They could be divided into two
main categories:

e Symmetric algorithms - where the same key is used both to encrypt and
to decrypt the message. This requires that sender and receiver exchange
the (secret) key before the ‘encryption’ process can start, hence before
sending the encrypted message. However, this requirement can generate
a security problem: it is for its nature strongly distributed and could
require the management of a huge number of keys. The most common
used symmetric encryption cipher is AES.

e Asymmetric algorithms - where there are two different keys: one public
(accessible to everyone) and one private (known only by the key owner).
Such two keys, even if are different, still remain linked via a mathemat-
ical function: one key is used to encrypt and the other key is used to
decrypt. According to which of the two keys is applied to encrypt the
message, we can obtain different results (such as Digital Signature),
satisfying not only the confidentiality requirement, but also the integrity
and authenticity specifications. Moreover, this model throws away the
previous security problem: actors involved have no longer to exchange
any key before sending messages. However, asymmetric encryption re-
quires more resources and it ensues slower and less efficient respect of the
symmetric one. Therefore, the decision of which of the two algorithms
to use is a trade-off and depends on the security level and computational
power that the users need/have available. An example of asymmetric
encryption is provided by RSA, a widely used asymmetric encryption
algorithm.
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Hash Functions

Hash functions are widespread, considering their advantageous characteristics:
for example, they are used for Digital Signature and for integrity checks. They
are different from encryption algorithms although they are used to perform
common tasks and have similar implications. They take an arbitrary-length
input and transform it in a short (compared to the input) fized-length output,
called hash value.

The main properties of hash functions are:

e Strong resistance to collision, as there has to be a negligible probability
that two different inputs generate the same output.

e Efficient computation, due to short fixed-length output.

e One-way structure, because given an output it should be impossible or,
anyway, computationally intensive to retrieve the input.

Historically, several hash functions have been developed. For instance, the
main ones could be considered: MD5, SHA-1, SHA-2 and SHA-3. The
first, MD5, is not so secure, since it has been compromised and its weaknesses
has been exploited: under certain constraints, collision can happen.

SHA-1 and SHA-2 are more secure and their structures are very similar.
However, SHA-1 is weaker than SHA-2: the second one has displayed a resis-
tance to some attacks, published to show some weakness of SHA-1.

The latter, SHA-3, can be considered the safest algorithm, although SHA-2
is still far from being broken.

2.4 Over-Encryption

Over-Encryption could be considered a technologically advanced solution with
respect to the encryption (Section 2.3) and the other above cited solutions,
since it incorporates them, constructing a single logical safer flow.

The solution here reported, aims at giving a first theory approach. Our
Thesis work, utilizing it, achieves the objective to define, develop in a deeper
way and, successively, apply these concepts to a real infrastructure.

Over-Encryption is based on the idea of using two different layers of en-
cryption to enforce selective authorizations, as reported in [8]. The first and
inner layer protects data from the honest-but-curious server, the second and
external layer enforces policies when a change occurs.

For the first is required that owner encrypts, with a key, its data before
sending them to the server. The key is known to data owner and each other
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user with which the owner would share that information. Therefore, each
resource must be associated with an Access Control List, which contains a
whole set of authorized user to read from or write on the specific files.

Subsequently, with a policy update, instead of changing the key, exchang-
ing it and re-encrypting the data, the server-side applies the second layer of
encryption on data, which are not accessible any more from specific removed
users.

According to above considerations, Over-Encryption methodology enables
the protection of data without wasting of bandwidth, permitting personalized
and dynamic views through, eventually if necessary, a double keys derivation.

In particular, with this schema, we distinguish three distinct roles: server,
who receives and stores the data from the data owner; owner, who creates and
sends the data and establishes the control policy on it; users, who participate
to the knowledge of the secret keys and can access specific data.

The derivation process of symmetric keys is achieved via public tokens. In
particular, it could be carried out also applying a chain of token in sequence.
In this way, only one secret must be remembered by the user (the master key)
and though it, all the available resources for the user can be reached. This
derivation mechanism can be thought as a direct acyclic graph: a tree, where
the root node is the starting point and the secret master key can be associated
to it. Every arc represents a token, that is the information which allows to
derive another secret information.

In general, every time an authorization policy changes, granting or revoking
a permission to user (u) on a resource (r), the ACL(r) changes accordingly.
Thus, the knowledge of the key should be modified in two different ways,
respectively:

e grant case - added user (u’) to the set (U) of authorized users. One
more user (u’) knows the secret key (k);

e revoke case - removed user (u’) to the set (U) of authorized users.
Change the key (k) and re-exchange the new key (k) with the set (U~\u’),
decrypt the resource (r) with the key (k) and re-encrypt it with new key
(k).

Nevertheless, thanks to this two layer model, the expensive part (mostly

in the revoke case) can be avoided.

Fitting with the initial assumption, where the owner outsources data since
it does not have necessary infrastructure (channel, computational power, re-
sources ...) to manage them, the owner sends data in encrypted form to the
server. Thus, the server can add one more encryption layer, according to the
owner directives, when policy changes.
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In particular, this specific approach splits responsibility in two main sides:

e Base Encryption Layer (BEL) - client side encryption, accomplished
at initialization time by the data owner.

e Surface Encryption Layer (SEL) - server side encryption, performed
by the server to follow dynamic changes of the authorization policy on
the data already encrypted at the BEL level.

Considering SEL level, another distinction can be observed on the way and
on the moment in which the server side encryption is activated and executed.
In practice, the server can apply the second layer of encryption every time
(Full-SEL) or only when is required (Delta-SEL).

Analysing more in detail, Full-SEL method is equivalent to the BEL - i.e.,
it follows a similar graph, starting from the root node and reaching every files.
At initialization time, the SEL graph is built following the BEL policy: for each
element (key or token) defined at BEL level, an element is defined respectively
at SEL level.

Delta-SEL approach keeps track of only changes in the authorization policy
and, therefore it is composed, normally, by a lower number of nodes. In fact,
at initialization time it is empty, since no Over-Encryption is required by any
files in the analysed environment.

Essentially, these two approaches differ for performance and security guar-
antees. In Full-SEL, we always apply a second layer of encryption, even if it is
not necessary - more protection but also more load in the sequent decryption
phase; in Delta-SEL, we enforce a second layer of protection only when it is
indispensable - more flexibility with major probability of protection breach
(collusion). The choice of which of two methods to use depends on the capa-
bilities of the client and the level of protection needed. It represents a trade-off
between cost and resistance to attacks.

In particular, to explain if and when collusion can exist, we distinguish
several views, which represent what is the specific status in which the resource
(r) is. We can identify:

e One view from the server side on resource r (knows only the SEL key)
e Several views from the client side

— open, authorized user - knows both keys at SEL and BEL level

— locked, unauthorized user - does not know neither the key at BEL
level nor the key at SEL level
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— sel_locked, unauthorized user - knows the key at BEL level, but does
not know the key at SEL level

— bel_locked, unauthorized user - knows the key at SEL level, but does
not know the key at BEL level (this case coincides with the server
view)

We have to consider that colluding is useful only if interacting parts (users or
server) gain a mutual benefit - i.e. both do not have access to resource and
collusion allows them to have an open view. Analysing the view evolution and
the exposure risk, we can identify, under certain conditions, one isolated case
in which collusion could happen.

In particular, we notice that with open view, users do not have any benefit
to collude, since they have a right access to resource (inverse with locked view,
users have nothing to offer). Since users with same view have no secret to
exchange, the single collusion case happens when the parts have, respectively,
sel_locked and bel_locked view.

Nevertheless, exposure is limited only on resources involved in a policy
split', to make part of the resources, encrypted with the same BEL key, avail-
able to the user.

Another possible scenario, is available when the BEL key is the same for
all resources - i.e. BEL level simply applies an uniform encryption, just to hide
the file content to the server, and the policy itself is leaded by only the SEL
level. Here, a high risk exposure to collusion is evident, since all unauthorised
users have always the sel_locked view on resources and could potentially collude
with the server.

Loroup of resources (R) encrypted with the same BEL key. The users (U), who have now a
grant permission on a subset of them (r’), have a sel_locked view on the other subset (1),
since they (U) should still not have an access to them (r”)
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Chapter 3

OpenStack

The OpenStack Project is a free and open source cloud operating system
(IaaS), as Amazon Web Services (AWS), which aims to create a platform
for public and private clouds.

The choice of using OpenStack as the basic infrastructure, has been dic-
tated by these characteristics. Further to be free and open-source, Open-
Stack is a modular system, therefore, it should be easy to modify its structure,
adding, for instance, some features.

It aims at providing scalability without complexity as the main cloud sys-
tems characteristic, making horizontal scaling easy. Concurrent jobs, which
gain from parallel execution, could simply work for more or less users by just
increasing or decreasing the number of instances on the fly. In this way, for
example, an application can scale quickly and easily as the number of users
grows larger.

OpenStack, through a datacenter, controls a lot of resources: storage, net-
working and computation. All these resources could be managed with different
means, each with distinct roles and results.

In Section 3.1, we will provide an introduction on architecture, listing a
large subset of the services that OpenStack supplies. In Section 3.2 et seq.,
we will focus on the main OpenStack modules, such Swift, Keystone, etc. All
these services carry out important functionalities for our work. Therefore, they
are explained in a deeper way, in order to give the reader more confidence with
these concepts.

3.1 Architecture Overview

OpenStack, as already said, supplies an assortment of complementary services
with an Infrastructure-as-a-Service (IaaS) solution. Each service is composed
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of a programming interface (API) that helps its integration.

We can identify several OpenStack modules. In the next sections, the main
ones will be analysed in more detail. Here, we shall limit to expose a synthetic
list to present an architecture overview.

Therefore, the main OpenStack services are:

e Horizon (Dashboard), is a web-based service, which provides a graphi-
cal users interface (GUI) to access, provision, and automate cloud-based
resources. It uses Python’s Web Service Gateway Interface (WSGI) and
Django, a high-level Python Web framework. This service is composed
of three key parts (User Dashboard, System Dashboard and Setting
Dashboard), which together provide the core elements of OpenStack.
Using some abstractions, Horizon permits to interact with underlying
services in a simple way: with few commands, users are able to launch
instances, configure access controls, manage tenants/containers/objects,
etc.

e Nova (Compute), provides on-demand access to compute instance in
OpenStack and manages their life-cycle. Like Amazon EC2, this com-
ponent allows you to create, manage and destroy a large number of vir-
tual machines on any number of hosts running the OpenStack environ-
ment. To create a highly scalable and redundant cloud system, Nova
duties include cloning, scheduling and shutting down virtual machines
on-demand. Nova service is extremely complex, mainly since it is highly
distributed and split in many processes. In fact, it is composed by nu-
merous Nova (sub-)services, which optionally communicate sending RPC
messaging via the oslo.messaging library, and it uses a central database,
shared by all components.

e Swift (Object Storage), is a scalable redundant storage system that
stores and retrieves objects at low cost. It is highly available, fault
tolerant and it guarantees eventual consistency, thanks to its architecture
that is not like traditional file system. Indeed, Swift cannot be used
with a ‘folder’ model in an operating system, instead it enables you
to manage objects (and its meta-data) in containers. Moreover, rather
than retrieving files indicating their location on a disk drive, objects
and files are written in multiple servers. This information is spread
into several drives, ensuring data replication and leaving to the system
the responsibility for integrity across the cluster. Therefore, this makes
scaling easy: storage clusters scale horizontally simply by adding new
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servers and developers do not have to worry about the capacity on a
single system behind the software, thus there is no single point-of-failure.

e Keystone (Identity Service), implements OpenStack’s Identity API,
providing a common authentication and authorization service across the
other OpenStack services. It is composed by a central catalogue of all
users present in the cloud environment, mapped to the specific services
they have permission to use. Keystone is composed of four main ser-
vices: Identity (credential validation and information about users, ten-
ants, roles), Catalogue (endpoint service), Token (generated once users/-
tenant’s credentials have already been validated) and Policy (rule-base
service). Therefore, authentication is provided by an initial credential
validation. After the identity has been verified, the process returns a
token, which is used as authorization object for the other OpenStack
services/phases.

Other additional services, that cooperate with the main ones are:

e Cinder (Block Storage), provides a persistent storage for the instances
used by OpenStack Compute service. Furthermore, it could be utilized
independently from the other OpenStack services. In fact, it guarantees
high performance to database storage and traditional file system and it
also provides a raw block level access for servers.

e Neutron (Networking), provides connectivity to and from instances. In
practice, it enables Network-as-a-Service (NaaS) for other OpenStack
services: each OpenStack module can communicate with another easily
and efficiently. It provides a high-level abstraction: it allows to define
router, gateway and other information and to create advanced virtual
network topologies (such as per-tenant networks) controlling the IP on
them. Moreover, Neutron is based on a plug-in mechanism that supports
many popular networking technologies.

e Ceilometer (Telemetry), measures the use of OpenStack resources, such
as the CPU usage for a specific instance. Its goal is comparable with
a billing system: it collects all data and provides all the information
needed to establish customer billing. In addition, it allows benchmarking,
scalability and statistical analysis.

e Barbican (Security API), is a key manager for all the OpenStack ser-
vices. It is designed for an efficient secure purpose, developing a crypto-
graphic mechanism to support sensitive information, such as keys gener-
ation and their management (storage, access and exchange).
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3.2 Swift

Swift is probably the most important and oldest project within OpenStack.
It concerns a distributed service of objects storage, conceptually similar to
Amazon S3, that everybody can use to store object in an efficient and safe
way. This service provides several APIs to interact with it. Indeed, you can
use an URL to identify the correct position of each object.

Swift is the storage service used in our project. It has been modified in
order to supply all the functionalities which will be proposed.

In the next sections, we give a detailed explanation of how this service is
organized and how it really works, to better understand our changes.

3.2.1 Swift Hierarchy

ACCOUNT

OBJECT

Figure 3.1: Swift Hierarchy

The objects are organized following a precise hierarchy (Figure 3.1):

e Account, is the highest-level of hierarchy. It provides a name-space for
containers and it is used as synonymous for project and tenant. A user
can own different accounts, each with a unique id.

e Container, is a name-space for the objects. Each user can create several
containers and he can specify different Access Control Lists (ACLs) for
each of them. ACLs, as explained in Section 2.2, permit a selective access
control for each container.

e Object, is the smallest part that a user can upload on Swift. Each
object follows the container ACL to which it belongs. In fact, the ACL
cannot be set for each object but only for containers.
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As stated previously, a URL allows users to obtain and locate (not am-
biguously) objects. Indeed, the correct position of an object is specified by
a complete URL, formed by <accounts/<containers/<objects> . Therefore,
since the account is identified by a unique id, once defined the larger domain,
the pair <container,object> must be unique inside that account.

3.2.2 Swift Architecture

Swift Storage service architecture is explained in details in [29]. Here, we try
to describe the major features.

A Swift Cluster is a group of nodes running Swift Processes in order to pro-
vide the distributed storage service. Nevertheless, only a single node running
Swift Process could provide the storage service.

Each node is divided into partitions. A partition is a fixed size part of a
disk, contained in each node. In addition to the size of each partition, also
the total number of partitions in the cluster is maintained fixed. Therefore, a
modification in the number of nodes changes only the number of partition per
node.

A group of nodes belongs to a Region, which represents a geographic loca-
tion and usually a part of infrastructure isolated from others. A Swift Cluster
must have at least one Region.

Each Region can be divided into different Zones (Figure 3.2), in order to

maintain isolated subgroups of nodes. Each Zone must have precise boundaries
that maintain failures isolated from other Zones. In this way, use of Swift
service is not compromised by a single fault.
The management of Regions, Zones and Nodes is optimized for object requests.
In fact, latency and consistency are the main features considered: for instance,
a read request is resolved and it is responded with the object with a minimum
latency.

3.2.3 Swift Processes

As we just said, Swift Cluster is a cluster of machines that provides the Swift
Storage service. Each machine can execute a different Swift Process and it is
called node. The processes can be divided in four different types:

e Proxy Processes are the only front-end Swift Processes service, accessi-
ble for client. There must be at least two nodes running proxy processes.
These nodes manage the HT'TP requests and create the response to re-
turn to the client. The number of nodes running this kind of processes
can be scaled, depending on demand workload.
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SWIFT ARCHITECTURE

REGION 1
REGION 2

Figure 3.2: Swift Architecture

e Account Processes are performed on machines that manage the re-
quest regarding the account meta-data.

e Container Processes manage the container meta-data request. Hence,
they return information about the size of each container and the list of
objects contained in it.

e Object Processes are executed in Object Server machines. These ma-
chines manage the object requests and their effective storage. The ob-
jects are traced through a complete path and timestamps, in order to
store different versions of the same object.

All these processes, interacting among them, provide a whole set of services
for a correct Swift execution. In addition, they use the data management
(explained in next Section 3.2.4), to store these objects in an efficient way.

Finally, Section 3.2.6 explains how the server and its pipeline, a sequence
of filters, work.

3.2.4 Swift Data Management

A Swift Cluster, in order to guarantee redundancy and durability, copies the
object in different nodes: indeed, each partition containing objects is replicated
across the cluster.

In usual condition, there are three partition replicas, but a larger num-
ber can also be set. In case of loss of one replica, the cluster activates data
migration and, subsequently, it recreates the previous failed replica.
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In order to locate and to find correctly each object, a Hashing Ring is used.
It consists of two separate structures, which contain, respectively, information
about each partition and each device.

The first structure, as shown in Figure 3.3, maintains information about
replicas of each single partition. We can consider the structure like a table:
three rows, as the number of default replicas, one column for each partition and
values representing the device number for that specific pair <replica,partitions.
When the cluster builds a ring, it evaluates the best solution of replicas orga-
nization. In this way, using replicas in different zones, it reduces the number
of cases in which a data loss could happen.

Partitions

0 5 7 0 1
Replicas 1 4 1 8 6
2 9 3 4 2

Figure 3.3: Table containing the replicas of each partition

The second structure represents a list of devices (Figure 3.4). Associated with
each device, in order to easily locate it, there are some pieces of information,
like Id, Zone, Region, etc.

Region: 1 Region: 1 Region: 1 Region: 1
Devs Zone: 2 Zone: 2 Zone: 2 Zone: 2
Weight: 1  Weight: 1 Weight: 1 Weight: 1

Figure 3.4: Table containing the list of devices

When Proxy Server receives a request, first of all, it calculates the hash value
of storage location, which corresponds to a partition. After, using the first
structure described, it identifies the device containing the partition replica.
Finally, it finds out the correct position of partition, in terms of Region and
Zone, through the device list.
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3.2.5 Replication

In order to maintain redundancy and to avoid data loss, replication is widely
used into Swift service (Figure 3.5). ‘Replicators’ are the nodes that guarantee
this service: working in background into each node with an Account, Container
or Object Process running.

r
’
)

PARTITION

check
hash

[ —— REPLICATOR —

Figure 3.5: Replicators in Swift

Replicators can upload a new file version on the other nodes, if the other
ones have an older or corrupted copy. To do this, Replicators use hash files
created for each partition and, periodically, control them in order to maintain
the whole infrastructure consistent. When a Replicator finds out a difference
between two hash files, it sends the new file version to that node. In the same
way, if during a control the other node is not reachable, maybe for a failure,
the local copy is replicated into another zone. This behaviour guarantees a
good consistency, although the considered context is distributed.

3.2.6 Other Features

An important feature, necessary for development inside the Swift server, is
the Screen service. The Screen is a software that provides a Unix terminal,
through which it is possible to manage different services running into Open-
Stack. Each service has its own particular window with its own input/output.

In this Thesis work, Screen service has been massively used to manage and
interact with Swift Proxy Server, in order to make consistent the changes inside
the server structure. The other windows describing the other services, such as
Keystone and Horizon, even if they are provided, have not been essential for
this specific work.
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The best way to interact and to apply changes to Swift service is to modify
the middleware pipeline. This pipeline consists in several components, each
performing different tasks on the server side. They are realized using the
Python Paste Framework.

In particular, requests are received by the first component, which applies
some modification and passes them to the following ones, until the last com-
ponent is reached. Finally it delivers the requests to Proxy Server Process.

To increment the Swift functions, we can insert new components every-
where into this pipeline, locating them in the correct position in order to take
advantage of previous components features in the pipeline.

Each component has a different job. For instance, dlo and slo give sup-
port, respectively, for dynamic and static large objects, whereas the formpost
transforms a web form request into a Swift Put object operation.

3.3 Keystone

The Keystone project is the service that provides Identity, Policy support
and other services linked to authentication mechanism. This service is largely
used for all authentication purposes, by the other OpenStack services. Its
structure consists in a set of several combined services to provide the requested
functionalities.

The first essential service is Identity service, which supplies validation of
authentication for Users and Groups to which they belong. Connected to it,
there is also the Resources service, supplying the knowledge of Tenants and
the contents of them.

In order to give a selective access to the resources, Keystone service uses a
Role service. The admin of each project can assign different roles to the users
in order to make them able to manage different levels inside the Tenants.

Finally, Keystone provides a Token service: when a user provides his cre-
dentials, Keystone returns a token to the user, in order to avoid a continuous
exposure of his (secret) password.

In the next sections we analyse in more detail how this service works. In
particular, we examine its architecture and the authentication middleware.

3.3.1 Application Architecture

As other projects in OpenStack, also Keystone is developed using a pipeline of
WSGI interfaces, with an HTTP front-end supplied to clients. On the other
side, instead, the Controller Class provides the service described above.
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The data types, used in this project, correspond with the services explained.
In fact, we have the concepts of Users and Groups to which they belong, Roles
that they have in a Project, Token and Rule, in order to perform an action.

Policy change in Keystone is quite simple. As described in [30], indeed,
it allows that only authenticated users with admin role can change a policy
regarding some project.

3.3.2 Authentication

The Authentication middleware is a fundamental component in Keystone ser-
vice. It implements the authentication control, which verifies if a user is really
who he says he is.

The Authentication component, first receives an HTTP request and man-
ages it, verifying if the user is genuine. If the control fails, a rejection response
is returned to the user. Instead, if the request is approved, features necessary
for authentication (like the token) are added to the headers and the request is
sent to the other OpenStack services. As already mentioned, the token added
to the headers might be used inside the server to authenticate the user with
another service, without passing again through the authentication middleware.

3.4 RabbitMQ

RabbitMQ is a software that provides a messaging service. Each application
can use RabbitMQ and its queues, to connect to other applications.

The infrastructure made available by RabbitMQ sends and receives mes-
sages in an asynchronous way.

In the following sections, as reported in [21] and [31], we present some
architectures. Each section enriches the previous one, adding some features:
starting from the basic architecture, we arrive to describe the full model. In
particular, the last one description will be especially useful, since it has been
used in our work.

3.4.1 Basic Architecture

The RabbitMQ architecture is quite simple. The basic structure is the queue,
employed to store and to correctly deliver messages. The structure expects
the presence of at least one producer, which delivers the messages, and at
least one consumer, receiver of the messages. Therefore, the queue represents
the connection between producer and consumer or, to better say, sender and
receiver.
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The rule used, by a sender, to reach the correct queue, is the routing key.
When a producer sends a message, RabbitMQ try to match the routing key
described in the message to a queue with the same value. If a queue with that
routing_key exists, the message is correctly entrusted to that queue, otherwise
it is simply discarded. On the other side, the consumer needs only the correct
routing key to connect to the proper queue and to obtain the message.

The basic structure, where there is a single producer and a single consumer,
works only with this simple value. In the next sections, we will describe more
interesting cases.

3.4.2 Task Queues

The structure of task queues assumes the presence of a single producer which
delivers messages, a single queue and several consumers that execute the jobs
described in the messages. The idea behind this solution is to parallelise the
work, in order to execute each job in background, so that the next consumer
can instantly execute another task.

The standard rule used to dispatch the tasks among consumers is a Round-
Robin dispatching. In fact, if we have a certain number of consumers, at the
first receiver will be assigned a second job only if all other consumers have been
assigned at least one task. In this way, on average, all the consumers receive
the same number of jobs to execute, but in general, could not receive the same
workload. In fact, though this simple Round-Robin dispatching, RabbitMQ
does not care about this aspect. Therefore, to avoid that some consumers are
busy more than others, we can use a fair dispatching to give the next job to
a not busy worker. Doing so, we are sure that the jobs are distributed to all
consumers in an equitable way.

To discriminate busy workers and not, RabbitMQ considers the possibility
for consumers to send an acknowledgement message. In fact, when a consumer
receives and executes the job, it sends back an ack to indicate that the message
has been correctly delivered. If something goes wrong, for example a consumer
dies, the message is delivered to another consumer or it is enqueued again to
avoid loss.

Finally, to have a guarantee on secure delivery of tasks, we must set ‘True’
another value: the queue_durability. To set a queue as durable, we force Rab-
bitMQ to persistently write the queue information, obtaining the benefit and
security that RabbitMQ will never lose messages belonging to that queue.
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3.4.3 Full Model

A full model of RabbitMQ), as shown in Figure 3.6, consists in the same three
parts of previous structures: Producers (P), Queues and Consumers (C). Nev-
ertheless, in a real application, producers do not deliver messages directly to
the queue, but to an exchange application (D). This application handles the
receiving of the messages from producer, delivering them to the correct queues.

e °
) - o

queue,

Figure 3.6: RabbitMQ Full Model

The type value is important in order to guarantee the correct dispatch of the

messages to the queues. A typical value is fanout so as to broadcast the

messages to all queues. However, other values for the type can be specified.
The consumers side, instead, is not different from previous models.

3.5 Horizon

Horizon is the implementation that gives a Web based interface to all major
services, like Swift, Keystone, etc.
Horizon supports some main points, as discussed in [32]:

e The core is divided into three main sections: User Dashboard, System
Dashboard and Settings Dashboard. Each part is extensible, since every-
one can add features, using a set of APIs. Integration of future extensions
is easy, since the core is simple to understand and navigate.

e Consistency and stability are features that have to be maintained and
guaranteed through the API offered.

e Dashboard is user-friendly, in order to make usable the application by
everyone.

As shown in figure 3.7, the Dashboard allows a user to obtain information
about his Tenants, Containers and Objects. Each user can access different
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tenant/project, selecting the dedicated button on the top of the page. Once
the user has chosen the tenant, he can navigate the container and objects.
Once selected a specific object inside a container, users finally can download,
edit and delete it.

&3 openstack B admin - & admin ~

Project

Containers

Compute ~

+ Create Container *+ Create Pseudo-folder <. Upload Object

Object Store ~ Q
Object Count: 1

Container Size: 140.9 KB View Details | =
Access: Private

Containers imagel 140.9 KB Download | =

Admin ~

Identity - Displaying 1 item Displaying 1 item

Figure 3.7: Horizon Dashboard

Furthermore, if the user has the admin role, he can extract information about
other users and projects, as id, authorization and metadata. Obviously, through
the Dashboard, the user can also accede to a set of information about usage
and statistics of each project.
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Chapter 4

Escudo-Cloud European Project

Escudo-Cloud is a European project, having a duration of two years, that aims
at enforcing the security in the cloud, in order to make safer the practice of
data outsourcing.

As explained in Chapter 2, the model of data outsourcing has a limit: at
present, there is not a real solution to protect completely data at rest. Indeed,
if for example, the Base Encryption Layer is applied on the server side, the
provider could be able to access all the files on server, since it knows the keys
of encryption.

The project presented here is the basic structure used by our Thesis work.
Indeed, Escudo-Cloud consists in a mechanism to introduce a real protection,
Base Encryption Layer at the client side, in order to make inaccessible the
clear content of the data by the provider. Our work adds several important
features to it, as described in Chapter 5 et seq.

This structure preserves the data confidentiality, without neglecting the
important features of availability and integrity. The model presented here
brings forward all major solutions explained in Chapter 2. In particular, in
this chapter, we initially provide a project overview and then, we describe
three scenarios that have been considered in the Escudo-Cloud Project.

4.1 Project Overview

As reported in [34], the main goals of this project are:

e Data protection at rest, through solutions of keys and catalogue man-
agement, and encryption at the client side.
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e Supply several cases, where this project can be really deployed. De-
pending on which real application is considered, the trusted parts of this
model can be different.

e Provide efficient techniques that allow an intelligent data management.

The project explained here is deployed inside the OpenStack framework, in
order to extend the functionalities of that environment. The main component
is Base Encryption Layer, which supplies a data encryption at the client side,
in order to achieve the goals previously described. It is the main feature since
it is essential in the structure.

In the following sections, we present the main working scenarios of this
project, as reported in [9]. Each model differs from the others; according to
which part is considered trusty and how its components interact among them.

4.2 First Scenario

The first model expects that only the client can be considered a trusted part.
All the components outside it, must be considered untrusted.
The structure is organized as follows:

e Base Encryption Layer runs on the client.
e The Swift service keeps only the role of storage service.

e A catalogue is stored on server and it keeps all information about keys,
protected by due client’s private and public keys.

When a new user is added, the application creates the meta tenant (if not
already present), the meta container and the catalogue. A single meta-tenant
is maintained for all users, whereas a meta-container for each user is created.
Finally, the catalogue stores information about keys used to encrypt files.

In particular, these are AES keys, unique for each container. When a user
wants to upload or download an object, his private key is utilized to access the
catalogue and to retrieve the AES key, in order to correctly encrypt/decrypt
the file. Only if a new container is created, the catalogue is updated with a
new AES key, always encrypted with user’s public key.

The infrastructure provides several features as confidentiality, since only
the client can obtain the objects plain text, and transparency, because Base
Encryption Layer can be made transparent. Indeed, this layer can read a
configuration file, in order to retrieve the path of user’s keys, necessary for
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encryption/decryption operations. Therefore, the user does not have to give
his private key every time, when he makes a single operation.

This model makes the application really transparent and each application,
using Swift service, could add this new module without change anything, since
the same previous interface is maintained.

An evolution of the first model is used for a lightweight client. This sub-
sequent structure uses another important service of OpenStack, Barbican, to
store public and private keys, necessary to retrieve them from the catalogue.
Doing so, the user has to maintain only information about his master key, in
order to access the Barbican service. Since the client needs to know only this
information, the model can be easily ported to several platforms.

4.3 Second Scenario

The second model shows a structure where also a part of the Cloud Service
Provider (CSP), the Compute node, is trusty.

The user has the possibility to run its application directly on server, further
lightening its workload. The new architecture is similar to the previous one,
with the unique difference of delegating the work of Encryption Layer and the
interaction with Barbican to the Compute virtual machine.

The client is represented by the user, with his access keys, whereas the
trusted parts are the Compute and Barbican modules, but not the Swift ser-
vice. The user can apply the encryption on files directly into the Compute
machine, connecting to it with a secure connection (e.g. SSH).

The evolution of this scenario, consists on moving those three components
among different Cloud Service Providers. Instead of running the Compute
and Barbican modules on a trusted part of OpenStack, it could be convenient
to shift these modules on a different Cloud Service Provider, with a more
trusty level. In this way, the new provider can operate on plain-text, but the
information and objects must be encrypted before releasing them to the Swift
service.

4.4 Third Scenario

The last scenario is the natural evolution of the previous model. The only
untrusted parts are the persistent storage devices, whereas each component of
Cloud Service Provider is considered trusty. In fact, Compute, Barbican and
Swift modules are able to manage plain-text and all the information necessary
for the user.
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The Encryption Layer is shifted to Swift service, since it is precisely trusted.
It provides files encryption, before they are stored physically on the devices.
The transparency of API is maintained, in order to make this solution com-
patible with previous applications using these services.
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Chapter 5

Conceptual Design

The present chapter has the purpose to describe in a general way the designed
infrastructures, in order to achieve all the goals in terms of protection, efficiency
and request management.

It is important to remember that the present infrastructures have been
based on the scenarios described in Chapter 4. In fact, some functionalities
now introduced represent a safer approach with respect to the previous service
management.

In order to give a complete explanation about the theoretical solutions
and the implemented project, we will now describe only a general overview,
in terms of macro modules. In particular, we will describe the three working
scenarios. In the next chapters, instead, we will discuss all the details of the
designed solutions, with a rich explanation of each functionality.

5.1 Overview

The infrastructures, shown in Chapter 4 from a theoretical point of view,
has been enlarged and enriched with several functionalities scheduled in this
Thesis, in order to supply optimal operations.

The OpenStack structure, is well open to improvement, since its modular
organization can be enhanced, inserting new components that interact with
others already given.

As partially described in Section 2.4, we now refer to two encryption levels:
Base Encryption Layer (BEL), applied on the client side, and Surface Encryp-
tion Layer (SEL), applied on the server side only on that containers interested
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by a previous policy change!, in particular user removals. Base Layer is an
encryption layer applied to hide the clear content of the files from the Service
Provider. Surface Layer is introduced to hide the files from the removed users,
in order to guarantee a safer transaction. The general architecture is shown in
Figure 5.1.

| Surface Layer |

'Base Laye\l:y‘ ) \
. BaseLayer‘
File File @
USER CLIENT SERVER
Figure 5.1: BEL and SEL Application

Different scenarios have been produced, in order to give several possibilities,
in terms of goals to achieve. The starting point is the same for all the created
scenarios, since the main features realized are the same. However, obviously,
using different approaches, we have been able to construct several different
situations.

First of all, the Escudo-Cloud infrastructure has been partially rethought,
enlarging it with the Over-Encryption functionality. The Over-Encryption so-
lution makes safer the interaction with the Swift Storage service and faster
the management of a policy change, specifically when some users are removed
from the container ACL. In particular, the proposed architecture permits to
avoid, on the client side, the download and the subsequent upload of a file,
re-encrypted with a new key. The advantage is remarkable when a container in-
cludes several objects, in which case there would be a long loss of time. There-
fore, Over-Encryption gives the possibility to reduce the objects exchanged
during a policy change between the parts. Obviously, the BEL keys protecting
the files are maintained the same. Thus, Over-Encryption solves the problem
that the removed users know these ones, applying Surface Encryption Layer
to avoid the access to curious but no more authorized users.

Beyond Over-Encryption, a new way to manage the client side encryption
has been introduced, in order to integrate them perfectly. The client reorga-
nization has been made necessary to avoid useless operations.

LA policy change consists in the extension or reduction of authorized users that are able to
access to a certain container.
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The scenarios and, next, the infrastructure produced in this work, have
been designed to be entirely compatible with all the solutions that have al-
ready used the Swift Storage service. Indeed, all the functionalities introduced
are transparent and totally integrated, although the infrastructure has been
located between the Swift service and the possible users.

Naturally, the idea included in this project is only a possible approach to
the problem and it has to deal with the distributed structures concerns. We
have tried to give possible solutions to all these ones.

5.2 Scenarios

The system infrastructure has been realized considering several approaches, in
order to achieve different organizations.

The scenarios described in the following sections explain how the archi-
tecture has been organized. In particular, the following ones are newer and
more complete versions of the solutions previously described (Chapter 4). In
fact, the created theoretical models consider some trades-off on the features,
in order to give different security and efficiency levels.

The realized scenarios are three and they achieve all the goals described
in Section 2.4. They give different approaches to the same problem, therefore
the fundamental functionalities, like message exchange, catalogue management
and some core functions are nearly the same among the various solutions.

The considerations explained here are the outcome of several phases of
development, in which the advantages and disadvantages of the choices have
been probed. FEach structure considers various elements and the choice of
one among the others depends on the quality and the protection levels that
a real company wants to achieve. The scenarios introduced do not represent
separated solutions, even if a solution may be overall more advantageous than
others.

The scenarios are briefly explained in this section, in order to introduce
the reader in some problems/solutions and give to it more confidence with
these aspects. The following sections contain a more detailed description to
provide all the required information to better understand how our project has
been really implemented and why a solution has been chosen to solve a specific
problem.
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The three considered scenarios are:

1. Over-Encryption on-the-fly

Over-Encryption is applied on requested objects only when they are
returned to the client. The resources stored on disks are not over-
encrypted, but they are just encrypted with a BEL key, applied by
the client. Only when an object is requested, the Over-Encryption
module provides to protect it on the route from the server to the
user. In this case, the client has to manage a double decryption,
since both the BEL and SEL keys must be used, in order to return
the clear content of the object to the user. However, this basic idea
is specified in Section 5.2.1, in order to give all the details of when
and on which resources Over-Encryption is applied.

2. Quer-Encryption on-resource

It provides a different approach with respect to the first one. When a
Surface Encryption Layer is necessary, the Over-Encryption module
intervenes to protect the files. Therefore, the module encrypts the
files and stores the new version of them on the disks. When an
authorized user requests one of those files, the module provides to
decrypt and gives it back protected only with BEL key.

3. Quer-Encryption end-to-end

It is a union between the first and the second ones. In this case,
if an Over-Encryption is needed, the resource is protected on the
whole route, from disks, where the resource is stored in encrypted
form, to the client. This last one operates the double decryption
phase, in order to give the clear content of the file to the user.

As shown, although the three scenarios have the same main features, they
behave in different ways. That is why we have created a specific paragraph
(Section 5.3) to compare them.

5.2.1 First Approach: Over-Encryption on-the-fly

The idea behind the first scenario architecture consists in a greater protection
on the information flow, maintaining always a good efficiency for requests of
groups of files.

In order to explain this scenario, we present a typical example. We suppose
the presence of three users, Alice, Bob and Charlie, sharing a container where
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they can put their files. We consider that Alice is the container owner. If Alice
wants to remove Charlie from the users which can access the container, she
performs a request to hide all the files from him. One goal of this scenario is
to reduce the time used to make that request, avoiding the download, the re-
encryption and successively the upload of those files. In fact, Over-Encryption
makes a request faster with respect to making it with the only presence of Base
Layer. The introduction of Surface Layer makes safer the interactions, since
Charlie cannot access any files, even if he had stored the BEL keys, previously
used to encrypt them. Indeed, if he was able to intercept a request made by
Bob, he would not be able to read the content of the files, since the new Surface
Layer has been introduced.

Files protected

o , &
2-E3-"M-adls

USER CLIENT SWIFT \

DISK 3

Figure 5.2: Quer-Encryption on-the-fly, protection applied on the files

This structure is represented in Figure 5.2 and, as shown, is composed of two
different sides:

e Server side

QOver-Encryption on-the-fly is made possible only with a module
included into the server. If an Over-Encryption is necessary, the
server uses its catalogue to retrieve the correct token, in order to
apply the SEL on the file requested and to protect it against the
removed users. Then, the server returns the encrypted file, which
will be decrypted by the client side.

e Client side

Qver-Encryption on-the-fly brings us to an enlargement of the client
to permit the decryption of the files sent by the server. The client
has to complete up to two decryption phases:

— Base Encryption Layer phase

The client always uploads encrypted files, using a key un-
known by the Service Provider. This key is used during the
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upload, to encrypt the file, and after the download, to de-
crypt it. The key is reachable by the client and it is stored
in his catalogue, if he has the authorization to access that
container.

— Surface Encryption Layer phase

It is applied only when a policy has been changed. In partic-
ular, if the container owner indicates that a group of users
has no more the authorization to read/write on a container,
an Over-Encryption must be applied. Now, the client side
has to decrypt the second encryption layer to read the clear
content of that file. The token used to decrypt had been
included in the catalogue of the user by the Daemon, on
a specific request by the container owner. In this way, the
user that makes a request can reach the token needed to
decrypt the file. In Section 6.9 it is described how the de-
cryption has been realized.

All the operations involved in this scenario are shown in the Figure 5.3.

Base

Encryption ‘d

Base&Surface _}  Surface |
Decryption Encryption

— -

CLIENT
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Figure 5.3: Over-Encryption on-the-fly schema to manage the requests

The Surface Encryption Layer is possible since Swift service is considered an-

other user that can access the SEL tokens of every involved container. In fact,
he has its own meta container and its own catalogue, with all and only SEL to-

kens, necessary to apply Over-Encryption on the various containers. The keys

related to this layer are created after a specific request, but the encryption is

considered and really applied on the resources only when a download request

is received by the server side.

Whereas, Base Encryption Layer is always applied.
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5.2.2 Second Approach: Over-Encryption on-resource

Over-Encryption on-resource is an alternative scenario, created to manage al-
ways in an efficient way the re-encryption and the policy changes. The infras-
tructure gives all the advantages, in terms of functionalities, already presented
in the previous scenario.

The security level on the route from the server to the client is not so
high, but the present solution gives the possibility to encrypt the files also on
disks. This fact could prevent the damage due to possible attacks on physical
resources overcoming the OpenStack structure. Indeed, if the files had been
protected only by the BEL, there would have been a collusion risk with the
removed users that only have a sel_locked view.

For instance, we can explain this scenario through an example. Alice,
Bob and Charlie share a container, in order to pool their files. Alice is the
container owner and she can perform a request to change the access policy on
it. In particular, we consider that Charlie is removed from the container ACL.
In this way, the scenario makes transparent the policy change, since Alice will
not download or change the Base Layer on any files. The main goal of this
scenario is to guarantee that files on disk are really protected. Indeed, the
introduction of Over-Encryption makes the files hidden from Charlie, even if
he was able to access directly the disks, overcoming the authentication process
of OpenStack. The files are physically stored with a double encryption, making
useless each unauthorized attack, for instance by Charlie, to access them.

Files protected
‘ \ / DISK 1
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Figure 5.4: Quver-Encryption on-resource protection applied on the files

The infrastructure is now organized as follows (Figure 5.4):

e Server side

Major operations related to the SEL, are now shifted to the server
side. In fact, the client applies only its Base Layer, whereas each
SEL operation is transparent and it is executed into the Swift server
side. In particular, the objects included into a container, when a
policy has been changed, are over-encrypted and put on disks by the
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server. The last one has more computational power and bandwidth
than a client: for the server it is easier to retrieve each single file,
quickly uploading the new encrypted object, once decrypted with
the previous key. Obviously, when a user requests a file, the server
controls if the user is authorized. Practically, if he belongs to the
removed users group, it denies the access to that container.

e Client side

If an Over-Encryption is applied, the resource is covered by the
Surface Layer only on the route from the disk to the server front-
end. Therefore, when a user makes a download request, the file is
returned from the server, protected only by BEL. If the client is an
authorized user, the file is correctly downloaded. Once the file is
delivered to the client side, the only necessary task is to decrypt
the file with the BEL key and to return the clear content to the
user. The number of encryption layers increases and becomes two
only if a policy has been changed and some users have not the
possibility to access that file any more. However, this fact results
totally transparent to the client: the increase of the layers does not
require any additional operation from its point of view.

Figure 5.5 describes the requests made by a user, the functionalities made
by each module and the interaction among them.

| Base | )
Encryption |
m Surface )
‘ Encryption
( Base ] _EL  Surface
Decryption | Decryption

J
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Figure 5.5: Quver-Encryption on-resource schema to manage the requests

This architecture permits a clear distinction between the Surface and Base
Layer tasks, since each side has a precise assignment for each sent request
by the user. In particular, when a user makes an upload request, the file is
encrypted by the client with a BEL key and that key is shared with all users
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authorized to access that container. The file is saved on disk and it is not
modified by the server.

Only when the container owner makes a policy change request, in order to
avoid the access to some users, the server must take action, applying Over-
Encryption. As described previously, the server retrieves each single file, ap-
plies Surface Encryption Layer and saves the files on disks. In particular, if a
previous Over-Encryption is present on that container, the server decrypts all
the files before applying the new Surface Layer.

When a user makes a download request, the server operates in total trans-
parency, since it controls if the user has the authorization to access that con-
tainer. If he is an allowed user and Over-Encryption is applied, the server
decrypts the file with the SEL key, leaving the file encrypted only with the
BEL key. On the other side, the client only needs to remove the BEL encryp-
tion to obtain the clear content of the file and return it to the user.

5.2.3 Third Approach: Over-Encryption end-to-end

The third scenario provides a mix between the Ouer-Encryption on-resource
and Over-Encryption on-the-fly approaches. There are several advantages on
this architecture, since the major features of the two solutions are involved.
The architecture is always similar to the previous two scenarios, but both the
approach to Over-Encryption and the efficiency of the modules are different.

Each file is protected by two types of encryption on the complete channel
that goes from the disk to the final user.

Through the already used example, we can explain in a better way the
scenario. The example considers always three users Alice, Bob and Charlie
sharing a container, whose owner is still Alice. If Charlie is removed from the
container access list, he will not be able to access the files. In fact, the files
stored in that container will be protected with Surface Layer from the disks to
the client. Even if Charlie was able to intercept them, Over-Encryption would
make them unreadable.

Files protected
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Figure 5.6: Quer-Encryption end-to-end, protection applied on the files
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The architecture is depicted in Figure 5.6 and it is organized as follows:

e Server side

Major SEL management operations are made in an asynchronous
way towards the download and upload requests, which are main-
tained very simple. If a policy changes, the server has to manage
an important overhead, since the container could be full of files and
it must re-encrypt all of them.

e Client side

The client intervenes during all the download and upload requests
with encryption/decryption operations, understanding also if an
Over-Encryption is necessary.

The architecture has various modules, in order to supply all the function-
alities previously described. The structure of the requests made by the users
is shown in Figure 5.7.
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Figure 5.7: Quer-Encryption end-to-end to manage the requests

o

When a user makes an upload request, in order to put a file into a container, the
module on the client side applies Base Encryption Layer. The file is uploaded
as it is, since it initially does not require a second protection layer.
Subsequently, when the container owner changes the container ACL, an
Over-Encryption is needed. In particular, as described in the Over-Encryption
on-the-resource scenario, the server retrieves the files stored in the involved
container and uploads them with a new Surface Encryption Layer. Eventually,
if a previous SEL was applied, the server removes it before applying the new
layer. As described previously, if a container has a very large number of objects,

39



5. Conceptual Design

the operation could be heavy. Although the encryption/decryption functions
may be fast, the main workload could be on the network between Swift and
disks location. Indeed, a long time could be necessary to retrieve and download
the object.

Finally, a download request is simple to manage on the server side, since
the file is returned as it is, without modification. Indeed, the only decryption
needed is on the client side and it concerns both BEL and, eventually, SEL. As
previously described, Surface Encryption Layer is applied only when a policy
changes, whereas, during a download request, the server is not involved in
encryption or decryption operations.

5.3 Considerations on the Three Scenarios

Table 5.1 describes the three explained scenarios, remarking the differences in
terms of efficiency and security. These differences depend on where and when
the encryption and decryption for the outermost layer are performed (in this
analysis we ignore the work done for the Base Layer).

Decryption Encryption server-side

on-the-fly on-resource

Slower upload (all obj. encrypted)
Protection of client-resource channel
Safest schema

Protection of server-resource channel
Slower upload (all obj. encrypted)
Faster response

e Slower response
client-side e Protection of client-server channel
e Encryption done efficiently

server-side

Table 5.1: Approaches on Over-Encryption

If we consider only the download request, from the SEL point of view, we can
describe two different situations:

e The first scenario is in general slower to satisfy a request, considering
only the Surface Layer. Indeed, when a user requests a file on which
Over-Encryption has been applied, the system has to perform two com-
plementary operations: an encryption on the server side and a decryption
on the client side. However, it is a price that can be paid, since the over-
head given by these two coding procedures is not so relevant.

e The other two scenarios provide a faster response, since they apply the
SEL only during the policy change requests - i.e., when a Post opera-
tion is performed on a specific container. On a download request, the

40



5. Conceptual Design

system operates only a file decryption, on the server or the client side,
depending on the chosen solution. The encryption, instead, is applied
asynchronously by the server and it does not influence the efficiency of
the download request.

The faster response, guaranteed by the second and the third scenario, im-
plies a slower Post request. When a policy has been changed, some files could
be interested by an Over-Encryption - i.e., they must be encrypted with a
SEL key. This situation could cause an important overhead, especially if there
are many files into the container. Instead, considering the first scenario, the
overhead caused by the files encryption is distributed among the Get requests,
since the Over-Encryption is applied on the fly only on those single requested
files.

Overall, the three scenarios protect the over-encrypted files throughout dif-
ferent parts of the infrastructure. The data flow protection can be summarized
as follows:

e The Over-Encryption on-the-fly guarantees that files are protected on
the route from the server to the client, where they finally are decrypted
and given to the user. This approach gives a high protection level.

e The Ower-Encryption on-resource provides a protection on the channel
starting from the server to the disk: the section between the client and
the server is not covered. Therefore, the present scenario could not give
a remarkable security level. If an unauthorized user is able to sniff the
traffic generated by an authorized one, the content of the files stored
in that container results readable, since the last part of the channel is
not covered by Surface Encryption Layer and the Base Layer is com-
promised. Nevertheless, in this type of attack different security levels,
beyond Over-Encryption, must be overcome: a user has to behave as a
Man-in-the-Middle. He can steal the content passed through the con-
nection between an authorized user and the server, and the content is
included into a container on which the malicious user was previously
authorized to access.

e The Ower-Encryption end-to-end supplies the safest schema reachable in
this architecture. Information flow is protected along the complete route
from the disks, where the resources are stored, to the client.
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Chapter 6

Prototype Implementation

So far, a significant overview has been exposed: starting from the theoretical
models to the scenarios, describing in more details how the single components
interact among them.

In this chapter, we provide technical information on the implementation of
the on-the-fly scenario and we explain why some design decisions have been
made. Alternative implemetations, on on-resource and end-to-end scenarios,
will be analysed in next Chapter 7.

In order to help us in concepts explanation, we also present some illustrative
pieces of source code. The latter will be entirely reported and analysed in the
final part (Appendix A).

To better detail core functionalities, implemented in this Thesis work, we
divided the text in several sections: each one focuses on a specific argument, ob-
viously linked to the others. First of all, we introduce an architecture overview,
to clarify the entities involved. Later, we discuss the basis on which our work
has been developed, as Python Swiftclient library. Subsequently, we explain
the core functions built by ourselves, detailing also how key management, cat-
alogue management and message exchange work. Finally, we describe the
encryption functions that are used.

6.1 Introduction to Architecture

In our project, we can identify three macro actors: Clients, Daemon server
and OpenStack server.

As illustrated in Figure 6.1, the general architecture is quite simple: clients
exchange information with Daemon and OpenStack. The last two communi-
cate between them like in a client-server infrastructure, where the OpenStack
is the client and the Daemon the server.
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OPENSTACK

a<@E

CLIENT

Figure 6.1: Architecture Overview

In particular, in our case, Daemon server and OpenStack server coincide - i.e.,
the Daemon service is included in the same OpenStack infrastructure, as we
explain better in Section 6.7. This choice grants a double advantage for the
Daemon: high availability, the same of the OpenStack, and high efficiency,
utilizing the same OpenStack services and libraries (such as RabbitMQ).
Next sections explain the architecture in major detail focusing on these
macro entities. In particular, server side and client side will be decomposed
in several classes, each of them performing a specific task. The main goal
of these sections is to introduce the reader to the core functionalities of each
component, providing a complete overview on design. Later, each one of these
will be described in a distinct section analysing all the operations involved.

6.1.1 OpenStack Server Architecture

As we said in Chapter 3, OpenStack is based on a modular architecture: each
component, interacting with the others, performs a different operation. This
modularity allowed us to personalize OpenStack software: we have introduced
our modules adding more functionalities. As shown in Figure 6.2, we have used
several OpenStack services without any changes, as Keystone and RabbitM @),
we have personalized Swift service and we have added a new component, the
Daemon server.

In general, excluding the Swift service, we have adopted OpenStack stan-
dard services to provide the needed functionalities: Keystone to supply an
authentication mechanism and RabbitMQ to provide a message exchange in-
frastructure (Section 3.3 and 3.4). Swift service modifications are described in
Section 6.1.2.

43



6. Prototype Implementation
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Figure 6.2: OpenStack Representation

To support the catalogue management we have had to introduce the Daemon
server. As explained in Section 6.6, catalogues can be considered one of the
key elements of our project: all other implemented functionalities use it to
perform their tasks. There is a personal catalogue for each user and into each
catalogue are stored several keys. Each key is linked to one container and it is
needed to encrypt and decrypt some objects into that container. In particular,
each catalogue contains all the keys of the containers for which one user has
the right to access.

6.1.2 Swift Service on Server

Swift service has been enriched with respect to the basic one, essentially adding
two modules into the Swift components pipeline that manages the requests.
As explained in Section 3.2.6, the Swift Proxy server component is composed
by several modules. The front-end component receives the requests from the
clients and passes them to the others. Thus, each request is re-elaborated by
each module until it reaches the last one which performs the real complete
request. Finally, the response passes in reverse order through all the modules
into the pipeline up to reach the client which has originated that request.

Considering that, in order to add some features, we have added two addi-
tional modules into that pipeline in a precise position. As represented in Figure
6.3, the modules are named Encrypt and Key_Master. In this way, they
receive a request already well formed: the previous modules have re-elaborated
the request adding all the information useful to our modules. In particular,
both Encrypt and Key_Master modules intervene only on the response phase of
a Get object request - i.e., they encrypt the requested object with the specific
SEL key linked to the container which includes that object.
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Sl

Figure 6.3: Swift Representation

6.1.3 Client Architecture

Client side can be represented with three entities: wusers, which originate
the requests, front-end service, which receives the requests from the users
and converts them into complete commands and back-end service, which
manages the commands interacting with the server side.

Figure 6.4 highlights the information flow and the interaction among these
entities.

CLIENT

Figure 6.4: Client Architecture

In particular, the front-end service acts only as interface between the user and
the back-end service, whereas the last one has to handle all the operations to
right performs the requests made by the user itself.

6.1.4 Back-end Service on Client

Back-end service is composed by several modules which manage all the imple-
mented functionalities.
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As depicted in Figure 6.5, we can identify three main modules: Cata-
logue, Crypto and Kernel. In order to simplify the representation, only
the most important and complex modules have been reported. The others, as
Rabbit_Sender module, which just delivers the messages on the Rabbit queue,
or User_Meta_Properties module, which only adds other information on the
user account, have been omitted.

CRYPTO

KERNEL

Figure 6.5: Back-end Service Architecture

The Catalogue module handles all the activities which involve the catalogue
object: its creation, modification and/or its recovery to obtain a specific to-
ken knowing its id. The Crypto module has to deal with all the encryption
operations, starting from encryption of a key or an object content to their
decryption.

Finally, the Kernel module, named in the following Client class, is the
main component: it executes all the core functions (Section 6.5), interacting
also with the other two modules. In particular, it performs in addition to
the Put container/object, Get container/object and Post container requests,
also the other needed operations, such as the one executed to establish if an
Over-Encryption is required.

6.2 Class Diagram

Figure 6.6 shows a class diagram, representing all the involved classes in this
work.

The system interface class is the Swiftclient _API. A user can access,
through it, all the implemented functionalities.

The user creation is made through the Create_user class. It manages all
the necessary operations to allow a user to take advantage of the introduced
functionalities. In particular, it interacts with the Escudo_user_properties
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Figure 6.6: Class Diagram, on-the-fly scenario
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class, which manages all the operations regarding the catalogue and key gen-
eration.

The Swiftclient_API accesses directly the Swift Storage service only when it
has to manage the requests which do not involve catalogue management, for
instance Head object or Head container.

The Client is the class called by Swiftclient_API, in order to manage all
the requests which affect the catalogue management, introducing our features.
This class interacts with the Catalogue class, to retrieve the keys and to
create new nodes, with Swift Storage service, to perform the basic functions
on the containers/objects and with Escudo_user_properties, in order to obtain
some additional information, as the user id. In particular, the Catalogue is
the class that manages the interaction with the user catalogues, to download a
single or all the nodes and upload them newly on the server. Summarizing, the
functions developed are a reorganization of the canonical Python Swiftclient
functions.

The Rabbit_Sender class is called by the Client, when a user wants to
interact with other ones, to share with them some information about keys.
The Encryption_Decryption functions are used by the Catalogue to apply
the coding functions to the tokens and to the messages.

Beyond the classes realized, the system interacts with different services, as
RabbitMQ and Swift Storage service, as described in Section 3.1. They are
two services used into our work to manage, respectively, the message exchange
and the file objects storage. In particular, the Swift Storage service has been
enlarged to introduce the support to Over-Encryption. The two main classes
included in it are Encrypt and Key_Master.

The Key_Master class has the purpose to retrieve the SEL keys, in order
to apply, if needed, Surface Encryption Layer. To do that task, it uses all the
necessary Catalogue class functions. To simplify the diagram in Figure 6.6,
these functions are not reported inside the Swift Storage service.

The Encrypt class receives the SEL key, possibly retrieved by Key_Master,
and applies the Over-Encryption layer.

Finally, the Daemon is an ad-hoc created service, always in a listening
state, which receives the updating catalogue messages from the RabbitMQ
service. In particular, it cannot be considered a smart entity, since it has the
only purpose to dispatch the keys to the catalogues, without any changes on
the nodes received.
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6.3 Python Swiftclient

Python Swiftclient is a python client for the Swift API. There are two ways
to use this library: through the Swiftclient module (Python API) or through
a command-line script (Swift).

The latter permits to perform all the operations, such as Get, Put, Post
and Head, simply using the command-line. Users who adopt one of these
methods have to specify, in addition to which tenant, container and/or object
to manage, also some functional parameters, such as the identity endpoint
url (auth_url) and the authentication variables (username and password). All
these parameters can be specified using command line global options or with
environment variables.

However, we want to focus on the first method, since the entire source
code of the OpenStack infrastructure and of our functionalities is written in
the Python language. Then, the Swiftclient module can be easily integrated.

The Swiftclient module, as the command-line script, permits to perform all
operations needed. In particular, the main ones are:

e Get object, to retrieve an object saved into a specific container

get object (container, object) - where container and object parameters
represent, respectively, the container and the object names

e Get container, returns the list of all the objects stored into that container

get container (container) - where container parameter represents the
container name

e Put object, to save an object into a specific container

put object (container, object, content, header) - where container and ob-
ject arguments represent, respectively, the container and the object
names, whereas the content parameter corresponds to the object
content. The header parameter is an optional parameter and could
be used to set initial header values

e Put container, to create a new container

put container (container, header) - where the container parameter rep-
resents the container name, whereas the header parameter is an
optional parameter and could be used to set initial header values
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e Post container, to change header container values

post container (container, header) - where the container parameter rep-
resents the container name, whereas the header parameter is used
to substitute the old header values

The above functions could be considered the core of our project. All imple-
mented functionalities have been built using these functions, in order to create
more complete functions. For example, to realize the new Put object, specifi-
cally named put_obj_ovenc, we have combined both Swiftclient Put object and
Post object.

Major details will be explained in Section 6.5.

6.4 Key Management

Key management, in this architecture, considers the use of unique key ids
to organize the catalogue upload and to retrieve efficiently the keys during
a request. This section aims at detailing how key ids are included into the
containers/objects headers, in order to easily store and retrieve them.

The container header maintains information about:

o bel_key_id_label: the BEL key is created when a Put container is made
and it is updated when a policy changes. The header stores the current
id, related to a certain key, to retrieve easily its value in the catalogue.

o sel_key_id_label: the container header keeps the current SEL key id, if
Over-Encryption has been applied. It is used by the server and the
client to find the right value of the SEL key in their catalogues, in order
to apply the Surface Layer.

o sel_key version: if the SEL key id is present, the version value is used
to indicate the current Over-Encryption version, since in the past other
layers could have been applied.

e meta_acl_label: This value aims at maintaining the current authorized
users able to access the container. They are the only ones that have
into their catalogues all the BEL keys used to manage objects into the
container and, possibly, the current SEL key.

o initial_sel_acl_label: This list maintains all the users who, in a certain
moment in the container history, have accessed it. In order to remove
the Over-Encryption layer, at least all the users included in this list must
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be reauthorized, to guarantee that no one can access the files using only
the previous BEL keys.

While the container header contains all the information necessary for the
requests that a user can make, the object header maintains the information
about single files, in order to correctly download them.

The information stored in the object header is:

o bel key_id_label: This id indicates the BEL key used to encrypt the file,
in such a way each user can easily retrieve the BEL key value from his
own catalogue.

o sel_key_id_label: This value is added only if an Over-Encryption is applied
to the container - i.e.; if the SEL key id in the container header is not
empty. This value is used as follows:

— When a Get request is made and the SEL key id in the container
header is empty, obviously Over-Encryption is not necessary, since
the container is in a consistent safe situation.

— If an Over-Encryption is applied to that container and the object
SEL key id is the same as the one stored in the container header,
the Surface Layer on this file is not necessary. Indeed, it indicates
that the file has been uploaded after the creation of the current
Surface Layer and no user has been removed after that: the BEL
key, which the file is encrypted with, is known only by authorized
user.

— If the two values are different and an Over-Encryption is applied on
the container, the object had been uploaded before the policy has
been changed. Thus, Over-Encryption is really necessary on that
file, since also revoked users have the BEL key of it.

o sel_key version: it has been added for future purposes, to maintain a
version history of each object.

Finally, some problems related to the Over-Encryption removal have been
considered: in each header we have inserted only the key ids, since the in-
troduction of other information, such as a key history or related ACL, could
become too expensive. In particular, we have to face two problems at different
levels.

e Schema level:  Over-Encryption, previously introduced, has to be
removed when all the users, authorized in some moment in the con-
tainer history, return into the container ACL. This level, as said above, is
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managed by the initial_sel_acl_label value stored in the container header,
which keeps track of all these users.

e Instance level: A deeper way to think about Over-Encryption is at
instance level. In fact, if some objects are stored in an over-encrypted
form inside the container and all of them are removed, Over-Encryption
will be not necessary any more. This situation happens even if only a
subset of the revoked users has been reintroduced in the container ACL.
This problem, to be solved, could cause an overhead too high on the
headers: a complete history of all objects must be maintained. Therefore
here, for sake of simplicity, we have not managed this case.

6.5 Core Functions

To implement additional features, we have worked on the Swiftclient library.
New code parts have been attached where was necessary, whereas in other
cases the existing functions have been combined.

This mechanism allowed us to create a new more integrated system, which
among other things manages in more secure way client data.

Obviously, this protection is not for free. As discussed in Chapter 8, adding
safety functionalities causes an increase of latency as a natural consequence of
more code lines to execute.

In our work, we have focused on features that can be considered funda-
mental to create a working prototype. In particular, we have re-implemented
the five main functions, explained in Section 6.3. Other functions provided by
the Swiftclient library, such as Head container or Delete object, have not been
modified, since they are not essential for our purposes.

6.5.1 Put Container

The Put container function allows each user to create a new container in which
he can upload his own files. He can give access to the container to other users,
who can put their files into it.

The new put container, put_container_ovenc, is enriched with new opera-
tions that guarantee Over-Encryption and Base Layer Encryption. In fact, the
main operations related to the BEL have been introduced and implemented,
in order to make possible the successive Over-Encryption management.

When a container is created, Over-Encryption is absent. Indeed, the initial
situation considers, as authorized users, all and only those indicated by the

52



6. Prototype Implementation

owner. The SEL key is not necessary in this moment and it will be added, if
necessary, only after a Post request.

When a user wants to put a container, the Put function creates a new
token - i.e., the BEL key used to encrypt each file that will be uploaded into
the container. Therefore, a new node is created: a simple dictionary with a
reference, the key id, and a value, an object containing three attributes: the
key value, the container owner and the container id.

Once this node has been created, it is sent through the send_message func-
tion (Figure 6.7). In particular, as described in Section 6.9, the token is en-
crypted with the right key and sent to the Daemon. Finally, the last one pro-
vides to dispatch this node to all the users involved, including the container
owner.

idkey, obj = create_node(self.iduser, container)

self.send_message(list_acl_share, obj, idkey)

Figure 6.7: Extract of function put_container_ovenc (1)

cntr_headers =

cntr_headers['> tainer ','.join(sorted(list_acl_share))
cntr_headers[ "> ' ', '.join(sorted(list_acl_share))

cntr_headers['> ntai 1-1 1 = containerAcL
cntr_headers['> '] = idkey

self.swift_conn.post_container(container, headers=cntr_headers)

Figure 6.8: Extract of function put_container_ovenc (2)

Thus, the container creation is organized in two phases:

e The first phase, as said above, includes the canonical Put container to
create it empty.

e The second phase includes all the operations necessary to maintain the
information about the Encryption Layers, as shown in Figure 6.8. In
particular, a dictionary is created in order to update the container meta-
data. The information included is: read/write_ACL for that container,
the meta_ACL, to give information about who currently knows the to-
kens, and the BEL key id, used to retrieve the correct BEL key in each
catalogue. Once this information is introduced into the dictionary, the
canonical Post request is performed to update that meta data.
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The Put container function can be executed by every user, since each of
them can create a container to put his own files. However, once a container
has been created, its meta data can be changed only by the container owner.

The full code of the Put container function is shown in Appendix A.4.

6.5.2 Put Object

The Put object function is, in general, used to insert a new object into a
container. Hence, a user who wants to upload a file into the OpenStack Swift
service has to utilize this function. It takes as input the container and the
object names and the object content, and transfers them into Swift service
disks.

Our new Put object function, put_obj_ovenc, combines the effects of the
Put object and Post object functions, using also Head container function.

Indeed, first of all it has to verify the actual state of the (Over-)Encryption
of the chosen container. Through a Head container, it retrieves the bel_key_id_label
and sel_key_id_label. Subsequently, it performs an object upload using also an
additional parameter, named headers, to update the object header with these
two new pieces of information (Figure 6.9).

'¥x-object-meta-sel-id-key
'¥x-object-meta-sel -key-ve
<-object-meta-bel-id-key'] = bel id_

self.swift_conn.put_object(container, obj, content,headers=cbj headers)

Figure 6.9: Extract of function put_object_ovenc

In particular, as already explained, this information will be useful in the fol-
lowing operations to understand what keys have been used for that object and
if it will be necessary to apply an Over-Encryption to transfer that object to
the client.

The Base Encryption Layer is considered, since the encryption of the object
content is performed by the encrypt_obj_bel function. However, this does not
guarantee an added value, since for the Surface Encryption Layer it is not
relevant what the real content of the object is. For instance, in order to
evaluate the Surface Layer, the object could be uploaded also in a clear form.
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6.5.3 Get Container

The function Get container allows a user to obtain all the attributes of each
file included into a container.

Concerning the goals of our project, the Get container function is main-
tained unchanged with respect to the canonical Python Swiftclient function.
This one returns two values: the first is the container header, such as returned
by the simple Head container function; the second is a list of all files, includ-
ing all the main attributes - e.g., name, size, etc.. Indeed, for each file, the
request sent to the server is a Head object, which is not influenced by these
new modules and functionalities.

In Figure 6.10, it is shown that the function is maintained unvaried. How-
ever, also for it, we have created an interface, in order to make this one uniform
to the other introduced functions.

def get_container_ovenc (self, container):

return self.swift_conn.get_container(container)

Figure 6.10: Function get_container_ovenc

6.5.4 Get Object

As said in Section 6.3, the Get object function permits to download a specific
object saved into a container. Actually, to optimize the calls to OpenStack
server, the Swiftclient library has implemented two return values for that func-
tion: the header and the content of the object. Doing so, we avoid to perform
another operation (Head object function) and we can operate directly on the
header returned by the Get object function previously called.

The new Get object function, named get_obj_ovenc, could be seen as one of
the most complex functions realized in our work. In order to get the file in a
right way - i.e., in a comprehensible format for an authorized user, client and
server must cooperate.

In this context, to obtain the correct file, the process is forced to perform
asynchronous operations in the right order. For instance, it is impossible, or at
least wrong, to decrypt a file that has not been encrypted before. Under these
considerations, to clarify better the order of the operations, we have sketched
them in Table 6.1.

First of all, we call a function, both on the client-side and on the server-
side, to establish if the Surface Encryption Layer (SEL) has been applied.
Therefore, using the Head container function, we scan the container header,
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Client-side Server-side

1. HEAD container:
searching if present sel_key_id_label
2. GET object:
retrieving header and content of the object

— request —

3. HEAD container:

searching sel_key_id_label

4a. GET catalogue:

obtaining SEL key and encrypt the object
or 4b. Nothing:

sel_key_id_label is not present. Moving on.

< response <—

5. GET catalogue:
obtaining BEL key and, if it exists, SEL key

Table 6.1: Phases in the Get object operation

searching the sel_key_id_label, a label used to store the SEL token id. Here, two
possible scenarios can happen: there is that label, hence an over-encryption is
performed, or there is no sel_key_id_label, thus only the Base Encryption Layer
(BEL) is applied.

Then, we use the Get object function (Figure 6.11) of the Swiftclient library,
obtaining both the header and the content of the object.

print ('Try to s %s' %(container,obj))

hdrs, conten . SWi et_object(container,obj)
print ('GET = _obj 0K. File =>> %s' % str(content))

Figure 6.11: Extract of function get_object_ovenc (1)

From the point of view of the client, there is no particular difficult: it decrypts
the object or using only the BEL key retrieved from the catalogue or using
both keys, first the SEL key and then the BEL one (Figure 6.12).

ey is not

content = dec rypt_msg(str(content) ,sel key)
print ('Content encrypted with BEL === " % str(content))

Figure 6.12: Extract of function get_object_ovenc (2)
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From the server side, instead, all subsequent actions are related to the above
check about the Surface Layer presence. The server (Key_Master module), first
intercepts the Get object operation started from the client and after it accesses
the container header, as said above, to check if the sel_key_id_label exists. In
negative case, it has to do nothing and it can return the object, without any
further manipulation. Vice-versa, it executes another function to retrieve that
SEL key and passes it to the Encrypt module inserted in the Swift middleware
pipeline. Then, the Encrypt module takes from the environment variable the
SEL key passed by the Key_Master and it applies an encryption on the fly, on
the object requested by the client, using the encryption function explained in
Section 6.9. Finally, it returns the object as response to the client.

6.5.5 Post

The Post function allows a user, owner of a certain container, to manage and
to change the related ACL. The Post function, in general, permits a change
of the container header, in order to store or modify additional information.
Here, the new introduced function, named post_container_ovenc, manages all
the needed information to make possible the Over-Encryption process.

The function to_do_over_encryption, described in the following, has the goal
of understanding if it is necessary to apply Over-Encryption and, eventually,
it returns all essential information. Here, we present the four cases to manage,
returned by that function, whereas the function itself will be presented and
analysed in the last section.

“TODO?” case

This code is returned when an Over-Encryption is needed. In particular, we do
not care if a previous Over-Encryption has been applied, since the preceding
layer is not valid any more.

The new BEL key is used to encrypt the new files during Put object re-
quests, whereas the new SEL key is used to encrypt the files on the server side,
when they are requested, and to decrypt them on the client side. In this way,
as described in Section 5.2.1, all the files are protected against the revoked
users.

The addition permits to avoid any change on each file already stored, pre-
venting downloading the objects on the client side, re-encrypting and saving
them with a new BEL key.
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Considering the files included in a container, these changes cause different
actions on objects:

e The objects already stored before the Post request are accessible through
two different Encryption Layers. First, the previous BEL key, used to
encrypt the files on the client side, second, the new generated SEL key,
applied for Over-Encryption, in order to avoid the access to the removed
users that have the previous BEL keys.

e Each new file uploaded to the container is in a consistent state, since
the new BEL key used to encrypt the file is known only by authorized
users. In fact, Over-Encryption and the new SEL key are not necessary
for these files.

self.send message( c F.SWIFT ID], obj
«-container-me

self.send message(new

FLSWIFT_ID], {}.
«-container-meta-sel-id-key',""))

(b) Remove old SEL key

Figure 6.13: Extracts of function post_container_ovenc (1)

In order to apply the changes, several modifications are performed. First of
all, as shown in Figure 6.13(a), two nodes, one for the BEL key and one for the
SEL key, are sent to all the users included in the new ACL, indicated in the
header of this Post request. Such, all these users are able to do the possible
operations on the container.

Moreover, the previous SEL key is removed from all the revoked users
catalogues (Figure 6.13(b)), since that key is surely not necessary any more.

The dispatch of the keys is made through the send_message function real-
ized to create the messages, as described in Section 6.7, and to send them to
the Daemon server. The last one will provide to update the catalogue of each
user.

In order to complete the catalogues update, if some users have been added
to the ACL, other messages are sent to all these ones. In particular, to make
accessible all the previous files to these users, the before BEL keys are retrieved
and sent to them. This Post request is made always by the container owner,
who has certainly, in his catalogue, all the keys used in that container. Thus,
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the keys are retrieved simply scanning all the files included in the container
and, through the BEL key ids in each object header, they are obtained from
the container owner catalogue.

“NOCHG” case

The second case expects that the actual situation must not be modified. In
particular, there is no reason to change the BEL and, eventually, SEL keys,
since no user has been removed from the ACL. Therefore, the actual protection
level is sufficient.

if added_users:
dict_bel _keys = self.retrieve_bel keys(container,actual_head)

for key,obj in dict_bel _keys.items():
self.send_message(added_users,obj,key)

Figure 6.14: Extract of function post_container_ovenc (2)

Only if some user has been added to the ACL, as in the previous case, some
operations are necessary (Figure 6.14).

However, in this case, beyond scanning the files information to retrieve the
used BEL keys, also the key included in the container header is considered and
sent to update the catalogues. In fact, there could be no files encrypted with
the actual BEL key, because no Put request has been done after the BEL key
upload. Beyond all the BEL keys, also the SEL key eventually used must be
sent, in order to give a complete access.

“REMOV?” case

The third case is important, since the eventual applied Over-Encryption must
be removed. In particular, as in the previous case, the initial situation is not so
important, because we now must obtain a consistent situation in which there is
not SEL key and, consequently, Over-Encryption. In order to do this, similar
passes to the previous case are executed.

if sel_key !=

self.send_message(actual_acl + [self.SWIFT_ID],{},sel_key)

Figure 6.15: Extract of function post_container_ovenc (3)

First of all, the added users catalogues are uploaded with the BEL keys re-
trieved from the files and container headers. Then, Over-Encryption will be
removed. Therefore, if a SEL key is present, a remove message is sent to all
users in the actual ACL (Figure 6.15). In this way, the final situation is totally
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consistent, since all the BEL keys are known to the authorized users, whereas
the SEL key has gone.

“NOTH?” case

The fourth case is not so relevant, from the point of view of our functionalities,
since no change to the actual ACL has been operated by the container owner.
Indeed, he wants to modify only other attributes included into the container
header.

To_do_over_encryption Function

As explained, the to_do_over_encryption is a function used to verify if an Over-
Encryption is necessary. As shown in Figure 6.16, the values used for this
purpose are two lists: the removed and the added users, calculated from the
actual container ACL and from the new ACL, included by the container owner.
In order to manage in an efficient way the new headers, an empty dictionary
is created and updated with all necessary information. Then, it is unified to
the headers which must be sent to the server.

actual_acl = sorted(actual_head.get

new_acl = sorted(headers. get( -co o))

initial_acl_sel = sorted(actual e b ).split(":"))
verston_key_sel = actual_head.get("x-c r -

removed_users = set(actual_acl).difference(new_acl)
added_users = set(new_acl).difference(actual_acl)

Figure 6.16: Extract of function post_container_ovenc (4)

The presence or not of elements in added and/or removed users lists, bring us
to the following cases:

e Users removal: In this case, an Over-Encryption is required, since all the
removed users would not be able to access the files. The code returned by
this case is TODO. As previously described, two new nodes are created,
one containing the BEL key and one containing the SEL key (Figure
6.17). Moreover, SEL key version is updated and the initial_sel_acl_label
is upgraded with all the added users.

idkey_bel, obj_be create_node(self.iduser, container)
idkey sel, obj_se create nodc{wlf lduscr container)
new_dict_head[': ntainer-meta ey idkey_sel
new_dict_head['x-container-meta-bel-id-key' idkey_bel

1 =
1 =

Figure 6.17: Extract of function to_do_over_encryption (1)
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e Only users extension: This case does not expect the creation of a new
Surface Encryption Layer, since no users are removed from the container
authorization list. We can now have two different instances:

— No modification: It returns the code NOCHG, since no changes
have to be applied to the current Encryption Layers. The only
change is to enlarge the initial_sel_acl_label with the added users,
as shown in Figure 6.18, in order to keep track of all the users that
have accessed the container in some moment of its history.

if not set(new acl list).issuperset(set(initial acl sel list)):
if not initial acl list:

ney st set|:jini?_ia'l__au:::l_:s»:;e'l__list + added users)
r _head[ 'x-container-meta-sel -label -¢
return "NOCHG", new dict head,

Figure 6.18: Extract of function to_do_over_encryption (2)

— Remove: It returns the code REMOYV, since the final situation
must consider the absence of SEL. This situation happens, only if
the new ACL is a superset - i.e., it contains the initial_sel_acl_label
list. In this way, we are sure that all the previously removed users
are now reintroduced. Therefore, Surface Encryption Layer is not
necessary any more and it can be removed, if present (Figure 6.19).

new_dict_head[’
new_dict_head[’

new_dict_he
return

Figure 6.19: Extract of function to_do_over_encryption (3)

e No users list change: This case is not relevant because the added and
removed users lists are empty, therefore the user is modifying other at-
tributes included in the header.

6.6 Catalogue Management

A catalogue, a simple JSON file, has been developed to manage keys, used
both at client and server side. In particular, this file permits to save persis-
tently keys shared with other users and permits to retrieve the right key to
encrypt/decrypt a specific object throughout core functions execution.

All generated catalogues are saved into Swift service, following a pre-
cise structure. First of all, it is created a meta tenant, in our case named
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meta_encswift, to contain all catalogues of the all users into a single account.
After this, for each user, it is created a meta container, where the cata-
logue is effectively stored. A name convention is utilized to create these
entities: container name is equal to ‘.Cat_usruserid’ and object name to
‘$cat_graphuserid.json’.

In those two names, the user id is specifically inserted to grant the possibil-
ity to the client of downloading the catalogue through a Get object operation.
Each user, knowing its id, can access the own meta container and retrieve the
catalogue.

We have chosen to build the file in JSON format, since this format is well
supported by the Python json library. In fact, thanks to two simple functions,
loads and dumps, we are able, respectively, to load in memory the information
contained into the file and to store in a persistent way any changes.

Furthermore, in Python, the basic dictionary structure perfectly fits with
the JSON one: the former is used when the information is in a volatile status
(data in memory) and the latter when it is in a persistent one (data on disk).
Indeed, both could be associated to a hash-map structure, where we identify
a list of elements, each one composed of two parts: key and value. Into a
dictionary structure cannot exist two keys with the same label and at each
key corresponds exactly one value, which can be a primitive one, such as an
integer value, or a structured one, such as another nested dictionary.

"WEhvCA==":

"TOKEN": "rtJVNGHulleva0JvITU®PgNBa3mz7tEZAYQsdTC5hK9PVGRONfRas5Htul8u...",

"IDCONTAINER": "Stonex",
"OWNERTOKEN": "eb1235e5t2mi99a717nytrs2f60a34dc”

Figure 6.20: Catalogue Structure

Starting from these considerations, as shown in Figure 6.20, we use a structure
where the key-part is a string and the value-part is another dictionary with
three elements. The key-part identifies the BEL or SEL key ids, which are
generated in a unique way through a cryptographic function. Whereas, the
value-part contains the corresponding encrypted key, hereinafter also called
crypto-token if it is in an encrypted form or simply token if it is in a clear one,
the container id and the token owner, identified by the user id.

To encrypt the token in each catalogue, we use two different methods,

62



6. Prototype Implementation

according to who is the catalogue owner (CAT) and who is the token owner
(TOK, identified also as container owner - i.e., a user who can cause a policy
change). In particular, if:

e CAT not equal to TOK - The token owner does not coincide with
the catalogue owner. The token owner - i.e., who creates the container,
sends the token to all authorized (by him) users, encrypted first with
his private key and with the catalogue owner public key (asymmetric
encryption case). In this way, we can guarantee both authenticity and
confidentiality. In fact, only the receiver can read the clear token using
his private key and he can be sure of the message origin using the sender
public key.

e CAT is equal to TOK - Who creates the container is also the catalogue
owner. We generate the crypto-token encrypting the token with a mas-
ter key (symmetric encryption case). Thus, the master key is personal,
known only by the key owner. In this case, it is impossible to use an
asymmetric encryption: being owners the same person, using the com-
bination ‘token owner private key’ and ‘catalogue owner public key’, we
obtain a clear token, not a crypto one.

To keep track of the token ids, written in the hash-map key-part, we have
used the containers headers, as the Swift implementation expects. Indeed,
rather than utilizing different physical implementations, even though also more
efficient, in this way we remain compatible with the existing applications.

In particular, whenever it is required, we generate a new BEL and/or SEL
key, we send them to the users included in the container ACL and update the
container header with the new BEL/SEL key id. Doing so, object encryption
and decryption are extremely easy. For instance, we can consider a Get object
operation: through an additional Head container operation, we are able to
understand if only one layer (BEL) or two layers (BEL and SEL) are applied
and what keys have been used. Phases of this specific operation have already
been analysed in more detail in Table 6.1 and, in general, in Section 6.5.

Ids and their respective SEL tokens are in a one-to-one relation with con-
tainers: each token is correlated to exactly one container. Every time that a
Surface Encryption Layer is required, a SEL token is generated and the re-
spective id is reported into the header of the associated container. On part
of catalogue SEL we always have up-to-date information: tokens follow the
policy changes.

Instead, considering BEL tokens, they are in a many-to-one relation with
containers: tokens are univocal to each container and each container could
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include objects corresponding to different tokens. In this way, into containers
header we can find only the up-to-date BEL token - i.e., token referred to the
current authorization policy, and into each object header we could retrieve a

different BEL token.
Summarizing:

e Each container has a different token towards the other containers (token
uniqueness).

e Each object could have a different token towards the other objects into
the same container, depending on when the Put of that object has been
done (token temporality).

Finally, some considerations about container id and token owner. Token
owner is identified by the user id. In particular, it is the only user that can
perform a Post operation: only the container owner can change the authorized
users list of that container and only he sends all the messages to the Daemon
server for all the users.

6.6.1 Previous Catalogue Implementation

In a first catalogue version, the ACLs were considered the main information.
Each key was provided with an ACL and whole catalogue was built according
to the ACLs. For example, it was implemented a feature which combined ACL
subsets, a sort of group by as in SQL.

This characteristic provided a quick search: using the relation between the
container ACL and the key ACL, it was easy to find the right key - i.e., to
retrieve the key that, starting from the encrypted file, permits to correctly
decrypt it.

Nevertheless, this feature was not for free: each policy update, potentially,
generated a lot of changes into many catalogues. Any grant or revoke op-
eration, respectively, adds or removes users into the ACL. Thus, each key
associated with the previous state of that ACL must be updated with respect
to that changes. If we think at the number of users that can exist on a server,
a small modification, such as removing only one user from a container, could
cause thousands of operations, and it represents a too high cost to pay.

To solve this problem, we have chosen to re-build the catalogue with a
different structure. Instead of considering the ACL as the main element, we
focused only on the key.

We have not completely eliminated the ACL concept, but we have decided
to hide it. In practice, the ACL associated with the container is not considered
any more, into each catalogue. Maybe, it will be reported in the future versions.
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This data can be interpreted as an indirect information: knowing the con-
tainer id, users can perform a Head container operation to retrieve the current
ACL of that container. In this way, it is true that we must do one more op-
eration, adding a little overhead, but we lose the necessity of exchanging a lot
of messages to update all keys associated with a specific ACL. In fact, under
these assumptions, it is better to bind the key to a container rather than to
an ACL: a policy update could entail at most a new key generation and its
exchanges with the other authorized users.

Despite that, with this catalogue structure update, we forget a small, not
so relevant, information: the ACL is no more directly linked to the key. Thus,
when we perform the Head container operation, we retrieve only the current
ACL of that container and do not find anywhere the ACL in force when the
key was generated. In this way, we cannot know with whom that key has been
exchanged.

6.7 Policy Updates and Message Exchange

Policy updates involve two different entities: users, who cause a modification,
and the Daemon server, which makes persistent those changes.

In particular, the first can cause a change but cannot apply it. In fact,
client user can perform only Get catalogue operation to retrieve, for example,
a specific token, whereas only the Daemon server must carry out Put catalogue
operations to insert into all the client catalogues, involved by the modification,
the new tokens.

The Daemon, in order to play its part, receives from the client (owner
token) as many messages as many users are in the container ACL. The ACL
contains all the authorized users, by the client, and the client itself. Moreover,
each message differs from the other ones only on crypto-token value, being it
encrypted with different key. This information is summarized in Figure 6.21.

meta tenant

—
@ =
—
—
—
Al
CLIENT MESSAGES

Figure 6.21: Messaging Exchange
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It can be noticed, considering all the above assumptions, that message ex-
change is a crucial phase to update catalogues. Encryption Layers have to
cooperate with the OpenStack structure, working in a distributed system.

To join up information and requests, we have chosen and built a central
Daemon server. The Daemon is reachable on an IP address and it is responsible
to receive messages, sent by the clients. In practice, the Daemon acts as
a dispatcher: collects n messages and, subsequently, upgrades n catalogues,
considering the length of the container ACL equal to n.

The Daemon can decide what operation to perform, adding or removing
keys into the catalogue, using the message format. Indeed, as shown in Figure
6.22, received message contains three basic attributes:

e Catalogue owner user id - recipient user, which is contained into the
container ACL;

e Token id - string of the catalogue key-part, which is used as index in the
catalogue;

e Object - dictionary of the catalogue value-part, which is composed by a
crypto-token, a container id and a token owner.

RECEIVER#KEY_ID#OBJECT

Figure 6.22: Message Format

In particular, the latter information (Object) allows the Daemon to distinguish
between add operation or remove one. If the object is equal to ‘None’ value,
we are in the last case: the Daemon searches into the catalogue that specific
token id and removes it. On the contrary, we are in the former case: the
Daemon adds into the catalogue a new value {token id:object}.

The Daemon server has to be considered without logic. It does not un-
derstand the message meaning, it applies only a syntactic control to act cor-
respondingly. Indeed, it receives ready messages, with the token part already
encrypted by the client, for each recipient user, including itself. It controls
only that the received messages are well formed, and then dispatches them.

Dispatching can be done in different ways following several methodologies.
As we said above, we have chosen a centralized solution: only one Daemon
server receives all messages.

The main disadvantage of this solution is that the Daemon represents a
single-point of failure: if it goes down no key can be exchanged, thus, no user
can access the new objects uploaded.
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Ideally, except container owner - i.e., who generates the keys, all clients do
not know neither token ids nor their values. This problem could be partially
solved if:

1. Daemon server is located in the same data centres where OpenStack
services reside

and
2. Daemon server follows the same replication logic of OpenStack services.

Then, in this way, if the Daemon server is unreachable, even OpenStack
is not reached. Therefore, Daemon availability is not a problem, since the
whole OpenStack infrastructure is not available and no basic request can be
performed.

However, both conditions must be verified. Whether the first is not re-
spected, the Daemon works as a private server, and so, it becomes a critical
element: developers must care about this problem (see Section 6.7.2). If, in-
stead, the second is not verified, it represents a more peculiar problem: even
if the Daemon is located into the same OpenStack data centre, it could be
unreachable.

For example, if a replication factor equal to three is used into OpenStack,
we could have three data centres spread around the world. In this case, even if
one data centre is unreachable, OpenStack services still remain available, since
the other two data centres continue to work. Nevertheless, if the Daemon does
not follow this replication mechanism and it is located only into one of the
three data centres, then, if that data centre is unreachable also the Daemon is
not reached.

Problems above mentioned could be vanished when a distributed solution
is preferred - i.e., no more there exists only one Daemon server that receives
all messages. In this case, the Daemon server is distributed to all the clients
and each daemon-client instance receives only the messages interesting to its
client. In particular, we analyse the possible situations that could happen, if:

1. Token owner is off-line.

The user has no possibility to contact any OpenStack service. It
cannot generate fresh keys neither creating a new container nor
posting new containers headers. Therefore, the problem does not
exist: the user is not able to do anything.
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2. User, new-just-now authorized to access a container, is put off-line.

The user ignores to have access to that specific container. It, being
unreachable, has received no keys to access that container. It is off-
line, so it is not able to contact any OpenStack service. Moreover,
if it was able to perform a core operation, as a Get object, it would
obtain a file in a encrypted form, due to the lack of those keys.
Therefore, as above, the problem does not exist.

Nevertheless, there is one evident big disadvantage applying this distributed
solution: the developer must create a server component into each client. Sev-
eral methods could be adopted to manage that server-into-client, though,
unpleasant side effects would be always present.

For instance, we could build an always on-line client component suitable
to listen and to receive messages, but a client for its nature is an element not
always connected, on-line only when needed.

Otherwise, considering a client alternatively connected, we could suppose
the presence of an external component which persistently saves all the infor-
mation not downloaded by the clients yet. Then, we could think to build a
background service, which runs into the client only when it becomes on-line
and, before to start any operation given by the user, it downloads all the pend-
ing messages. This situation is similar to the way in which old e-mail clients
work: a user, before of responding to a message, must wait that all the pending
e-mails are downloaded from the mail server.

Despite this, in such a way, we add unwelcome delays which could be also
notable: the user must wait that all changes in its own catalogue are completed,
before starting.

Under these assumptions, specifically in our solution, we have chosen to
utilize a centralized solution with RabbitMQ as message-oriented middleware.

6.7.1 RabbitMQ

As already explained in the previous sections, RabbitMQ is a message-queuing
software. More generically, considering the main features of RabbitM @), it can
be considered a message broker or a queue manager. In practice, it permits
to create a queue, defining several parameters starting from the IP address of
the connection to delivery mode properties, and an application can connect to
it and simply send messages.

In this way, the application has not to worry about message exchange
infrastructure, how it is implemented or other details, but it has to only send
the message.
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Delivering a message is granted by RabbitMQ, which ensures an eventual
consistency. In particular, when the queue is created, some parameters can
be defined to assure persistence, saving the message in the queue in a persis-
tent way (‘saved onto the disk’), and delivery, providing an acknowledgement
mechanism when the messages are received by the addressee.

Nevertheless, RabbitMQ, does not supply much more than this. Therefore,
if a user wants additional characteristics, it has to personalize RabbitMQ soft-
ware to mix some features or simply create a new own ad-hoc solution, such
as a private server.

6.7.2 Private Server Introduction

Using a private server infrastructure, OpenStack and Daemon server have to

be considered as two separated entities. An exemplifying schema is depicted

in Figure 6.23.

CLIENT OPENSTACK

Figure 6.23: Private Server Architecture

As it is easy deducible, building that infrastructure, we have some advantages
and disadvantages. Certainly, first of all, developers must care about the server
protection, both physical and logical.

Every vulnerability can lead a malicious person to hack the server, creating
a dangerous situation. As pointed out in Section 6.6, the catalogue is a main
part of our project infrastructure. Whether a malicious agent has a secondary
access into the server, it could easily sabotage information, such as token id
or crypto-token value, making a corrupted copy that will be saved and sent to
an unconscious client.

Furthermore, the threat agent can impersonate the server replying with a
wrong object to a client, or more simply, it can steal all information from the
server.
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In practice, in those cases or in any case when other security issues can hap-
pen, the server cannot be considered secure and reliable and the information
must be considered corrupted.

Certainly, with an own private server, independent from RabbitMQ, devel-
opers have more control and can decide each action of the server itself. Thus,
they can efficiently write server functionalities and can easily implement some
authentication and integrity protection features, such as digital signature or
asymmetric encryption mechanism in addition to others.

Moreover, in this way, we can know when the catalogue is updated and we
can add a notification mechanism to inform the client. Therefore, clients can
have more guarantees, knowing not only if the message has been received, but
also recognizing whether, when and by who, the catalogue has been changed.

Naturally, the private server solution becomes a critical point, being it
outside of the OpenStack infrastructure (as depicted in Figure 6.23). It is of
remarkable importance that developers can control demands and peaks, bal-
ancing the requests. They can supply a replication mechanism, like OpenStack
one, and they can manage all the messages in a parsimonious way. Doing so, it
is possible to avoid long waiting time from the point of view of the client, pro-
viding a high availability value and guaranteeing, possibly, an elevated security
level.

6.8 Transient Status Management

System behaviour in transient phases has to be taken in consideration. In
that specific phases undesired effects can happen, causing wrong actions by
the system itself.

For instance, you imagine a situation where there is a container and its
ACL is much long, a problem treated also in Section 6.6.1. In that case, if
we tracked container ACLs, we would have a serious side effect: container
keys have already updated but the last users into the ACL are reached by the
modification too much later, provoking a situation where the container results
unreachable also for some authorized users.

Therefore, transient management must be considered a main aspect that
cannot be ignored.

Analysing our planning choice, we have limited, as much as we can, un-
pleasant situations. For instance, we have utilized a catalogue structure that
is influenced as little as possible by changes, avoiding to report additional
not-essential information.
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In our case, two different main cases can happen:
e Corrupted SEL key information

0. Owner token had previously changed container ACL, through
a Post operation, removing at least one user from it.

1. To maintain a correct protection state, among other things,
the system generates a new SEL key and reports its id into
the container header. We can consider this action completed at
time ¢ .

2. After the confirmation of the correct update, owner token sends
the messages to the Daemon in order to let it modify all the
catalogues of the users involved into the change - i.e., users still
contained into the container ACL. We suppose that operation
is completed at time ¢ .

In the time between ¢ and t", the users present in the ACL have
wrong information into their own catalogues: they have an old SEL
key and not the new one. Therefore, even if authorized, they cannot
access for a (little) time the objects into that container.

e Lack of BEL key(s)

— new-just-now authorized users

Owner token has executed a Post container, adding some users
to access that container. After, it sends all necessary messages.
The new-just-now added users, to effectively operate on that
container (such to perform a Put object), have to wait that their
own catalogues are being filled of whole key sets that ‘belong’
to that container - i.e., all keys used to encrypt the objects into
that container.

— earlier authorized users

Owner token had previously changed container ACL, through
a Post operation, removing at least one user. In this case, in
addition to the SEL key, also the BEL key must be changed:
existing some revoked user, the BEL key is no more secure. In
this condition, all users into the ACL can only perform a Get
object of the earlier put objects, whereas they cannot carry out
neither the Put nor the Get of new objects - i.e., objects that
have not been uploaded on the container affected by the first
Post operation yet.
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6.9 Encryption Functions

As we explained in Chapter 2, data protection against confidentiality and
integrity can be guaranteed, for instance, using encryption data methodologies.

Several ways could be followed, but each one must be thought and executed
in a complete manner. Each inattention, also in the smallest and less used code
part, could entail some security breach, leading the entire system exposed.

For these reasons, in the actual state, the encryption component of our
project can be considered a first well inspected draft version: a working proto-
type, maybe far away from the security standards of the scenarios above and
in the previous sections described.

Therefore, even though partially, we have considered some core functions
to guarantee data protection. In particular:

e Token Generation - to provide a secure data encryption key

Token Encryption - to generate the crypto-token, hiding the true content
of the token itself from curious eyes

Token Decryption - to retrieve the token value to use

RSA Key Generation - to get a public key and a private key for each
user

e AES Key Generation - to obtain a secret personal key for each user
e Get/Put Key - to retrieve/save the specific key

Starting from token generation, we have used the os.urandom Python func-
tion which returns random bytes from an OS-specific randomness source. This
function is especially suitable for cryptographic use.

In particular, token generation function returns both token id and token
value itself. For sake of simplicity, in our proposal, tokens are 16 bytes length,
whereas, tokens id are of 8 bytes.

Token encryption and decryption functions are pretty the same. Certainly,
the logic behind is different being the primary scope different. However, as we
have clarified in the previous Section 6.6, in both functions, a clear distinction
is done considering who is the receiver and who is the sender of that specific
token.

Reminding that a token is encrypted with the token owner private key plus
the message recipient public key, the sender and the receiver figures are referred
to these two entities. In particular, the sender is who had previously sent the
message with its generated token and, the receiver is who has to modify its
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catalogue with this new token, since it has been authorized by the sender to
access that container protected with that token.

Moreover, considering that the token owner sends the message also to him-
self, from the point of view of the functions, two cases can happen:

e Sender is equal to Receiver

In this case the AES key is used - i.e., the master key of the user.
Indeed, it is impossible to use an asymmetric encryption, since the
two users are the same person.

e Sender is not equal to Receiver

In this case RSA keys are used - i.e., in the encryption phase, the
private key of the sender and the public one of the receiver, vice-
versa in the decryption phase. Here, asymmetric encryption is an
optimal solution, since there is the need to exchange a secret infor-
mation between two users using an untrusted means.

In particular, considering that asymmetric encryption is based on public
and private keys, it is necessary to build an ad-hoc infrastructure to manage
public key, or more in general, to manage digital certificates. Indeed, in this
specific encryption method, these keys must be authenticated by someone and
stored in safe way to preserve their integrity, since users have to trust of public
keys retrieved.

To sketch this schema, we have saved for each user all the secrets data, such
as the public key, the private key and the master key, into a meta container,
named Keys, in OpenStack Swift service. This solution simulates very well
that infrastructure. In effect, there is a ‘semi-public’ place where we can store,
for instance, public key certificates. That place is reachable only from the users
inside the OpenStack environment, thus, a first screening on users is done by
OpenStack itself.

Furthermore, OpenStack could guarantee the information integrity, due to
other checks that are performed also for other operations, such as container
access control, where just the OpenStack server has the write access and all
users only have a read access.

Another solution, which does not simulate this schema using a meta con-
tainer, could introduce OpenStack Barbican service. As said in Section 3.1,
this service is born precisely for that goal: to store and to oversee secrets in a
secure manner.
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Barbican is designed to manage passwords, encryption keys and certifi-
cates. In such a way, Barbican becomes a hub, a trusty cornerstone of the
infrastructure where users can save their own personal information and get
external data, as public keys.

6.10 State Diagram

The present section has the purpose of showing a state diagram, in order to
explain in more detail our Thesis work. It shows all the states in which a
container can be with respect to Over-Encryption. In fact, due to the creation
of different keys for each container, the diagram considers only a single generic
container on which several operations could be applied: for the other ones, the
same reasoning will be valid. The diagram is shown in Figure 6.24.

A state diagram, for its nature, contains only states and transitions among
them. Precisely, in this finite state machine:

e A state represents a precise situation in the container history. In fact,
it summarizes all the operations applied on that container, until now.
Each state considers all the authorized users and all the possible keys,
from the old to the new ones introduced. There is no knowledge about
how the state has been reached from the point of view of the state itself
- i.e., it cannot and does not care to know from which state the sequence
has passed through before arriving to it.

e A transition represents how a user can move itself from a state to an-
other - i.e., considering the actual state, which command the user can
insert to arrive into another desired state. Each transition causes a mod-
ification on the management of Over-Encryption, on Surface and/or on
Base Layers.

Focusing on the states, each one shows three essential properties:

1. BEL key (BelK) - It is associated to the container and used to encrypt
the new objects uploaded into it. This key is used only on the client
side, in order to hide the clear content of each file from the curious eyes
of Service Provider.

2. SEL key (SelK) - It is associated to the container only if a Surface Layer
(Over-Encryption) has been applied on that. This Layer is added onto
the Base one.
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Figure 6.24: State diagram of a generic container
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3. Files and their encryption keys - included in the container. The files
have been divided into three different groups, since a BEL and a SEL
key are associated to each one:

e New BEL key (B), No SEL key (\) - This group of files is pro-
tected by the actual BEL key associated to the container, without
any Surface Layer Encryption, since the BEL key is still secure and
unaffected.

e Old BEL key (0ldB), No SEL key (\) - This group of files is
encrypted with (possibly several) BEL keys used in the past, older
than the actual BEL key. However, no SEL is necessary since all
the BEL keys are known only by authorized users.

e Old BEL key (0ldB), New SEL key (S) - The BEL keys used to
protect this group of files are older than the actual one associated
to the container. Since some user has been removed from the ACL,
Over-Encryption is necessary and a SEL key is applied on them.
We can notice that Over-Encryption key is the same to the one
associated to the container.

e New BEL key (B), New SEL key (S) - This case is not consid-
ered. In fact, the BEL key is a fresh secure key, it is known only by
authorized users and the Surface protection is useless.

Some requests have been included into the state diagram, since they are
relevant for keys management. Whereas, other requests have been omitted or
reported only for completeness, since they can be considered irrelevant for the
goal of our project. In particular:

e The Put container operation represents only a start condition and it has
not been considered in all the other states. In fact, another Put container
request would cause the creation of a new container, not related to the
first one.

e Get container request implies a request of all the attributes of the objects
included in a container. Therefore, it is not so relevant and it has not
been considered in the diagram

e Get object can be applied by each authorized user into each single state.
It has been represented in the diagram as a self-loop circle on each state.
However, a Get object request does not cause any changes onto the key
management.
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e Post requests are divided into three kinds of operations, since each con-
tainer owner can perform different changes on the container ACL. He
can remove (Post Remove_Users) or add new users (Post Add_Users), or
he can add previous revoked users, in order to delete the Surface Layer
(Post Delete_OvEnc). In particular, the Post Add_Users, as the Get ob-
ject operation, is not relevant for keys change. It has been introduced
only for completeness.

e The Delete container is included only for the states 1 and 3, since this
operation can be applied only if the container is empty. Moreover, on
these two states, the Get and Delete object cannot be performed, since
there are no files to apply these requests on.

The other operations, which are not nominated above, have been included
into the state diagram, since they can be considered relevant to show the
operating principle of our project.

6.11 Sequence Diagrams

This final section aims at giving to the reader more details about the two main
functions: Get object and Post container. In order to do this, two sequence
diagrams have been designed to describe all the operations involved in each
request in the on-the-fly scenario. Other sequence diagrams, referred to the
same requests, will be introduced in Chapter 7 to describe how the other
scenarios manage differently these interactions.

6.11.1 Get Object

Figure 6.25 represents all the classes involved in the operation and all the
functions called by each class. The request considered is a Get object, when
both SEL and BEL are applied on the files.

The classes are divided into three different groups: Client and Catalogue,
on the client side, the Encrypt and Key_Master modules, introduced in the
Swift middleware pipeline, and finally the Catalogue class invoked on the
server side only to retrieve the Swift catalogue.

When a user performs a request for downloading an object, we can inspect
the path followed by that one.

The client retrieves the header of the container in which the file is stored.
This operation is necessary to retrieve the BEL and SEL key ids to correctly
apply the decryption on the client side. Then, the client requests the object
affecting the execution of the operations on the server side.

77



6. Prototype Implementation

Client side Server side
% Client Catalogue Encrypt Key_Mast Catalog Swift Storage
: User
' 1-Get objectr 2 : Head contilainer : >
3: Ght ohject o |_|

4: get_respo;lsé

5 : Head container

-

i

-

A

6 : Get object

X

7:get _cat obj S[-:LL

8: }ancrypt_meésage

9 - get_cat Ebf' SEL

10t de crypt_reésource

11 : get cat obj BEL

12 | de crypt_re:s‘:»urce

Figure 6.25: Sequence Diagram Get object, on-the-fly scenario

When the Encrypt module had received the request, it passes that to the
Key_Master module, which retrieves the container header to obtain the SEL
key id and the file content. Finally, the Key_Master class retrieves the server
catalogue to pass the key value and the content of that file to the Encrypt
module, which applies the Surface Encryption Layer and returns the object.
Both the Base and the Surface Layers are applied on that object.

Once the client had received that one, it applies the decryption of the two
Layers. In particular, he has to obtain, through the get_cat_obj_SEL function,
the correct key value referred to that key id from the user catalogue. Then,
it can decrypt the content of the file and, finally, it applies the same process
decrypting the file also from the Base Layer and returning the clear content of
that one.

6.11.2 Post Container

This section has the purpose of describing the operations involved during a
Post request, into on-the-fly scenario, when some users are removed from the
container ACL.

78



6. Prototype Implementation

Client side Server side
% Client Catalogue Swift Storage Daemon Service
: User

11 : Post contaiper

2 j Head container

3 : create node BEL
4 : create node SEL v

Sl create new heatler

7! send message add new BEL

6 : Post container

8 send message add new SEL

9 - send message remove previous SEL |_|

seq Optional J
lii: retrieve_bel_keys

11 :isend message add previous E:!EL

Figure 6.26: Sequence Diagram Post container, on-the-fly scenario

Figure 6.26 explains all the steps of this request. We can identify the Client
and the Catalogue, on the client side, the Swift Storage and the Daemon
service, invoked to dispatch the keys to the users catalogues.

When a user performs the Post request, the client retrieves the container
header, in order to obtain the actual ACL and the actual BEL and SEL key
ids. Then, some operations are performed to control if an Over-Encryption is
necessary. Once a users removal has been verified, the client creates the new
SEL and BEL keys (nodes returned by the create_node functions). After each
token encryption with the correct private and public key, that nodes are ready
to be dispatched. Then, the Post container request is performed with the new
header containing the new information, such as the new BEL/SEL keys ids.

Finally, some operations are executed to update the users catalogues. In
fact, the Daemon server is invoked and it is requested to it to add the new
BEL and SEL key to all the authorized users and to remove the previous SEL
from the revoked users catalogues.

The last operation, described as optional in Figure 6.26, is performed only
if some users have been added to the ACL. In particular, the retrieve_bel_keys
function is invoked to retrieve all the previous keys. Then, they are dispatched
to all the new users, in order to make available the previous objects to them.
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Chapter 7

Alternative Implementations

This chapter aims at introducing the reader to the implementation of the
second and third scenarios (Chapter 5), named Quer-Encryption on-resource
and Quer-Encryption end-to-end.

In this Thesis, we have omitted some explanations to avoid unnecessary
repetitions. Substantially, we have described just the functionalities that now
have not been used in the same way with respect to the previous scenario
(Over-Encryption on-the-fly), focusing on the relevant parts that introduce
some differences.

Moreover, since the last case (OQver-Encryption end-to-end) is a mix of all
the functionalities introduced by the two first scenarios, in the final section
only a brief explanation has been provided.

In general, all the functionalities, managed by the Daemon to update the
users catalogues, are maintained the same: they are developed outside the
Swift service and the client. Indeed, although the Daemon is located into the
OpenStack infrastructure, it is independent and external to the other Open-
Stack services (Figure 6.2). Its functionalities are invoked when a new con-
tainer has been put or when a policy has been changed involving a user removal.

Furthermore, also the keys management and how the keys are stored into
the containers/objects headers or in the catalogues are maintained the same,
since those parts have been designed in a general way and they can be applied
to all the three scenarios too.

Therefore, on the following sections, we have highlighted only the dissim-
ilarities with respect to Quer-Encryption on-the-fly and the unchanged func-
tionalities can be found in Chapter 6.
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7.1 On-resource Implementation

The focus of this section is to explain how the core functions and the interaction
between the client and the server changes using Quer-Encryption on-resource
case. After a first introduction to the new architecture, always shown in terms
of differences from the first scenario, the main operations are explained in a
deeper way.

In the final part, a class diagram and some sequence diagrams are intro-
duced, in order to give a more detailed description of the implemented modules.

7.1.1 Introduction to Architecture

Architecture overview introduced in Section 6.1 is also valid in this scenario,
since the macro modules are the same, even if some differences have been
applied (Figure 7.1).

The architecture is divided into two sides: client side, where several en-
cryption/decryption operations are performed, and server side, composed by
Daemon service and OpenStack services. In particular, in the latter we can
identify OpenStack Swift service which is used to manage the files of each user.

As previously explained, the Daemon service has been maintained the same,
then its description with all details can be retrieved in Section 6.7.

OPENSTACK

CLIENT

Figure 7.1: Architecture Overview, on-resource scenario

With respect to the changed modules - i.e., those affected by some functional-
ities shift, we have to considered both the client side and the server one.
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In particular, as it can be seen in Figure 7.1:

e Client side

The client has always the goal to manage all the BEL keys applying
them on the files. Instead, SEL keys management has been moved
from the client to the server obtaining, as consequence, a more clear
distinction between the two encryption layers. Indeed, in this way,
the client communicates with the Daemon server only when the user
creates a new container or when he changes a policy to share the
new BEL keys with the other users. About Surface Layer, the client
is not involved in the catalogue update, so the Daemon is contacted
by the server. In practice, the active role, before assigned to the
client for the SEL catalogue updating, now is ascribed to the server.

e Server side

Considering the Swift Storage service, in order to make possible the
SEL management, we have introduced three modules into the Swift
Pipeline: Decrypt, Key_Master and Encrypt. They are located on
the server side and they are involved during each user request in the
same order they are written above. In particular, the Swift service
is considered a user: it has its own catalogue to update and from
that it can retrieve all the SEL keys that have to be applied.

7.1.2 Core Functions

Each core function explained in this Section shows where, in the encryption
layers, each involved operation is performed, both on the client and the server
side.

The Get object and the Post container operations have been totally mod-
ified, in order to make possible the new functionalities. Therefore, a deeper
explanation is provided.

The Put object and the Put container operations are not affected by any
changes introduced by this scenario. Thus, they are not explained here.

Get Object

The new Get object function permits to obtain a file stored in a container.
Each object can be encrypted with two layers: Surface Layer, which will be
subsequently removed on the server side during an object download, and Base
Layer, managed and later removed on the client side.
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When a user wants to obtain the clear content of a file, he makes a request,
specifying the object name and the container in which it is included. The
response goes through several modules, as depicted in Figure 7.2, in order to
remove correctly the Encryption Layers applied.

S I kel

CLIENT Disks

Grr RrEQUEST

Figure 7.2: Get object,on-resource scenario

The passes followed by that request (Get object operation), involve both the
server and the client sides:

e Key Master module

A request after overcoming the Decrypt module, which is activated
only during the response phase, is managed by the Key_Master:
it verifies that the request is really a Get operation, retrieves the
file and then controls if Over-Encryption is applied on that file. In
particular, as explained in Section 6.4, it checks that the SEL key
id stored into the container header is different with respect to the
one stored in the object header. In fact, if the two ids are the same,
the object will not be over-encrypted, since it has been uploaded
with the actual secure BEL key. Instead, if an Over-Encryption
has been applied, the Swift server handles the request retrieving
the catalogue and, subsequently, the token related to that id. Once
the token has been obtained, it can pass the response to the first
module, in order to decrypt the file removing Surface Layer.

e Decrypt module

Remembering that we are analysing the on-resource case, if an
Over-Encryption is applied, the resource must be decrypted by the
server, returning the clear content to the user. The Decrypt mod-
ule has precisely this purpose, since the key received by Key_Master
is used to apply the decryption function to the file requested ini-
tially by the user. Once these operations and the default others
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expected by Swift have been applied, the file is ready to go through
the network and to be returned to the user.

e Client

The file has now arrived on the client side: the body is encrypted
only by Base Encryption Layer and it can be decrypted by the user.
Therefore, Over-Encryption is totally transparent on the client side,
since the file returned to the client is essentially encrypted with just
one layer (BEL).

Focusing on the differences with respect to Over-Encryption on-the-fly, we
can summarize that the main change is the Surface Layer management. In
the first scenario, Over-Encryption was applied on the fly by the Encrypt
module, since the decryption would be performed on the client side. Now, the
encryption is applied on disks by the Encrypt module during a policy change
and the decryption is performed on the server: the Decrypt module handles
the removal of Surface Layer giving to the client the object protected by the
only Base Layer.

Post

The Post request can be performed by a user, when he wants to change a pol-
icy, for instance removing some users from the container ACL. The operations
made into this scenario and in the first one (Over-Encryption on-the-fly) are
very similar, but the new approach leads us to a completely different mecha-
nism.

In order to correctly manage this request, several modules are involved.
On the client side all the classes are used that manage the requests and on the
server side the two modules Key_Master and Encrypt (Figure 7.3).

SWLET

Sy x-==xMl}

CLIENT Disks

LPosr RrEQUEST

Figure 7.3: Post container, on-resource scenario

When a Post request is executed, it passes trough several steps. The direction
is now from the client to the server.
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In particular:

e Client

The request is sent by the user and the modules on the client side have the
goal to manage only the Base Layer, if involved by some changes. During
the first step, the client understands what type of change must be applied.
In order to do this, it applies a variant of the to_do_over_encryption
function, already explained in Section 6.5.5, managing two main cases:

— “TODO” case. The policy change makes necessary a new Over-
Encryption Layer, since some users have been removed (revoke
case). This situation produces a new BEL key, that must be shared
with all the authorized users. The send message function is invoked
to deliver the new key to the Daemon, which will dispatch it to
the involved users. Moreover, if some users have been added (grant
operation), the client retrieves all the BEL keys used into the con-
tainer scanning all the files included in it and sends these BEL keys
to the users involved, always passing through the Daemon server.

— Other cases. If either no change must be applied to the actual Lay-
ers or the previous performed Over-Encryption must be removed,
the client intervenes only notifying to the added users the BEL keys
used in the container. This case, with respect to the previous one
(TODO), expects the scan of the container header to retrieve and
send also the actual valid BEL key. In fact, it could happen that no
file has been uploaded after the last BEL key generation and noth-
ing is encrypted with this new BEL key. Thus, if the client does not
perform the last operation (Head container) to retrieve the actual
BEL key, the other just-now-authorized users will not be able to
put any objects into the container due to the lack of that key.

e Key_Master module

After the request has been received from the server and the previous
default Swift functionalities has been applied, that request is checked
by the Key_Master module to understand if a change on the Surface
Encryption Layer must be applied. In fact, it compares the BEL and
SEL key ids specified into the request with the actual ids stored into the
container headers. Two different cases could happen:

— New SEL. The actual BEL id stored in the container header is
different from the BEL id reported in the request. A new Over-
Encryption is necessary, in order to hide the files from no-more-
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authorized users. The Swift ‘user’ catalogue is updated with a new
generated SEL key which is passed to the next module, the Encrypt
one, together with the possible old SEL key used in the past to
encrypt the resources.

— Remove SEL (if present). The Key_Master module controls that
the actual SEL key id stored into the container header is a valid id
- i.e., its value is not equal to an empty string. If so, the previous
id is used to retrieve the SEL key value from the catalogue and the
last one is passed to the next module to remove the actual Surface
Layer.

e Encrypt module

As said above, the Encrypt module (the last one inserted by us) handles
the encryption phase. Remarking that the keys are made available by
the Key_Master module, the Encrypt one uses the new SEL key to en-
crypt all the objects included into the container affected by the initial
Post operation. Furthermore, it handles also the possible decryption of
them with the previous SEL key, obviously, if they have already been
encrypted.

7.1.3 Class Diagram

Figure 7.4 describes the general class diagram, considering all the modules
involved in this scenario. The diagram is different with respect to the one of
QOver-Encryption on-the-fly. 1t represents the separation among different parts
of the architecture:

e The client side is summarized by two modules, also present in the first
scenario. The Swiftclient_API is the interface that allows a user to
make a request. This class supplies the same interface of the Python
Swiftclient, in order to make our work compatible with different applica-
tions that used previous versions of Swift service. The core functions are
located into the Client class. It manages all the operations necessary
on the client side to make available the functionalities introduced in this
work.

e The catalogue update and the dispatch of tokens to different users are
tasks of the Daemon service. Here, it is represented as a class, always
listening on a RabbitMQ queue. It interacts with the catalogue functions,
here not represented to avoid redundant information.
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+put_ohject() +put_container_ovenc()
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Figure 7.4: Class Diagram, on-resource scenario

e The server side is the part where many changes have been applied by
our work. It is divided into three different sections:

— The Catalogue and Encryption_Decryption are indispensable

classes, since they are used to create the keys related to the Surface
Layer, now generated on the server side. The server is considered
a user with its own catalogue, on which it can add the SEL tokens.
The catalogue functions are indispensable also on the client side,
but here they are not shown only for more clarity.

The middleware pipeline represents a set of modules, necessary
to manage different feature of the request. The “Swift modules”
are the standard ones, whereas our component have been located
among them, in order to take advantage of their features. The
Key_Master is the core class, since it manages the requests, re-
trieving the correct SEL keys. The decryption and the encryp-
tion are managed, respectively, by the Decrypt and the Encrypt

87



7. Alternative Implementations

classes. The first performs its task on response, in order to return
to the user the clear object. The second manages the policy update
requests re-encrypting, with a new SEL key, the files stored into
that container.

— Finally, the disks are the location where the files are physically
stored. As described in Section 3.2, several copies of files can be
saved for redundancy. However, for convenience, the disks are rep-
resented with a single object.

7.1.4 Sequence Diagrams

This section has the purpose of showing how the classes interact among them.
Some sequence diagrams have been developed on the main functions, the same
with respect to the ones described in the on-the-fly scenario (Section 6.11).

Get Object

The request taken into consideration is always the Get object operation, on
files protected with two encryption layers. Figure 7.5 describes the steps of all
the operations.

Client side Server side
% Client Catalogue Decrypt Key_Mast Catalog Switt Storage
: User

2 : Head container:

P 1:Get objec?

A &
____:________

3 -iGet object

A J

4 : get_response

! 5 : Head container

[ - get cat ob SELE

8 :Idecrypt resd:»urce

A &

6 : Get object

A &

S o

9 : get cat 25 BEL —r

;0 : he crypt re 3Ei0urce

Figure 7.5: Sequence Diagram Get object, on-resource scenario

There are several classes involved. The Client, invoked by the user, and on the
server side, the Decrypt and the Key_Master modules, since the Encrypt is
involved only in the Post container. Finally, the Catalogue class is used on
both the sides, to manage the user catalogues.
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The sequence is similar to that shown in the on-the-fly scenario (Section
6.11.1), except for the SEL management.

A user makes a request and the client retrieves the container header, in
order to obtain the SEL and BEL key ids and the content of the object,
protected only with the Base Layer.

On the server side, after that Key_Master has retrieved the SEL key value
(get_cat_obj function) and the content of the object, the Decrypt module per-
forms the removal of the Surface Layer. The object is now returned to the
client, with only the BEL.

Finally, the client retrieves the BEL key value, using the same previous
function, and decrypts the resource to return the clear content of the file.

Post Container

Client side Server side

% | Client | Catalogue | Key_Master | Encrypt | | Catalogue Crypto | Swift Storage | Daemon

: User '

11 : Post contaiper ' : :

: o 1 2 - Head container,

3 - create nﬁe: BEL : :

4| create nel:w header

! 5: Post container _ ! '

6 - get_cat_ohj SEL

7 : send message remave pld SEL .

8 - create new node SEL Ll

9 - send message add neiw SEL -

10" Get objects N

ll:decryptfresource - U

12 - encryptresource

13‘t Put objects N

14" Post objects _|—,|

15: sendi message add new BEL Ll =

16 I retrieveib:elikeys

17 - send nﬁessage add previous BEL N

—

Figure 7.6: Sequence Diagram Post container, on-resource scenario

Figure 7.6 represents the interaction between the client and the server side,
during a Post container request.

The request chosen to be described is the same with respect to the sequence
explained in Section 6.11, in the on-the-fly scenario.
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In particular, this Post request considers the case in which at least a user is
removed from the container ACL, introducing a new Over-Encryption Layer.
The sequence starts with a request of Post container by the user. It causes a
Head container performed by the client class, in order to retrieve the current
ACL and to understand if some user has been removed. Then, it creates a new
node containing the new BEL key and the new container header, sending it to
the server through a Post Container.

Once the request has been received from the Key Master (the Decrypt
module is not considered since it is involved only during a Get request), it
retrieves the current SEL key from the catalogue (get_cat_obj). Then, the
Key_Master class sends a remove message to the Daemon server, in order to
delete the current SEL key not used any more, and creates a new SEL key
including it in a node, in order to introduce it (through the Daemon) into the
Swift catalogue.

The Encrypt module takes the request and, in this case (on-resource sce-
nario), it retrieves all the objects included into the container, removing and
adding respectively the old and the new Surface Layer. Finally, it puts each
object onto the disks.

Once the client receives the successful response, it can update the cata-
logues of the users eventually added in the ACL. In fact, it sends a message
with the new BEL key created and n messages with all n keys used previously
to encrypt the objects into the container.

7.2 End-to-end Implementation

The developed architecture, based on the third scenario of Chapter 5, is ex-
plained here summarizing the main features and focusing on the differences
from the previous two. Indeed, a complete analysis of all the aspects of this
system would not be interesting, since the main concepts used in this case have
already been explained in the first two prototypes. Here, they would turn out
to be redundant, without any added value.

In practice, the architecture could be considered very similar to the second
scenario: three different services running both on the client and on the server
side.

The server structure is always organized in three parts which have the same
tasks: Daemon service, RabbitMQ and Swift Storage (Figure 6.21). The only
difference is represented by the modules inside the Swift service, since only the
Key_Master and the Encrypt modules have an active role. The Decrypt one
is absent: in this case the decryption is postponed and executed on the client
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side. The last one, in fact, has the task to manage both Base and Surface
Layers to give to the user the clear content of the file.

OPENSTACK

CLIENT

Figure 7.7: Architecture Overview, end-to-end scenario

As depicted in Figure 7.7, the basic structure is maintained the same, in order
to perform the same functionalities.

7.2.1 Core Functions

The core operations have been redesigned to perform correctly the functional-
ities of introducing and maintaining the two encryption layers. In particular,
the main differences can be found into the following operations:

e Get object - which aims at retrieving the object from the Swift Storage
service. All the operations are performed on the client side, since each
resource must be protected by at most two encryption layers on the route
from the disks to the client. Once the object encrypted has been obtained
by the client, it removes first Over-Encryption and then the Base Layer.
Only now the file is completely readable.

e Post container - which has the purpose of making a container consistent
with respect to a policy change. In particular, the operations performed
are the same compared to the second scenario, where each file included in
the container, involved in Over-Encryption, must be re-encrypted with
a new SEL key. However, concerning Base Encryption Layer, its key is
maintained the same.
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e Put object - has the goal of uploading a new object into a container.
This request is never involved into the application of Surface Layer, since
always a new and consistent BEL key is used to encrypt the files.

The other requests have been omitted, being not so interesting to describe
here, since they maintain the same previous explained behaviour.

7.2.2 Class Diagram

The class diagram of this scenario is shown in Figure 7.8. This diagram is
similar to the one of the on-resource scenario. However, the main difference
is that the Decrypt module has been removed from the server side. In fact, in
order to protect each file on the route from the disks to the user, the decryption
of both Layers must be performed on the client side.
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+put_container() +send_message() RabbitMQ
+put_object() +put_container_ovency()
+get_container() +put_object_ovenc()
+get_object() __-| +get_object_ovenc()
+head_container() +get_container_ovenc() Rabhbit Sender Daemon Service
—) +head_object() +post_container_ovenc() — -
+delete_container() -retrieve_bel_keys() o
+delete_ohject() -to_do_over_encryption() +send_updeat) +eceiving_message()
User +post_container() +decrypt_Slayer() =
+post_object()
+create_user()

l l

|

Swift Storage Service
Catalogue . .
E t Decrypt
ncryption_Decryption Storage
+load_catalogue()
sl casone) || e en]
+get_cat_obj() +encrypt_msg()
+create_node() +decrypt_msg()
-get_catalogue() +generate_container_key()
-put_catalogue()
r_
Middleware Pipeline
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Swift Modules +to_do_overencryption() +encrypt_file() Swift Modules
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+handle_post_request()
+handle_other_requests()

Figure 7.8: Class Diagram, end-to-end scenario
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To summarize, we can explain the objective of the main modules:

e The Encrypt module on the server side has the purpose of encrypting
the files involved in a policy change, using a key generated and shared by
Key_ Master. In fact, since the Decrypt module has been moved on the
client side, all the authorized users must be able to retrieve the SEL key,
simply downloading their catalogues, in order to apply the decryption
precisely on the client side. Therefore, the Key_Master has the goal of
sending to all these users the messages containing the SEL key.

e The Decryption module has been moved on the client side and it has
been included implicitly into the operations performed by the client class.
The last one has to retrieve both the BEL and SEL keys, in order to apply
the decryption and to give the clear content of the file to the user.

e The Swiftclient _API class and the Daemon server are maintained
exactly the same as previous scenario. The Client class, instead, is
maintained the same except the Surface Layer decryption, operated on
the client side as the Quer-Encryption on-the-fly scenario.

7.2.3 Sequence Diagrams

This last section aims at giving an explanation of how each request is really
managed in this case, end-to-end scenario.

As the first two scenarios, the main functions are described in some se-
quence diagrams. In particular, Get object of an over-encrypted file and Post
container to remove some users from the container ACL.

Post Container

The Post request behaves in the same way with respect to the one of on-
resource scenario (Figure 7.6). The only difference is represented by the users
target of the keys.

In the on-resource scenario, the Surface encryption/decryption is performed
only on the server side. Therefore, the SEL key is inserted only into the
server catalogue. In the end-to-end scenario, instead, the Surface decryption
is operated on the client side. Thus, the SEL key is dispatched to all the users
included in the container ACL.

The other operations are exactly the same.
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Get Object

The Get object in this scenario is quite simple. The sequence diagram in
Figure 7.9 represents the interaction and the steps of the involved operations.

Client side Server side
% Client Catalogue Swift Storage
: User

[

1 - Get object 2 : Head container =|_:|

T

3 : Get object

4 : get_cat obj SEL

5} decrypt resource

6 : get_cat_obj E!EE|

7 t decrypt resource

Figure 7.9: Sequence Diagram Get object, end-to-end scenario

After the user requests a file, the client performs a Head/Get operations to
obtain the container header and the object itself. The header is useful to re-
trieve the SEL and BEL key ids, necessary to scan the catalogue and to obtain
the correct key values. Finally, the object is decrypted twice and returned to
the user in a clear form.

The server side is not specified in this diagram, since the Get request does
not include any operation on that side.
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Chapter 8

Tests

This chapter aims at giving to the reader a generic idea about the real be-
haviour of each request, considering it completed with the several function-
alities of this Thesis work. The goal is to show a thorough analysis on each
relevant request, analysing each one alone or compared with the others. We
have introduced also some real cases to show the behaviour of the system even
during a real interaction.

The present chapter is divided into two different parts. The first one aims
at showing the correctness of the system. In particular, the state diagram
shown in Section 6.10 has been reconsidered, in order to show several test
cases proving that each transition, from one state to another, works properly.

The second one aims at explaining the features and the behaviour of each
request, in terms of execution time. Several tests have been developed to give
a general overview on each relevant operation. In particular, the tests are
organized into two categories. The former is related to the complete structure
composed by Base and Surface Layers. The latter gives an explanation about
the overhead of the only Over-Encryption.

The tests would be not influenced by noise or other additional problems,
since we have carefully employed some precautions. For instance, we have
adopted a wired cable to connect the client to Internet, avoiding to use Wi-Fi
connection possibly affected by radio interferences. Further, we have intro-
duced a loop of 10 times to average the execution time produced by each
single operation, reducing distortion of the values.
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8.1 Tests Suite

Several test cases have been created to show the correctness of the system.
They provide an explanation about the good correctness of the major func-
tionalities, but do not prove the absence of bugs. As E.W. Dijkstra said:

“Program testing can be a very effective way to show the presence
of bugs, but is hopelessly inadequate for showing their absence”

To create these test cases, the state diagram 6.24 has been reconsidered.In
fact, we have created a test suite of five cases, in order to cover at least once
all the transitions and all the states of the diagram. The main goal of this
suite is to give a complete description of all the possible situations in which
the system can go through.

The test suite is illustrated as paths on the state diagram in Figure 8.1 and
it is shown in detail in Table 8.1.

Test cases Sequence of states crossed

Test Case 1 S=-1-22-5-724-3-E

Test Case 2 S-1-3-4-5-26=28-2—-1=E

Test Case 3 S—+1-+3-24-2235-7T25-2728-5-23=21=2E
Test Case 4 S-1-225-5725278-6—-5-23-E
Test Case 5 S»1-3-24-2-5-27-4-5-6-1=E

Table 8.1: Tests suite

Each test case considers only the transitions among different states. The self-
loops on single states have not been included here, but they have been intro-
duced in the experiment analysis in Section 8.2.4, in order to inspect a more
real interaction.

All the paths followed by these test cases show a consistent behaviour of
the system. In fact, all the keys are correctly managed and each case brings
the user to a correct situation.

Considering the variety of the operations applied and the complexity of all
the possible involved cases, we have chosen to describe in detail only a single
test case. In particular, we have compared the results of each single case with
the others and we have picked out the most relevant - i.e., which one shows
a behaviour that emphasises more the aspects of our project. For that case,
we have dedicated an entire analysis (Section 8.2.4), showing an empirical
measurement of all the possible scenarios. We have chosen to show different
results, changing the size (large, average or small) and the number (few or
many) of the files, also comparing them with the standard Swift functions.
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Figure 8.1: Test suite on the state diagram of a generic container
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8.2 Approaches and Results

Test case results have been divided into several sections. In particular, each
section focuses on a different aspect: starting from the time spent to per-
form each core function to a comparison between our project and native Swift
service. These sections aim to clearly expose empirical measurements to the
reader, testing especially the efficiency of our prototype implementation and
showing the benefits and the criticality of that solution.

To achieve this goal, in Section 8.2.1 we present some tests overview on a
complete prototype. In particular, we pick some core functions, such as the
Get object and Put object operations, illustrating the trend and time spent
to complete these actions. In this case, we use the complete prototype - i.e.,
a prototype which includes both BEL and SEL management. Therefore, it
provides and simulates a real application scenario, showing how long a user
has to wait to obtain the requested functionalities.

Nevertheless, in the following sections, we do not consider this situation. In
these sections, we illustrate the time spent only on Over-Encryption, focusing
on Surface Layer and disregarding Base Layer. This choice is imposed by this
Thesis work: we have to prove the advantages of using Over-Encryption. In
fact, mixing Base and Surface Layers would have not provided a clear vision
on how much each layer is a burden, further hiding its benefits. Moreover,
Base Layer is identical for all the scenarios considered. It would have only
increased the time spent without inserting an added value. We have preferred
to show in only one section how much BEL is relevant on the operation in-
volved in our case. In the subsequent sections, we explain how much just SEL
influences the results, since only it effectively changes in the three scenarios
(BEL management can be considered as a constant value).

In particular, in Section 8.2.2 we present the time spent by each single
operation to complete its work, considering the first scenario Quer-Encryption
on-the-fly.

In Section 8.2.3, we choose to show the time spent using the standard
Swift functions or our developed functions. Therefore, that part illustrates
an efficiency comparison among the Python Swiftclient library and our three
implemented scenarios.

A real case is simulated in the last part (Section 8.2.4). Here, we choose to
depict some of the most representative cases of the test suite described above.
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Used Server

In a real scenario are identifiable two interacting actors: users and server. The
users with their client parts and the server infrastructure have to be considered
as separated entities: in a real case, probably, they reside on different parts of
the world.

In order to simulate that situation we have used a server bi-xeon, with a
RAM of 64GB.

After an initial configuration phase, where we had set up OpenStack envi-
ronment, we have been able to interact with it. We have authenticated our-
selves using the SSH protocol and have communicated with the server through
a VPN. In practice, the user gives the commands to the client and it sends all
the data inside the VPN, establishing a logical flow which reaches directly the
server.

8.2.1 ‘BEL + SEL’ Test Results

As already said, in this section we provide some results on two main functions:
Get object and Put object. This results are inclusive of the Base Layer, in
order to give the reader a complete consideration on how much time the BEL
and SEL together take up with respect to standard Swift.

For instance, considering a real scenario, how long a user must wait to
download an over-encrypted object from the server or to upload a new object
on it.

Put Object - Base and Surface Layers Encryption

To help us in the illustration of the results, we have used a graph as represented
in Figure 8.2. The data have been correlated using two different variables: the
number of the users and of the objects. The former is essential especially for
the Post container and the Put container operations, whereas the latter for
the Get and the Put object.

In particular, we have selected two user sets: one composed by only two
users, the container owner plus one of his friends, and one composed by the
max number of users that Swift architecture can manage (max = 6). With
respect to the number of files, we have chosen three sets composed respectively
by 2, 20 and 200 objects. However, in order to compare the results, we have
had to maintain constant the bytes exchanged. Choosing a total dimension of
20 MB, the above file sets are translated respectively in: 2 objects of 10MB
each, 20 objects of 1IMB each and 200 of 100KB.
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Figure 8.2: Put object, on-the-fly scenario with BEL+SEL

Summarizing, we have identified six combinations, which are represented, in
the diagram (Figure 8.2), with a e. As explained, the Put object operation
is quite independent from the number of users involved and this fact depends
on the ACL management. ACLs are defined at container level, not at object
level - i.e., object header does not contain any information about the users
authorized to manage the object itself.

Whereas, as expected, the Put object operation depends on the size of the
object. In particular, being the total dimension fixed (20MB), the trend is due
to the increment of the number of the uploaded objects. In practice, the Put
object of two files is faster, of a factor of six, than the upload of two hundred
objects, although the total size is always 20MB.

Get Object - Base and Surface Layers Decryption

To depict the results of this part, we have used a bar chart (Figure 8.3). As
shown, in the x-axis we have reported the four possible working scenarios
considering a specific number of users and objects. In particular, we have
considered a Get object request of 20 over-encrypted objects. That objects
are stored into a container on which 6 users have the access.

For the same reason of above, the number of users does not influence the
execution time of the request, since the ACL is defined at container level and in
the Get object operation the number of authorized users is irrelevant. However,
since the executed actions are different in the three scenarios, the time spent
results different.
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Figure 8.3: Get object - 6 users in the ACL, 20 objects with BEL+SEL

In particular, we can notice that in the on-the-fly scenario, the Get object
is slower than the other cases, since an encryption on the server side (for
SEL) and a decryption on the client side (for BEL and SEL) are performed.
Furthermore, the on-resource scenario is faster than end-to-end scenario, since
in the former the decryption (for SEL) is performed on server side, instead for
the latter, the decryption (also for SEL) is perfomed on client side.

8.2.2 on-the-fly Operations Analysis

In this section, we will show the time spent by each single core operation,
considering the Quer-Encryption on-the-fly scenario and only Surface Layer.
For each operation we have dedicated a sub-section, to better remark the
distinction among them and better separate the different analysis.
In each sub-section, in addition to the expository part, we have added one
or more graphs according to the necessity.

Put Object

Put object operation is executed every time an authorized user wants to upload
an object into a container. As deducible, the time spent to perform that
operation depends both on the transmitted information content and on the
number of the files uploaded.

In our case, the former variable can be considered irrelevant. In fact, we
have always put the same bytes (20MB) into the container, with two, twenty
or two hundred files. Therefore, only the latter variable is changed.
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As shown in Figure 8.4, the slope between ‘nobj2’” and ‘nobj20’ is much less
than the slope between ‘nobj20” and ‘nobj200’ - i.e., the speed with which the
time spent to transfer 20MB increases is much higher in the second case. This
fact can be ascribed to the objects header management: for each uploaded
object, its header has to be changed, in order to consider the actual status of
(Over-)Encryption on the container.

| ® 2 users e 6 users“

35

30k

i i
nobj2 nobj20 nobj200

Figure 8.4: Put object, on-the-fly scenario

In particular, for each Put object operation we have to also perform a Head
container operation to obtain the BEL and SEL key ids and a Post object op-
eration to save these ids. In this way they are linked to that object. Certainly,
a more efficient approach could execute just one Head container for all the
serialized objects, avoiding redundant requests to the server.

Nevertheless, only for this ad-hoc test case we have all the Put object in
series and for this reason, the container information does not change. In a real
scenario, this case rarely happens or however, it is presumable that at least a
modification on the container header could happen.

Finally, as it can be noticed, the time spent in a Put object does not de-
pend on the number of the users. Indeed, as already specified in the previous
sections, OpenStack Swift service provides Access Control List only at Con-
tainer level and does not associate any ACL to the object. They inherit the
ACL of the container in which they are stored. The distance between the two
points sets (‘2 users’ and ‘6 users’ cases) is quite short, about two seconds.
Presumably, it is due to some temporary network problem which has slowed
down the upload transfer rate, causing a little delay.
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Get Object

Get object operation allows the client to download an over-encrypted object
(Figure 8.5) or an only encrypted one (Figure 8.6), saved into a specific con-
tainer. For this operation, we can do the same considerations of the above Put
object operation.
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Figure 8.5: Get object (over-encrypted), on-the-fly scenario
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Figure 8.6: Get object (only encrypted), on-the-fly scenario
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As represented in Figure 8.5, Get over-encrypted object substantially depends
only on the number of the objects requested: users included into the container
ACL do not represent any overhead.

Considering uniform the quantity of bytes downloaded, in our test cases
always equal to 20MB, the time spent when we download two hundred objects
is more than twice bigger than when we request only two files. As already
said, it is due to the other collateral operations, such as the Head container
operation.

Furthermore, when the requested object is over-encrypted - i.e., the safety
of Base Encryption Layer had been compromised and for the container has been
generated a new secure SEL key, performing a Get object operation involves
also the encryption and decryption phases. In this way, in order to return
the clear content of the object to the user, we introduce additional delays,
increasing the time needed to accomplish the Get object request. Indeed, we
have to perform two more operations, respectively: encryption on server side
and decryption on client side.

Comparing the case when the downloaded object is over-encrypted with
that in which the Over-Encryption is absent (Figure 8.6), we can notice the
same trend with an overall reduction of the required time to complete the Get
operation. Indeed, in the latter case it is not necessary to perform additional
operations to manage Surface Encryption Layer, further encrypting and de-
crypting the object. The object is correctly protected just using the BEL key,
thus, only this layer has to be removed to return the clear content.

Put Container

As it can be seen in Figure 8.7, Put container operation is completely inde-
pendent from the number of files stored in the container. Indeed, we have
performed several Put container calls varying the number of the files and the
users. For its nature this function results not linked to the objects count: it
creates the container and it is executed before the objects are put into that
container.

However, since in the container creation must be specified its ACL, the Put
container operation cannot be considered independent from the number of the
users inserted into the ACL. Indeed, the container owner sends to each user
the BEL key associated to that container. The BEL key will be subsequently
used to encrypt all the objects that will be stored into the container.
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Figure 8.7: Put container, on-the-fly scenario

Post Container

To analyse Post container operations, we have observed the behaviour of the
system when an Over-Encryption is required - i.e., the container owner executes
a Post operation removing at least one user, and when an Over-Encryption is
no longer needed - i.e., the container ACL is now composed by all the users
which were previously authorized to access the container. Figure 8.8 represents
the former case.
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Figure 8.8: Post container (over-encryption required), on-the-fly scenario
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As shown, the amount of time spent in each case remains the same. It is
approximately constant both when there is an increment of the involved users
and when the number of files in the container grows up. Indeed, Post container
function has to be independent from these variables: it has to change just some
information on the container header. The only one variable component is the
number of the exchanged messages between the owner token, who has origi-
nated the Post operation changing the container ACL, and the revoked users.
In fact, the container owner sends as many messages as the number of the
removed users, to inform the Daemon server of this change. As a consequence,
it will remove the SEL key of the container affected by the modification from
the catalogues of the revoked users.

The situation in which Over-Encryption is no longer needed is depicted in
Figure 8.9. In this case, after the Post operation is completed, the container
ACL will be composed by a superset of all the users involved at least once into
that container.

| ® 2 users [ 6users“
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Figure 8.9: Post container (over-encryption unnecessary), on-the-fly scenario

As well expressed by the graph, the amount of time is linear dependent both to
the number of the objects stored in the container and to the number of users
involved. More objects are present and more messages must be sent to all the
new-just-now authorized users. Those users now belong to the container ACL,
thus container owner has to apprise them of the BEL keys used to encrypt all
the objects saved in that container.

Furthermore, being Over-Encryption unnecessary, all the users included
into the container ACL must be informed on that change: in practice, we have
to remove the SEL key of the container affected by the change.
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8.2.3 Comparison among the Scenarios

In this section, we will introduce a brief explanation on the differences among
each functionality modified on the three scenarios and the standard Python
Swiftclient library.

The main purpose is to show how the scenarios manage the different re-
quests. In this way, we are able to introduce a criterion to choose one scenario
among others, in terms of efficiency of each involved operation.

For each comparison, the more significant values have been chosen, in order
to show the effective differences and to compare the results in a better way.

Delete Object

The Delete object request has the purpose of removing an object from a con-
tainer. A particular comparison among the three scenarios and the standard
Swift Storage service has been depicted in Figure 8.10. We consider the case
in which the container ACL is composed only by two users and the exchanged
objects are two hundred.
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Figure 8.10: Delete object - 2 users in the ACL, 200 objects

As described in Section 8.2, the Delete object requests considered in these tests,
like the other operations, manage always 20MB as total transferred bytes to
uniform all the requests that operate on the files. Considering that the total
time of each scenario (Figure 8.10) is measured on two hundred delete objects,
then, each file has to have a size of 100 KB. The number of users involved in
the container is not relevant, since the ACL is specified at container level and
an object deletion does not influence the keys management.
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We can notice that Swift Storage service is the faster scenario in which the
request is completed, since it does not have to manage any encrypted files.
In the same way, Over-Encryption on-the-fly is as fast as Swift Storage, since
the Surface encryption is not applied physically on objects but, just on the fly
during a request.

The contribution of Base Layer is not considered, since the main purpose
of this Thesis is to show how Over-Encryption influences the efficiency of each
operation.

Instead, regarding the other two scenarios, they are slower than the first
two, probably because they have to manage the deletion of larger size of file.
In fact, the resources are stored physically with an added Surface Encryption
Layer that causes an increase of the dimension. Obviously, this behaviour is
accentuated, since a big number of requests are performed.

Get Object

The Get object request aims at retrieving a file from a specified container.
Always four cases are considered: the standard Swift service and the three
scenarios are compared to show their differences in term of execution time.
Figure 8.11 represents the comparison in the case of only two users are included
in the container ACL and twenty objects are stored into that container.
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Figure 8.11: Get object - 2 users in the ACL, 20 objects (1)

For the same reason as above, the number of users does not influence the
execution time of the request, since the ACL is defined at container level and
in the Get object operation the number of authorized users is irrelevant.
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The number of objects, instead, is an important factor. As always, the total
size of the files into the container is 20 MB, but the system has to manage
twenty requests of 1 MB.

Figure 8.11 shows how each scenario manages the request and it well ap-
proximates the theoretical analysis. In particular, when an Over-Encryption
is applied on that container, we have:

e Standard Swift. This scenario is the faster one, since it only has to
download the files, without decrypting them.

e Quer-Encryption on-the-fly. This scenario is the slowest one, since it has
to worry about the encryption on the server side and the decryption on
the client side. These two operations, repeated for all objects, introduce
a high overhead. However, presumably in a real case, the Get operations
are or could be interleaved with other operations, thus, that overhead is
distributed during whole interaction sequence.

e Over-Encryption on-resource. In this scenario, a set of Get objects are
quickly executed, even if the overhead due to Surface Encryption Layer
has been introduced. In this case, the resources are physically stored
encrypted. The SEL decryption is performed on the server side, to re-
turn the clear content of the file on the point of view of the server (file
encrypted only with the BEL). Indeed, the encryption and decryption
phases are managed by the server: it has a high computational power,
thus rapidly, it can perform that operations.

e Quer-Encryption end-to-end. The last scenario manages the Get ob-
jects, only decrypting the files on the client side. In fact, as above, the
encryption has been performed on the previous Post operation, encrypt-
ing physically the objects. It shows a higher amount of time to complete
the request with respect to the previous case but, compared with Ouver-
Encryption on-the-fly, it spends a less amount of time, since it has not
to manage the response on the server side - i.e., the server returns the
file over-encrypted, without any changes.

The total overhead could be high, but that is a price which has to paid to
introduce the two encryption layers making safer the interaction to obtain the
files.

109



8. Tests

16

Time (s)

; ; ;
swift on-the-fly on-resource end-to-end

Figure 8.12: Get object - 2 users in the ACL, 20 objects (2)

Summarizing, Figure 8.12 shows with different colors the weight that could be
assigned to each single operation:

e The yellow part is the minimum cost which has to be paid, since the file
must be necessarily downloaded from the server.

e The green part represents, respectively, the cost due to encryption for
Over-Encryption on-the-fly and to decryption for Over-Encryption on-
resource. Both are always performed on the server side and can be con-
sidered similar operations in terms of execution time.

e The red part is due to decryption but, now, performed on the client side.
In fact, in the first and third scenario (OQver-Encryption on-the-fly and
on-resource), the encrypted file is sent by the server and the decryption
operation must be executed on the client side.

Post Container

The Post container has the purpose of updating the container header. In
particular, in our Thesis, this request aims at changing the policy to authorize
a new set of users, including them into the container ACL.

The chosen case considers an ACL of six users and twenty files stored into
the container. These two values can be considered relevant, since the number
of users influences the number of the exchanged messages, whereas the number
of objects indicates the number of encryption/decryption operations that the
second and the third scenario have to perform.
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Figure 8.13: Post container - 6 users in the ACL, 20 objects (1)

In this considered case, the request has the goal to introduce an Over-Encryption,
removing five users from the container ACL. Nevertheless, each scenario ap-
plies the Surface Layer in different ways and these differences are shown in
Figure 8.13. In particular:

e Whereas for the Get objects operation, Quer-Encryption on-the-fly is the
slowest scenario, now it manages in an efficient way the operations. In
fact, a policy change causes only a dispatching of the new SEL keys to
the authorized users. Over-Encryption is applied on the fly, therefore,
no changes are applied on the physical objects.

e In Over-Encryption on-resource scenario, a big amount of time is spent
to physically apply Over-Encryption, since all the files have to be re-
encrypted on the server side, in order to store them over-encrypted.
Moreover, Swift ‘user’ has to update its catalogue.

o Quer-Encryption end-to-end shows a further slower response, since it has
to re-encrypt all the files on the server side, as in the previous case, but
it has to dispatch the SEL key to the whole authorized users set.

The difference is much higher during a Post request that removes the Over-
Encryption (Figure 8.14). In this case, previously-but-not-now authorized users
are reintroduced in the container ACL.
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Figure 8.14: Post container - 6 users in the ACL, 20 objects (2)

Therefore, the Over-Encryption is no more necessary and each scenario applies
the modification in different way:

e OQver-Encryption on-the-fly is always the fastest scenario (not consider-
ing the standard Swift), since it has to remove only the keys from the
catalogues, without any change on objects.

o Quer-Encryption on-resource is slower than the first one, because it has
to remove the Surface Layer, decrypting the files on the server side. The
catalogue update results always fast, since the only user knowing the
SEL key is Swift server itself.

e Quer-Encryption end-to-end is the slowest scenario, since it has to re-
move physically the Surface Layer from the files and it has to report the
deletion of the SEL key to all involved users.

Put Container

The Put container operation is performed in the same way by all the scenarios.
As described in Figure 8.15, the execution time spent into each of our cases is
generally the same, whereas the standard Swift maintains itself faster than the
other scenarios, always due to the lack of key management and any additional
encryption layers.

The number of users included in the ACL influences the amount of time
spent, since a different number of messages, containing the BEL key, must be
sent.

112



8. Tests

25

2.0

1.5

Time (s)

1.0

0.5

0.0

However, in the case reported in Figure 8.15, the time is unvaried, since it is
referred to a fixed number of users. Only if we considered a higher number of
them, we would perform more slowly the operations to dispatch a high number

swift on-the-fly on-resource end-to-end

Figure 8.15: Put container - 2 users in the ACL

of messages.

Put Object

The last operation compared among the scenarios is the Put object (Figure

8.16)
24
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. This type of request permits to upload a new file into a container.

on-the-fly on-resource end-to-end

Figure 8.16: Put object - 2 users in the ACL, 200 objects
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The figure shows a particular case in which 2 users and 200 uploads of new
files are considered. As described previously, the total size of the files into the
container is always 20 MB and, for this reason, each file has a size of 100 KB.

An upload of a new file does not ever introduce a new Surface Layer, since
a consistent BEL key is used to encrypt the object. The last three scenarios
perform the request in the same way and the total amount of time is generally
the same. There is only an overhead with respect to standard Swift, since a
little management of the keys stored in the headers must be performed.

8.2.4 Experimental Analysis on Test Suite

This section aims at showing an experimental analysis on some real cases, de-
scribed in Section 8.1. The results presented here are obviously influenced by
the single test case, the sequence order and the available bandwidth. How-
ever, the explanation of them is relevant, since they describe possible working
scenarios and show the amount of time necessary to a user to complete his
sequence operations.

The experiments are always performed considering Quver-Encryption on-
the-fly scenario.

In each presented graph, we have delineated the two trends: one using
the functions of the standard Python Swiftclient library and one adopting the
functions developed by ourselves.

On the x-axis we have represented the temporal sequence the operations
are executed with. In particular, all the test cases start from the Put container
operation and end with its deletion (Delete container operation). Whereas, on
the y-axis is reported the time spent to perform the specific test case.

Each e, inside the graph, indicates the time spent so far to perform all the
previous operations in the sequence, including the running one. In this way,
when the last operation is executed, the y-axis indicates the overall time spent
by the test case.

Test Case 1

This section explains the Test Case 1 (TC1) of Section 8.1. In particular, some
Get object requests have been added to it, in order to make this case as real as
possible. We have considered a total number of operations equal to 15. Figure
8.17 represents the path of this test case, considering only the involved states
of the diagram depicted in Figure 8.1, .

Further, we have been considering three different approaches with three
sizes of objects to understand how they influence the general behaviour.
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Figure 8.18: Test Case 1 - Different sizes of files, 15 Requests
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Figure 8.18 shows the overall trend of the requests sequence. We can notice
some particular features:

e There is an obvious constant increment of the overall time. However,

the case with the 10 MB files shows a clear separation of a factor equal
to 1.5. The increment is limited, since there is only a constant and not
erasable overhead.

The Post container request is not generally influenced by the size of the
files. In fact, the majority of its time is spent on keys management.

Put and Get object requests spend an amount of time proportionate to
the size of objects. In particular, some Get operations are slower than
the second Post container. Indeed, the latter involved a little number of
users, making it faster than the download of a big file.

Put container is independent from the size of the objects, since it does
not operate on them.

Always for Test Case 1, we have further enlarged the number of requests,
until 59. Consequently, increasing the number of the files, the number of the

Get and Put operations grows up. The example is shown in Figure 8.19.

20
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.. @mm File: 10MB
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Figure 8.19: Test Case 1 - Different sizes of files, 59 Requests

The features explained above, are still valid. However, the trend of large files

case exhibits a bigger increases with respect to the previous one. This fact
is imputable to the high number of Get and Put object operations. Indeed,
making a temporal analysis, at the beginning the three cases maintain sim-
ilar trends. After a certain number of requests, it is possible to notice the
differences, due to Put and Get and, mainly, Post requests.
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Comparison with Standard Swift Storage Service

This section aims at showing a comparison between the above test case (TC1)

and the standard Swift Storage service. Figure 8.20 shows the two trends,

based on the same real requests sequence.
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Figure 8.20: Test Case 1 - Differences with respect to standard Swift

In order to make the comparison meaningful, we explain the main important

features:

e All the operations maintain generally a similar slope with respect to

Swift. Only the Post container operation causes a big increase, since
each request of this type has to manage both the new keys generation
and the dispatch of the messages to all the involved users.

e The difference at the end (overall time), on this particular operations

sequence, is of two seconds.

e Put container, as the Post request, has to manage the dispatch of mes-

sages to share the new BEL key. Thus, it has to introduce an overhead,
however smaller than the one introduced by the Post operation.

e Delete object spends the same amount of time with respect to the stan-

dard Swift, since the introduced Qver-Encryption on-the-fly does not
influence the size of the files stored - i.e., Over-Encryption is applied
only when a user make an explicitly request to get the object, thus,
the stored files have the same dimension both with Swift and with the
on-the-fly scenario.
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8.3 Considerations

Considering all the analysis performed earlier, this section has the purpose of
remarking general results.

The explanation is referred to all the considerations done in all the analysis
reported in this chapter. In particular:

e Each operation redesigned in this Thesis work introduces an overhead
with respect to standard Swift. It is mainly due to the keys management
and all operations involved into it.

e The Post container is the most expensive request, since a great number
of operations must be performed, as the keys dispatch or the encryp-
tion/decryption on the resource when it is expected.

e The Put object is generally faster than the Get object, since a new file
uploaded never requires an additional Surface Layer.

e The three Scenarios introduced have an opposite behaviour on Get object
and Post container operations. We should consider how many requests
are performed and which type of protection to achieve, in order to choose
the better solution.

e The operations performed on the server side are always faster than the
ones executed on the client side. For this reason, in the selection of which
scenario to choose, we could consider also this fact.
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Chapter 9

Future Works

This chapter has the purpose of giving to the reader an explanation of the
possible future works, in order to improve the actual prototype and to enlarge
the functionalities already included here.

The actual Thesis considers a working system, which supplies several func-
tionalities. The improvements are important to make the structure more and
more advanced and safe.

Each section of this chapter shows a possible issue in the actual structure
of Swift Storage service. Several solutions are described, in order to give some
guidelines of how the work can be continued.

9.1 Header Size Limitation

The container headers are used to maintain the users ACL, in order to man-
age the keys encrypting or decrypting the files. In particular, each ACL is
maintained in a specific field, as described in Section 6.4.

The actual OpenStack implementation has a critical restriction about the
size of each field in the container header. In fact, each label can maintain only
a string of 256 bytes. Considering that to keep track of each user an id of
32 bytes is saved the number of users for each container is strongly limited.
Moreover, Swift service is contemplated as a user and some separators are
inserted to divide the ids included in the string. Therefore, at most 6 users
can share the files of a single container.

This choice about the size of each field is very limiting and it shows that
actually the ACLs are not really used.

The possible solutions are explained in the next two sections. Obviously,
these proposals can be used together, in order to take advantage from each
one.
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ACL Sublists

A first solution, to store more than six users, is to divide the ACL in more
fields into a container header. This proposal considers the creation of n fields,
in order to maintain six times n user ids. In fact, the limitation on the size
of each field into the container header does not concern the total header size,
which can contain a huge number of fields.

In this way, this possible choice is a valid one, in order to avoid a restriction
on the number of users.

User id Size Reduction

An alternative proposal concerns the reduction of the length of the user ids.
In fact, it could be necessary to reduce the size of each user id, in order to
maintain more information into a single header field.

For instance, a possibility could be to reduce the id size to five bytes, in
order to maintain into each field at most forty-two users, considering also the
Swift one. It would be possible through the use of a particular function, as
the xor between the container owner id and each single user id, hashing the
resulting value.

Although this reduction could appear a further limitation, since the user
ids could be not unique, each container would contain a small group of users,
avoiding any possible overlapping with a high probability.

9.2 Smart Daemon Server

The actual implementation considers the presence of a Daemon server, which
has the only task to dispatch the nodes received from the users to the correct
catalogues.

A possible future improvement could be the enlargement of the Daemon
server to give it smarter functions. For instance, it could apply the necessary
modification on the tokens, in order to make more efficient the request of each
user, avoiding loss of time in retrieving public keys to encrypt/decrypt the
tokens themselves.

This possible improvement would cause a substantial change of the whole
designed and implemented system in this work.

A further possibility could be to redesign the Daemon server, without any
message service - i.e., without the RabbitMQ service.
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In this way, making this server directly available, there would be several
advantages:

e A user sending a message to the Daemon server, can obtain a real re-
sponse on the success of the message dispatching request. Currently, the
Daemon server gives a feedback if it has received really the message, but
it does not give any response on the success of the dispatch.

e The use of a dedicated message service, rather than RabbitMQ, can
make the protection higher, since the messages are not managed with
any external services.

9.3 Digital Signature

A possible future work that could make safer the interaction among the mod-
ules is the use of a digital signature.

The introduction of this feature would make the tokens really secure, since
they would be signed by the sender and each message content could be con-
trolled and verified by the receiver.

9.4 Database

The actual implementation of OpenStack does not consider an efficient struc-
ture, as a database, to maintain information like key values.

This limitation has forced us to consider a different way to store these
pieces of information: the json catalogues explained in Section 6.6.

A possible future work considers to redesign the actual structure of meta-
information storage. In fact, a possible choice could be to introduce a database,
in order to make more efficient the storage and the retrieval of these tokens.

Although the actual structure is efficient, since it has been designed in
order to access directly the key values, a DBMS would be a better choice and
the key management could become more efficient.

9.5 Garbage Collector

The actual prototype expects the deletion of the SEL keys from the catalogue in
a synchronous way. For instance, when a Surface Layer is changed, a message
is sent to the Daemon server, which has the task to remove that key.
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Moreover, also after objects deletion, a large set of unused BEL keys could
remain in the catalogues.

A possible improvement considers the introduction of a Garbage Collector.
As in the Java Virtual Machine, the Garbage Collector removes the memory
areas not used any more, so this Garbage Collector deletes, from the catalogues,
all the keys no more useful.

This implies some considerations:

e The Garbage Collector should have the possibility to access the users
catalogues. This fact would not be a problem, since the service should
run on the server side and, however, the token would be encrypted and
not readable.

e The introduction of an asynchronous service of keys removal makes faster
each request, since the deletion of the old keys would be performed in a
separate context.

e The Daemon, with this enhancement, has less messages to manage.
Hence, it would obtain a benefit in terms of efficiency.
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Conclusions

This Thesis aims at showing a new approach on data protection, using some
proved techniques and combining their effects into a distributed context, like
OpenStack.

The study has led to data management with a new efficient method, called
Over-Encryption and based on two protection layers, one added to the other
one. Considering the distributed context, this method avoids unnecessary
operations and guarantees a dynamic protection on policy evolution.

The data management is performed enforcing access control through ACLs.
Membership to a specific list permits to obtain the respective layers decryption
keys. The data is encrypted twice, if necessary: once on client side, always
performed, once on server side, executed only on policy update.

Base Encryption Layer is carried out by the client and guarantees data
confidentiality with respect to the service provider, whereas Surface Encryption
Layer is performed by the service provider and protects the data according to
the actual access policy on the data itself.

The client-server architecture had been examined and the introduced func-
tionalities have been developed to limit the exposure risk. The data are moved
over a network always in a secure encryption state, on all the way from the
server to the client.

The whole process is totally transparent for the final user that uses Open-
Stack services, like Swift. Swift enrichment and integration with Over-Encryption
functionality has been performed as an optional on-demand feature. Users,
which want a protection on their own data, can use a client-side application
which applies a Base Encryption Layer. The server behaves accordingly with
this choice. Old existing applications, which do not need data encryption, can
stay unchanged and they will work as before.
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Appendix A

Source Code

On-the-fly Scenario Core Functions

This appendix shows the source code, related to the on-the-fly scenario. The
main core functions are illustrated, in order to explain the steps followed by
each request. In particular, the Get object, Put object, Put container and
Post container are described.



A.1 Get Object

Client Side

def get_object_ovenc (self, container, obj):
Download of the object.
Decryption with the BEL key and, if applied, SEL key
Args:
container: the name of the container
obj: the name of the object requested
try:
cont_header = self.swift_conn.head_container(container)
actual_acl =
sorted(cont_header.get ("x-container-meta-acl-label",
"y Lsplit ("))
#Request not sent if the user does not belong to the ACL
if actual_acl != [""] and self.iduser not in actual_acl:
return None, None

# Object download

hdrs, content = self.swift_conn.get_object(container,obj)

# Obtain actual SEL key id
sel_id_key_container =
cont_header.get (’x-container-meta-sel-id-key’,"")

#0btain id of the BEL key used to encrypt the object

bel_id_key_object = hdrs.get(’x-object-meta-bel-id-key’,"")

except:
print (’Error’)

return None, None

if sel_id_key_container is not "":

# Over-Encryption applied

sel_id_key_object = hdrs.get(’x-object-meta-sel-id-key’,"")

if sel_id_key_container != sel_id_key_object:
# Object protected with SEL
# Obtain SEL key value from catalogue
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sel_key = get_cat_obj(self.iduser,
sel_id_key_container).get (’TOKEN’, None)
if sel_key is not Nomne:
# Decrypt Surface Layer
content = decrypt_msg(str(content), sel_key)
else:
print "You cannot obtain this object"

return

if bel_id_key_object is "":
# Clear object stored

return hdrs, str(content)

tokenBy = content[content.find(’<# >TokenBy:’) + 11:]
if tokenBy is None:
return None, None
content = content[:content.find(’<# >TokenBy:’)]
# Retrieve BEL key value from catalogue
bel_key =
get_cat_obj(self.iduser,bel_id_key_object).get(’ TOKEN’ ,None)
if bel_key is not None:
# Decrypt Base Layer
content = decrypt_msg(str(content), bel_key)

return hdrs, str(content)

Server Side - Key_Master

def __call__(self, env, start_response):
WSGI entry point
Management of the SEL key achievement on the server side.
req = Request(env)
if req.method == "GET":
version, account, container, obj = req.split_path(1,4,True)

if obj != None:
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# Operations applied if object request
new_req = Request.blank(req.path_info,None,req.headers,None)
new_req.method = "HEAD"
new_req.path_info = "/".join(["",version,account,container])
# Obtain container header
response = new_req.get_response(self.app)
cont_header = response.headers
# Obtain actual SEL key id
sel_id_key_container =
cont_header.get (’x-container-meta-sel-id-key’,"")
if sel_id_key_container is not "":
# Over-Encryption applied
# Object content to encrypt
resp_obj = req.get_response(self.app)
# Obtain id of the SEL key to encrypt the file
sel_id_key_object =
resp_obj.headers.get (’x-object-meta-sel-id-key’,"")
if sel_id_key_object != sel_id_key_container:
# Over-Encryption necessary on that object
# Obtain SEL key value from catalogue
token = get_cat_obj(self.userID,
sel_id_key_container) .get (’TOKEN’ ,None)
if token is not None:

# Pass the correct SEL key value to encrypt module

env[’swift_crypto_fetch_token’] = token
else:
# Transient phase

env[’swift_crypto_fetch_token’] = "TrPhase"

return self.app(env, start_response)
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Server Side - Encrypt

def __call__(self, req):
WSGI entry point
Object encryption with the SEL key on the server side.
# Obtain the object requested
resp = req.get_response(self.app)
if req.method == "GET":
# SEL encryption applied if GET request
# Obtain the SEL key value from Key_Master module
token = req.environ.get(’swift_crypto_fetch_token’,None)
if token != None:
# Operations applied if Over-Encryption necessary
if token == "TrPhase":
# Transient Phase, no SEL key in the catalogue
return Response(request=req, status=403, body="Transient
Phase", content_type="text/plain")
# Object Encryption and md5 recalculation
resp.body = encrypt_msg(str(resp.body),token)
resp.headers[’Etag’] = md5.new(resp.body) .hexdigest ()
resp.content_length = len(resp.body)

return resp




A.2 Put Object

def encrypt_obj_bel(self, bel_id_key, content):
win
Encryption of the object.
Args:
bel_id_key: id of the BEL key to encrypt the file
content: the content of the object to encrypt
# Obtain BEL key from the catalogue
node = get_cat_obj(self.iduser,bel_id_key)
key = node.get (’TOKEN’,None)
if key is None:
return None
# Object encryption
encoded_msg = encrypt_msg(str(content) ,key)
# Add signature
tokenBy = ’<# >TokenBy:’ + node.get(’0OWNERTOKEN’, None)
encoded_msg = encoded_msg + tokenBy

return encoded_msg

def put_object_ovenc (self, container, obj, content):
wnn
Encryption with the correct BEL key and object upload
Args:
container: the name of the container
obj: the name of the object to upload
content: the content of the object to upload
win
try:
# Obtain container header
resp_header = self.swift_conn.head_container(container)
# Obtain actual ACL
actual_acl =
sorted(resp_header.get ("x-container-meta-acl-label",

||||) .Split(":"))
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# Permitted upload of clear objects
if actual_acl == [""]:
self.swift_conn.put_object(container, obj, content)
return
# ACL without the owner not permitted
if self.iduser not in actual_acl:
return
# Obtain actual SEL key information to update the object header
sel_id_key = resp_header.get(’x-container-meta-sel-id-key’, "")
version_sel_key =
resp_header.get (’x-container-meta-sel-key-version’,"0")
# Obtain actual BEL key to encrypt the object
bel_id_key = resp_header.get(’x-container-meta-bel-id-key’, "")
# Encrypt the object
content = self.encrypt_obj_bel(bel_id_key,content)
if content is None:
# No BEL key in the catalogue
print "You have not the rights to access the container"
return
# Create new header
obj_headers = {}
if sel_id_key != "":
obj_headers[’x-object-meta-sel-id-key’] = sel_id_key
obj_headers[’x-object-meta-sel-key-version’] = version_sel_key
obj_headers[’x-object-meta-bel-id-key’] = bel_id_key
# Put object
self.swift_conn.put_object(container, obj,
content,headers=obj_headers)
except:

return
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A.3 Post Container

def post_container_ovenc (self, container, headers):
wn
Post of the new container header.
Sharing of the correct BEL and SEL keys.
Args:
container: the name of the container
headers: the new headers to upload
wn
# Obtain container header
actual_head = self.swift_conn.head_container(container)
# Obtain actual ACL
actual_acl = sorted(actual_head.get("x-container-meta-acl-label",
") Lsplit (™))
# New ACL included by the container owner
new_acl = sorted(headers.get("x-container-meta-acl-label",
") L split (M)
# ACL without the owner not permitted
if (self.iduser not in actual_acl) or (self.iduser not in new_acl):
return
# Obtain ACL containing all the users authorized at least once
initial_acl_sel =
sorted(actual_head.get ("x-container-meta-sel-label-acl",
") Lsplit ("))
version_key_sel =
actual_head.get ("x-container-meta-sel-key-version","0")
# Obtain added and removed users lists
removed_users = set(actual_acl).difference(new_acl)
added_users = set(new_acl).difference(actual_acl)
# Obtain the code to understand what operation to perform
code, headers_sel, obj_sel, obj_bel =
self.to_do_overencryption(container, actual_acl, new_acl,
initial_acl_sel, added_users, removed_users, version_key_sel)
final_headers = self.merge_dicts(actual_head, headers, headers_sel)

try:
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# Post container header
self.swift_conn.post_container(container,headers=final_headers)
except Exception,err:
print Exception, err
return
if code == "TODO":
# Over-Encryption to be applied
# Add into the catalogues new keys and remove the previous ones
self.send_message(new_acl+ [self.SWIFT_ID],obj_sel,
final_headers[’x-container-meta-sel-id-key’])
self.send_message(new_acl, obj_bel,
final_headers[’x-container-meta-bel-id-key’])
self.send_message(actual_acl + [self.SWIFT_ID], {},
actual_head.get (’x-container-meta-sel-id-key’, ""))
if added_users:
# Dispatch all the old but still used BEL keys to added users
dict_bel_keys = self.retrieve_bel_keys(container, None)
for key,obj in dict_bel_keys.items():
self.send_message(added_users,obj,key)
elif code == "NOCHG":
# No change to the actual protection Layers
if added_users:
# Dispatch all the old but still used BEL keys to added users
dict_bel_keys = self.retrieve_bel_keys(container,actual_head)
for key,obj in dict_bel_keys.items():
self.send_message (added_users,obj,key)
# Dispatch the SEL key to added users
sel_key = final_headers.get(’x-container-meta-sel-id-key’,"")
if sel_key != "":
self.send_message(added_users,get_cat_obj(self.iduser,
sel_key), sel_key)
elif code == "REMOV":
# Remove the actual Surface Layer, if present
if added_users:
# Dispatch all the old but still used BEL keys to added users

dict_bel_keys = self.retrieve_bel_keys(container,actual_head)
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for key,obj in dict_bel_keys.items():
self.send_message(added_users,obj,key)
sel_key = actual_head.get(’x-container-meta-sel-id-key’,"")
if sel_key != "":
# Send remove message to the authorized users
self.send_message(actual_acl + [self.SWIFT_ID],{},sel_key)
elif code != "NOTH":
# No change to the ACL

pass

def to_do_overencryption (self, container, actual_acl_list,
new_acl_list, initial_acl_sel_1list,
added_users, removed_users,
version_key_sel):
nn
Creation of the new keys.
Creation of the new header.
Args:
container: the name of the container
actual_acl_list: the actual acl list stored in the container
header
new_acl_list: the new acl list to upload
initial_acl_sel_list: the list of all users authorized at least
once
added_users: list of added users to acl
removed_users: list of removed users from acl
version_key_sel: the version of the SEL key
wn
new_dict_head = {}
if removed_users:
# Over-Encryption to be applied
# Creation of new SEL and BEL keys
idkey_bel, obj_bel = create_node(self.iduser, container)
idkey_sel, obj_sel = create_node(self.iduser, container)
new_dict_head[’x-container-meta-sel-id-key’] = idkey_sel

idkey_bel

new_dict_head[’x-container-meta-bel-id-key’]
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# Update the initial ACL list with all the users authorized

if not initial_acl_sel_list:

new_dict_head[’x-container-meta-sel-label-acl’] = ":".join(
set( initial_acl_sel_list + added_users))
else:
new_dict_head[’x-container-meta-sel-label-acl’] = ":".join(

set(new_acl_list + actual_acl_list))
# Update the SEL key version
new_dict_head[’x-container-meta-sel-key-version’] = str( eval(
version_key_sel)+1)
return "TODO", new_dict_head , obj_sel, obj_bel
elif added_users:
# No new Over-Encryption to apply
if not set(new_acl_list).issuperset(set(initial_acl_sel_list)):
# No change to the actual protection Layers
if not initial_acl_sel_list:
# Update the initial ACL list with all the authorized users
new_dict_head[’x-container-meta-sel-label-acl’] = set(
initial_acl_sel_list + added_users)
return "NOCHG", new_dict_head, None, None
else:
# Remove the actual Surface Layer, if exists
# Reinitialization of the SEL metadata
new_dict_head[’x-container-meta-sel-id-key’] = ""
new_dict_head[’x-container-meta-sel-key-version’] = "0"
new_dict_head[’x-container-meta-sel-label-acl’] = ""
return "REMOV", new_dict_head, None, None
else:
# No change to the current ACL

return "NOTH", new_dict_head, None, None
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A.4 Put Container

def put_container_ovenc (self, container, headers=None):
nnn
Put of a new container.
Sharing of the new BEL key.
Args:
container: the name of the new container
headers: the header of the new container
nnn
if headers is None:

# Empty ACL permitted

containerACL = None
else:
containerACL = headers.get("x-container-meta-acl-label", None)

if containerACL is None:
# Put container without any ACL
self.swift_conn.put_container(container)
return
list_acl_share = containerACL.split(’:’)
if self.iduser not in list_acl_share:
# ACL without owner not permitted
return
literal_Acl_share_sorted = ’:’.join(sorted(list_acl_share))
# Create new node with BEL key
idkey, obj = create_node(self.iduser, container)
# Send messages via Rabbit (for updating the graph)
self.send_message(list_acl_share, obj, idkey)
try:
# Upload the new container
self.swift_conn.put_container(container, headers=None)
except:
print (’Error put new container’)
# Add header X-Container-Read+Write [Acl_share]
cntr_headers = {}

cntr_headers[’x-container-read’]=’,’.join(sorted(list_acl_share))
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cntr_headers[’x-container-write’]=’,’.join(sorted(list_acl_share))

cntr_headers[’x-container-meta-acl-label’] = containerACL
cntr_headers[’x-container-meta-bel-id-key’] = idkey
try:

# Update the container header
self.swift_conn.post_container(container, headers=cntr_headers)

return
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