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Abstract

Recent developments in the field of biotechnologies are allowing for sequencing the genome
of many organism at an unprecedented speed and with very limited costs. Genome sequencing
experiments reveal many interesting properties of the cells, such as the expression of genes,
the presence of mutations, the 3D conformation of DNA and its interaction with other proteins.
Consequently, several international consortia have born with the mission of collecting the
sequencing experiments and publishing the results for further investigation. The study of
those datasets is fundamental for answering some of the most important biological questions.

Tools which enable an unbiased data-driven exploration of sequencing data are particularly
valuable. In my Thesis | focused on a class of those tools, namely the methods for clustering
genes according to the correlation of their expression profile across many patients and
biological conditions. As an outcome, | propose the Multi-X algorithm, a novel method
for gene clustering, that fulfills the requirements of a good gene clustering method. This
algorithm is an ensemble method of X-Means clustering that automatically detects the
optimal number of clusters and avoid cluster assignment constrains by generating a noise
set. The validity of the Multi-X has been proved on synthetic datasets and by means of
comparison with literature results.

Then, I used this method to address two real open biological questions: (a) how strong is
the relationship between the 3D hierarchical organization of the genome and the expression
of genes and (b) how the gene clusters in tumor cells are different from the healthy ones.
The results of these studies highlighted interesting properties of the human genome, thus
demonstrating the validity of the proposed clustering approach.






Sommario

Recenti studi nell’ambito della biotecnologia hanno permesso di sequenziare il genoma di
diversi organismi in modo rapido e ad un costo deicisamente ridotto. Tali esperimenti di
sequenziamento del genoma hanno permesso la scoperta di interessanti proprieta del genoma,
quali le espressioni dei geni, la presenza di mutazioni, la struttura tridimensionale del DNA e
le interazioni con le proteine. Grazie a quessti miglioramenti, molti consorzi internazionali si
stanno impegnando nel raccoglimento di dati di sequenziamento del DNA, con lo scopo di
agevolare lo studio del genoma e rispondere ai pitu importanti quesiti della biologia.

L’esplorazione di dati di sequenziamento tramite un approccio data-driven e di particolare
interesse. Nel mio lavoro di tesi ho seguito tale approccio: ho applicato un metodo di
clustering di geni basato sulla correlazione tra profili di espressioni geniche su diversi
pazienti e in diverse condizioni biologiche, che fosse guidato dai dati e non da ulteriori
nozioni biologiche. Propongo quindi un algoritmo, detto Multi-X, che esegue un clustering
genico, soddisfando i requisiti che la letteratura suggerisce. Questo algoritmo e un ensemble
di X-Means clustering che automaticamente determina il numero di classi e permette di
non forzare I’assegnamento ad un cluster, ma costruisce un insieme rumore. L’efficacia
dell’algoritmo é stata testata su data sintetici e tramite un confronto con risultati in letteratura.

Tale metodo é stato sfuttato per rispondere a due questioni di natura biologica ancora
aperte: (a) se esista una relazione tra la struttura gerarchica tridimensionale del genoma e le
espressioni dei geni e (b) come si differenziano le espressioni e le correlazioni di cellule sane
da quelle tumorali. | risultati di tale analisi mettono in luce interessanti caratteristiche del
genoma umano, dimostrando la validita del metodo di clustering proposto.
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Chapter 1

Introduction

Within the last decade, novel machines for reading the DNA have been developed. Nowadays,
thanks to Next Generation Sequencing, a class of technologies for fast and accurate reading
the DNA, the cost to sequence the genome of a biological sample is relatively small in
terms of both money and time. Since 2001, the cost of sequencing dropped from millions to
approximately a thousand of dollars, and from years of international collaborations to few
hours of machine run. Several consortia around the world have been adopting these new
technologies in order to sequence a large number of individuals and publicly releasing such
data for further investigation. The Cancer Genome Atlas (TCGA) [ Tomczak [@23].is

one of those projects, which has accrued and made free-accessible more than two petabytes
of genomic data.

The answer of many of the most important biological questions, such as the relationship
between mutations and diseases or the role of genes in the cell life, may be hidden in those
data. Consequently, we are witnessing a shifting of the focus of biological research from
the data generation to the data analysis and processing. The size and the complexity of
biological data, as well as the relevance of the topic, raise many challenges for the data
science community.

Main efforts have been made to discover both the biological function and spatial organization
of the genome.

From the functional point of view, understanding the role of genes by studying their behaviour
under different biological conditions or among patients is a fundamental computational biol-
ogy task.

It has been widely observed thad-expressedene pairs, that is genes presenting a similar
pattern, are involved is related biological processes. Thus, a natural challenge is to attempt to
go beyond pairwise interaction and to group genes by their behavioural pattern.
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A typical way to partition data into groups so that data points within a group are more similar
to each other than points in different groupslisstering Gene clustering is a good approach

to reveal hidden biological patterns by the discovery of groups of genes involved in the
same biological function: in this way, even genes whose functionality is still unknown could
be studied by predicting the biological process they are involved to, based on functionally
known genes.

Many clustering techniques have been applied to genomic data to group together co-expressed
genes. A survey of cluster analysis on gene expression data by Jian{¢héeghlighted the

main challenges and obstacles of gene clustering.

First, since the purpose of gene clustering analysis is to reveal natural patterns and gain
insights from data, an unbiased analysis should be preferred: the algorithm should depend as
little as possible on prior biological knowledge, and get the information hidden in the data
without any external constrain and assignment.

Next, it is necessary to keep into account the intrinsic presence of noise in genomic data:
gene expression data often contains a huge amount of noise. Thus a good gene clustering
algorithm should be capable of extracting real information from data with a high level of
background noise.

Finally, the relevance of a good communication is emphasized: once the algorithm returns
a clustering structure, it is fundamental to also provide a self-explicative and graphical
representation of the result and to facilitate the biologists that would use the clustering result
as a point of start for further biological investigation.

A recent example of clustering analysis has been conducted by Pen{fl&{ &.order to

gain insights about the relationship between alterations in gene expression and tumors. They
performed gene clustering analysis on differentially expressed genes and they discovered
seven clusters signi cantly enriched in cell cycle processes. This is an example of the
potentiality of clustering: clusters revealed shared biological functionalities and insights for
disease-associated analyses.

The study of the spatial organization of the genome is one of the biggest challenges that the
elds of genomics is currently facing. It has been proved that the genome has a 3D-structure:
the DNA sequence is organized into a folding structure, and, more precisely, into a hierarchy
of structures. Furthermore, the latest studies in the spatial organization of the genome have
disclosed a connection between the regulation of gene activity and the 3D-structure and how

the deregulation of the 3D-structure is a cause of diseases.

One of the objectives of my work is to join these two elds into a unique vision. | start with



the following question: can we retrieve the 3D structure of the genome by considering only
genes interactions? Thus | try to solve if the 3D architecture may be recovered by a gene
clustering based only on gene expression, and consequently if functional patterns of the loopy
regions may be found. The idea of searching for the 3D-structure of the genome with an unbi-
ased, tting-free model seems to be a trendy research topic. As an example, Brackl¢get al.
simulated the 3D organization of chromosomes using a physical model based on thermody-
namic, and obtained a clustering structure, without specifying any prior genomic information.

Accomplishing this goal is challenging: | implement a clustering algorithm, called Multi-
X algorithm, appropriate for genomic data and that satis es all the previously described
requirements. Then, | apply Multi-X algorithm to two different datasets: | rst study the
behavioral pro le of genes in all tissues in healthy patients, in order to understand if the tissue-
invariant structure of the genome may be recovered by the resulting clustering. Secondly
| subdivided each tissue-speci ¢ genes behavior, analyzing healthy and tumoral patients
separately, in order to study the tissue-speci ¢ architecture and discover if changes between
healthy and cancer may be found with my unbiased method.
Once gene clustering structures are found, | inspect the results from a biological perspective.

The organization of the Thesis is as follows. In Chapter 2 the reader will be acquainted
with basic notions of biology: the de nition of DNA and genes, the activity of genes and how
they build protein, the main results about the 3D-structure of the genome will be presented.
Chapter 3 will introduce the concept of clustering and explain the algorithms that helped
me in the development of Multi-X algorithm, the clustering method that | nally used. In
Chapter 4, | tested the previously described algorithm on synthetic data and on a benchmark
dataset.

Chapter 5 presents the analysis | performed. The reader will nd an introduction on gene
expression data, the speci cs of Multi-X algorithm and some details of the implementation.

Chapter 6 focuses on the biological results on the clusters obtained through Multi-X algo-
rithm.

In Chapter 7 | draw some conclusions about my work and propose potential future develop-
ments.






Chapter 2

Biology Primer

It has long been an axiom of mine that the little things are in nitely the most important.

Sir Arthur Conan Doyle

In this Chapter, | will acquaint the reader with some fundamental biological notions.
Starting from the DNA, | will zoom into genes, which are small portion of the DNA carrying
the functional information of each cell and | will explaggne expressigrwhich is the
process that transform the functional information contained in each gene into proteins.
Then, the architecture of the genome and its regulation activity on gene expression will be
presented.

2.1 DNA

Deoxyribonucleic Acid (DNA) is a complex biological macro-molecule, that encodes all
the information necessary to an organism to live, grow, function and reproduce. Moreover, it
also serves as primary unity of heredity in all organisms; whenever an organism reproduces, a
part of its DNA, and therefore the information it contains, is passed to the offspring, ensuring
a continuity between generations.

DNA resides within the cells of the organism, in a particular compartment called nucleus.
Almost every cell in an organism has a full set of the DNA needed for the life the organism.

From a chemical point of view, the DNA is a long chain of simple and small building
blocks, named nucleotides. There exist four different nucleotides. Each of them contains
a corresponding nucleobase: Adenine (A), Thymine (T), Cytosine (C) and Guanine (G),
as depicted in Figure 2.1. Nucleotides are chained together by a chemical process called
polymerization.
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Fig. 2.1 The four nucleotides which constitute the DNA.

The structure of DNA is a double stranded spiral, forming a double helix. Although
DNA was isolated in 1869 by Friedrich Mieschner, the characteristic double helix structure
was rst resolved in 1953 by James Watson and Francis Crick. Within the nucleous, the
DNA wrap around particular protein complexes callestonesand further package in thigh
structures named chromosomes. Figure 2.2 depicts these concepts.

Fig. 2.2 DNA structure and packaging.

The human DNA consists of a sequence of more than 3 billions of nucleotides, organized
into 23 chromosomes. Human cells, except the sexual cells, are diploid: they have two
homologous copies of each chromosome, one from the mother and one from the father.

Any two individuals have identical DNA; nevertheless, genetic differences involve only
a small fraction of DNA: human DNA sequences are 99$milar to each other. This is
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a fundamental property, since it allows biological experiments to be considered valid for
potentially all individuals.

The chemical information that carries the instructions for the activities necessary to cell
life is contained in speci c regions of DNA, called genes. Genes cover a small portion of
the entire DNA sequence, in the human species it is approximatelyth&h2 remaining
98% part of DNA is non-coding, meaning that it does not serve for coding proteins, but has
regulatory functions.

2.2 Gene Expression

Each gene encodes the information used by the cell to produce a speci ¢ functional
molecule, called protein. The process of coding a protein is known as gene expression. Gene
expression is made up of two main steps:

* transcription: an enzyme, called RNA Polymerase, copies the DNA sequence corre-
sponding to a gene into a RNA sequence, called mRNA or messenger RNA.

* translation: mRNA moves out of the nucleus to the cytoplasm to be transformed into
the protein.

Gene transcription includes three phases: initiation, elongation and termination.
Initiation process begins when the RNA Polymerase binds to the DNA upstream of the gene
at a specialized sequence called promoter. In order to make the binding occur, a group of
activators has to enter into communication with the RNA Polymerase. These activators are
proteins, called Transcription Factors (TFs), that regulate transcription and consequentely
expression of genes, by binding enhancer to their target geens. Enhancers are short regionsof
the genome that increase the likelihood that transcription will occur. They primarily resides
in non-coding parts of the genome, at varying distances from their genes; thus, in order to
bring enhancers close to their target genes, the DNA sequence is organized into a loopy
structure.
Once transcription is initiated, the elongation phase starts: the DNA double helix unwinds
and RNA polymerase reads the template strand, adding nucleotides to the growing RNA
chain.
Finally, transcription termination occurs after RNA Polymerase reaches a termination site.
At this point, RNA Polymerase is released from the DNA and RNA is cleaved and released
from the transcriptional complex.
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The mature mRNA is now submitted to the translation process, where the information in
the mMRNA molecule is converted into a protein.
The mRNA is transported from the nucleus to the cytoplasm. There, it is used as a template
by an organelle called ribosome, which matches each sequence of three nucleotides on the
template mRNA chain (condon) with a sequence of three complementary nucleotides on a
transfer RNA or tRNA (anti-condon).
When the translation reaches a stop codon, denoting the end of the protein, the mRNA
molecule and the completed protein chain are released.
Proteins dictate the cell functional and structural proprieties. Thus the cell can control its
functioning by regulating its gene expression pattern.

Gene expression can be seen as a process that interprets the organism genetic information,
the genotype, giving rise to an outward physical manifestation, the phenotype.

2.3 3D-Structure of the Genome

The spatial organization of the genome plays an important role in the transcriptional
control of genes.
As we stated above, loops bring pairs of genomic sites that lie apart along the linear genome
into proximity, linking enhancers to target genes and consequently effecting gene expression
process.
Various methods have been developed in the last years to study the structure and function of
this 3D structure of the genome:

» Chromosome Conformation Capture (3C): it focuses on contacts between two selected
DNA fragments,

» Hi-C: it analyses contacts among all genomic fragments at once,

» Chromatin Interaction Analysis by Paired-End-Tag (ChlA-PET): it interrogates the
contacts of sequences bound by a protein of interest.

We will focus on Hi-C experiments: the linear genome is partitioned into loci of xed size
and a DNA-DNA contacts matriki, called Hi-C map, is produced. Each elembft of the

Hi-C map represents the number of contacts between locaisd locud. ;.

The matrix resolutionof the Hi-C map is the locus size used to partition the genome, the
map resolutions de ned as the smallest locus size such 8@&b of loci have at least 1000
contacts.
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The Hi-C map can be visualized as a heatmap: the contacts between a set of consecutive
loci form a "rectangle" or "square" in the contact matrix. An Hi-C map zoomed in on
chromosome 14 is shown in Figure 2.3 as an example.

Fig. 2.3 An example of Hi-C map.

Dixon et al.[6] identi ed structural domains called Topological Associated Domains
(TADs).
These structures are on average 1Mb in length, ranging from 100 kb to 3 Mb; they are stable
across different cell types and highly conserved between mice and humans.
The enrichment of CTCF, which is known to act as insulator or barrier element, at the
boundaries f TADs suggests a potential relationship between the Topological Associated
Domains and the transcriptional control process. The TADs boundaries seem to limit the
contact space of enhancers and promoters: the regulatory elements relevant for the expression
of a target gene should be contained in the same TAD where the target gene is. Thus, the
physical partitioning of the genome is strongly related with its functional partitioning.

As shown in Figure 2.4, the loops giving rise to the 3D structure of the genome can be
classi ed into two types:

« architectural loops, which subdivide the chromosomes into the Topological Associated
Domains and are mainly tissue-invariant,

* regulatory loops, which bring enhancers and promoters close to each other and are
tissue-speci c.

Thus, the architecture of the genome is organized in a hierarchical structure.
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Fig. 2.4 Hierarchical structure of the genome.

Nora et al[14] studied the role of TADs in shaping regulatory landscapes: they demonstrated
that expression pro les of genes with promoters located within the same TAD are correlated
and that this correlation is signi cantly higher than for genes in different domains, as shown

in Figures 2.5b. Moreover, the observed correlations within TADs seem not to depend on
distance between genes.

(a) Pearson correlation coef cients over all (b) Pearson correlation coef cients for gene
gene pairs lying in the same TAD, pairs inpairs in TADs D, E and F with red denoting
different TADs and for pairs in randomly deositive and blue negative correlation. Boxes
ned domains that contain a similar numberindicate the TAD boundaries.

of genes and are of comparable size.
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The latest studies in the spatial organization of the genome have disclosed a connection

between the deregulation of the 3D-structure and diseases.

Krijger and De Laaf10] extensively reviewed this disease-associated dysregulation of the
genome architecture.

in details, genomic alterations that remove CTCF-associated boundaries allow aberrant
enhancer-gene interactions and alter gene expression. The disruption of the boundary of a
structural domain may result in the merging of originally separated regions. As a consequence,
previously separated genes and enhancers can enter each other's search space, potentially
leading to gene expression alterations.

Figure 2.5 depicts this phenomenon, dubbatancer hijacking

Interestingly, the deletion of borders that are CTCF-associated often occur near oncogenes or

Fig. 2.5 Boundary deletion’s effect.

other genes related to cancer. Thus, when a boundary is weakened or disrupted, an oncogene
is brought under the control of enhancers in a neighboring domain, leading to cancer.

A concrete example of this deregulation has been studied by Flavahan[&t al'lhey
demonstrate that loss of CTCF at a domain boundary causes the deletion or weakening of
such boundaries and contributes to the genesis of glioma. They showed that the alteration in
domain topologies permits an enhancer to aberrantly interact and activate the gene PDGFRA,
an established glioma oncogene, that is normally insulated by domain boundaries.






Chapter 3

Methods

Even a journey of a thousand miles begins with a single step.

Chinese proverb

This Chapter introduces the concept of clustering and presents the algorithms that lead me to
the nal method, the Multi-X algorithm, which | developed for clustering genomic data.

3.1 Clustering

Starting from the popular and well-known K-Means algorithm in 3.1.2 and underlying its
drawbacks, in 3.1.3 | will present X-Means, an algorithm that automatically detects the
optimal number of clusters.

3.1.1 Introduction

Clustering is an unsupervised learning process to search for hidden patterns which may
exist in a dataset.
This class of algorithms seeks to group samples into a set of disjoint classesctalteds
so that the objects within a group show higher similarity to each other than objects in different
groups. The term "unsupervised" means that data is unlabelled and the process does not rely
on prede ned classes.
Several methods have been developed, based on different models:

* hierarchical model: it produces a hierarchy of nested clusters merging/splitting data
groups according to a similarity matrix;
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* representative-based model: it assigns each object to a cluster measuring its distance
with thecentroidthat is the point representing the cluster;

* density-based model: it is found on the concept on local density, instead of distance
between points;

» graph-based model: objects are represented as nodes of a graph and edges measures
the distance between nodes.

3.1.2 K-Means

K-Means is a well-known representative-based clustering algorithm, proposed by Mac-
Queenin 1967.

Given a dataseb= f x1;Xp;:::;Xng consisting ofN samples of a randomq  dimensional
variable, and given the desired number of cluskerghe aim is to partition the dataset iro

is the center of mass of the cluster and summarizes it.
The algorithm start witlkK centroids randomly generated in the data space. Then, each
iteration of K-Means consists of two steps:

centroid, inducing a clustering structure; that is, poinis assigned to clusteZ;
where

j =arg min d(x;m)
j:

center of mass of the points that at the current iteration belong to the cluster.
These two steps are carried out iteratively until convergence: xed a threshbklalgorithm

stops ifd(nf nf 1) < t, wherenf denotes the centroid for clustgy in iterations.

Notice that the algorithm depends on the distance measutesen to evaluate close-
ness between points and centroids. A common choice is Euclidean distance.

Despite its popularity, K-Means suffers from the following drawbacks:

» the numbeK of clusters has to be supplied by the user, thus it should be known in
advance,

» the randomness of the choice of initial centroids in uences the result,
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* the algorithms presents a trend towards globular, circular shape clusters, since it
assumes data is normally distributed,

* the search is prone to local optima.

In order to mitigate the strong dependence of the algorithm result on the choice of initial
centroids, it is a common practise to run it many times with different random initial centroids.

3.1.3 X-Means

Pelleg et al[16] proposed an algorithm, called X-Means, meant to give a solution to some
problems of K-Means: they showed this algorithm to ef ciently and speedily search the
number of clusters.

The user has to supply a range of possible numbers of cly&tgis Kmay, in which the true

K reasonably lies.

The algorithm starts witlK equal toKin, the lower bound of the given range, and continues
to add centroids until the upper bouHKg,ax is reached. The process of adding centroids
consists of two main steps: Improve-Parameters and Improve-Structure.

The Improve-Parameters step is a conventional K-Means run.

Given the solution of the previous Improve-Parameters, the Improve-Structure step begins by
splitting all the centroids into two children: the two children centroids are moved a distance
proportional to the size of the region, in opposite directions along a randomly chosen vector.
Figure 3.1 shows the result of a conventional K-Means running Mvith3 (red points) and

the random split of each parent centroid in the two children centroids (blue points).

Then, in each region a local K-Means is applied Wkt 2 and initial centroids equal to

the children centroids. The term "local" K-Means underlies the fact that children are ghting
each other only for the points in the parent's region.
At this point, a model selection test is performed on all pairs of children to detect if there is
evidence that the two children are modeling the real structure of data better than the original
parent. In order to compare the parent and children models, the Bayesian Information Cri-
terion (BIC) is used as splitting criterion. This measure is based on posterior probabilities
rather than distance between distributions.

For a parent clusteZ;, we name its childre@ andCl. According with the assumptions of
K-Means, we assume a normal distribution for the datzontained irCy:

(@i x)=(20) P2isj Pexd ¢ m)TS Hx m)g
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Fig. 3.1 The parent centroids are the red points and the children centroids the blue ones. The
black lines represent the boundaries of each region.

whereq; = [ m; S], with
m is theP-dimensional means vector,
S istheP P dimensional variance-covariance matrix.
We calculate the BIC associated to clusieas
BIC=1(dii xi2C) 2 log(n)
where
(ii = [rﬁ;é] is the maximum likelihood estimate df,
| is the log-likelihood function that indicatéé) = log(O f()) = alog(f()),
pi is the number of parameters, which B,2
n; is the number of points contained@.

We assume gaussianity also for the two child@;-randc{, thus the probability density
function of the children model is:

g(al:al; x) = ailf(a): xIOI(al; x)I* 4
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where 8
d__<1 if %2 C
10 ifx2C

anda; is the normalization constant.
Thus the BIC for the divided model is

BIC’= 1%qf} xi 2 C) %‘ologm)
where
di=ldlql]
19is the log-likelihood function that iE{ ) = log(© g()) = & log(g()),

piois the number of parameters, which becomes2P.

According with the outcome of the test, either the parent or its offspring survive: in each
region, the con guration associated to the highest value of BIC will be kept. If a parent

centroid outlives its childrenBIC > BICY, it already own a set of points which form a

cluster and this region will not be modi ed in the following steps. On the other hand, if
children centroids surviveB{C°> BIC), their regions will be explored in the next steps

and the algorithm will try to split them again. In Figure 3.2 we see the result after all local
2-Means and the BIC associated to each con guration; in Figure 3.3 the nal con guration

with surviving centroids.

Fig. 3.2 The result after all 2-Means have terminated and the corresponding BIC values.
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Fig. 3.3 The surviving con guration according with the local scoring tests.

When the algorithm reachés= Knax the con guration that globally had the best
BIC represents the optimal solution and is chosen as output.

In addition to the estimation of the number of clusters, X-Means presents also a bene-
tin terms of speed.

In order to scale it up to datasets with massive numbers of samples, Pelleg and Moore
proposed two improvements to accelerate the algorithm, based on:

1. amulti-resolution kd-tre¢o ef ciently store data and to reduce the number of opera-
tions needed to update the centroids of clusters,

2. ablacklistof centroids.

A kd-tree is a space-partitioning data structure for organizing points in a k-dimensional space.
It is a binary tree that recursively splits the whole input space into partitions, in a manner
similar to a decision tree. Each node represents a certain partition of the input space, ; the
children of this node denote subsets of the partition. Hence, the root of a kd-tree is the whole
input space, while the leaves are the smallest possible partitions the kd-tree offers.

The distinguishing feature of a multi-resolution kd-tree is that each node also contains the
following:

* a hyper-rectangla that bounds the points contained in the node,
 a counter of the number of the points belonging to the node,

* a counter of the sum of Euclidean distances between them,
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» the centroid.

This data structure can be used to speed up the procedure to update the centroids, using a
bulk of data, instead of point by point. In order to understand the updating procedure, we
need the following de nitions.

Given a set of centroidS and hyper-rectangle, we de ne the owner oh among the centers
in C, denoted byowneg(h), as the center 2 C such that any point ih is closer toc than
to any other center i€, if such point exists:

c 2C:d(c;h)<d(ch) 8c2C:
Note thatowneg(h) does not always exist: §icl;c? 2 C such that
d(ct;h)= d(c%h) < d(c;h) 8c2C

thenh has not an owner amortgy

Another de nition of restricted ownership will be useful: given a hyper-rectahgad two
centroidsc! andc? such thad(cl; h) < d(c?; h), we say that! dominates? with respect to
hif every point inh is closer toc! than it is toc?:

d(ct;p) < d(c%p) 8p2h:

Notice that if a centec 2 C dominates all other centers @with respect tch, thanc is
owneg(h).

Now we can describe the updating procedure proposed by Pelleg and [M&hreAt

each iteration, in order to decide which center is closest to each point, traditional K-Means
computes for each point distances to all the centers and nd the minimum. Instead, X-Means
saves a lot of work, by pre-computing and storing the center of mass of each kd-node: it start
with a hyper-rectanglé containing all the input points in it and a list of centroids. If the
procedure can nd the owner & thenh is a kd-leaf and it updates its counters using the
values stored in; otherwise, it splitd into two childrenh, andh; and recursively calls itself

with then children.

The next re nement to accelerate the algorithm consists in identifying a "blacklist" of
centroids: the idea is that if some centers are de nitely not owners of a hyper-reckangle
then they will not be owners of the descendanth,afo they will not be checked.

In details, suppose the centgris at minimal distance tb and letc? be any center such
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thatd(cl; h) < d(c?;h). If ¢! dominatest? with respect tdh, then there are two possible
scenarios:

« ctis the owner oh.
This is the good case, since no more computation is needed,

* there is not an owner df.
Then the kd-node described hyhas to be split into its children and the procedure
restarts on them. But, sincd dominates? with respect tdy, then it will dominates?
with respect to any’contained irh. Thusc? can be put in the blacklist and eliminated
from the possible centers for all the descendants of

These two ways to improve the speed of the algorithm are applied both in the Improve-
Parameters phase and during each 2-Means run of the Improve-Structure step.

The performance of X-Means algorithm are showed in terms of:

guality : comparing K-Means with the true number of clusters and X-Means with range
[2; K] of possible number of clusters, X-means average solutions present always lower
distortion, so higher quality.

goodness at revealing the true number of clusters they compared X-Means with per-
missible rangg2; 2K] and a version of K-Means that tries different values of K and
reports the result associated to the highest BIC score. They found out that X-Means
tends to under-estimate the number of clusters, but it is insensitive to the number of
samples; whereas iterated K-Means tends to over-estimate the number of classes and
outputs more clusters as the number of samples increases.

speed: X-Means scales better than the iterated K-Means.

3.2 Ensemble Methods

In this section | will present two ensemble clustering methods: an ensemble method is an
algorithm the combines different clusterings, obtained for a given dataset, and nds a single

consensus clustering structure.

Clustering ensembles can go beyond what is typically achieved by a single clustering

algorithm in terms of robustness and stability: the result of an ensemble method show better
average performance and lower sensitivity to noise, outliers, or sampling variations.

From X-Means algorithm | moved to ensemble methods in order to overcome the problem of
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local minima showed by X-Means: a larger exploration of the search space takes place and
the consensus between multiple and different results exploits all the information gained by
each result.

3.2.1 Multi-K Algorithm

Ashlock et al.[1] proposed an ensemble clustering method that discovers the number of
clusters, even for complex structures.

They observed that a K-Means clustering with an excessively large number of clusters
yields useful information about which pairs of points should be associated; thus running
K-Means many times could get potentially different information that grouped together would
bring a better knowledge of which points should stay together.

Thus they build this algorithm that takes advantage of multiple K-Means runs in order to
avoid local minima and to improve the clustering strategy.

The algorithm is largely composed of two steps:

Step 1. K-Means with Euclidean distance is appligtdtimes on daté&, each time randomly
selecting the number of clusters from a distributidf possible numbers of clusters,
provided by the user.

The algorithm constructs an edge-weighted giaph (V; E) from the output of the
K-means runs: nodas are the samples and an edg2 E between two nodes indicates
that they belong to the same cluster. All weights are inizialized to zero.

After each K-Means run, the algorithm increases by 1 the connection strength of the
edges connecting samples that belong to the same cluster.

When theM K-Means runs are done, all the edge-weights are divided ly yield

them in the interval0; 1], and a normalized weighted graph structure is obtained.

Step2. Now, the algorithm goes back to the reverse direction by unweighting the gtaph
times.
At each iteration, the positive edge-weights are simultaneously reduced by one unit.
The surviving edges generate sub-graphs representing clusters: the nodes that are still
connected are samples belonging to the same clusters.
In order to visualize this reverse process, a plot between the discrete time normalized
by M, calledcutoffs and the number of divided sub-graphs is generated. The shape
of this plot, namedaut-plot provides information on the natural number of clusters:
the authors suggested that long at regions should correspond to robust, hence natural,
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clustering structures. Figure 3.4 exempli es a cut-plot from Ashlock et al. [1].
Thus, the algorithm chooses the number of clusters and the clustering assignments
identi ed by thelongestsegment in the cut-plot.

Fig. 3.4 Example of a cut-plot.

We know that K-Means assumes normal distribution of data and is able to discover
globular, circular shape clusters. However, though the algorithm performs multiple runs of
K-Means, it compensates to these limitations and is able to discover more complex structures.
In Chapter 4 | will show an example of how Multi-K algorithm is capable to correctly classify
data that is not normally distributed.

Kim et al.[9] proposed an addition to the Multi-K algorithm: they devised an entropy-
based analysis of clusters, in order to re ne the information on the natural number of clusters
presented by the cut-plot.

Entropy is a measure of the information present in a probability distribution and here it is
used to evaluate the information in the distribution of cluster sizes.

entropy of the clustering structukeis de nes as

K . . . .
o 1Gd 1Cd
HC)= a = log =
k1 N N

where the clusters size normalized by the total number of pé%tsepresents the empirical
probability that a point belongs to clustéy.
The cut-plot alone summarizes the structure of clusters, but it does not distinguish between
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roughly equal and substantially unequal divisions of clusters. The entropy-plot, that displays
the cutoffs and the entropy value of the corresponding clustering structure, helps in under-
standing the relative importance of different clusters divisions, even if they look the same in
the cut-plot.

The difference lies in the size of the jumps: in the cut-plot, any division yields a jump of
height one; whereas in the entropy-plot, the jump size is proportional to the informativeness
of the division. If, at a cutoff, a cluster divides in half, this creates the maximum number of
new relationships between data points, and hence the greatest possible increase in informa-
tion. If, on the other hand, a single point splits off of a cluster, this represents the smallest
possible change in the information present in the cluster structure. A cut-plot and of the
corresponding entropy-plot from Kim et al. [9] is reported in Figure 3.5 as an example.

Thus, the authors suggested to suppress the partition of those clusters for which the increase
in entropy is small, less than a given threshold.

Fig. 3.5 Example of a cut-plot and entropy-plot.

3.2.2 Multi-X Algorithm

Starting from the version of the Multi-K algorithm proposed by Kim e{9], | developed
an ensemble clustering algorithm, called Multi-X, by introducing the following changes:

» K-Means runs are replaced by X-Means runs,
* cluster assignment constrain is overtaken thank to the generation of a noise set,
* the selection criterion of the optimal cut-off can be chosen by the user.

Let us go into the details of these variants.
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Multi-K algorithm has three hyper-parameters: the number of Mrsnd the extreme
a andb of the uniform distribution from which the number of clust&ss randomly selected
at each iteration, i. & Unif([a; b]).

After tuning these hyper-parameters on a synthetic dataset, | realizdgitha¢nces the
goodness of the results (see Appendix A), wheredfects the length of the one-cluster
interval in the cut-plot. Thus, in order to avoid the dependenca andb, | decided to
substitute thévl runs of K-Means withM runs of X-Means.

Multi-X algorithm is able to create a noise set: all the previously shown algorithms constrain
each point to belong to a cluster; this algorithm, instead, allows some points to be not
clusterized in any group but to be part ofaise set N

| focused on the cut-plot and the entropy-plot: informally, the idea is that when only one
or few points break off from a stable cluster and form a little cluster, this change is small and
has low importance.
The entropy-plot measures the informativeness of the divisions, but it implicates to compute
the entropy associated to each cut-off, raising the computational effort of the Multi-K algo-
rithm. Thus, | realized that the same knowledge we get from the entropy-plot can be reached
through acut-plot without noiseat each cutoff, when the algorithm counts the number of
connected components of the weighted grdhlwe consider as clusters only those groups
that include more than a given numbyenof points.
With the example in Figure 3.6 and 3.7 we can see the difference between the way Multi-K
and Multi-X with h = 2 count the number of clusters. At rst iteration, all points are con-
nected and both the algorithms would nd one cluster, at the second iteration there are two
subgraphs, each of them contains more than two points, so Multi-K and Multi-X would again
give the same result; at the third iteration, Multi-K would nd four clusters, whereas Multi-X
would see two clusters and put poidsk; H in the noise set.

Fig. 3.6 Three iteration of graph unweighting process and the corresponding clusters found
by Multi-K algorithm: red ellipses indicates clusters.
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Fig. 3.7 Three iteration of graph unweighting process and the corresponding clusters found
by Multi-X algorithm: red ellipses indicates clusters, the blu triangle is the noise set.

Now, let us consider the selection criterion for the optimal cut-off.

Running Multi-X on real data, the results show that the heuristic way of choosing the number
of clusters associated to the longest interval of the cut-plot is not as promising as shown
by Ashlock et al[1] and it does not nd the optimal structure. In fact, when data is real and
more complex, the cut-plot does not even present such long intervals as in synthetic dataset
analysis.

Thus, | developed a new possible approach to nd out the optimal cut-off and consequently
the corresponding optimal clustering structure: the idea is to measure the quality of the
clustering structures and to select the one optimizing that measure. | tested different methods
to evaluate the quality of clusters: Cluster Separation (CS) index proposed by ChoibEkt al.

the well-known Bayesian Information Criterion (BIC) and Minimum Noiseless Description
Length (MNDL) described by Shahbaba and Beheshti [19].

A detailed explanation of these evaluation measures is in Appendix B.

The results show that MNDL and CS indices select the same structures, but the computation
time for CS is exponentially longer; whereas CS and BIC have the same computational
complexity. Moreover, Shahbaba and Beheflf)] proved that the prediction of number of
clusters produced by MNDL is on average more precise than the one got with BIC.

Thus, | decided to keep MNDL and BIC indices to select the optimal cut-off and the corre-
sponding clustering structure.

At the end, the user can choose the selection criterion between the longest segment of the
cut-plot and the cut-plot that optimizes the MNDL or the BIC index, depending on the
complexity of the problem to analyze.

The pseudo-code of the Multi-X algorithm is reported in Algorithm 1.
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Algorithm 1 Multi-X Algorithm

Inputs a matrixE of N P-dimensional points;
the numbeM of X-Means runs;
the percentagg of points to sub-sample;
the percentagp of dimensions to sub-sample.

Initialize a weighted grapW of N nodes with edge weights equal to 0
for M timesdo

Sample from E a random sub-matrixgf data points op dimensions

Apply X-Means

for each pair of datdi; j) do

if (i;)) are in the same clusténen
W W+1

NormalizeW by M
Initialize an empty listutoff of M elements
Initialize an empty lisk of M elements
for I in [1;M] do

Initialize a weighted sub-grap@ of N nodes with edge weights equal to O
|

cutofy
if Wj  cutoff] then
Gij Wi

ki number of connected component®f

Select the optimatutoff,pt using aselection criterion
return the clustering structure associatedtaoffy ;.




Chapter 4

Experimental Evaluation

Diversity and independence are important because the best collective decisions are the product
of disagreement and contest.

James Surowiecki, The Wisdom of Crowds

In this Chapter, the clustering algorithms presented in Chapter 2 are tested to validate their
performance.

Section 1 presents the measure | will use to evaluate the goodness of a clustering structure.
In the second section | will replicate the test made by the authors of Multi-K algorithm on
synthetic datasets.

In the third section, instead, | will test Multi-X algorithm on synthetic datasets and on a real
gene expression dataset that is a benchmark in genomic studies.

4.1 Adjusted Rand Index

The goodness of a clustering structure with respect to the real labels assignment can be
evaluated by computing its Adjusted Rand Index (ARI).

index associated to these partitions of data is:

o Nj éi(Né)éj(sz)
aij B)
ARI = A =
12 Nz Njpo &i()a0h)
oldi 5 tay L] )

where
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N; is the number of elements B of clusteringP1,
N j is the number of elements i in clusteringP.,
Nij is the number of elements & \ P j.

This index measures the degree of agreement between two clustering structures with possibly
different number of clusters: a value close to 0 indicates random match, close to 1 represents
perfect agreement.

Thus, to evaluate the accuracy of the algorithms' results, | xed one of the two partition as
the real clusters one and computed the ARI associated to each clustering result: higher ARI
values indicate better solutions.

4.2 Tests of Multi-K

Multi-K algorithm was tested by Ashlock et 4] on adonut-and-balldataset and on a

spiral dataset.

In order to reproduce the tests, | generated synthetic datasets in R: these datasets are equiva-
lent to the ones used by the algorithms' authors.

To perform these tests, | implemented an original version of the Multi-K algorithm in Python

and | repeated the analyses following the same setting used by the authors of the algorithm.

Thedonut-and-baldataset, shown in Figure 4.1, consist2000points in the unit square
with cornergq(0;0) and(1;1).

Fig. 4.1Donut-and-balldataset.
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I rst run K-Means with Euclidean distance and true number of cludters2. The clustering
found is shown in Figure 4.2: the natural clusters cannot be separated by K-Means, since
they are not normally distributed, and the ARI associated to this resul?150

Fig. 4.2 K-Means labels result atonut-and-balldata. The ARI is very low (0.017): since
the real clusters are not spherical, K-Means fails in nding a good solution.

Then, Multi-K was applied wittM = 60 runs of K-Means and a uniform distribution on
[10;10Q for the number of clusters. In Figure 4.4 the cut-plot obtained through this analysis
is reported: the long interval, roughly centere®dt provides an unambiguous solution of
two clusters.

The result of the clustering found by the Multi-K algorithm, using the number of clusters
identi ed by the cut-plot method, is shown in Figure 4.5. It perfectly matches the real clusters,
achievingARI = 0:988.
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(a) Cut-plot. (b) Labels result.
The long interval centered t4 indicates that Multi-K succeeds in nding the real clusters. Indeed, the
the data are split in two clusters. solution scores:@88 as ARI.

Fig. 4.3 Multi-K results ordonut-and-balldata.

Fig. 4.4 Cut-plot of Multi-K al-
gorithm applied tadonut-and-ball
data.

The long interval centered at4 in-
dicates that the data are split in two
clusters.
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Fig. 4.5 Multi-K labels on donut-
and-balldata.

The algorithm succeeds in nding
the real clusters. Indeed, the solu-
tion scores 088 as ARI.
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Thespiral dataset, shown in Figure 4.6, consists agaiB@f0Opoints in the unit square.

Fig. 4.6Spiral dataset.

K-Means with Euclidean distance and true number of cludfers3 cannot capture the
natural clusters, as shown in Figure 4.7: the ARI associated to this resul®is.0

Multi-K with M = 60 runs of K-Means and a uniform distribution ¢£0; 10Q for the
number of clusters is able to nd a solution wikRIl = 0:988 In Figure 4.9 is reported
the corresponding cut-plot, with a long range of cut-offs centere@4that yields three

clusters.
The points colored according with Multi-K labels' result are shown in Figure 4.10.
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Fig. 4.7 K-Means result ospiral data.

(a) Cut-plot. (b) Labels result.
The long interval centered ét4 indicates that Multi-K succeeds in nding the real clusters. Indeed, the
the data are split in three clusters. solution scores:@88 as ARI.

Fig. 4.8 Multi-K results orspiral data.
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Fig. 4.9 Cut-plot of Multi-K algorithm applied tepiral data.

Fig. 4.10 Multi-K result orspiral data.
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4.3 Tests of Multi-X

In order to test Multi-X algorithm, | applied it both on the synthetanut-and-balldataset
and on a benchmark for genomic studies.

On thedonut-and-balldata, | run Multi-X withM = 60 and cardinality of clusters to be
considered as noide = 1. The result is shown in Figure 4.11: the ensemble algorithm
identi es two clusters and a noise d¢tmade of 4 data points.

The ARI index associated to Multi-X result is9B6.

Fig. 4.11 Multi-X result ordonut-and-balldata.

Then | tested the performance of Multi-X algorithm on a dataset that is oftenly used in
genomic studies: the Yeast Saccharomyces cerevisiae dataset.
Each datum is the expression pro le of a gene under different biological conditions. The
dataset has 5571 genes and 85 different conditions, that is dimensions.
This data has been largely studied in the last years and, in particular, Spellmaj2@j al.
established eight clusters of genes that behave most similarly in their experimental pro les.
More in details, they clusterized 245 genes in 8 clusters and explained their meaning from a
regulation point of view.
| applied Multi-X algorithm on this dataset with the following parameters setting: numbers
of X-Means rundM = 300, percentage of random genes and of random conditions that are
sampled at each iteratian = p = 0:85and number of points within a cluster to be not
noiseh = 5.
The result of Multi-X is a clustering structure made of 18 clusters: 630 genes belong to a
cluster and 4941 genes are in the noise set.
It is clear that the ARI index comparing the two clustering structures would be very low,
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since not even the numbers of clusterized genes are the same. Below, the heatmaps of the
eight clusters by Spellman et 0] in Figure 4.12.a and the clusters found by Multi-X in
Figure 4.12.h.

(a) cluster 1037 (b) cluster 2434

Fig. 4.12 Heatmaps of Yeast Saccharomyces cerevisiae dataset
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Data Analysis

The collection, processing, use and storage of human genetic data are of paramount importance
for the progress of life sciences, medicine and for their applications.

International declaration on human genetic data

In this Chapter, the analyses performed on genomic data will be presented.

Starting from the data, in Section 1 | describe how genomic data is collected and where it is
stored. In Section 2 | enter into the details of the clustering analysis and in the last Section |
explain some details of the implementation.

5.1 Data

TCGA

The Cancer Genome Atlas (TCGA) is a collaboration between the National Cancer
Institute, which is the U.S. government's principal agency for cancer research, and the
National Human Genome Research Institute, which is a division of the primary agency of
the United States government responsible for biomedical and health-related research.
TCGA has accrued more than two petabytes of genomic data, describing 33 different tumor
tissues, including 10 rare cancers, and matched normal tissues, from more than 11000 patients.
This data is publicly available, in order to be widely used by the research community, with
the hope to be helpful for cancer prevention and new therapy generation ( Tomczak et al.
[22]).

TCGA data is provided through DNA sequencing, which is the process of determining the
precise order of nucleotides within a strand of the DNA.
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The main technologies for DNA sequencing are methods based on microarrays and next-
generation sequencing methods.

The experiment of DNA microarrays uses a solid support, such as microscope glass or silicon
slides, and thousands of short sequences of nucleotides, called probes, are immobilized on
spots of this surface. Each gene is represented by a set of 14-20 probes. Probes hybridize
to the correct complementary fragment (T-A, A-T, C-G and G-C): they attract and bind
the complementary DNA sequence, called cDNA. Then the support is examined under a
uorescence microscope to scan in which spots hybridization occurred.

Next-generation sequencing, also known as high-throughput sequencing or RNA-Seq, in-
cludes many different modern sequencing technologies that are more quick and cheap than
previous methods. The main difference with respect to microarray based method is that, in-
stead of sequencing a single DNA fragment, next-generation sequencing extends the process
across millions of fragments in a massively parallel fashion.Thanks to the high scalability
and exibility, these techniques can rapidly sequence the whole genomes or, tuning the level
of resolution, a targeted sequence, in order to focus on particular regions of the genome and
meet speci c experimental needs.

Next-generation sequencing includes:

* Illlumina sequencing

* Roche Sequencing

» SOLID sequencing.

MRNA-Seq

Gene expression can be quanti ed by measuring either mRNA or protein.
The data of DNA sequencing that | have used is mMRNA-Seq expression read counts, which is
the number of reads that fall within the coordinates of each element.
Since long transcripts have more reads mapping to it when compared with short transcripts
of similar expression level, read counts need to be properly normalized to extract meaningful
expression estimates.
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Fig. 5.1 Normalization

RNA-Seq expression read counts are normalized using two metHoldKM and
FPKMyg.
The Fragments per Kilobase of transcript per Million mapped rea8& ) calculation
normalizes read count by dividing it by the gene length and the total number of reads mapped
to protein-coding genes.
The upper quartilé&PKM (FPKMyg) is a modi ed FPKM calculation, in which the total
protein-coding read count is replaced by the 75th percentile read count value for the sample.
FPKMy facilitates cross-sample comparison and differential expression analysis between
samples.

10° RG,

FPKM= ——— 2
L RGCpc

10° RG

FPKMyg= — =~
YT L RCyrs

RGy: number of reads mapped to the gene,

RGoc: number of reads mapped to all protein-coding genes,
RGy7s: 75" percentile read count value for genes in the sample,
L: length of the gene in base pairs.

Notice that the read count is multiplied by a scalli®j to account for the kilo-base and
'million mapped reads’ units.

Gene Expression Data

The gene expression data | used is publicly available at the Cancer Genomics Browser
(https://genome-cancer.ucsc.edu).
| downloaded les associated to the TCGA project, for the following tumors: BRCA (Breast
Invasive Carcinoma), BLCA (Bladder Urothelial Carcinoma), PRAD (Prostate adenocarci-
noma), KIRC (Kidney Renal Clear Cell Carcinoma) and LUAD (Lung Adenocarcinoma).
This data shows the gene-level transcription estimates, measured experimentally using the
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Illumina HiSeq sequencing: data is normalized as in RSEM normalized count and log-
transformed, by computin@gx(FPKMyq + 1).

Each le contains the gene expression level 18252genes associated to a set of patients.
The patients are divided in two groups: we will refer to healthy patients as "normal” and to
patients with a tumor as "tumor". Below, the number of patients for each normal/tumor case
is reported:

Table 5.1 Number of patients for each tissue

Dataset| Normal | Tumor
BRCA | 114 1095

BLCA | 19 407
KIRC 81 534
LUAD | 66 511
PRAD | 55 497

Moreover, | downloaded information about the genes on RefSeq: NCBI Reference Se-
guence Database (https://www.ncbi.nlm.nih.gov/refseq/).
RefSeqGene project produces a database of genes and genes annotations. The downloaded
le has for each gene the following contents:

* chromosome

* annotation source

« feature type

* genomic start location
» genomic end location
¢ genomic strand.

The genomic strand is the direction in which the sequence that contains information for
proteins is written during transcription. In order to associate to each gene a univocal position,
we take the start location if the strand is positive, and the end location if the strand is negative.

Finally, in order to have the table of data | actually used to perform the analysis, | converted
all this information in the following structure:
Each row represents a gene; second and third column are respectively the chromosome and
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Table 5.2 Data Structure

identifier | chromosome position | patieng .. | patienp
geng eXpressiogp, | .. | €XpPression pe
gengy expressiogp, | .- | €Xpressiog ps

the position of the corresponding transcript and all the other columns represent the gene
expression of all the patients.

I will call gene expression matrk the matrix whose elements are the expression values
of each gene and each patient. Each gene is represented by a roweyedttre gene
expression matrik:

3

2
e ) _
|
&
Ez%__é; &= a1 &2 I 6p

en

Topologically Associating Domains

| used the data produced by Dixon et[@&l]} by means of a Hi-C experiment as Topological
Associating Domains (TADs). The Hi-C is a Next Generation Sequencing technique for
studying the three dimensional conformation of the chromatin. Dixon and colleagues studied
the TADs for the human embryonic stem cell, that is a good model for potentially any tissue.

Transcription Factors

In order to assess the relationship between co-regulated clusters and Transcription Factors,
| used the collection of Chip Seq experiments from the Encode Project. Such experiment
target many different Transcription Factors in different cell lines and tissues. Encode data
comes in Narrow Peak format: for each biological sample and target Transcription Factor,
they spot the regions in the genome of the speci ¢c where the Transcription Factor binds
the DNA. Those regions are also associated to a score, nsigneal that measures the
enrichment of the region (i.e., the reliability of the region).
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5.2 Analysis

The primary objective of this work is to nd a clustering of genes from the the analysis of
their expression levels, without any other prior biological information.
Genes with similar expression patteree{expressed genesiay indicateco-regulation

genes in the same cluster are likely to be strongly correlated and thus to be involved in the
same biological processes.

The pipeline of my analysis is illustrated in Figure 5.2.

Fig. 5.2 Pipeline of the analysis.
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Filtering The gene expression data | used contains 18252 genes, of which 10950 genes are
retained for this work after Itering.

For this analysis, genes presenting differentiated behaviors along patients are more interesting
than housekeeping genes, which are constitutive genes that are required for the maintenance
of basic cellular functions, and are equally expressed in all tissues of an organism under
normal and tumoral conditions. In order to keep only differentiated genes, | selected those
genes whose variance among patients is greater than the 40-th percentile.

Multi-X Algorithm  In order to reach a clustering of gene without using any biological
prior knowledge, | realized that | need a clustering algorithm with the following requirements:

» automatic detection of the optimal number of clusters: since we do not know how
many groups of co-regulated genes are present, we need a procedure for its estimation;

* global optimum: many clustering algorithms end up in local optima, depending on the
random initial set; | need an algorithm robust with respect to the initialization;

* noise set: some of the genes in the dataset may have shown correlation with any of the
others. Hence, it would not be possible to include them in any cluster. For this reason,
I need the algorithm to be able to detect those genes, rather than forcing their inclusion
into a cluster.
The Multi-X clustering algorithm satis es these conditions:

* the cut-plot suggests the number of clusters;

» being an ensemble method, the multiple runs of X-Means step avoids the fall in a local
optimum;

* anoise set is automatically created.
Moreover, | tested if data is normally distributed: the result of the Shapiro test shows evidence
for the not gaussianity of data. However, we know that Multi-X algorithm overcomes this

limitation and can be applied to not gaussian data without loss of performance.

Now, let us enter into the details of the algorithm.
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Similarity Measure In order to evaluate similarity between genes, a widely used mea-
sure in the literature is theearson correlation coef cientThe Pearson's correlation coef -
cient of two genesj andg; is de ned as the covariance between the two variables, divided
by their standard deviations:

CoM(i; gj) _
SiSj
dp-1(ep 8)(ejp &)

9 9
o P o P —
dp=1(8p @)° &palep €)°

r(gi;9;) =

where
&p is the gene expression of genia patientp,
g ands; are the mean value and the standard deviation of gene
P is the number of patients.

Pearson correlation coef cient measures the linear relationship between the two genes:
r (0i;g;j) is equal to O ifg; andg; are uncorrelated, equal to 1 if they are positively correlated
and 1 if negative correlated.

However, most clustering algorithms use Euclidean distance as similarity measure:

P
o
d*(gi;g))= A (ep €jp)*

p=1
It can be proved a consistency between Pearson correlation coef cient and Euclidean distance
after data normalization.
Call ¢ the normalized gene expression of ggnabtained as

6 &

Sj

é:

whereg ands; are respectively the mean value and the standard deviation of.gene
Then, the Pearson correlation coef cient of two gegeandg; calculated on normalized
expressions can be written as

P
r(g;9)= a €pep
p=1
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and the squared Euclidean distance as

P
d%(gi;0i) = a Ep’€jp®  2€pep:
p=1

Thus, we have
d*(gi9)= 2 2r(g;g)):
Thanks to this relationship, | can use a transformation of the correlation as a distance.

Notice that the maximum value df is 4 and corresponds to a correlation equal th, while
the minimum value is 0 and it corresponds to correlatidnbetween the two variables.

Sub-Sampling and X-Means Rundhe rst step of Multi-X algorithm consists dfl
runs of X-Means.
It is known that an ensemble method, which is a combination of multiple base models, tends
to be more accurate than its base classi ers, in particular if there is a signi cant diversity
among base models. Thus, in order to introduce instability and diversity among the single
X-Means results and to speed up the process, a sub-sampling is introduced. Each X-Means
runs on a different subset of the gene expression m@trike user can decide the percentage
of genes, called , and the percentage of patienps, Then the algorithm at each ruiof
X-Means randomly selects genes angp patients and constructs a submatgxon which
each base-algorithm computes its clustering structure.
In this work, the analysis is performed with the following parametsts: 300,g = 0:85,
p = 0:85.
X-Means algorithm is applied with a range of possible numbers of cluktgrsandKmax
equal to[5; 20].

Cut-Plot A key factor of Multi-X algorithm is the generation of a noise setonly
groups including at least a given numlbeof genes are considered as a cluster, the others
are collected irN.

It is clear that the result is dependent on this threshold
In my work | tried three values di: 5, 10 and 20.

Selection Criterion As explained in Chapter 2, the heuristic way of choosing the num-
ber of clusters associated to the longest interval of the cut-plot underperforms on real data.
Thus, in my analyses | used the MNDL index in order to select the optimal clustering struc-
ture.
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Data is divided into two subseté:of patients are used to build the weighted gra‘yblamd%

to choose the number of clusters. Once the cut-plot is obtained, all the segments of at least
two consecutive cut-offs associated to the same number of clusters are selected and for all of
them the corresponding evaluation measure is computed on the "validation patients”. The
cut-off that optimizes the MNDL measure is nally selected.

TADs comparison One of my objectives is to verify if the clusters obtained though an
unsupervised learning technique can recover the Topological Associating Domains (TADS),

that is the 3D-structure by Dixon.

| assigned each gene to the TAD it belongs to: each TAD is described through its chromosome,
its start location and its end location; thus for each gene | checked in which TAD interval its
position falls and | assigned it to that TAD.

Then, in order to detect the mapping between clusters and Topological Associating Domains,
I measured the purity of clusters in terms of TADs. | used a measure of entropy that explains
how much each TAD respects the clustering structure. We can imagine the clusters as the
nal leaves of a tree: each leafis a set of genes belonging to a clusBger We want to
measure how pure each leaf is with respect to TADs.

Thus, the Gini index of a clust€l; is de ned as

.
Gini(C)=1 § pf=
j=1
. . (5.1)
- é G\ Tjj ?

whereT is the number of TADs angj is the probability that data in clust€r belongs to
TAD Tj. The Gini index of all the clusterized genes is a weighted sum of the Gini index of
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each cluster:

K
Gini(C) = % a iCijGini(C) =
i=1
18, Joje\Tj 2
=—4icij 1 =k
Nglj ! jél iGij (5.2)
-1 fici Adjg GLTC |
i | U
N 2y i=1j=1 ICi)
1& 3. . JCG\Tj
=1 = Cj ——
Nglglj : 1Gij

whereN is the total number of clusterized genes &d the number of clusters.
Gini index ranges between 0 and 1: high values indicate more disorder in terms of TADs.

Enrichment Analysis The result of Multi-X applied on TCGA data is a set of clusters
representing groups of genes.

Enrichment analysis is a useful approach for interpreting gene expression data; in particular,
the tool Gene Set Enrichment Analysis (GSEA), developed by Subramaniarnzi] aa

team of Broad Institute, focuses on gene sets, that is groups of genes. GSEA aims to nd out
if the differentially expressed genes in a gene set show statistically signi cant association
with certain biological processes.

In order to apply GSEA to my clusters, | use a python wrapper for GSEA and Enrichr, called
gseapy Given a set of genes, | conducted three types of enrichment analysis: KEGG analysis,
GO Biological Processes analysis and GO Cellular Processes analysis. A list of enriched
biological functions is returned; more in detail, for each enriched function, the corresponding
statistical signi cance and the genes contributing to this shared process are reported.

In section , further details on the module of the packgsgapyare speci ed.

Visualization Dealing with big and complex data makes the understanding and communi-
cation of results dif cult and unclear.

Circos, by Krzywinski et al[11], is a visualization tool for genomic data that aims to cre-

ate informative and appealing genome data graphics. The objectives of Circos images are
legibility, clearness and attractiveness: genomic data is known to be huge and its graphical
representation hard to manage, thus Circos offers a tool that avoid linear layout comparison
and make emergent patterns come to light in an elegant and engaging way.

In order to visualize the entire genome and to facilitate the display of relationships between



48 Data Analysis

pairs of positions, the genome is represented as a circle, on which each chromosome is a
differently colored circular sector. Genes are white picks on the circle.

The relationship between genes is represented as a link: in my analysis, a link, an edge
connecting two genes means that these genes are in the same cluster.

Moreover, in order to compare clusters with known 3D-structures, | add TADs by Dixon in
the Circos plot as red tiles around the circle.

5.3 Implementation

This section describes the design and the implementation of the current software.

Since the amount of data is large and the objective of the computation quite demanding, |
had to put particular attention to the software performance.

First of all, so as to facilitate the portability of the software and ability to run on different
environments (including powerful servers), | chose to implement the main architecture of the
tool in Python.

Python is very independent from the environment and the operating system, thus matching
the design requirements. Also, thanks to its high level and multi-paradigm fashion, it allows
to quickly implement and test prototypes, which is an essential in data science. Indeed,
Python is nowadays one of the most used tool by data scientists, with many well established
libraries for numerical computing and data management and analysis.

Libraries

* Numpys a package for scienti c computing; | used it to deal with matrices and arrays,
and to compute simple statistics;

» Scipy is a library for mathematics, science, and engineering; its function
scipy-csgraph.connectedcomponents searches for and counts the connected nodes
of a graph: in Multi-X algorithm | applied it to the weighted graph W to nd the sub-
graphs representing clusters.

» Pandasthis libray provides data structures and data analysis tools; | use it to deal with
dataframe and in particular to easily transform python dictionaries into tables.

* Itertools provides functiorgroupby that is useful to group points of a list according
with one dimension; | used it to search for intervals in the cut-plot.

» Randonallows you to generate random numbers and to sample from distributions.
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* Timeit has a functiontimer , which computes the current time, thus it allows to
compute the computational time of any process.

* Matplotlib isa 2D plotting library that | used to realize scatter-plota{plotlib.plot )
and to plot step-functions, such as the cut-phoatplotlib.step ).

» Seabornis a visualization library, based onatplotlib  package, that produces more
attractive statistical graphicseaborn.heatmap has been used to draw the heatmap
of clusters.

Multiprocessing Many of the operations of the clustering approach | am proposing are
computational expensive. Nevertheless, some of them show an intrinsic data level parallelism
that allows for a concurrent implementation. In order to do that, | leveraged the multiprocess-
ing utilities provided by Python. | created and managed a pool of processes to implement a
divide et imperapproach for fasten the computation. The input dataset is split in a smaller
partitions and each process in the pool manipulates one of them. A nal step combines the
partial results produced by each process into the nal output. In particular, | used parallel
computing for three tasks: (a) creating the matrix that stores the weighted\Wraphere

each pair of genes can be processed independently from the other, (b) computing of MNDL
scores for the different cut-offs values and (c) calculating the Pearson's correlation coef cient
for each pair of genes.

X-Means The complexity of the X-Means method makes it a critical step of Multi-X
algorithm from the performance point of view. | rstly tried to use thgclustering
implementation of X-Means, but it resulted to be excessively slow. Therefore | moved to
the original and ef cient implementation in C++, provided by the authors of the method.
| created a wrapper in Python for running the native executable, feeding it with input and
collecting its outputs. Since the X-Means application comes with source code, which can
be compiled both on Unix and Windows machines, this step does not break the platform
independence of my tool.

Enrichment analysis In order to perform Gene Set Enrichment Analysis on the clusters
obtained though the unsupervised learning technique in a convenient way, without the need
to change platform, | used the Python librgseapyimplemented by the Broad Institute. It

is a Python wrapper for GSEA and Enrichr.

GSEA by Subramanian et §21]is a powerful analytical method whose power is in focusing

on gene sets, that is, groups of genes, instead of performing single-gene analysis.
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Enrichr is an integrative web-based enrichment analysis tool, develeped by Kuleshov et al.
[12].

| used the modulgseapy.enrichr that performs enrichement analysis using Enrichr API;

it returns a Pandas dataframe, whose rows represent the enriched categories the analysis
found. For each of enriched category the dataframe reports the associated p-value, adjusted
p-value, the percentage of overlap between genes involved and all the genes in the cluster,
the gene names involved in the enrichment.

Jupyter As development environment for writing and executing the code, | chose to use
Jupyter. Itis a web application that manages notebooks, i.e., documents which brings together
executable code and rich text elements ( gures, equations, text,...). The back-end of Jupyter
runs akernel which is in charge of executing the code. One of the most helpful feature of
Jupyter is that it allows to split a program in smaller components, execute them independently
and examine their partial results.

pyGMQL Searching for intersection between genes and Transcription Factor binding sites
is a computational heavy task. | implemented it usinggy@MQJ13], an interface to the
GenoMetric Query Language (GMQL) for Python. GMQL is a software system for modeling
and querying genomic data, developed at the Politecnico di Milano, that combines classical
database concepts with genomics domain speci ¢ operations.

Other tools | performed synthetic data generation and real data preprocessing in R.
| used the following packages:

* MAS® generate multivariate normally distributed samples using funatiamorm

 dplyr, mclust to generate thdonut-and-balldata,

KODAM@A generatespiral data thanks to the functiapiral

ggplot2 to plot synthetic data

pamrto deal with missing values: functiggamr.from.excel allows you to easily
open a le with missing values angmr.knnimpute performs K-Nearest Neighbors
to inpute missing values.

The code of Multi-X algorithm is available on my Github account
(https://github.com/IlariaRaciti/MultiX).
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Results

Look deep into nature, and then you will understand everything better.

Albert Einstein

In this Chapter, the reader will be acquainted with the results of my work.

I will answer the question that made this work start: can we recover the 3D-structure of the
genome by a gene clustering based only on gene expressions and correlation between genes?
In particular I will focus on the hierarchy of the genome structure: | will start comparing
the clustering structure obtained with all healthy tissues with the Topological Associating
Domains (TADs), which are the tissue-invariant regions that subdivide the DNA sequence.
Next, | will zoom into the inner layer made of regulatory loops, which are tissue speci ¢ and
act directly on enhancers and target genes: for each normal and tumoral clustering structure
I will study the presence of Transcription Factors, that are the activators regulating genes
transcription.

Within each study, | will also show the biological functionality hidden in the found clusters:

I will perform enrichment analysis and make a comparison with the research by Peng et al.
[17].

6.1 Comparison with TADs

In order to detect if we could retrieve the 3D-structure of the genome explained in Chapter 1
using an unbiased and biological knowledge-free model, | collected all normal patients of all
the available tissues in a unique dataset. Normal tissues are supposed to homogeneous, thus
this data represents a base-case gene expression matrix.

Multi-X was applied on this data with the parameters reported in Chapter 5.
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The cut-plot that the algorithm nds is in Figure 6.1: we see that, since real data is complex,
the cut-plot does not have a real long segment; thus, as previously explained, | computed the
MNDL index for each value that is in segments of at least two consecutive cut-offs associated
to the same number of clusters and | selected the cut-off minimizing the MNDL index. The
black vertical line represents the optimal cut-off.

Fig. 6.1 Cut-plot of all normal tissues.
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The resulting clustering structure is made of 19 clusters.
447 genes are within a cluster ad@503genes are in the noise set. In Table 6.1 | report the
cardinality of each cluster.

Table 6.1 Cardinality of all normal tissues clusters

Cluster Nb. Genes

clusterl 53

cluster36 35
cluster102 12
cluster168 23
cluster307 38
cluster359 29
cluster436 23
cluster460 58
cluster467 33
cluster572 8
cluster749 21
cluster926 21
cluster1037 12
cluster1363 5
cluster2185 15
cluster2431 12
cluster2434 9
cluster2634 10
cluster3602 30
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The heatmap of the clusters obtained using the MNDL index as selection criterion is
shown in Figure 6.2. Red indicates high positive correlation, blue negative correlation and
white represents absence of correlation. Thus, the red squares along the diagonal are the 19
clusters: genes within a cluster are much more highly correlated than genes belonging to
different clusters.

Just for information, | also report the heatmap of the clustering structure that the algorithm
would have chosen if the heuristic selection criterion of the longest segment would have been
used. It is undeniable that no pattern is revealed by this heatmap in Figure 6.3.

Fig. 6.2 Heatmap of all normal tissues clusters, using MNDL index as selection criterion.
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Fig. 6.3 Heatmap of all normal tissues clusters, using the longest interval selection criterion.
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Figure 6.4 shows the hidden pattern of gene expressions discovered by Multi-X algorithm:
each row is the gene expression veaasf genes 2 C, whereC is the set of clusters. Dark
purple indicates high expressions, white represents expression close to zero.

Genes are ordered by clusters, so the 19 clusters patterns are well de ned and clear, indicating
that the clustering structure actually uncovered different expression pro les.

Fig. 6.4 Gene expression patterns of all normal tissues.
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Let us now understand if a relationship between the 3D-structure of the genome and the
obtained clusters exists.
Topological Associating domains identify 2931 regions of the genome, covering 16786 genes;
these regions contain on average 7 genes, with a minimum of 1 gene and a maximum of 3367
genes. Thus they are various in dimension.
In order to compare them with the clusters, | computed the Gini index that measures the
purity of clusters with respect to TADs: the resulting value is 0.93.
Among the 19 clusters, 18 clusters covers 281 TADs and one clusters (cluster 2434) contains
only genes that do not belong to any TAD. With respect to the 447 clusterized genes, 353 are
within a TAD. The high value of the Gini index indicates that there is not a match between
clusters and TADs, and it is primarily due to high presence of TADs made of a unique gene.
Moreover, TADs are chromosome-wise and linear in space, whereas the clusters | found
spread across the genome and contains genes from all chromosomes.
Figure 6.5 shows the kernel density estimation of pairwise distances between genes belonging
to the same cluster (blues line), in the same TAD (green line), and distances between randomly
picked genes (red line): from this graph we realize that genes in the same TAD are usually
much closer that genes in the same cluster; in fact, the trend of distances of clusterized genes
is highly similar to the one of distances of random pairs of genes.

Fig. 6.5 Plot of pairwise distances.
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A nicer and more explicative way to understand how TADs and clusters differ in their
geometry is to visualize them with Circos graphs.
In Figure 6.6 we see the 19 clusters: in each circle the links connects genes belonging to
the cluster. At a glance we realize that all clusters span many chromosomes, but cluster
2434, whose genes all are in chromosome Y. Moreover, since the red tiles around the circle
represent TADs, we now understand the reason why genes in cluster 2434 do not belong to
any TAD: no TADs are in chromosome Y.
We conclude that the Topological Associating Domains cannot be recovered a posteriori by a
clustering of genes based uniquely on correlation between genes.

(a) cluster 1 (b) cluster 36
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