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Abstract

Genes are the atomic units of genetic inheritance in the genome, holding

information about all the somatic traits of an individual. The process which

activates and deactivates the flow of information from genes to traits is called

gene expression. Aberrant mutations of genes can cause the development of

diseases like cancer. A wide set of studies has been conducted on the ability

of computational and statistical models to predict the presence of cancer

from gene expression profiles. Although it is proven that cancer does not

arise exclusively from aberration of the genes, a wide set of tumors originate

from mutations of one or (more probably) more genes.

One of the most frequent problems with gene expression datasets is the

lack of samples to train machine learning models and the high dimension of

the feature space. These issues are usually managed by feature selection or

transformation techniques, leading inevitably to a loss of information. The

usage of transfer learning procedures that exploit models trained on a big

set of samples could help in the classification of more specific characteristics

of the samples.

This project focused on the problem of classifying genetic profiles with

respect to the presence or absence of cancer. Firstly a general classification

algorithm was applied to a wider set of samples coming from an heteroge-

neous set of cancer datasets, and then a transfer learning procedure will be

used to adapt the trained model to a specific tumor type. The criterion

to select the additional samples was based on a similarity metric between

the cancer datasets. Our experimentations show that in a scenario of severe

lack on training samples and unbalanced distribution of classes, the pro-

posed pipeline is able to increase the performance metrics. This enlightens

the fact that gene expression patterns are shared between different tumor

types, making transfer learning a great tool for the addressed task.
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Sommario

I geni sono le unità atomiche del genoma, il quale contiene tutte le infor-

mazioni inerenti i tratti somatici di un individuo. Il processo che regola il

flusso di informazioni dai geni fino al fenotipo è chiamato espressione genica.

Mutazioni anomale dei geni possono causare lo sviluppo di malattie come

il cancro. Negli ultimi anni sono stati condotti diversi studi sull’abilità di

modelli statistici e computazionali di prevedere la presenza del cancro a

partire dall’espressione genica. Nonostante sia stato provato che il cancro

insorga non solo dall’attività anomala di alcuni geni, un’ampia parte ha

origine dalla mutazione di uno o (più probabilmente) più geni. Uno dei più

frequenti problemi con i dati di espressione genica concerne la mancanza di

sufficienti campioni per l’apprendimento di modelli e la dimensione in ter-

mini di variabili. Queste problematiche vengono solitamente gestite tramite

una selezione o trasformazione delle variabili al fine di catturarne i concetti

più rilevanti, portando inevitabilmente alla perdita di alcune informazioni.

L’uso di procedure di transfer learning da modelli concettualmente vicini,

basati su una collezione più vasta di campioni, potrebbe aiutare nel processo

di classificazione del tumore dai campioni.

Questo progetto si focalizza sul problema di determinare la presenza del

cancro a partire dai profili genetici. Prima di tutto è stato applicato un algo-

ritmo di classificazione ad una vasta gamma di campioni provenienti da una

collezione di dati eterogenea in termini di tipo di tumore. Abbiamo poi ap-

plicato una procedura di transfer learning per adattare il modello addestrato

ad una specifica tipologia di tumore. Il criterio di scelta dei tipi di tumore

eterogenei si è basato su metriche di similarità tra i campioni di diversi

di tumori. Le nostre sperimentazioni mostrano che in uno scenario di grave

mancanza di campioni disponibili per il training e una distribuzione sbilanci-

ata delle classi, la tecnica proposta è in grado di migliorare le performance di

classificazione. Questo sottolinea il fatto che i pattern di espressione genet-

ica di diversi tumori sono parzialmente condivisi, rendendo il trasferimento

della conoscenza acquisita un valido strumento a questo proposito.
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Chapter 1

Overview

In the last decades, the study of genetic transcription activity has been one

of the most used approaches to investigate human diseases at the molecular

level. Thanks to the study of the transcriptome of individuals in different

circumstances (presence/absence of illness, usage of a drug, etc...) many

molecular bio-markers and therapeutic targets have been found for several

human pathologies [1]. Expression levels of transcripts are relevant in un-

derstanding gene functions, as they can be considered an intermediate stage

between a gene and a protein. Common human diseases result by both the

interaction of many genes and environmental factors, and thus affect nor-

mal gene expression. Therefore, accurate data analysis aim to unveil the

complexity and causes of these diseases [2].

Cancer can be defined as a disease in which a group of abnormal cells

grow uncontrollably by disregarding the normal rules of cell division. It is a

multi-gene, multi-step disease originating from a single abnormal cell (clonal

origin) with an altered DNA sequence (mutation). The mutation usually lies

on a gene (or set of genes), which then is transcribed triggering an abnormal

genetic pathway of events leading to uncontrollable cell proliferation.

A wide set of studies has been conducted on the ability of computational

and statistical models to predict the presence of cancer from gene expression

profiles (which are presented in chapter 2). Although it is proven that cancer

does not arise exclusively from aberration of the genes, a wide set of tumors

originate from mutations of one or (more probably) more genes.

This thesis studies the problem of classifying genetic profiles with regards

to the presence or absence of cancer. In particular we will make use of a

specific kind of gene expression data type called RNA-seq (presented in

chapter 3). This data come from the public TCGA consortium database

(described in chapter 3), which offers genetic profiles coming from a wide



set of different tissues and cancer types.

Many cancer datasets in this database have few patients data available,

and they are not easily suitable for the application of machine learning meth-

ods due their huge feature dimensionality and class imbalance. This makes

it hard to build stable and effective prediction models. High dimensionality

makes the problem harder to solve due to the difficulty to find out rela-

tionships among features. In addition, the scarcity of samples increase the

risk of over-fitting, which means poorer results on newly unseen data [3].

Finally, the dataset is mainly composed by tissue samples of diseased pa-

tients [4], and thus arise a class imbalance problem. Class imbalance induce

machine learning algorithms to be biased by the high frequency of samples

of a certain type, and thus this adds further chances of getting a poorer

generalization.

We aim to improve the model generalization capability through a scalable

framework able to learn the most important characteristics of each tumor

through the use of data about related tumors. This framework develops a

transfer learning procedure which is able to extract the shared information

between the various tumor types and then use this to help the training and

testing of a classifier on a cancer dataset having a small number of samples.

This procedure could possibly be applied for those tasks in Bioinformat-

ics where we have a small number of data and higher complexity such as

predicting clinical outcomes.

Transfer Learning is a Deep Learning method that consists in a problem

similar to the target one, and then leverage its solution as a starting point in

order to smooth the problem complexity and finally solve the target problem.

Sometimes is used just as a time saving method: building up a new network

from scratch for a task is more time consuming rather than reuse knowledge

already acquired, (this is popular in computer vision [5]). In our Transfer

Learning method, we have built a neural network constituted by a decreasing

number of neurons in the hidden layers. This network has been trained with

tumoral samples related to the goal one, and then broken in a half. One

way we exploited consisted of attaching the first part of the network to a

new network and freeze the inherited layers weights. Another one consisted

of getting the new form and size representation of the original input space

created by the broken in a half network, and then feed with it an SVM

classifier.

A common results obtained by both methods is that tumors whose com-

plexity is mainly promoted by the scarcity of samples (ESCA and READ

tumors) shown improvement signs in their performance. Those ones whose

complexity is coming from complex nonlinear features relations didn’t show
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improvement saved exceptions with the first method, with a slight difference

between the two variants considered.

The document outline will be arranged as follows:

• In Chapter 2 we introduce the basic knowledge related to the standard

Machine Learning and Deep Learning applications in cancer classifica-

tion, which are listed in the related works in chapter 3 and exploited

in this work.

• Chapter 3 describes the biological context we are dealing by explaining

carcinogenesis (the way how cancer disease is originated), the charac-

teristics of the RNA-seq pipeline and giving information about the

TCGA project and the data used for this study. Finally we will pro-

vide a brief state-of-the-art view on cancer classification using Machine

Learning and Deep Learning models, motivating the reason of our re-

search.

• Chapter 4 is mainly dedicated to the exploration of predictive capabil-

ities of classical machine learning techniques over the gene expression

data, and analyses of those tumors revealed to be the most trouble-

some in the task of cancer detection. An analogous exploration will

be performed through a deep neural network classifier. The aiming

of these steps is to further understand properties of data finding out

the most problematic scenarios, therefore fixing the baselines for our

work.

• Chapter 5 describes the transfer learning framework which has been

designed to deal with the problematic datasets discovered in the previ-

ous section. First of all we will determine the similarity relationships

between the various TCGA cancer datasets. Then we will perform the

transfer of knowledge from the set of similar tumors to the target one.

We will explain our architectural choices as well as the problematics

encountered during the pipeline definition.

• Chapter 6 will assess performances of our framework on the trouble-

some tumors discovered in Chapter 4, and compare them with the

relative single-classifiers. Then, we will discuss the obtained results

and underline the main benefits and critical issues of the framework.

• The Chapter 7 summarizes the achieved results, their significance in

the field of cancer classification over gene expression samples, and will

highlight the directions we would like to focus in future works.
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Chapter 2

Introduction to Machine

Learning and Deep Learning

In this chapter is provided the basic knowledge related to the Machine Learn-

ing applications used both in the related works and this thesis.

2.1 Standard methods of classification

2.1.1 Support Vector Machine

A Support Vector Machine is a supervised learning model considered one of

the best classification methods due to its ability to recognize subtle patterns.

A SVM is made of a subset of training examples xm (support vectors), a

vector of weights for them, and a similarity function k (the kernel). The

hypothesis space is:

f(xq) = sign(
∑
m∈S

αmtmk(xq, xm) + b) (2.1)

Where S is the set of indices of the support vectors. SVM enables instance-

based learning through the concept of margin, which is the smallest distance

between the separating hyperplane and any of the samples.

There exist two kinds of SVM:

• Linear SVM, useful for linearly separable data. Receives the original

feature space as input and finds the optimal hyperplane that separates

the samples of the two classes, trying to maximize the margins (the

distance of the decision boundaries). In case data are non-linearly

separable, it is added a loss function to account also for misclassified

samples. Graphical representation is at figure 2.1.



Figure 2.1: An example of SVM: two linearly separable classes of vectors are represented

with red and blue dots. The plane leading to a maximum separation is defined. From

[6]

Figure 2.2: SVM kernel trick. From [7]

• Nonlinear SVM, that performs a non-linear mapping of the original

feature space into a higher dimensional feature space able to better

separate data (kernel trick). In this way it is possible to classify non-

linearly separable data, by using a non-linear margin as in Fig. 2.2.

There are however some negative considerations we must take into account:

whenever the number of dimensions increase, scalability becomes an issue

and this affects the generalization capability; also, a huge number of data

to be processed likely lead to time issues during the learning phase.

2.1.2 Random Forest

Random Forests are known as ensemble machine learning techniques (ensem-

ble of decision trees), whose structure is very similar to bagging. Bagging

methods combine several learning models to improve the overall result.

Random Forest can be used either for classification or prediction:

• When used for classification, a random forest get a vote from each tree
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Figure 2.3: The flowchart of random forest (RF). From [8]

regarding a class, and then classifies through using majority vote

• When used for regression, the predictions from each tree for a target

x are gathered and averaged

When used for regression, it is not as good as in classification, because

prediction has not a real continuous nature. Random Forests build multiple

decision trees on a subset of features and merge them together to get a more

accurate and stable prediction, as in figure 2.3. While growing the trees,

instead of searching for the most important feature while splitting a node,

searches for the best feature among a random subset of features. In this

way only a random subset of features is taken into account by the algorithm

when splitting a node [9]. Thanks to this randomness is resistant to overfit

and able to handle datasets with high dimensionality. Another great quality

of the random forest algorithm is that, is very easy to measure the relative

importance of each feature on the prediction by looking at how much the tree

nodes, which use that feature, reduce impurity (better distinguish classes)

across all trees in the forest [10]. By the other hand, there is little control

on what the model does, the typical hyper-parameters to be set in Random

Forests regard:

• The number of trees built, the most important to care

• The maximum number of features allowed to be tried within a tree

• The minimum number of leaves required to split an internal node

To tune those parameters, a trade off between stable and accurate predic-

tions and time performance has to be found [11].

7



Figure 2.4: Graphical representation of components of the hypothesis space in Logistic

Regression to class prediction.

2.1.3 Logistic Regression

Despite its name is a classification algorithm based on a discriminative prob-

abilistic approach. Logistic regression aim is to maximize the probability of

correctly classify a binary classification problem given the sample as in figure

2.4. The class prediction is given by:

y(xn) = σ(w0 + xn1w1 + xn2w2) (2.2)

σ(x) =
1

1 + e−x
(2.3)

Where σ is the logistic sigmoid function [12] The loss measure used is the

negative log likelihood, and the optimization method is the Gradient De-

scend. There is no closed form solution in general due to non-linearity of

the sigmoid; what gradient descend returns is the maximum likelihood esti-

mation. Given a threshold value (typically 0.5) it is decided to which class

the sample belongs to (see figure 2.5). In logistic regression we are able

to find an hyperplane that correctly classify all points, whenever it exists.

However we are not ensured about the convergence rate (depends on order

of samples in training data) [12].

2.1.4 k-Nearest Neighbor

The k-NN algorithm is one of the simplest machine learning algorithms. It

performs classification based on features of neighbor samples with regards

to the one considered. Its initialization phase consists of:

• Define a k, number of neighbor.

8



Figure 2.5: Sigmoid function - S shape.

• Define a distance metric (Manhattan distance, Hamming distance,

etc).

• Consider a set of labeled features.

Since it is a non-parametric method, fitting is not required and thus is con-

sidered a “lazy learner” because does not learn a discriminative function,

but memorize the training dataset (instance-based learning) [11]. This tech-

nique is suggested when data are huge and fitting would be time consuming.

However, bottleneck arises when recomputing all distances. Classification

works according to these easy consecutive steps, given a test sample.

1. Calculate the distance between the test sample and all other training

samples.

2. Take the top k training samples based on the distance from the test

sample.

3. Each neighbor votes for its label and so the most frequent class among

the nearest k is assigned.

2.2 Deep Neural Network

Deep Learning is an end-to-end learning process, handling all the stages

associated with a certain task. In other words the model learns both the

representation and the classifier out of training data (figure 2.6). Classical

learning approaches use fixed engineered features provided to the trainable

classifier. Deep learning on the other side tries to learn an high-level rep-

resentation of the features directly from the data. This typically requires

a large amount of data to allow setting its many parameters as clear from

graph in picture 2.7). A deep neural network is composed by a dense hidden

9



Figure 2.6: Comparison standard ML vs Deep Learning. From [13]

Figure 2.7: Relation - Performance vs Amount of training data. From [14]

layer network rather than one single hidden layer like in a standard artificial

neural network like in fig. 2.8 [15]. Output is an ensemble of nested activa-

tion functions (going back from the output neurons to the input ones). In

order to understand the network architecture we have used, a few informa-

tion of the main components are provided.

2.2.1 Activation functions

A neuron of a neural network receives signals by other neurons through the

connection links among layers. The signals are accumulated in the neuron,

Figure 2.8: DNN structure compared to a standard ANN.
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Figure 2.9: An example of activation function of a neuron having as input the weights

of n neurons. From [16]

and if their weight is above a certain threshold, the activation function of the

neuron is enabled and so the neuron propagates the signal over. Otherwise,

the signal is killed. This is clear in figure 2.9, where (x1, .., xn) is the signal

vector and (w1, .., wn) its weights. Their accumulation plus the bias b is the

input of activation function [11]. The activation function takes the decision

of whether or not to pass the signal. When we learn something new, the

threshold and the synaptic weights change, creating new connections among

neurons. There exist different kinds of activation functions, the ones we will

use in our neural networks are:

• ReLU : we will use in input layer and hidden layers, its shape is clear

in figure 2.10. ReLU is a nonlinear function popular for learning com-

plex functions in deep learning, this because its derivative is always

1 for positive input values, and this typically tackle the problem of

vanishing gradients (at least for the positive region) with respect to

other functions such as tanh and logistic. Also, this activation function

makes the network converge much faster than most of other activation

functions.

• Sigmoid : we will use in the output layer for the sake of classification.

It converts large negative numbers to 0 and large positive numbers to

1, thanks to its shape similar to a smoothed step function.

2.2.2 Regularization techniques

Machine Learning common problems are represented by overfitting and un-

derfitting (Fig. 2.11).

• Overfitting: this term refers to the case of a model that performs well

only on training data, thus being unable to generalize. This means that

the model has a high variance, and thus the consistency of the model

prediction is poor.

11



Figure 2.10: ReLU is half-rectified from x = 0. Therefor an input x < 0 has output 0

and an input x > 0 has as output x. From [16]

Figure 2.11: Graphical cases of overfitting and underfitting. From [11]

• Underfitting: this term refers to the case of a model whose predic-

tions are far away from the correct values. Then model complexity is

probably too simple and thus high bias arise.

Regularization methods are useful to handle high correlation across features,

filter noise, and prevent overfitting. What a regularization method does is

to add a bit of bias in order to penalize extreme weights of neural networks

(too complex networks). Regularization needs features on the same scale

to properly work, so either standardization or normalization of data points

have to be applied.

L2 regularization

The L2 regularization (or weight decay) updates the cost function by adding

the following regularization term:

λ

2
||w||2 =

λ

2

m∑
j=1

w2
j (2.4)

12



Where λ is the regularization parameter, the stronger it is the more neurons

weights are pushed down. In this way the model should fit better the training

data, so to achieve greater generalization over testing data.

L1 regularization

L1 regularization (or Lasso) reduces the model complexity in another way.

Rather than pushing down the weights of the neural network, it forces to 0

some. This effect yields sparsity of neurons and as a consequence it implicitly

performs feature reduction by eliminating those features considered useless.

Therefore it becomes useful in huge dimensional data contexts. The cost

function is updated by adding the following regularization term:

||w||1 =

m∑
j=1

|wj | (2.5)

Dropout

Dropout regularization technique does not update the cost function as the

previous mentioned regularization methods. When applied to a layer, it ran-

domly selects (with a parametric probability) some nodes at every iteration

and eliminates them with all the related edges. In this way each iteration

has a different set of nodes. It can be seen as an ensemble technique, as

it captures more randomness rather than a simple neural network. The

probability of choosing nodes to be removed is the hyperparameter to tune,

and ranges within the (0, 1) interval. The dropout technique is especially

used in large neural network structures like it happens in deep learning, in

order to introduce more randomness, reduce complexity, and thus improve

generalization capabilities [17].

Early stopping

Early stopping is another popular regularization technique in deep learning.

As in picture 2.12, while training we consider both performance on training

set and validation set. When we learn too much from training set, we likely

end up in overfitting. To prevent this phenomenon neural networks consider

the validation error while training, and when our model does not improve

anymore performance for a certain number of epochs (hyperparameter of the

Early stopping technique called patience), then the network stops training.

This helps learning from training data till a good generalization is reached.

For the sake of clarity, validation data does not substitute test data, on

which the model metrics will be accounted.

13



Figure 2.12: Early stopping aim to stop training in order to prevent overfitting.

Based on network topology, DNNs are called differently:

• Feed Forward Neural Network : its connection links among layers al-

ways go forward.

• Recurrent Neural Network : its connection links recur from output to

either input or hidden layers.

• Autoencoder : they are an unsupervised learning technique enabled by

deep learning, that change the input feature space representation.

Since neural network knowledge is represented by synaptic weights of layers,

the weights setting phase is the most important one. Training is performed

in sequential training sessions called epochs, in which the neural network

learns by minimizing the loss function by changing the parameters of the

model according to an optimizer method: a common one is the Stochastic

Gradient Descend (SGD). The batch size is the number of samples taken

into account at each iteration in an epoch. Typically networks trains faster

with mini-batches and require less memory, the default is set to 32. However

the smaller the batch, the less accurate estimate of the gradient. At the end

of an epoch, gradients of a loss function are calculated by using the back-

propagation rule, and its results feed the optimizer method (SGD) that

subsequently will update neural network weights [15].

2.2.3 Autoencoder

An Autoencoder is a neural network trained to produce an output asymptot-

ically equal to the input. Although apparently trivial, it gains significance
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Figure 2.13: Example of different representations. From [15]

if we use either one or more hidden layer(s) with fewer neurons than the

inputs and possibly apply some constraints like weight decay regularization

to force the hidden layer network to be sparse. In such a way, hidden layers

are forced to learn useful representation of input space [15] and then such

knowledge is passed to the output layer, which size is equal to the input one,

resulting in a new representation of data. Might be relevant in some appli-

cation iterate Autoencoders several times. The way we represent features

makes a huge difference on the performance of our learning algorithms. A

classical example is in figure 2.13. Furthermore, a change of feature space

representation let data (typically in raw data format) to be more suitable

to classifiers’ algorithms.
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Chapter 3

Introduction to Genomics

In this chapter we are going to briefly describe the process of carcinogenesis

(how cancer disease is originated) and its effects on gene expression. We will

then deepen into the description of the RNA-seq pipeline for the extraction

of gene expression values for a genetic profile. This will be followed by a

description of the TCGA project, from which the data used in this study are

gathered. Finally the state of the art in cancer classification using machine

learning and/or deep learning models is presented along with a theoretical

background about mainstream techniques used in the literature.

3.1 DNA and RNA

Genomics is the study of the structure, function, and inheritance of the

genome (entire set of genetic material) of an organism. A major part of

genomics is determining the sequence of molecules that make up the genomic

deoxyribonucleic acid (DNA) content of an organism [18]. DNA is made

up of molecules called nucleotides. Each nucleotide contains a phosphate

group, a sugar group and a nitrogen base. The four types of nitrogen bases

are adenine (A), thymine (T), guanine (G) and cytosine (C). The order of

these bases is what determines DNA’s instructions, or genetic code [19].

The DNA sequence is contained within an organism’s chromosomes, one

or more sets of which are found in each cell of an organism. The chro-

mosomes can be further described as containing the fundamental units of

heredity, the genes. Genes are transcriptional units, which means that,

under appropriate circumstances, these regions are capable of producing a

ribonucleic acid (RNA) transcript that can be translated into proteins. The

process just described is known as Dogma of Biology (see figure 3.1) [18].

Transcription is the first step of gene expression and produce ribonucleic



Figure 3.1: The chemical structure of DNA and its purpose.

acid (RNA), the last phase is called translation and it leads to the synthesis

of a protein that will get out from the cell (see figure 3.2).

Proteins have different function: energetic, immune, structural, enzy-

matic, hormonal, of transport and so on. DNA and genes are the same in

all cells of an organism, but gene expression and therefore protein synthesis

are different based on cellular needs given by both environment conditions

and functions need to be executed. This allows the specialization of cells

and the growth of the organism [21].

Thereby, Genomics is the study of the sequence of these letters of DNA

and the comprehension of the information each string of letters provide to

help each cell to specialize itself and perform its vital functions properly. For

these reasons, Genomics not only involves DNA sequencing, which regards

biologic techniques allowing DNA extraction and analyses, but also the study

of all genes and their expression (also called transcriptome). The knowledge

gathered through gene expression patterns is useful to answer biological

questions [18].

In a dataset resulting from a gene expression profiling experiment, each

sample (row) correspond to an individual whose features (columns) are

about 20’000 genes expression values. Each value of this matrix is a raw

data quantifying a specific gene expression for a single individual [3].
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Figure 3.2: In the nucleus DNA is trans-scripted to mRNA. Then a ribosome, the

mRNA and lots of tRNAs, each bound to an amino acid. From [20]

Figure 3.3: Process of cancer cell development.
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3.2 Cancer Genomics and Carcinogenesis

Cancer can be defined as a disease in which a group of abnormal cells grow

uncontrollably by disregarding the normal rules of cell division. Normal cells

are constantly subject to signals that dictate whether the cell should divide,

differentiate into another cell or die. Cancer cells develop a degree of auton-

omy from these signals, resulting in uncontrolled growth and proliferation.

Phenomenal advances in cancer research in the past 50 years have given

us an insight into how cancer cells develop this autonomy. We define cancer

as a disease that involves changes or mutations in the cell genome. These

changes (DNA mutations) produce proteins that disrupt the delicate cellular

balance between cell division and quiescence, resulting in cells that keep

dividing to form cancers [22].

Cancer is a multi-gene, multi-step disease originating from a single abnor-

mal cell (clonal origin) with an altered DNA sequence (mutation). Uncon-

trolled proliferation of these abnormal cells is followed by a second mutation

leading to the mildly aberrant stage. Successive rounds of mutation and

selective expansion of these cells results in the formation of a tumour mass.

Subsequent rounds of mutation and expansion leads to tumour growth and

progression, which eventually breaks through the basal membrane barrier

surrounding tissues and spreads to other parts of the body (metastasis).

Death as a result of cancer is due to the invasion, erosion and spread of

tumours into normal tissues due to uncontrolled clonal expansion of these

somatic cells. As shown in the picture 3.3.

Initiation and progression of cancer depends on both external factors in

the environment (tobacco, chemicals, radiation and infectious organisms)

and factors within the cell (inherited mutations, hormones, immune con-

ditions, and mutations that occur from metabolism). These factors can

act together or in sequence, resulting in abnormal cell behaviour and ex-

cessive proliferation. As a result, cell masses grow and expand, affecting

surrounding normal tissues and can also spread to other locations in the

body (metastasis) [22]. The study of cancer genomes has revealed abnor-

malities in genes that drive the development and growth of many types of

cancer. This knowledge has improved our understanding of the biology of

cancer and led to new methods of diagnosing and treating the disease [23].
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Figure 3.4: Number of publications citing RNA-seq continues to increase. From [24]

3.3 RNA-seq: overview of the technology and data

type

RNA-seq is a technique for the analysis of transcriptome and its quantifica-

tion, based on new technologies called Next-Generation Sequencing (NGS).

There is growing interest in it and has recently overcome other methods im-

posing itself as state-of-the-art. Prior to the advent of RNA-Seq, the most

popular technique for gene expression extraction and quantification was the

hybridization of microarrays. Issues verifying with microarrays were cross-

hybridization, poor quantification of genes with low and high expression,

and need to know the sequence a priori. RNA-seq new technologies over-

come this kind of limitations, allowing to obtain high-throughput data and

with lower costs compared to traditional sequencers. The NGS technique

is able to reveal a snapshot of the RNA amount from a genome on the go

[25]. A briefly view of the work-flow giving a high level idea of the technique

is in figure 3.5. The sequencers take care of extracting “reads”, that are

sequences identifying the order in which nitrogen bases of the gene follow

each other. After that, during an RNA-seq experiment, the gene expression

is measured in terms of “counts”, that is the number of “reads” mapped

on the reference transcriptome analyzed. This is considered to be linearly

related to the abundance of the transcript as described in figure 3.6. Fi-

nally, to obtain the raw data value present in cells of the TCGA dataset, a

metric is applied to normalize counts both for sequencing depth and gene

length. The TCGA dataset we consider is filled up by using the RPKM
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Figure 3.5: Overview of analysis work-flow for microarrays and RNA-seq transcriptional

profiling. From [26]

Figure 3.6: Expression level quantification: RNA-seq vs microarrays. From [27]
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normalization metric. This metric consist of three steps [28]:

1. Count up the total reads in a sample and divide that number by

1,000,000, this is the per million (PM) scaling factor.

2. Divide the read counts by the per million (PM) scaling factor. This

normalizes for sequencing depth, giving you reads per million (RPM)

3. Divide the RPM values by the length of the gene, in kilobases. This

gives RPKM.

Other relevant metrics are FPKM and TPM. The only difference between

RPKM and FPKM is that FPKM takes into account that two reads can map

to one fragment (and so it doesn’t count this fragment twice). Concerning

to TPM, the difference arise in the order of the normalization steps: 3,1,2

(considering the previous RPKM steps). These metrics are quite relevant

due to biases of RNA-seq data that have to be tackled:

• Expression values of genes have a dependence: longer the genes, more

“reads” it gets.

• RNA-seq data commonly have up to 5% missing values: however must

pay attention that when a value is zero that doesn’t mean that its

value is missing, but just that the sequencing machine didn’t capture

activity for that gene in a patient sample.

• Even though sequencing cost dropped, it is still not popular and there

is a lack of normal tissue samples that leads to imbalance proportion

among samples labels.

3.4 TCGA

The Cancer Genome Atlas (TCGA) is a collaboration between the National

Cancer Institute (NCI) and the National Human Genome Research Insti-

tute (NHGRI). TCGA provides a publicly available dataset whose genomic

information is helping cancer research improving prevention, diagnosis and

treatment.

At the beginning of the project were available only the complete genomic

characterization of brain (glioblastoma) and ovarian (serous cystadenocar-

cinoma) tumor. From then on, it has reached the genomes of 33 types and

subtypes of cancer (also rare ones) over 11’000 patients, as in figure 3.7.
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Tumors in TCGA were chosen on the basis of specific quality and quantity

criteria in accordance with the TCGA standards1.

Data are gathered and organized such that at least 500 tissue samples

are available for common cancers. TCGA generates data on seven genomic

aspects; we investigate the data retrieved through mRNA sequencing col-

lecting the sequences of messenger RNAs, genetic molecules that act as

intermediates between the DNA code and proteins. For all types of cancers,

samples of cancerous and normal tissue are collected, but unfortunately not

in equal proportion arising the class imbalance problem of data. Comparison

of normal tissues with cancerous ones is relevant because enable to identify

genomic changes that play a promoter role in the development of cancer

studies [4].

3.5 Descriptive statistics for each cancer dataset

Our dataset is composed by 20’537 columns of which the first columns regard

metadata of the samples:

1. Sample is an identifying code for the sample composed by the project

name (TCGA), plus the tissue site code where the sample has been

collected (see [29] for a code legend), plus the patient code and type

of data (for us 1, that means RAW data). An example is: TCGA-L5-

A4OF-01.

2. Tumor type refers to the source site tissue where the tumor has origin.

The abbreviations used are the following showed in figure 3.8.

3. Sample type refers to the status of the tissue sample collected, of which

there exist several types: primary solid tumor, recurrent solid tumor,

primary blood derived cancer, metastatic, solid tissue normal, and so

on.

Metadata we are interested in are just: the tumor type (telling us which

kind of cancer tissue is the sample referred to) and the sample type (telling

us whether the status of the sample tissue is either a primary solid tumor or

a solid tissue normal). The remaining twenty thousand columns per sample

each point out a gene and its activity level value. We have avoided insert-

ing samples related to metastatic tumors, recurrent solid tumors, primary

blood derived cancers and so on. The reason is that metastasis tumors are

1https://cancergenome.nih.gov/cancersselected/biospeccriteria
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Figure 3.7: Overview of TCGA. From [23]
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Figure 3.8: Abbreviations of tumor type in TCGA

revealed in a tissue different by the tumor original one, and thus could cre-

ate unwanted biases during the training; the same occurs with tumors blood

derived, though at the moment we are not interested in analyzing those

aspects. Hence, we lose samples about LAML (Acute Myeloid Leukemia).

As a consequence, the number of our samples decreased from about

11000 to 9839. In figure 3.9 a count plot describe how these samples are

distributed among all tumor types. As we can see the most represented

tumor is BRCA, to which belongs the largest normal tissue samples size

too. A lot of tumors have a severe imbalance between normal and tumoral

samples, which likely makes the classification task difficult to tackle. Among

these we cite some: SARC, CESC, BLCA, GBM. Therefore, the dataset

result to be not homogeneous both between cancers (different number of data

for each tumor) and classes. As anticipated in section 3.3, gene expression

data also suffers from a small percentage of null values. To tackle this issue

we explored null genes (whose entire column is null) for all tumor types and

discovered 213 useless columns, that is 1% of the whole dimensionality. For
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Figure 3.9: Count plot of all tumors type, differently coloured between healthy tissues

and tumor ones.

(a) RPKM values distribution of genes (b) Standard deviation distribution of

genes

Figure 3.10: RPKM statistics of the TCGA dataset

what concerns the gene expression values, we plot the distribution frequency

of each cell value of the dataset in figure 3.10(a) as well as their standard

deviation (Fig. 3.10(b)), from which is easily visible the high frequency of

null values genes with regard to the activity of other genes.

By comparing the graphs, also in this case it is evident the presence of

a subset of zero-mean/zero-variance genes (the 1% of columns dimension-

ality found), while the mean distribution of expression roughly resembles a

shifted Gaussian distribution. Most genes look stable in their activity during

cellular regulation, since the majority of genes has a low standard deviation

as in figure 3.10(b). Moreover there is a small peak in 0 meaning that some

genes hold the same regulation activity and therefore their expression might

be irrelevant (concerning this peak, must be taken into account the contri-

27



Figure 3.11: Report about Bioinformatics industry expectations. From [30]

bution of the entire null genes columns afore-mentioned). Only a few genes

manifest lots of variance, and hence vary a lot within the cellular regulation.

3.6 Related works in cancer classification

Increasing research initiatives in proteomics and genomics market, including

the related omics fields, are expected to further increase the market growth,

as illustrated in figure 3.11. This growth of available data results in more

attention on big data analysis and machine intelligence techniques.

Many proposals have been published to address problems with gene ex-

pression data using machine learning, most of which deal with the reduction

of the feature space in a more compact version by selecting the features either

manually or automatically. However, many of the proposed methods are not

scalable and hard to be generalized in the study of new tumors. Then, once

the dimensionality of the problem has been reduced and the dataset has

become more trainable, any of the following classifiers to address this field

is applied: Support Vector Machine [31], Random Forest [32], and Bayesian

networks [33].

Initially Deep Learning techniques struggled in this field compared to the

mentioned classifiers, because they typically require a large amount of data

like in other successful contexts such as computer vision, image classification,

and text classification. Unfortunately, we are in the typical dataset problem

of a large number of parameters and small number of samples. Nonetheless

some successful methods have been proposed, for instance biomedical image

classification [34] and prediction of clinical outcomes [35] based on genetic

profiles. The latter uses similar data as us, providing a software framework

able to train and adapt itself looking for the best hyperparameter setting

given certain data for survival models. In this study deep learning success-
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fully outperforms random forest classifiers. Also, in their back-propagation

analysis, they found out the most relevant features learned; coherently with

the most known one of tumors. Another successful Deep Learning approach

focusing on feature reduction is [36], where Autoencoder have been widely

used to tackle the feature reduction problem.

3.7 Related works in Transfer Learning in cancer

classification

Transfer Learning has been applied to several Machine Learning applications

in order to provide performance improvements. Successful applications exist

in Bioinformatics as well, but they do not represent a state-of-the-art yet.

[37] noticed the lack of transfer learning methods in transcriptome-level can-

cer classification, so they proposed the use of stacked sparse Autoencoders

for feature reduction exploiting multi-cancers datasets, in order to reduce

the learning phase of the deep neural network. Another relevant work [35]

evaluated an optimized deep survival model for predicting clinical outcomes

in a series of experiments that confirmed both the model ability to retrieve

the most important prognostic features from high dimensional data and the

ability to leverage multi-cancer datasets. In the transfer learning experi-

ments they combined datasets using their shared features, which resulted to

be trivial for some features due to dataset construction. On the other hand,

the cancers to be joined were selected based on a risk back-propagation

analysis (the same one outlined in the end of the previous section): once

identified the most relevant genes for a tumor while applying clinical out-

come prediction on a single cancer dataset, it came out that BRCA could be

joined with OV and UCEC cancers due to hormone-driven characteristics

during classification. As stated in their conclusion, further investigation is

needed in order to understand significance of Transfer Learning improve-

ments. First, they happen to be stronger in the transcriptional feature set

(17’000 features about) rather than in the integrated feature set (400 fea-

tures about). Second, additional experiments should investigate if common

prognostic signals across cancer types are a good joining concept and ef-

fectively provide advantages in Transfer Learning tasks of this field. These

final considerations were the starting point of our work.
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Chapter 4

Baseline methods

Previously we have described the kind of data we are going use to conduct

our experimentations. In this chapter we are going to present an explo-

ration of predictive capabilities of classical machine learning techniques over

the gene expression data from TCGA. This initial step let us to further

understand properties of data and find out the most problematic scenarios.

4.1 Scoring

Before approaching the classification phase, we illustrate how we assessed

model predictions during our entire study, which has been an important

task to validate and take into account the dataset challenges presented in

the previous chapter.

The performance metrics considered are the following, each of which

ranges within the [0, 1] interval:

• F1-score is a weighted average of the precision and recall, whose

contribution to the F1 score are equal (with β = 1). However using

an average based on class weights, it results in an F-score that is not

between precision and recall. Metrics for each label are calculated and

their average is weighted by the number of true instances for each label

(this takes into account class imbalance) [38] [39].

F1 =
(β2 + 1) ∗ Precision ∗ Recall

(β2 ∗ Precision) + Recall
(4.1)

Where β is the relative importance of Recall over Precision.

– Recall score represent the model ability to recognize the relevant

points within a dataset, penalizing false negative predictions. We



Figure 4.1: Confusion matrix explaining coefficient of performance metrics.

used recall as intermediate step to better understanding results,

since in our context we are more interested to correctly classify

tumors rather than a healthy tissue. This happened almost ever

due to the bias introduced by the high frequency of tumor samples

with regards to the healthy ones.

Recall =
TP

TOT
(4.2)

Where TP is explained in picture 4.1.

– Precision score on the other hand represent the model ability to

avoid false positive results. We used it as intermediate score as

for Recall.

Precision =
TP

TP+FP
(4.3)

Where TP and FP are explained in picture 4.1.

• Accuracy is the proportion of correctly classified samples.

Accuracy =
TP + TN

TOT
(4.4)

Where TP and TN are explained in picture 4.1.

In order to assess the consistency of predictions of models on our dataset,

a deep analyses of cross validation has been carried out, and finally the

repeated stratified k-fold cross validation chosen. To explain it, we start

reasoning piece by piece.

• K-fold cross validation splits the dataset as in figure 4.2; every fold is

assigned to the training set at once and the remaining k − 1 folds to

the training set.

– The k parameter has been selected through an heuristic: it is

chosen so to avoid the creation of 1-class folds in small data sam-

ples (damaging learning), because in our datasets folds could be
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Figure 4.2: Example of a 5-cross validation.

possibly greater than normal tissue samples in some tumors.

fold = max

(
2,min

(
10,

#least popular class labels

5

))
(4.5)

We fix the minimum number of folds in the worst case at 2,

hence this is the reason why we discard datasets of tumors with

less than 4 normal tissue samples. This fold selection gives at

least 2 samples per fold in the worst case, and account for the

fold creation phase not in terms of all samples, but considering

only the number of the least popular class samples (that is the

one related to healthy tissue) to improve reliability of folds.

• The stratified fashion of cross validation, since aim to keep in the same

original balance among classes each fold, does not distribute samples

randomly across folds.

• Stratified k-fold cross-validation is subsequently repeated 10 times

in order to achieve different fold randomization at each repetition,

through a step increasing random state.

Making multiple cross validations aim to lower variance of model perfor-

mance, enabling a more consistent estimate in terms of statistics. Even

though computationally expensive, cross validation does not waste a con-

siderable amount of data (whereas a certain percentage of the dataset is fixed

to the test set), which fit our dataset needs since most of tumors datasets
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are very small and performances might be subject to be strongly biased by

folds.

4.2 Classical Machine Learning techniques

We aim to fix a performance comparison boundary for the methodologies we

will propose. For this reason we have investigated the predictive capabilities

of standard classifiers. We did not apply any parameter hyper tuning on

these methods, but balanced class weights (inversely proportional to class

frequencies in the input data) so to account the class imbalance problem.

4.2.1 Procedure

We classified tumor presence only on dataset of tumors having at least 4

normal tissue samples, and for each classification applied this pipeline:

1. Remove meaningless features (zero-mean genes, explained in section3.5)

2. Perform 10 repeated stratified k-fold cross validation.

At every iteration of cross validation, which split data in training and

test set:

(a) Apply z-value standardization:

xistd =
xi − µx
σx

(4.6)

Where µ is the sample mean of a particular feature column and

σ its standard deviation. Of course these parameters are fit only

on training data, and used to transform both training and testing

data within a fold.

(b) Fit a classifier on training data, test it on newly unseen test data

and derive classification scores.

(c) Classification scores are added up for each running fold

3. When the cross validation process is ended up, metrics scores are av-

eraged.

4. Procedure is repeated with another classifier

The classifiers used are the SVM, the Random Forest, the k-Nearest

Neighbor, and the Logistic Regression - we introduced in section 2.1. Each
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of these has been used with the standard parametrization provided by Scikit-

learn [39]. Even though normalization using min-max scaling is a quite pop-

ular technique when we need a bounded interval, we chose standardization

for the following reasons: some linear models such as logistic regression ini-

tialize weights to 0 or small values and in this way our feature columns takes

the form of a normal distribution (mean 0 std 1): besides, standardization

makes algorithms less susceptible to outliers (in our dataset outliers can be

seen as the normal tissue samples due to their class disproportion) main-

taining more useful information on data rather than just a limited range

of values. The process illustrated above has been repeated for each tumor

data applying the same pipeline for each classifier automatically for easiness.

For this reason data have been standardized even with the Random Forest

classifier, that is notoriously scale-invariant.

4.2.2 Results

The whole results table is shown in Fig. 4.3(a) and Fig. 4.3(b), respectively

regarding the f1-score and accuracy metrics. Many tumors have not either

been classified due to lack of acceptable conditions we stated: SARC, OV,

ACC, CESC, PAAD, DLBC, LGG, TGCT, PCPG, THYM, MESO, SKCM,

UVM, LAML, UCS.

Cancers that have revealed to be the most complex in terms of perfor-

mance are: ESCA, READ, LIHC, HNSC, BLCA, PRAD, and THCA. From

now on, we will consider this subset of tumors during our experiments.

We exhibit the singular performances of a subset of the afore-mentioned

tumors given by READ (see picture 4.3(e)), ESCA (see picture 4.3(c)),

and PRAD (see picture 4.3(d)) for better visualizing characteristics of the

identified tumors. With regards to the availability of data (count plot of

picture 3.9), we are able to join the fact that these results were expectable

for both READ and ESCA.

4.3 Analysis of troublesome tumors

4.3.1 Discussion on the results

In figure 4.3(c), 4.3(d), and 4.3(e) we reported the three datasets which gave

the lower results after the application of the previously described pipeline.

The logistic regression classifier is the one providing the worst perfor-

mance. This is to be expected due to its intrinsic simplicity with respect

to the other classifiers. We can see that the K Nearest Neighbors classi-
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(a) F1-score performances of the selected 4 classifiers.

(b) Accuracy performances of the selected 4 classifier over all

manageable tumors.
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(c) ESCA

(d) PRAD

(e) READ

Figure 4.3: Performances of some TCGA cancer datasets using classical machine learn-

ing techniques
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(a) ESCA (b) READ

(c) PRAD (d) LUSC

Figure 4.4: First two components of the PCA of four selected datasets of TCGA.

Normal and tumoral samples are respectively colored in blue and red.

fier, Random Forest and the Linear SVM achieve almost equal classification

scores for what concerns both accuracy and F1-score.

In any case, we can see that the mean average for these selected can-

cer datasets is around 95%. Due to the high imbalance of the dataset, a

majority-class classifier would achieve an accuracy of almost 92%. There-

fore the performance gain given by these methodologies cannot be considered

acceptable.

4.3.2 Principal component analysis

To visualize those tumors, we performed a linear PCA analysis. PCA is

an unsupervised technique for feature extraction, that projects data onto a

new feature space. It is widely used for dimensionality reduction, but in our

case, as for the aiming of this chapter, it has been used for exploratory data

analyses of our gene expression levels. PCA helps identifying patterns in

data based on feature correlation finding the directions (orthogonal to each

other) of maximum variance, so to obtain a number of dimensions (new

features) lower or equal than the original input space.
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Before PCA transformation samples have been colored according to dif-

ferent class labels. Starting from the results obtained with the classifiers

methods, the most significance linear PCA analyses concern those tumors

afore-mentioned: figure 4.4(a), 4.4(b), and 4.4(c). We see that in figure

4.4(a) it is difficult to capture any pattern and data are few. In figure 4.4(b)

even if it seems very easy to find an underlying pattern, we have to deal

with the problem of the scarcity of samples that likely affects the reliability

of the pattern found. On the other hand, in figure 4.4(c) we have a richer

quantity of samples and problems seem to come from the fact that labels are

not clearly separated, but instead are overlapped in most cases. An example

of more reliable PCA is depicted in figure 4.4(d).

4.4 The Deep Neural Network

In addition to the ones in 4.2, we have also evaluated the performance of a

deep neural network classifier on the addressed task. This is done to clearly

evaluate the gain obtained by the Transfer Learning procedure described

in the next chapter, which will make use as part of its framework a neural

network with the same architecture as follows.

4.4.1 Structure

The architecture structure of the deep neural network has been built fol-

lowing some empirically-derived rules-of-thumb suggested in [40]. For what

concerns the number of layers, we used more than 2 hidden layers, which

enable learning complex representations (sort of automatic feature engineer-

ing), and concerning the size of the hidden layers in terms of neurons we

followed some general criteria such that the number of hidden neurons should

be between the size of the input layer and the size of the output layer [15].

The architecture of the deep neural network is composed in the following

fashion:

• Input layer

– 100 neurons units. Activation function: ReLU. Regularization:

L2 λ = 10−4. Dropout: 0.20

• Hidden layer

– 50 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4. Dropout: 0.20
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• Hidden layer

– 30 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4. Dropout: 0.20

• Hidden layer

– 20 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4. Dropout: 0.20

• Hidden layer

– 10 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4

• Hidden layer

– 5 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4

• Output layer

– 2 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4

4.4.2 Procedure

As in section 4.2, we classified tumor presence only on dataset of tumors

having at least 4 normal tissue samples. The procedure followed by the

deep neural network classifier is the following:

1. Remove meaningless features (zero-mean genes)

2. Perform 10 repeated stratified k-fold cross validation.

At every iteration of cross validation, which split data in training and

test set:

(a) Split further training data into training set (70%) and validation

set (30%) (to tune neural network parameters)

(b) Apply z-value standardization. Fit and transform on training set,

then transform both validation set and test set based on training

set mean and variance.

(c) Fit the neural network on training data, using 50 epochs, a batch

size of 100 samples, and early stopping with patient 10.
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Figure 4.5: Deep Neural Network results

(d) Classification scores are added up for each running fold

3. When the cross validation process is ended up, metrics scores are av-

eraged.

4.4.3 Results

We can notice that with the proposed architecture the results are worse

than the ones showed for the other baselines. This is to be expected, since

the dataset cardinalities are very small and this makes the neural network

training particularly difficult. The network loss function converges pretty

fast to a local minima and thus the performance stuck as well after a few

epochs of training.
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Chapter 5

Transfer Learning for cancer

classification

Great importance for every Transfer Learning procedure is the selection of a

suitable knowledge base (general dataset) to use to build a generic classifier

to be then used as feature reduction phase of the whole classification pipeline.

Since usually the best results are obtained when the general and target

dataset share feature patterns (like in the case of images), we will firstly

inspect what are the similarity relationships between the various tumor

types in the TCGA dataset.

Once these relationships are assessed we can go on with the classification

pipeline by first training a general network on the union of the datasets

similar to the target one, and then using another network to classify the

target dataset whose features have been reduced by the first one.

5.1 How to determine if two cancers types are sim-

ilar?

We target to build a Transfer Learning model that not only improves perfor-

mance, but also allows to acquire knowledge about those tumors for which it

was not possible, due to either the excessive imbalanced dataset or scarcity

of samples. The first challenge to account is determining which criteria to

use in grouping tumors datasets; this is of fundamental importance since it

will considerably affect our performance. Typically doctors want to hand-

select genes they believe important for what regards to gene expression data,

discarding lots of features, which may have non-linear unknown relations.

On contrast, we want to adopt a scalable computational-based approach,



that does not address a priori knowledge across tumors by human insights.

5.2 Clustering and similarity analysis

A similarity analysis across tumors types has been performed as a starting

point. Even if we reasoned about compute similarity of each gene among

tumors at the beginning, this quickly revealed itself to be computationally

prohibitive.

For this purpose we used the Silhouette score. The Silhouette analysis is

typically used within clustering for the validation of data clusters, and it has

already been used for the analysis of gene expression patterns [41]. What

this algorithm perform is a measure of how well a data point is classified

when it is assigned to its own cluster (cohesion) compared to other clusters

(separation) [42]. The Silhouette Coefficient of a sample is calculated using

the mean intra-cluster distance a and the mean distance from all samples of

a compared cluster b f [39]. The formula regarding the Silhouette coefficient

is:

score(i) =
b(i)− a(i)

max(a, b)
(5.1)

A larger value of the Silhouette scores indicate separation, whereas values

near 0 indicate cohesion (overlapping clusters if two clusters are compared

in the term b).

For what concern our purposes, we basically replace the term cluster

with tumor : a cluster is the whole set of samples of a tumor i ; a represent

the mean intra-tumor distance for each sample of i, b represent the average

distance for each sample of tumor i to a compared tumor j [39]. A large

value means that the tumors are the most separated as possible in terms of

gene expression levels (not similar), and a value of 0 means that they are

similar (may be overlapped within the same cluster).

The similarity analyses has been performed by coupling each tumor to-

gether by using the standardized tumors datasets as in section 4.2. Through

these results we have built an adjacency matrix coupling each tumor, whose

values have been reversed 1− score(i) for readability and computation pur-

poses. In such a way, we have an higher value associated with higher simi-

larity. Results inside the adjacency matrix are graphically shown as a heat

map in Fig 5.1.
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Figure 5.1: Heat map of cancers similarities.

5.3 Neighbor detection

Once the similarity matrix between tumor types is created we have to design

a way to group tumors on the base of it (neighbor detection). Between the

various possibilities we selected the following two:

• Community detection, in the form of the Louvain modularity method

• Top-k similar, which we are going to describe in the following section

As we will show in the next sections, even by hybridizing the previous

two procedures, in some cases as PRAD, we did not find any tumor data

similarities to leverage so far.

5.3.1 Community detection

Louvain method is a fast and effective algorithm of community detection. A

community is qualitatively defined as a subset of nodes of a network, which

are more connected among themselves than to the rest of the network. The

method relies on an heuristic for maximizing the modularity.

The modularity metric is a scalar value between -1 and 1, which quanti-

fies the quality of an assignment of graph nodes to communities in a network;
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Figure 5.2: Community created by the Luovain method

it does so by evaluating how much more densely connected are the nodes of

a community with regards to how they would be on average in a random

network. Modularity is given by the equation 5.2, in the case of weighted

networks [43]:

Q =
1

2m

∑
i,j

(Aij −
kikj
2m

)δ(ci, cj) (5.2)

where Aij is the edge weight between nodes i and j, ki is the sum of weights

of edges attached to i, ci is the community vertex to whom i is assigned, the

δ-function is 1 if i = j and 0 otherwise, and m = 1
2

∑
i,j Aij [44].

Louvain method repeats two steps until no new modularity improve-

ments occurs. The first step is a greedy assignment of nodes to communities

that leads to local optimizations of modularity. The second step is the def-

inition of a new coarse-grained network in terms of the communities found

in the first step.

To apply it, we transformed the adjacency matrix into a graph; however,
considering all edges with the score of similarity as weight, led to achieve
no communities. Thus, we kept only similarity values (consequently edges
on the graph) whose value were greater or equal than the 95th percentile,
forcing to 0 all the other (explanatory code below).

matrix tr imming = matrix . as matr ix ( ) . copy ( )

matrix tr imming [ matrix tr imming < np . p e r c e n t i l e ( matrix trimming ,95) ]=0

Results obtained with this method are shown in Fig. 5.2.
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Figure 5.3: Top-K detection groups

5.3.2 Top-K detection

As visible in figure 5.2, the Louvain method has the cons of creating too

many single communities, not leading us to get many insights. This is one

of known difficulties of the Louvain method in practical context discussed in

[45]. The resolution limit is unfortunately a general problem with modular-

ity optimization algorithms: they have trouble detecting small communities.

To tackle this inconvenience we decided to step back. Once we discarded

all the similarity values below the 95th percentile in the similarity matrix,

we listed for each tumor its remaining similarities. This result in a richer

list of groups visible in figure 5.3.
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Figure 5.4: Tumors relations exploiting the hybrid method.

5.3.3 Hybrid method

Since we did not want to loose cohesion property of the community detec-

tion algorithm, we selected tumors for our transfer learning framework data

according to the following fashion:

• Possibly an intersection of both methods described above

• Among all tumors still available, the most large in terms of healthy

tissues are selected, but as for the classification task those ones below

5 healthy tissues are discarded

• Up to two tumors are grouped to a target tumor

This allowed us to strive better the dataset complexities during our transfer

learning approach, whose pipeline is described in the following sections.

A table showing the matched groups for each tumor of the considered

subset of this study is visible in Fig. 5.4. In figure 5.5 we also linked each of

these to its size in order to gain better insights about the nature complexity

of each considered dataset.

5.4 The Transfer Learning pipeline

A transfer learning framework is the implementation choice adopted in order

to reduce the dataset complexity arisen by gene expression data. Transfer
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Figure 5.5: Dataset size of tumors considered in this study.

Figure 5.6: Transfer learning is an optimization, a shortcut to saving time or getting

better performance. From [46].

Learning is exploited in complex tasks where building a deep learning model

from scratch would be expensive in term of time and effort due to its many

parameters. Therefore, an already known model is exploited as a starting

point simplifying the initialization process of the network and granting a

greater effectiveness (figure 5.6) [46]. What happen inside a neural network

architecture while training is that synaptic weights are updated at every

epoch (training session) reducing the global error of the network (loss func-

tion considered) and improving its performance (through the optimizer).

Thus, the synaptic weights of the neural network represent the knowledge,

that is exploited for Transfer Learning when using neural networks. From

these considerations, in Fig. 5.7 is visible the high-level pipeline we used

[47]:

1. Tumors datasets discovered to be relevant to the target one are given
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Figure 5.7: Pipeline of Transfer Learning

as input.

2. A general encoder trains itself and generates knowledge through its

weight settings.

3. Knowledge acquired by a general encoder is somehow exploited (there

exist lots of way to inherit it) in the following classification phase,

whose fulfillment accomplishes the target goal.

5.4.1 The encoder

Not only representation form is important, but also data size, which enables

machine learning algorithms otherwise unfeasible. An encoder is simply

every kind of procedure that lets both change form and reduce data (an

example is PCA), differently from an autoencoder that outputs the same

size of data in input but in another fashion. However, we aim to exploit

transfer learning and for this purpose we built an encoder that manages

datasets of other tumors. In order to exploit Transfer Learning, we found

as most feasible and immediate method exploiting neural networks, because

they are dismountable, and thus it is easier to both access to and extract

knowledge. This is not the only way of course, an example could be sharing

support vectors in SVM, but several other techniques exist [48] [49].

5.4.2 The classifier

The classifier is every kind of algorithm able to perform classification, map-

ping input data into categories (Fig. 5.8). Classification is the last phase of
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Figure 5.8: Classifier input and output within a ML task.

the transfer learning pipeline. Thanks to preprocessing and elaboration of

data during the encoder phase, the classifier should be able to either improve

performance or speed-up the training. Indeed, the knowledge acquired in ad-

vance is exploited due to skip the typical initialization phase of algorithms,

enabling a more effective learning. Our focus will not be the hyperparame-

ter tuning of this task, we will simply use the same comparable classifiers.

We will take into account trends and results in order to understand general

benefits of transfer learning and of similarity criteria with which we build

it. Among all kinds of classifier methods available, we exploited SVM and

a Deep Neural Network in our experiments, both in the same fashion of

chapter 4.

5.4.3 Evaluated models

The following two setups of Transfer Learning have been tested.

Encoder to SVM

The encoder is used to approximate data of tumors related to the target one

t. Related tumors (Xt1, .., Xtk) are chosen according to the hybrid method

of section 5.3.3. The encoder is a deep neural network build up as follows:

• Input layer

– 100 neurons units. Activation function: ReLU. Regularization:

L2 λ = 10−4. Dropout: 0.20

• Hidden layer

– 50 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4. Dropout: 0.20
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Figure 5.9: Encoder used in the Transfer Learning pipeline. Its output will feed a SVM

classifier.

• Hidden layer

– 30 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4. Dropout: 0.20

• Hidden layer

– 20 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4. Dropout: 0.20

• Hidden layer

– 10 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4

• Hidden layer

– 5 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4

• Output layer

– 2 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4

The low-level procedure followed by the DNN encoder (Fig. 5.9 for high-level

view) is the following:
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1. Remove meaningless features (zero-mean genes)

2. Split training data into training set (70%) and validation set (30%) in

a stratified fashion (to tune neural network parameters)

3. Apply z-value standardization. Fit and transform on training set, then

transform validation set based on training set mean and variance.

4. Fit the neural network on training data, using 100 epochs, a batch size

of 100 samples, and early stopping with patient 10.

5. The network is broken in a half, keeping only the first three layers (the

last one is the 30 neurons sized).

6. Prediction is performed on target tumor data and output of the last

layer saved (X̃xt)

This encoder performs a sort of supervised feature reduction on data coming

from different tumors, and then apply those learned feature concepts on the

target tumor dataset.

The classification phase is made with a SVM fed with the data outputted

by the encoder, in order to proceed to the specialization phase of the pipeline

(Fig. 5.7) and its low-level procedure is:

1. Perform 10 repeated stratified k-fold cross validation.

At every iteration of cross validation, which split data in training and

test set:

(a) Apply z-value standardization. Fit and transform on training set,

then transform test set based on training set mean and variance.

(b) Fit a classifier on training data, test it on newly unseen test data

and derive classification scores.

(c) Classification scores are added up for each running fold.

2. When the cross validation process is ended up, metrics scores are av-

eraged.

The SVM is the same used in section 4.2: it uses a radial basis function

as kernel, the penalty parameter C of the error term is balanced to automat-

ically adjust weights inversely proportional to class frequencies in the input

data, and gamma as 1
n features . No GridSearch has been applied to choose

these parameters, since our only scope is the results comparison with the

identical SVM applied to tumor t (accomplished in section 4.2).
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Figure 5.10: The specialized network works only over the target tumor data.

Encoder to DNN

The encoder is the first neural network classifier of the pipeline, which is

trained with those related tumors (Xt1, .., Xtk) of the target tumor t. Again,

tumors datasets are chosen according to the hybrid method of section 5.3.3.

The encoder is a deep neural network build up in the same way of the

previous set up, and the low-level procedure followed (Fig. 5.9) is the same

as well. The encoder fulfill the learning phase and acquire knowledge about

the given dataset through its weights settings. To this purpose, the whole

dataset has been used for training (save the validation set) as well as before,

since we are not interested in testing performances on newly unseen data of

this classifier.

Completed this initial phase of the pipeline, we move on to the special-

ization phase and introduce a second deep neural network classifier, which

we will call SpecNet. The SpecNet (Fig. 5.10) aim to use the knowledge

of the encoder as starting point, inheriting some of its layer, and then spe-

cializing itself on the target tumor with its remaining trainable layers. The

SpecNet is a deep neural network build up structurally in the same fashion

of the one in section 4.4, but semantically different:
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• Input layer inherited by Encoder - neurons weights are not trainable.

– 100 neurons units. Activation function: ReLU. Regularization:

L2 λ = 10−4.

• Hidden layer inherited by Encoder - neurons weights are not trainable.

– 50 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4

• Hidden layer

– 30 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4.

• Hidden layer

– 20 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4.

• Hidden layer

– 10 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4.

• Hidden layer

– 5 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4.

• Output layer

– 2 neurons units. Activation function: ReLU. Regularization: L2

λ = 10−4.

We considered a variant of this SpecNet architecture too, both will be

shown and discussed in our results in chapter 6. The only difference arising

is the use of L1 regularization in all layers with the same λ, instead of the

L2 one. The low-level procedure followed by the SpecNet (Fig. 5.10 for

high-level view) is the following:

1. Inherit the first two layers of the encoder and freeze their weights, let

the remaining layers of the architecture be trainable.

2. Perform 10 repeated stratified k-fold cross validation.

At every iteration of cross validation, which split data in training and

test set:
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(a) Split training data into training set (70%) and validation set

(30%) (to tune neural network parameters)

(b) Apply z-value standardization. Fit and transform on training set,

then transform both validation set and test set based on training

set mean and variance.

(c) Fit the neural network on training data, using 50 epochs, a batch

size of 100 samples, and early stopping with patient 10.

(d) Classification scores are added up for each running fold

3. When the cross validation process is ended up, metrics scores are av-

eraged.

Inherited layers weights are friezed in SpecNet, that means the update of

weights in these layers is blocked while training. They introduce the knowl-

edge acquired while solving the encoder classifier on similar dataset. This

kind of transfer learning approach will be compared with the structurally

analogous DNN classifier presented in section 4.4.
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Chapter 6

Results

In this chapter we show the results of our experimental activities, and will

explain the obtained results and main critical issues.

We will assess the performances on those tumors which were the poorest

in terms of F1-score performance in the exploratory classification analyses

in section 4.2, considering the scores provided by the SVM classifier, which

has been proven to be the highest scoring baseline method. Some of these

tumors present difficulties due to different reasons: some because the lack

of samples, some because of a huge class imbalance, and some other because

of the intrinsic complexity of their features relations.

We are going to present the accuracy and F1-score metric: we are more

interested in latter, which better highlights the model ability to capture

properties of both tumor and healthy tissues.

We will present the two architectures described in the previous chapter

and we will compare them with the relative single-classifier pipeline.

It must be noticed that for the PRAD and THCA tumor types, the

similarity procedure described before is not able to find any similar cancer

dataset; therefore we are not able to apply the transfer learning method

in these two cases. We will anyway show the performances for the single-

classifiers for completeness.

6.1 Encoder + SVM vs SVM

In figure 6.1 and 6.2 we present respectively the accuracy and f1-score of the

Encoder + SVM model and the SVM model alone.

We can derive the following considerations:

• Only ESCA and READ seem to yield improvements from the transfer



Figure 6.1: Performance expressed in terms of F1-score of the model: Encoder +

SVM vs SVM. Cells with X states there are no other similar tumors exploitable.

learning procedure. This is due to the fact that both datasets share

a strong lack of samples (on contrast with HNSC and BLCA) and a

wide set of highly similar tumors (STAD, COAD for both of them).

• In the other cases like LIHC, we assist to a degradation of perfor-

mances. This is probably caused by the limited number of similar

datasets used for this tumor type (CHOL).

• Pattern of improvements in figure 6.1 and 6.2 are coherent as expected.

• Accuracy is higher than F1-score in all cases and this is due to the

fact that an error on the minority class (normal samples) is weighted

less than on the majority one for this metric.

6.2 Encoder + DNN vs DNN

In figure 6.3 and 6.4 we present respectively the accuracy and f1-score of the

Encoder + DNN model and the DNN model alone.

We wanted also to understand the role of regularization techniques in our

framework, thus we have compared L1 and L2 regularizations both in the

transfer learning pipeline and in the single-network pipeline. Since the L1

regularization always leads to lower performance than L2 in the single-net

case, we are not going to show it in the following tables.

We can derive the following considerations:

• Also in this case the ESCA and READ tumors gain in performances

for both metrics. In addition, also HNSC and BLCA benefit from the
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Figure 6.2: Performance expressed in terms of accuracy of the model: Encoder +

SVM vs SVM. Cells with X states there are no other similar tumors exploitable.

transfer learning procedure.

• Like in the previous experiment, LIHC does not increase performance

from our framework

• L1 regularization outperform L2 in terms of number of tumors which

get improvements over the single classifier.

• We can notice that for ESCA and READ the L1 performances actu-

ally are slightly worse than the L2. This is due to the fact that the

sparsity constraint imposed by the former negatively affects scenar-

ios with sever lack of samples and unbalanced classes. On the other

side, we assist at an improvement for cases in which an higher number

of samples was available, but the data presented intrinsic complexity

(BLCA, HNSC).

• There is only a little discrepancy between F1 and accuracy scores in

the L1-regularized Encoder + DNN pipeline, which shows an higher

value for the former metric than the latter.

L1 and L2 regularization are not so far in terms of performance, even

though we would have expected best results by the L1 regularization in

this data-context, given the huge dimensionality of the feature set. Biologi-

cally this might be understood as the existence of a huge nonlinear relation

among several genes for many tumors, which make important contribution

of many features and penalize a simplified feature set provided by the L1

regularization.
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Figure 6.3: Performance expressed in terms of F1-score of the model: Encoder +

DNN vs DNN. Cells with X states there are no other similar tumors exploitable.

Figure 6.4: Performance expressed in terms of accuracy of the model: Encoder +

DNN vs DNN. Cells with X states there are no other similar tumors exploitable.
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Combined approaches among L1 and L2 regularization has not been tried

so far, and from previously researches [50], it is suggested that in p > n

contexts, Lasso selects at most n variables before saturates, because of the

nature of the convex optimization problem. This seems to be a limiting

feature for a variable selection method, and besides if there is a group of

variables among which the pairwise correlations are very high, then the Lasso

is inclined to select only one variable from the group without worrying on

which one.

6.3 Discussion

In general we assist to a concordance between the applications of the method

to the two studied classifiers (SVM and DNN). The Encoder + DNN model

with L1 regularization stands out as the best pipeline in four cases, differ-

ently from only the two cases observed for the Encoder + SVM model or

L2-regularized Encoder + DNN.

Tumors whose complexity is given by scarcity of samples (ESCA, READ)

had benefits by both our approaches. This enlightens the ability of our

framework in increasing classification performance in contexts with small

data availability.

Tumors whose complexity is not given by a poor number of samples,

but by intrinsic nonlinear relationships between genes still yield no benefits,

in particular LIHC and saved for one exception also HNSC and BLCA. A

singular case is given by BLCA, which is a tumor with a particular shape in

terms of both number of samples and class imbalance: it has in the order

of 400 samples, which makes it between the most represented tumors in

TCGA, but it has one of the lowest normal vs total sample ratio (4,4%

against an average 10% of all tumors). THCA and PAAD were unsuitable

to our classification tasks, due to the lack of similar coupled tumors in the

neighbour detection analyses.

For what regards the practical realization of these results, we have en-

countered some anomalies while training, that bad affect the results scores.

In Encoder + DNN some folds were particularly complex to train on and

this produced single outlier values in the performance distribution. This

happened in particular in LIHC, which is the lowest of our results. For

these reasons the previously presented scores represent a lower bound of

performance for the studied task.
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Chapter 7

Conclusions

In this work we have presented a Transfer Learning framework for the cancer

classification of gene expression samples. We have used the TCGA database

as our source of cancer datasets to work with and we have focused on the

cases which presented: a severe lack of training samples, class unbalance

(normal vs tumoral samples) and non-linearity relationship between the gene

expression patterns and the label.

Our pipeline is divided in the following phases:

1. First of all determines which tumor types are most suited for the pro-

cedure by calculating a similarity measure between the samples of the

general and target datasets

2. It then trains a neural network classifier using the selected set of cor-

related tumors

3. It transforms the samples of the target dataset using the first layers

of the general network

4. Finally, it trains a simple classifier (SVM or NN) with the feature-

reducted target dataset.

Our framework has good performance when the considered cancer clas-

sification problem has a small number of samples, as the reasoning using

larger datasets for similar tumors helps algorithms to correctly learn and

better generalize the trained model. On the other side, if the cancer classi-

fication is difficult due to intrinsic complexity, then transfer learning is not

always able to outperform standard results. In any case we have seen that

the adoption of L1 regularization in the Encoder + DNN can adequately

deal also with these difficult cases.



For what concerns future works or extensions, we will focus on the fol-

lowing aspects.

1. Use of feature selection to determine subsets of genes which most ef-

fectively allow solving specific gene classification problems.

2. Use of grid-search or random-search for selecting the structure of our

deep learning classifiers, that are currently selected through manual

search.

3. Improvement of similarity analysis, by integrating a pure data-driven

approach with information from available genomic and biological on-

tologies, which show similarities at an higher level of abstraction.

4. Application of transfer learning to more complex gene expression clas-

sification task, so as to use transfer learning where other methods

do not perform very well. In particular, a similar task with a lower

baseline performance is cancer stage prediction, consisting in under-

standing the spreading of cancer from gene expression datasets.

5. Application of transfer learning to different genomic data types, like

DNA methylation or Copy Number Variations, as transfer learning

has not been applied to them so far.
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