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Summary

Big data technology has a huge impact on people’s lives, which makes it im-

portant to use responsibly to avoid inequality and discrimination. Fairness,

diversity, transparency, and neutrality are the key properties of responsible

data analysis. In this work, we focus on fairness when hiring new employ-

ees to the company. We make our proposal of definition of fairness, the

proportion of the number of people of certain sensitive attributes (gender,

race) in the hiring department of the company should be the same as among

candidates applying to this department.

After admitting people to the company, we propose to check if there are

gender or race preferences when assigning the pay rate to employees.

This project tends to help companies to solve gender and racial pay gap.
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Chapter 1

Introduction

1.1 Motivation

The data revolution continues to affect every aspect of science, business, and

government. Due to the huge impact on our society, it is getting more and

more critical to understand that we must use the data responsibly and be

more careful with what algorithms we use to process it. The automated

decision making technological means have recently been reported to give a

biased result, discriminating by race or gender. This concerns search en-

gines, social networks, recommendation services, they are all accused to be

performing some type of bias. Bias may not only come from an algorithm

that reflects some kind of preferences of its designer, but also from the data

collection if the questionnaire contains biased questions.

There is a distinction between user bias (when different users receive differ-

ent information based on protected user attributes) and content bias (when

users receive information that has some type of bias). The first one is the

discrimination against users receiving the content and the second is bias

contained in the content delivered to users.

It is generally agreed that by sensitive (protected) attributes should be con-

sidered data of the users that is sensitive from privacy or bias perspective

[3]. According to several cases, by privacy could be meant the financial sit-

uation of the individual, security number, medical data, etc. From the bias

point of view – sex and race of the person, and so we assume in our project.

Big data technology has a huge impact on people’s lives nowadays, if not

used responsibly this technology may lead to inequality and discrimination.

We are obviously in need of some laws and ethical norms to regulate the



data management community. J. Stoyanovich and S. Abiteboul [7] have

come to several properties of responsible data analysis: fairness, diversity,

transparency and neutrality, that we will further see in details.

In this work, we focus on fairness. It is important to understand how we

define it because this will affect the target solution that we want to get.

We assume a hiring process for a job.

Recently, companies started to concern about the gender and race imbalance

in numbers among their employees in different departments, so they started

to force the balance deciding to fill the work spots in the way to have number

of employees in equal proportions according to gender and race. The prob-

lem is that looking at the population statistics sometimes it is impossible

to achieve. For example, in the IT department of some company there are

30% of women and 70% of men, so every time a spot is needed to be filled

in the department only women are considered to be hired to remove the

gender imbalance. Not hiring white men for the job if they are the majority

of applicants cannot be the right answer.

Big corporations arrange programs and seminars for girls at school to at-

tract them to some working areas that were stereotypically thought to be

masculine. This way when choosing their working track these girls will solve

the imbalance problem.

Another problem is that people doing the same job get paid differently, pay

rate gap (between men and women – gender pay gap, and between people

of different races – racial pay gap). Solving this problem will not only be

beneficial for our society but also the business, as it brings the culture of

trust, seeing that the employer cares about his employees, customers will

form a favorable view of the firm.

1.2 Contribution

In this work, we took a hiring process for a job to a company as the study

case. According to our definition of fairness, we have to save proportion of

number of people with certain sensitive attributes (gender or race) in the

company in the hiring department as it was among candidates when they

were applying to this department, meaning that we look at the percentage of

people of each gender and race in the hiring department and compare it with

the percentage among candidates applying to the department respectively.

After, we propose to check that the employer does not have any preferences

(gender, race) when assigning the salary to his employees, specifically that

the pay rate is not correlated to a person’s race or gender.
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To achieve this we propose using linear optimization problem for each de-

partment, and using Bayesian Networks to check the dependency between

attributes.

1.3 Structure of the thesis

First, we will give a brief review of responsible data analysis and what studies

are done in this area. The bias problem in decision-making algorithms and

how they were solved in other projects. Then we move to our vision of

fairness and make a proposal of a method that can be used to achieve this

goal. We make a suggestions concerning the implementation part. In the

last section, we conclude talking about further projects that can be done

based on this proposal.
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Chapter 2

State of art

2.1 Responsible Data Analysis

In recent years Big Data technologies have improved dramatically people’s

lives by accelerating scientific discoveries and innovations and also brought

changes to our society. In many cases, Big Data research involves sensitive

human data. This means that we should learn how to use this data carefully

and responsibly to continue taking advantage of this technology. According

to J. Stoyanovich and S. Abiteboul [7], responsible data analysis should

include properties as fairness, diversity, transparency, and neutrality.

By fairness is meant lack of bias. Insights gained from computations on

data can be biased, even if data was gathered automatically or processed

with algorithms. Data can also be biased if so was the questionnaire, or

the processing algorithm reflected religious, political, etc. preferences of its

developer. For better understanding the problem, let us see more precisely

some examples.

A big amount of the information we receive every day is produced online

from search engines, social network, e-shops and other. This information

influences our decisions and shapes our opinions of the view of the world.

Recently increasingly frequent accusations concerning bias were made to

online search engines. For example, Google’s algorithms appears to be sys-

tematically promoting information that is either false or slanted with some

biased opinion on subjects like climate change, homosexuality and abor-

tions [12]. Google’s autocomplete function priorities websites that declare

”the climate change is a hoax” or ”abortions are wrong”. Some politically



motivated third parties in US during the presidential elections of 2016 used

variety of techniques to trick the algorithm and higher up on Google’s search

ranking, this led to propaganda and misinformation. These manipulations

could have influenced the elections and the way people voted. Google is

also blamed for being sexist. According to the MIT Technology Review

[2], Google shows ads to men for high-paying jobs more frequently than to

women. Researchers from Carnegie Mellon University used a tool called

AdFisher to run experiments with simulated profiles of users. The tool was

used to evaluate the work of Ad Settings, a Web page Google created to

give users some control over the advertisements delivered to them. Ad-

Fisher created the fake users, half designed male, half female, and had them

visit several employment sites. When reviewing the ads that were shown

to the simulated users, A. Datta et al. concluded that the fake web users

believed by Google to be male job seekers were much likely to be shown ads

for high-paying jobs than to female seekers.

Another example of biased technology is face recognition cameras [6]. Some

cameras can poorly recognize black people’s faces or confuse them with go-

rillas. Recently Tesla was also accused of their camera’s ability to recognize

black people [1]. It was proved that Tesla driverless cars are better in rec-

ognizing pedestrians with light skin tones than darker.

As we see, the problem of understanding and addressing bias should be

highly prioritized for machine learning algorithms and data analysis. And

the first step to do so is to understand what we mean by fairness and bias,

these definitions have gone under-examined.

A. Friedler and C. Scheidegger [14] use the idea of task-dependent spaces

and define fairness, bias, and non-discrimination mathematically as func-

tions of transformations between those spaces. They view the fairness-aware

algorithm as mapping between spaces: take inputs from feature space and

return outputs in a decision space. The choice of associated metric to pre-

cisely define these spaces should be reconsidered for every case.

J. H. Hinnefeld and P. Cooman [5] differentiate sampling bias (when the

sampling process that generates data is not uniform across protected at-

tributes) and label bias (when there is a causal dependency between pro-

tected attributes and class label assigned to an individual that is not guaran-

teed by ground truth). They applied several metrics proposed by I. Zliobaite

[15] to identify each of the types. Zliobaite categorizes discrimination mea-

sures into: statistical tests, absolute measures, conditional measures and
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structural measures. Statistical tests are formal procedures to accept or re-

ject statistical hypothesis, as null hypothesis is typically taken that there

is no difference in the treatment of general and protected group. The test

checks what is the chance of observed difference between groups has occurred

by chance. If it is unlikely to happen then the null hypothesis is rejected

and bias is declared. This measure is typically applied in marketing, medical

trials and scientific research.

Absolute measures are used to catch the magnitude of differences in treat-

ment between two groups of people, which are determined by the protected

property (for example, one group is males, another group is females).

Conditional measures consider the difference in treatment between the groups

and try to explain it by other characteristics, recorded in the dataset, and

only the remaining differences are assumed to be discriminatory. For ex-

ample, difference in the acceptance rate in some university for natives and

foreigners can be explained by the difference of educational level. Fixing

a certain educational level and considering people with the same level of

education, then the remained unexplained difference in treatment should be

considered as bias.

Structural measures are aimed at quantifying direct discrimination. The

idea is to identify for each individual in the dataset whether he/she is dis-

criminated (with defined threshold) and then analyse how many people in

the dataset are affected.

Hinnefeld and Cooman performed several experiments to investigate the

performance of these fairness metrics. They conclude saying that some of

the given metrics are unable to distinguish between bias and legitimate im-

balance in the ground truth, and that there is no universal metric that can

be applicable, each case should be carefully studied separately.

Several papers differentiate group fairness (requires that different groups of

people should be treated the same on average) and individual fairness (indi-

viduals that are similar should be treated the same), they are both desirable,

but in practice it’s not always possible to optimize both at the same time,

in some cases it is not even mathematically impossible.

Certain definitions of fairness are inappropriate when they contradict with

common sense. For example, if we are building a model to predict the oc-

currence of breast cancer. Men and women have this disease at dramatically

different rates (men have it in less than 1% of cases), and the definition of

fairness here would be not applicable.

Another important property of responsible data analysis that is often over-
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looked is diversity. It is important in a range of contexts both from ethical

(to mitigate the risks of exclusion) and utilitarian point of view (to make

human-centered data-intensive methods more powerful) [9]. From the hir-

ing perspective, diversity gives the economic opportunity and leads to social

mobility for people with different demographic characteristics and educa-

tional and cultural backgrounds. Teams that include people with different

genders, races, and sexual orientations can also lead to higher productiv-

ity. Matchmaking online applications where users search for dating partners

would also become better with diversity since now a common issue in such

systems is that top-ranked results are very similar to each other and they

are not representing the user’s preferences. Poor diversity in search engines

and content recommendations leads to filter bubble effect (also known as

echo chambers) that can polarize public opinion, increase ideological divi-

sion, and weaken the democratic process.

A lack of diversity can have ethical and legal consequences, but in some

circumstances, diversity may not be desired, like if talking about questions

of known facts, here diverse opinions are not helpful.

Transparency is a property that is linked with the trust of users and is

especially important when algorithms and their decision-making tasks are

integrated into government processes. Users want to know what informa-

tion about them is recorded and how it will be used. Making the datasets

publicly available is not always the right choice, because much of this data is

sensitive and should not be directly shared since this will interfere with the

privacy of users [13]. Publicly available should be the summaries of statis-

tical properties that can help in the decision-making processes and preserve

users’ privacy. It is important to understand the given statistical properties

of the dataset, the methods used to produce them and in which context they

will further be used.

The last property of responsible data analysis is neutrality. Looking at

the ranking of Web search results, or new articles recommendations, it is

important to meet their relevance need first. However, this is commonly

violated by search engines. This may lead to data exclusion. Recently

a new form of neutrality appeared, device neutrality, a violation example

is when the smartphone blocks certain applications and favors others. App

stores like Apple Store and Google Play sometimes refuse to reference certain

services, because they intersect with their own services. However, to verify

this aspect of neutrality more research is needed, which is not easy to be

done because of the limited visibility into the company’s (Google, Apple)

8



ecosystem.

2.2 Selectivity problem

People search engines are getting more popular in recent years, this concerns

job recruiting, finding companionship and matchmaking.

A top-k ranking algorithm was proposed by M. Zehlike and F. Bonchi [11]

which is aiming at finding the most suitable way of ordering items matching

the query. They also took into consideration the fact of bias in a machine

learning model that produces lists. Zehlike et al. defines a biased system

as systematic discrimination against a certain group of individuals. The

ranking outcome is considered unfair if individuals from protected (sensi-

tive) group systematically are ranked lower than those of a general group.

Zehlike and Bonchi suggest having a minimum proportion of the people from

the protected group in a produced ranking, ranking group fairness criterion.

They also introduce an algorithm called FA*IR that produces a top-k rank-

ing, maximizing the utility and satisfying the ranked group fairness. The

algorithm takes as an input expected size of the ranking that is needed to be

returned, the key property (for example qualification of a person), indicator

if the variable is protected and the target minimum percentage of protected

items that should be in the result. The algorithm greedily gives the result

ranking with the minimum number of protected elements.

9
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Chapter 3

Preliminaries

3.1 Linear Programming

Linear Programming (LP) 1 is a mathematical modeling technique in which

a linear objective function is minimized or maximized when subjective to

different constraints. This technique is widely used in business planning,

industrial engineering, and social science.

The LP problem is an optimization problem, characterized by a linear ob-

jective function in decision variables, and by constraints described by linear

equations or inequalities. Formally, Linear Programming problem is defined

on x variables taking value in Rn and characterized by several properties:

1) the objective function c(x ) : Rn → R is linear, meaning that it satisfies

the relation c(0 ) = 0, c(αx + βy) = αc(x ) + βc(y), ∀x , y ∈ Rn ,∀α, β ∈ R

2) the feasible region is defined as a finite set of linear constraints of type

h(x ) = γ, and/or h(x ) ≤ γ, and/or h(x ) ≥ γ, where h(x ) : Rn → R is a lin-

ear function and γ ∈ R

LP can be expressed in canonical form,

where A is a real matrix m × n, b ∈ Rm , c and x ∈ Rn :

max cx

Ax ≤ b

x ≥ 0 .

It can also be represented in standard form:

min cx

1http://home.deib.polimi.it/malucell/didattica/appunti/3ENG.pdf



Ax = b

x ≥ 0 .

In geometric representation2 (Fig 3.1), the feasible region is a set of all

the points satisfying the constraints. It corresponds to the intersection of

finitely many half-spaces defined by the constraints. This set is a convex

polyhedron (or polytope). Objective function is a linear function defined on

this polyhedron. An LP algorithm finds a point in a polyhedron where this

function has the largest (or smallest) value. If this point exists then the

problem is feasible, else it is unfeasible.

Figure 3.1: A feasible region of a problem with three variables (convex polyhedron).

In this work, we suggest to have two databases and use Linear Programming

to define the minimum number of elements that should be added to the first

database to preserve the proportions among some attributes as in the second

one.

3.2 Bayesian Networks

Bayesian networks (BN) [8] [4] provide a representation for joint distri-

bution over a set of given attributes and given the structure catches the

conditional independence of a distribution. This makes it easier the domain

modeling. BN is a directed acyclic graph where each node represents a ran-

dom variable and edges represent a direct correlation between the variables.

The absence of an edge between variables means independence. Bayesian

network β has a component that describes the statistical relation between a

2https://en.wikipedia.org/wiki/Linear programming
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node and its parents, conditional probability distribution (CPD), which spec-

ifies the distribution over the values of an attribute Ai given any possible

assignment of its parents. Given the set of attributes A1,...,An then CPD

of each node describes Pβ(Ai|Parents(Ai))
The joint distribution of all nodes, P(A1, ..., An) is given by the product of

all conditional distributions P(A1, ..., An)=
∏n
i=1 P (Ai|Parents(Ai)).

Bayesian networks can be used to visually express causal relationships be-

tween nodes. If there exists a directed path from A1 to A2 (A1 → A2), then

it means that A1 has a potential influence on A2. This path is also called

causal path. The causal effect can be seen as the conditional distribution of

A2 given A1 restricted to causal paths.

As a simple example 3, a BN can represent the probabilistic relationships

between wet grass and what can cause this event: an active sprinkler and

rain. As shown in Fig. 3.2 , each attribute has two possible values True

T and False F. Rain directly affects the Sprinkler, since when it rains the

sprinkler is off.

Figure 3.2: Bayesian Network with conditional probability tables.

Inference over a Bayesian Network can be done to answer probabilistic

queries about the variables. Like, the probability that it is raining, given

that the grass is wet, is following:

P (Rain = T |GrassWet = T ) = P (GrassWet=T,Rain=T )
P (GrassWet=T ) =

=
∑

Sprinkler∈{T,F} P (GrassWet=T,Sprinkler,Rain=T )∑
Sprinkler,Rain∈{T,F} P (GrassWet=T,Sprinkler,Rain)

3https://en.wikipedia.org/wiki/Bayesian network
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In this work, Bayesian networks are suggested to be used to look at the

correlation between attributes and to detect an unwanted dependency.

14



Chapter 4

Methodology

In this work, we use the example of hiring for a job process taking into con-

sideration the problem of bias to propose an approach. Sensitive attributes

in this scenario are gender and race.

Our proposal of a method consists of two steps. At first, we define the pro-

portional equality as a core definition of fairness in this work.

We determine proportion of men and women in each department pgds and

proportion of each race in every department prds, where ds is the observed

dataset, G = {g0, g1} is a set of genders,R = {r0, ..., r4} is a set of races,

D = {dj} is a set of departments, Ndj is overall number of people in the

department j, j = 0, ..., n (n is number of departments)

pgds =
G=gi,D=dj

Ndj
(1)

prds =
R=ri,D=dj

Ndj
(2)

We represent proportional equality for each department as:

pgds1 = pgds2 (3)

prds1 = prds2 (4)

Meaning that the proportion of selected attribute (gender g or race r) for

each department in two datasets (ds1 and ds2) should be equal.

To ensure this property, we propose to define a Linear Programming prob-

lem for each department and each of the sensitive attributes. assuming that

we will add elements from the second dataset (ds2) to the first one (ds1).

The expected result of the LP problem is the target number of people of

each gender (or race) that should be present in the first dataset to pursue

proportional equality with the second one.

After adding the missing number of people to the first database ds1, we

propose using Bayesian networks in the second part of the method.



Having a graphical representation of the correlation between all attributes

of the dataset, unfairness can be seen as the causal path from sensitive group

to other non-protected group of attributes. In the hiring scenario, the un-

wanted dependency is between gender G or race R and income I . The

direct influence,G → I or R → I , will mean that some elements with the

same set of properties (like qualification, marital status, etc.) were treated

differently depending on their gender or race.

While indirect dependency like G → D → I or R → D → I , where D is a

set of departments, may be understood as fairness or unfairness, depending

on the case. It may just mean that people of some genders or races are more

likely to apply to some department.

The goal of this part of the method is to detect the unfairness, if present.

And move to the next step.

After detecting an unfairness, we make a small suggestion on how to remove

an unwanted dependency between attributes in a Bayesian network.

This problem can be seen as a structure-defining task. For learning the

structure we suggest using score-based approach. The most efficient and

accurate are the score-based algorithm that uses mutual information as part

of the structure selection algorithm.

Mutual information for two sets of attributes X and Y is defined as following:

MIP (X;Y ) =
∑

x,y P (x, y)log P (x,y)
P (x)P (y)

where P (x, y) is a joint distribution of X and Y and P (x),P (y) is their

marginal probability.

If variables are independent, then the mutual information is zero, else it is

positive. The stronger is the correlation between variables, the larger is MI.

Mutual information can also be equivalently defined with entropies:

MI(X;Y ) = H(X) − H(X|Y ) = H(Y ) − H(Y |X) = H(X) + H(Y ) −
H(X,Y ))

where H(X) and H(Y ) are marginal entropies of X and Y , H(X,Y ) is their

joint entropy, H(X|Y ) and H(Y |X) is their conditional entropies.

For the set of n variable Y1, ..., Yn MI is following:

MI(Y1, ..., Yn) =
∑n

i=1H(Yi)−H(Y1, ...Yn)

The idea is, to minimize the mutual information between selected attributes

16



to tend to their independence. For this purpose may be used an approach by

M. Babaie-Zadeh and C. Jutten to solve mutual information optimization

problem [10].

In future, more research is needed to be done concerning the solution of

problem of removing the unwanted dependency and its code implementation.
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Chapter 5

Suggestions on

implementation

Data science involves big amount of databases and statistics. The data is

usually unsorted and is needed to be pre-processed. This requires a lot of

computational power.

For the future implementation of a proposed method a programming tool is

needed.

The most popular programming languages for data analysis are R and

Python. They are both open-source languages and new libraries are added

continuously to the both catalogues.

R programming language 1 was developed in 1992 as a procedural language

that helps breaking down a programming task into several steps, proce-

dures, and subroutines. It is an advantage when building data models, since

it makes it easier to understand how complex operations are carried out.

However, performance and code readability are often a weak point of the

language.

Many open-source packages were developed for specific complex models to

avoid building them every time from scratch. R is associated with a good

quality reporting with support for clean visualizations and frameworks for

creating interactive web applications.

Python 2 was developed in 1989 as an object-oriented programming lan-

guage. This allows data scientists to execute tasks with better stability,

code readability, and modularity.

1https://www.r-project.org/
2https://www.python.org/



Data science is only a small part of a diverse Python ecosystem. This

language is also suitable for machine learning and deep learning. Popular

libraries like scikit-learn3, Keras 4, and TenzorFlow 5 which enables devel-

opers to have data models that plug directly into a production system.

Let us look closer at both languages regarding their usage in data pipeline:

Data Collection:

Python supports different kinds of data formats, including CSV (Comma-

separated values files that stores tabular data in plain text, where each record

is one or multiple fields separated by a comma) and JSON (JavaScript Ob-

ject Notation, lightweight format for transporting and storing data) taken

from the web . SQL tables can be imported directly into the code.

Python also have tools to create datasets. The Python requests library 6

allows to take data from different websites using a short piece of code sim-

plifying HTTP requests. Using Beautiful Soup library a developer can pull

data out of HTML and XML files and analyze it.

Data from Excel, CSV, and text files can be imported into R. Files that

were built in Minitab 7 (statistics package that automate calculations and

graph creation, allows data analysis) or SPSS (Statistical Package for the

Social Sciences is a software package used for statistical analysis) format can

also be converted into R data frames as well. R has a problem in grabbing

information from the web. To deal with it many data collection packages

were built recently, like Rvest8 which is used for data extraction (basic web

scraping) and magrittr9 that is used to clean and parse the data.

Data Exploration:

Python Pandas10 (the name is derived from ’Panel Data’ ) is an open source

library, easy to use in data analysis and in data structure. It can hold a large

amount of data and enables to filter, sort and display it within a short pe-

riod of time. Pandas provides dataframes as objects that can be defined and

redefined throughout the project. It easy to scan through the data and clean

up the data that makes no practical sense. Non-valid values can be cleaned

3https://scikit-learn.org/stable/
4https://keras.io/
5https://www.tensorflow.org/
6https://2.python-requests.org/en/master/
7https://www.minitab.com/en-us/
8https://cran.r-project.org/web/packages/rvest/
9https://cran.r-project.org/web/packages/magrittr/README.html

10https://pandas.pydata.org/
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by filling in non-valid values as NaN (Not a Number), that in numerical

analysis has a sense such as 0.

R has many options to explore large data sets, since this was the reason it

was initially built. R is able to use probability distributions and run dif-

ferent statistical tests. It also allows to use standard machine learning and

data mining techniques.

Basic R functionality includes the basics of analytics, statistical processing

and optimization, signal processing, and machine learning. For some more

difficult work, third-party libraries should be used.

Data Modeling:

In Python, numerical modeling analysis is done with Numpy11 (the name

stands for ’Numerical Python’ ). It is an open source module of Python that

allows to work with arrays and matrices. NumPy provides a multidimen-

sional array-computing functionalities. Scientific computing and calcula-

tions can be done with SciPy12 which is an open-source library used to pro-

vide many efficient numerical routines like integration, optimization, linear

algebra, and statistics. For the machine learning use, developer can access

learning algorithms with scikit-learn13. This library offers a user-friendly

interface that allows to tap all of the power of algorithms as classification,

regression, and clustering without many complexities.

In order to do a specific modeling in R, developer will have to rely on pack-

ages outside of the language’s functionality. There are many packages de-

signed for this purpose like Compoisson 14 (provides routines for density and

moments of Conway-Maxwell-Poisson distribution), Gendist15 (package for

Generated Probability Distribution models), and others.

Data Visualization:

Python has an interactive computational environment called IPython Note-

book, which includes code execution, mathematics, and plot. For plotting

Matplotlib library can be used. It generates basic graphs and charts from the

data set used in the code. More advanced graphs are designed using Plot.ly16

11https://numpy.org/
12https://www.scipy.org/scipylib/index.html
13https://scikit-learn.org/stable/
14https://cran.r-project.org/web/packages/compoisson/compoisson.pdf
15https://cran.r-project.org/web/packages/gendist/gendist.pdf
16https://plot.ly/
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library, which uses its intuitive Python API o get graphs and dashboards.

Another useful library for graphical representation is Graphviz 17 (name

short for ’graph visualisation tool’ ). It is a library that provides an interface

for graph-drawing. The tool has several features for the graph, like different

options for colours and fonts, line styles and custom shapes.

The nbconvert tool allows converting IPython notebook file into different

formats, like HTML, Latex, and Python script. For example, this can help

to embed some code into interactive websites.

R was initially built do statistical analysis and demonstrate the results. It is

suited for scientific visualization with many packages for graphical represen-

tation of result. The base graphics module allows to make basic charts and

plots from the data. The result can be saved into image formats like JPG,

or as a PDF file. For more advanced plots ggplot2 18 is used. For example,

it can build a complex scatter plots with regression lines.

In conclusion of this part, Python is a more powerful and versatile language

that a developer can use for different tasks in computer science. On other

hand, R was specifically designed for data analysis. Looking beyond, we

see this work more as a software engineering project, so we suggest using

Python for the code implementation.

We also present a list of several specific libraries, that can be used to code

the proposed method:

Numpy and Pandas can be used to with arrays, matrices, and datasets.

Pandas gives opportunity to read and write data between in-memory data

structures ad different formats, among which there is CSV. For example,

the developer can import CSV files of datasets as dataframe for further pro-

cessing. Pandas also allows SQL-like functions for filtering and sorting rows

according to conditions.

pyAgrum 19 is a Python wrapper for the C++ aGrUM library. Can be

used to create, model, learn and calculate Bayesian Networks and other

graphical models. The library provides a high-level interface that allows to

work with BNs.

In this scenario, the library can be used in order to learn the Bayesian Net-

works from given datasets.

17https://www.graphviz.org/
18https://cran.r-project.org/web/packages/ggplot2/index.html
19https://pyagrum.readthedocs.io/
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pyAgrum requires a Graphviz library for the graphical representation.

Pulp20 is a linear programming framework in Python. It allows to express

Linear Programming and Integer Programming models in a way similar

to the conventional mathematical notation and gives the solution. In this

project, the tool can be used to model and solve LP problem for each de-

partment.

20https://pythonhosted.org/PuLP/
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Chapter 6

Suggestions on Data

Collection

Taking the hiring scenario is as a study case, several datasets from different

sources can be taken.

When choosing a dataset, we advise to pay attention to the presence of gen-

eral and sensitive attributes. In this case, it would be income and gender

or race respectfully.

One of the popular sources to find free datasets is Kaggle1. It is an on-

line community that hosts machine learning competitions. Datasets are

externally-contributed to the website. The data can downloaded after the

registration to Kaggle.

One of suitable datasets can be a dataset obtained from Kaggle 2 . Origi-

nally this is a dataset with synthetic data created by Dr. C. Patalano for

students’ training in Human Resources and learning data visualization tech-

niques.

In this project, it can represent the fictitious hiring company.

A suitable dataset can also be obtained from U.S.Census bureau 3, that pro-

vides economic and statistic analysis about the population in United States

of America.

In this case, the dataset of the population could represent the candidates

applying to the company.

1https://www.kaggle.com
2https://www.kaggle.com/rhuebner/human-resources-data-set
3https://www.census.gov/



Another possibility to use this dataset, and exclude the first one, is to sepa-

rate it into two independent databases, where one will represent the hiring

company and the other one the candidates.

Both datasets contain attributes as Age, Sex, Marital Status, Race, Pay

Rate, Department that may be significant in this work.

Other source for data collection can be a real head hunter website. Many of

these websites provide an API to get the information. A Python library can

be used to establish the connection with the website and to grab the data,

using which a dataset of candidates can be formed.

One of the most popular sources to get data is UCI Machine Learning Repos-

itory, where we tend to find a dataset for our purposes. It is one of the oldest

websites providing datasets. The majority of data is clean and ready for to

be used. The data can be downloaded directly from the UCI Machine Learn-

ing repository without registration.

Data.world is a user-driven data collection website, where a developer can

copy, analyze, and download datasets. The site also allows to upload own

data and use it to collaborate with other users.

Data.gov is an website with datasets from a variety of US government

agencies. Data may range from government budgets to school performance

scores.
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Chapter 7

Conclusion and future work

In this work, we discussed the importance of using data responsibly. We have

seen in detail the main properties of responsible data analysis and examples

of their violations in technologies nowadays. We presented our definition of

fairness in datasets and introduced a proposal of a method that applies the

proportional equality in two datasets among sensitive attributes and uses

Bayesian networks to check the causal path from the protected to general

group of attributes.

We took the hiring process as an example for better understanding the ap-

proach.

Given the basic idea of fairness, this work may be extended into bigger

projects.

The first project could be implementing the method using proposed Python

libraries. Having an efficient code of the method would a basis for any fur-

ther research.

the next step would be considering a more realistic scenario, when not only

adding (hiring) elements from one dataset to another to pursue the propor-

tional equality, but also the subtracting (firing) process as well.

What’s more, in future work may be suggested a different way to remove

the unwanted dependency between attributes in the Bayesian network.

Given proposal is a basic start to give an idea how to help companies to

solve the hiring ethical issues that may appear and draw their attention to

the pay rate unfairness if it arises.

In conclusion, there is no universal measurement to detect unfairness, that

is why it is important to choose an appropriate definition of fairness for



each specific case and always keep human in the loop as the paradigm of

responsible data analysis.
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