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Abstract

The relationship between gene coexpression and chromatin conformation is of great biolog-
ical interest. Thanks to high-throughput chromosome conformation capture technologies
(Hi-C), researchers are gaining insights on the tri-dimensional organization of the genome.
Given the high complexity of Hi-C data and the di�cult de�nition of gene coexpression
networks, the development of proper computational tools to investigate such relationship
is rapidly gaining the interest of the research community. One of the most fascinating
questions in this context is how chromatin topology correlates with coexpression pro�les
of genes and which physical interaction patterns are most predictive of coexpression rela-
tionships.

To address these questions, we developed a computational framework for the predic-
tion of coexpression networks from chromatin conformation data. We �rst de�ne a gene
chromatin interaction network of genes which are in close 3D spatial proximity; then we
apply two graph embedding techniques to extract a low-dimensional vector representation
of each gene from the interaction network; �nally, we train a classi�er on pairs of gene
embeddings to predict if they are coexpressed.

Both graph embedding techniques outperform previous methods based on manually
designed topological features, highlighting the need for more advanced strategies to encode
chromatin information. We also establish that the most recent technique, based on random
walks, is superior.

Overall, our results demonstrate that chromatin conformation and gene regulation
share a non-linear relationship and that gene topological embeddings encode relevant
information, which could be used for downstream analysis.
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Sommario

La relazione tra l’espressione genica e la conformazione della cromatina �e un tema di grande
interesse biologico. Tecnologie di high-throughput chromosome conformation capture (Hi-
C), stanno contribuendo a comprendere l’organizzazione tridimensionale del genoma. Data
l’elevata complessit�a dei dati provenienti da esperimenti di Hi-C e la di�colt�a nel de�nire
reti di coespressione genica, sta crescendo rapidamente l’interesse della comunit�a scienti�ca
per lo sviluppo di accurati metodi computazionali in grado di esplorare questa relazione.
Uno dei pi�u a�ascinanti interrogativi in questo contesto �e come la topologia della cromatina
sia correlata con i pro�li di coespressione dei geni e quali pattern di interazione �sica siano
pi�u accurati nella predizione della coespressione.

Per rispondere a queste domande abbiamo sviluppato una strategia computazionale
per predire le connessioni di reti di coespressione a partire da dati sulla conformazione
della cromatina. Abbiamo prima de�nito una rete genica di interazione cromatinica in cui
geni sono connessi se sono �sicamente vicini nello spazio tridimensionale; successivamente,
abbiamo applicato due tecniche di graph embedding per estrarre per ogni gene, dalla rete
di interazioni, una rappresentazione vettoriale a bassa dimensionalit�a; in�ne abbiamo al-
lenato un classi�catore per predire, a partire da una coppia di gene embedding, se i due
geni sono coespressi.

Entrambi i metodi di graph embedding mostrano un’accuratezza superiore a quella di
metodi basati su caratteristiche topologiche della rete de�nite manualmente, evidenziando
la necessit�a di tecniche pi�u avanzate per codi�care l’informazione sulla struttura della
cromatina. �E stata anche dimostrata, in questo ambito, la superiorit�a del metodo pi�u
recente, basato su random walk.

Complessivamente, i nostri risultati dimostrano che la conformazione della cromatina
e la regolazione genica sono connessi da una relazione non lineare e che gene embedding
basati sulla topologia della cromatina sono in grado di incorporare informazione signi�ca-
tiva, che pu�o essere utilizzata per analisi pi�u speci�che.
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Chapter 1

Introduction

A true thing, poorly expressed, is a lie.
| Stephen Fry

The human genome counts approximately more than 20.000 protein-coding genes ([29,
30]) and their exact number is still unknown ([114]). The availability of gene expression
pro�ling technologies like DNA microarrays and RNA sequencing ([43]) enables massive
studies of gene expression patterns across tissues and clinical conditions. In this context,
the study of gene co-expression networks plays a role of major interest.

Co-expression between two genes can indicate a functional relation, the belonging to
a shared transcriptional regulatory program or their participation in the same pathway
([127]). The analysis of co-expression networks has been successfully used to determine
gene-disease associations ([134]) or gene modules associated with a phenotype of interest
([69, 145, 26, 99, 156]). Co-expression networks can be inferred from expression pro�ling
data using several methods ([154]), ranging from Pearson correlation ([127, 72, 2]) to
entropy measurements ([20]).

A relevant issue in structural biology is understanding the relationship between gene
co-expression and the spatial con�guration of the genome ([35]). Chromosome confor-
mation capture (3C) technologies, especially high-throughput chromosome conformation
capture (Hi-C) ([80]), are used to reconstruct the high level three-dimensional architecture
of the genome. The human genome reveals a hierarchical structure ([80, 130]); a striking
property of genome folding is the existence of sub-megabase regions of strong self interac-
tions, which were called Topologically Associating Domains (TADs) ([39]). Initial studies
about TADs revealed that genes belonging to the same domain show similar expression
patterns ([39, 57]). Another hallmark of genome organization are loops, de�ned as points
of signi�cantly strong interaction in the Hi-C contact matrix, which have been associated
with the presence of CTCF binding sites ([109]).

Recent works highlighted the need for integrating gene expression and chromatin con-
formation to study gene activity ([37, 4, 70]) showing how gene activity tends to cluster
in cis- and trans-regulatory domains. Therefore, computational tools for the joint study
of genome conformation and gene expression are rapidly gaining the interest of the re-
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1. Introduction

search community ([159, 133]). Both the gene chromatin and co-expression networks can
be represented by graphs, having genes as nodes and the relationships between genes as
edges, weighted either by the strength of physical interaction or by expression correla-
tion. Topological features of each node are modeled by means of features, callednode
embeddings.

In this work we explore the relationship between chromatin conformation and gene
expression using a predictive modeling approach. This enables us to study which feature
embedding strategies are best suited for encoding chromatin topology information and
to what extent they are able to infer co-expression relations between genes. Speci�cally,
we predict co-expression between two genes from the physical set of interactions derived
from an Hi-C experiment. Previous work addressed this problem by computing a set of
prede�ned measures for each gene/node in the Hi-C network to be used as input of the
classi�er ([4]); this strategy assures full transparency of the studied topological features,
but it hardly captures network topologies and node similarities. We instead explore the
use of representation learning ([13]) for embedding the topological features of genes. Rep-
resentation learning on graphs ([62]) is a rapidly emerging trend in machine learning,
recently applied in biology to many network inference tasks ([97, 153, 41, 33, 151]). In
our work, the features of the nodes are learned by solving an optimization problem, which
de�nes the embedding strategy of the physical interaction network extracted from Hi-C
data. Therefore, the proper choice of the optimization method is critical.

We compare two di�erent node embedding strategies. The �rst method is based on
matrix factorization, while the second one exploits a random walk procedure to �nd similar
embeddings for genes in the same neighborhood ([60]). We then use the learned embed-
dings to train a non-linear classi�er, based on Random Forest ([15]), and compare the
performances between the two embedding strategies and against a set of baselines. Our
results show that both our embedding methods outperform previous approaches, high-
lighting the need for more complex gene topological representations. Results are validated
with a holdout dataset. Automatic learning of genomic features can therefore unravel
latent relationships between chromatin organization and gene expression and the learned
representations have the potential to be used for downstream analyses.
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Chapter 2

Background

2.1 Basics of genomics

2.1.1 Genes and proteins

The term gene was coined at the very beginning of the twentieth century. While the
concept was �rst described by Gregor Mender in the mid-1800s, in 1909, the botanist
Wilhelm Ludvig Johannsen used the term for the �rst time to de�ne the discrete unit of
information that is transferred from a generation of organisms to the next one. However,
the gene was still an abstract concept, and little was known about what it was and how
it operated.

In 1944 Oswald Avery, together with Colin MacLeod and Maclyn McCarty, identi�ed
the DNA , among other candidates, like proteins, RNA and lipids, as the molecule re-
sponsible for carrying the hereditary information [3]. DNA is a nucleic acid, the biggest
molecule in the cell. Nucleic acids are constituted of long sequences ofnucleotides . The
components of a nucleotide are: a molecule of sugar with 5 carbon atoms, to which one
phosphate group and one nitrogenous based are linked.

DNA stands for Deoxyribonucleic acid, whose structure consists of two strands of
nucleotides twisted around each other to form a double-stranded helix. The two strands
have opposite directions and, therefore, are said to be antiparallel. The sugar in DNA is
the deoxyribose and its chain, alternated with the phosphate group, constitutes the so-
called backbone (Figure 2.1). Thenitrogenous base is a very important component of a
nucleotide, because it is the element that retains information inside the genetic material.
The four bases of DNA are Adenine (A), Cytosine (C), Guanine (G) and Thymine (T).
They are divided into Purines (Adenine and Guanine) and Pyrimidines (Cytosine and
Thymine).

The bases of a strand are paired with the bases of the other one, with the constraint
that an A can pair only with a T, and a C can pair only with a G. Despite the alphabet of
only four bases, the sequence of human DNA has a length of around 3 billion base pairs,
allowing the storage of a huge amount of information.
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2. Background

Figure 2.1: The microscopical structure of DNA. P is the phosphate group; D is the deoxyribose;
A, C, G and T are, respectively, Adenine, Cytosine, Guanine and Thymine.

The central dogma of molecular biology

In the years around the publication of Avery's article, the understanding of the e�ect
of a set of molecules calledproteins to the characteristics of an organism was growing.
However, it was not clear how the DNA could in
uence the production and action of the
proteins.

Proteins are the molecules crucial for the life of the cell, because they are responsible
for the most various roles: structural, transport of information, transport and storage of
other molecules and defense. Studies revealed that the role of a gene is to encode the
information to build a protein. The information is not transferred directly, though: the
DNA of a gene istranscribed into a molecule of RNA and it is then translated into a
protein, as depicted in Figure 2.2.

Francis Crick called this 
ow of information "the central dogma of molecular biology".
The name has been often debated, because while the termdogma refers to an unques-
tionable concept, the direction of the 
ow from DNA to proteins is subject to many
exceptions. For example, retroviruses are able to generate double-stranded complemen-
tary DNA (cDNA) from a single-stranded RNA molecule, which is then injected into the
DNA of the host. Moreover, in terms of information, some proteins have an active role
in regulating the activation or repression of genes, transferring information back to the
source.

The three-domain system

Since the genes and their functioning can di�er between organisms, it is important to
distinguish between the three domains used to classify all the living entities: Archea,
Bacteria and Eukarya. The former two domains share many characteristics, thus, they
are often grouped into theProkaryota superdomain.

Prokaryotes are unicellular organism with the DNA molecule not clearly separated from
the rest of the cellular matter. This area is called nucleoid. Bacterial DNA is structured as
a single, cyclic, double-stranded molecule, while archeabacteria have linear chromosomes.

Eukaryotes, on the other hand, are bigger, more structured and contain various or-
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1. Basics of genomics

Figure 2.2: A simpli�ed description of the 
ow of information from a gene to a protein.

ganelles, such as mitochondria, chloroplasts, Golgi apparatus and endoplasmatic reticuli.
The genetic material is organized into multiple, linear chromosomes and it is enclosed in
a nuclear envelope. This area containing the genetic material is callednucleus . Human
cells belong to the domain of eukaryotes.

Transcription

During the �rst step for the generation of a protein, the DNA of a gene is transcribed by
an enzyme, called RNA Polymerase, into a molecule of messenger RNA (mRNA).RNA
stands for Ribonucleic acid, a single stranded molecule with a similar composition to the
DNA.

The most important di�erences between RNA and DNA are:

� it has the Uracyl (U) base instead of the Thymine. Uracyl is a Pyrimidine;

� it has a ribose instead of a deoxyribose as sugar;

� it always exists as a single chain, with the bases interacting in complex tri-dimensional
structures;

In eukaryotes, before the start of the transcription, a bond is formed between three types
of RNA Polymerase and a DNA sequence calledpromoter , which is usually not distant
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2. Background

Figure 2.3: The structure of a transcription factory.

from the region to be transcribed. The bond is aided by the action of proteins called
transcription factors (TF), which are extremely important for the regulation of the
gene expression. The bond causes the double helix to loosen and the RNA Polymerase
starts to synthesize the RNA complementarily to the sequence of DNA it encounters.
When the enzyme arrives at the termination sequence, the proteins detach and the RNA
is transported out of the nucleus. Some of the genes have sequences for the control of the
transcription which are positioned relatively far from the gene itself, calledenhancers .

Interestingly, the transcription process of most active genes is not constant, but takes
place in rare bursts [74].

Many organisms present clusters of the proteins responsible for the synthesis of RNA
inside the nucleus (RNA Polymerase, Transcription Factors and others) calledtranscrip-
tion factories and shown in Figure 2.3. Their existence may be explained as a way to
increase the e�ciency of the transcription process, having all the required proteins in the
same place.

Translation

The second step is the translation from mRNA into protein. There are multiple types
of RNA, and mRNA is one of them. Since a molecule of mRNA is smaller with respect
to the whole DNA, it is able to exit the nucleus and reach the ribosomes, which are the
complexes responsible for its translation into proteins. This process is called translation
because the alphabet of RNA encoded by the nucleotides is translated into a completely
di�erent one, made of molecules called amino acids. A triplet of nucleotides (i.e. acodon )
encode for anamino acid , with some exceptions: 1 triplet (AUG) is the start codon of
the protein synthesis, while 3 triplets (UAA, UAG and UGA) are the stop codons. When
one of the latters is encountered by the ribosome, the process of translation is interrupted
and the protein in released.
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1. Basics of genomics

A ribosome is a complex macromolecule composed by subunits of ribosomal RNA
(rRNA) and proteins. They have a central role in the translation process because they
properly orient the mRNA and the tRNA molecules, allowing them to interact. tRNAs,
which stand for RNA transfers, are molecule responsible for carrying the amino acids and
bringing them to the ribosome. To allow the attachment of the right amino acid given
a triplet of nucleotides, every tRNA has an anticodon sequence, complementary to the
codon it encodes.

The sequence of amino acids in
uences the three-dimensional shape of the protein,
which is the main factor to determine its function.

2.1.2 Gene regulation

From genetics to genomics

The genotype is the set of genetic information of an organism, which determines its phys-
ical, developmental and behavioral characteristics. These characteristics are represented
by the phenotype .

The mutation of a gene can have a direct e�ect of the phenotype, causing, for instance,
a disease. However, phenotype alterations caused by a single gene (called Mendelian traits)
are rare. Phenotypic traits controlled by more than one gene are called polygenic traits.

This complex relationship lead from the study of genes individually, calledgenetics ,
to the genomics , that studies the genome in its entirety. The genome of an organism
is its complete genetic material, including not only protein-coding genes, but also non-
protein-coding genes, regulatory genes and other sequences.

Regulation and transcription factors

Gene expression is a fundamental element in shaping the characteristics of a cell. Tran-
scription factors are proteins that are able to bind to the DNA a regulate the induction
or repression of one or multiple genes. The same TF can simultaneously induce some
genes and repress others, resulting in a set of genes functionally related (positively or
negatively) and co-regulated. This set of genes is calledtranscription program [107]
and can sometimes span over hundreds of them.

External signals can trigger a transcriptional response, which, in turn, triggers multiple
transcription programs through the same TF or TF combinations. Programs induced
by the same signal may be regulated di�erently, with a mechanism not yet completely
clear. Some transcription programs are consitutive, meaning that they are always active.
Furthermore, most programs involve genes whose function is not trivially related to the
program's purpose. For this reason, the genes in a transcription program can be classi�ed
into e�ector genes, which are the ones directly related to it, andaccessorygenes, which
ha a role of support for the e�ector genes.

Since a TF can simultaneously induce a gene and repress another, a transcription
program can include both induced and repressed genes, e.g., because they have opposite
in
uence over the needed e�ect.
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2. Background

For instance, gene silencing can be caused by Polycomb group (PcG) proteins. PcG
proteins are able to form complexes called Polycomb bodies that are able to silence more
than one gene at the same time [120] and have a crucial role for the establishment of
transcription programs. For instance, PcG bodies are associated to the silencing of some
developmental pathways. In this way, genes belonging to the same pathway are targeted
by the same shared PcG body.

Similarly to Polycomb bodies, the same transcription factory can transcribe more
than one gene at the same time, even belonging to di�erent chromosomes, suggesting
that co-regulated genes may spatially migrate to preassembled transcription sites in a
synchronous manner [100, 101]. This process suggests that some co-localized genes in the
tri-dimensional space may show patterns of co-regulation.

2.1.3 Gene expression: the RNA-Seq technology

DNA microarrays

DNA microarrays [19, 148] are a class of technologies that allows to measure the level
of expression of the genes in a cells sample.

They work by having a library of speci�c fragments of DNA with known sequence,
orderly arranged on a 2-D surface and attached to it. Same sequences are placed on the
same area (called spot or feature) of the array and di�erent sequences are in di�erent areas.
The mRNA molecules of the samples are extracted from the cell, converted into cDNA
through reverse transcriptase and labeled with a 
uorescent dye. These molecules, called
targets, bind to the complementary molecules of DNA (probes) of the library through
hybridization. cDNA is double stranded, therefore, to allow the hybridization, most of
the fragments are converted into single strand by heat or alkali [42]. cDNA molecules
are not the optimal probe, because it is di�cult to render all the cDNA molecules as
single stranded. Using short sequences such as oligonucleotides, i.e. chains of 20 to 80
nucleotides, gives a more e�cient hybridization but with a decrease in speci�city. The
level of 
uorescence in a spot of the array is directly proportional to the abundance of the
corresponding RNA transcripts in the sample.

A DNA microarray experiment is usually performed on two di�erent samples, labeled
with two di�erent dyes to estimate the variation in expression between them. One is a
sample of interest, e.g. cancer cell, and the other one is a reference sample, e.g. normal
cell. In each spot of the microarray, the prevalence of one color reveals a higher gene
expression for the corresponding sample (Figure 2.4).

RNA-Seq

The last decade has seen the rise and di�usion of a new group of technologies, called
Next Generation Sequencing (NGS), which is able to perform sequencing of DNA
with massive parallelism.

NGS techniques, such asRNA-Seq [139], directly identify the cDNA sequences, which
are obtained from the RNA transcripts by retrotranscription, similarly to the microarray

8



1. Basics of genomics

Figure 2.4: The DNA Microarray experiment protocol.

case. One of the di�erence in the procedure is that RNA is fragmented into segments
of 50-500 base pairs before or after retrotranscription, and then the cDNA is labeled
with adaptors on one or both the ends of the fragments. The role of the adaptors can
vary depending on the speci�c technology and they are composed of di�erent elements,
each with a speci�c function. An adaptor is required to perform clonal ampli�cation and
generate multiple identical molecules and to initiate the sequencing reaction. There are
other optional roles, such as labeling the sample which the molecule comes from.

The fragments are then sequenced and either:

� aligned to a reference genome. The results may vary depending on the aligner used,
because the reads will not match perfectly. There are precise aligners that require
substantial computing resources and faster aligner but less accurate. The choice of
how many mismatches between a read and the reference are allowed is very important
for the �nal result.

� assembledde novofrom the reads. It has the advantage of not requiring a reference
genome, but the computational demand is extremely higher. It is also useful to elim-
inate the e�ects of genetic variations between samples from two di�erent organisms.

The typical process of an RNA-Seq experiment is shown in Figure 2.5.
The following step is to count the number of reads mapped to a gene to quantify its

expression level and to normalize them. The most used normalization methods for RNA-
Seq are Reads Per Kilobase per Million mapped reads (RPKM), Fragments Per Kilobase
per Million mapped reads (FPKM), Transcripts Per Million (TPM) and Trimmed Mean
of M-values (TMM). For an extensive description and comparison refer to [38, 28].

The percentage of transcripts considered in the analysis is calledcoverage. If the
coverage is high we may be able to capture transcripts that are rarely present, but this
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2. Background

requires a higher sequencingdepth, which is the number of reads examined, and thus
higher costs.

The larger the transcriptome analyzed, the more probable is to obtain reads that align
to multiple locations or genes. The choice of how to handle multi-reads is important,
because di�erent methods have di�erent biases. Ignoring them would waste information
crucial for an accurate quanti�cation of gene expression. TheRSEM (RNA-Seq by Ex-
pectation Maximization) method [75] is able to to quantify multi-reads. It does not need
a reference genome, but only a set of transcript sequences. This allows to perform faster
analyses and to analyze species for which only the transcriptome, and not the genome,
has been characterized. RSEM uses the Expectation Maximization algorithm based on
di�erent models depending on the protocol used to generate the RNA-Seq data. The ad-
vantage over the RPKM and FPKM measures is that RSEM counts are independent on
the mean expressed transcript length, allowing fairer comparisons across samples [76].

Figure 2.5: RNA-Seq pipeline

Comparison

Given the steady decrease in cost and its advantages over DNA microarray technology,
RNA-Seq is becoming increasingly popular for gene expression analysis.

Thanks to the de novo assembling techniques for RNA-Seq, we are not limited to known
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1. Basics of genomics

genomic sequences, which is, in turn, required for the microarray library preparation. This
means that it is possible to perform the measurement even for organisms for which the
genome has not been sequenced yet.

The 
uorescence technology in microarrays has a certain dynamic range of detection for
either low signals, which gets indistinguishable from background noise, and high signals,
for which a saturation level is reached. RNA-Seq is not a�ected by this limit and has a
large dynamic range.

RNA-Seq has been proven to be more accurate through validation analyses using quan-
titative PCR and proteomics methods [50], despite requiring relatively less amount of
RNA.

Reproducibility has always been an issue in microarray experiments. RNA-Seq, on the
other hand, has shown high reproducibility [86] and low discrepancy between technical
replicates. This doesn't mean that RNA-Seq is devoid of any bias, but that the biases are
consistent among di�erent experiments.

Finally, RNA-Seq is more 
exible, because a single experiment can detect non-coding
RNA, exon junctions, single nucleotide polymorphisms and fusion genes, while microarrays
can detect the latter three, but the arrays must be speci�cally designed for each single
task. Furthermore, the lower 
exibility in microarrays cause to periodically change the
libraries to account for updates in the sequences.

RNA-Seq is a more recent technology, but despite its advantages over microarrays,
there are still many challenges to be overcome, among which: in cDNA synthesis, frag-
mentation and addiction of adaptors are a complex process; non-abundant transcripts
require deep coverage and hence high costs.

2.1.4 The role of chromatin

The information contained in the DNA contributes to de�ne the development and char-
acteristics of the organism. In eukaryotes, the DNA aggregates into structures called
chromosomes . In particular, human somatic cells have 23 pairs of chromosomes. During
cell replication, the chromosomes are copied into two identical units called chromatids and
are joined at the centromere, forming the well known X shape. During the rest of the cell
cycle, the DNA molecule is less compacted but still coiled into high-order structures that
are known to be important in the regulation of the expression of the genes into proteins.

The genes are said to be activated (or induced) when the process of transcription and
translation is being carried on and the corresponding proteins are being produced. If
the proteins associated to a gene are not signi�cantly produced, the gene is said to be
suppressed.

Genes cover only a small part of the DNA sequence, around 2%, while the rest is
non-coding DNA. Its role was initially unclear. In fact, in the 1970s, it was called "Junk
DNA", but with the time, more and more of its regions are being identi�ed as critical for
gene expression regulation, because they contain sequences that, for instance, when bound
by proteins such as the transcription factors (TFs), regulate the activation or suppression
of the related genes.
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Figure 2.6: The full structure of DNA, from the nucleotide bases to the aggregation into chromatin.

The structure of chromatin

The DNA is coiled around the nucleosomes , that help to neatly package the DNA from
around to 2 meters of length down to around 5µm. A nucleosome consists of eight
proteins called histones . The DNA is bound to other proteins and the generic complex
DNA-proteins is called chromatin . Figure 2.6 shows the full structure of DNA.

The complexity of analyzing the chromatin structure stems from the many di�erent
scales, all of them crucial to understaing its mechanisms, from the microscopic aspects, like
the single chemical modi�cations of histones or the regions of DNA wrapped around the
nucleosomes, to relatively macroscopic aspects, like the positioning of chromatin regions
inside the nucleus.

Chromatin organization is in
uenced by possible covalent modi�cations to the histone
proteins that constitute the nucleosomes. There are two types ofhistone modi�cations ,
histone acetylation and histone methylation. Histone acetylation can be usually found
around the beginning of genes [81] and it is considered to be associated with transcription
activation, while deacetylation is associated with transcription repression [53].

The intergenic regions that usually contain promoters and transcription starting
sites (TSS) are less likely to be coiled around nucleosomes with respect to the transcribed
regions related to those promoters (Figure 2.7). These regions are callednucleosome-free
regions (NFR) [152]. During the phase in which the cell is not replicating (interphase),
part of the chromatin is decondensed and accessible by the molecules responsible for the
transcription. This state of the chromatin is called euchromatin . In the meantime,
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Figure 2.7: Nucleosomes and nucleosome-free regions (NFR).

the rest of the chromatin is tightly condensed (heterochromatin ) and inactive. It is
possible to distinguish between constitutive heterochromatin, which is condensed in every
moment of the cell cycle and is formed by non-coding repeated sequences, and facultative
heterochromatin, whose level of packaging varies according to the cell activity.

Chromatin conformation and transcription

The association between chromatin and transcription regulation has been shown in many
studies, but the actual biological processes and the casual relationship between them is
under investigation and it is still highly debated. The uncertainty on whether the chro-
matin organization is a cause or a consequence of transcription highlights the remarkable
complexity of the mechanisms underlying the chromatin structure and gene regulation.

The complexity of the chromatin organization is re
ected in its relationship with tran-
scription. On a small scale, of the order of kilobases and megabases, the chromatin forms
loops that bring enhancers spatially close to the promoter of its target gene, that are then
regulated through the binding of a shared transcription factor. Interestingly, the bending
of the chromatin can help bringing close to each other not only enhancers and promoters,
but also the promoters of distinct expressed genes [77, 115].

Recently, high-resolution Hi-C experiments revealed the existence ofTopologically
Associated Domains (TADs). TADs are regions characterized by a high frequency of
genomic interactions, while the number of interactions with neighboring regions is low. It
has been shown that genes belonging to the same TAD tend to be more coregulated.

TADs can in
uence transcription in three ways [135]:

� they may prevent an enhancer to interact with promoters belonging to a di�erent
TAD, thus in
uencing the range of its regulatory activity;

� they can favor the interaction between enhancers and promoters which are not dis-
tant between each other;

� they can prevent the spreading of euchromatin outside the TAD boundary into
neighboring heterochromatin, and vice versa;

However, as previously mentioned, the causal relationship between TADs and gene regu-
lation has not yet established as evidence suggests the possibility of transcription a�ecting
the formation of TADs. For instance, it has been shown that in Drosophila melanogaster,

13



2. Background

inhibiting transcription initiation leads to a decrease in the separation between TAD
boundaries and an increase of interaction between neighboring TADs.

Finally, on larger scale, there is a relationship between transcription and the positioning
of genes inside the nucleus. Larger, gene-poorer chromosomes tend to reside around the
nuclear periphery, while smaller, gene-richer ones are located in the nuclear interior [31].
Originally, the outer area of the nucleus was considered to contain almost exclusively

Figure 2.8: The Chromosome Conformation Capture techniques

repressed genes. But many exceptions have been discovered. For instance, active genes
near the nuclear membrane often exhibit transient contacts with nuclear pores [119, 123],
channels inside the membrane that control the transportation of molecules between the
interior and the exterior of the nucleus. Furthermore, transcription factories are present
all around the nucleus, including the nuclear periphery [108, 46].

2.1.5 Chromosome conformation: the Hi-C technology

The last two decades have seen the evolution of a set of techniques, calledChromosome
Conformation Capture technologies, that allow to measure the frequency at which
two regions of the DNA are close to each other in the three-dimensional space. With
the 3C [36] method it is only possible to quantify the proximity between two loci (i.e.
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"one-versus-one"), while the subsequent improvements4C [157], 5C [40] and Hi-C [80]
leverage the power of Next Generation Sequencing to respectively explore "one-versus-
all", "many-versus-many" and "all-versus-all" interactions (Figure 2.8). Although Hi-C
has higher coverage, the other methods are still useful depending of the analysis to be
performed. For instance, if one is interested in a single locus, it is more convenient and
cheaper to opt for a 4C experiment.

The output of a Hi-C experiment is a contact matrix, in which the value hi;j represents
the frequency of contact between the regioni and the region j across all the cells in the
sample, with elements close to the diagonal being regions close to each other in genomic
distance.

The main steps of an Hi-C experiments are the following, as shown in Figure 2.9 [80]:

1. the DNA of the cells is crosslinked with formaldehyde, a process that creates a
covalent bond between nucleotides that are close to each other in the 3D space;

2. a restriction enzyme cuts the DNA in small fragments. The cuts are performed in
the parts of the DNA containing particular sequences of nucleotides called restriction
sites;

3. the ends of the fragments bind with a protein called biotin;

4. fragments belonging to regions crosslinked by the same complex are ligated together;

5. since most of the sequencing technologies operate at best with fragments of 150-300
bp, the fragments are further broken into smaller pieces; the samples are puri�ed by
washing all the compounds not bound to biotin;

6. the fragments are sequenced and aligned with a reference genome.

Figure 2.9: The main steps of an Hi-C experiment

The complexity of an Hi-C experiments requires a large number of cells to ensure a
high-quality �nal result. For each cell, the experiment can capture only two interactions
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per fragment (one for each copy of a chromosome) and 25 million cells are necessary to
obtain a reliable estimate of the physical interactions.

Furthermore, the number of possible combinations between pairs of fragments is in the
order of 1011 [12], and the probability of intra-chromosomal interactions (i.e. cis) is higher
compared to inter-chromosomal interactions (i.e. trans). Even if the possible combinations
for intra-chromosomal interactions are fewer, high-quality experiments usually have a ratio
between cis and trans interactions around 40/60 [71]. For these reasons, exploring less
probable long-range interactions, like the inter-chromosomal ones, requires a very high
sequencing depth.

The type of restriction enzyme used in
uences the size of the fragments, which in turn
in
uences the number of reads that can be aligned. In case of a low number of reads,
the sparsity of the interactions can be overcome by aggregating together fragments into
�xed-size bins. The bigger the bins, the lower the resolution. The most common bin
aggregation method is summing the contact frequencies and the bin size typically varies
between 1kb to 10Mb.

Depending on the resolution, the Hi-C matrix is able to capture patterns with di�erent
characteristics, from point interactions and loops at the kilobase scale, to Topologically
Associating Domains (TADs) [39] at hundreds of kilobases or Megabase scale, to compart-
ments at bigger scales.

The �nal output of an Hi-C experiment is usually a contact matrix between bins of
�xed length ordered sequence-wise. The data is subjected to biases like fragment size,
GC content and sequence uniqueness. Some approaches aim at normalizing the Hi-C data
after explicitly estimating these biases [144].

On the other hand, implicit approaches [65] perform the so callediterative correction
that balances the matrix under the principle that every region should have been detected
the same number of times. Thus the algorithm aims at iteratively inducing the same
number of interactions for every row/column. The method shows comparable results with
respect to the explicit normalization.

An important aspect of Hi-C data is that the average probability of intra-chromosomal
interactions I (s) between two genes at sequence-wise distances bp decreases monotoni-
cally with the increase of s. More speci�cally, from around 500kb to 7Mb the decrease
follows a power law that scales ass� 1 [80]. This behavior can be interpreted as random
movements of the chromatin causing nearby regions to interact with each other, with the
e�ect decreasing over distance.

2.2 Biological networks

2.2.1 Gene and protein networks

Every biological function comes from the physical interaction, usually a bound, between
molecules. The usual way to asses which interaction is responsible for a biological function
is to forcefully prevent the binding and study its e�ect on the physiology of the cell.

One possible type of interaction is between two proteins, forming a stable complex
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which can have various roles in the cell. For instance, it can act as an enzyme, that
promotes a speci�c reaction, or one protein can induce or prevent the other in performing
a biochemical function.

The second type is a protein-DNA interaction, which is a directional relationship from
the protein to the gene it regulates. One example of these proteins is the transcription
factor.

Finally, interactions can be de�ned between genes. This kind of interaction can be
indirect, in case the entity actually involved in the relationship may be a product of a
gene or the protein which regulates a gene, or direct, when the actual elements of the
interactions are the genes themselves, and not their products. The direct interaction
between two genes can come from a physical type of interaction. This is possible thanks
to the twisted and mutable structure of the chromatin, which can bring spatially close
genetic elements which are far from each other in sequence distance.

This complex structure of interactions can be represented as a network, in which a
protein or gene is a node, and the relationship between two proteins/genes is the edge.

2.2.2 Co-expression networks vs. chromatin networks

Co-expression networks

For many cases, a single gene is not responsible alone for a biological function. A module
of related and interacting genes is likely to direct a particular cellular process [63] and
genes belonging to the same pathway are likely to show co-expression patterns. Therefore,
co-expression networks are widely used to infer the modular organization of the set of gene
interactions.

Nowadays, there is no consensus about the best procedure for generating a co-expression
network from the gene expression data. In particular, the process relies on two crucial
elements, thesimilarity score and the signi�cance threshold [122].

Similarity score

The similarity measure evaluates the degree of co-expression between two genes. Popular
metrics are the Pearson correlation coe�cient which assumes a linear correlation and
a normal distribution of expression, and it is also sensitive to outliers. Spearman's
rank correlation is more robust, but it is often less capable of capturing signi�cant
relationships. Mutual Information can express non-linear relationships, but is often
less powerful than correlation metrics.

Partial correlation estimates the correlation between genes knowing the expression
of all the other genes and can be used to measure co-expression [118]. The network
generated from partial correlation showed in some cases to be more consistent with prior
biological knowledge [136]. However, all the approaches appear to be extremely dependent
on the speci�c data used.
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Signi�cance Threshold

The signi�cance threshold is computed to discriminate if a gene pair is signi�cantly co-
expressed or not. The simplest approach is by selecting the links according to a single
threshold.

The threshold can be, for instance, computed from a percentile of the computed co-
expression as in [73] or following a permutation test that allows to estimate the signi�cance
of each interaction [20, 23]. Some studies selected the threshold that leads the degree
distribution to �t a power-law [10]. Others have used Random Matrix Theory [84, 66],
Bayesian networks [49], Fisher's test of homogeneity [96] or spectral graph theory [104].

Instead of de�ning a single threshold, a possible alternative is to perform a pre-
clustering on the samples to group the ones coming from the same conditions and then to
select a threshold for each cluster [47]. Similarly to approaches based on rank-transformed
similarity, these methods can detect functional relationships from strongly and weakly co-
expressed modules at the same time. It has been claimed that the rank-based approach is
able to obtain a network that shares all the common topological measures that describe
many other biological networks [113].

It is important to note that recent studies [17] are pointing out that scale-free networks
may not be as widespread as previously thought, suggesting that the scale-free property or
other common properties in biological networks cannot be used alone to assess the quality
of a network generation method. Along with the observation that the performance of a
method varies among di�erent gene co-expression networks, this highlights the importance
of having a reliable validation technique when selecting the best method to generate the
co-expression network.

Studies have shown that gene co-expression networks have scale-free and small-world
properties. A network has the small-world property if the average distance between nodes
grows logarithmically with the increase in the number of nodes, meaning that, on average,
only few steps are required to reach a gene from another.

Chromatin networks

Hi-C experiments are a relatively recent technology. For this reason networks modeling
chromatin interactions have not been studied as much as co-expression networks.

In the case of Hi-C data, the computation of the similarity score is not strictly neces-
sary, even though many times it may be useful to compute the correlation between bins of
the Hi-C matrix to extract the similarity of interactions between them [80]. Furthermore,
most of the studies have analyzed the properties of the weighted chromatin networks,
without applying the threshold, in which the weight of an edge represents the frequency
of physical interactions between the two nodes [82, 98, 21].

A peculiar trait of the chromatin network is the di�erence between intra-chromosomal
and inter-chromosomal edges. The intra-chromosomal interactions are two orders of mag-
nitude stronger then the inter-chromosomal ones. Moreover, while in the former case
the interactions follow a power-law distribution with exponent close to 2 (i.e. have the
scale-free property), in the second case the interactions follow an exponential decay [116].
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Regarding inter-chromosomal interactions, the intensity of interaction between chro-
mosomes is not random: shorter chromosomes with higher gene density tend to be be
more interacting with each other [116], as shown in Figure 2.10.

Figure 2.10: Heatmap of inter-chromosomal interactions from [116]

2.3 Machine learning and Representation Learning

Learning in the context of Computer Science can be de�ned as follows:A computer pro-
gram is said to learn from experience E with respect to some class of tasks T and per-
formance measure P, if its performance at tasks in T, as measured by P, improves with
experience E [92].

Machine Learning can be generally described as �nding a functionf that best �ts
the data and prior knowledge. The search is performed on ahypothesis space , that
is the subspace of all the possible functions we are interested in. Theloss function is a
metric of how much our model is far from f .

The �eld of Machine Learning can be divided into supervised learning, unsupervised
learning and reinforcement learning (Figure 2.11).

� Supervised learning is the largest, most mature and most widely used sub-�eld
of Machine Learning. The aim of supervised learning is, given the training dataset
D = fhx; t ig from some unknown functionf , to �nd a good approximation of f that
generalizes well on unseen data. The input variablesx are also called features and
the output variables t are also called targets or labels. Ift is discrete, the task is
called classi�cation , while if t is continuous, the task is calledregression.

� In absence of the output variablest, unsupervised learning aims at exploiting the
regularities in the data to build a representation that can be useful for reasoning or
prediction, e.g. identifying groups of samples with similar characteristics.

� When we consider an agent inside an environment, the actionsa1; a2; ::: the agent
can perform a�ect the environment and return rewards r1; r2; :::. The aim of rein-
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forcement learning is to learn to act in a way that maximizes the rewards in the
long term.

Figure 2.11: A classi�cation of Machine Learning problems

Semi-Supervised Learning

Acquiring labeled data is often very expensive. For many problems, the common setting
is to have a large quantity of unlabeled dataX u and a much smaller set of labeled data
hX l ; Yl i . Semi-supervised learning can be applied when the knowledge obtained fromX u

can be helpful to predict Yl from X l : [24]. If this is not the case, the unlabeled data is
not useful and may decrease the model's performance by adding noise into the learning
process. Semi-supervised learning has been shown to improve the performance in many
prediction tasks.

2.3.1 Representation Learning

The features used to train a Machine Learning model dramatically in
uence its �nal result.
The data mining and training process heavily depends on feature engineering, which

relies on domain knowledge to combine and extract features useful for the considered task.
The process of feature engineering is often burdensome and requires deep expertise of the
problem to be solved and the related data.

Recent e�orts at de�ning methods to automate the process of feature learning lead to
the birth of the �eld of representation learning , de�ned as learning representations of
the data that make it easier to extract useful information when building predictors[13].
The impact of the work in representation learning contributed to the birth and growth
of many conferences, such as the International Conference of Learning Representations
(ICLR), which is currently considered one of the most important event in the �eld of
Machine Learning.
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Although many representation learning methods have been developed belonging to the
"Classical" Machine Learning, methods based on deep learning revolutionized �elds like
computer vision and natural language processing. Deep Learning allows to obtain more
abstract representations with the increase of layers and complexity of the model.

The properties of the representation

Representation learning is based on the principle that the learned function is able to
transform the initial high-dimensional inputs x and y, into their low-dimensional rep-
resentations, respectively, f (x) and f (y) such that, if x � y, then f (x) � f (y). This
concept is calledsmoothness and implies that small variation around the input should
not dramatically change the resulting representation, i.e. the model is able to generalize.

Furthermore, a representation should bedistributed . Let's assume to want to extract
a representation for the integersi 2 1; 2; :::; N . The one-hot encoding approach will result
in a vector of length N for each integer i having a 1 at the i th component and zeros
at the others. This representation lacks the distribution property. A more distributed
representation would, for instance, encode them in binary form, resulting in vectors of
length log2N instead of N . A distributed representation make use of the sharing of
features to store information more e�ciently and to leverage the commonalities between
samples.

On the other hand, an important property for a useful representation is to bedisen-
tangled . A disentangled representation is one in which if there are factors in the data
that are distinguishable and independent from each other, then it is able to extract fea-
tures for these factors that are independent as well. This leads to sparse representations,
which is the opposite of what is desired for the distribution property. Thus, an important,
but not trivial, task for the model is to �nd the right trade-o� between a distributed and
disentangled representation.

In the last years, increasing e�ort is being focused oninterpretability . In many
areas of applications like medicine, even with good accuracy and performance, the lack
of interpretability may preclude the model adoption by the scienti�c community. Medical
practitioners need to comprehend the reasoning behind a decision, especially in case of
unexpected results from the model. Interpretability is strongly related to the concept
of disentanglement, because the more the features are independent from each other, the
easier is to �nd the meaning of each of them by inspecting the samples that share the same
features. The clear de�nition of interpretability has not reached a consensus yet and, in
some cases, has been distinguished from the concept ofexplainability .

For instance, interpretation can be de�ned in terms of representations and outputs as
the mapping of an abstract concept (e.g. a predicted class) into a domain that the human
can make sense of, like images or texts; while an explanation isthe collection of features of
the interpretable domain, that have contributed for a given example to produce a decision
[93].

Another possible de�nition of interpretability is, in terms of models, as the ability
to describe the internals of a system in a way that is understandable to humans[55].
Although simplicity is often associated to higher interpretability, an over-simplistic model
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may not be adopted by a medical expert because considered to not be able to capture
enough the complexity of the real world [48]. The same principle is true for over-simplistic
interpretations of a model. An interpretation is complete if it is able to accurately
describe the activity of the model [55]. Estimating interpretability only in terms of human
evaluations may be counterproductive, because it may introduce biases towards simpler
but unfaithful explanations [64] and the systems may tend to rely on persuasiveness instead
of transparency. Thus, it is important to evaluate a model according to an entire curve from
maximum interpretability to maximum completeness [55], following a principle similar to
the one of the Receiver Operating Characteristic curve.

2.3.2 Arti�cial Neural Networks

The biological brain

Deep Learning is a sub�eld of Machine Learning based onArti�cial Neural Networks ,
a class of methods inspired by the activity of the brain.

The brain, from the computational point of view, is a highly distributed, parallel,
redundant and fault tolerant system. The computation is spread among its simple units,
calledneurons and although they continuously die, the functionality of the brain is almost
not a�ected by it.

A neuron is connected to many others through a long extension calledaxon and many
smaller ones calleddendrites. Axons and dendrites are responsible for transmitting an
electrical impulse to other neurons through thesynapses, that are the junctions between
axons and dendrites of di�erent neurons (Figure 2.12). A neuron cumulates charge from
its connections and when the charge exceeds a threshold level, it gets released through
the axon. Every synapse contributes di�erently to the cumulation of charge, with even
inhibitory synapses that make the receiver less likely to activate. This �ring process is
what makes the computational capabilities of the brain possible. This computation is a
highly non-linear phenomenon, with the neuron almost inactive until the sudden spike of
signal is released.

Figure 2.12: The structure of a biological neuron
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The arti�cial neuron

An arti�cial neuron (originally called perceptron) is a model developed to replicate the
cumulation and �ring e�ect of a biological neuron. The model is based on a linear com-
bination, called activation value, of the I inputs x i with weight wi , that represent the
synaptic connections with the other neurons. The outputy of the perceptron is the result
of a nonlinear function h of the activation value and the threshold b (called bias), as shown
in Figure 2.13.

y = h

 
IX

i =1

wi x i � b

!

The bias term can be considered as a weightw0 multiplied by a unitary input x0 = 1 that
does not depend on the other neurons, resulting in the following formulation:
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Typical activation functions are the sigmoid � (z), the hyperbolic tangent tanh and the
ReLU function.

� (z) =
1

1 + e� z tanh(z) =
ez � e� z

ez + e� z ReLU (z) = max(0 ; z)

Figure 2.13: The perceptron model

Feedforward neural networks

The arti�cial neurons are usually connected in layers:

� Input layer : the neurons that receive as input the data to be processed.

� Hidden layer(s) : one or more layers that process the data from the neurons of the
previous layer and send it to the neurons of the next layer.
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� Output layer : the neurons that produce the �nal result of the network.

In feedforward neural networks , the information can 
ow along di�erent paths, but
always from a layer to the next one, without forming cycles (Figure 2.14).

Figure 2.14: An example of feedforward neural network with one hidden layer.w(k )
ij identi�es the

weight from neuron i to neuron j in the hidden layer k.

The learning process aims at learning the weights of the network such that the output
y approximates the target function f . The values of the parameters are obtained through
the numerical minimization of the error function E , that describes the distance between
y and f . The optimization method is called gradient descent :

1. Take a random solution w0, where the superscript identi�es the current step.

2. Compute the derivative of the error with respect to the weights of the network @E
@w

�
�
k

3. Update the solution

wk+1 = wk � �
@E
@w

�
�
�
�
k

4. Repeat 2 and 3 until convergence

� is a parameter of the model calledlearning rate . The learning rate controls the size of
the steps taken in the optimization process. A high learning rate allows to faster learning
but may prevent convergence.

The gradient of the error is computed by applying the chain rule for partial derivatives:

@E
@wji

=
@E
@zj

@zj
@wji

where wij is the weight between neuroni and neuron j and zj is the activation value of
the neuron j .
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Backpropagation is the algorithm that propagates the information from the output
of the network to all the previous layers, to update their weight values according to the
computed gradient.

The backpropagation algorithm can be divided into two phases:

� forward pass : the input data is processed by all the layers in order until the result
is generated by the output layer

� backward pass : recursively applies the chain rule to compute the weight updates
all the way to the input layer.

2.4 Representation Learning on Graphs

2.4.1 Network theory and topological measures

Network theory is the study of networks, of their characteristics and dynamics.
A network G = ( V; E) is composed by a setV of N nodes, connected by a setE of

edges. Networks are useful to model various types of relationships, like social interactions,

ow of information, biological interactions. A network can be either directed , when
edges have an orientation, orundirected , when if a node i is connected to j , then j is
connected to i ; either weighted , when each edge is associated to a numerical valuewij ,
or unweighted , when each edge has the same weight, usually set to 1. In this work we
will mainly consider undirected unweighted networks.

Sometimes, a distinction is applied between the termnetwork and the term graph: the
former refers to real systems, while the latter refers to the mathematical representation
or model of a network [8]. This distinction is rarely used and in this work, the two terms
will be considered as synonyms.

An unweighted network is completely described by theN � N adjacency matrix
A = [ aij ] such that aij = 1 if the link i ! j exists, otherwiseaij = 0. If the network is
undirected, then A is symmetrical .

In an undirected network, the degreeki of the node i represents the number of links
connected to i (i.e. the number of neighbors):

ki =
X

j

aij

The degree distribution P(k) of a network determines the fraction of nodes having exactly
degreek. It can be also interpreted as the probability of randomly selecting a node with
degreek:

P(k) =
# nodes with degree k

N
;

X

k

P(k) = 1

Topological measures

Networks can be described by means of various properties, which can be associated to the
whole network, to its edges or to its nodes. The degree is one example of node property.
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Other examples are:

� the distance dij is the length (i.e. number of links) of the shortest path from i to
j ;

� the clustering coe�cient of a node is a measure of is local link density by counting
for each node, how many of its immediate neighbors are connected between each
other. More formally, the clustering coe�cient ci of node i is de�ned as:

ci =
# triangles connected to i

# triples j; i; l centered oni
=

ei

ki (ki � 1)=2

where ki is the degree ofi and ei the number of links directly connecting neighbors
of i .

� the Jaccard index J ij between two nodesi and j is the fraction of shared neighbors
between them over the total of their neighbors:

J ij =
N (i ) \ N (j )
N (i ) [ N (j )

where N (i ) and N (j ) are the neighbors of, respectively, nodei and j .

Assessing the centrality of a node is a useful way to characterize it. The centrality of
a node is a measure of its importance in the network. Di�erent centralities have been
de�ned over the last decades for di�erent interpretations of the concept of importance:

� degree centrality : the importance is determined by the number of neighbors.
Nodes with high degree are commonly calledhubs;

� betweenness centrality : the betweennessbi of a nodei is de�ned as the fraction
of shortest paths that pass throughi :

bi =
X

j;k

# shortest paths connecting j; k via i
# shortest paths connecting j; k

� closeness centrality : a node is more important if it is closer to all the other nodes.
The average distancel i from i to all the other nodes is:

l i =
1

n � 1

X

j

dij

Then, the closeness centralityci of node i is de�ned as:

ci =
1
l i

=
n � 1
P

j dij
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Scale-free networks

Network models have been de�ned to characterize and categorize networks based on the
features of their nodes and edges.

One of the most popular network models, because of the ubiquity of networks it is able
to represent, is thescale-free network [7]. Many social, biological and information net-
works show scale-free patterns. The principle behind the generation of a scale-free network
is called preferential attachment: nodes are continuously added, connecting preferentially
to nodes with higher degree.

The result is a network with very few highly connected nodes (calledhubs) and many
scarcely connected nodes. Thus, the node degrees have large 
uctuations around the
mean degree (i.e. there is no determined "scale" of degree) and the network is extremely
heterogeneous. Scale-free networks are known to be robust and error-tolerant, because
most of the nodes are scarcely connected, so a random removal of a node in the network
will likely not a�ect its structure.

For a large number of nodes, the degree distribution follows a power-law function
P(k) � k� � , where � > 1.

2.4.2 Graph-based Representation Learning

The concept of representation learning was originally applied to data residing in a Eu-
clidean space. However, many scienti�c �elds work with non-vectorial data. One example
are graphs, which are e�cient representations to model many biological, social and bio-
chemistry problems.

Before representation learning, the way to extract information about the structure of a
graph was to compute topological measures of the nodes and links [14], manual engineering
of features based on the nodes' neighborhood [79] or use kernel functions [137]. This
methods are often time-consuming, expensive, ine�cient and require advanced expertise
in the �eld related to the speci�c problem.

The common type of representation is thenode embedding , a vector describing its
relationship with the other nodes in the network. The embeddings are not limited to
nodes, but, depending on the necessity, it may be convenient to extract embeddings for
links, graphs or even subgraphs.

Formally, given a graph G = ( V; E) associated with an adjacency matrixA and node
attributes X 2 Rm� V , for each node, link, subgraph orG itself, we want to extract from
A and X a vector z 2 Rd where d << jV j [62].

The representations obtained through these methods can be used for many di�erent
downstream tasks, leveraging the power and speed of the methods designed for data resid-
ing in the vector space. Furthermore, the embeddings may explicitly highlight non-trivial
functional and structural properties of the nodes and act as a noise �ltering mechanism.
The most common applications are:

� visualization : the Euclidean space is a convenient way to represent distance and
similarities between data points. It is possible to apply linear dimensionality reduc-
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tion methods like PCA [103] or non-linear ones like t-SNE [85] or UMAP [88] to
visualize the structure of the nodes and to visually identify cluster candidates;

� clustering : many clustering methods have been developed to operate directly on
graph-structured data. However, they are often characterized by high computational
complexity. Node embeddings can be used as input for clustering techniques like
hierarchical clustering algorithms, k-means [83] or DB-scan [45];

� node classi�cation : it is the most common downstream task for graph-structured
data. Node labels are often used in the training process for semi-supervised ap-
proaches to generate embeddings from graph-structured data.

� link prediction : it's a common task, especially in the biological and recommen-
dation systems settings. In the former case, link prediction allows to �nd likely
interactions between nodes that have not been observed yet. Thus, it can be useful
as a preliminary study to discover new possible directions for biological experiments.
In the latter case, a recommendation can be seen as a possible link between a user
and an item that the user has not yet interacted with. Link prediction is also a pos-
sible unsupervised technique for training a graph embedding model: the algorithm
aims at �nding the best representation that allows to better reconstruct links which
have been purposely removed from the network.

For an in-depth review of the use of embeddings in computational biology, refer to [97].

2.4.3 The encoder-decoder framework

The embedding methods can be modeled using the encoder-decoder framework [62]: an
encoder maps a node to a low-dimensional embedding, and adecoder maps the embed-
ding to information about the structure of the node. If the decoder is able to accurately
reconstruct the node's characteristics, it means that the embeddings contain meaningful
information to represent the node. The encoder and decoder are functions that can be op-
timized to incorporate as best as possible the structural information into the embedding.
The choice of structural information and the way to optimize the two functions distinguish
a method from another.

In the early 2000s, graph embedding algorithms were used as a dimensionality reduc-
tion technique for data in a Euclidean space. Every data point was converted to a node and
two nodes were connected if they were close to each other in the vector space. Then, a low-
dimensional representation for each node was computed using graph-embedding methods,
like Isomap [5] and Locally Linear Embeddings (LLE) [112]. The main drawback of this
approach was the considerable time complexity ofO(jV j2). However, this studies paved
the way for the development of the modern graph embedding techniques, which now focus
only on the second step of the original dimensionality reduction approach. The current
methods can be classi�ed into four categories: matrix factorization, random walks, hybrid
and deep learning methods.

The �rst two categories are shallow embeddingapproaches, meaning that the encoder
function is simply a lookup table ENC(vi ) = v i Z , where Z 2 Rd�j V j is the matrix of the
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embedding vector for all the nodes andv i is the one-hot encoding of the nodevi . This
means that the encoding function is selecting the row corresponding to thei th node.

The encoding mechanisms of shallow embeddings as a lookup table leads to some
important disadvantages [62]:

� There is no sharing of parameters. Parameter sharing can be considered as a form of
regularization and as a way to reduce computational complexity. Without parameter
sharing the number of parameters grows at least linearly withjV j.

� It's not possible to encode information about node attributes into the embeddings,
which can be useful for the downstream task.

� Since the method learns a set of vectors instead of a function that maps a node
and its neighborhood to a vectors, the models aretransductive instead of inductive,
meaning that they cannot generate embeddings for nodes that were not seen during
the training process .

Nevertheless, shallow embeddings methods show robustness, i.e. small changes in the
input do not result in very di�erent representations.

2.4.4 Matrix factorization methods

Given a matrix representing the connections between the nodes, the matrix factorization
techniques aim at reconstructing it by multiplying two or more smaller matrices. These
matrices allow to represent the nodes in a low-rank space, likely preserving some of the
properties of the network. The factorization can be performed through eigenvalue decom-
position or gradient descent.

Popular matrix factorization methods are Laplacian eigenmaps [11], the Graph factor-
ization algorithm [1] and GraRep [22].

To discriminate the main di�erences between the di�erent algorithms we use the con-
cept of the order of proximity [131].

For each pair of vertices linked by an edge (vi ; vj ) in a network, their �rst-order
proximity is the weight wij on that edge, i.e. their local pairwise proximity. If no edge is
observed between them, their �rst-order proximity is 0.

For a generic nodevi , let pvi = ( wi; 1; :::; wi; jV j) be the �rst-order proximity of vi with all
the other vertices in the network. Then, for each pair of vertices linked by an edge (vi ; vj )
in a network, their second-order proximity is determined by the similarity between pvi

and pvj . If vi and vj do not share a neighbor node, their second-order proximity is 0. The
concept can be easily extended to higher orders.

Laplacian eigenmaps aim at preserving �rst-order proximity; Graph factorization aims
at preserving high-order proximity; GraRep aims at preserving a combination of �rst-order
and high-order proximity.

The Laplacian eigenmaps technique uses, as a decoder, the following function:

DEC(zi ; zj ) = jjzi � zj jj2
2
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while all the others implement the inner-product decoder:

DEC(zi ; zj ) = z>
i zj

.

2.4.5 Random walk methods

A random walk of length k, starting from node vi is a stochastic process with random
variables W 1

vi
; W 2

vi
; :::; W k

vi
, such that W 1

vi
is a node randomly chosen from the neighbors

of vi and W k+1
vi

is a node randomly chosen from the neighbors of the node chosen at time
k. The result is a sequence of nodes in which every node is a neighbor of the previous one.

The random walk approach relies on the principle that similar nodes are likely to occur
close to each other in random walks over the graph. Furthermore, random walks are useful
when the graph has a large size or is partially observable, because random walks are a good
approximation for exploring the network. Small changes in the network can be captured
by running random walks around the changed neighborhood without recomputing the
embeddings for all the nodes. Finally, the process of generating random walks can be
easily parallelized.

Intriguingly, random walks of scale-free networks will result in sequences of nodes
whose frequency follows a power-law distribution as well.

Popular random walk-based methods are DeepWalk [105], node2vec [60], struc2vec
[111] and Walklets [106].

All these approaches aim at preserving second-order and high-order proximity and use
the softmax of the inner product as a decoder:

DEC(zi ; zj ) =
ez>

i zj

P
vk 2 V ez>

i zk

The main di�erence between DeepWalk and node2vec, is that the latter allows to specify
the values of two parametersp and q that bias the random walk to generate sequences
of nodes with di�erent properties. struc2vec aims at explicitly learning the structural
identities of nodes, while Walklets learns multiscale representations by skipping over some
nodes in each random walk.

The Skip-gram model

Some of the random walk methods took inspiration from previous work on Natural Lan-
guage Processing. In particular, the Skip-gram model is used to generate word embeddings,
following the principle that words with similar embeddings should appear close to each
other in the training text [90, 91].

The embedding of a word is learned by predicting the surrounding words in the text
within a certain range, and the input and output vectors identifying a word are one-hot
encoded with length equal to the words in the vocabulary.
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4. Representation Learning on Graphs

The Skip-gram model is a neural network with one hidden layer with a linear activation
function and shared for all the words in the window and an output layer with a softmax
function applied to the neurons of each predicted word, as shown in Figure 2.15. Given a
sequence of training wordsw1; w2; :::; wK , the objective of the model is to maximize the
following function:

1
K

KX

k=1

X

� c� j � c;j 6=0

logp(wk+ j jwk )

where c is the size of the training window.

Figure 2.15: The skip-gram model.

Since the Skip-gram model is based on a neural network architecture it is occasionally
referred to as a deep learning approach, but there are two elements that distinguish it
from a deep learning model: the use of only one hidden layer and the use of a linear
activation function, which eliminates the typical high non-linearity of the methods based
on neural networks. In fact, the use of the softmax function makes the model log-linear.
Nevertheless, the shallowness of the network and the log-linearity confer to the Skip-gram
model robustness and speed of optimization.

Given the huge number of words in the vocabulary, the computation of the softmax
function is the most computationally expensive operation. For this reason, hierarchical
softmax, negative sampling or subsampling of frequent words have been applied to reduce
its computational complexity.

Finally, the embedding of a nodevi is extracted as the vector of values in the hidden
layer after passing the one-hot encoded vector ofvi as input.
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The embedding technique of the Skip-gram model can be easily transferred to the
graph world by replacing the sequences of words with the sequences of nodes generated
from the random walks, learning the representation of a node given its neighborhood.

Hybrid methods

This class of methods is highly heterogeneous and we consider only two of the most popular
techniques: LINE [131] and HOPE [102]. LINE is able learn node embeddings from large-
scale networks. It captures both �rst-order proximity, by modeling the weight of an edge,
normalized by the weights of all the other edges in the network, as a joint probability
between the two nodes, and second-order proximity, by modeling the weight, normalized
by the outer degree of the source node, as the probability of the neighborhood of the
target, given the source node.

HOPE is a model speci�cally designed for directed graphs that captures high-order
proximity by preserving the asymmetric transitivity between nodes.

2.4.6 Deep Learning methods

Representation learning methods based on deep learning attempt at solving the drawbacks
of the shallow embeddings.

The concept of Graph Neural Network (GNN) has been introduced in 2005 [59, 117, 51]
and then developed in a class of methods called Recurrent Graph Neural Networks. But
given the computational burden of these methods, GNNs became popular only when
the spectral-based Graph Convolutional Neural Networks were de�ned in 2013 [18] and
subsequent improvement made them more computationally e�cient. The success of these
methods is pushing the development of new approaches at an incredible pace.

Given the young and dynamic environment there is no consensus about the best catego-
rization for GNN methods. A possible way to classify GNNs is into: the earliest Recurrent
Graph Neural Networks, Graph Convolutional Neural Networks (GCNNs) for supervised
and semi-supervised learning, Graph Autoencoders (GAEs) for unsupervised learning and
Spatio-Temporal Graph Neural Networks (STGNNs) to learn from spatio-temporal graphs.

We will consider only some GCNN and GAE models that suit our work the most.
In-depth surveys about all the categories are available at [155, 158, 142].

Graph Convolutional Neural Networks

Graph Convolutional Neural Networks can be further divided into spatial-based and
spectral-based. Spatial-based convolutions update the representation of a node by com-
bining it with its neighbors' representations.

While being introduced before the spectral-based versions [89], spatial-based convo-
lutions gained popularity only recently. Spectral-based techniques work on the spectral
domain, using the graph Laplacian matrix. The principle behind the Laplacian matrix
is similar to the one the Fourier transformation. While the �rst version of the spectral-
based GCNN su�ered from high computational complexity [18], its extension ChebNet
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[132] makes use of a Chebyshev polynomial �lter instead of the expensive eigendecomposi-
tion of the Laplacian. The further improvement that resulted in the Graph Convolutional
Network (GCN) model [67] limited the �lter to a �rst-order polynomial. The use of a
�rst-order polynomial made the GCNN computationally e�cient and scalable enough to
be used in real-world applications. Interestingly, the use of a �rst-order polynomial approx-
imation established a bridge between spatial and spectral methods, because although it
uses the Laplacian matrix, it can be interpreted as aggregating features from the neighbor
nodes.

The Message Passing Neural Network [54] uni�ed many of the GCNNs techniques into
a single spatial framework based on the concept of message passing.

The GCNN models considered so far are transductive, i.e. they cannot compute the
embedding for nodes not seen during the training phase. GraphSAGE [61], instead of
directly learning the embedding for each node, it learns a function to map a node to an
embedding given its neighbors, allowing it to build representations for unseen nodes.

The graph convolution layer can also be used as a building block for new architectures,
as happened with some Graph Autoencoder models.

Graph Autoencoders

An autoencoder is a neural network architecture based on representation learning that is
able to learn an embedding for a sample by learning at reconstructing its features. The hid-
den layers usually have a size smaller then the input size, so that the embedding extracted
from those layers are compressed representations of the sample features. Autoencoders
are an unsupervised learning technique since no label for the samples is needed.

The concept has been extended to the �eld of Graph Representation Learning.
Structure Deep Network Embedding (SDNE) [138] learns at reconstructing the adja-

cency matrix preserving both �rst-order and second-order proximity.
The Graph Autoencoder model [68] (to be distinguished from the Graph Autoencoder

class of techniques) uses GCN layers to encode the structural information of the nodes,
but also to incorporate node attributes into the learned representation.

The Graph Variational Autoencoder [68] transfers the characteristics of the common
Variational Autoencoder (a generative model) into the graph representation learning do-
main using GCN layers.

Limits of Graph Neural Networks

The possibility to introduce node and edge attributes into the representations is a very
powerful characteristic of Graph Neural Networks.

While neural networks are usually considered to be hardly explainable models, tools
like GNNExplainer [149] allow to identify which nodes and which features contributed the
most for a certain prediction. This method is applicable to many GNN architectures.

However, despite the success of this new approach for representation learning on
graphs, the theoretical foundation of how Graph Neural Networks work, their properties
and limitations have not yet been completely explored.
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Recent studies highlighted possible limitations in the GCNN architectures.
It has been shown that the GCN model is a particular type of Laplacian smoothing

[78]. The term smoothing refers to the operation of assigning similar features to nodes
belonging to the same cluster. However, stacking many GCN layers can result in over-
smoothing, in which all the nodes end up having the same embedding. For this reason
the GCN models are currently limited to few layers, meaning that the representation of a
node is not impacted by any node at more than few hops of distance.

On the other hand, if the model has only one convolutional layer, it basically sums
over the neighbors' features, not di�erently from a linear mapping [143].

As commonly happens for many Deep Learning models, many labeled nodes are re-
quired to properly train a GCNN node classi�er, while the power of semi-supervised learn-
ing is based on using few labeled data but many unlabeled data. Possible solutions to these
two problems are co-training with a random walk model to explore the graph structure
without resulting in over-smoothing and self-training to reduce the need for labeled sam-
ples [78].

Two recent studies questioned the power of Graph Neural Networks as state-of-the-art
techniques for many tasks. The Simple Graph Convolution (SGC) [141] is obtained by
removing the nonlinearities between the GCN layers and by simplifying the function into
a single linear transformation. Despite the model being simpler and faster, it achieved
comparable, and sometimes even better, results compared with the standard GCN.

Following the recent work on the importance of strong baselines for evaluating new
models [32], it has been shown that some popular GCNN do not outperform well-crafted
baselines not based on the network topology [44], stressing the need for fairer comparisons
when a new model is introduced.
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Chapter 3

Materials and Methods

This chapter is devoted to describe the methods and materials used in this work. The
process can be summarized into three steps: the generation of the chromatin and gene
expression networks, the learning of gene embeddings and the prediction of co-expression
links. The analysis was performed excluding the sex chromosomes and considering only
the 22 autosomes.

� Networks generation : the information about the physical interactions between
regions from the Hi-C maps is used to generate a gene network, where two genes are
linked if they are strongly interacting. Similarly, from the co-expression data, we
generate a gene network where two genes are linked if they are highly correlated.

� The gene network of physical interactions is used as input of anode embedding
algorithm to obtain a vector representation for each gene. We evaluate two em-
bedding methods based, respectively, on matrix factorization and random walk and
compare them with other known methods used as baselines.

� The comparison is performed through a downstream task, consisting of predicting if
two nodes are co-expressed based on their embedding vectors. The links of the gene
co-expression network are used as labels for the link prediction task. Two disjoint
subsets of the links are used for validating and testing the models, and the rest of
the links is used for the training process. We used a Random Forest classi�er for the
prediction task.

We applied the pipeline to two di�erent datasets of cancer samples, to evaluate the
consistency of the methods with di�erent data: breast cancer and prostate cancer .
Samples belonging to the same tumor type have the feature of having the same origin but
being perturbed in di�erent ways by the cancer, with co-regulated genes reacting similarly
to the disturbance. The choice of using cancer models allows to have a common lineage
for the samples while maintaining a certain degree of variability in the gene expression.
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3.1 Gene networks

3.1.1 Gene Co-expression Network

The �rst task of our pipeline concerns the de�nition of a Gene Co-expression Network
derived from gene expression data. The breast cancer and prostate cancer gene expression
data were obtained from The Cancer Genome Atlas (TCGA) [140], a joint program
between the National Cancer Institute and the National Human Genome Research Insti-
tute. The mission of the program is to increase the knowledge about cancer by collecting
high-quality data and studying their molecular characteristics. Over the years, TCGA
generated over 2.5 petabytes of multi-omics data (genomics, epigenomics, transcriptomics
and proteomics) from over 11,000 patients.
The breast cancer data belong to the TCGA Breast Invasive Carcinoma (TCGA-BRCA)
project and the prostate cancer data belong to the TCGA Prostate Adenocarcinoma
(TCGA-PRAD) project.

We used log2 transformed RSEM estimates of gene expression values. Every gene
having more that 80% of the samples with gene expression equal to zero were excluded.
Then, for each pair of genes we computed the Pearson correlation coe�cient of their
samples, resulting in a gene� gene matrix where each value (i; j ) corresponds to the
correlation of expression between genei and genej .

For both datasets, we evaluated three settings.

1. We constructed the intra-chromosomal co-expression networks by applying a thresh-
old, computed as the 90th percentile of correlation across the values of all the 22
co-expression matrices.

2. Then, we generated a single network composed of 22 separated components by com-
bining all the single-chromosome networks.

3. Finally, we considered also inter-chromosomal co-expression relations. We de�ned a
threshold so that the number of inter-chromosomal links was equal to the number
of intra-chromosomal links.

The obtained networks are unweighted, meaning that the links remaining after the thresh-
olding have all the same weight. In all the cases, self-loops were removed from the network.

Data extraction and preprocessing

We downloaded the Level 3 RNA-seq pro�les of breast and prostate cancer from TCGA
using Xena Browser [56]. We removed the genes with many samples having zero value. We
computed the Pearson correlation coe�cient gene by gene and removed the self-correlation
values. The thresholds for the intra-chromosomal and inter-chromosomal co-expression
values were computed across chromosomes and applied to the network according to the
chosen setup. Finally, the network was converted into an unweighted network.

The breast cancer data originally contained 1219 samples for 20530 genes. After the
selection, 3912 genes had more than 80% of zero values, resulting in 16618 genes. The
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prostate cancer data originally contained 551 samples for 20530 genes. After the selection,
2745 genes had more than 80% of zero values, resulting in 16785 genes.

3.1.2 Gene Chromatin Network

The following task of our pipeline concerns the de�nition of a Gene Chromatin Net-
work derived from an Hi-C experiment. After performing the Iterative Correction (ICE)
normalization [65] of the Hi-C matrix, we selected the bins of the matrix corresponding
to the coordinates of the Transcription Starting Site (TSS) of the genes belonging to
the Gene Co-expression Network; the result is a contact map where each bin maps to at
least one TSS. This step required coupling each gene of the Gene Co-expression Network
with its Transcription Starting Site. Genomic coordinates of human genes based on the
GRCh37 reference genome were downloaded from ENSEMBL [146]. The information from
the ENSEMBL data is at transcript level, hence, we associated to a gene the TSS of its
outermost transcript.

The self-interactions along the main diagonal were not useful for the analysis, hence,
they were removed from the Hi-C map. Since Hi-C contacts are subject to biases and
noise [144], we applied a strong threshold on each gene-gene interaction, selecting only
those whose number of reads was higher than the 80th percentile of the interactions with
nonzero frequency across all chromosomes. The obtained network is unweighted, meaning
that the links remaining after the thresholding have all the same weight.

It must be noted that the ICE normalization does not normalize the interaction
strength by the distance between genomic regions. We opted for this con�guration in
order to preserve also the local connectivity of the Gene Chromatin Network, so to exploit
the knowledge of linear neighbors for each gene during the learning of the gene embeddings.

The number of reads sequenced strongly in
uences the quality of the Hi-C experiments.
It's, thus, important to choose a proper bin size depending on the speci�c Hi-C data used.
Di�erent bin sizes control the extension of the neighboring regions around the TSS of
the genes in di�erent ways, therefore capturing interaction patterns at di�erent genomic
scales. It's important to observe that using a bigger bin size increases the likelihood that
the TSSs of two nearby genes will map to the same bin. This results in the two genes
having identical interaction patterns with the other genes, decreasing the quality of the
network.

We studied the relationship between gene co-expression networks and gene chromatin
networks in three di�erent setups, having independent embedding generation and model
training.

1. We �rst de�ned an interaction network for each chromosome, therefore considering
only intra-chromosomal interactions. This leads to learning the gene embeddings
and the predicting the co-expression links for each chromosome independently. It's
not possible to train a single classi�er on the embeddings generated with this setting
because the concept of similarity between embeddings of genes from di�erent chro-
mosomes is absent. Hence, the classi�er may observe spurious similarities between
genes when they are not related between each other.
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Figure 3.1: The block-diagonal matrix obtained from assembling all the single-chromosome net-
works into a single network with 22 disjoint components.

2. The second approach merges all the single-chromosome networks together. The
adjacency matrix of the resulting network is a block matrix of the original adjacency
matrices. Thus, the uni�ed network has 22 components disconnected from each
other (Figure 3.1). With this setting it is possible to generate node embeddings that
reside in the same vector space even if they belong to di�erent chromosomes and to
use a single classi�er for the link prediction phase.

3. Finally, we introduced the inter-chromosomal interactions to de�ne a single gene in-
teraction network where genes can potentially interact across di�erent chromosomes.
Intra-chromosomal and inter-chromosomal interactions are associated to di�erent
thresholds to account for the strong di�erences between them. Given the higher
number of possible interactions in the inter-chromosomal case, the threshold was
computed as the 90th percentile.

The obtained networks are unweighted as well.

Data extraction and preprocessing

We downloaded the chromatin conformation data for the breast cancer cell line MCF-7 [9]
and prostate cancer cell line 22Rv1 [110] as high-resolution Hi-C data from the NCBI GEO
[27] database, with, respectively, accession number GSE66733 and GSE118629. The data
was binned at 40kb resolution and normalized using the Iteractive Correction method.
Then, the self-interactions are removed. The thresholds for the intra-chromosomal and
inter-chromosomal interactions were computed across chromosomes and applied to the
network according to the chosen setup. Finally, the interaction network is converted into
an unweighted network.

Not all of the considered genes had a match in the coordinate data from ENSEMBL.
Hence, the number of genes in the breast cancer dataset decreased from 16618 to 14519
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genes; the number of genes in the prostate cancer dataset decreased from 16785 to 14643
genes.

3.2 Network embedding methods

The network embedding step of the pipeline aims at learning a low-dimensional represen-
tation for each node. A node embedding must capture meaningful information about the
relationships between the node and the other ones in the network and about the topology
of the network itself. Given the bond between gene expression and chromatin conforma-
tion, a better representation of a node should better predict the link of the co-expression
network.

In the link prediction task, the classi�er predicts the presence or absence of a link
between two nodes using, as input, a combination of their embeddings, which can be
interpreted as an edge embedding.

Among the various techniques for node embedding, we considered matrix factorization
and random walk. For the former type we usedSingular Value Decomposition (SVD),
a popular technique that factorizes the input matrix into three spectral matrices. SVD is
being used in many applications unrelated to network analysis. For instance, SVD can be
a way to compute the Principal Component Analysis of a matrix.

The second technique isnode2vec , a random walk method designed for network em-
bedding, derived from a model widely used in the �eld of Natural Language Processing,
called Skip-gram.

We then compared the co-expression prediction performance of these two methods
against a set of baseline embedding techniques:

� Random predictor: the classi�er randomly predicts if the two nodes in input are
linked or not in the co-expression network, regardless of their embeddings. Since our
co-expression prediction task is binary (i.e. link vs. non-link) with balanced classes,
it has 50% of accuracy.

� Distance-based predictor: gene co-expression can be in
uenced by the relative dis-
tance between genes, where nearby genes tend to have similar expression values. We
assess this property by training a simple classi�er using as feature only the genomic
distance between pairs of genes. This approach can be applied only to predict intra-
chromosomal interactions, because the genomic distance between regions belonging
to di�erent chromosomes is not de�ned.

� Topological measures: gene topology can be summarized by a set of engineered
features extracted from the chromatin network based on the graph theory literature.

3.2.1 Topological measures

The topological measures used as baseline embedding are taken from [4]. In their work
they built a feature vector for each pair of genes (vi ; vj ) composed of:
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� the shortest path betweenvi and vj ;

� the Jaccard index indicating the proportion of shared connected genes, between
vi and vj

� the average and absolute di�erence of thedegree (i.e. the number of connections
of a gene) ofvi and vj

� the average and absolute di�erence of thebetweenness (i.e. the number of shortest
paths passing through a gene) ofvi and vj

� the average and absolute di�erence of theclustering coe�cient (i.e. number of
connections between the direct neighbors of a gene) ofvi and vj

Di�erently from the node embeddings techniques, after which the classi�er combines the
node embeddings into edge embeddings, in this case some topological measures are as-
sociated to a node (i.e. degree, betweenness and clustering coe�cient) while others are
associated to a pair of nodes (i.e. shortest path length and Jaccard index). The node-
based measures are combined into edge-based measures by computing the average and
the absolute di�erence between the measures of the two nodes. This results in a set of 8
features for the classi�er.

3.2.2 Matrix Factorization: Singular Value Decomposition

Matrix factorization approaches have increasingly gained popularity for their success in
the �eld of Recommender Systems, but they can be applied to many di�erent tasks, and
Singular Value Decomposition (SVD) is one of the most popular. It factorizes am � n
matrix A into three distinct matrices whose multiplication returns an approximation of A.
These matrices represent the rows and columns of A in terms of a new, low-dimensional
space oflatent factors, therefore capturing high-level similarities between rows and between
columns. Depending on the number of latent factors, the resulting matrix decomposition
can encode a low or high amount of information.

More speci�cally, the (truncated) SVD factorizes A as follows:

A = U� V T

where U is an m � d matrix of the rows expressed in terms of thed latent factors, V T

is a d � n matrix of the columns expressed in terms of thed latent factors and � is a
d � d diagonal matrix of singular values, which are usually ordered by size as they express
the importance of each latent factor. The number of latent factors (i.e. the embedding
size) depends on the size of �. SVD is based on the fundamental concept that any linear
transformation of size m � n, with m > n , represented by the matrix A, applied to a set
of orthonormal vectors vj where j = 1 ; 2; :::; n, can be seen as a rotation ofvj , followed by
a stretch (or compression). This concept can be expressed as:

Av j = u j � j ; j = 1 ; 2; :::; n
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2. Network embedding methods

where uj is the new set of orthonormal vectors following the rotation and the constants
� j are the magnitude of the new vectors. In matrix form:

AV = U�

whereV 2 Rn� n , U 2 Rm� m and � 2 Rm� n and since the matricesV and U are built from
orthonormal bases, in the space of real numbers, their inverse is equal to the transposed
matrix

V � 1 = V T ; U � 1 = UT

This leads to the full Singular Value Decomposition:

A = U� V T

The reduced and truncated SVD

The matrices are computed by solving an eigenvalue problem:

AA T U = U� 2; AT AV = V � 2

The resulting eigenvalues are used to construct �, while U is the set of eigenvectors
of AA T and V is the set of eigenvectors ofAT A. Note that � is a non-square diagonal
matrix, meaning that, if m > n , after the nth row, all the following ones contain only zeros.
For this reason the SVD is often expressed as areduced SVD, in which U is replaced with
Û 2 Rm� n and � is replaced with �̂ 2 Rn� n . The columns of U and the rows from �
removed during the reduction process are calledpadding.

However, this de�nition still does not allow to control the number of latent factors of
our embeddings. As mentioned, the singular values of � are ordered by importance. We
can thus select the �rst d eigenvalues (and their corresponding eigenvectors) withd < n
and obtain the truncated SVD (Figure 3.2). In this way, it is possible to control the
size of the embeddings. Given the reduction of eigenvalues, the new matrices have the
following size Û 2 Rm� d; �̂ 2 Rd� d; V̂ 2 Rn� d.

SVD for network embeddings

Which elements of the SVD constitute the embeddings that we want to obtain? In our
case, the original matrix A is the n � n adjacency matrix of the Gene Chromatin Network
and, thus, rows and columns represent the same set of genes.̂U and V̂ are of sizen � d
and both their rows are the embeddings of the same genes. However, it is useful to obtain
a single embedding vector, instead of two, for each gene. This can be accomplished by
further decomposing�̂ to express the SVD as binary matrix factorization.

A = ( Û�̂
1
2 )( �̂

1
2 V̂ T ) = WCT

The gene embeddings are then obtained by summation of the two factors:
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Figure 3.2: The Singular Value Decomposition. The blue matrices are the one obtained from a
full SVD. The matrices in red are the ones obtained from a truncated SVD. The areas delimited
by the dashed lines are the paddings, whose removals results in the reduced SVD.

E = W + C

3.2.3 Random Walks: node2vec

The node2vec algorithm [60] is a random walk-based method to learn the node embed-
dings of a network, following the principle that similar nodes have similar representations.
Similarity in this context is interpreted in two ways:

� homophily: two nodes are similar if they belong to similar communities;

� structural equivalence: two nodes are similar if they have the same role in the network
(e.g. they are both hubs).

The algorithm is able to control the relevance of the two similarities in the generation of
the embeddings.

The node2vec algorithm is derived by the work on the Skip-gram model [90], in which
an embedding for a word is learned by predicting the nearby words in the text. The
number of surrounding words considered is determined by the window hyperparameterw.
In the case of networks, there is no linear sequence of elements to learn from. For this
reason, random walks have been introduced to generate, for each node, sequences of nodes
representing its neighborhood.

The algorithm execution is divided into three phases: computation of the transition
probabilities, random walk simulation and optimization.
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Computation of the transition probabilities

The random walks are generated by randomly traversing the nodes on the network, follow-
ing their connections. The likelihood of choosing a certain edge to be traversed is di�erent
from edge to edge.

The two model's parametersp and q control the probability of transitioning from a
node to another, thus, controlling the sampling strategy for generating the random walk.

The sampling strategy for the neighborhood strongly in
uences the relevance of ho-
mophily and structural equivalence for the generation of the embedding. In particular:

� with Breadth-First Sampling (BFS), only immediate neighbors of the source node
are included, leading to embedding that emphasize structural equivalence;

� with Depth-First Sampling (DFS), neighbors at increasing distance from the source
node are selected for the neighborhood, which allows to infer the communities, thus
emphasizing homophily.

It's important to note that the two sampling methods are not mutually exclusive. The
strategy can incorporate both the aspects with di�erent degree depending on the values
of p and q.

The unnormalized transition probability for going, after reaching node v from node t,
to one of v's neighbors x, is computed as� vx = � pq(t; x ) � wvx , where wvx is the weight
betweenv and x and, given dtx the shortest path distance betweent and x (Figure 3.3):

� pq(t; x ) =

8
><

>:

1
p if dtx = 0

1 if dtx = 1
1
q if dtx = 2

The higher the value ofp the less likely is the walk to revisit a node, reducing the locality
of the generate neighborhood;q controls the balance between exploring inward nodes
(i.e. BFS) and outward nodes (i.e. DFS), with q > 1 approximating BFS and q < 1
approximating DFS.

Random walk simulation

The transition probabilities can be precomputed and used to simulate, starting from each
node in the network, r random walks of �xed length l , resulting in a total of n � r random
walks, wheren is the number of nodes in the network.

Given E the set of edges in the network andci as the i th node in the random walk,
the nodes are generated according to the following distribution:

P(ci = xjci � 1 = v) =

(
� vx
Z if ( v; x) 2 E

0 otherwise

Where Z is the normalization constant required to make the probabilities sum up to 1.
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Figure 3.3: The probability of visiting a new node depending if it has been just visited (nodet),
if is connected to t (node x1) or if there is not link with t (node x2).

Optimization with Stochastic Gradient Descent

Given V the set of nodes in the network, letf : V ! Rd be the function that takes a node
and outputs its embedding, whered is the size of the embedding and letNS(u) � V be
the neighborhood of a nodeu using the sampling strategyS. The algorithm optimizes the
following optimization function through Stochastic Gradient Descent (SGD):

max
f

X

u2 V

logP r (NS(u)jf (u))

Under the following assumptions:

� conditional independence of observing two neighbors of a node, given its represen-
tation

P r (NS(u)jf (u)) =
Y

n i 2 NS (u)

Pr(ni jf (u))

� symmetry in feature space, leading to the use of the softmax function as model of
the neighbors conditional probability

P r (ni jf (u)) =
exp(f (ni ) � f (u))

P
v2 V exp(f (v) � f (u))

Finally, the optimization problem can be formulated as follows:

max
f

X

u2 V

2

4� log

 
X

v2 V

exp(f (u) � f (v))

!

+
X

n i 2 NS (u)

f (ni ) � f (u)

3

5

At the end of the training of the Skip-gram model, the embeddings for each node are
extracted as the values of the hidden layer associated to the node.
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3. Co-expression network inference

3.3 Co-expression network inference

The �nal step of our framework concerns the prediction of gene co-expression from the gene
topological embeddings based on their physical interactions.This problem can be addressed
by training a classi�er to predict, given two genes and their vector representations, the
existence of a link between them in the co-expression network.

3.3.1 From node embeddings to edge embeddings

Several strategies are possible for aggregating the representations of two nodes into a single
vector, usually called edge embedding.
The �rst set of methods is based on the application of a binary operator to the two node
embeddings of sized, returning an edge embedding with the same sized.

Average
f i (u) + f i (v)

2
Hadamard f i (u) � f i (v)

Weighted-L1 jf i (u) � f i (v)j

Weighted-L2 jf i (u) � f i (v)j2

where f (u) and f (v) are the embeddings respectively for nodeu and nodev and f i (u) and
f i (v) represent their i th component.

Direct edge embedding

Recently, new methods have been developed to learn the edge embeddings directly, without
generating the node embeddings in the �rst place. However, most of them require a labeled
dataset, going from semi-supervised [94] to supervised [160] techniques.

A recent unsupervised method is called line2vec [6], which is an application of the
Skip-gram model to a weighted line graph. A line graph L(G) = ( VL ; EL ) of a graph
G = ( V; E) has a node for each edge ofG (i.e. VL = E) and two nodes are connected if the
corresponding edges ofG share a neighbor. The authors construct a weighted line graph
to compensate the over-representation of nodes with high degree. However, a line graph is
much bigger than the original network, and the algorithm is computationally expensive.

Furthermore, we are interested in obtaining meaningful representations of genes (i.e.
nodes), thus, even if direct edge embedding methods may eventually perform better, we
used the SVD and node2vec methods and explore the performances based on the type of
binary operator used to combine node embeddings into edge embeddings. In this way, it
is possible to implement a prediction at the level of edges, while maintaining the repre-
sentations at the level of nodes.
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3.3.2 Random Forest classi�er

Decision Trees

A Decision Tree [16] is a non-linear model that constitutes the building block of the
Random Forest. It is represented as a tree for which each internal node represent a test
on a feature of the dataset. For instance, in case of numerical features, the test can be a
boundary based on a chosen value. A branch in the tree is an outcome of the test. The
aim of the split is to obtain two groups as di�erent as possible from each other in terms
of which classes they belong to, as shown in Figure 3.4.

This is achieved by choosing the split that results in the greatest decrease inGini
impurity . In a classi�cation problem with n classes, the Gini impurity for a set of
samplesT is:

I (T) = 1 �
nX

j =1

p2
j

where pj is the frequency of classj in T. Its value is high if the distribution of the classes
inside the data set is skewed.

The Gini impurity of T after being split into T1 and T2 is given by the average of the
new sets weighted by their relative size. Thus, the decrease in impurity can be de�ned as:

� I (T) = I (T) �
jT1j
jT j

I (T1) +
jT2j
jT j

I (T2)

Alternative ways of methods for choosing the split exist, e.g. based on the highestinfor-
mation gain.

Decision Trees are interpretable models because the decision rules that they de�ne
are easily understandable by a human. If we continuously split the dataset into smaller
partitions, when a partition contains only one sample, we reach a leaf of the tree and the
Gini impurity is equal to 0. A Decision Tree with all the leaves referring to only one sample
is likely to over�t. For this reason, Decision Trees usually have a maximum depth o are
pruned after the training to avoid memorizing the training set (noise included) instead of
generalizing it.

From the Tree to the Forest

Another way to avoid over�tting while retaining the predicting power of the model is by
using multiple Decision Trees at the same time and applying some randomization tech-
niques. At the end, the �nal prediction is obtained as the average of the trees' predictions.
This is the approach of the Random Forest [15].

The Random Forest applies two types of randomization (Figure 3.5):

� Random sampling of the training data when building the trees. Each tree learns
from di�erent datasets, which are built by randomly sampling the data points with
replacement (bootstrapping ).
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3. Co-expression network inference

Figure 3.4: Example of a decision tree from [150]. The 1s and 0s are the classes to be predicted,
while the features are the color (red and blue) and whether the number is underlined or not.

� Random subsets of features used when splitting the nodes. The split is determined
based on a subset of the features present in the dataset.

A common notion about Random Forests is that they do not over�t. In reality, it has
been shown that Random Forests with maximally sized trees can be prone to over�tting
[121, 52]. However, an interesting property of Random Forests is that increasing the model
complexity (i.e. the number of trees), the tendency to over�t, in fact, decreases.

Feature importance

Random Forest classi�ers have the ability to compute the importance of each feature in
the classi�cation or regression task. The method for computing the importance varies
depending on the split measure used.

In the case of the Gini impurity, the Gini importance or mean decrease impurityis
used. The decrease in node impurity, in this case, is similar to the one used for computing
the best split. The only di�erence is that the impurities are weighted by the probability
of reaching that node, i.e., the proportion of samples in that node over all the samples.

� I importance (T) =
jT j
N

I (T) �
jT1j
N

I (T1) +
jT2j
N

I (T2)

where N is the number of samples of the training data used in that tree.
Since a feature can be split many times, even in the same tree, we sum all the decreases.

At this point we have a value for each feature and tree. Finally the importance value of a
feature is given by the average over all the trees of the ensemble.

The importance is usually normalized to be between 0 and 1. A high value means that
the feature has a high impact in the performance of the model, and removing that feature
will likely decrease the performance of the Random Forest.

3.3.3 Model evaluation

We compared di�erent embedding methods on the bases of the accuracy of the Random
Forest classi�er, which is de�ned as the fraction of correct predictions out of all the test
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Figure 3.5: Schematic description of the Random Forest samplings. Each tree is trained on a
di�erent sampled training set. Then, each node of a tree computes the next split on a sampled set
of features.

samples.

Accuracy =
1
n

nX

i =1

1f yi = ŷi g

Where n is the number of test samples,yi is the true label and ŷi is the predicted label.
It can also be de�ned as:

Accuracy =
TP + TN

TP + FP + TN + FN

Where TP, TN, FP and FN refer to, respectively, the True Positive, True Negative, False
Positive and False Negative samples.

Accuracy is known to be an unfair evaluation metric in case of unbalanced classes: if
there are 995 samples with label 0 and and 5 samples with label 1, predicting always 0
will result in 99.5% of accuracy, even if the model never classi�es correctly the samples
with label 1. Metrics that take into account this aspect are the F1 score and the ROC-
AUC curve. However, since our classes are balanced (i.e. there are the same number of
positive and negative samples) we used the accuracy metrics to favor interpretability of
the performance.

Sampling of negative edges

In order to train the classi�er, we fed it with both positive (pairs of co-expressed genes)
and negative samples (pairs of not co-expressed genes). To do so, we generated negative
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samples by taking pairs of genes which did not interact in the co-expression network.
In addition, we constrained the search of negative pairs to only those whose genes were
present in the positive set. To balance the training of the classi�er, we generated the same
number of negative samples as positive ones.

Depending on which of the three setups is evaluated, some considerations must be
taken into account.

� Separated model for each chromosomes: the sampling of the negative edges is per-
formed separately for each chromosome.

� Shared intra-chromosomal model: the sampling of the negative edges is still per-
formed separately for each chromosome. Given the size di�erence between chromo-
somes, a shared sampling would result in a high likelihood of considering negative
edges for big chromosomes. Furthermore, it allows a fair comparison of performance
between the this and the previous setup.

� Shared intra and inter-chromosomal model: two distinct samplings are performed
for, respectively, the intra-chromosomal interactions and the inter-chromosomal ones.
In both cases the negative edges are extracted independently on which chromosome
they belong to.

All the results for each experimental setting were generated using 5-fold cross-validation.
Finally, for each experimental setup, we initially removed 20% of the positive and

negative co-expression links as holdout test set. This dataset was used as a �nal evaluation
of our models and was not used during the hyper-parameter search and model de�nition.
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Chapter 4

Results

In this chapter, we present the analysis performed and the observations emerged during
the work. We will �rst describe the original setting of the problem, and how it evolved
into the �nal con�guration of predicting links in the Gene Co-expression Network using
information from the Gene Chromatin Network extracted from Hi-C Experiments.

The �rst part is about the generation of the co-expression and chromatin networks,
their characteristics and the explorations of their relationship. It is then followed by the
link prediction analysis in three possible settings: single-chromosome intra-chromosomal,
shared intra-chromosomal and genomewide. We examined the behavior of the di�erent
used methods and how their inner mechanisms generate di�erent embeddings and predic-
tion accuracies.

4.1 Original problem setting: multi-task regression from
the L1000 platform

In order to comprehensively study a biological condition, researchers usually need the
complete pro�ling of the human genome, which is composed by approximately 22000
genes. Despite the technological advances, whole-genome gene expression pro�ling is still
a very expensive procedure and most laboratories are not able to use it to study genetic
pro�les under a lot of di�erent conditions.

The expression patterns of most of the genes are highly correlated. Given this �nding,
researchers of the Library of Integrated Network-based Cell-Signature (LINCS)1 identi�ed
a set of approximately 1000landmark genes able to represent 80% of the information of the
entire human gene set. Using the landmark genes, researchers can infer computationally
the expression pro�les of the remainingtarget genes.

The prediction of the expression values of the target genes from the expression values
of the landmark genes can be described as a multi-task regression, i.e. for each sample
we don't have to predict a single value, but multiple ones. Consistent improvements
are being achieved in increasing the accuracy of the prediction, using approaches like

1http://www.lincsproject.org/
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Linear Regression [128], Low-rank regularization [147], Multilayer Perceptrons [25] and
Generative Adversarial Networks [58].

Interestingly, we showed that Multilayer Perceptrons, in addition to the higher perfor-
mance, are more stable than linear regression in case of a low number of training samples
in this setting of multi-task regression.

All these methods encode the gene expression value information in a simple vector
form and then apply regression models for the prediction of the remaining genes without
considering how the genetic information is actuallystructured in the genome. The aim of
the work was initially to induce a bias in the feature representation learned by the model
by introducing information (in the form of a graph) regarding the physical relationships
of the features (i.e. genes) of the inference problem.

The aim of the project was to use graph regularization or graph embedding methods
so that connected genes (either landmark-target or target-target) would result in similar
predicted gene expression.

We implemented the Graph-Fused Lasso model, a linear multi-target regression al-
gorithm which incorporates in its loss function a fusion factor based on the structure of
a weighted undirected network, such that the learned coe�cients are more similar for
variables that are strongly connected.

Inspired by the Graph-Fused Lasso approach, we developed a Graph-Regularized Mul-
tilayer Perceptron in which a loss function is added such that the connected target genes
tend to have more similar predictions. A correlation-based version was developed to bias
on the correlation, instead of the similarity, of connected target genes.

However, the high-dimensionality of the problem and the lack of computational meth-
ods capable of exploiting the landmark-target connections limited the improvements in
prediction performance.

Finally, the Graph Convolutional Networks and GraphSAGE were implemented, but
they were a�ected by a profound limitation: they are designed to exploit the connectivity
between samples, while our work aimed at exploiting the connectivity between features.
Thus, these methods could not be adequately applied.

Following the principle of this work, we decided to use only information about the
structure of the chromatin and the physical interactions between genes to predict the gene
co-expression, instead of the expression. In this way, the problem reduced from a multi-
task regression to a binary classi�cation problem (co-expressed vs. not co-expressed) and
the distinction between landmark genes and target genes is removed.

4.2 Network analysis

4.2.1 Gene Co-expression Network

The process of generating a Gene Co-expression Network for each chromosome of both
the prostate cancer and breast cancer datasets consisted in cleaning the gene expression
data, computing the gene-by-gene co-expression, followed by the application of a global
threshold. The threshold has been computed as the 90th percentile of the correlation
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Figure 4.1: Distribution of distances between connected genes in the Gene Chromatin Network
and in the Gene Co-expression network for both the breast (orange) and prostate (blue) dataset
(1, 2). Average co-expression between pairs of genes as a function of the distance between their
TSS calculated through lowess regression for both breast and prostate TCGA RNA-seq datasets
(3).

values across all the chromosomes.
The use of a single threshold resulted in generally sparse networks, but with di�erent

densities (Table 4.1). The prostate cancer networks have a mean density of 0.10 across
the 22 non-sexual chromosomes, with values ranging from 0.081 of chromosome 1 to 0.137
of chromosome 19. The breast cancer networks have a mean density of 0.11, with values
ranging from 0.075 of chromosome 1 to 0.195 of chromosome 13.

In Figure 4.1.2 we display the distance distribution between pairs of genes in the
same chromosome from the de�ned co-expression networks. The two datasets have similar
distributions, with the majority of the co-regulated genes being in the range between tens
and hundreds of Megabases.

The genomewide co-expression network has been computed by applying a di�erent
threshold between the intra- and inter-chromosomal co-expression. The thresholds resulted
in an equal number of intra-chromosomal and inter-chromosomal links. Upon analysis of
the nodes degree distribution using the Cytoscape software [124], the Figure 4.2 shows
that the obtained network is weakly scale-free, �tting the distribution P(k) / k� 1:2 with
R2 = 0 :837.

4.2.2 Gene Chromatin Network

The process for generating the chromatin networks is similar to the co-expression case.
The gene coordinates were �rst mapped to the bins of the Hi-C matrices to obtain the
matrix of physical contacts between genes. Then, a global threshold was applied to the
networks, computed as the 80th percentile of the positive interactions.

The sparsity of the original Hi-C matrix is in
uenced by many factors, with above
all, the sequencing depth. Thus, networks generated from di�erent Hi-C experiments may
have di�erent sparsity. In fact, the di�erence in the number of sequenced reads between the
prostate cancer experiment, around 1 billion, and the breast cancer experiment, around
286 millions, is re
ected in sparser networks in the latter case.
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The prostate cancer networks have a mean density of 0.142 across the 22 non sexual-
chromosomes, with values ranging from 0.062 of chromosome 1 to 0.381 of chromosome
20. The breast cancer networks have a mean density of 0.023, with values ranging from
0.0165 of chromosome 15 to 0.034 of chromosome 6 (Table 4.1).

While the distance between highly co-expressed genes is consistent across tumor types,
the di�erent sparsity in the chromatin networks result in di�erent distributions of the
distance between highly interacting genes, as shown in Figure 4.1.1. Since closer genes
tend to interact more frequently [80], the more restrictive threshold of the breast cancer
chromatin network favors the link between closer gene pairs.

Similarly to the co-expression case, the genomewide network was built so to contain
the same number of intra- and inter-chromosomal interactions. In this case, however, the
resulting network was not scale-free, with the node degree distribution shown in Figure
4.2.

Figure 4.2: Node degree distributions of the genomewide co-expression network (left) and the
genomewide chromatin network (right)

4.2.3 Correlation between co-expression and chromatin interactions

To be able to predict the co-expression between genes from their interaction pro�les, it is
�rst crucial to assess the presence of correlation between the two types of information.

Therefore, we compared the co-expression of the most interacting gene pairs with the
co-expression of other, randomly selected, gene pairs. We sampled 5% of the couples
of genes linked in the intra-chromosomal chromatin network of all the 22 chromosomes
together and extracted their co-expression values from the unthresholded co-expression
matrix. Then, we randomly selected the same number of intra-chromosomal gene pairs
which are not linked and extracted their co-expression values.

We compared the two co-expression distributions with a two-sided test for the null
hypothesis that two distributions have the same average (t-test) for both the prostate and
breast cancer datasets (Figure 4.3). The di�erence of mean values is extremely signi�cant,
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Figure 4.3: Distributions of the co-expression of highly interacting genes and of a set of randomly
sampled genes with the same cardinality for the prostate (left) and breast (right) cancer datasets.

with p-values 5� 10� 260 and 1� 10� 216 for, respectively, the prostate and the breast cancer
datasets.

This analysis con�rms the hypothesis that the more two genes interact, the more they
are, on average, co-expressed.

4.2.4 Co-expression dependence on distance

We also analyzed the relationship between co-expression and genomic distance between
pairs of genes in the same chromosome. We observed a dependency shown in Figure
4.1.3 for both the types of cancers. Thus, genes closer sequence-wise tend to be more
co-expressed.

This �nding, in concordance with previous studies [126], validated our choice to pre-
serve neighboring interactions in the gene chromatin network. Furthermore, it lead to the
addition of a distance-based predictor as one of the baselines.

4.3 Co-expression link prediction

This step is the crucial part of the work. After generating the chromatin and co-expression
networks, we applied two node embedding techniques, Singular Value Decomposition and
node2vec, to generate a vector for each gene, such that similar genes had similar vectors.

We then used the embeddings as input for a Random Forest classi�er to predict, for
some pairs of genes, if there was a link or not between them in the corresponding co-
expression network. In order for the classi�er to work, it was required to obtain for each
pair of node embeddings, a single vector representing the edge (i.e. edge embedding).

There are multiple feature combination methods and we showed how the choice of the
method impacts the model performance. Then, we evaluated the prediction performance
on a validation set depending on the embedding method and its hyperparameters, the
embedding size, the node aggregation method and the classi�er. Finally, we compared the
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3. Co-expression link prediction

Figure 4.4: Schematic representation of the proposed work
ow. The pipeline is composed by a three
main tasks. Initially, a Gene Chromatin Network is generated by summarizing Hi-C information
of genes and their neighborhood for each gene, producing an interaction vector for each gene (1).
Then produce a reduced vector representations of genes through network embedding techniques
(Matrix Factorization or Random Walks) ( 2). The �nal step focuses on co-expression prediction,
which is done by taking pairs of gene vectors as input for a Random Forest classi�er, trained on a
subset of the gene co-expression network (3).

best models against a set of baselines. A visual representation of the full pipeline is shown
in Figure 4.4.

4.3.1 Intra-chromosomal co-expression prediction

In our �rst setting, we trained a distinct model for each non-sexual chromosome. Embed-
dings for di�erent chromosomes were generated independently from each other, as well
as the training of the classi�ers. We set the node2vec hyper-parameters to the standard
values p = 1 ; q = 1 ; r = 10; l = 80. The Random Forest classi�er contained 100 trees.

We then studied how the size of the embeddings in
uenced the prediction perfor-
mances (Figure 4.5). We therefore looked at the prediction accuracy as a function of the
embedding algorithm, the number of elements in the gene vectors and the feature com-
bination strategy to build edge representations from the node representations. We found
that accuracy increases monotonically with the embedding size, demonstrating that bigger
embeddings can capture more topological information, useful for the prediction task. The
increase of embedding size does not introduce considerable noise, perhaps because of the
noise �ltering ability of the network thresholding operation, which allows to retain only
signi�cant interactions in the chromatin network.

To see if the performance trend is independent from the chosen edge classi�er, we
performed the previous analysis using a Logistic Regression classi�er instead of Random
Forest. Given the linear nature of Logistic Regression, we did not expect to match the
prediction performances of Random Forest. On the other hand, the correlation between
embedding size and accuracy was preserved. We noted that the Hadamard product and the
Average of gene embeddings had the best performance with the Random Forest classi�er
in both the breast and prostate cancer datasets.

Interestingly, when comparing node2vec with SVD, they produced slightly di�erent
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4. Results

Figure 4.5: Accuracy of co-expression prediction as a function of the embedding size in breast (top)
and prostate (bottom) cancer datasets. We evaluated both SVD and node2vec embeddings using
Random Forest (green and red lines) and Logistic Regression (blue and orange lines) classi�ers.
We also explored three di�erent gene embedding combination functions: Hadamard product (left),
element-wise average (center) and L1 norm (right).

outcomes as a function of the embedding size. In the prostate cancer dataset, for small
embedding sizes, SVD was more e�cient in capturing information about the network
topology, but for embedding sizes> 8, node2vec achieved the best accuracy. We then
decided to use the Hadamard product and an embedding of 16 elements in the following
experiments and in the comparisons with the other baselines.

Both in the breast and prostate cancer datasets, our embedding strategies outper-
formed the topological measures and distance-based predictors (Figure 4.6). We also
noted that the performance is dependent on the coverage of the Hi-C experiments. This is
demonstrated by the higher variance of the results for the breast cancer dataset (MCF-7
Hi-C cell line), which has a signi�cantly lower number of reads than the prostate cancer
dataset (22Rv1 Hi-C cell line). In both datasets, node2vec outperformed SVD. In Figure
4.6 we show the box plots, based on a 5-fold cross validation measure for each of the 22
chromosomes.

Figure 4.7 shows that for the prostate cancer dataset, chromosomes for which the accu-
racy is high with the topological measures tend to be high with the node2vec embeddings
as well. This highlights the fact that node2vec consistently improves the performance
for all the single-chromosome networks, with a mean relative improvement up to 13%.
It's interesting to note that the chromosome 21 has similar performance between the two
methods and has a signi�cantly higher variance for both of them compared to the other
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3. Co-expression link prediction

Figure 4.6: Five-fold cross validation accuracy across the 22 single-chromosome networks of the
proposed gene embedding strategies and comparison with baselines. Each box plot is derived from
the accuracy measures for each cross validation fold and for each chromosome. For both breast
(left) and prostate (right) cancer datasets we evaluated aRandom predictor, a pure Distance-based
predictor (red), a Random Forests predictor based on manually derivedtopological measuresfrom
the Gene Chromatin Network (green) and �nally a Random Forest model leveraging our SVD
(blue) and node2vec (orange) embeddings.

chromosomes. Similar results are obtained on the breast cancer dataset (�gure not shown).

Embeddings visualization

For the methods based on the adjacency matrix as input, it can be useful to visualize its
reconstruction from the embedding information. For instance, in SVD, the reconstruction
of the adjacency matrix can be visualized as the result of the multiplication between the
W and CT matrices used to obtain the embedding vectors. node2vec has a softmax inner-
product decoder and the reconstructed link between nodei and node j is computed as
follows:

ez>
i zj

P
vk 2 V ez>

i zk

where zi and zj are the embedding vectors of, respectively, nodei and nodej .
The reconstructed adjacency matrix visualization allows to observe the capability of

the embeddings to discriminate the nodes di�erences in the network, based on, for example,
the embedding size. Figure 4.8 shows that small embeddings are not able to capture subtle
di�erences between nodes compared to bigger ones and, thus, there are few big clusters in
which nodes belonging to the same cluster have almost exactly the same representation.

It is also useful to visualize the relationships between the embeddings using some
dimensionality reduction techniques such as PCA, t-SNE e UMAP. In Figure 4.9 we show
the plot of the node embeddings using the UMAP technique. The color of the nodes
represent their index, following a gradient from blue to red in sequence order. We can see
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Figure 4.7: Comparison chromosome by chromosome between the accuracy of the topological
measures and the embeddings from node2vec. node2vec outperforms the topological measures for
each chromosome.

Figure 4.8: Heatmaps of the adjacency matrix of the prostate cancer chromatin network of chro-
mosome 1 reconstructed by the embeddings computed with the node2vec algorithm. On the left,
the reconstruction using embeddings of size 2; on the right, the reconstruction using embeddings
of size 16.
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3. Co-expression link prediction

Figure 4.9: Plot in 2D space of the node2vec's embeddings obtained from the UMAP algorithm of
the prostate cancer chromatin network of chromosome 1 (left) and the corresponding reconstructed
adjacency matrix (right). The blue, green and purple boxes identify clusters of nodes in the low-
dimensional space and the corresponding interactions in the adjacency matrix.

that the information captured by the embeddings follows the principle of Hi-C for which
genes close to each other tend to have similar patterns of interactions. The nodes are
also divided into three clusters which are visible in the reconstructed adjacency matrix of
Figure 4.9 as the three red blocks of interactions on the main diagonal.

It is not possible to perform the same type of visualization using the topological mea-
sures because some of them (shortest path length and Jaccard index) are link-based and
not node-based. Thus, using only the degree, the betweenness centrality and the cluster-
ing coe�cient would not be informative of the real relationships based on the topological
measures.

It is important to note, that di�erently from PCA, techniques like t-SNE and UMAP
are strongly focused on preserving, in the low-dimensional space, thelocal distances be-
tween data points. Thus, even though it has been shown that UMAP is able to represent
global distances better than t-SNE, it is not guaranteed that inter-cluster distances are
preserved and it is important to not draw any conclusion about the distance from points
belonging to di�erent clusters.

4.3.2 Building a shared model for all chromosomes

We next considered the training of the whole set of chromosomes, therefore generating
compatible set of vector representations for the entire genome. In order to do that, we
assembled a single network from each of the 22 single-chromosome networks. The resulting
network was therefore composed on 22 independent components. The substantial di�er-
ence from the previous experimental setup is that both the node embedding strategy and
the edge classi�er were trained on the entire set of genes and intra-chromosomal interac-
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Figure 4.10: Five-fold cross validation accuracy measures for the aggregated network derived by
merging the 22 single-chromosome networks without considering inter-chromosomal interactions.
Each bar represents the average accuracy across the �ve folds and the error bars represents the
standard deviation. We compared the performances of the same models as in Figure 4.6

tions. This enabled us to study the generalization capabilities of the models and prevent
possible over�tting issues which could arise due to the size and gene density of speci�c
chromosomes.

The results of this test con�rmed our previous �ndings, with the exception of the
SVD embedding method, whose performance was signi�cantly lower than in the previous
setting, being outperformed also by simple network topology measures (Figure 4.10). This
is due to the intrinsic design of SVD, which reconstructs the original adjacency matrix,
taking into account all the negative interactions (the zeros of the matrix). But, in this
setting, the adjacency matrix is a block-diagonal matrix with all the inter-chromosomal
interactions set to zero. Thus, the overwhelmingly sparsity of the matrix produces poor
quality SVD embeddings. On the other hand, neighborhood-based methods like node2vec
show similar results as before, outperforming all other baselines.

Hyperparameters analysis

The node2vec method used the best hyperparametersp; q; r; l; w obtained through a tuning
based on the Bayesian optimization algorithm [125]. The Bayesian optimization, di�er-
ently from methods like grid search and random search, take into account the results of the
previous runs to build a probabilistic model that maps the values of the hyperparameters
to the score to be optimized. The Bayesian optimizerexploits the model to search for
promising values that are likely to achieve better scores and, at the same time,explores
new random con�gurations given its probabilistic nature.

The optimization process explored around 70 con�gurations of the hyperparameters
for both the datasets, with the best con�guration for the prostate cancer dataset reaching
an accuracy of 0.6936, usingp = 1 :5; q = 4 :5; r = 55; l = 55 and w = 14. The best
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Measure l q p r w
Correlation 0.513 0.436 0.266 0.226 0.190
Importance 0.350 0.175 0.085 0.221 0.168

Table 4.2: Correlation with accuracy and importance of node2vec's hyperparameters walk length
(l ), q, p, number of walks (r ) and window size (w)

con�guration of the breast cancer dataset isp = 1 :2; q = 0 :5; r = 50; l = 100, and w = 15
with an accuracy of 0.6924. The �nal model comparison will be performed on the separated
test set to avoid possible biases and over�tting given by the hyperparameter tuning.

The ability of the Random Forest algorithm to compute the importance of the features
used in the classi�cation process can be leveraged to compute the importance of the
hyperparameters. A typical analysis of the hyperaparameters is to compute the correlation
between their values and the optimization score. However, the dependencies are not always
linear and this method is not able to capture second order relationships.

Therefore, we used, as a measure, the feature importance from a Random Forest
classi�er, with the following setting: we used the hyperaparameters as features and their
values were fed to the Random Forest classi�er with the aim of predicting the optimization
score. An hyperparameter may be negatively correlated with the score (i.e. decreasing
its value increases the performance) and having a very high importance, meaning that its
value has a strong impact on the model performance.

We show in Table 4.2 that the walk length l is both the most important and most
correlated hyperparameter, meaning that higher values ofl tend to result in better pre-
dictions, which is reasonable because it allows to better explore the node's neighborhood,
without going too far from it thanks to tuning of the q and p parameters. The di�erent
rankings of hyperparameters using the two types of measures highlights the fact that they
are not equivalent and they represent di�erent e�ects on the optimization score.

Embeddings visualization

Similarly to the single-chromosome case, we show in Figure 4.11 the reconstruction of the
block-diagonal adjacency matrix obtained by assembling the 22 networks together, using,
respectively, the SVD and node2vec algorithms. It is possible to distinguish the individual
chromosome adjacency matrices as blocks on the main diagonal.

However, as mentioned earlier, the global design of SVD struggles in the reconstruction
of the intra-chromosomal interactions, because it focuses on reconstructing also the inter-
chromosomal interactions, which are completely absent in this setting. For this reason,
some of the genes belonging to the same chromosome have almost identical embedding
vectors.

In the case of node2vec, the compression of information given by the embeddings
prevents from reconstructing the inter-chromosomal areas as completely devoid of interac-
tions. However, the values of the reconstructed inter-chromosomal interactions are lower
compared to the intra-chromosomal ones.
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Figure 4.11: Heatmaps of the adjacency matrix of the prostate cancer chromatin network of the
combined adjacency matrix reconstructed by the embeddings computed with the SVD (left) and
node2vec (right) algorithms. Both the embeddings have size 16. The node2vec embeddings better
reconstruct the intra-chromosomal interactions, compared to SVD.

Furthermore, we show in Figure 4.12 that the node2vec embeddings of the same
chromosomes easily cluster together, when reduced to a two-dimensional space using the
UMAP algorithm.

4.3.3 Including inter-chromosomal contacts

We �nally considered also inter-chromosomal contacts in our analysis. Therefore, we built
a whole-genome Gene Chromatin Network, taking into account also the inter-chromosomal
gene interaction pro�les. Since the coverage of inter-chromosomal interactions is drasti-
cally lower than for intra-chromosomal, we decided to apply a more compelling thresh-
old to assign an edge to pairs of genes belonging to di�erent chromosomes: only inter-
chromosomal contacts above the 90th percentile were therefore considered. In addition,
given the high sparsity of inter-chromosomal interactions in the Hi-C data from MCF-7,
we decided to perform this analysis only on the prostate cancer Hi-C data from the 22Rv1
cell line.

Due to their di�erent biological nature, the simultaneous use of both intra- and inter-
chromosomal interactions is a challenging task [71]; given their strong unbalance, an ex-
cessively sparse inter-chromosomal sub-network may nullify the value of creating a single
genome-wide network, while an excessively dense one, may decrease too much the impor-
tance of the intra-chromosomal interactions. Additionally, intra- and inter-chromosomal
sub-networks di�er topologically, since the former shows a dependency on genomic dis-
tance, while the latter does not.

To prevent the noise coming from inter-chromosomal interactions to a�ect too much
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