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Picture a wave. In the ocean.

You can see it,

measure it, its height,

the way the sunlight refracts when it passes through.
And it’s there. And you can see it, you know what it is.
It’s a wave.

And then it crashes in the shore and it’s gone.

But the water is still there.

The wave was just a di erent way for the water to be, for a little while.
The wave returns to the ocean,

where it came from and where it’s supposed to be.

What the ocean does with the water after that
is anyone’s guess.

True joy is in the mystery.

That mystery is what gave value to the wave.
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Abstract

This thesis proposes a framework to analyse the vulnerabilities of an
image processing application concerning a set of faults. The domains we
will pick our applications from are those of image classi cations supervised
machine learning which Convolutional Neural Networks are one expression
of. When software engineers start developing an application, they seldom
think that the computer might fail. They focus on software problems since
the hardware will "operate correctly”. But a memory cell may break or
a line might become grounded due to a power surge, causing the appli-
cation to behave incorrectly or worse, unpredictably. When working with
safety-critical systems, whose failure entails potential human losses, or with
computations so heavy that repeating the entire process corresponds to a
consistent time, power and economic waste, it becomes paramount to be
able to estimate/evaluate the e ects of such faults and eventually introduce
hardening solutions. The framework we propose is based on TensorFl, a
plugin for the famous TensorFlow library, which adds a procedure to per-
form fault injection. We perform two orthogonal analyses to investigate the
application vulnerability to such events: error analysis, which deals with
numerical errors caused by the injection and usability analysis, which in-
vestigates the impact of the fault on the application outputs, to determine
whether they can still be used or need to be discarded and possibly recom-
puted. One fault model has been here considered: the Single Event Upset, a
fault model adopted typically in today’s computing systems contexts, con-
sidering transient faults.



Sommario

Questa tesi vuole proporre una metodologia per I'analisi delle vulnera-
bilita di un’applicazione di elaborazione di immagini rapportata ad un in-
sieme di guasti. Le applicazioni in esame appartengono al dominio della clas-
si cazione di immagini e dell’apprendimento supervisionato cui una espres-
sione sono le reti neurali convoluzionali. Quando un ingegnere del software
avvia il progetto di una applicazione, raramente considera che il calcola-
tore potrebbe causare problemi. Ci si concentra sui potenziali problemi
del software poiche si assumera il correto funzionamento dell’hardware. Ma
una cella di memoria puo rompersi od una linea puo essere messa a terra a
causa di uno sbalzo di corrente, causando confusione nell’applicazione che in-
iziera a comportarsi in modo anormale, 0 peggio, imprevedibile. Lavorando
con sistemi di critica importanza, il cui malfunzionamento implica perdite
umane, 0 con computazioni cos pesanti che ripeterle corrisponderebbe ad
uno spreco consistente di tempo, potenza e denaro, diviene fondamentale
I’essere in grado di stimare/valutare gli e etti di tali guasti per in ne intro-
durre strategie di irrobustimento. La metodologia che proponiamo si fonda
su TensorFl, un plugin della famosa libreria TensorFlow, a cui aggiunge una
procedura per I'iniezione di guasti. Abbiamo implementato due analisi or-
togonali fra loro: I'analisi degli errori, che tratta di di erenze numeriche
causate da un’iniezione e I'analisi di usabilita, che investiga I'impatto del
guasto sui risultati dell’applicazione con lo scopo di determinare se questi
possano essere ancora utilizzati o vi e la necessita di scartarli e possibilmente
ricomputarli. 1l modello di guasto che consideriamo e il Single Event Up-
set, un modello di guasto tipicamente adottato come guasto transiente nel
contesto dei sistemi di computazione odierni.
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Chapter 1
Introduction

1l 4001 era una ROM a 2048 bit, lo stato dell’arte a quel tempo, con quat-
tro linee di 1/0 programmabili con una maschera metallica, come lo era la
memoria, piu la relativa logica di controllo.

Federico Faggin

Image processing applications have become a staple in the computer sci-
ence industry. Geoinformatics, medical imaging, self-driving vehicles, and
even Instagram Iters belong to this eld. When coupled with the realm of
Machine Learning (ML), mathematical models such as Convolutional Neu-
ral Networks (CNNs) arise. Being innovative, we do not know how it works
when something breaks in the underlying hardware. Some systems’ mal-
functioning could menace people’s safety, damaging equipment and the en-
vironment. The pervasiveness and importance those applications reached
demand business continuity even when a fault occurs.

A fault is the behavioral equivalent of a rupture at the hardware level.
There are plenty of physical events that can induce a fault and even a single
one of them can cause an application to deviate from its nominal behavior
resulting in timeouts, crashes or incorrect outputs’ production. Particularly
harsh environmental conditions such as high temperatures, radiations or
aging stress are examples of them. What is left to us engineers is to nd a
way to analyze how the application behaves when a fault occurs and Fault
Injection is a proper strategy to perform such analysis.

The focus of this work is to analyse the behavior of CNNs when faults
belonging to an adopted fault model occur in the hardware platform running
the application.

We propose a framework that allows the evaluation of the vulnerability of
CNN-based applications against the selected fault model and yields a list of



numerical indices that re ects the structural robustness of the network. We
propose two orthogonal analyses: the numerical one and the usability one.
The former deals with fault e ects, namely errors, intended as noticeable,
numerical changes in the output whilst the latter tackles the same problem
from the nal functional point of view: whether the corrupted output of the
application is still usable.

What should this work be used for? Comprehensively, the framework is
a tool whose objective is to assist the project manager with dependability-
related decision making. It suggests how to evaluate a CNN and highlights
its weak spots. Once that is done, we exit from the scope of this work since
later processes are either too complex or too far away from our objective to
be considered. For example, the process of hardening an application is the
augmentation of the degree of trust you justi ably can put in a system by
placing suitable countermeasures. The said process is left to the manager
entirely since it belongs to too vast a eld to be condensed in a strategy
without having application-speci c insight.

The thesis is organized as follows:

Chapter 2 sets the basis of the whole work. It introduces the reader
to the most important notions that will accompany them throughout
the reading. At last, the problem we aim at solving is going to be
explained clearly.

Chapter 3 provides an overview of the theoretical background which eases
the reading and describes the full picture where our working scenario
takes place.

Chapter 4 is devoted to the framework itself. It starts by walking the
reader through the complete work ow and then it analyzes each com-
ponent in detail.

Chapter 5 describes three use cases, two explorative ones and a valida-
tion one. The last section contains those cross-application statements
which were found to be holding and a critical evaluation of the pro-
posed methodology.

Chapter 6 is the nal chapter. It sums up the work and focuses on paving
a path for future developments.



Chapter 2

Goals & Motivations

Es una idea, una herramienta intelectual, que ha probado ser enormemente
poderosa cuando se la usa con habilidad.

Seymour Papert

A profuse dependability problem lives throughout computer science:
anything can break at any time but still, we desire that the systems we
use work the way they are meant to. One of the most popular facets of com-
puter science nowadays is ML. Due to its current status, ML is becoming
steadily more commonly exploited and it is receiving a lot of attention to-
wards its adoption in application contexts where dependability is a relevant
aspect (space scenarios, for example).

This thesis explores dependability-related aspects in the context of ML-
based applications to provide a method and tool supporting this kind of
analysis. This chapter focuses on the current status of the world, the tools
we have available to face that problem while the last section is going to
explain this thesis’ work environment together with the reasons we chose it.

2.1 Scenario

We are going to introduce brie y the elds of dependability and image pro-
cessing: the two main staples of this work.

2.1.1 Dependability

Since dependability is a broad eld of engineering, we cannot be satis ed
with a simple de nition. We will target a more formal and complete ex-
planation of the matter in Section 3.1. As for now, we can be contented



with the following: "dependability is the ability to deliver services that can
justi ably be trusted™ [1]. What we are dealing with are systems that may
break. During software development we abstract often from the hardware
we are running upon, but what happens when said piece of circuitry stops
working? The act of breaking must be coupled with an engineering model to
ease and formalize the analyses at higher abstraction levels, as summarized
in Figure 2.1.

not in a critical position
DEFECT >

in a critical position

no modified behaviour
FAULT »

modified behaviour
system unavailable
EEm—— FAILURE
ERROR
L INCIDENT
system operates incorrectly

Figure 2.1: Dependability scenario.

defect it models a problem at the physical level. For example, a line
which becomes grounded due to impurity on the chip or an ionized
particle that hits and charges a cell;

fault it is the behavior caused by the defect. Said grounded line may
cause a multiplexer to always output the rst input. Given the com-
plexity of the physical abstraction level, instead of referring to faults
we refer to fault models: "engineering model of something that could
go wrong in the construction or operation of a piece of equipment™ [2];

error the observable behavior of the fault at the system level. The
multiplexer causes a function to output wrong values;

failure an error that causes the system to work incorrectly. We have a



proper failure when the system becomes unavailable while we have an
incident when the system continues to work and produces the wrong
results. Which one between the two is more severe is application-
dependent.

Depending on the nature of the defect, we can have permanent or tran-
sient faults. We are not going to consider the former in this work.

Once we have selected the fault models relevant to the scenario we work
in, their practical use is fault injection. Fault Injection - FI - is the analysis
of the behavior of the system when a fault occurs. It is performed through
"controlled experiments where we inject faults and observe the system’s re-
sponses™ [3]. We have two possible strategies to perform fault injection:
Hardware-Implemented Fault Injection (HWIFI) or Software-Implemented
Fault Injection (SWIFI). Figure 2.2 depicts the possible scenarios.

—

\

\

HARDWARE SOFTWARE
IMPLEMENTED IMPLEMENTED
WITHOUT AT COMPILE
WITH CONTACT CONTACT TIME AT RUN-TIME

Figure 2.2: Typologies of Fault Injection.

If we have a hardware platform available we can use it for testing pur-
poses. We can choose between HWIFI with contact or without contact. The
former means that we inject faults by touching pins with probes whilst the
latter takes advantage of mechanisms like lasers or ionized particles instead.
HWIFI’s yield presents no approximation and it is the fastest way to per-
form Fls but has the problems of limited portability and high risk since we
are tampering with the hardware and it can break.

When we only have the code to analyze, we are bound to choose SWIFI.
Two are the main strategies: working at compile-time or run-time. Compile-
time SWIFI involves manipulating the assembly code. We are talking about
code mutation and code insertion before running the software. Run-time
SWIFI focuses on the introduction of triggers (time-based or interrupt-
based) to dynamically introduce faults while the software is running. An

10



in-depth analysis is contained in Table 2.1.

SWIFT Techniques

Compile-Time Run-Time
Code Insertion Memory space corruption
add new lines of code which statically introduce the fault | content of a memory cell is modi ed before it is read or written
Code Mutation Syscall interposition
exploit polymorphism to change behavior monitor and deviate system calls
Saboteurs Insertion Network level injection
speci cally design code to be able to switch behavior [4] modify the contents of network-level payloads

Table 2.1: Some methodologies to perform SWIFI.

The strategy we choose for our framework is run-time memory space
corruption, where we modify the content of a memory cell thus changing
the result of an operation.

2.1.2 Image Processing

A computer performs digital image processing when it "processes digital
images through an algorithm" [5].

Since its de nition is quite broad, we are going to list some real-life
examples of image processing:

Resampling to resample an image means to change the number of pixels
of that image. It is the process of reducing or increasing its size;
downloading an image from the web for printing is an example of it;

Image Editing it is the process of image alteration. Cropping, color-
ing, correcting, mirroring and distorting an image all fall in this cate-
gory. The most important example nowadays are Iters: convolution
matrices which extract features from an image;

Image Segmentation process of partitioning an image in sets of pix-
els which are the representation of something of importance. This
approach has been used extensively in neuroimaging techniques like
Magnetic Resonance Imaging (MRI) [6];

Image Classification it is the "process of classifying an image ac-
cording to its visual content™ [7]. Numerous applications implement
this: autonomous vehicles (CAV) that recognize road obstacles, optical
character recognition (OCR), facial recognition and so on. Classi ca-
tion is a discipline that belongs to the broad spectrum of computer
vision too. This eld deals with automating tasks that the human eye
(and brain) can do [8].
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Given the enormous popularity of computer vision, some problems have
emerged. Computer vision includes acquiring, processing and analyzing dig-
ital images and while the second and third processes can be done by anyone,
the acquiring part can be challenging. Making a computer "recognize some-
thing" requires a huge amount of information about that something and re-
dundancies are not welcomed. On top of that, the need to benchmark image
processing applications arrived. For those reasons, datasets were born. De-
pending on what we want our application to do, we select di erent datasets.
Some of the famous ones are:

CelebA or CelebFaces Attributes Dataset [9] is a large-scale dataset
with more than two hundred thousand images of celebrity faces;

CIFAR-10 sixty thousand random images belonging to ten classes [10];

Google’s Open Images nine million URLs of annotated images be-
longing to over six thousand classes;

MNIST datasets containing images of handwritten digits from 0 to 9
both included [11];

2.1.3 Tools

In our work we adopt a SWIFI approach, that can be carried out at di erent
levels of abstraction. When considering a hardware platform consisting of
multiple cores, two are the most commonly adopted SWIFI environments,
LLFI and TensorFl.

LLFI "fault injector that works at the LLVM compiler’s intermediate
representation™ [12]. It allows the injections to happen at speci ¢
program points and instructions. To specify those points, we have
compile-time options available;

TensorFI1 TensorFl is an "high-level fault injection framework for Ten-
sorFlow... for evaluating the resilience of ML applications™ [13]. Given
a TensorFlow program and related data ow interpretation, it builds
a mirrored graph where each node is an injectable operation. We are
re-routing the calls run-time from the old graph to the new, injectable
one. The level of injection is the output of each mathematical op-
eration whose result can be changed accordingly to the chosen fault
model;
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The two fault injectors operate at di erent levels of abstraction. LLFI
injects faults in the lower levels, thus we can observe the close-to-real be-
havior of the system. That is why it injects faults. TensorFl operates at
higher levels, modifying the outputs of operations by changing their values,
thus injecting errors. The former approach causes changes that can happen
at the hardware level but may not result in any visible error. The latter
approach simulates only visible changes thus focusing only on faults that
cause errors.

In Figure 2.3, the HW part of LLFI is the intermediate representation
of LLFI.

Error

Fault

SwW

T SW
LLVM IR
HW HW
LLFI TensorFl

Figure 2.3: Injection level for LLFI and TensorFl.

2.2 Problem Statement

This work aims to tackle the evaluation of the vulnerability of an application
concerning a set of faults considered relevant.

Regarding the physical platform that our applications are going to run
upon, we selected the general-purpose computer. That is because, to allow
a huge versatility of computations, architectures of this kind are more or
less similar to each other. We are going to refer to a homogeneous single
processor, four cores, little-endian architecture. No hardware accelerator
will be used.

We select image classi cation as the category from where all our algo-
rithms come from. Given their current growth and popularity among both
professionals and competitions, we focus on Convolutional Neural Networks;

The adopted fault model is Single Event Upset (SEU). A Single Event
Upset models a single bit ip due to the strike of an ionized particle in a
memory cell. We select this model because it is the broadest one in terms
of single upsets, not including the most disruptive faults like a full cell reset
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(leading all values to zero).

At last, the selected tool to carry on the injection campaign is TensorFl.
Since it operates at the software level, we are decoupled from the physical
architecture where the application is executed. We are going to refer to an
accelerator-less architecture still, but we can use a GPU to speed up the
process. If we had chosen LLFI instead, we would not be able to justify this
statement since there are substantial architectural di erences from a CPU
and a GPU, as evidenced by McClanahan and Chris’s work [14].

The solution we propose is a framework based on TensorFl to evaluate
the vulnerability of image processing applications based on Machine Learn-
ing. The expected output is twofold: the vulnerability of the application
itself, whose details will be dealt with in Chapter 4, and a list of indicators
characterizing it. Those indicators are quanti ed observations we deemed
useful to construct and justify cross-application statements whose precision
is going to increase the more applications are analyzed through this frame-
work.

We have here introduced our work, describing both the main problem
and the environment encompassing it. The general idea behind our solution
has been enunciated too. The following chapter is going to provide the
background core elements of our proposal before we present it.
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Chapter 3

Background & Related Work

The complexity for minimum component costs has increased at a rate of
roughly a factor of two per year. Certainly over the short term this rate can
be expected to continue, if not to increase.

Gordon E. Moore

In this chapter, we introduce the theoretical background at the bases of
our work. Given the objectives we aim to ful Il, the analysis of the robust-
ness of ML applications running upon commercial o -the-shelf processors,
we must introduce the basic blocks needed to face the problem correctly.

We target speci cally: the general ideas behind dependability and ro-
bustness of an application, how to evaluate said robustness, the character-
istics of those Machine Learning applications which we analyze and with
what tools, which metrics and use cases we tackle.

3.1 Dependability

Since Alan Turing’s work of 1937 where he proposed his machine to solve
the Entscheidungsproblem [15], the complexity of systems has exponentially
increased. This brought an emphasis on the eld of system engineering,
an interdisciplinary eld of engineering, thus de nitions tend to be quite
blurry. A survey of 1956 suggested to analyze needs, not words: "The rst
need for system engineering was felt when it was discovered that satisfactory
components do not necessarily combine to produce a satisfactory system"
[16]. One of the multifarious paradigms of system engineering generated
what has been called the eld of dependability.
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3.1.1 Defining dependability

Even with the previous de nition, we need a systematic strategy to dive
deeper into dependability.

Defect
Fault
> PROBLEMS Error
Hazard

Failure

Reliability
Availability
Safety
DEPENDABILITY —> ATTRIBUTES Security

Testability

Integrity

AN AN

Maintainability

Fault Avoidance
DESIGN { Fault Removal
Fault Tolerance

- TOOLS

Fault Coverage

—

ANALYSIS Fault Detection

Fault Diagnosis

Figure 3.1: The de nition of dependability encompasses multiple concepts.

3.1.1.1 Problems

We have dealt with this thematic already. Refer to Section 2.1.1.

3.1.1.2 Attributes

Several attributes compose dependability, see Avizienis et al. [1] for a more
formal de nition, avoided here for brevity.

reliability systems’ ability to perform their required functionalities for
a speci ed period of time;
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availability degree to which systems are operational and ready for use;

safety the safety of a system is bound to the economic concept of risk.
Let us consider the value of the assets of a company and its vulnera-
bilities, which are controllable variables in our scenario. On the other
hand, we have threats to our system, which are independent variables.
The general way to estimate safety is:

Risk = (Assets V ulnerabilities) T hreats

testability possibility to access certain locations of a system for testing
purposes (see the boundary scan technique in Wasouf et al. [17] as an
example);

integrity absence of improper states. Not to be confused with safety
which is the absence of unsafe states! The former is seen from a syn-
tactical/formal point of view, the latter from a functional one;

maintainability the ability of systems to undergo maintenance;

3.1.1.3 Tools

Working with faults is no easy task. We need to consider both software and
hardware development cycles and embroider fault control strategies along
the way. The hardest project to develop requires to perform both hardware
and software development. Moreover, new strategies have emerged to guide
such projects and most of them involve co-designing: the development of
software and hardware in parallel (see [18] for a more thorough explanation
on the subject).

During the design phase, we have three ways to harden our systems.
Fault avoidance and fault tolerance mean either to adopt hardening strate-
gies (which aim to reduce the available ""surface of attack'™) or fully design
our systems to cut o unsafe states. Fault removal deals with the world of
unit testing instead. One of the standardized and recognized strategies to
harden a system by analyzing the consequences of faults is the aforemen-
tioned Fault Injection.

Once our system is nished, we can only analyze it. Having the system
ready for use does not mean we will not have to cope with faults, though.
The di culty of this phase depends entirely on how the system was designed.
When a fault occurs we can perform either fault detection or fault diagnosis.
The former implies to notice that something has happened and subsequently
deploy countermeasures to avoid economic loss, the latter is a more thorough
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analysis and involves isolation and identi cation of the fault (understanding
where, when and how it happened). Fault coverage is an indicator of the
percentage of faults that can be detected in a system.

3.1.2 Fault Models

Throughout all engineering elds, we see a strong presence of models. This
model-driven view of engineering consists of ""domain-speci ¢ modeling lan-
guages whose type systems formalize the application structure, behavior, and
requirements within particular domains™ [2]. We introduce the same concept
within the dependability scenario through fault models (sometimes called
fault modes). We recall the chosen de nition: "A fault model is an en-
gineering model of something that could go wrong in the construction or
operation of a piece of equipment™ [2].

In this work we focus on one category of faults, namely those induced
by radiations, that is the one adopted typically when considering transien-
t/soft faults. A radiation-induced fault is the consequence of the strike of
a single ionized particle on a microelectronic device. When such particle
hits a sensitive node, the free charge dropped on the spot can cause a state
change, namely a bit ip. See the work by E.G. Stassinopoulos and J.P.
Raymond [19] for a deeper analysis of how radiations work. The conceptual
proof that a particle can tamper with stored energy comes from the Interna-
tional System of Units. There we nd the gray (symbol: Gy) which de nes
the unit of absorbed radiation in a unit mass of matter being irradiated. In
other words, we de ne the dose of radiation through the Joule, which is the
standard unit for energy quanti cation.

We will refer to Heather Quinn’s work in risk mitigation on FPGA in
space applications [20] to dive deeper into the radiation-induced family of
faults. Those models do not refer to a speci ¢ level of abstraction since
they belong to a family of cross-layer models. Two are the main categories
belonging to RIFs:

total ionizing dose provides an upper bound on how much radia-
tion a device can tolerate before the process is too degraded to be
used. Note that traditionally TID is not measured in gray but rad (an
acronym for Radiation Absorbed Dose). The relationship between the
two is that one gray corresponds to one hundred rads (or one kilorad
- krad - as often found in literature);

single-event effects also called SEEs, they represent the measur-
able e ect of a single particle strike. An SEE can either be recoverable
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or non-recoverable. The former comprehends single bit- ips (if tem-
porary is called SET, if not SEU), the latter is represented by an SEL
- strike which causes destructive events.

3.1.3 Fault Injection Campaign

A fault injection campaign is a strategy to organize subsequent injections.
The nal goal is to collect data regarding output errors by injecting faults,
together with the physical boundaries of the system.

There are plenty of prepared strategies for campaigns but the architec-
ture is the same among all of them.

Figure 3.2: Architecture of a Fault Injection Campaign.

The fault dictionary contains both fault models and activation mod-
els, the way said faults are going to be injected (with or without contact
for hardware-implemented faults, compile or run-time for software's). The
workload is the list of inputs of the target system. Readouts are the variables
under control.

In our work, we implement the architecture in Figure 3.2 by constructing
a set of two data structures that handle the current injection and the overall
injections respectively. The former is responsible for feeding the right set
of inputs, reading the outputs and doing some online elaborations like the
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evaluation of the di erence between the golden run and the injected one
whilst the latter stores all the injections' results and produces the logs.

3.1.4 Metrics for Dependability

In Figure 2.1 we described the chain of events that connects a defect to a
fault and an error. We can classify the faults in two categories.

Silent Fault a fault which does not modify any functional behavior of
the platform where it happens;

Non-silent Fault a fault which shows modi cations in the functional
behavior;

Those faults which are visible cause errors. They can be eithexoft errors
or hard errors.

Soft Error errors where a datum is wrong. They are inherently situation-
dependent and can be remedied by simply rebooting. Given their tran-
sient nature, the observance of soft errors does not make the system
less reliable. One example of soft errors' cause are SEUS;

Hard Error errors which are caused by the failure of a chip;

In Section 2.2 we selected TensorFl as the chosen tool to carry out the
fault injection procedure. Given its level of abstraction, we are not able
to deal with faults directly but must refer to their error equivalent. By
having selected a single fault model, the Singe Event Upset, we can refer to
a vast error pool to select which errors to inject. Those that are going to be
considered are a single bit ip and a single zero injection.

3.2 Machine Learning

Machine Learning is one of the domains of Arti cial Intelligence (Al) and the
problem it aims to solve is pattern recognition. Said eld is concerned with
"the automatic discovery of regularities in data through the use of computer
algorithms and with the use of these regularities to take actions such as
classifying the data into di erent categories” [21].

The way of programming has changed too. Starting from our data and
desired behavior we can reconstruct a program that matches said behavior
with high accuracy, see Figure 3.3.

20



Figure 3.3: Di erence between traditional programming and machine learning.

While pattern recognition seems a bit abstract and situational, it has
had a ginormous impact on everyday life. SEOs, OCR, CAVs, IPAs, and
many other acronyms are examples of that.

Typically, a ML application consists of two phases: atraining (or learn-
ing) phase and aninference/prediction phase. The rst phase encompasses
data preparation and parameter tuning. It consists of looping on training
data and modifying the parameters until the desired performance level is
met (each cycle is referred to as a "step"). The overall quality of an algo-
rithm is determined by evaluating a batch of metrics. When the model is
considered precise enough, the inference phase starts. That is the point of
all the work, where the value of machine learning is realized. We feed our
model with a new batch of data and trust the prediction of our model.

Every ML algorithm needs three things: anhypothesis spacea loss func-
tion and anoptimization strategy. Let us take a simple example: the function
we aim to learn (true model) belongs to a class of functions, cubic functions.
The hypothesis space is the classes of functions where we are looking for our
solutions. This choice is the hardest one since if the hypothesis space is too
small we will end up with large approximations while if it is too big we will
waste a lot of time trying to t a function whose parameters will go mostly
to zero.
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Loss function and optimization strategy are tools used during the train-
ing phase. With the loss we translate how much our function is missing
concerning the true model and the optimization strategy is an iterative way
to re ne the model's parameters.

Machine Learning's algorithms can be classi ed into one of three types
according to their objective:

Supervised Learning  we want to learn a function that maps inputs
to corresponding outputs. The training dataset is composed of labeled
data (to each input we know the output);

Unsupervised Learning the goal is the same as supervised learning's
but data are unlabeled:;

Reinforcement Learning we want to optimize the behavior of our
agent in the given environment;

Another important classi cation focuses on how they work:

Non-parametric / Direct Methods algorithms with a fast train-
ing phase and heavy (computationally speaking) prediction phase.
They usually do not keep any parameter stored but they re-compute
them every time;

Parametric Methods algorithms having slow learning phases (usu-
ally slowed down even more by mechanisms like cross-validation or
LOO) and fast predictions. According to what they model they are di-
vided in Discriminative and Generative Approaches (see [22] for deeper
analysis);

3.2.1 Cum hoc vel post hoc, ergo propter hoc

Pattern recognition nds correlations. Taking a set of random variables
in our scenario, a correlation among the two of them is an indicator of a
functional relationship. Haldun Akoglu's work [23] on correlation coe cients
is a good starting point on this argument.

What we are looking for through pattern recognition is causation though.
According to the Bureau of Statistics, causation "indicates that one event
is the result of the occurrence of the other event; i.e. there is a causal
relationship between the two events. This is also referred to as cause and
eect.".

Why we prefer causation over correlation? Because when we are trying
to learn a function we desire that the involved variables have some sort
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of cause-e ect relationship, not only correlation. Let us take an example
from medical images analysis. If we are dealing with functional magnetic
resonance imaging for nding brain tumors, we want to know which elements
from the images indicate that such a tumor is present. We desire a causation
relationship.

Correlations are important too, but mostly misleading. Since we are
missing the cause-e ect relationship, we lack the most important piece of
information. See the "spurious correlations” website [24] to nd out some
unimaginable correlations. There are a couple of strategies to distinguish
the two cases; generally, we tend to stick to hypothesis testing or looking at
the data directly ourselves.

3.2.2 Arti cial Neural Networks

Arti cial Neural Network (ANN) is a supervised machine learning model.
The structure of such systems comes from biological neural networks. An
ANN is based on a collection of arti cial neurons each organized in di erent
layers. For a detailed discussion on the electronic circuits' equivalent and
basic functioning, please refer to the work of J.J. Hop eld [25].

3.2.2.1 Perceptron

The basic component of ANN is the Perceptron, seldom called arti cial
neuron. It is classi ed among supervised learning's binary classi cation
algorithms. It takes n inputs and performs a weighted sum which is later
fed to an activation function (or threshold) : if the weighted sum is enough
to allow the activation then the neuron will " re" an output, otherwise, it
outputs zero. A graphical representation of a Perceptron is contained in
Figure 3.4.
The mathematical model of the Perceptron is:

., .
£ (x) = 1 if (wx+b>0

0 otherwise

We start with all weights at zero and a training dataset. The function
composed by the weights creates a linear decision boundary which divides
the points in two categories. For each point we can evaluate the distance
from the boundary and use it as a loss function. We de ne the "distance of
misclassi ed points":

X
L(w = w ( Xn)tn

n2Mm
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where M is the set of misclassi ed points.

After each forward pass we evaluate the loss function and modify weights
through a stochastic gradient descent (Perceptron's optimization strategy).
So at each step k:

WD = W e = W+ (x)t

Note that since the Perceptron function does not change if we multiply
wby a constant, the learning rate can (and should) be set to 1.

Figure 3.4: The Perceptron.

3.2.2.2 Feed-Forward Neural Networks

When we take more Perceptrons and construct structures with them, we
obtain neural networks. If the connections between nodes form a cycle, then
we have recurrent neural networks , otherwise we havefeed-forward
neural netwoks . The general structure of a feed-forward neural network
(FFNN) follows, keep in mind that the declared number of layers is the total
number of layers minus 1 (which is the input layer). Figure 3.5 portrays an
example of a two-layered FFNN.

Traditionally, if we have more than one hidden layer we are dealing with a
Deep Neural Network or DNN. While the power of this class of mathematical
models is incredibly high, the downside is the choice of both the number of
neurons per layer and the number of layers. The general trade-o between
the two can be understood through Bebis and Georgiopoulos's work [26].
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Figure 3.5: Example of a two-layered feed-forward neural network.

3.2.2.3 Convolutional Neural Networks

A Convolutional Neural Network (CNN) is a class of deep neural networks
usually applied to image classi cation.

We need to discuss the building blocks of CNN but, before even starting,
remember that the input image needs to be translated in a numerical form,
an RGB's matrix for example.

Convolution Layer this layer handles input' dimensions reduction.
We start by de ning a kernel through dimension and values (in yellow)
that we use to extract features from the input image. We shift the
position of the kernel and evaluate the kernel, we output an image
composed of the extracted features. Figure 3.6 is an example of a
convolutional layer;
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Figure 3.6: Example of a Convolutional Layer.

Activation Layer the idea behind this layer is to delete negative
numbers after the kernel's calculations. ReLU is the preferred function
since it trains the neural network several times faster than others;

Pooling Layer again a measure of down-sampling. A common imple-
mentation of pooling is Max-Pooling. We partition the input image
in a series of non-overlapping regions and extract the maximum num-
ber among them (in the case of max-pooling). See Figure 3.7 for a
practical example;

Figure 3.7: Example of Max-Pooling with a 2x2 kernel.

Flatten Layer converts a matrix input into a serial output (from
28x28 to 1x784 for example);

Fully Connected Layer fully-connected layer of arti cial neurons;
this layer is usually placed after lots of Convolutional - Activation -
Pooling layers;
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So what is the general idea behind CNNs? Given one image, we extract
its numerical features through CNN's layers, thus repetitively subsampling
the image. When we have extracted an acceptable number of features, we
atten the results and train a feed-forward, fully-connected neural network
with them. When the training is complete, the neural network will correctly
predict a su cient number of images, hopefully.

The applications we consider use ReLU as activation function and Max-
Pooling as pooling function.

3.2.3 TensorFlow

"TensorFlow is a machine learning system that operates at large scale and in
heterogeneous environmerit [27]. It was released by Google under Apache
License 2.0 on November 9, 2015. Nowadays it has grown to be one of
the most common libraries for large-scale numerical computations and ML
programming.

3.2.3.1 Data ow Programming

TensorFlow has been written in Python and later extended to Java, C,
Javascript and Go. Since it has to deal with a multitude of programming
paradigms, TensorFlow has adopted a paradigm itself: Data ow Program-
ming.

Data ow Programming is a paradigm that models programs as directed
graphs. Nodes are computations, variables, placeholders, while edges in-
dicate data production-consumption relationship. TensorFlow builds a di-
rected graph during the training phase of the chosen algorithm, various op-
timizations on the graph are also performed on the input data set. Once the
graph is built and optimized, it is not allowed to be modi ed and becomes
the staple for prediction.

To facilitate the understanding let us go on with the most tedious of
examples. You need a program that evaluates:

(x+y) x

for whatever reason. In TensorFlow we will follow a procedural way, de ning
computations step-by-step until we have reached the result. Listing 3.1
contains the code equivalent of the mathematical operations above.
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import tensorflow as tf

# Construction of the graph

# Placeholders need to be fed with external data

x = tf.compat.vl.placeholder(tf.float32 , name="input 1)
y = tf.compat.vl.placeholder(tf.float32 , name="input 2"
add = tf.add(x, y)

prod = tf.multiply (add, x)

# To perform evaluation
session = tf.compat.vl.Session ()

# Create a log for visualizing in TensorBoard
logs_path = "./logs"

logWriter = tf.summary. FileWriter( logs _path, session.graph )
# Execute the graph through a session

result = session.run(prod, feed _dict=fx : 2, y : 59)

print "Result: nt", result

session.close ()

Listing 3.1: Simple data ow program.

Data ow Programming's interpretation can be seen through Tensor-
Board, a built-in tool for providing the measurements and visualizations
needed during the machine learning work ow. Note that the data ow in-
terpretation is natively parallel. If we imagine the graph above to have two
branches of Add+Mul, they will be executed - theoretically - concurrently.

Figure 3.8: Data ow of a simple program.

3.2.4 Metrics for Machine Learning

Machine Learning algorithms must be evaluated through metrics upon a test
dataset. Please note that metrics are very di erent between one another, so
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an algorithm can display excellent results concerning one of them and poor
ones for others. Since we are going to use CNNs later on, we will present
list some of the most used metrics for classi cation algorithms.

Before starting, we need some terminology. Imagine a binary classi cator
(only two classes):

True Positives -  t, cases where the algorithm predictedyESand the
correct output was YES

True Negatives - t, cases where the algorithm predictedNOand the
correct output was NQ

False Positives -  f, cases where the algorithm predicted’ESand the
correct output was NO

False Negatives - f, cases where the algorithm predictedNCand the
correct output was YES

The basic mathematical model to evaluate classi cation algorithms is
the confusion matrix [28]. Table 3.1 reports an example of it.

| Confusion Matrix |

Test size: 150 Predicted YES Predicted NO
Correct
YES 80 16
Correct
NO 9 45

Table 3.1: Example of two-classes confusion matrix.

From the confusion matrix we can calculate the accuracy:

tp+ fn
testsize

We can also have, for each class, precision and recall. Precision is the
number of correct positive results divided by the number of positive results
predicted. The recall is the number of correct positive results divided by
the number of all samples that should have been identi ed as positive.

Accuracy =

. tpi
Precisionj = —>—
tpi + fopi
tpi
Recalli = #
tpi + fii
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wherei is the index of the class (thus the trivial generalization to multi-
classes problems).

This work will exploit the metric of accuracy to evaluate the applications
since it is independent of the number of the classes.

This section was meant to give a simple idea of how classi cation al-
gorithms are evaluated and it will be useful during our work. Performance
measures for classi cation tasks are systematically analyzed by Sokolova and
Lapalme's work [29].

3.3 Case Studies

This work focuses on three applications as use cases. The rst one is a
simple, didactic CNN which operates on the MNIST [11]. The second one
doubles the complexity of the rst and gets fed with CIFAR-10 images [10].
The validation case is a network of mid-complexity operating on Fashion-
MNIST [30].

We will use the rst two case studies to de ne the main characteristics
of the methodology and to develop the framework. The third case study
will be used to validate the work and provide feedback for revision of the
proposal.

3.4 Related Work

The idea of analysing the dependability of an ML algorithm has been ex-
ploited already in numerous directions and di erent levels of abstraction.

The work from Fabiano Pereira Libano [31] analysed the sensitivity of a
neural network in the FPGA scenario when a ected by a Single Event Upset
through accelerated neutron beam experiments (HWIFI without contact).
The concept ofusability of the neural network, which is central to our work,
has been interpreted through errors that do not impact the correctness of
the result (tolerable errors) and those that do (critical errors). The analysis
yielded that certain operations of the neural network under investigation
were more likely to result in a critical error when injected than others.

The same hardware platform has been used by Lopes, Kastensmidt &
Susin [32], who focused on analyzing the behavior of an Arti cial Neural
Network on FPGA when an SEU hits the circuit board. They proved em-
pirically that the chosen networks have a "high fault-masking capability"
in almost the totality of the operations, with an higher visible error rate
concentrated on those operations which were closest to the outcome.
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The idea of building inherently fault-tolerant neural networks is the core
of Torres-Huitzil & Girau's work [33]. They modi ed the basic blocks of
an ANN (such as the training algorithm) to increase the tolerance of the
networks.

From the image processing point of view, an analysis of the percentage
of the uncritical errors when a fault occurs comes from Pollan et al. [34]
that proved a consistent portion of the resulting errors to be not critical
thus negligible.

From the architectural point of view, Rech et al. [35] proved that GPUs
are prone to be corrupted by SEUs while Chatzidimitriou et al. [36] focused
on the di erences resulting from injecting an operative CPU through HWIFI
and SWIFI.

All these contributions tackle a problem similar to the one we face here,
however the proposed analysis are very speci ¢ for the selected application
context, not really providing a reusable method and framework to apply it to
a new scenario. One of the main contributions of this work is the generality
of the analysis method, to extract information related to the ML operators
and components rather than to the speci c application. The framework also
will provide a tool to easily perform the analysis to di erent applications to
determine what speci ¢ aspect might further a ect the overall vulnerability.

In this chapter, we have explained the mandatory know-that that this
work demands. It has been paired with some insight into why the theo-
retical concepts work the way they work. The next chapter focuses on the
methodology, or know-how, of this framework.
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Chapter 4

Methodology & Framework

Wenn man nicht wei, wohin man will, ist kein Weg ein Richtiger.
Robert F. Mager

This chapter describes the methodology de ned to support the analy-
sis and the developed framework, addressing the various aspects and the
adopted choices.

4.1 Methodology

The approach we propose is to perform error injection in the chosen ap-
plication and interpret the results. The two di erent phases are both im-
plemented in the TensorFI+V library we developed. To the original name
of TensorFl, a "V" has been appended and it stands for "Vulnerability",
referring to the addition of the vulnerability analysis. The error injection
part is based upon TensorFl, an extension of TensorFlow, where our library
takes the injection procedure from and extends it with more e cient online
metadata management and log production. The interpretation part of the
work is done by our library too but it does not lean on pre-existing code.

The four main pillars of the framework are reported in Figure 4.1 and
listed below.

Fault Injection Campaign it encompasses the con guration of the
campaign's parameters and log collection. It is the main focus of
Sections 4.1.4, 4.1.5 and 4.1.6;

Orthogonality Analysis is the analysis we ought to perform to
check whether we built a bias in the previous phase. It is explained in
Section 4.1.8;
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Error Analysis it takes into consideration errors as noticeable nu-
merical di erence after a precise decimal point calledtruncation level.
Elucidations are in Section 4.1.10;

Usability Analysis it takes into consideration whether the output
has changed due to an injection. It exploits theinjection matrix math-
ematical construct and it is explained in Section 4.1.11;

Figure 4.1: Framework Architecture.
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4.1.1 Working Hypotheses

Our scenario must respect ve mandatory hypotheses:

Single Fault "once a fault occurs, there is enough time to detect it
before another one occurs. This regards modeling issues, it will be
too complex to treat a combination of faults. Note that this is a
simpli cation, a fault can cause a chain reaction of faults and bring
our system in a catastrophic state;

No Faults on Primary Inputs "exogenous inputs never fafl. If
primary inputs fail, the whole system collapses. If the voltage supply
goes 0 and no countermeasures are in-place (UPS for example), one of
the primary inputs is missing and the system cannot continue to work
properly. Other exogenous inputs include sanitized data, information
redundancies, hashes, etc.;

Training Phase Assumption we are interested in investigating the
robustness of an ML application to faults occurring during its oper-
ational life. As such, we consider the application trained and set up
correctly;

Schreibers Rule  we exploit Schreiber's rule for estimating the dura-
tion of the fault injection campaign. It is discussed in details in Section
4.1.5;

Weights when dealing with an algorithm that has weights, we consider
each layer of weights as a single, injectable variable. This hypothesis
stems from the reasoning reported in Section 4.1.7,

Respecting the ve hypotheses above, we choose one fault model to be of
interest: the Single Event Upset. The resulting pool of errors is vast and we
selected two error models from it: a single bit ip and a single zero injection.
Their equivalent has been implemented in TensorFI+V under the names of
bifFlip-element-batch and zero-element-batchrespectively.

4.1.2 Preparing the inputs

This framework demands three inputs: an ML application, a labeled dataset
and the con guration of the fault injection campaign.

The choice of the application is left to the developer, no particular re-
strictions are imposed upon the network. Since this work focuses on Convo-
lutional Neural Networks, we will tackle that domain. Since CNNs are ML
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applications, the rst step is the training. Although our point of view is not
going to be focused on the accuracy of the networks but its variations when
injected, we consider the training still mandatory. No general strategy is
required. Suggested measures to achieve better results include, for example,
regularization (Ridge or Lasso) [21], DropConnect [37] and cross-validation
[38]. Networks are evaluated through the accuracy metric discussed in Sec-
tion 3.2.4.

Together with the chosen application must come a dataset. We talked
already about some of them in Section 2.1.2. How to interact with a dataset
is, once again, left to the developer. Downloading a batch of the dataset is
recommended strongly because it will speed up future works.

The injection details are the main topic of Section 4.1.4 since the discus-
sion is very complex and articulated.

4.1.3 TensorFI+V

To organize and perform our campaigns, we selected the functional-level
injector: TensorFIl. While the new implementation does not modify how
TensorFl worked before, the main problem is the missing management of
injections' metadata run-time. Those data are handled by two data struc-
tures introduced by TensorFI+V, which are also responsible for logging.

The "Launch Campaign" toolbox has been increased with the addition
of new algorithms that support "cherry-picking" injections, where you can
choose manually and in a deterministic way which operation to inject. This
has been coupled with a function that, given one input dataset, splits the
dataset into batches and performs the same injection in a batch of images.

Referring to Figure 4.2, the pseudocode we will use as the injection
controller follows. Note that even though we inject errors, we still refer to a
fault dictionary since the general procedure is calledault injection .

Algorithm 1 Pseudocode of the controller

Input : target_system, errorlist, db _slices, operationslist, num _injections
Output : injection's logs
for error 2 fault _list do
for op2 operations_list do
for slice 2 db.slices do
inject(error, slice, op, num_injections)

end
end
end
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Figure 4.2: Architecture of a Fault Injection Campaign.

TensorF| supports ve error models.

Zero change the value into all zeros;
bitFlip-element single bit- ip over one data item in a tensor;
bitFlip-tensor single bit- ip over all data items in a tensor;

Rand-element  shu e one of the data item in the output into random
value;

Rand shu e all the data items in the outputinto random values;

We added three new error models. TensorFl's original Rand-element'
and "bitFlip-element” introduce one fault despite the dimension of the input
while our need was to reproduce the same type of injection in every input
independently from the dimension of the input batch. That is why we had to
introduce " bitFlip-element-batch” and " Rand-element-batchi which perform
the same type of injections in every image belonging to the batch. The
injection of an SEU corresponds to the former. Another model, named
" zero-element-batcH supports the injection of a single zero.

The setting up of an injection (or a campaign) starts from the construc-
tion of a graph that mirrors the data ow interpretation of the application
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but with "injectable" operations, then a YAML con guration le sets up the
fault dictionary and, at last, the new data structures are initialized. The
last step is to launch the method which implements the campaign and wait
for the logs to be produced. Figure 4.3 outlines the relationship between
the original TensorFl and our implementation.

Figure 4.3: Work ow of TensorFI+V.

4.1.4 Arming the Fault Injection Campaign

Referring to Figure 4.2, the injection details are fault dictionary, readouts,
and workload.

The fault dictionary contains the two errors selected from the SEUs
pool, namely the fault model called "bitFlip-element-batch", and the single
zero injection, where one element of the tensor becomes zero, calledeto-
element-batch. We choose to stick to one-ip SEUs and to not consider
SEUs that may hit two adjacent cells or ip more than one bit for simplic-
ity. Since we are performing SWIFI run-time, the activation model for the
campaign is going to be ‘fun-time injection ".

The readouts are the values that we decided to track. At the level of ab-
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straction we are working at, we track the result before the softmax operation
(a common operation done at the end of CNNSs to project the classi cation
array in the probability range). This is done because errors are more no-
ticeable when not projected between 0 and 1, where some probabilities tend
to reach numbers with an order of magnitude of minus twenty.

Last but not least, we must de ne the workload. Two things have to
be de ned: the input batch's dimension and the input database's size. We
consider the input batch as how many images get fed to the network si-
multaneously. The bigger the batch, the more performing the campaign is
going to be. On the other hand, bigger batches call for more complex com-
putations, thus we must calibrate it basing on the speci cs of the hardware
we are going to run the campaign upon. Since we are running on a COTS
processor, this is a trial-and-error phase: once the computer freezes because
of the batch being too demanding, we select a smaller batch.

Concerning the size of the input database instead, we need to consider
both what we are searching for and the time we can dedicate to the cam-
paign. This is the main trade-o we are facing: more input samples mean
more data, but also more time. Regarding this matter, we need to analyze
the two di erent perspectives:

Dependability Point of View if we are searching for errors in our
application, we are interested only in the outputs' corruptions and we
can discard all the runs which "resisted" the injection. The size of
the input database should allow us to obtain a consistent amount of
successfully-injected samples, which will be a fraction of its cardinal-
ity. Let us walk through an example. Usually, we tend to start from
an already existent database, its cardinality is our upper bound. If we
start with one thousand images and empirically nd that thirty per-
cent of those images got corrupted after being injected, we have three
hundred results to work with since the remaining can be discarded.
There is no general rule to know when we have enough samples to
nd a correlation, but the more data we have regarding a fault, the
deeper our analysis can go. To understand whether we have enough
samples, we refer to a truncation level”, the decimal point where we
will truncate the numbers to search for errors. The truncation level is
a property of the SUT and being able to have a reasonable one is the
reason why we read the not-softmaxed values;

Temporal Point of View whether to perform an estimation to nd
out the expected duration of the campaign is up to the project man-
ager: keep in mind that time is money while taking this decision, and
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account for the time that the campaign will take, the time the estima-
tion will take and the time you will take to take the said decision. If
the decision to perform an estimation has been done, the framework
proposes a strategy through Schreiber's rule which is the main focus
of Section 4.1.5. After we have our time estimations we want to use
them to know how big the input database should be. Since we xed the
evaluation batch's size already, we have to de ne how many batches
we are going to evaluate. For example, having batches of one hundred
samples and an input database of fteen thousand inputs will result
in one hundred and fty database slices. By having performed the
estimations a priori, we can evaluate how much time it takes to evalu-
ate each batch. From there, we add batches until either the expected
duration becomes unacceptable or the database ends. If ho estimation
has been deemed necessary for the project, there is no precise strategy
to choose the optimal input database's size;

Given the previous considerations, the architecture we have elaborated
is in Figure 4.4.

Figure 4.4: The planned architecture of the Fault Injection Campaign.
To sum it up, we are going to estimate the truncation level of the appli-

cation, the duration of an injected run and the dimension of the input batch
and dataset.
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4.1.5 Estimating the Fault Injection Campaign's Duration

Launching a fault injection campaign is something that must be planned
thoroughly. Moving aside from the campaign's implementation details, we
would like to have an idea of how long the process is going to last. How
can we estimate the needed time reliably? This section will explain how the
estimation has been performed.

In the paragraphs that follow, we will refer to "operator" as the abstract
instruction (or function) and to "operation” as the real implementation in
the code. An operator is the add, an operation is the third adder.

The method we are going to use is to &stimate each operation injection
run's duration by averaging the duration of several runs equal to ten times
the number of operations involved in the nal result's evaluation We call
this strategy: operation-wise estimation Please note that, from now, we
will use the phrase "operation's duration” to refer to the duration of the
whole run where the said operation was the one injected.

To justify our method, we have both to sustain our thesis and disprove
other strategies. Pardon me for the repetitive use of the word "estimation”
that is going to follow, but synonyms will lead to confusion. We will tackle
operator-wise estimations (considering operators instead of each operation),
application-wise estimations (considering one single estimation, the average
of all possible runs) and error-wise estimations (using one estimation for
all the fault models). At last, we are going to discuss the problems of our
strategy and how to cope with them.

4.1.5.1 Operation-wise estimation

The problem of estimating the average duration of one operation’s injection
(e.g. the second RelLU, relu2) needs to be tackled under the aspect of the
sample size. How many runs should we perform per operation to have a
consistent time boundary?

Although these estimations do not require extreme precision, the more
experiments we execute the more the estimated time boundaries become
strict, thus over tting to the current application. While having more precise
estimations is tempting, wasting too much time to obtain them is not. If a
fault injection campaign takes one day we do not desire to spend two days
estimating it.

There are several methods in the literature to determine the sample size
concerning the trade-o above. The general rule of thumb supported by
Schreiber et al. [39] and Hair et al. [40] suggests that the ratio of 10:1 is
acceptable (10 samples for 1 variable). If we tweak the concept of variable
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a little bit, we can consider the number of operations used during inference
as the number of variables in our algorithm.

num _of _injections =10 num _of _operations

Having to perform the aforementioned number of runs, each operation
is going to be timed ten times.

4.1.5.2 Operator-wise estimation

Can we speed up our estimation procedure by considering operators instead
of operations? The optimization will be consistent since if we have fty
di erent operations we hardly have fty di erent operators, so the number
of both the things to estimate and the runs diminish.

Let us analyze a simple example regarding this matter. Our application
does only one operation: a multiplication. The charts depicted in Figure 4.5
display four cases of multiplication: one scalar and three vector ones.

Figure 4.5: Di erent injections' duration with respect to inputs' size. Times in seconds.

Please note that the '5x2 Multiplication' graph displays the duration of
injecting an error in the multiplication operation between two matrices of
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that dimensions (the transposition of the second one is done before the run
so it does not impact the injection time).

Given the charts above, if we are looking for general results for the
injection we will not obtain reliable results. The average per-run duration
varies a lot depending on the inputs' size. As a result, considering the
average duration of the operator instead of the duration of each operation
may cause a huge approximation error, thus making pointless the estimation.

4.1.5.3 Application-wise estimation

We may rather take the average run throughout all possible injections than
each operator or operation's average duration. The resulting Schreiber's
rule will only need ten runs.

Two problems emerge: the precision and the loss of information. Re-
garding the precision, ten runs are not enough to obtain a su cient result.
While it may be enough in terms of actual estimation, what matters is the
behavior of this estimation. For example, if the ten runs did not include
the injection of a heavy operation, the resulting estimation is going to be
a lower bound. On the contrary, if lightweight operations are left behind,
the result will be an upper bound. The loss of information deals with un-
balanced campaigns. If we choose to inject one operation in particular (an
"unbalanced" campaign), we are looking for a ner level of abstraction than
where we stand, given that we have data on the application but need those
of operations. The only way to obtain a precise enough upper bound will
be to redo the whole estimation.

For these reasons, we discard the application-wise strategy as a valid
time estimation strategy.

4.1.5.4 Error-wise estimation

It does not make sense to consider one single estimation for all error models
of interests. To prove that, the same reasoning behind the previous section
can be used.

4.1.5.5 Locality Over tting

One of the mandatory elements of fault injection campaigns is a way to
evaluate the di erence between the output and the golden run, namely a
"di erence function”. Its evaluation takes time and since we desire a precise
time estimation, we must consider it too. Let us suppose that we evaluate
a batch of 100 samples for each run and that we decided for Schreiber's
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rule as a su ciently good strategy. Even though we explained above why
this is generally a good idea, the estimation is valid only for di erence func-
tions that evaluate 100 samples. If one run will take on average 0.2 seconds
upon one batch of 100 samples, it will take at least 2.0 seconds for 1000
samples (ten batches). If we change the input size into one batch of 1000
samples though, we are going to need a lot less than two seconds since part
of the injection process is not going to be repeated. To build a good estima-
tion through Schreiber's rule we would need to repeat the whole procedure.
There is no xing to this problem of "locally over tting", but it can be easily
avoided by setting batches' dimensions consistently.

4.1.5.6 Conclusions on time estimation

Following the analyses above, we have justi ed thoroughly how we are going
to estimate the duration of a fault injection campaign. We are going to use
Schreiber's rule that, once again, consists of 10 samples per operatiofi as
the number of runs needed. We will use the operation-wise strategy. We
have also proved that the aforementioned rule is preferred to the application-
wise and error-wise ones, both in terms of time wasted to construct it and
consistency of the result, and to the operator-wise estimation.

4.1.6 Launching the Fault Injection Campaign

After having armed and estimated the duration of the campaign, we have
to launch it.

To be able to go on with the analysis of the yield, we must state where
we are searching for the results. Two tables need to be lled. In the rst
one, we X the point of the injection and change the input batch. By " xing
the point" we mean to remove every degree of randomness that the chosen
fault models allow, be it the position in the tensor, the ipped bit or the
changed value. In the second table, roles will be inverted, resulting in a xed
input batch and allowed randomization of all fault models' parameters. We
call them the " xed location table" and the " xed batch table" respectively.
The two do not require to be lled with the same amount of data. The rst
one needs a lot less data than the second one. A ratio 1:4 or 1:5 should
su ce for the usage we have for the xed location table.

The xed location table is used by theorthogonality analysis and, if such
analysis yields positive results, the xed batch table will be used to launch
both the error and usability analysis Consequently, the ow of work of this
phase is to Il the rst table, launch the orthogonality analysis and then I
the second table.
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Independently from which table the logs are going to I, the shape of the
logs does not change. Each row of each le will contain all the metadata of
the injection, including the result of the golden run and the post-injection's
one. The only data we chose not to track is the direct e ect of the injection.
Given that we deal with multi-dimensional tensors, we only keep track of
the location where the injection happened together with which bit has been
ipped so that it can be reproduced if needed. Each log contains the data
about the injection of a single batch. A log line consists of:

Injection ID  identi es the image in the batch;
Golden Prediction array pre-softmax calculated by the golden run;
Golden Label label calculated by the golden run;

Fault Model TensorFI+V's equivalent of the current fault model (the
ID for the injected error model);

Operator name of the operator;

Operation  name of the operation;

Injected Prediction array pre-softmax calculated by the injected run;
Elapsed Time duration of the injection run;

Fault Model Metadata the smallest amount of data which is enough
to reproduce the exact injection when needed. Single Zerd' needs
the position where the zero gets put in the tensor. ‘Single Bit-Flip "
needs the position in the tensor and which bit was ipped;

4.1.7 Injecting Machine Learning

Now that we have explained both how the logs are organized and how they
are extracted, we must tackle some problems that hinder their correct in-
terpretation. Up to this point, we know both what ML is and what fault
injection means. Combining the two is not an easy matter though. Two
are the problems we must face: how to deal with the accuracy of an ML
algorithm when injected and whether it makes sense to inject parameters
and hyper-parameters of the model.
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4.1.7.1 The problem with predictions

In Section 3.2.4, we said that ML algorithms cannot be evaluated through
the correctness of a single prediction but metrics need to be calculated.
By taking a confusion matrix, there exists no application which displays a
perfect score given any test dataset, see Wolpert et al.[41]. When we perform
injections though, what we are doing is tampering with the confusion matrix
in a way that it becomes unreadable. Due to injecting a binary classi cation
algorithm, we can observe up to eight cases all depicted in Table 4.1. Green
rows correspond to cases where the application showed resilience to the
injection. Whatever the operation su ered, the injection did not produce a
noticeable di erence. But being in this category does not mean being right.
The problem of accuracy with ML algorithms is still here: the injection
having no consequences does not entail the correctness of the prediction.
Red rows follow the same principle, but the prediction was changed due to
the injection. Notice that some of the previously wrong predictions have
been turned correct.

To cope with this problem, we split the results into two matrices: the
"proper" confusion matrix, where we monitor the cases which showed re-
silience and theconfused matrix, where results have been ipped.

True label Predicted w/out inj Predicted w/ inj

YES YES YES

YES NO NO
NO YES YES

Table 4.1: Injections' possible consequences.

The two matrices have the same shape: one row and two columns. The
rst cell contains always the number of correct results while the second the
wrong ones. In the confusion matrix, the rst number corresponds to the
number of samples that were correctly predicted by our model both with
and without the injection, thus showed some sort of resistance to the fault.
The second number indicates the number of samples that showed resilience
but were wrong, to begin with. We can summarize it in[Correct, Wrong]
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In the confused matrix, the rst cell contains the number of "corrected"
predictions, meaning that we would have predicted them wrong but the
injection corrected them. The number inside the second cell is the number
of "wronged" predictions instead. The confused matrix is [Corrected,
Wronged] The sum of all the elements of both matrices must be equal to
the size of the database we injected. It may be useful to merge them, creating
an injection matrix where the rst and second row will be respectively the
confusion and confused matrix.

Which matrix to use depends on the analysis the user wants to carry
on. If we want to know only whether the injection deviated the results, the
(original) confusion matrix is enough. That is one of our two analyses: the
error analysis, where we monitor only the happening of an error and not its
impact on the nal result. When the usage of the injection matrix is needed,
we are looking at the nal predictions, not the numerical values leading to
it. The idea behind doing that is to check whether the SUT is still "usable",
that is why we are going to refer to this scenario asusability analysis

We can argue that while this method may make sense on a binary clas-
si cation algorithm, as soon as we step even in the three-classes domain the
analysis becomes too complex. While it is true for class-related metrics, like
Recall and Precision, if we stick to the two output categories of "correct
classi cation" and "misclassi cation”, we fall back to the previous case.

4.1.7.2 The problem with weights

After we have chosen the architecture in ML, the next step is to train it until

it reaches satisfactory performances. The output of the training phase is a
set of weights, hyper-parameters, and rates. If we tweak them, the whole
algorithm crumbles. In our scenario though, the ionized particle can strike
wherever it wants, including one of the memory cells holding one of those
values. We will now go through two aspects of taking weights' injection into
account during our analysis.

Complete Analysis a notorious epigram reports: "Anything that can
go wrong will go wrond. This idea comes from an American writer,
Arthur Bloch, and it has become known to the world as "Murphy's
Law". While it stemmed from humor, the main point is that we should
never neglect something that may happen, especially if its probability
is not that negligible. Let us take an example: a neural network for
gender recognition where the total number of free parameters that are
learned by training is 64,857, see [42] for the complete paper. Let
us also suppose that all the weights can be expressed through any
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equivalent of C's uintl6_t, 16 bits. The architecture above occupies
(rounding up) 130 kilobytes for weights alone. For storage of one
Petabyte (namely one thousand Teras), the probability of being struck
is of the order of 10 3. While the number may seem low, remember
that this is the probability for each particle, thus we should be wary

of the possibility of weights' strike;

Sensitivity Analysis we established that injecting an error inside the
weights is a generally good idea. The method of injection can cause
problems though. Considering each weight as a separate variable im-
pacts not only on Schreiber's approximation but destroys every hope
of having a relatively acceptable campaign. Taking the example above,
we will need at least 648570 runs plus 10 per operation only to estimate
the duration of the campaign. If we consider weights in sets instead,
we consider it as a single variable. If the reader needs to analyse the
behavior of an algorithm concerning minimal weights' perturbations,
injections are not the tool they should use though. In that case, refer
to works such as Zeng's [43] or Torres-Huitzil's [33];

4.1.8 Orthogonality Analysis

After the xed location table has been lled, we perform the orthogonality
analysis The objective of this step is to prove that the injection's strategy
and error models are independent of the SUT and the dataset. For each
error model, we look at the empirical rate of corruption and the injection
matrix of each operation (for the latter, refer to Section 4.1.7.1). If those
values are stable (meaning that they have a very low standard deviation),
it means that the probability of being corrupted does not depend on which
image was fed as input. The main consequence of an error model run-time
injection being orthogonal to our SUT and dataset is that we can analyze
results from a statistical point of view, not focusing on anecdotal knowledge.
If the orthogonality analysis yielded stable means, the "real" campaign
can be launched and the xed batch table can be lled. When that is not
the case, we cannot proceed with our work ow since we are biased already.

4.1.9 Interpreting the Yield

Two are the analysis performed on the yield of the xed batch table: the
error analysis and the usability analysis

In the rst analysis, we are interested in the numerical di erence caused
by the injection on the readouts when compared to the respective golden
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runs. The second type, instead, focuses on the nal prediction by exploiting
the injection matrix, as de ned in 4.1.7.1. We are searching whether the SUT
is still "usable”, quantifying how much the nal predictions have changed
due to the injection. Each analysis has its metric of evaluation: the error
analysis has the corruption rate while the usability analysis has the usability.
Both will be explained in the related sections (4.1.10 and 4.1.11 respectively).
Keep in mind that the two metrics are evaluated upon a large batch of
empirical data, thus they are statistical indexes and have both mean and
variance.

This framework presents two tools that will be used extensively by both
analyses. The rst tool is a chart showing the empirical behavior of each
operation. It presents the list of operations on the x-axis and the chosen
metric on the y-axis. Each operation is charted together with its minimum
and maximum empirical metric (the maximum value is going to be the
sum of the mean and the standard deviation, the minimum is going to be
the mean minus the standard deviation). It consists of a summary of the
application seen from each error model. The chosen name for this tool is
Application Vulnerability Trace or AVT. Thanks to it, we obtain a human-
readable portrait of the SUT when injected with the related error model.
The second tool is a chart that displays the mean of the metric on the x-
axis and its standard deviation on the y-axis. Each operation is charted and
those belonging to the same operator will be colored accordingly. We de ne
the area where those operations appear as the vulnerability area of that
operator. Given a list of two-dimensional points, the mathematical model
which corresponds to their sparsity is the barycentre, which will be essential
for both analyses. The second tool was nametfleanDev.

Those two charts must follow a precise nomenclature since they are used
in both analyses and must be repeated for each error model of interest. We
are going to prepend a letter to discriminate between the two analyses, thus
having eAVT and eMeanDev for the error analysis and uAVT and uMeanDev
for the usability one. Moreover, we are going to append the name of the
error model under investigation. For example, the AVT of the error model
"bitFlip-element-batch” of the usability analysis should be referred to as
"UAVT _bitFlip-element-batch" or " UAVT _bfeld' for brevity.

This framework yields numerous elements, elucidated between Sections
4.1.10 and 4.1.11. They belong to two di erent categories: theApplication
Analysis and the Application Trace. The rst type indicates the vulnerabil-
ity results for the SUT. The second type contains data that will be stored
in a database in the context of the search for cross-application statements.
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4.1.10 Error Analysis

The objective of the error analysis is to evaluate an empirical indicator that
explains the vulnerability of each operation and operator. We are not going
to look at the nal prediction, only at the numerical content of the nal
tensor. We de ne a numerical error as thenoticeable di erence between the
injected runs' results and the golden ones after truncation. For example,
an application may classify landscapes. Let us suppose that the features
it extracts to predict are the position and shape of the horizon. Below,
the left image shows the hypothetical extracted features used to predict. A
numerical error is shown in the right image. The nal prediction might not
change due to this type of error.

A hypothetical example of a numerical error in feature extraction is
reported in Figure 4.6.

Figure 4.6: Example of numerical error in features extraction.

This analysis uses theCorruption Rate as a metric of evaluation. It is
the percentage of injection runs that showed a visible numerical change in
the output after being truncated. All the steps that will be explained below
are to be intended as a per-error model.

For each operation, the rst step is the evaluation of the corruption
rate's mean and variance along with all the campaign's yield. From the
eMeanDev, we evaluate the empirical barycentre of each operator and take
the module of the vector which connects the origin of the chart and said
point, then we multiply it by the cardinality of the respective operator. The
resulting value is the vulnerability of the operator. This number re ects
the surface of vulnerability that the operator exposes to the error model.
We timed it by the cardinality of the operator since more operations of
that type increase the probability of the error happening there during the
execution. The vulnerability of each operation consists of the length of the
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vector connecting the operation's point to the origin (timed by one).

Once we have all the vulnerability numbers, we create two lists, one con-
taining the operations and one of the operators. Both will be in descending
order concerning the freshly calculated vulnerability.

The next step is to generate the eAVT both for the full application and
for each operator. The single eAVTs of the operators will mirror the changes
in the corruption rate concerning the position of the operations.

There is a behavior we expect to nd when dealing with corruption rates.
When we try to generalize the injection's consequences from the application,
we have a percentage of random failures: sometimes the injection is going
to be visible and sometimes it is not. If the injection happens in the early
stages of the application, namely the rst operations, the results are going
to be distributed along with the whole nal tensor but the prediction tends
to show resilience. The idea is that by tampering with the rst extracted
features, we added a bias to the result or corruption in the input. Instead, if
the injection happens in the last operations we expect to see an important
error in a localized part of the nal tensor as proved by Lopes, Kastensmidt
& Susin [32] paper. We sum up the corruption rate's changes by tweaking
the bathtub curve of dependability [44] in Figure 4.7.

Figure 4.7: Expected behavior of the corruption rate.

The percentage of end failures is not intriguing since it is trivial that
injecting in the last operation is going to change its result. Not only that
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but to consider them in our analysis is a bias and an easily removable one
too. In the error analysis we need to lter them out while in the usability
analysis there is no such need. The "early failures" are more interesting,
instead. Its percentage is a re ection of the ability of the application to
"absorb" the injected error. We take the rst convolutional layer, the Conv-
Bias-Activation step, as the early stage and evaluate its average corruption
rate. We use its complementary to evaluate the application and name it
early absorption rate

To summarize, for each error model, this analysis yields:

Application Analysis operators vulnerability list (and related eMe-

anDev), operations vulnerability list (and related eMeanDev), early
absorption rate;

Application Trace operators vulnerability list, eAVT, and operators
eAVTs, early absorption rate;

4.1.11 Usability Analysis

The objective of the usability analysis locates one step further to the previ-
ous one. Even if an error occurred, that does not mean the nal prediction
will be modi ed.

The evaluation of this analysis' metric, called usability, must be done
through an injection matrix, whose architecture is explained in Section
4.1.7.1.

The rst step is to evaluate the injection matrix from the xed batch
table. What we are going to do is to extract some indicators from it and
use them to Il a descending ordering of the operations and operators to
understand which are the ones more vulnerable to the injection of the error

model. Figure 4.8 contains a list of the indexes we can extract from the
injection matrix. Those are:

Resilience Rate  sum of the elements in the rst row of the injection
matrix (the confusion matrix) and it corresponds to those injections

which did not change the nal prediction over the total number of
injections;

Confused Rate  sum of the elements in the second row (the confused

matrix) and it shows how many injections modi ed the outcome over
the total number of injections;
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Usability  sum of the rst column of the injection matrix, corresponds
to those outputs which resulted in a correct prediction. Itis normalized
by the total number of injections too;

Figure 4.8: Indexes that can be extracted from the injection matrix.

The two indexes in red are useful, but they have already been used in
the error analysis. When we exploited the average corruption rate and its
standard deviations to build both the eAVT and eMeanDev representations,
we have used theResilience Rate and the Confused Rate implicitly. The
following equations hold valid in every case and they bound the corruption
rate to those two indexes.

Resilience_Rate =1 Confused_Rate;
Confused_Rate Corruption _Rate

Using related indices is going to make pointless doing two di erent analy-
ses since results are going to be correlated. That is why we chose to exploit
the usability: the percentage of correct predictions both thanks to a re-
silient correct classi cation and a corrected one. Through this metric, we
chart uAVTs and the uMeanDev. From the rst chart, we extract the em-
pirical usability of each operation and, through the barycentre, those of each
operator. We are not going to multiply the usability of each operator by
the respective cardinality, as we did in theerror analysis, though. The rea-
son behind this choice is that it is easier to interpret the corruption rate
as the size of the area vulnerable to the error model while usability as the
percentage of resilience to said model.

From the operations list, we average usabilities to obtain the applica-
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tion's usability which aims at reporting how often the error model will cause
modi cations on the nal prediction (concerning the golden runs'’). For ex-
ample, an application with an accuracy of 90% and usability of 80% will
display a practical classi cation accuracy of 72%. The drop of accuracy
caused by being vulnerable to the error model is a general indicator of the
robustness of our application concerning it and will be named accordingly
to the model of reference. For TensorFI+V's SEUSs, 'bitFlip-element-batch®,
its name is  Accuracypsep.

For each error model, this analysis yields:

Application Analysis operators usability list (and related uMean-
Dev), operations usability list (and related uMeanDev), Accuracy;

Appliction Trace operators usability list, UAVT, operators UAVTS,
Accuracy;

4.1.12 Storing the results

The outputs which belong to the "Application Analysis" will not be stored
in a database. They consist of four ordered lists (two per analysis) and two
indices to evaluate the impact of the soft error on our application (early
absorption rate and accuracy drop). Instead, those belonging to Applica-
tion Trace " must have a place in the DB. To optimize the size of the stored
records, we observe that;

the AVTs are extracted from the operations' metric list;

the MeanDevs are extracted from the operations' metric list;

the operators' metric list is extracted from the operations' metric list;

the early absorption rate is calculated from the operations' vulnerability
list;

the Accuracy is calculated from the original application's accuracy and
the operations' usability list;

It appears that the must-have information to reconstruct the complete
analyses is the accuracy of the "golden" application and the operations' list
both concerning vulnerability and usability.

Through the work of E. F. Codd on the productive power of relational
databases [45], we select said database con guration as the one to store this
framework's results. An Entity-Relationship model is presented in Figure
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4.9, the notation of Peter Chen is in use. Refer to his work -The entity-
relationship model - toward a uni ed view of data[46] - for the full discussion
on the matter.

Figure 4.9: ER model of the database which will store the results.

4.1.13 Work ow

This nal section is meant to summarize the steps which compose the frame-
work from the preparation of the input to the obtainment of the nal results.

Prepare the framework's input application and dataset;
Add the fault model we desire to inject into TensorFI+V;

Estimate the parameters of the fault injection campaign, namely the
truncation level, input batch, and database sizes. If the application is
not a CNN, the readouts must be formally de ned too;

Estimate the duration of the campaign (not mandatory);
Fill the xed location table;

Launch the orthogonality analysis to prove that no bias was created up
to this point;

Fill the xed batch table;

Launch the error analysis and the usability analysis in any order;
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4.2 Framework

This section contains the documentation of the work together with those
snippets of codes which are dimmed necessary to grasp the reasons behind
our choices.

From the legal point of view, TensorFI+V is not an extension of Ten-
sorFl, it is a modi cation. Given the pervasiveness of the code we had to
implement concerning the original one, it was not possible to produce a
plugin.

The basic functionality has its roots in TensorFIl. A data ow application
consists in an acyclic, directed graph, what the software does is to build
a graph which mirrors the original one but whose nodes are "injectable"
operations, meaning that they can interact with our software. Since fault
injection is the main process the framework uses, we will go through how it
has been implemented. We will detail each step concerning the preparation
of a fault injection campaign and how it has been implemented.

4.2.1 Saboteurs

Each fault model implemented in TensorFl and TensorFI+V refers to two
di erent functions: a scalar and a tensor one. The rst explains how to
inject a scalar value while the second deals with tensors. When we land
on the chosen operation to inject, theperturb function injects the error in
the operation's result. Listing 4.1 explains how the right error is injected.
We prepare an enumeration of ready-to-go fault models and keep a static
dictionary that maps the elements of said enumeration to the functions to
call when injecting a scalar and a tensor.

Given that some fault models involve random processes, there is a ag
that can be speci ed before launching the campaign to block the random
functions and specify manually those details. For example, you can select
which bit to ip in a scalar or which position to inject into in a tensor. The
framework raises that ag when we aim to Il the xed location table.
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class FaultTypes (Enum):
#TensorFl's fault models

#TensorFI+V's fault models

BATCHrand = "Rand element batch"
BATCHbit = "bitFlip element
ZEROBIT = "zero element batch"

# Static variable:
faultTypeMap = f
#TensorFl's fault models

#TensorFI4V's fault models
FaultTypes .ZEROBIT. value
FaultTypes .BATCHbit. value
FaultTypes .BATCHrand. value
randomElementBatchTensor)

def perturb(val):
isScalar = np.isscalar(val)

vType = val.dtype

if isScalar:

batch"

(zeroScalar ,
(bitElementScalar ,
(randomElementScalar ,

maps fault types to FI functions

zerobitTensor),
bitBatchTensor),

res = fiConf.injectScalar (vType, val.copy())
else :

res = fiConf.injectTensor(vType, val.copy())
return res

Listing 4.1: The perturb function

4.2.2 Fault Injection

We have the power to inject errors into those operations which are evaluated
for the production of the chosen tensor. If an operation is not involved with
the current prediction, we cannot inject it.

The explicit selection of the operation is done through aperturbation
strategy which implements a small algorithm that selects where (thus when)
the injection will happen. We inherit three strategies from TensorFl and
implement three more in TensorFI+V. The original trio needs the support
of a YAML le to specify some injection details, the new ones do not require
it. We start with the three original strategies.

errorRate uses the error rate specied in the YAML le to determine
the probability of each operation to be injected. It does not respect
the Single Fault Assumption intrinsically;
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dynamiclnstance  pro les the instance of each operation so that each
operation is injected only once;

oneFaultPerRun performs one injection per run on a random opera-
tion;

Now, we go through the three new strategies.

cherry _pick _operation by specifying the name of an operation, the
run will inject said operator deterministically. It respects inherently
the Single Fault Assumption This is the mode that the framework
exploits;

cherry _pick _operator by specifying the name of an operator, the run
will inject it deterministically. Given that more operations can belong
to an operator, the user can specify whether to inject a random one
or proceed round-robin;

general _robin round-robin strategy on all operations. Every run injects
the next operation in a circular bu er;

When we traverse an operation, the golden result is evaluated and it is
passed to thecondPertub function. It takes both the result and the oper-
ation and operator names, it checks with theperturbation strategy whether

this is the operation or operator to inject and if that is the case, calls the

perturb function to inject the error. The code for injecting through the
cherry_pick_operation strategy follows in Listing 4.2.

def condPerturb(operator, operation. res):
# Preparations...

# If the perturbation strategy is cherry _pick_operation
if (fiConf.injectMode = "cherry _pick_operation"):
# |If we do not require the single fault assumption or if we do
require it and the injection has not happened yet

if (not config.getConf.get _single_fault _.assumption()) or (
config.getConf.get _single_fault _assumption() and not tc.
get_tracer().get _currentinjectionHappened()):

# If the specified instance is the current operation

if str (operation)= str (config.getConf.get _cherrypicked()):
# The injection happens
res = perturb(res)

Listing 4.2: The condPerturb function

57



© 0 N O s W NP

I =
w N B O

The main function is called launch. We will not show the whole code of
the function since it is articulated enough without the need for comments.
We can report the main steps. In Listing 4.3, feed dict is the input dictio-
nary, labelsis the array containing the respective labels andf_di is the
di erence function.

def launch(num _injections, tensor, feed _dict, labels, f _diff):
for i in range (num _injections):
start _time = time.time ()

# Perform the injection run

result = self.session.run(tensor, feed _dict)
# Evaluate the difference function

diff = f _diff(result)

#
elapsed_-time = time.time () start _time

# Store results and injection's metadata

Listing 4.3: The launch function

4.2.3 Tracers

In the previous sections, we have said the injections' metadata are "stored".
We have listed those data already in Section 4.1.6 but we have yet to explain
how they are stored to be later re-organized and printed in a log le. Two
data structures have been deployed for this job:Tracer and TraceStats. The
former collects every information about the current run only, by querying
its elds we can obtain insight about the run's results thus preparing one
line of the log. It gets re-initialized after every run. The latter saves sketchy
information about the totality of the executed runs. This is not re-initialized
after each run but allows cross-run analysis to be performed. For example,
the average duration of a run is calculated by this structure.

By borrowing the pattern from the Gang of Four's masterpiece on de-
sign patterns [47], we can think about the two aforementioned structures as
observersof the launch function "instance" which is the subject

4.2.4 Fault Injection Campaign

We have said between Sections 4.1.4 and 4.1.6 that we have two manda-
tory steps and one best-practice to carry out the campaign: estimating the
truncation level, estimating the average duration and launching the actual
campaign.
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4.2.4.1 Truncation Level

The truncation level is the decimal point where we truncate the numerical
values to search for di erences to the golden ones. It is the rst mandatory
step to perform. We cannot make way for the time estimation rst since
the truncation level helps us deciding the input batch's dimension. There
may seem to be a loophole: to perform a fault injection run we must have
set the input batch's dimension, but we need to know the truncation level
to set it correctly and to have the truncation level we must perform some
fault injections. At this point though, we do not need to have the nal size,
we want to nd out how many inputs are corrupted on average, so the more
the inputs are, the more the statistical index has a larger population.

The truncate to_threshold function returns the truncation level. The ba-
sic input is a threshold of errors we desire to achieve. We do not care about
the relationship between ML and Fl, a confusion matrix [41] is enough. We
set up one array on ten confusion matrices, one for each possible truncation
level (from no decimals to nine decimals) and store there whether the injec-
tion produces a visible result from their point of view. We chose to truncate
instead of rounding to avoid losing precision in this phase.

The yield is a set of les, one for each operation, containing said oper-
ation's level where the speci ed threshold was reached. It is returned the
suggested truncation level for the application as the average truncation level
among those of the operations. For example, Listing 4.4 contains the result
for one operation with a threshold of 10%.

fcl_weights _1/read

[[977, 23], [973, 27], [972, 28], [960, 40], [878, 122], [429,
571], [2, 998], [0, 1000]]

[False, False, False, False, True, True, True, True]

Listing 4.4: Example of truncation yield.

The rst value of the array in a confusion matrix, [977, 23]. It means
that only twenty-three inputs showed a noticeable di erence at zero decimal
points, thus a 'False' is printed in the second array since the threshold was
not reached.

4.2.4.2 Time Estimation

Time estimation is done through Schreiber's rule (whose justi cation can be
found in Section 4.1.5).

From a practical point of view, we are calling the launch function without
being interested in the nal result. Said function has a speci ¢ parameter,
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called num_injections that gets set to ten. Listing 4.5 contains the main
parts of the function used to perform the estimations. Note that " " stands

for fault injector and it is an object whose initialization starts the construc-

tion of the mirror graph.

def schreiber(fi, filepath, operations _list, tensor, feed _dict, labels
f_diff):

# The number of injections follows Schreiber's rule
num _injections = 10

for op in operations_list:
# Force the cherrypicked to be the current one
config.getConf.set _cherrypicked (op)

# Execute the runs
fi.launch(num _injections, tensor, feed _dict, labels, f _diff)

# Get time measurements from the Tracer
(tot, avg) = tc.time _measurations(False)

# Log the estimations
with open (filepath , "a") as handle:
handle . write (" fg -fgnn". format (op, avg))

Listing 4.5: The Schreiber function.

Once the estimations are produced, it is up to the project manager to
execute the right calculations to predict how long an "acceptable" campaign
will last, but those require application-dependent insight which the frame-
work does not have.

4.2.4.3 Launch of the Campaign

As previously stated, the campaign will exploit the launch function exten-
sively. The main characteristic of the function which launched the campaign
is that it is slices the input dataset into batches and calls alaunch for every
batch, see Listing 4.6. Given that we run upon COTS processors with no
accelerators this is done sequentially.

The rst step is the evaluation of the golden runs. There are various
ways to achieve this result. There is a dedicated function that yields the
golden run of those inputs it gets fed with. Said function is a lighter version
of the launch method where the two tracers are disabled to speed up the
process. An array with the results is returned and printed on a le. Shall
the users desire to evaluate them only once, they can keep the result and
load it from said le.
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# sliced _injection context
for op in operations _list:
# Force the cherrypicked to be the current one
config.getConf.set _cherrypicked (op)
total _.confusion_matrix = [0,0]
usability _total _confusion_matrix = [0,0]
usability _total _.confused_matrix = [0,0]
# For each batch that gets extracted
for s in range (num _slices):
slice_starts _at = eval _batch S
slice_ends_at = eval _batch (s+1)
# Prepare dictionaries for current injection
curr _feed_dict = f key : dataset[slice _starts _at : slice_ends_at]
g
curr _golden_predictions = golden _predictions[slice _starts _at
slice_ends_at]
curr _true _labels = true _labels[slice_starts _at : slice_ends_at]
# We define an inner function
def sliced_difference (x):
confusion_matrix = [0,0]
for j in range ( len (x) ):
# Evaluate numerical errors and injection matrix
return  (confusion _matrix , usability _confusion_matrix ,
usability _.confused_matrix)
Listing 4.6: Campaign's di erence function.
The function which implements the campaign is calledsliced.injection.
Its keen feature is the embroidered di erence function.
4.2.5 Logs

The logs' structure has been detailed in Section 4.1.6. Each line of log
describes one injection run. To start the three analyses though, we need to
condense the logged information into statistical indices. The three required
steps are summarized in Figure 4.10.
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Figure 4.10: Logs to Analysis Work ow.

The rst operation to perform is to cluster the logs from a set of les to
two blobs of data that contain respectively means and standard deviations.
Each blob contains information for both error and usability analysis, thus
the blob containing the mean will contain the average corruption rate and
the four averages of the injection matrix (average confusion yesaverage
confusion no, average confused yeand average confused np

The next step is to collate those two blobs into a list. Depending on the
input ag we set, we can choose whether to prepare for arerror analysis or
a usability analysis To collate for the error analysis it means to achieve a
list which contains, in order, operation, operator, corruption rate mean and
corruption rate standard deviation. Its purpose is to ease the pressure upon
the stack, thus we pass a lighter data structure instead of two blobs to the
next functions.

The last step is to collate once again, this time towards the operators.
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The rst collate condensed information from the operation point of view but
some parts of the later analyses demand the operators'. The full name of
this step is collate to_operator.

4.2.6 Orthogonality Analysis

This is the easiest analysis that the framework performs. Given a set of logs
(coming from the xed location table) it collates and clusters at operation
level to check that standard deviations are close to zero. If that is the case,
a positive ag is returned.

4.2.7 Error and Usability Analysis

The lists yielded from the cluster-collate-collate chain are not readable yet.
That is why the statistical indices they contain are not the metrics the
analyses demand. They contain averages and deviations of the corruption
rate and injection matrix, not vulnerability and usability. From Sections
4.1.10 and 4.1.11, we remember that the vulnerability is the module of the
corruption rate plotted in the eMeanDev while the usability is the sum
between the injection matrix's confusion yesand confused yes

4.2.8 Graphs

Recalling Section 4.1.9, we explained two graphical aids for the framework:
the AVT and the MeanDev. The two are radically di erent charts to plot
not only for their purpose but for the code they require. Everything stems
from the pandaslibrary [48].

To plot an Application Vulnerability Trace we must use stacked areas to
plot the lower and upper boundaries while a polygonal chain for the average
(refer to Evergreen's book [49] for both data visualization strategies).

To plot a MeanDev we must resort to a scatter plot (refer to [49] once
again). Two pandasdata frames will be used to contain the operation-wise
metric and the barycentres/operator-wise's.

Styling follows the Teal and Orange palette, whose color combination
consists in Robin Egg Blue (#01D4B4), Orange Peel (#FF9C00) and Ruddy
Brown (#BF692C).

This chapter has dealt with the developed framework. We went through
two layers of abstractions: a higher-level one where we explained the general
ideas and analyses and a lower one where we dive deeper into every single
framework's component. The chapter that follows describes three use cases
which are samples of how the framework should be applied.
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Chapter 5

Case Studies

Sans exemple, on ne peut rien enseigner correctement.

Collumelle

This chapter describes three use cases with the last being the one that
validates our methodology.

The rst case consists of a simple convolutional neural network that
recognizes single digits. Its simplicity comes from the fact that it has been
used to burn in the framework.

The second case is a more complex network that identi es objects be-
longing to ten categories.

The validation case recognizes dresses and it is slightly simpler than the
previous case.

All cases will be split into two sections: the rst contains the analysis
for the Single Zero Injection and the second the one for the Single Event
Upset. After the three cases, Section 5.4 will contain some cross-case con-
siderations. TensorFI+V's equivalent for an single bit- ip is called " bitFlip-
element-batch' and for a Single Zero is "zero-element-batch. We will use
"BF1" (one bit-ip) and "Single Zero" to avoid verbosity throughout the
chapter.

Please note that the operation involved in prediction may not be the only
ones needed in each application. If some operations have been used elsewhere
for di erent purposes than the prediction, names may not be coherent with
the order of operations found in the prediction tensor. For example, even if
the rst convolutional operation to appear is named "conv_2", it is the rst
one involved in prediction. Last but not least, remember that due to the
need of displaying a lot of charts and tables, the presentation order of each
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section is not going to remain the same, so refer to Section 4.1.12 for the
taxonomy of the results.

5.1 Case Study #1: OCR

Our rst application identi es handwritten digits from zero to nine both
included. The application accepts a 28x28 image and outputs the probability
of belonging to each of the ten classes. Images belong to the MNIST dataset
[11].

5.1.1 CNN Architecture Design and Training

The application is composed of two convolutional steps (Convolution, Ac-
tivation through ReLU, Pooling) and two fully-connected layers. The list
of operations involved in prediction and their shapes can be found in table
5.1. The boxes in light gray indicate tensors whose shape depends on the
size of the input batch. Since the input batch is going to be one thousand
inputs (see Section 5.1.2 for the whole campaign's formalization), the rst
dimension is valorized to one thousand.

The training phase has been carried out with a dropout rate of 20%,
L2 regularized [21] cross-entropy loss and exponential decay of the learning
rate. Tensor ow's MomentumOptimizer [50] minimized the loss above. The
resulted network achieved a 93.8% accuracy on a ve thousand images test
set. To prove the value of said accuracy, we tested the network on the
RotNIST dataset [51], where MNIST images have been randomly rotated.
An accuracy of 80.12% on ve thousand samples resulted.

5.1.2 Fault Injection Campaign
The formalization of the campaign follows:
1. Target system : current SUT

2. Fault Dictionary . "bitFlip-element-batch”, "zero-element-batch”;
<"Run-Time SWIFI" >

3. Readouts : array pre-softmax;

4. Workload : we estimate that truncating at two decimals is enough to
reach the corruption ratio of fty percent. The input batch consists of
one thousand images;
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As methodology states, we proceed with the operation-wise estimation .
Table 5.1 presents the results for both error models.

Since feeding the whole MNIST dataset (which consists of seventy thou-
sand images overall [11]) is takes us not more than ve hours and fty
minutes to complete, we chose the whole MNIST as the input dataset.

convlweights/read (5,5, 1, 32 2.373 s 2.484 s
convl biases/read (32,) 2.258 s 2444 s
conv2 weights/read (5, 5, 32, 64) 2.268 s 2505 s
conv2biases/read (64,) 2.284 s 2.515s
fcl weights/read (3136, 256) 2.270 s 2.397 s
fcl_biases/read (256, ) 2.307 s 2515s
fc2_weights/read (256, 10) 2.237 s 2.459 s
fc2_biases/read (10,) 2.265 s 2441 s
conv2d2 (1000, 28, 28, 32)| 20.672s 22.794 s
biasadd 2 (1000, 28, 28, 32)| 21.018s 22.642 s
relu_3 (2000, 28, 28, 32)| 21.199s 22.638 s
maxpool2d 2 (1000, 14, 14, 32) 6.485 s 6.447 s
conv2d.3 (1000, 14, 14, 64) 11.738 s 12.527 s
biasadd 3 (1000, 14, 14, 64)| 12.043 s 12.554 s
relu_4 (1000, 14, 14, 64) 11.864 s 12.470 s
maxpool2d 3 (2000, 7, 7, 64) 4.013 s 4.017 s
reshapel (1000, 3136) 3.987 s 4.088 s
matmul _2 (2000, 256) 2452 s 2482 s
add_6 (2000, 256) 2.371s 2.533 s
relu_5 (2000, 256) 2.362 s 2.458 s
matmul _3 (1000, 10) 2.337s 2.379s
add_7 (1000, 10) 2.338 s 2.275s

Table 5.1: Architecture and operation-wise estimation (case 1).

5.1.3 Error Model: Single Zero Injection

This section contains the analysis regarding a single zero error injection.

By looking at the xed location table, we prove that standard deviations
are all close to zero ¢rthogonality analysis for Single Zero Injections). We
can then proceed with the two main analyses.

5.1.3.1 Error Analysis

From the xed batch table, we start by extracting the eAVT, which is plot-
ted in Figure 5.1. In orange, you can nd the empirical mean corruption
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ratio, while the ruddy brown area identi es the least and greatest corruption
experienced. The x-axis contains the operations ID list. The order follows
the one in the previous table. We report the Operation Vulnerability List
(Table 5.3) too, which contains the numerical values from which the eAVT
gets plotted. The following step is to analyze the MeanDev. Figure 5.2
depicts the barycentre of each operator.

Figure 5.1: Error Application Vulnerability Trace (Single Zero-case 1).

Figure 5.2: Error MeanDev, barycentres only (Single Zero-case 1).
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The Operator Vulnerability List extracted from the eMeanDev can be
found in Table 5.2. The ordering presented there shows that the biggest
damage is done when an error is injected in the weights (which correspond
to the Ops.IDENTITY operator). The mathematical operators which are
more vulnerable to the injection of a Single Zero are the multiplication and
the ReLU.

Ops.IDENTITY 4.350
Ops.MATMUL 0.883
Ops.RELU 0.326
Ops.MAXPOOL2D 0.258
Ops.ADD 0.247
Ops.RESHAPE 0.144
Ops.CONV2D 0.069
Ops.BIASADD 0.063

Table 5.2: Operator Vulnerability List (Single Zero-case 1).
The Early Absorption stands at:

EAsinglezero = 0:956

showing that the application has a very high resistance to early errors
of this type.

The remaining outputs are the operation-wise vulnerability list and the
list of operators' eAVTs. The list is portrayed by Table 5.3, together with
the usability of each operation, in the next section. We are not able to show
each eAVT in this work because they will take too much space.

5.1.3.2 Usability Analysis

From the empirical data of the fault injection campaign, we extract the
injection matrices and evaluate the mean and standard deviation of all its
elements for each operator. From those values, we evaluate the usability of
each operation, charted in Figure 5.3.

We observe a steady behavior all along with the application and two
variations: the second operation (the rst biases) and the two last operations
are more sensitive to the injection of a zero. Those behaviors are explained
by the bathtub curve in Section 4.1.10. The rst biases are "early failures"
while the nal two are "end failures".
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Figure 5.3: Usability Application Vulnerability Trace (Single Zero-case 1).

Operation
convl weights/read
convl biases/read
conv2 weights/read
conv2 biases/read
fcl weights/read
fcl biases/read
fc2 weights/read
fc2_biases/read
conv2d 2
biasadd 2
relu_3
maxpool2d 2
conv2d.3
biasadd 3
relu_4
maxpool2d 3
reshapel
matmul _2
add_6
relu_5
matmul _3
add_7

Vulnerability
0.801
0.996
0.255

1.0
0.036
0.269
0.189

1.0
0.022
0.028
0.032
0.095
0.047
0.035
0.070
0.163
0.144
0.882
0.247
0.238

1.0

1.0

Usability
0.945
0.910
0.946
0.945
0.947
0.947
0.947
0.945
0.947
0.947
0.946
0.946
0.946
0.946
0.946
0.946
0.946
0.945
0.946
0.946
0.856
0.855

Table 5.3: Operation Vulnerability and Usability List (Single Zero-case 1).
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We show the operation-wise list, presented in Table 5.3. It has dedi-
cated columns for both vulnerability and usability. About the former, or-
ange cells indicate operations that su er "wear out errors" (refer to Section
4.1.10). From said table, we nd out that two operations (conv2biasesand
fc2_biaseg experience an empirical corruption rate of one hundred percent
(additionally to those which will be Itered out). Once again, the weights
are the most struck.

Table 5.4 reports the usability of each operator and Figure 5.4 contains
the usability MeanDev for Single Zero. The lower chart is a detail of the rst
one given that four operators are condensed in a small space which renders
the rst graph partially unreadable.

The experienced drop in accuracy is quite negligible concerning Single
Zero Injection, resulting in a new accuracy of 88.2%.

Accuracysinglezero = 0:06

Operator Usability
Ops.MAXPOOL 0.947
Ops.CONV2D 0.946
Ops.BIASADD 0.946
Ops.RELU 0.946
Ops.RESHAPE 0.945
Ops.IDENTITY 0.940
Ops.MATMUL 0.900
Ops.ADD 0.900

Table 5.4: Operator Usability List (Single Zero-case 1).
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Figure 5.4: Usability MeanDev, barycentres only (Single Zero-case 1).

5.1.4 Error Model: Single Bit-Flip

This section contains the analysis for the injection of a single bit- ip. By
looking at the xed location table, we prove that we can proceed with the
two main analyses.

5.1.4.1 Error Analysis

Figure 5.5 contains the eAVT-bf1l. We observe that the injection of an error
in the weights shows a seemingly unpredictable behavior. Regarding the
non-weights part of the application, we see a checkered behavior. The two
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last operations su er from "wear out errors" (see Section 4.1.10) once again.

For what concerns the operators, the eMeanDev is charted in Figure 5.6.
Unfortunately, two labels overlap: Ops.MAXPOOL and Ops.RELU.

The ordering we extract from it is contained in Table 5.5, where it ap-
pears that weights' reads aside, the ReLU operator is the one showing more
vulnerability to the injection of a BF1.

The Early Absorption shows an important weakness to early errors,
which are not absorbed (slightly) more than half of the time.

EAgr1 = 0:488

Once again, the operation-wise vulnerability table (Table 5.7) is dis-
played in the next section together with the usability of each operation.

Figure 5.5: Error Application Vulnerability Trace (BF1-case 1).

Operator | Vulnerability |
Ops.IDENTITY 4.666
Ops.RELU 2.654
Ops.MAXPOOL2D 1.756
Ops.RESHAPE 0.882
Ops.CONV2D 0.405
Ops.ADD 0.203
Ops.MATMUL 0.193
Ops.BIASADD 0.171

Table 5.5: Operator Vulnerability List (BF1-case 1).

72



Figure 5.6: Error MeanDev, barycentres only (BF1l-case 1).

5.1.4.2 Usability Analysis

From the empirical data of the fault injection campaign, we extract each
injection matrix and evaluate the mean and standard deviation of all its
elements for each operator.

The operation usability list is reported in Table 5.7 and its UAVT in
Figure 5.8. Operator-wise, we chart the uMeanDev (together with one, ad-
ditional plot because labels overlap) in Figure 5.7 and report the ordered us-
ability list in Table 5.6. To a BF1 injection, Ops.MAXPOOL behaves in the
worst way among the other operators. On the other hand,Ops.BIASADD
is very close to complete immunity against it.

The accuracy drop is more consistent concerning the previous error
model analyzed. The new accuracy becomes 75%.

Accuracygr 1 =0:20
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Figure 5.7: Usability MeanDev, barycentres only (BF1-case 1).

Ops.BIASADD 0.940
Ops.CONV2D 0.887
Ops.MATMUL 0.876
Ops.ADD 0.869
Ops.IDENTITY 0.822
Ops.RESHAPE 0.579
Ops.RELU 0.562
Ops.MAXPOOL 0.560

Table 5.6: Operator Usability List (BF1-case 1).
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Figure 5.8: Usability Application Vulnerability Trace (BF1-case 1).

Operation
convl weights/read
convl biases/read
conv2 weights/read
conv2 biases/read
fcl weights/read
fcl biases/read
fc2 weights/read
fc2_biases/read
conv2d 2
biasadd 2
relu_3
maxpool2d 2
conv2d.3
biasadd 3
relu_4
maxpool2d 3
reshapel
matmul _2
add_6
relu_5
matmul _3
add_7

Vulnerability
0.944
0.809
0.516
0.685
0.051
0.665
0.201
0.959
0.195
0.121
0.863
0.869
0.214
0.050
0.879
0.887
0.882
0.193
0.203
0.912
0.919
0.917

Usability
0.602
0.942
0.834
0.944
0.941
0.768
0.924
0.822
0.901
0.929
0.549
0.550
0.874
0.937
0.575
0.571
0.580
0.912
0.903
0.562
0.840
0.836

Table 5.7: Operation Vulnerability and Usability List (BF1-case 1).
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5.2 Case Study #2: Object Identi cation

The second case study deals with the identi cation of images of objects
taken from the CIFAR-10 datasets [10]. Images will be classi ed into one of
ten possible classes: "cars, birds, cats, deer, dogs, frogs, horses, ships, and
trucks". Images are in 32x32 RGB representation.

5.2.1 CNN Architecture Design and Training

The application has four convolutional steps followed by two fully-connected
layers of neurons. The training used a 50% dropout rate, decadent learning
rate and softmax-cross-entropy loss minimized by the AdamOptimizer [52],
for a comprehensive accuracy of 78.32% upon a ve thousand test dataset.
The list with operations' name, shape and estimated duration follows (Table
5.8). Light gray boxes indicate tensors whose shape depends on the dimen-
sion of the input batch, which is going to be ve thousand images for this
application.

5.2.2 Fault Injection Campaign

The formalization of the campaign follows:

1. Target system : current SUT

2. Fault Dictionary : "bitFlip-element-batch", "zero-element-batch";
<"Run-Time SWIFI" >

3. Readouts : array pre-softmax;

4. Workload : truncating at one decimal point is enough for a fty percent
corruption ratio. The input batch is going to consist of ve hundred
images;

As the procedure states, we proceed with the operation-wise estimation
through Schreiber's rule. Table 5.9 presents the results for both fault models
of interest.

CIFAR-10 [10] contains sixty thousand images. We choose to fed sixty
batches for a total of thirty thousand images. The procedure occupies almost
seven hours.
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Operation
convl/conv2d/kernel/read
convl/conv2d/bias/read
convl/conv2d _1/kernel/read
convl/conv2d _1/bias/read
conv2/conv2d/kernel/read
conv2/conv2d/bias/read
conv2/conv2d _1/kernel/read
conv2/conv2d _1/bias/read
fully _connected/dense/kernel/read
fully _connected/dense/bias/read
fully _connected/fully  _connected/kernel/read
fully _connected/fully  _connected/bias/read
convl/conv2d/Conv2D
convl/conv2d/BiasAdd
convl/conv2d/Relu
convl/conv2d _1/Conv2D
convl/conv2d _1/BiasAdd
convl/conv2d _1/Relu

convl/max _pooling2d/MaxPool

Shape
(3, 3, 3,32
(32,)
(5, 5, 32, 64)
(3, 3, 3,2, 64)
(3, 3, 64, 128)
(128,)

(2, 2, 128, 128)
(128,)
(2048, 1500)
(1500, )
(1500, 10)
(10,)

(500, 32, 32, 32)
(500, 32, 32, 32)
(500, 32, 32, 32)
(500, 32, 32, 64)
(500, 32, 32, 64)
(500, 32, 32, 64)
(500, 16, 16, 64)

(500, 16, 16, 128)
(500, 16, 16, 128)
(500, 16, 16, 128)

conv2/conv2d/Conv2D
conv2/conv2d/BiasAdd
conv2/conv2d/Relu

conv2/max _pooling2d/MaxPool
conv2/conv2d _1/Conv2D
conv2/conv2d _1/BiasAdd
conv2/conv2d _1/Relu
conv2/max _pooling2d _1/MaxPool
fully _connected/Reshape
fully _connected/dense/MatMul
fully _connected/dense/BiasAdd
fully _connected/dense/Relu
fully _connected/fully  _connected/MatMul

fully _connected/fully  _connected/BiasAdd

(500, 8, 8, 128)
(500, 8, 8, 128)
(500, 8, 8, 128)
(500, 8, 8, 128)
(500, 4, 4, 128)
(500, 2048)
(500, 1500)
(500, 1500)
(500, 1500)
(500, 1500)
(500, 10)

Table 5.8: Architecture of the CNN (case 2).
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Operation | BF1 ~ Single Zero

convl/conv2d/kerneliread 4.025 s 3.774 s
convl/conv2d/bias/read 4,197 s 3.743 s
convl/conv2d _1/kernel/read 3.937 s 3.614 s
convl/conv2d _1/bias/read 7.584 s 3.663 s
conv2/conv2d/kerneliread 3.925 s 3.599 s
conv2/conv2d/bias/read 3.871s 3.613 s
conv2/conv2d _1/kernel/read 3.891 s 3.578 s
conv2/conv2d _1/bias/read 3.819 s 3.650 s
fully _connected/dense/kernel/read 3.833 s 3.572s
fully _connected/dense/bias/read 3.812 s 3.693 s
fully _connected/fully  _connected/kerneliread 3.769 s 3578 s
fully _connected/fully  _connected/bias/read 3.715 s 3.587 s
convl/conv2d/Conv2D 9.868 s 9.366 s
convl/conv2d/BiasAdd 9.686 s 9.247 s
convl/conv2d/Relu 9.807 s 9.327 s
convl/conv2d _1/Conv2D 15.656 s 16.939 s
convl/conv2d _1/BiasAdd 21.557 s 15401 s
convl/conv2d _1/Relu 15.483 s 15.453 s
convl/max _pooling2d/MaxPool 6.542 s 6.411 s
conv2/conv2d/Conv2D 9.365 s 9.538 s
conv2/conv2d/BiasAdd 9.171s 9.391 s
conv2/conv2d/Relu 9.379 s 9.173 s
conv2/max _pooling2d/MaxPool 4.635 s 4.462 s
conv2/conv2d _1/Conv2D 4.653 s 4.671s
conv2/conv2d _1/BiasAdd 4.623 s 4.656 s
conv2/conv2d _1/Relu 4705 s 4.662 s
conv2/max _pooling2d _1/MaxPool 3.853 s 3.959 s
fully _connected/Reshape 3.910 s 3.964 s

fully _connected/dense/MatMul 3.911 s 3.872 s
fully _connected/dense/BiasAdd 3.814 s 3.867 s
fully _connected/dense/Relu 3.849 s 3.707 s
fuly _connected/fully  _connected/MatMul 3.612 s 3.599 s
fully _connected/fully  _connected/BiasAdd 3.707 s 3.693 s

Table 5.9: Operation-wise estimation (case 2).

5.2.3 Error Model: Single Zero Injection

We can proceed with the analyses thanks to therthogonality analysis which
yielded stable means.
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5.2.3.1 Error Analysis

The eMeanDev and the resulting operator-wise vulnerability ordering are
respectively in Figure 5.9 and Table 5.10. The eAVT is portrayed in Figure
5.10.

Figure 5.9: Error MeanDev, barycentres only (Single Zero-case 2).

Figure 5.10: Error Application Vulnerability Trace (Single Zero-case 2).
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The operator-wise vulnerability ordering is presented in Table 5.10.

Operator Vulnerability
Ops.IDENTITY 9.177
Ops.CONV2D 2.287
Ops.RELU 1.126
Ops.MAXPOOL2D 1.069
Ops.BIASADD 1.036
Ops.MATMUL 0.496
Ops.RESHAPE 0.253

Table 5.10: Operator Vulnerability List (Single Zero-case 2).

While the weights show a high vulnerability due to the number of weights
and biases in the network, we see that the convolutions expose double the
surface of the RelLUs.

The Early Absorption Rate denotes a poor ability to absorb early errors:

EA singlezero = 0:26

5.2.3.2 Usability Analysis

The uAVT is charted in Figure 5.11 and the uMeanDev in Figure 5.12. The
latter consists in two di erent graphs since three labels overlap. Operation-
wise vulnerability and usability are stored in Table 5.11.

Figure 5.11: Usability Application Vulnerability Trace (Single Zero-case 2).
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We see a rm behavior on an 80% usability all along with the appli-
cation with two downturns, corresponding to the rst weights and to end
failures due to proximity to the end, explained once again by the bathtub
we theorized in Section 4.1.10.

Figure 5.12: Usability MeanDev, barycentres only (Single Zero-case 2).

81



The drop in accuracy is moderate:
Accuracysinglezero = 0:175

resulting in a new accuracy of 64%.

Operation Vulnerability Usability
convl/conv2d/kernel/read 0.999 0.778
convl/conv2d/bias/read 0.999 0.738
convl/conv2d _1/kernel/read 0.869 0.783
convl/conv2d _1/bias/read 0.986 0.775
conv2/conv2d/kernel/read 0.749 0.783
conv2/conv2d/bias/read 0.913 0.783
conv2/conv2d _1/kernel/read 0.665 0.783
conv2/conv2d _1/bias/read 0.949 0.783
fully _connected/dense/kernel/read 0.045 0.783
fully _connected/dense/bias/read 0.143 0.783
fully _connected/fully  _connected/kerel/read 0.141 0.783
fully _connected/fully  _connected/bias/read 10 0783
convl/conv2d/Conv2D 0.863 0.783
convl/conv2d/BiasAdd 0.650 0.783
convl/conv2d/Relu 0.705 0.783
convl/conv2d _1/Conv2D 0.586 0.783
convl/conv2d _1/BiasAdd 0.105 0.783
convl/conv2d _1/Relu 0.705 0.783
convl/max _pooling2d/MaxPool 0.332 0.783
conv2/conv2d/Conv2D 0.354 0.783
conv2/conv2d/BiasAdd 0.103 0.783
conv2/conv2d/Relu 0.121 0.783
conv2/max _pooling2d/MaxPool 0.460 0.783
conv2/conv2d _1/Conv2D 0.562 0.783
conv2/conv2d _1/BiasAdd 0.065 0.783
conv2/conv2d _1/Relu 0.072 0.783
conv2/max _pooling2d _1/MaxPool 0.288 0.783
fully _connected/Reshape 0.253 0.783

fully _connected/dense/MatMul 0.497 0.783
fully _connected/dense/BiasAdd 0.120 0.783
fully _connected/dense/Relu 0.115 0.783

fully _connectedffully  _connected/MatMul 0.999 0.728
fully _connected/fully  _connected/BiasAdd 0999 0726

Table 5.11: Operation-wise Vulnerability and Usability Lists (Single Zero-case 2).

Table 5.11 yields two behaviors: the vulnerability of the two nal oper-
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ations is the maximum possible (which is expected behavior since zeros are
noticeable at any truncation level). It does not reach full vulnerability (one
hundred percent) since there is a chance that zeros got injected in a value
that was already supposed to be zero.

Table 5.12 lists the ordering of the operators usability-wise. Given the
constant behavior, all operators have the same average usability.

Operator | Usability |
Ops.RESHAPE 0.783
Ops.RELU 0.783
Ops.CONV2D 0.783
Ops.MAXPOOL2D 0.782
Ops.IDENTITY 0.777
Ops.BIASADD 0.774
Ops.MATMUL 0.755

Table 5.12: Operator Usability List (Single Zero-case 2).

5.2.4 Error Model: Single Bit-Flip

We can proceed with the analyses thanks to therthogonality analysis which
yielded stable means.

5.2.4.1 Error Analysis

At rst, we present the operator vulnerability ordering is in Table 5.13.
ReLUs show the highest vulnerability excluding the variables readings that
are bound to show tremendous vulnerability due to their cardinality.

The eAVT is in Figure 5.13 where it shows a confused behavior in param-
eters' reading while the "operative" part has a checkered corruption rate.
The eMeanDev follows in Figure 5.14.

Operator | Vulnerability |
Ops.IDENTITY 8.154
Ops.RELU 4.386
Ops.MAXPOOL2D 2.727
Ops.BIASADD 1.320
Ops.CONV2D 1.143
Ops.RESHAPE 0.926
Ops.MATMUL 0.143

Table 5.13: Operator Vulnerability List (BF1-case 2).
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Figure 5.13: Error Application Vulnerability Trace (BF1-case 2).

Figure 5.14: Error MeanDev, barycentres only (BF1-case 2).
Do note that ignoring the parameters' reading, ReLUs display the largest

vulnerabilities to BF1 with high averages and very low standard deviations,
which means that their vulnerability is both high and very consistent.
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The Early Absorption Rate stands at an average:
EAgr 1 =0:257

which shows a low capacity to carry through early stage errors.
The table containing each operation's vulnerability is portrayed in Table
5.15 which is in the next section.

5.2.4.2 Usability Analysis

We present the uAVT in Figure 5.15. A checkered behavior is presented
by the non-weights operations once again. The parameters display high
variability with lower peaks of usability that reach twenty percent of the
initial one.

Figure 5.15: Usability Application Vulnerability Trace (BF1-case 2).

Figure 5.16 contains the uMeanDev. Two labels overlap:Ops.RELU
and Ops.MAXPOOL . We observe that all operators show usability which
is greater than fty percent with a steady behavior re ected by low stan-
dard deviations. The readings of the parameters are once again seemingly
unpredictable.

Table 5.14 contains the operator-wise usability ordering, showing basic
operations like multiplication and addition to display the highest usability
concerning BF1 injections.

Operations vulnerability and usability are shown in Table 5.15. The rst
twelve operations consist of variables reading. As both the UAVT and table
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state, the accuracy of the application can be halved if a bit ip occurs there.
We see that some operations cannot be used in therror analysis once again
and are colored in orange. Their proximity to the nal operation causes an
error that is never negligible, a behavior validated by the bathtub curve in
Section 4.1.10. On the other hand, the usability of those operations still lies
at 75%.

The accuracy drop due to SEUs is consistent and it renders the appli-
cation close to a state of uselessness given that its prediction will be wrong
one-third of the times more. The new accuracy has become 58%.

Accuracygr 1 = 0:26

Figure 5.16: Usability MeanDev, barycentres only (BF1-case 2).

Operator | Usability |
Ops.MATMUL 0.765
Ops.BIASADD 0.725
Ops.CONV2D 0.723

Ops.IDENTITY 0.720
Ops.RELU 0.503
Ops.MAXPOOL2D 0.499
Ops.RESHAPE 0.497

Table 5.14: Operator Usability List (BF1-case 2).
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Operation
convl/conv2d/kernel/read
convl/conv2d/bias/read
convl/conv2d _1/kernel/read
convl/conv2d _1/bias/read
conv2/conv2d/kernel/read
conv2/conv2d/bias/read
conv2/conv2d _1/kernel/read
conv2/conv2d _1/bias/read
fully _connected/dense/kernel/read
fully _connected/dense/bias/read
fully _connected/fully  _connected/kernel/read
fully _connected/fully  _connected/bias/read
convl/conv2d/Conv2D
convl/conv2d/BiasAdd
convl/conv2d/Relu
convl/conv2d -1/Conv2D
convl/conv2d _1/BiasAdd
convl/conv2d _1/Relu
convl/max _pooling2d/MaxPool
conv2/conv2d/Conv2D
conv2/conv2d/BiasAdd
conv2/conv2d/Relu
conv2/max _pooling2d/MaxPool
conv2/conv2d _1/Conv2D
conv2/conv2d _1/BiasAdd
conv2/conv2d _1/Relu
conv2/max _pooling2d _1/MaxPool

fully _connected/Reshape
fully _connected/dense/MatMul
fully _connected/dense/BiasAdd
fully _connected/dense/Relu
fully _connected/fully  _connected/MatMul

fully _connected/fully  _connected/BiasAdd

Vulnerability

0.985
0.979
0.979
0.981
0.666
0.899
0.558
0.928
0.116
0.399
0.156
0.913
0.609
0.702
0.920
0.754
0.740
0.863
0.900
0.270
0.256
0.856
0.890
0.089
0.088
0.873
0.936
0.926
0.143
0.086
0.874
0.999
0.999

Usability

0.652
0.635
0.688
0.717
0.785
0.727
0.730
0.738
0.785
0.771
0.788
0.737
0.635
0.558
0.464
0.754
0.740
0.506
0.510
0.732
0.737
0.497
0.504
0.778
0.779
0.502
0.504
0.497
0.780
0.788
0.546
0.750
0.749

Table 5.15: Operation Vulnerability and Usability Lists (BF1-case 2).
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5.3 \Validation Case: Dressing Correctly

The validation case consists of a CNN that classi es fashion-related images.
Data and labels come from the Fashion-MNIST Dataset [30].

5.3.1 CNN Architecture Design and Training

This application is composed of three convolutional steps and two fully-
connected layers. The training exploited a softmax cross-entropy loss to-
gether with the AdamOptimizer [52] and decadent learning rate. The model
achieves an accuracy of 99.33% on a ve thousand test dataset.

The list with operations’ name and shape follows (Table 5.16). Light
gray boxes indicate tensors whose shape depends on the dimension of the
input batch, which is going to be ve hundred images for this application.

5.3.2 Fault Injection Campaign
The formalization of the campaign follows:
1. Target system : current SUT

2. Fault Dictionary . "bitFlip-element-batch”, "zero-element-batch”;
<"Run-Time SWIFI" >

3. Readouts : array pre-softmax;

4. Workload : truncating at one decimals is enough to reach the corrup-
tion ratio of fty percent. The input batch consists of ve hundred
images;

We proceed with the operation-wise estimation. Table 5.16 also presents
the results for both the fault models of interest.
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WO/read
W1/read
W2/read
W3/read
W6/read
BO/read
Bl/read
B2/read
B3/read
B4/read
Conv2D
BiasAdd
Relu
MaxPool2d
Conv2D_1
BiasAdd_1
Relu_1
MaxPool2d_1
Conv2D_2
BiasAdd_2
Relu_2
MaxPool2d_2
Reshape
MatMul
Add
Relu_3
MatMul _1
Add_1

@3, 3,1, 32)
(3, 3, 32, 64)
(3, 3, 64, 128)
(2048, 128)
(128, 10)
(32,)
(64,)
(128,)
(128, )
(10,)
(500, 28, 28, 32)
(500, 28, 28, 32)
(500, 28, 28, 32)
(500, 14, 14, 32)
(500, 14, 14, 64)
(500, 14, 14, 64)
(500, 14, 14, 64)
(500, 7, 7, 128)
(500, 7, 7, 128)
(500, 7, 7, 128)
(500, 7, 7, 128)
(500, 4, 4, 128)
(500, 2048)
(500, 128)
(500, 128)
(500, 128)
(500, 10)
(500, 10)

0.868 s
0.915 s
0.846 s
0.830 s
0.979 s
0.954 s
0.910 s
0.818 s
0.782 s
0.795 s
5.048 s
5.018 s
5.159 s
1.593 s
2.410 s
2511s
2.659 s
1.133 s
1.538 s
1.543 s
1.516 s
1.071 s
1.071 s
0.825 s
0.831s
0.832 s
0.883 s
0.869 s

0.889 s
0.824 s
0.929 s
0.984 s
0.842 s
1.013 s
0.976 s
0.916 s
0.906 s
0.950 s
5.174 s
5.310s
5.339 s
1.603 s
2.855s
2.798 s
2.761 s
1.260 s
1.666 s
1.653 s
1.622 s
1.034 s
1.033 s
0.774 s
0.870 s
0.897 s
0.918 s
0.908 s

Table 5.16: Architecture and operation-wise estimation (case 3).

5.3.3 Error Model: Single Zero

We can proceed with the analyses thanks to theorthogonality analysis which
yielded stable means.

5.3.3.1 Error Analysis

Having passed theorthogonality analysis we now display the eAVT (Figure

5.17) and the eMeanDev (Figure 5.18).
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