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“Torture the data,
and it will confess to anything.”

Ronald Coase
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Abstract

Today the generated amount of data is growing at an unprecedented
rate, therefore a way to organize it is badly needed and the databases, which
are organized collections of structured data, have become fundamental for
the management and the storage of this large quantity of information. Such
data are often analyzed to extract information used to take critical decisions,
for example staff evaluation, school admission, rewards assignment, criminal
sentencing. . . It is therefore necessary to ensure that data processing
respects ethical and legal principles, such as fairness, non-discrimination
and transparency.

For this purpose, this thesis describes a possible way to analyse a
dataset in such a way as to allow to check if ethical requirements are
fulfilled.

Access to organized data is usually provided by a DBMS (DataBase
Management System), which allows users to interact with the databases
in an efficient way by writing queries in specific languages. The query is
given as input in the DBMS, which analyses the data and computes the
result. Query Reverse Engineering (QRE) makes the reverse process, i.e.
it allows to find the input query given a set of output tuples (records).

This thesis describes the program that I developed and tested, which
combines different QRE methods and retrieves many equivalent input
queries. Finding the input queries means to look for implicit relations
among data, and these relations can support the detection of the violation
of some ethical principles. So, the users can check if one of the retrieved
input queries is unethical; in fact, it could happen that an ethical query is
equivalent, i.e. returns the same set of tuples, to an unethical one.
Keywords: Database, DataBase Management Systems, Query, SQL,
Query Reverse Engineering, Explanation
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Estratto

La quantità di dati generata ogni giorno sta crescendo ad una velocità
inaudita; nasce quindi la necessità di organizzarli e i database, ossia
collezioni di dati strutturati, sono diventati fondamentali per la gestione e
l’archiviazione di grandi quantità di informazioni. Tali dati vengono spesso
analizzati per ricavare ulteriori informazioni con cui vengono poi prese
decisioni critiche, per esempio la valutazione dei dipendenti, l’ammissione
degli studenti nelle scuole, l’assegnazione di ricompense e borse di studio,
le condanne penali. . . Diventa quindi necessario garantire che i processi di
elaborazione dei dati rispettino dei principi etici e legali, quali correttezza,
non discriminazione e trasparenza.

A tal fine, questa tesi si propone di descrivere un modo per analizzare
un insieme di dati per verificare se la loro estrazione da un determinato
database è stata effettuata violando qualche principio etico.

I sistemi di gestione dei database (DBMS) consentono la manipolazione
e l’estrazione di dati in modo efficiente utilizzando delle query: la query
viene fornita al DBMS, il quale analizza i dati e calcola il risultato. Query
Reverse Engineering (QRE) effettua il processo inverso, cioè, partendo da
un insieme di dati, trova la query iniziale.

In questa tesi viene descritto il programma che ho implementato e
testato, il quale combina diversi metodi di QRE per trovare molte query
iniziali equivalenti. Trovare le query di partenza significa anche cercare
delle relazioni implicite tra i dati, relazioni che possono rivelare la presenza
di qualche violazione dei principi etici. Gli utenti possono controllare se
tra le query trovate ve ne sia qualcuna non etica; infatti, può capitare che
una query etica sia equivalente, cioè fornisca le stesse tuple, ad una non
etica.
Parole chiave: Database, DataBase Management Systems, Query, SQL,
Query Reverse Engineering, Explanation
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Introduction

Due to the unprecedented increase in the amount of generated data
that needs to be organized, the number of databases and of the people
working with them is growing very fast. Those data are collected and stored
in order to be analyzed and used to take critical decisions, such as staff
evaluation, college admission, criminal sentencing. . . So, it is necessary to
ensure that data processing pay attention to ethical and legal principles,
such as transparency, non-discrimination and diversity protection. Then,
ethics-aware data processing should become a fundamental part of the
data analysis lifecycle.

As exposed in “Ethics-aware data governance” [8], it is necessary to
make a list of ethical desiderata for data protection and processing: the
Ethical CheckList (ECL). ECL should be applied during all the phases
of data analysis. Data analysis lifecycle includes source selection, data
integration and knowledge extraction. Source selection chooses the most
appropriate data for the target objective, while data integration concerns
the combination of data from different sources and the extraction of
real world entities. Both of them should take into account the ethical
requirements provided by ECL using the methods and the tools explained
in [8]. There are four kinds of knowledge extraction methods in which ECL
should be considered:

• result personalization: provides customized user experience by taking
into account the needs and the preferences of the users.

• information diffusion and influence propagation in social networks:
nowadays the main channel for spreading information and sharing
knowledge are online social networks. The success of an information
diffusion process depends not only on the investment budget, but
also on the diversity of the initial influencers and the targets to be
influenced.

• explanation models enabling transparency and interpretability of re-
sults: concerns data origin and transformation history and enables

1



2 Introduction

transparency by supporting explanations of results and processes.

• privacy and security in knowledge extraction systems: concerns data
protection and privacy preservation when releasing the analysis re-
sults.

While the first two methods aim at guaranteeing that the process and
the results satisfy the ethical requirements, the latter two enforce and
verify that those requirements have been satisfied during the analysis.

With the objective of making data analysis processes ethical, following
the idea of third knowledge extraction method previously presented, I
developed and tested a program that allows to retrieve some explanations
of the provided data.

Definition of the problem

As widely explained in the following chapter, a database (DB) is a
data structure that stores organized information. In particular, I will use
Relational Databases, in which data is stored into one or more tables, com-
posed of rows and columns, also called respectively tuples and attributes.
The standard language to manage relational databases is SQL (Structured
Query Language) is a language which allows to retrieve tuples by means
of queries.

The process of finding which attributes values uniquely identify a set of
tuples w.r.t. the database from which that tuples were extracted is called
Query Reverse Engineering (QRE).

The aim of this thesis is to describe the program I developed, which,
given a set of tuples as input and exploiting different QRE methods,
retrieves some explanations in the form of queries. Analyzing the queries
found, that is, checking the attributes values that characterize the input
tuples w.r.t. the database, the users can understand if they have been
generated without considering ethical principles.

Another important feature of the implemented program is to find
equivalent queries, i.e. those queries that extract from a given database
the same tuples. The users can give a query as input and discover if it is
equivalent to a query that does not fulfill some ethical requirements.

To summarize, two types of input can be given to my program: a query
expression or a set of output tuples, so it can be used also by users without
a huge knowledge of databases and query languages. In case a query is
given as input, different QRE methods are used to find queries that are
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equivalent to the given one, in other words queries that, if provided to
the same database, compute the same result. It is also possible to look
for equivalent queries with a different degree of purity, which means that
results can be slightly different from a query to another. If a set of tuples
is given, also without the knowledge of any query language like SQL, it
is possible to find the common features, and therefore some queries that
could have given that result.

I take as a reference for ethical principles the UK Equality Act.

UK Equality Act

The Equality Act 2010 1 is an Act of Parliament of the United Kingdom
with the primary purpose of legally protecting people from discrimination.
This act explains in details who is protected from discrimination, the types
of discrimination under the law and what actions you can take if you feel
you’ve been unfairly discriminated against.
The protected characteristics are:

• age

• disability

• gender reassignment

• marriage and civil partnership

• pregnancy and maternity

• race

• religion or belief

• sex

• sexual orientation

1http://www.legislation.gov.uk/ukpga/2010/15/contents

http://www.legislation.gov.uk/ukpga/2010/15/contents


4 Introduction

Outline
This thesis has the following structure:

The first chapter explains some preliminary concepts required to un-
derstand the description and the functioning of the implemented
algorithm.

The second chapter summarizes the State of the Art on Query Reverse
Engineering, explains the existing methods, several use cases and our
contribution.

The third chapter explains in detail how the proposed algorithm works
and the tools used for its implementation

The fourth chapter compares the different methods and semantics, show-
ing the main performance characteristics of each of them.

The fifth chapter gives some ideas of what could be done to enhance
our program.



Chapter 1

Preliminaries

In this first chapter, I will explain some concepts that you need to
know in order to understand the taken implementation decisions and the
functioning of my program.

First of all, I will give you the definitions of database and query, which
are at the basis of query reverse engineering. Then, I will provide the
definition of explanation, and how it can be retrieved, and of equivalent
queries. The program uses decision trees, which are a particular type of
machine learning classification. So, I will provide a summary on classifica-
tion algorithms. Lastly, I will explain the concept of k-means clustering
algorithm, which is used in the implementation of one of my program
methods.

1.1 Databases and SQL queries
A database (DB) is a data structure that stores organized information.

I decided to use Relational Databases, in which data is organized into one
or more tables of columns and rows, with a unique key identifying each
row. The rows, also called records or tuples, represent a single item and
the columns, also called attributes, represent values attributed to that item.
Each table, or relation, is a set of tuples that share the same attributes.

The standard language for dealing with relational databases is SQL
(Structured Query Language), that allows to insert, search, update and
delete tuples in the database.

My program aims at finding which attributes values uniquely identify
a set of tuples w.r.t. the database from which that tuples are extracted.
One way to find these relations is by using Query Reverse Engineering

5



6 Chapter 1. Preliminaries

Query Data

DBMS QRE

Data Query

Figure 1.1: This figure shows the difference between QRE methods and
DBMSs: a DBMS takes as input an SQL query and returns
the needed data; a QRE method, conversely, takes as input a set
of tuples and returns a query.

(QRE) methods. QRE aims to infer the SQL queries that return the tuples
the users provide as input.

In this thesis, I assume we are given a single table and a set of tuples,
which is generated from it by an SQL query. For the queries that involve
joins and the projected columns are from multiple tables, we can apply
the prior work from Zang et al. [12] on these projected columns during a
pre-processing phase to discover the join path so that a single table could
be generated as the input to this work.

Furthermore, my program considers only queries with the following
syntax:

SELECT columns
FROM table
WHERE clause

where:

columns is a list of attributes of the table,

clause is a list of and-predicates connected with an OR operator,
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and-predicate is a list of predicates connected with an AND operator

Formally:

clause = clause OR and-predicate | and-predicate

and-predicate = and-predicate AND predicate | predicate

predicate = ATTRIBUTE OPERATOR VALUE

where:

ATTRIBUTE is a column name of the table,

OPERATOR is a classic SQL operator, such as <, ≤, =, 6=, ≥, >

VALUE is a numerical, categorical or date value

In order to retrieve the query, my program uses binary decision trees1: each
and-predicate represents all the predicates that are selected traversing
the tree from the root to a selected leaf and all the and-predicates are
joined with an OR operator.

A brief graphical example is given in Figure 1.2. Suppose that the
orange nodes are the important nodes and that a, b, c and d are the
predicates. Starting from the root, the blue node, we reach the first orange
node by following the arc whose condition is a. To reach the second
important node, we need to follow two arcs, whose conditions are b and d.
Then, the WHERE clause is a OR b AND c.

Explanations and relations among result tuples

The WHERE clause filters the considered table in such a way that all
and only the tuples contained in the given input are selected, discarding all
the other. Note that this is very different from finding similarities among
attributes values of the given tuples.
In fact, we are looking for explanations: we want to find predicates that
explain us why a tuple is in that result and why another one is not.
In other words, explanations are meaningful relationships shared only by
the given tuples, w.r.t. the entire considered database.

1The definition and a brief explanation of decision trees is given in Section 1.2.4.
They are said to be binary if every node has at most two outgoing arcs.
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a b

c d

Figure 1.2: In this figure, I explain how the WHERE clause is derived from a
decision tree. Suppose that the orange nodes contain the consid-
ered tuples and that a, b, c and d are the predicates. Then, the
clause is a OR b AND c.

As an example, if we consider the set of tuples in Table 1.1 on the
facing page, taken from a database2 containing information about all the
students of a school, and we analyse it, we observe that all the considered
students have age = 15 and race = ‘Black’. But these are not the only
students with these same characteristics. In fact, if we run the following
query on the same dataset:

SELECT *
(Query 1)FROM school.students

WHERE race = ‘Black’ AND age = 15

we get as result the tuples contained in Table 1.2 on page 10.
So, race = ‘Black’ AND age = 15 is not an explanation for the tuples in
Table 1.1 on the facing page because it does not consider them in relation
with the other tuples in the database.

Instance Equivalent Queries

In some cases the same set of tuples can have two or more different
explanations. This means that more than one query can give the same
result.

2https://www.kaggle.com/dipam7/student-grade-prediction
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Table 1.1: Example of a set of tuples.

id sex age race studyTime absences finalGrade
14 M 15 Black 4 2 11
146 F 15 Black 3 0 11
4 F 15 Black 3 2 15
22 M 15 Black 4 0 15
32 M 15 Black 3 0 17

We can define as Instance Equivalent Queries (IEQs) the set of different
queries that return the same result w.r.t. the same database.

To give an example, consider the set of tuples of the Table 1.1 and
assume that Table 1.2 on the following page represents our simple database
table (I will call it simpleDB).
It is not difficult to notice that all and only the tuples in Table 1.1 have
finalGrade > 10 w.r.t. Table 1.2.
Therefore, finalGrade > 10 is an explanation for that data on that specific
table and the Query 2 returns exactly the tuples in Table 1.1.

SELECT *
(Query 2)FROM simpleDB

WHERE finalGrade > 10

Then, we can also observe that all and only the tuples in Table 1.1 have
studyTime > 2 w.r.t. Table 1.2. As Query 3 returns exactly the tuples of
Table 1.1, we can say that studyTime > 2 is an explanation.

SELECT *
(Query 3)FROM simpleDB

WHERE studyTime > 2

Query 2 and Query 3 are IEQs w.r.t. Table 1.2 because they both return
the same tuples.

Exact and approximate IEQs

In the previous paragraph I defined exact IEQs, but two queries could
also give a slightly different result, which means that one of them returns
a small number of extra or missing tuples w.r.t. the result of the other
query. In this case we say that they are approximate IEQs.
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Table 1.2: Example of a query result.

id sex age race studyTime absences finalGrade
135 M 15 Black 2 0 0
46 F 15 Black 2 8 6
11 F 15 Black 2 0 9
72 M 15 Black 1 0 10
14 M 15 Black 4 2 11
146 F 15 Black 3 0 11
4 F 15 Black 3 2 15
22 M 15 Black 4 0 15
32 M 15 Black 3 0 17

Given two approximate IEQs Q and Q’ w.r.t. a database D and their
results Q(D) and Q’(D), the imprecision due to the approximation can be
computed as:

| Q(D)−Q′(D) | + | Q′(D)−Q(D) |

In the context of QRE, given a set of tuples S, it can be exploited the
concept of approximate IEQs in order to find queries that give a result
“similar” to S. This is useful in situation in which the computational cost
for finding precise IEQs is too high or when the precise IEQ is too “detailed”
with many predicates and does not provide an interesting explanation.
Thus, for each query found using QRE methods, a purity measure could
be computed. Purity is defined as the percentage of tuples that are both
in the given set and in the result of the query found.

1.2 Classification
In Machine Learning3, classification is the task of predicting the class

of given data points, which, in our case, are tuples. Classes are also
called targets, labels or categories. More formally, classification predicting
modeling is the task of approximating a mapping function f from input
variables x to discrete output variables y, i.e. the classes. A simple example
is the spam detection of emails: an email is classified as spam or not spam.

3“Machine Learning is the science of getting computers to learn and act like
humans do, and improve their learning over time in autonomous fashion, by feeding
them data and information in the form of observations and real-world interactions.”
Daniel Faggella [13]
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Figure 1.3: The classification is composed of two steps: learning and prediction.
In the learning step, the model is developed based on given training
data. In the prediction step, the model is used to predict the
response for given data.

The classification is a two-step process, learning step and prediction
step. In the learning step, the model is developed based on given training
data. In the prediction step, the model is used to predict the response for
given data.

The classifier uses some training data to learn and understand how the
given input variables are related to the classes. There are two types of
learners in classification:

lazy learners simply store the training data and wait until a testing
dataset is given. An example is k-nearest neighbour.

eager learners build a classification model based on a given training
dataset before receiving data for classification. Decision Trees, Naive
Bayes and Artificial Neural Networks are examples.

Compared to eager learners, which take a long time for train due to model
construction and less time to predict, lazy learners require less training
time but take more time in predicting.

There are a lot of classification algorithms available, and the best one
must be chosen based on the application and the nature of the dataset,
but only Decision Trees fit our purposes. In the following paragraphs I
will give a brief explanation of the main classification algorithms, so as the
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reader has a general knowledge about classification and can understand
why I must choose to implement Decision Trees in my program.

1.2.1 k-Nearest Neighbour
The k-Nearest Neighbour algorithm is based on distances, also called

proximities or closeness, because it assumes that similar data points are
close to each other.

k-Nearest Neighbour stores all instances corresponding to training data
points into an n-dimensional space. When an unknown discrete data is
received, it analyses the closest k number of instances saved, i.e. the
nearest neighbours, and returns the most common class as the prediction
and it returns the mean of k nearest neighbours.
There are many ways of calculating distance, and one way might be
preferable depending on the problem we are solving. However, the straight-
line distance (also called the Euclidean distance) is a popular and familiar
choice.

1.2.2 Artificial Neural Networks
Neural networks take inspiration from the learning process occurring

in human brains. They consists of an artificial neurons, represented by
functions, which allow the computer to learn, and to improve itself, by
analysing new data. Each function produces an output, after receiving
one or multiple inputs. Those outputs are then passed to the next layer
of neurons, which use them as inputs of their own function, and produce
further outputs. And so on, until every layer has been considered and the
terminal neurons compute the final result.

Every neuron receives an input and produces a numeric output, based
on a internal function, which includes the addition of a bias term. The
function output is then converted into the input for the function in the
next layer, by being multiplied with an appropriate weight. The optimal
value for each bias term and weight for each step must be determined
choosing a cost function, which calculate how far a particular solution is
from the best possible solution. There are many different possible cost
functions and the best one should be selected based on individual needs.

Once a cost function has been determined, the neural network can be up-
dated in a way to minimize that cost function. A simple way of optimizing
the weights and bias, is therefore to simply run the network multiple times.
The first time it runs, the predictions will be random, After each iteration,
the cost function will be analyses, to determine how the model performed,
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and how it can be improved. The information gotten from the cost function
is then passed onto the optimizing function, which calculates new weight
values, as well as new bias values. With those new values integrated into
the model, the model is rerun until no alteration improves the cost function.

Artificial Neural Networks have performed impressively in most of the
real world applications. It is high tolerance to noisy data and able to
classify untrained patterns. However, when there are many layers, it takes
a lot of time to train and adjust wights. The other disadvantage is the poor
interpretability of model due to the unknown symbolic meaning behind
the learned weights.

1.2.3 Naive Bayes
It is a classifier based on the Bayes theorem:

P (A|B) = P (B|A)P (A)
P (B)

Using Bayes theorem, we can find the probability of A happening, given
that B has occurred. The assumption made here is that the features are
independent, which means that the presence of one particular feature does
not affect the other.
The Bayes theorem can also be written as:

P (y|X) = P (X|y)P (y)
P (X)

where y is the class variable and X represents the parameters/features
x1, x2, . . . , xn.
As X is given as X = (x1, x2, . . . , xn), substituting for X and expanding
using the chain rule, we get:

P (y|x1, x2, . . . , xn) = P (x1|y)P (x2|y) . . . P (xn|y)P (y)
P (x1)P (x2) . . . P (xn)

For all entries in the dataset, the denominator does not change, it remain
static. Therefore, the denominator can be removed and a proportionality
can be introduced:

P (y|x1, x2, . . . , xn) ∝ P (y)
n∏

i=1
P (xi|y)
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Figure 1.4: Binary Decision Tree

As, we need to find the class y with maximum probability:

y = argmax
{
P (y)

n∏
i=1

P (xi|y)
}

Using the above function, we can obtain the class, given the predictors.

Naive Bayes is a very simple algorithm and good results have been
obtained in most cases. It can be easily scalable to larger datasets since it
takes linear time, but it can suffer from a problem called the zero probability
problem. When the conditional probability is zero for a particular attribute,
it fails to give a valid prediction.

1.2.4 Decision trees
Decision trees builds classification models in the form of a tree structure,

where the data is continuously split according to a certain parameter. As
you can see in Figure 1.4, a Decision Trees consist of:

• internal nodes, that represent features, or attributes

• branches, that represent a decision rule

• leaf nodes, that represent the outcome

The tree is constructed in a top-down recursive divide-and-conquer4 manner.
4A divide-and-conquer algorithm works by recursively breaking down a problem

into two or more sub-problems of the same or related type, until these become simple
enough to be solved directly. The solutions to the sub-problems are then combined to
give a solution to the original problem.
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Therefore, attributes in the top of the tree have more impact into the
classification.

The time complexity of decision trees is a function of the number of
records and number of attributes in the given data.

The decision trees is generated as follows:

• at start, all the tuples are at the root

• select the best attribute using an Attribute Selection Measure (ASM)
to split the records

• make that attribute a decision node and breaks the dataset into
subsets

• start tree building by repeating this process recursively for each child
until one of the following conditions will match:

– all the tuples belong to the same class
– there are no more remaining attributes
– there are no more instances

The ASM is a heuristic for selecting the splitting criterion that partition
data of a given node into the best possible manner. It is also known as
splitting rule because it helps us to determine the split point of tuples on a
given node. ASM provides a rank to each attribute and the one having
the best score will be selected as a splitting attribute. The most popular
ASMs are Information Gain, Gain Ratio, and Gini Index.

Information Gain

In information theory, entropy is a measure of the average information
content one is missing when one does not know the value of the random
variable. Information Gain computes the difference between the average
entropy before the split and the average entropy after split of the dataset
based on given attribute values.

The first step to estimate the Information Gain is to compute the
expected information Info(D), which is the average amount of information
needed to identify the class of a tuple in D, i.e the entropy:

Info(D) = −
m∑

i=1
pilog2pi
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• D is the current partition

• m is the number of classes

• pi is the probability that an arbitrary tuple in D belongs to class Ci

estimated by: |Ci,D|
|D

Then, for each attribute, compute InfoA(D), which is the amount of
information needed to have an exact classification after splitting using that
attribute A:

InfoA(D) =
V∑

j=1

|Dj|
|D|

XInfo(Dj)

where |Dj |
|D| acts as the weight of the j-th partition.

The smaller is the expected information, the greater is the purity of the
partitions. A pure partition is contains tuples that all belongs to the same
class. Lastly, the Information Gain branching on attribute A is computed:

Gain(A) = Info(D)− InfoA(D)

The attribute A with the highest information gain, Gain(A), is chosen as
the splitting attribute at node N because it is the attribute that minimize
the entropy.

If A is a continuous valued attribute, in order to determine the best
split point we need to:

• sort the values of A in increasing order

• the midpoint between each pair of adjacent values is considered as
a possible split point

(
ai+ai+1

2 is the midpoint between the values ai

and ai+1
)

• the point with the minimum expected information requirement for
A is selected as the split point

The current partition D is then split into D1, which contains tuples t satis-
fying t.A ≤ split_point, and D2, whose tuples satisfy t.A > split_point.

Gain Ratio

The disadvantage of Information Gain is that it prefers the attributes
with a large number of distinct values: for instance, a key attribute, which
has unique values, maximizes the Information Gain and creates a large
number of pure partitions, which are useless.
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Gain Ratio is an extension of the Information Gain that normalizes the
Information Gain using a split information values. The split information
value SplitInfo represents the potential information generated by splitting
the training data set D into v partitions:

SpitInfoA(D) = −
v∑

j=1

|Dj|
|D|

log2
( |Dj|
|D|

)
where:

• |Dj |
|D| acts as the weight of the j-th partition

• v is the number of discrete values in attribute A

If the split information value is high, it means that partitions have more
or less the same size; otherwise, if it is low, few partitions hold most of the
tuples. The Gain Ration is defined as:

GainRatio(A) = Gain(A)
SplitInfoA(D)

As in Gain Information, the attribute with the highest Gain Ratio is chosen
as the splitting attribute.

Gini Index

The Gini Index measures the impurity of a data partition D:

Gini(D) = 1−
m∑

i=1
P 2

i

It considers a binary split for each attribute. The Gini index of data D,
which is split into D1 and D2 on attribute A is:

GiniA(D) = |D1|
|D|

Gini(D1) + |D2|
|D|

Gini(D2)

where Pi is the probability that a tuple in D belongs to class Ci.
The reduction in impurity is given by:

∆Gini(A) = Gini(D)−GiniA(D)

The attribute that maximizes the reduction in impurity is chosen as the
splitting attribute.

In case A is a continuous values attribute, the algorithm:
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• sorts the values of A in increasing order

• examines each possible split point: the midpoint between each pair
sorted adjacent values are possible split points

• for each split point, computes the weighted sum of the impurity of
each of the two resulting partitions

• selects as split point the point that gives the minimum Gini Index
for attribute A

1.3 Clustering
K-means Clustering is a Machine Learning algorithm that groups data

in such a way that tuples in the same group, called cluster, are more similar
to each other than to those in others, without having been trained with
labelled data. It consist in the following steps:

• select K random points as cluster centres called centroids

• assign each data point to the closest cluster by computing its distance
from each centroid

• the new cluster centres are determined by computing the average of
the assigned points

• the previous two steps are repeated until none of the cluster changes.

So, we need to select the best possible value of K. There are many
ways to choose the number of clusters K:

Domain Knowledge : the classification is needed to solve a determined
problem where a given number of classes must be found

Rule of Thumb : K =
√
n/2, where n is the number of data points. In

reality this method is rarely used.

Elbow method is the commonly used method: the graph showing the
relationships between the number of clusters and the Within Cluster
Sum of Squares (WCSS) is plotted. Then, the number of cluster
corresponding to where the WCSS drops forms an angle (the "elbow")
in the graph.
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Figure 1.5: Elbow Method graph

WCSS is the sum of the squared distance between each member of
the cluster and its centroid:

WCSS =
m∑

i=1
(xi − ci)2

where

• m is the number of data points
• xi is the position of the considered element i
• ci is the position of the centroid of the cluster to which point i

belongs

An example of Elbow method graph is shown in Figure 1.5, in which
the value of K is equal to 3.

Cluster Quality using Silhouette Coefficient, which, for data point
i, is computed as:

si = b− a
max(a, b)

where

• a is average distance to all other points within same cluster as
that of point i
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• b is the minimum of average distance to all other points from
all other clusters

Silhouette coefficient of clustering is the average of si for all points i,
and has a value between +1, which represents the best clustering,
and -1, which represents the worst one.



Chapter 2

State of the Art

In this chapter I will introduce a review of the researches on QRE
reported in the literature. A classification of the different approaches
targeting SQL queries will be presented. NoSQL queries are not considered
and the investigation of such queries will be leaved for future works. Then
I will give a deeper explanation of the methods chosen for my work and
the reasons why they fit best our case. At the end, I will briefly introduce
my contribution, but a more comprehensive clarification of it will be given
in the next chapter.

2.1 QRE definition
The concept of Query By Example (QBE) was introduced for the first

time by M.M.Zloof [2] in the early 1970s. In his proposal, the users should
fill in a table skeleton that describes the answer they wants to get from
the database.
QBE allows users to provide a set of tuples as examples to describe the
information they need from the database, and from such examples the query
is reverse engineered using Query Reverse Engineering (QRE) methods.

QRE aims at discovering one or more queries that produce as result
the given set of examples, which could be the result of another known or
unknown query on the same database.

Formally:

Definition (QRE). Given a database D and a set of tuples T, which is
the output of some known or unknown query Q on D; the goal of QRE is to
reverse engineer a query Q’ such that the output of query Q’ on database
D (denoted by Q’(D)) is equal to T (i.e. Q(D)).

21
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In other word, we want to find one or more Instance Equivalent Queries
(IEQs) Q’, where Q and Q’ are exact or approximate IEQs on the same
database. I will give a better definition and classification of IEQs in the
Section 2.3.

In this thesis I refer to Q as the input query, Q(D) as the given input
tuples and Q’ as the output query (or set of output queries). In some
scientific articles Q(D) is instead called result table or output tuples.

2.2 QRE applications
QRE can be used in several practical situations, for example for identify-

ing the characteristics of a given dataset or helping non-expert users finding
the data they need. In this section I will highlight the most important use
cases.

2.2.1 Data exploration and data analysis
In today’s world, we produce data at a very high speed because they

are created by almost all electronic devices, included smart devices, mobile
applications, satellites, cars, domestic appliances . . . In order to use these
data for improving our daily life, we need to analyse them and extract
more information, possibly including the database schema.

QRE processes aim at finding information about the data looking for
possible hidden relations among tuples, i.e. the shared characteristics that
uniquely identify a given set of tuples w.r.t. the entire database. This
information can lead to a better understanding of the data contained in
the database.

Moreover, the identified characteristics can also be useful for interpreting
the data, for example the users can immediately notice if any unethical
principle has been used to get a set of tuples.

Example. The information about the students who have been selected as
professor’s assistants are shown in Table 2.1 on the next page. A group of
students among those that have not been chosen want to know which are
the characteristics required to become a professor’s assistant. Using QRE
methods on the students database, they find the query that returns the list
of assistants:
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Table 2.1: Professor’s assistants. Result of Query 4

id sex age race studyTime absences finalGrade
154 M 22 White 1 0 0
314 F 22 Black 2 0 11
393 M 21 White 1 0 7
371 F 22 Black 2 0 9

SELECT id, sex, age, race, studyTime, absences,
finalGrade (Query 4)
FROM school.students
WHERE age > 20 AND absences = 0

In this way, they discovered that the professor chooses the oldest students
who have not missed any lesson, without breaking any ethical law.

2.2.2 Database usability

Existing DBMSs provide powerful and expressive query mechanisms,
which allows answering complex questions in an optimized way. At the
same time, using them require expertise in search languages (i.e. SQL)
and a clear idea of the needed information.

Hence, if the users do not have knowledge of the system and the data,
QRE can help them in interpreting the data, identifying the characteristics
of the desired answer and retrieving such answers efficiently.

Indeed, the users can express a query providing examples, that are an
intelligible manner for describing complex tasks (such as query formula-
tion, schema mapping. . . ) without the aid of complex declarative query
languages.

Example. A young student enters in a library and asks to the librarian
for some advice on the book choice. Then the librarian has to look for books
that are similar to the student’s favourite ones. The query for finding those
book could be very complex, moreover the librarian does not know anything
about SQL language. Using a program that exploits QRE methods, the
librarian could insert the list of the student’s favourite books as example
set and the searched books are returned as a result.
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Table 2.2: Awarded students. Result of Query 6

id sex age race studyTime absences finalGrade
48 M 16 White 4 4 20
9 M 15 White 2 0 19
111 M 15 White 1 6 19
114 M 15 White 1 10 19
287 F 18 White 3 5 19

2.2.3 Explaining why-not queries
QRE systems can also be used to provide an explanation for an unex-

pected result obtained from a query.
Consider the scenario in which the users are surprised to find that

the returned query does not contain a certain tuple, or that it include
a non-expected tuple. They can add the missing tuples or delete the
non-expected ones and apply QRE methods to retrieve the refined query.
Analysing the differences between the conditions of the original query and
the refined one, the users can discover the explanation of the unexpected
result.

Example. In a prestigious secondary school in Portugal, three students
received an award as best students of year 2019, based on their final grade.
These students are in Table 2.2. Suppose that the computer science teacher
of that school remembers that the student with id = 375 got an high grade
this year, but he/she was not rewarded. For this reason the teacher wants
to check if the awards were correctly assigned. He/she accesses the database
and executes the Query 5.

SELECT id, sex, age, race, studyTime, absences,
finalGrade (Query 5)
FROM students
WHERE finalGrade >= 19

The query result is in Table 2.3 on the next page.
As expected, that student should have been among the awarded ones, because
his/her final grade was 19. Before going to the headmaster, the teacher
wants to understand the reason, in order be sure that it was a simple
mistake. So, he/she applies QRE to the table of the awarded students and
obtains the following query:
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Table 2.3: Students with final grade greater or equal to 19. Result of Query 5.

id sex age race studyTime absences finalGrade
48 M 16 White 4 4 20
9 M 15 White 2 0 19
111 M 15 White 1 6 19
114 M 15 White 1 10 19
287 F 18 White 3 5 19
375 F 18 Black 3 0 19

SELECT id, sex, age, race, studyTime, absences,
finalGrade (Query 6)
FROM students
WHERE finalGrade >= 19 AND race != ‘White’

The teacher compares the two queries and notice that the student with id
= 375 was not selected because of his/her race. Then, the teacher angrily
goes to the headmaster to report a lack of correctness in the awarding of
prizes.

2.2.4 Database security
Another interesting application of QRE is security.

Suppose an attacker has some prior knowledge of the database: with this
knowledge, he/she can bypass the database privacy protocols formulating
many different queries that return the same target tuples and get sensitive
information.

Example. Assume that the security protocol blocks only some queries that
violate certain privacy constraints. The attacker can use a query that is
syntactically different but with the same semantic meaning of a blocked
query and retrieve the desired data.
This protocol could be enhanced exploiting QRE, that can generate many
different IEQs for the set of queries that should be blocked.

2.3 IEQs classification
As previously said in Section 2.1 on page 21, QRE is the process of

finding one or more queries Q’, which return as a result the set of tuples
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Figure 2.1: Instance Equivalent Queries taxonomy.

given as input. Moreover, in the Introduction on page 1 I already defined
the concept of IEQs.

In this section I will further explain IEQs in order to give a classification
of the types of queries that the QRE process can return as a result. This
classification is shown in Figure 2.1.

2.3.1 Exact and approximate queries
The original definition of IEQ refers to exact IEQs. We say that two

ore more IEQs are exact if and only if they return exactly the same result.
However, in some situations it is useful to consider also approximated

IEQs, which means permitting some perturbations in the form of extra
tuples or missing tuples or a combination of them when comparing the
queries results. Approximate IEQs are useful when there are no precise
IEQs, when the computational cost of finding precise IEQs is too high and
also when precise IEQs do not provide insightful characterizations because
the queries are too “detailed” with many conditions in the WHERE clause.

We can measure the perturbation, i.e. the imprecision, between two
IEQs Q and Q’ using the following formula:

| Q(D)−Q′(D) | + | Q′(D)−Q(D) |

where Q(D) and Q’(D) are respectively the set of tuples returned by the
execution of Q and Q’.
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Table 2.4: Sample database with a single table.

tupleID name sex age race country absences finalGrade
t1 Robert M 18 White USA 2 18
t2 Richard M 20 Black Germany 0 20
t3 John M 16 White Spain 1 12
t4 Susan F 15 White Germany 5 17
t5 John M 17 White France 4 20
t6 Robert M 16 Black USA 0 15
t7 Sophie F 18 White Italy 3 20
t8 Elisabeth F 17 White England 6 18
t9 Sophie F 15 Black Italy 3 16
t10 Emily F 19 Black Switzerland 2 19

In a similar way, we can define the concepts of exact queries and
approximate queries.

Indeed, in QRE the input query is often unknown: in these cases we
are not looking for an equivalent query, but we want to find the query that
could have generated the given input set.

Exact queries are those queries inferred by QRE methods that strictly
return all and only the tuples contained in the given input set, without
any missing or extra tuples.

Otherwise, if the returned query Q’ gives a result that is slightly different
from the input set I, we say that Q’ is an approximate query and the query
imprecision is given by:

| I −Q′(D) | + | Q′(D)− I |

Exact query reverse engineering methods are those methods that return
exact queries. Similarly, Approximate query reverse engineering methods
are those that return approximate queries.

2.3.2 Strong and weak queries
The basic definition of IEQ previously given only requires that the

queries produce the same output w.r.t. the same database. However, based
on the equivalence levels, we can define strong IEQs and weak IEQs.

Consider the sample database in Table 2.4 and the following three
queries:
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Table 2.5: Result of Queries 7, 8 and 9.

name country
Robert USA
Richard Germany
Sophie Italy
Emily Switzerland

SELECT name, country
(Query 7)FROM sampleDB

WHERE age ≥ 18

SELECT name, country
(Query 8)FROM sampleDB

WHERE finalGrade ≥ 18 AND absences ≤ 3

SELECT name, country
(Query 9)FROM sampleDB

WHERE race = ‘Black’

All these queries produce the same result, shown in Table 2.5, therefore
they are IEQs. But if we analyse the way this result is built, we can
observe that different levels of equality exist, as the queries results refer to
different tuples.

Query 7 and Query 8 consider the tuples [t1, t2, t7, t10] and then
project only attributes [name, country]. Query 9, instead, considers
tuples [t2, t6, t9, 10] and then projects on the same attributes as
before, i.e. [name, country].

For this reason, while all these queries are IEQs, we say that Query 7
and Query 8 are strong IEQs, because their equivalence is “stronger” than
the equivalence between Query 7 and Query 9, that are said weak IEQs.
The stricter form of instance equivalence not only ensures that the queries
produce the same output, but it also requires that their outputs are pro-
duced by the same set of tuples.

Each of the various definitions has useful applications in different
context depending on the needs and on the available data.
If the database, the input query and, as a consequence, the input tuples
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Figure 2.2: Query Reverse Engineering taxonomy.

are available, we can compute both strong and weak IEQs.
Instead, if only the database and the input tuples are available, we can
only compute weak IEQs.

2.4 QRE classification
In this section I will provide a classification of QRE method and for

each class the characteristics of the main methods will be explained. A
taxonomy of the different approaches is shown in Figure 2.2.

As already mentioned in Section 2.3 on page 25, QRE methods can be
distinguished into two main typologies based on the returned query types:
exact QRE and approximate QRE .

2.4.1 Exact QRE
Exact QRE approaches are used in situations where there is the need

to find a set of queries that strictly return the given set of tuples, with no
missing or extra elements.

In turn, two kind of exact approaches can be distinguished: one-step
and interactive.

One-step approaches

The output of one-step approaches is returned in one step, i.e. the
users provide the input tuples and the process returns one or more exact
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queries, without any further interaction.
Examples of this method are Query By Output (QBO) [9] and Reverse

Engineering complex Join Queries (REJQ) [12] [11].

Query By Output In 2009, Tran et al.[9] proposed the first solution
for query reverse engineering considering only queries with selection and
projection conditions (i.e. SQL queries with only SELECT and WHERE
clauses).
A detailed explanation of Query By Output algorithm will be proposed in
Section 2.5.

Reverse Engineering Complex Join Queries In 2013, Zhang et al.
[12] extended Query By Output with the introduction of complex join1

relations in the returned queries.

Interactive approaches

In the interactive approaches, the users can refine the set of queries
that are returned by providing feedbacks, in other words the process drives
the users towards the definition of a query through simple steps.
The main work on these methods is Query From Example (QFE) [1].
QFE offers an interaction with the users based on a “modified database”
and the results obtained by the queries updated according to the modified
database. A modified database is a database in which values of some tuples
are altered to exclude some of the proposed queries.

2.4.2 Approximate QRE
Approximate QRE approaches decrease the rigidity of exact QRE

admitting queries that return missing or extra tuples w.r.t. the given set.
There are two kind of this approximate approaches: the first one returns

the query providing the closest to the input set of tuples, the other one
returns k queries which can approximately return the users examples
(top-k) queries.

Minimal queries

The first solution for approximate QRE methods was given in 2014 by
Shen at al. [6]. In the proposed algorithm, the users provide an example

1A join is an SQL operation performed to connect two or more database tables
based on matching columns, thereby creating a relationship between the tables.
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table instead of the input tuples. The example table is a table where each
cell might be filled with a value or left empty.
Starting from the analysis of the example table columns, it is possible to
find the corresponding one in the database. In this way, the missing result
attributes are retrieved.

Another interesting work based on the same principles is TALOS algo-
rithm [10], provided by Tran et al, adds the ability to generate aggregation
queries when there is a ranking value in the input example table. An
aggregation query has the following structure:

SELECT A1, ..., Ak, F1, ... Fm

FROM table
WHERE clause
GROUP BY A1, ... Ak

where:

A1, ... Ak are group-by attributes of the table,

F1, ... Fm are aggregation attributes computed by aggregation functions
built on a single attribute, i.e. COUNT(A), SUM(A), AVG(A), MIN(A)
and MAX(A), in which A is any of the table attributes.

Top-k queries

The first example of this kind of approach is S4 [5], proposed by
Psallidas et al. in 2015. The main idea is that the obtained query can
return only some columns and rows of the example table, without returning
complete tuples. It is built upon minimal methods and assigns to every
query Q a score, given by a linear combination of the scores given by
row similarities and the one given by column similarity that expresses
respectively how many rows/columns are correctly returned by the query.
Finally, S4 returns a set of k minimal queries that have the smallest overall
score.

Paleo algorithm[3], proposed by Panev and Michel in 2016, which add
the ability of recognizing aggregation attributes.

2.5 Query by output
As I already mentioned, Query By Output [9], the research paper

that presents the TALOS algorithm, was the first solution proposed by
Tran et al. for query reverse engineering. It is a one-step approach that,
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starting from a query as input, uses a tree-based classifier and At Least
One semantics2 to find exact IEQs for SPJ (Select Project Join) queries,
that is, queries whose result is obtained from a table consisting of two or
more initial tables combined with the JOIN operator.

Five years later, the same authors, proposed an extension of the algo-
rithm. In the new version:

• the input query could also be unknown

• more complex queries could be discovered, i.e. queries containing the
UNION operator and aggregation queries, whose structure is described
in Section 2.4.2

• multiple database versions are supported, which means that modifi-
cations on the initial instance of the database are allowed.

Here I will give a conceptual explanation on how QBO algorithm works.

Algorithm 1 Query By Output TALOS
Input: Query Q, database D, Q(D)
Output: REQ queries Q
1: S ← Core relations of Q
2: Q ← 0
3: for each schema subgraph G that contains S do
4: J ← JoinRelations(G)
5: DT ← EnumerateDecisionTrees(J)
6: for each DT’ ∈ DT do
7: Q’ ← QueryFromTree(DT’)
8: Q ← Q ⋃ {Q’}
9: end for
10: end for

Given an input query Q and its resulting tuples Q(D), in order to
generate the SPJ query Q’, that is an IEQ of Q, we need to determine
three components:

proj(Q’) which denote the set of projected attributes in Q’ (i.e. the
attributes in SQL’s SELECT-clause)

rel(Q’) which is the collection of tables involved in Q, i.e. the tables in
SQL’s FROM-clause

2The At Least One semantics is explained in Section 2.5.1.
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sel(Q’) which indicates the set of selection predicates in Q’ (i.e. conditions
in SQL’s WHERE-clause)

Although not required from IEQ definition, we can reasonably suppose that
rel(Q’) contains a set of core relations of Q. So, rel(Q’) can be obtained by
choosing a subgraph G of the Schema Graph 3 SG such that G contains a
set of core relations of Q: rel(Q’) is then given by all the tables represented
in G.

The core relations set is the minimal set of tables in Q that “covers”
all the projected attributes in Q. Formally, we say that S⊆rel(Q) is a set
of core relations of Q if S is a minimal set of relations such that for every
attribute Rj.A ∈ rel(Q), Ri ∈ S or Q contains a chain of equality join
predicates “Ri.A = · · · = Rj.B” such that Rj ∈ S.

Notice that there could be more than one subgraph, then we have
different possibilities of rel(Q’) and we can find other characterizations of
Q(D) that involve different join paths or selection condition from those in Q.

Once rel(Q’) has been found, proj(Q’) can be trivially derived from
these core relations.

The hardest component to retrieve is sel(Q’), as we need to find the
conditions that select the tuples. QBO reformulates the problem as a data
classification task.
Consider the universal relation J, that is the table computed by joining all
the relations in rel(Q’) based on the foreign-key join represented in the
subgraph G. J can be partitioned into two disjoint subsets, J = J0 ∪ J1,
such that J1 contains all the positive tuples, i.e. the tuples that match the
tuples in Q(D), and all the other tuples, the negative tuples, are contained
in J0.

At this point, the problem can be viewed as a data classification task
for separating the positive and the negative tuples in J and QBO uses a
decision tree classifier. sel(Q’) is given by the selection conditions that
specify the positive tuples.

A Decision Tree DT is built in a top-down manner: each leaf node N
is associated with a subset of tuples, such that J is partitioned among all
the leaf nodes. Initially, DT has only a single leaf node, i.e. the root node,
which is associated with all the records in J.
Leaf nodes could be pure or non-pure depending on a given goodness
criterion, for example entropy, classification error or the Gini index. QBO

3A database schema graph is a graph that describes the relationships between
objects in a database, that is, tables, views, indexes, foreign keys and check constraints.



34 Chapter 2. State of the Art

Table 2.6: Example of a database with multiple tables

Students
name age country course grade
Harry 15 Ireland physics 18
Amelia 19 England biology 20
George 16 Scotland math 16
William 20 England chemistry 19
Victoria 16 Wales physics 16
Mary 18 England chemistry 20
James 21 Wales math 18
Victoria 17 Ireland physics 16
George 15 Scotland math 18
Jacob 18 Ireland biology 17

Courses
course teacher students
math Smith 20
biology Brown 15

chemistry Brown 14
physics Murphy 18

uses the Gini index4.
At each iteration, the algorithm examines each non-pure leaf node N and
computes the best split for N that creates two child nodes, N1 and N2.
Each split is computed as a function of an attribute A and a split value v
associated with the attribute. When the node N is split, the records in N
are partitioned between the child nodes such that a tuple t is assigned to
N1 if t.A ≤ v, otherwise it is assigned to N2.

For a dataset S with k distinct classes, its Gini index is defined as:

Gini(S) = 1−∑k
j=1 f

2
j

where fj denotes the fraction of records in S belonging to class j.
Thus, if S is slit into two subsets, S1 and S2, the Gini index of the split is
given by:

Gini(S1, S2) = |S1|Gini(S1)+|S2|Gini(S2)
|S1|+|S2|

where | Si | denotes the number of records in Si.
The purpose is to choose the split attribute whose best splitting value

reduces the Gini index the most.

Example. In order to show how QBO’s decision tree classifier works,
consider as input the Query 10, which is executed on the table Q, obtained
by joining the tables Students and Courses in Table 2.6.

4The Gini index measures the inequality among values of a frequency distribution,
e.g. values of a column. A Gini coefficient of zero expresses perfect equality
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Table 2.7: Joined table

tuple name age country course grade teacher students
t1 Harry 15 Ireland physics 18 Murphy 18
t2 Amelia 19 England biology 20 Brown 15
t3 George 16 Scotland math 16 Smith 20
t4 William 20 England chemistry 19 Brown 14
t5 Victoria 16 Wales physics 16 Murphy 18
t6 Mary 18 England chemistry 20 Brown 14
t7 James 21 Wales math 18 Smith 20
t8 Victoria 17 Ireland physics 16 Murphy 18
t9 George 15 Scotland math 18 Smith 20
t10 Jacob 16 Ireland biology 17 Brown 15

N0

N1 N2

N3 N4

age  17≤

students  15≤

age  17>

students  15>

t1, t2, t3, t4, t5,
t6, t7, t8, t9, t10

t1, t3, t5, t8, t9 t2, t4, t6, t7, t10

t2, t4, t6 t7, t10

Figure 2.3: Decision tree example. The orange node contains all positive
tuples, so we can say that it is a pure node.
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SELECT name
(Query 10)FROM Students JOIN Courses

WHERE country = ‘England’

This query provides as result Q(D) the names of the students who took
a grade higher than 18, namely {‘Amelia’, ‘William’, ‘Mary’}. Sup-
pose that the schema subgraph G consists of Students and Courses tables:
rel(Q’) = {Students, Courses} and proj(Q’) = {name}. The result of
Students JOIN Courses is shown in Table 2.7, which is the considered
universal relation J.
Using ti to denote the ith tuple in J, J is partitioned into two subsets: J0
= {t1, t3, t5, t7, t8, t9, 20} and J1 = {t2, t4, t6}.
The decision tree built from J is shown in Figure 2.3. As we can see, all
the positive tuples are contained in the leaf N3, so sel(Q’) contains the
condition path from the root N0 to the pure leaf N3.
The derived IEQ is the following:

SELECT name
(Query 11)FROM Students JOIN Courses

WHERE age > 17 AND students ≤ 15

2.5.1 At Least One Semantics
I have previously said that QBO makes use of the At Least One seman-

tics. It is a technique for assigning class labels in a flexible way without
over constraining the classification problem.
In fact, assigning labels is not that simple: very often multiple tuples in J1
can be projected to the same input tuple.

In the simplest class labelling scheme, a tuple t is labelled as positive if
and only if t ∈ J1, i.e. it has the same projected characteristics of an input
tuple. However, it is possible to label only a subset of tuples J ′

1 ⊆ J1 as
positive and all the remaining tuples as negative.

More formally, let πL(J1) = {t1, t2, t3, . . . , tk}, where L is the ordered
list of the attributes in proj(Q’). Then J1 can be partitioned into k subsets,
J1 = P1 ∪ P2 ∪ P3 ∪ · · · ∪ Pk, where each Pi = {t ∈ J1| the projection of t
on L in ti}. Thus, each Pi represents the subset of tuples in J1 that project
to the same tuple in πL(J1).
J ′

1 can be a subset of J1 and must contain at least one tuple from each
subset Pi.
Hence each tuple of J can be a:
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bound tuple: a tuple t ∈ J is a bound tuple if either:

• t ∈ J0, in which case t must be labelled negative, or
• t is the only tuple in some subset Pi, in which case t must be

included in J ′
1, i.e. labelled positive.

free tuple: a tuple t is free if it is not a bound tuple, i.e. if t is in some
subset Pi that contains more than one tuple.

QBO compares two different labelling schemes:

• NI, which labels all free tuples as positive;

• RD, which labels a random non-empty subset of free tuples in each
Pi as positive.

Example. Consider the following input query:

SELECT DISTINCT name
(Query 12)FROM Students JOIN Courses

WHERE course = ‘physics’

If executed on the database in Table 2.6 on page 34(the table J joining
Students and Courses in shown in Table 2.7 on page 35), the Query 12
result is {‘Harry’, ‘Vistoria’}.
In this case, J0 = {t2, t3, t4, t6, t8, t9, t10} and J1 = {t1, t5,
t7}. J1 can be partitioned into two subsets:

P1, which contributes to the output ‘Harry’

P2, which contributes to the output ‘Victoria’

At this point we can label the tuples in J as positive or negative:

• all tuples in J0 are bound tuples and must be labelled as negative

• t1, as it is the only tuple in P1, is a bound tuple and must be labelled
as positive

• the tuples in P2 are free tuples and at least one of them must be labelled
as positive (the remaining ones are labelled negative). According to
the QBO labelling schemes either:

– all tuples in P2 are labelled positive (NI technique), or
– one between t5 or t7 is labelled positive
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2.6 EXPLORER
EXPLORER [4] has been developed starting from QBO and with the

goal to detect unfairness in the query process. In this section I will list the
main modifications.

2.6.1 Approximate queries
EXPLORER can retrieve also approximate result queries. This change

was made as, using only exact approach, it is very likely that the generated
tree is very wide and deep and, consequently, the WHERE clauses of the
found queries contain a lot of predicates. This lead to a greater difficulty
in finding explanations and also reduces the likelihood that such queries
where actually issued by humans.
Limiting the tree height, an approximate result query can be retrieved.
The approximation of that query can be measured by the purity level.

Example. Consider the Table 2.6 on page 34. Assume that the selected
positive tuples are {t3, t7, t10}. The generated decision tree is shown
in Figure 2.4 on the facing page.

If we consider the entire tree, the resulting query will be:

SELECT *
(Query 13)FROM JoinedQuery

WHERE age≤17 AND grade≤16 AND students>18 OR
age>17 AND grade≤18

Otherwise, we can limit the tree height at, for example, 2 and cut the nodes
with depth higher that 2. In this case, we cut nodes N7 and N8 and, with
the new version of the tree, the resulting query will be:

SELECT *
(Query 14)FROM JoinedTable

WHERE age > 17 AND grade ≤ 18

Query 13 has a purity of 100%, while Query 14 has a purity of 67%.

2.6.2 Categorical attributes
EXPLORER also support categorical attributes5, while QBO is only

able to handle numerical ones.
5Categorical attributes represent discrete values, which belongs to a specific

finite set of categories or classes.
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�0

�1 �2

�3 �4 �5 �6

�7 �8

t1, t2, t3, t4, t5,
t6, t7, t8, t9, t10

t1, t3, t5,
t8, t9

t2, t4, t6, 
t7, t10

t3, t5, t8 t9 t7, t10 t2, t4, t6

t3t5, t8

age  17≤

grade  16≤

students  18≤

grade  18≤ grade > 18

age > 17

grade > 16

students > 18

Figure 2.4: Approximate decision tree example. The orange node contains all
positive tuples. The opaque nodes are the cut ones.



40 Chapter 2. State of the Art

Table 2.8: Simple table

age race course grade
15 white math 20
17 black physics 18
19 black biology 15

Table 2.9: One Hot Encoded table

age black white math physics biology grade
15 0 1 1 0 0 20
17 1 0 0 1 0 18
19 1 0 0 0 1 15

In QBO, indeed, a set of tuples S is split into two subsets, S1 and S2,
based on a value v of a numerical attribute A, i.e., a tuple t ∈ S belongs
to S1 if t.A ≤ v or it belongs to S2 if t.A > v. The same principle could
be applied to categorical attributes by using One Hot Encoding technique.
One Hot Encoding (OHE) transforms categorical attributes that contain
a limited number of distinct values into a corresponding number of new
attribute columns. The new columns are filled with either 0 or 1 depending
on the value of the attribute in the tuple.

Example. Consider the Table 2.8 with two numerical and two categorical
attributes, respectively {age, grade} and {race, course}.
In detail, race attribute has two possible values, which are {white, black},
while course has three possible values, {math, physics, biology}. So,
applying One Hot Encoding, we create five new columns, whose names are
the attributes values. The encoded table is shown in Table 2.9

2.6.3 Free-tuples selection methods
EXPLORER has multiple free-tuples selection methods, all using

exactly-one semantics. Exactly-one semantics is a particular case of at-
least-one semantics6 in which only one tuple for each subset is selected.
The free-tuples selection approaches are:

• a-priori approach, in which the free tuples are labelled before the
decision tree construction, so as from the generated tree it is directly

6At Least One semantics is explained in section 2.5.1
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possible to extract the inferred query. Two different techniques
following this approach have been developed:

– random method: exactly one tuple is randomly selected from
each subset of free tuples

– cluster method: the entire universal relation J is clustered7,
then EXPLORER takes the cluster that embraces the greatest
number of different free-sets and selects, for each free-set from
which no other tuple has been selected, the tuple that is closest to
the cluster centroid8. After the first cluster has been considered,
the algorithm goes to the second biggest one and so on, until
one tuple from each free-set has been taken.

• a-posteriori: the decision tree is built using all the free tuples and,
only after the best leaves selection, the free tuples are labelled. There
are two possible techniques:

– most important leaves first method: the first leaf node to be
chosen is the one that contain the largest number of positive
and free tuples. All the tuples contained in the chosen node
are labelled as positive. After the first node has been selected,
the algorithm recompute the number of positive and free tuples,
without considering the tuples of the free-sets from which a
tuples is already labelled as positive. Then, another node is
selected and so on, until one tuple for each free-set has been
taken.

– minimum depth leaves first method: the first leaf node to be
chosen is the one that contains positive or free tuples that are
closer to the root. All the tuples contained in the chosen node are
labelled as positive. After the first node has been selected, the
algorithm chooses the leaf with minimum depth that contains
at least one positive or free tuples, without considering tuples
contained in a free-set in which a tuple is already labelled as
positive, and so on, until one tuple for each free-set has been
taken.

7Clustering is the task of grouping objects into a specified number k of clusters in
such a way that objects in the same group, called cluster, are more similar to each other
w.r.t. to those in other groups. In our case the similarity is based on the attribute
values: the more two tuples have attributes with closer values, the more the tuples can
be considered similar.

8The centroid is the middle of a cluster. A centroid is a vector that contains one
number for each variable.
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2.7 My contribution
Regarding my work, I started studying QBO (Section 2.5) and Explorer

(Section 2.6) and I tried to increase their effectiveness and the number of
discovered queries, both exact and approximated, in order to find as many
explanations as possible. In this way, with a higher quantity of output
queries, it is increased the probability of finding, if they exist, unethical
explanations of the given input tuples w.r.t. a certain database.

In this section I am going to show the main enhancements: my program
uses and compares more semantics w.r.t. the considered previous works,
it is able to accept different types of input and it considers also date and
time attributes.

2.7.1 Semantics
The mentioned previous works consider only At Least One Semantics,

concept explained in Section 2.5.1. QBO uses two types of labelling
schemes, both belonging to the class of At Least One (ALO) Semantics:
NI, which labels all free tuples as positive, and RD, which labels a random
non-empty subset of free tuples. Explorer, instead, uses Exactly One
Semantics, which is a subclass of At Least One Semantics too, but selects
exactly one tuple for each subset of free tuples.

My work allows the users to choose among many kinds of semantics
and also to compare their results.
In particular, there are two main classes of semantics:

At Least One semantics: it is selected at least one tuple for each tu-
pleset. This class includes the semantics in which, for each set of free
tuples:

• all the tuples are chosen
• exactly one tuple is considered
• half of them are selected
• 25% of them are chosen
• 75% of them are considered
• a random number of tuples is selected
• a number given from the users of tuples is considered

Exactly-k semantics: it is used when the input tuples set contains du-
plicates. In this case we are sure that the query that generated those
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set did not contain the keyword DISTINCT and then we don’t need to
suppose the number of tuples to consider, as we already know it: the
number of free tuples selected is equal to the number of duplicates
of the associated input tuples. A more detailed explanation is given
in Section 3.6.1.

2.7.2 Input types
In some situations it could happen that the users has not a complete

knowledge of the input. For this reason my program has been developed
with the ability to accept different types of input, with different levels of
ambiguity.The input could be:

• a query. In this case the program aims at finding strong IEQs.

• a table containing both the tuples (i.e. the values of the attributes)
and the columns names. In this case the program will find a set of
weak IEQs.

• a set of tuples without the knowledge of the attributes names. In this
case, first the program builds a schema mapping, i.e. a correspondence
between each column of the input table and one or more attributes
of the considered database. A mapping is a combination of attributes
in which each column of the input is associated to only one database
attribute. Then, for each possible mapping a set of weak IEQs is
retrieved.

Obviously, the higher is the knowledge of the input, the higher is the
precision of the returned queries.

Moreover, all types of input are now taken from Excel files, in this way
usability is increased and even non expert users could use the program.

2.7.3 Date and time attributes
During the experiments, I noticed that some databases contains at-

tributes expressed as dates or times. A trivial example is the date of
birth,that allows to get the age, which is one of the protected character-
istics according to the UK equality act, as previously mentioned in the
Introduction chapter.

So, I decided to encode date and time attributes as integers, as explained
in the following chapter.
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Methodology

In this chapter I will show my proposed approach and how it was
implemented. All the tools, the programming language and the related
libraries used for the development of the program will be listed. Then,
a global structure of the algorithm is provided, along with the detailed
explanation of each step. Finally, I will show how the results are visualized
and then I will discuss on the metrics to choose the best method for a
given situation.

3.1 Implementation tools
The source code, along with the used datasets, are available in my git

repository.

The program is implemented in Python, which is a high level pro-
gramming language used for general purposes, such as web development
(server-side), software development, mathematics, system scripting . . .

It was created by Guido van Rossum in 1991, but the most recent
version is Python 3, which is the one used in this project (in particular I
used Python 3.7.3). However, Python 2 is still popular.
Its main characteristics, and the reasons why I chose this language, are:

• it works on different platforms (Windows, Mac, Linux, Raspberry
Pi, etc)

• its syntax is simple, often similar to English language, and allows
developers to write programs with a small number of lines if compared
with some other programming languages

45

https://github.com/Patrizia28/NewQRE
https://github.com/Patrizia28/NewQRE
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• it runs on an interpreter system, meaning that the code can be
executed as soon as it is written

• it can be treated in a procedural way, an object-orientated way or a
functional way

For the implementation of my algorithm, several packages was used:

pandas is an open source tool for data manipulation, analysis and cleaning.
It is well suited for different kind of data, such as:

• tabular data with heterogeneously-typed columns
• ordered and unordered time series data
• arbitrary matrix data with row and column labels
• unlabelled data
• any other form of observational or statistical data sets

In particular, I used Pandas DataFrame structures to represent and
manipulate database tables and sets of tuples.

scikit-learn is a Python module for machine learning, also known as
sklearn. It features various classification, regression and clustering
algorithms including support vector machines, random forests, gradi-
ent boosting, k-means . . .
I used it for building the decision trees, using the provided Decision-
TreeClassifier class.
I also used sklearn.cluster.KMeans, which clusters data by trying
to separate samples in n groups of equal variance, minimizing a
criterion known as the inertia. Unfortunately, this algorithm requires
the number of clusters to be specified, so I used kneed package.

kneed is a package implementing the kneedle algorithm to find the optimal
number of clusters using the elbow method. I used it in the a-priori
cluster approach.

datetime is a module that supplies classes to work with date and time.
These classes provide a number of functions to deal with dates, times
and time intervals.
I used it to handle date and time attributes.

collections is a module that implements containers used to store collec-
tions of data, for example, list, dict, set, tuple . . .
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random simply implements pseudo-random number generators for various
distributions including integer and float. I used it to implement a-
priori random approach.

matplotlib is a comprehensive library for creating static, animated, and
interactive visualizations in Python. One of the greatest benefits of
visualization is that it allows us visual access to huge amounts of
data in easily digestible visuals. It consists of several plots like line,
bar, scatter, histogram . . .

re provides excellent support for regular expressions. A regular expression
is a special sequence of characters that helps you match or find
other strings or sets of strings, using a specialized syntax held in a
pattern. Expressions can include literal text matching, repetition,
pattern-composition, branching, and other sophisticated rules.

fpdf is a library for PDF document generation using Python. I use it to
generate the output file.

pydotplus provides a Python interface to Graphviz’s Dot language. I use
it for visualizing and printing the decision tree.

math defines some of the most popular mathematical functions, such
as trigonometric functions, representation functions, logarithmic
functions, angle conversion functions . . . and also two mathematical
constants, i.e. π and the Euler’s number.

pymysql is a pure-Python MySQL client library. MySQL is a leading
open source database management system.
I used pymysql to access our external database.

numpy is the fundamental package for scientific computing with Python.
It provides a high-performance multidimensional array object, and
tools for working with these arrays.

3.2 Algorithm
In Figure 3.1 on the next page you can see the structure of the algorithm.

First of all, the users selects the type of input, depending on the knowledge
they have about the data. It could be:

• a query
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Figure 3.1: Algorithm structure
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• a set of tuples with attributes names

• a set of tuples without attributes names
First of all, I consider the situation in which the users give a set of

tuples with attributes names. The attributes whose values are categorical,
dates or times must be encoded, otherwise a binary decision tree could not
be generated.

From the database, the matching tuples are selected, i.e. the tuples
that match with one ore more input tuples. The matching tuples are then
divided into subsets, based on the input tuple they match. If the subset
is composed of only one tuple, then that tuple is marked as “positive”
because it must necessarily be considered to build the output. Otherwise,
if the subset is composed of more than one tuple, all of them are marked
as “free”. All the other tuples, the ones that not match to any input tuple,
are marked as “negative”. We need to choose how many and which tuples
to select from each subset of free tuples. The number of tuples to select is
determined by the semantic, instead the approach (a-priori or a-posteriori)
decide which tuples to select. Both the semantic and the approach are
chosen by the users. There are two main classes of semantics: at least one
semantics and exactly-k semantics. After the number of selected tuples for
each subset of free tuples is determined, we pass all the matching tuples to
the a-priori or a-posteriori functions, which choose the selected tuples and
build the decision tree. The difference among them is the order in which
the actions are executed: the a-priori approach first selects the free tuples
and then builds the tree, the a-posteriori, instead, fist builds the tree and
then chooses the free tuples based on their position on the tree. At the
end, the result query is retrieved and, consequently, also the explanations
of the input data.

Instead, when the users provide a set of tuples without knowing their
columns names, a mapping scheme needs to be build. For each column of
the input tuples, the mapping scheme gives a set of database attributes
that could be associated to the considered input column. All the possible
combinations in which each input column is associated to one database
attribute are retrieved. Each combination is called mapping and assigns
the names to the input tuples columns. Therefore, for each mapping found,
the program follows the algorithm as in the tuples with attribute case.

In case the users provide an input query, the attributes whose values
are categorical, date and time are encoded using One Hot Encoding and
Datetime Encoding, in order to build the binary decision tree. The program
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knows exactly which tuples should be selected, so the tree can be generated
and the result query can be retrieved. Note that here we do not have the
distinction between a-priori and a-posteriori methods and we don’t need to
choose a semantic, because we already know from the input query which
tuples are the selected ones.

Although, it could happen that the users want to find also queries that
return the same result of the input query, but not necessarily considering
exactly the same selected tuples, i.e. they want to find weak IEQs. In this
case, the program takes the input query, runs it on the given database and
follows the tuples with attributes case with the input query result.

3.3 Types of input
As previously said, the input could be of three different types. The

users choose the input type based on the knowledge they has about the
data. It determines the level of the result accuracy, i.e. the precision of
the program output.

3.3.1 Input query
In the situation in which the users know the input query, i.e. they

have the highest level of knowledge of the data, they can decide to retrieve
strong or weak IEQs.

In case of strong IEQs, the program retrieves exactly which tuples
to consider for the result generation, otherwise, in case of weak IEQs, a
criteria for choosing how many and which tuples to select is needed.

Example. Suppose the users want to find a strong IEQ of the following
query, whose result is shown in Table 3.4:

SELECT school, age, traveltime
(Query 15)FROM grade_prediction.students

WHERE traveltime = 4 AND studytime = 4

The program executes a similar query with the same FROM and WHERE
caluses, but considering all the attributes of the database:

SELECT *
(Query 16)FROM grade_prediction.students

WHERE traveltime = 4 AND studytime = 4
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Table 3.4: Input tuples with attributes names

school age traveltime
GP 15 4
GP 16 4
MS 18 4

Query 16 returns the set of tuples with attribute names shown in Table
3.1. In this way, we exactly know which tuples must be considered. As
we want to find strong IEQs, i.e. queries that return the same result
considering exactly the same tuples, we should mark all the tuples in Table
3.1 as “positive” because we need to consider all of them in the result
generation.

Instead, if the users want to find also weak IEQs, still providing Query
15, the program executes it and passes the retrieved tuples, shown in Table
3.4, to the ‘tuples with attributes names’ function.

3.3.2 Tuples with attributes names
Suppose the users don’t know the query that retrieved a set of tuples,

but they know both the tuples and the columns names, which must be a
subset of the database attributes names. In this case, the users are able to
use my algorithm even without knowing SQL and any notion of databases,
as they can provide the input in a Excel file.

In this situation, we can’t retrieve strong equivalent queries because we
don’t know which tuples to consider, as every input tuple can be obtained
from the projection of more than one database tuples.

For each input row, the program looks for their matching tuples, i.e.
the tuples that have the same values in the same attributes. So, each input
tuple has an associated tuples set and at least one tuple of each tuples set
must be considered for the algorithm result. If the set contains only one
tuple, it must be marked as “positive”; otherwise, if the set contains two
or more tuples, they are marked as “free”.
For the free tuples sets, we need a criterion to choose how many and which
tuples to consider for each tuples set: the semantic determines the number
and the approach (a-priori and a-posteriori) determines which tuples to
select.

Example. Suppose now that the users provide as input, in an Excel file,
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Table 3.5: Input tuples without attributes names

GP 15 4
GP 16 4
MS 18 4

the tuples shown in Table 3.4 on the facing page. The program considers
the first row of the table and retrieves from the database all the tuples that
match that tuple, i.e. whose attribute school is equal to ‘GP’, attribute
age is 15 and attribute traveltime is 4. In other words, Query 17 is
executed.

SELECT *
(Query 17)FROM grade_prediction.students

WHERE school = ‘GP’ AND age = 15 AND traveltime
= 4

The same is done for each input row and the result is shown in Table 3.2
on page 51.

3.3.3 Tuples without attributes name
In this case, the users don’t even know the names of the attributes. So,

the program needs to generate a mapping scheme, which associates a set
of database attributes to each input column. From the mapping scheme, a
set of possible combination is retrieved, and each of them, named mapping,
could be considered as attributes names of the input tuples. Then, for
each mapping, the ‘tuples with attributes’ function is called.

Example. Assume the users find a sheet with some written data and they
want to know what they refer to. So, they provide that data, in Table
3.5, to my program, which generate the mapping scheme shown in Table
3.3. There are a lot of possible combinations, one of them is {school,
age, traveltime} and Table 3.4 is passed to the ‘tuples with attributes’
function.

Mapping scheme

When the input tuples are provided without columns names, we need to
look for all the combinations of attributes to associate with each column.
The mapping scheme indicates, for each input tuples column whether
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its distinct values can be mapped to the distinct values of any database
attributes. An input tuples column can be mapped to zero, one or more
attributes of the database table.

In order to make the mapping scheme, every input column is compared
with every database column: a database column is added to the input
column associated set if all the values of the input column are contained in
the database column, in other words if the set of the input column values
is a subset of the database column values.

The Python code for the mapping scheme is contained in Code Block
3.1.

Code Block 3.1: Mapping scheme generation
1 def map(in_tuples , database ):
2 ’’’This function takes input tuples without

attributes names and the etire database , and
return the mapping scheme.’’’

3

4 # initialize the mapping structure
5 mapping_scheme = OrderedDict ()
6

7 # optimization : only the first 100 tuples are
analyzed

8 input_tuples = in_tuples .iloc [0:100 ,:]
9

10 # insert attributes in the mapping_scheme
11 for inCol in input_tuples . columns :
12 mapping_scheme [inCol] = []
13 for dbCol in database . columns :
14 if(set( input_tuples [inCol ]) - set( database [

dbCol ]) == 0):
15 mapping_scheme [inCol] += [dbCol]
16

17 return mapping_scheme

After the mapping scheme is generated, we need to find the possible
combinations in order to execute the next steps of the algorithm, which
are performed one time for each combination.

If an input column has no associated database column, it could be
an aggregation function, such as {MIN, MAX, AVG, SUM, ...}. However,
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this algorithm does not support aggregation functions: I leave this for
future work.
When an input column is mapped to exactly one database column, its
name is necessarily the same as the database column one.
Conversely, if the input column is associated to more than one database
column, all the possibilities must be checked.
Then, for each combination, the approach selected by the users must be
executed.
As we can see in Code Block 3.2, the function used to find the combinations
is a recursive function that, before calling the next function, checks if
the combination contains some duplicates and in that case removes the
considered combination.

Code Block 3.2: Combinations retrieved from mapping scheme
1 def combinations ( mapping_scheme , db , in_dataset ,

select , semantics , max_depth ):
2 ’’’For each possible combination retrieved from

the mapping scheme , che call_methods function
is called ’’’

3

4 mapping_scheme = list( mapping_scheme .values ())
5 def combinations ( mapping_scheme , columns ):
6

7 # if the mapping scheme is empty , check that
all columns are different

8 if not mapping_scheme :
9 print("\ nMapped columns : {} \n".format(

columns ))
10

11 # if all the input columns are associated to
different database columns

12 if len( columns ) == len(set( columns )):
13 in_dataset . columns = columns
14 tempFile . writeColumns ( columns )
15 call_methods (db , in_dataset , columns ,

select , semantics , max_depth )
16

17 # else , if there are two or more input
columns associated to the same database
column

18 else:
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19 print("No useful combination found.")
20

21 # else , if the mapping_scheme is not empty ,
recursively call combinations funcion

22 else:
23 for val in mapping_scheme [0]:
24 combinations ( mapping_scheme [1:] , columns +

[val ])
25 combinations ( mapping_scheme , [])

3.4 Encodings

3.4.1 Datetime Encoding
QBO does not consider attributes whose values are dates, but many

databases contain them. Without an appropriate encoding, dates are
classified as strings and probably ignored because they have too many
distinct values. However, for our purposes, it might be useful to handle
date attributes in order to have explanations that take into account that
type of information. An example could be the date of birth, which is a
better way to register people’s ages into the database, as they don’t need
to be updated every year. Or it could be interesting to consider the date
of an exam, as we might detect that the new examiner, who started on a
certain date, gives higher grades to Italian students. So, I decided to add
the ability to handle date attributes.

Dates are composed of year, month and day and are usually represented
in such a way to fulfil the ISO 8601. The ISO 8601 is a standard that
provides an unambiguous and well-defined method to represent dates and
times, so as to avoid misunderstandings. It applies to representations
and formats of dates in the Gregorian Calendar1, of times based on the
Coordinated Universal Time (UTC2) or local time with offset to UTC, of

1The Gregorian Calendar is the most widely used calendar in the world today.
It is a solar calendar based on a 365-day common year divided into 12 months of
irregular lengths. Every four years one extra day is added on the 29th of February. Its
predecessor, the Julian Calendar, was replaced because it was too inaccurate. It did
not properly reflect the actual time it takes the Earth to orbit once around the Sun.

2The Coordinated Universal Time is the time standard commonly used across
the world, based on highly precise atomic clocks combined with Earth’s rotation. The
world’s timing centres have agreed to keep their time scales closely synchronized.



3.4. Encodings 57

time intervals, and combinations thereof.
Dates can be ordered and therefore we can assign an integer number to

each of them. There exist many techniques to do this, like the Unix time
and the proleptic Gregorian ordinal.

The Unix time is a system for describing a point in time as the number
of seconds between a particular date and the Unix Epoch, which is the time
00:00:00 UTC on the 1st of January 1970, minus leap seconds, which are
one-second adjustments occasionally applied to the UTC, to accommodate
the difference between the precise time (as measured by atomic clocks)
and the imprecise observed solar time. This point in time does not change,
no matter where you are located on the globe. For this reason it is very
useful to computer systems for tracking and sorting dated information in
dynamic and distributed applications. The minimum representable date is
1901-12-13, and the maximum representable timestamp is 03:14:07 UTC
2038-01-19, then the Unix time will cease to work, due to a 32-bit overflow.
Before this moment millions of applications will need to either adopt a
new convention for time stamps or be migrated to 64-bit systems.

The proleptic Gregorian ordinal3, starting from 0001-01-01, which
is the day zero, counts the days and assigns to every date an integer value,
that represent the number of days that have passed since the day zero. A
similar reasoning can be done with times: we can count the number of
seconds from time 00:00:00.

In my program I decided to use the proleptic Gregorian ordinal. The
Python code of this encoding is shown in Code Block 3.3. Note that it is
necessary to create an array containing two sets, one for date attributes
and the other for time attributes, in order to know which attributes need
to be decoded immediately before the explanations are returned.

Code Block 3.3: Date and time encoder
1 def datetimeEncoder (table):
2 ’’’This function takes as input the table to

encode and returns the encoded table along
with a two - dimensional array containig
respectively the set of date attributes and

the set of time attributes encoded ’’’
3

4 date_columns = set ()

3A proleptic calendar is a calendar that is applied to dates before its introduction.
Therefore, the proleptic Gregorian calendar is produced by extending the Gregorian
calendar backward to dates preceding its official introduction in 1582.
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5 time_columns = set ()
6

7 date_time_columns = [date_columns ,
time_columns ]

8

9 for row in table:
10 for column in row:
11

12 #date into integer (number of day from
01/01/01)

13 if type(row[column ]) == datetime .date:
14 row[column] = row[column ].

toordinal ()
15 date_columns .add(column)
16

17 #time into integer (number of seconds
from 00:00:00)

18 if type(row[column ]) == datetime .
timedelta :

19 row[column] = row[column ].
total_seconds ()

20 time_columns .add(column)
21

22 return table , date_time_columns

The decoder code, shown in Code Block 3.4, takes as input two arrays:
explanation and date_time_columns.
date_time_columns contains the set of the date attributes names and the
set of time attributes names, that were previously encoded.
explanation contains multiple dictionaries, called conditions, each com-
posed of three elements:

• column

• symbol

• value

This function decodes all the value elements of conditions whose column
is present in one the the date_time_columns sets.
To better explain with an example, suppose BirthDate ≤ ‘2000-01-01’
is a condition of the explanation. As BirthDate attribute was previously
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encoded, BirthDate ≤ 730121 is contained in explanation in the form
of {column: ‘BirthDate’, symbol: ‘≤’, value: 730121}. The
decoder function transforms the value 730121 into the date ‘2000-01-01’
because BirthDate is contained in date_time_columns.

Code Block 3.4: Date and time encoder
1 def datetimeDecoder (explanation , date_time_columns

):
2 ’’’This function takes two input an

explanation and date_time_columns , which is
a list of the encoded dates and times

attributes , and decodes the date and the
time attributes previously encoded from the

explanation .’’’
3

4 date_columns = date_time_columns [0]
5 time_columns = date_time_columns [1]
6

7 for condition in explanation :
8 #from integer to date
9 if condition [’column ’] in date_columns :

10 integer_date = int( condition [’value ’])
11 date = datetime .date. fromordinal (

integer_date )
12 condition [’value ’] = " ’{}’".format(

date)
13

14 #from integer to time
15 if condition [’column ’] in time_columns :
16 integer_time = int( condition [’value ’])
17 time = datetime . timedelta ( seconds =

integer_time )
18 condition [’value ’] = " ’{}’".format(

time)
19

20 return explanation

Example. In Table 3.6 the birthDate attribute contains dates. So, each
value of that column is transformed into the integer that represents the
number of days between that date and the 1st of January 0001. The
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Table 3.6: Encoding example

tuple birthDate race status
t1 1992-12-05 Black Married
t2 1994-08-25 White Married
t3 1984-01-11 NULL Divorced
t4 1987-04-25 White NULL

Table 3.7: Datetime encoding of birthDate attribute in Table 3.6.

tuple birthDate
t1 727538
t2 728166
t3 724287
t4 725487

resulting column, along with the tuple identifier, is shown in Table 3.7 on
the following page.

3.4.2 One Hot Encoding
Many ethically relevant attributes are categorical. Since QBO uses a

binary decision tree, categorical attributes needs to be encoded. In fact, a
binary decision tree splits the tuples into two subsets, S1 and S2, based
on the value v of an attribute A, in such a way that a tuple t belongs to
S1 if and only if t.A ≤ v, otherwise t belongs to S2. Obviously, this is not
feasible if t.A and v are strings.

The first solution that comes to mind is to consider non-binary decision
trees, in which n subsets are created, S1, S2, . . . , Sn, one for every distinct
value of the categorical attribute.

However, in this way more complicated conditions are generated in the
WHERE clause, which is useless for the purpose of our search of unethical
explanations. Moreover, in general non-binary decision trees are not widely
used.

Explorer[4] proposed a better solution: One Hot Encoding (OHE). Each
categorical attribute A that contains a limited number n of values, v1,
v2, . . . , vn, is transformed into n columns named v1, v2, . . . , vn. Then,
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the new columns are filled with zeroes or ones, depending on the tuples
value of that attribute. If the number of distinct values is greater than 454,
for computational reasons, one hot encoding could not be done and the
program execution ends.

In my implementation of One Hot Encoding (OHE), I made some small
changes w.r.t. Explorer.
Explorer’s solution can be used only if the considered database table, and
consequently also the input table, does not contain the same values on
different attributes, because otherwise different columns with the same
name should be created, but a table could not contain more than one
column with the same name. When this happens in Explorer, only one
columns is wrongly created, and different type of information are stored in
the same column. To better explain with an example, suppose that Black
is a value contained both in the Race and in the FavoriteColor attributes
of the considered database table. Explorer’s OHE will create only one
column named Black, whose value is 1 if the correspondent tuple has Race
= ‘Black’ or FavoriteColor = ‘Black’. This could lead to misleading
and erroneous explanations. The simplest example of having the same
value on different columns is the NULL value, indicating that the value is
not known, but a table could contain BirthCountry and LivingCountry,
or NativeLanguage and FavouriteSchoolSubject . . .

For this reason, I decided that the new columns names must be com-
posed of both the attribute name A and the value: A|v1, A|v2, . . . , A|vn.
So, even if a value is contained in more than one attribute, the two created
columns can be distinguished. The other update concerns the cases in
which the table contains a categorical attribute with more than 45 dis-
tinct values. In that case, the program simply ignores that column in the
generation of the tree, but the execution is not stopped. Obviously, as
a consequence, the explanations can’t include conditions on the ignored
attribute. For our purpose, ignoring a column with too many values is not
a big problem, as it could not describe a characteristic of a group of tuples
and it does not lead to meaningful explanations. As an example, suppose
that the students table also contains the address of each student. This
attribute has a big number of distinct categorical values as almost every
student has a different address, but for the purpose of seeking explanations,
we don’t care the street and the house number of each student. A more
specific analysis could group addresses based on geographical position, but

4This value could be changed, based on the available computational resources and
the overall number of columns added, considering all the categorical values of the table.
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Table 3.8: One Hot Encoding of the attribute race and status in Table 3.6.

tuple race|Black race|White race|NULL status|Married status|Divorced status|NULL
t1 1 0 0 1 0 0
t2 0 1 0 1 0 0
t3 0 0 1 0 1 0
t4 0 1 0 0 0 1

our program is not able to to that automatically.

Example. In Table 3.6 on the preceding page there are two categorical
attributes: race and status.
The column race contains three distinct values, which are: White, Black
and NULL, if we don’t know the race of the person. So, the algorithm deletes
this column and adds three new column, names race|White, race|Black
and race|NULL. The same is done with ‘status’. The table containing
all the added columns in shown in Table 3.8. Note that race|NULL and
status|NULL are two distinct, not confusing, columns.

3.5 Binary Decision Tree
The result query, i.e. the query we want to discover, is basically

composed of three elements:

• SELECT columns

• FROM table

• WHERE conditions

The columns in the SELECT clause can be retrieved from the input given
from the users:

• if it is as input query, the columns of the result are the same as the
ones in the input SELECT clause

• if it is a set of input tuples with known attributes names, the columns
of the result are the attributes names

• the more complex case is when it is a set of input tuples without
attributes names: since from the mapping scheme might be retrieved
more than one combination, i.e. mapping, we might discover more
than one query and consequently we need to find the same number of
SELECT clauses. The columns are the column names of each mapping.
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For simplicity, as I don’t want to focus my attention on this problem,
we assume that the database table is given and that we don’t need to
find it.

In order to find the conditions in the WHERE clause of the query result,
we reformulate the problem as a classification5 task.

Classification techniques are used to partition tuples marked as “posi-
tive” from all the other tuples, i.e. the “negative” ones.

At this point, we need to make a basic distinction between a-priori and
a-posteriori approaches, though an exhaustive explanation will be given in
the next section. In the a-priori approaches, when the tree is generated,
there are only “positive” and “negative” tuples, because we already selected
the “free” ones to consider. In the a-posteriori approaches, instead, there
are “positive”, i.e. the tuples that are necessarily chosen, “negative”, i.e.
the ones that don’t match to any input tuple, and the “free” tuples, i.e.
the ones that match to the same input tuple. So, in the second case, clas-
sification is done to divide “positive” and “free” tuples from “negative” ones.

The only classification technique that can be used to solve this problem
is the Binary6 Decision Tree Classifier and, as QBO algorithm, I decided
to use Gini Index as ASM. The main advantages of decision trees are:

• they can handle high dimensional data like tuples

• then they are the simplest method to retrieve “condition” in the
WHERE clause as each branch represents a decision rule, i.e. a condition

• they have an intuitive representation that is easily understood by
humans

• their generation does not require any domain knowledge or parameter
setting

The choice of using only binary ones is due to the fact that non-binary
lead to have a higher number of arcs and consequently a higher number of
WHERE clauses, which are useless to extract meaningful explanation. The
best ASM for binary split is Gini Index.

In order to implement the decision tree construction, I used the “scikit-
learn” Python library, which has a class called DecisionTreeClassifier. The

5An explanation of classification can be found in Section 1.2.
6A Binary Decision Tree is a decision tree in which every node has two outgoing

arcs. An example of binary decision tree is show in Figure 1.4 on page 14.
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Figure 3.2: Binary Decision Tree Classifier

dataset is trained using all the tuples of the considered database table
and a vector, named mask_vector, that contains a value for each database
tuple: 1 if the tuple is “positive” (or, in a-posteriori methods, “free”), 0
otherwise.
Then the tree tries to separate the “positive” tuples from the “negatives”
ones by means of an analysis of their attributes. This analysis is performed
using the Gini Index, which determines the attribute on which to do the
best split at each iteration. The aim is to build a tree with the smaller
number of levels as possible, so as to have a good classification and conse-
quently a meaningful explanation.

The users can also decide to limit the tree by setting a maximum depth.
If a limit is selected, the tree is cut and we get an approximate result query
because the leaf nodes containing the “positive” tuples are not pure, i.e.
they also contain some “negative” tuples.

The tree given by an execution of the example in Section 3.3 is shown
in Figure 3.2. Each node indicates:

• the number identifying the node

• the condition
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• gini refers to the quality of the split; it is always a number between
0.0 and 0.5: 0.0 means that all of the samples got the same result
and 0.5 means that the split is done exactly in the middle, in other
words the samples are divided into two set with equal quantity of
tuples.

• the number of tuples in the partition represented by that node

• value = [a, b] means that a positive tuples goes into the left child
node, and b positive tuples goes into the right child node

The root node is coloured in blue, the internal nodes are light blue and the
orange nodes are the ones containing the positive tuples, i.e. the nodes
used in the result query construction.

3.6 Semantics
As already explained, for each different input tuple the algorithm looks

for the corresponding matching tuples and gives them a tupleset identifier,
based on the input tuple row. The matching tuples are the tuples that
have the same attributes values of one or more input tuples. We define
“tupleset” the subset of matching tuples that match the same input tuple.
If the tupleset is composed of only one tuple, then it is marked as “positive”,
otherwise as “free”.

At this point we need to decide how many and which free tuples to
select and consider as “positive”. The number of “free” tuples selected in
each tupleset is determined by the semantics technique; instead, the way
in which they are selected depends on the approach chosen by the users.
There are two main classes of semantics: At Least One semantics and
Exactly-k semantic.

Consider the following queries:

SELECT columns
(Query 18)FROM table

WHERE conditions

SELECT DISTINCT columns
(Query 19)FROM table

WHERE conditions
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The difference between them is the DISTINCT statement, which is used to
return only different tuples. Then, the second query will necessarily return
a set of tuples without duplicates. The first one, instead, could return a set
of tuples with or without duplicates, depending on the type of dataset, on
which tuples match the conditions in the WHERE clause and on the columns
projected by the SELECT clause.

Regarding my program, if the input set has duplicates, we are sure
that the query that generated those tuples didn’t contain the DISTINCT
statement. In this situation, for each different tupleset we should select a
number of “free” tuples that is equivalent to the number of duplicates of
the tuples to which that tupleset corresponds.

In case the input set does not have duplicates, we can’t be sure whether
the tuples that match the query requirements are all different or duplicates
are dropped by the DISTINCT statement. Obviously, if the given input is a
query, this problem does not arise.

When we have duplicates in the input tuples, it is highly recommended
to use Exactly-k semantic, as it takes into account the number of input
duplicates. Otherwise, if the input set does not contain duplicates, we can
only make hypothesis and try different types of At Least One semantics,
to choose the best one, based on the users purposes.

How is this implemented? Two columns are added to the matching
tuples table: tupleset and isfree. tupleset contains the tupleset iden-
tifier of the tupleset to which the tuple belongs (all the tuples of the same
tupleset has the same value). At the first implementation, isfree was
equal to 0 if the tuple was “positive”, i.e. not free, and to 1 if it was “free”
as we always select only one “free” tuple from each tupleset. When I added
the possibility to choose the semantic to use, and then to select different
quantities of “free” tuples from each tupleset, I decided to update and
reuse the isfree column. In the actual implementation, isfree could be:
0 if the tuple is “positive”, and a number n ≥ 1 if the tuple is “free”. The
value of n is determined by the chosen semantic.

3.6.1 Exactly-k semantic
As previously explained, Exactly-k semantic is used when the input

table contains duplicated tuples. For each different tupleset we select a
number of free tuples equivalent to the number of duplicated of the tuples
to which that tupleset corresponds.

Example. Assume that Table 3.9 is given as input to the program. Note
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Table 3.9: Input table with duplicates.

sex race course
Male Black Math
Male Black Math
Female White Biology
Female White Biology
Female White Biology
Male Asian Physics

that some tuples are present multiple times. In particular, we have three
different tuples: (Male, Black, Math), whose matching tuples belong to
tupleset 1, (Female, White, Biology), whose tupleset is 2, and (Male,
Asian, Physics), to which it is assigned tupleset 3.

As the input table contains two duplicates of tuple (Male, Black,
Math), with exactly-k semantic, we must select exactly two “free” tuples
from the tupleset 1. Therefore, all the tuples matching with those input
tuple will have tupleset = 1 and isFree = 3. In the same way, we will
select three tuples from tupleset 2 and only one tuple from tupleset 1.

Code Block 3.5 shows the code for getting and update the matching
tuples table in case of exactly-k semantic.

First, the algorithm counts the number of occurrences of each input
tuple. Then, for each different input row, the corresponding matching
tuples are retrieved from the database table. If for at least one input tuple
no matching is found, then the function returns an empty DataFrame, as in
that case the input set can’t be returned from any query on the considered
database table.

At row 25, it is added the tupleset column assigning to all the
matchings, which are the matching tuples corresponding to the current
input row, the value of tupleset_count, that is incremented every time a
new input row is considered.

Then, the isfree columns is added: if the number of occurrences
is equal to the number of matchings, then all the matchings must be
selected, i.e. they are all “positive” and isfree value is 0. Otherwise, for
each tuple contained in matchings, isfree value is equal to the number of
input occurrences of the current tuple.

Lastly, all the matchings, with tupleset and isfree columns are
joined together.

Code Block 3.5: Matching tuples retrieval with exactly-k semantic
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1 def matching_k_semantics (input_tuples , database ):
2 ’’’This function takes as input the input

tuples and the entire database , and return
a dataframe containing the matching tuples
’’’

3

4 matching_tuples = pd. DataFrame ()
5

6 # number of occurrences of each input tuple
7 in_occurrences = input_tuples . groupby (

input_tuples . columns .tolist (),as_index =True
).size ()

8

9 tupleset_count = 0
10

11 # for each input tuple , find the matching
tuples from the database

12 where = lambda e: "%s == ’%s’" % e
13 for row in input_tuples . drop_duplicates ().

itertuples (index=False):
14 conditions = map(where , row. _asdict ().

items ())
15 matchings = database .query(’ & ’.join(

conditions ))
16

17 # if no matching tuple is found , return
18 if matchings .empty == True:
19 return matchings
20

21 # number of tuples matching the current
row

22 n_matchings = matchings .shape [0]
23

24 # add ’tupleset ’ column
25 matchings [’tupleset ’] = [ tupleset_count ] *

n_matchings
26 tupleset_count = tupleset_count + 1
27

28 # add ’isfree ’ column
29 if n_matchings == in_occurrences [row ]:
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30 matchings [’isfree ’] = [0] *
n_matchings

31 else:
32 matchings [’isfree ’] = [ in_occurrences [

row ]] * n_matchings
33

34 matching_tuples = pd.concat ([
matching_tuples , matchings ])

35

36 return matching_tuples

3.6.2 At Least One semantics
When the input set does not contain any duplicate, we don’t know

with certainty how many “free” tuples to consider in the generation of the
resultant query. The only requirement to have a consistent result is to
select at least one tuple from each “free” tupleset.

In my program I implemented many types of At Least One (ALO)
semantics, in which a different number of tuples is selected:

• it could be chosen one tuple for each tupleset

• another simple solution is to select all tuples of every tupleset. It
some situations it can be meaningful, but most of the time this
semantic cause over-fitting: too many leaf nodes need to be picked
as solution and, consequently, a lot of conditions are generated,
producing meaningless explanations

• the users can chose an arbitrary number n: if the tupleset contains
more than n tuples, then n tuples are selected, otherwise, if the
tupleset contains less than n tples, than all the tuples in the set are
selected

• the users, instead a number, can also chose a certain percentage of
tuples, such as 25%, 50% or 75%.
Note that in this way the number of selected tuples changes for each
tupleset depending on the quantity of contained tuples

• for each tupleset, the program extracts a random number between
1 and the total number of tuples belonging to the current tupleset
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If we suppose the query that generated the input tuples does not contain
the DISTINCT statement, we should select only one “free” tuple for each
tupleset. Otherwise, we need to speculate on the number of row dropped
by the DISTINCT statement.

It is also possible to use the program function COMPARE SEMANTICS,
which executes the algorithm multiple times, each with a different semantic,
and then prints a PDF file with the results and performances comparison.

3.7 Approaches

Once the semantic determined the number of “free” tuples to select,
we need to decide which ones. The “selected” tuples along with the “posi-
tive” ones are the only tuples that will contribute to the resulting tuple
(sometimes I generically refer to that tuples as “positive”).

The number n of tuples to select for each tupleset is indicated by
the isfree column of the matching tuples. For the way in which n was
determined it is a number between 1 and the total quantity of tuples belong-
ing to the same tupleset, this means that there exist enough tuples to select.

There are two main different approaches, a-priori and a-posteriori. The
first one chooses the selected tuples before the decision tree construction,
the other, instead, does this after the tree construction.

3.7.1 A priori

A-priori approaches select “free” tuples from each tupleset before build-
ing the decision tree. In this way, from the generated tree it is directly
possible to extract the query: every path that brings from the root to a
selected leaf node represents a specific and-predicate of the resultant query.

As in Explorer [4], my program implements a random method and a
cluster method. Actually, another method exists and consists in trying all
the acceptable combinations of selected tuples. In this way, we get a lot of
resultant queries and the meaningful one can be chosen. However, this is
feasible only if the tuplesets are very small.
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Random

Using this simple method, n tuples are randomly selected. Then,
every time the algorithm is executed, the given result is different because,
considering different tuples, the Gini Index assumes different values and
consequently a different tree is built.

The implementation code is shown in Appendix A.

Cluster

This a-priori method is based on clustering, which is explained in Sec-
tion 1.3.

In order to choose the optimal number of clusters, K, my program uses
the Elbow method. After having clustered all the free tuples, the algorithm
considers the cluster containing the greatest number of free tuplesets and
for each tupleset from which other tuples need to be considered, selects
the tuple that is closest to the cluster centroid. After all needed tuples
have been selected from the first cluster, the algorithm goes to the second
biggest one and so on, until the given number of tuples from each tupleset
has been taken. In this way, when the tree will be generated, the selected
tuples will probably be in the same leaf node as clustering tries to group
objects into clusters in such a way that objects in the same cluster are
more similar to each other w.r.t. those in the other clusters. In our case
the similarity is based on the attributes values.

The cluster method implementation code is shown in Appendix A.

3.7.2 A posteriori
With this approach, the decision tree is built using the “positive” and

all the “free” tuples, i.e. all the matching tuples, and only afterwards the
“free” tuples are selected considering their position in the tree.
In particular, after the decision tree generation, the vector important_nodes
is filled with the node id of each “positive” and “free” tuple, in this way it
is possible to know where each tuple is placed in the tree. The first thing
to do is picking the nodes in which there are the “positive” tuples, i.e.
whose isfree value is 0, and selecting all the other tuples belonging to the
same leaf, checking its isfree value is different from -1. Those selected
tuples will be added to the result, and their isfree value is updated:

• if it was 0, then it is set to -1
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• if it was 1, then it and the isfree values of all the tuples of the same
tupleset are set to -1

• if it was higher than 1, then it and the isfree values of all the tuples
of the same tupleset are decreased by 1

When all the leaves with “positive” tuples are selected, the next step is to
choose the remaining “free” tuples. There are two methods, most important
node first and minimum depth node first, that differ for the way in which
the “free”tuples are selected.

Most important node first

With this method, we first choose those leaf that contains the highest
quantity of “free” tuples (without considering the ones whose isfree value
is -1) and select all the tuples contained in those node, checking their
isfree values. The isfree value of all the selected tuples is updated in
the same way I already described. Then, the second node with highest
quantity of “free” tuples is picked, and so on, until all the isfree values of
all the tuples are equal to -1, which means that we selected all the tuples
we need.

The purpose of this method is to minimize the number of selected
leaves, and consequently the number of and-predicates in the WHERE clause
of the query we are looking for.

Minimum depth node first

This method starts selecting the “free” tuples from the leaves with
minimum depth, i.e. the ones closest to the root. To do that, a new vector
node-depth, containing in each position the depth of the corresponding
node, is created. The first leave is selected, all their tuples are selected,
checking their isfree values. The isfree value of all the selected tuples
is updated in the same way I already described. Then, the second node
containing at least a “free” tuple whose isfree value is not -1 is considered,
and so on, until all the isfree values are -1, and the needed quantity of
“free” tuples for each tupleset is selected.

In case there are more than one leaf at the same depth, the one with a
higher quantity of “free” tuples is considered first.

The purpose of this method is to minimize the length of the paths
to reach the picked leaved, in this way the number of conditions in each
and-predicate is lower than in other methods.
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3.8 Results visualization
When the program finishes the execution, it returns a PDF file showing

all the obtained results, so that the users can understand something about
the data provided as input. The PDF file is slightly different depending
on the input type and the method used, but all of them contains the date
and time of the execution, the input settings, the matchings information,
the performance table, the retrieved queries, the decision trees.

The input settings are information on the choices made by the users on
the way the program must be executed, and it is composed of:

• the input format, i.e. the type of input provided, that could be:
‘from query’, ‘from Excel table with attributes names’ or ‘from Excel
table without attributes names’.

• the method used to choose which tuples to consider in the query
search; it could be ‘a-priori random’, ‘a-priori cluster’, ‘a-posteriori
most important node first’ or ‘a-posteriori minimum depth first node’.

• the semantic used for determining the quantity of query to select
among the “free” ones; it could be: ‘at-least-one one tuple’, ‘at-
least-one k tuples’, ‘at-least-one random tuples’, ‘at-least-one half
tuples’, ‘at-least-one 25% of the tuples’, ‘at-least-one 75% of the
tuples’, ‘at-least-one all tuples’ or ‘exactly-k semantics’. When the
semantic is ‘at-least-one k tuples’, also the value of k chosen by the
users is reported.

• the max depth of the tree, which could be ‘no limit’ or an integer,
determines the max height of the decision tree, i.e. the maximum
level the tree could reach. When limiting the tree depth, it can
happen that the decision tree algorithm cannot further split the
tuples and a leaf node can be impure, which means that it contains
both valid and invalid tuples. In this way the resultant queries can be
approximated, and its result contains more tuples w.r.t. the input.

• the input tuples parameters: the number of rows and the number of
columns of the table containing the input tuples. This parameters
are important because they affect the performances of the execution.

• the database tuples parameters: number of rows and columns of the
considered database table, which affect the performances.
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• a table containing all the input tuples.

• the input query, only when the input type is ‘from query’.

The matching information is composed of three parameters: the total
number of matching tuples, the quantity of tuples contained in each tupleset
and the average number of tuples contained in the tuplesets.

The performance table contains information about the time needed to
execute the method, the height of the tree, the number of considered nodes
and the purity, which is the measure of how many tuples (in percentage)
are contained in the selected leaf nodes, but are not contained in the input
query.

3.8.1 Compare methods and semantics
My algorithm also has two functions to compare the results of different

executions: ‘compare methods’ and ‘compare semantics’. The first one
executes the algorithm four times, each time using a different approach:
a-priori random, a-priori cluster, a-posteriori most important node first
and a-posteriori minimum depth node first. The latter, instead, compares
six At Least One semantics, which are one tuple, 25% of the tuples, half
tuples, 75% of the tuples, random tuples, k tuples and all tuples. The re-
sult of the different executions are compared in the PDF file given as output.

Some examples of the output file returned by the execution of the
program can be found in the Appendix B.



Chapter 4

Experimental Study

In this chapter I will compare performances and characteristics of the
results obtained from the executions of my program using different methods,
semantics and input types. The main difference among the results is given
by the free tuples selection, in particular which ones and how many. A
brief summary of methods, semantics and input types is shown in Tables
4.1, 4.2 and 4.3. However, note that no method or semantic performs
better that the others in a general way: the best method should be chosen
based on the specific user needs.

Since my code has not been optimized, the provided performances are
only as a guide line to compare the different executions and they are not to
be intended as absolute values. For this reason, it is useless to provide the
hardware and software characteristics of the machine used for the tests.

To test my program and to provide some practical examples, I used
three different datasets, which are shown in the first section.

4.1 Datasets
In order to run tests, provide examples and also to measure the per-

formance of my program, I used three datasets taken from the platform
Kaggle1. The datasets used have been selected because all of them contain
some sensitive information that are relevant for the purpose of unethical
principles discovery.

1Kaggle is an online community of data scientists and machine learning practitioners.
It allows users to find and publish data sets, explore and build models in a web-
based data-science environment, work with other data scientists and machine learning
engineers, and enter competitions to solve data science challenges.
Kaggle url: https://www.kaggle.com/

75

https://www.kaggle.com/
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Table 4.1: Summary of the methods provided by my program.

Name Approach Description
Random A priori Selects randomly the free tuples from each tuple-

set
Cluster A priori Groups the free tuples in cluster and selects them

starting from the cluster that contains the highest
numbest of interesting tuples

Most impo
leaves first

A posteriori Selects the free tuples of each tupleset starting
from the leaves that contain the highest number
of interesting tuples

Min depth
leaves first

A posteriori Selects the free tuples of each tupleset starting
from the ones contained in the leaves near the
root

Table 4.2: Summary of the semantics provided by my program.

Semantic Tuples Description

At Least One

One Selects exactly one tuple from each tupleset
All Selects all the free tuples
k If the tuples in the tupleset are more than k, then

k tuples are selected; otherwise all the tuples are
selected

random For each tupleset, a random number of tuples
to select is chosen between 0 and the number of
tuples in the considered tupleset

25%, 50%
or 75%

Selects respectively the 25%, the 50% or the 75%
of the free tuples in each tupleset

Exactly-k The quantity of free tuples selected from each
tupleset depends on the number of duplicates of
the input tuples
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Table 4.3: Summary of the input types accepted by my program.

Input type Description
Query The user can retrieve both strong or weak IEQs
Tuples with
attributes

Only weak IEQs can be retrieved and the attributes
names are known

Tuples without
attributes

Only weak IEQs can be found and the attributes names
are retrieved from the mapping scheme

For improving the understandability of the examples shown in this
thesis, I made some small changes, which do not impact ethics-wise, to
the used datasets such as attribute names, in order for them to be better
processed by my algorithm. In my git repository you can find the .csv files
containing the modified datasets.

In the following sections I will list the used datasets.

4.1.1 Student Grade Prediction
Student Grade Prediction2 has 395 tuples and contains students achieve-

ment in secondary education of two Portuguese schools. The data attributes
include student grades, demographic, social and school-related features
and it was collected by using school reports and questionnaires.

It contains a very large number of attributes, so we considered only a
subset of them. In particular, the used attributes are:

school student’s school (binary: ‘GP’ - Gabriel Pereira or ‘MS’ - Mousinho
da Silveira)

sex student’s sex (binary: ‘F’ - female or ‘M’ - male)

age student’s age (numeric: from 15 to 22)

address student’s home address type (binary: ‘U’ - urban or ‘R’ - rural)

famsize family size (binary: ‘LE3’ - less or equal to 3 or ‘GT3’ - greater
than 3)

pstatus parent’s cohabitation status (binary: ‘T’ - living together or ‘A’ -
apart)

2https://www.kaggle.com/dipam7/student-grade-prediction/data.

https://github.com/Patrizia28/NewQRE
https://www.kaggle.com/dipam7/student-grade-prediction/data
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medu and fedu respectively mother’s and father’s education (numeric:
0 - none, 1 - primary education (4th grade), 2 - 5th to 9th grade, 3 -
secondary education or 4 - higher education)

mjob and fjob respectively mother’s and father’s job (categorical: ‘teacher’,
care related ‘health’, ‘services’ civil (e.g. administrative or police),
‘at_home’ or ‘other’)

reason reason to choose this school (categorical: ‘home’ close to, ‘reputa-
tion’ school, preference ‘course’ or ‘other’)

guardian student’s guardian (categorical: ‘mother’, ‘father’ or ‘other’)

traveltime home to school travel time (numeric: 1 - 4 hours)

studytime weekly study time (numeric: 1 - 10 hours)

failures number of past class failures (numeric: n if 1<=n<3, else 4)

schoolsup extra educational support (binary: yes or no)

activities extra-curricular activities (binary: yes or no)

higher wants to take higher education (binary: yes or no)

internet Internet access at home (binary: yes or no)

romantic with a romantic relationship (binary: yes or no)

health current health status (numeric: from 1 - very bad to 5 - very good)

absences number of school absences (numeric: from 0 to 93)

g1, g2 and g3 respectively first period, second period and final grades
(numeric: from 0 to 20)

I also added an id column, whose values are integer numbers used to
uniquely identify each row, and a race column, whose values are randomly
chosen among ‘Asian’, ‘Black’, ‘White’ or ‘Other’.
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4.1.2 COMPAS Recidivism Racial Bias
COMPAS (Correctional Offender Management Profiling for Alternative

Sanctions) is a popular commercial algorithm used by judges and parole
officers for scoring criminal defendant’s likelihood of reoffending (recidi-
vism). It has been shown that the algorithm is biased in favour of white
defendants, and against black inmates, based on a two years study (i.e
who actually committed crimes or violent crimes after two years).

COMPAS Recidivism Racial Bias3 dataset contains the variables used
by the COMPAS algorithm in scoring defendants, along with their outcomes
within two years of the decision, for over 10 000 criminal defendants in
Broward County, Florida. The entire dataset contains 60 843 tuples. For
simplicity, I divide it into three subsets based on the obtained COMPAS
result risk (risk of violence, risk of recidivism, risk of failure to appear)
and I consider only one of these subsets, the one whose result risk is equal
to “risk of violence”, which have 20 281 tuples each.

I selected and used only a subset of attributes relevant for our purposes
of unethical principles discovery:

Person_ID number that uniquely identify the person (numeric: ≥ 0)

LastName person’s surname

FirstName person’s name

Sex person’s sex (binary: ‘Male’ or ‘Female’)

Ethnicity person’s race (categorical: ‘African-American’, ‘Arabic’, ‘Asian’,
‘Caucasian’, ‘Hispanic’, ‘Native American’, ‘Oriental’ or ‘Other’)

DateOfBirth person’s date of birth

Language person’s native language (categorical: ‘English’, ‘Spanish’)

LegalStatus legal status of the person (categorical: ‘Conditional Release’,
‘Deferred Sentencing’, ‘Other’, ‘Parole Violator’, ‘Post Sentence’,
‘Pretrial’ or ‘Probation Violator’)

CustodyStatus person’s custody status (categorical: ‘Jail Inmate’, ‘Pa-
role’, ‘Pretrial Defendant’, ‘Prison Inmate’, ‘Probation’ or ‘Residen-
tial Program’)

3https://www.kaggle.com/danofer/compass

https://www.kaggle.com/danofer/compass
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MaritalStatus marital status of the person (categorical: ‘Divorced’, ‘Mar-
ried’, ‘Separated’, ‘Significant Other’, ‘Single’, ‘Unknown’ or ‘Wid-
owed’)

ScreeningDate date on which the data has been collected

TestedRisk risk of violence, risk of recidivism or risk of failure to appear
(categorical)

RawScore result number obtained from COMPAS (numeric: ≤ 0)

DecileScore decile of the result number (numeric)

ScoreText text / description of the obtained score (categorical: ‘High’,
‘Low’, ‘Medium’ or ‘N/A’)

4.1.3 Human Resources DataSet
The Human Resources DataSet4 has 300 rows and was created by Drs.

Rich Huebner and Carla Patalano to accompany a case study designed for
graduate students studying metrics, measurement, and analytics.

The columns I considered in my examples are:

employee_name employee’s full name

empID employee ID is unique to each employee (numeric)

deptID department ID code that matches the department the employee
works in (numeric: from 1 to 6)

department name of the department that the person works in (categori-
cal: ‘Admin Offices’, ‘Executive Office’, ‘IT/IS’, ‘Production’, ‘Sales’
or ‘Software Engineering’)

payrate person’s hourly pay rate (numeric: from 14 to 80)

position text name/title of the position the person has (categorical: ‘Ac-
countant I’, ‘Administrative Assistant’, ‘Area Sales Manager’, ‘BI
Developer’, ‘BI Director’, ‘CIO’, ‘Data Analyst’, ‘Data Architect’,
‘Database Administrator’, ‘Director of Operations’, ‘Director of Sales’,
‘Enterprise Architect’, ‘IT Director’, ‘IT Manager - DB’, ‘IT Manager
- Infra’, ‘IT Manager - Support’, ‘IT Support’, ‘Network Engineer’,
‘President & CEO’, ‘Principal Data Architect’, ‘Production Manager’,

4https://www.kaggle.com/rhuebner/human-resources-data-set

https://www.kaggle.com/rhuebner/human-resources-data-set
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‘Production Technician I’, ‘Production Technician II’, ‘Sales Man-
ager’, ‘Senior BI Developer’, ‘Shared Services Manager’, ‘Software
Engineer’, ‘Software Engineering Manager’, ‘Sr. Accountant’, ‘Sr.
DBA’ or ‘Sr. Network Engineer’)

state state that the person lives in (categorical: ‘AL’, ‘AZ’, ‘CA’, ‘CO’,
‘CT’, ‘FL’, ‘GA’, ‘ID’, ‘IN’, ‘KY’, ‘MA’, ‘ME’, ‘MT’, ‘NC’, ‘ND’,
‘NH’, ‘NV’, ‘NY’, ‘OH’, ‘OR’, ‘PA’, ‘RI’, ‘TN’, ‘TX’, ‘UT’, ‘VA’, ‘VT’
or ‘WA’)

zip zip code for the employee (numeric)

dateOfBirth date of birth for the employee

sex employee’s sex (categorical: ‘M’ - male or ‘F’ - female)

maritalDesc marital status of the person (categorical: ‘Divorced’, ‘Single’,
‘Widowed’, ‘Separated’, ‘Married’)

citizenDesc label for whether the person is a Citizen or Eligible NonCiti-
zen (categorical: ‘Eligible NonCitizen’, ‘Non-Citizen’ or ‘US Citizen’)

hispanicLatino yes or no field for whether the employee is Hispan-
ic/Latino (binary)

raceDesc description/text of the race the person identifies with (categor-
ical: ‘American Indian or Alaska Native’, ‘Asian’, ‘Black or African
American’, ‘Hispanic’, ‘Two or more races’ or ‘White’)

dateOfHire date the person was hired

termReason text reason / description for why the person was termi-
nated (categorical: ‘NULL’, ‘Another position’, ‘attendance’, ‘career
change’, ‘gross misconduct’, ‘hours’, ‘maternity leave - did not return’,
‘medical issues’, ‘military’, ‘more money’, ‘N/A - Has not started yet’,
‘N/A - still employed’, ‘no-call, no-show’, ‘performance’, ‘relocation
out of area’, ‘retiring’, ‘return to school’, ‘unhappy’)

employmentStatus description/category of the person’s employment
status -anyone currently working full time is ‘Active’- (categorical:
‘Active’, ‘Future Start’, ‘Leave of Absence’, ‘Terminated for Cause’,
‘Voluntarily Terminated’)

managerName name of the person’s immediate manager
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Table 4.4: Input tuples of the methods and semantics comparisons shown in
Figure 4.1

sex age race studytime
F 18 White 3
M 20 White 1
F 18 Black 3

Table 4.5: Input tuples of the methods and semantics comparisons shown in
Figure 4.2

Sex MaritalStatus ScreeningDate
Female Married 2013-03-08
Male Single 2013-04-12
Male Married 2013-05-28
Male Divorced 2013-07-23
Male Single 2014-02-11

recruitmentSource name of the recruitment source where the employee
was recruited from (categorical: ‘Billboard’, ‘Careerbuilder’, ‘Com-
pany Intranet - Partner’, ‘Diversity Job Fair’, ‘Employee Referral’,
‘Glassdoor’, ‘Indeed’, ‘Information Session’, ‘Internet Search’, ‘MBTA
ads’, ‘Monster.com’, ‘Newspager/Magazine’, ‘On-campus Recruiting’,
‘On-line Web application’, ‘Other’, ‘Pay Per Click’, ‘Pay Per Click -
Google’, ‘Professional Society’, ‘Search Engine - Google Bing Yahoo’,
‘Social Networks - Facebook Twitter etc’, ‘Vendor Referral’, ‘Website
Banner Ads’ or ‘Word of Mouth’)

performanceScore performance Score text/category (categorical: ‘Fully
Meets’, ‘Needs Improvement’, ‘PIP’, ‘Exceeds’)

4.2 Methods and Semantics comparison
Figures 4.1 on the next page and 4.2 on page 84 show the comparison

of the performances obtained from the execution of the program using all
the methods and semantics. The PDF files returned from these executions
can be found in the “Semantics example” folder of the git repository.

In particular, the graphs in Figure 4.1 are obtained having as input
the tuples in Table 4.4, extracted from the ‘Student Grade Prediction’

https://github.com/Patrizia28/NewQRE
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(a) Time needed to produce the result (b) Height of the important node farthest
from the root

(c) Number of important nodes used in
the query construction

(d) Total number of conditions in the resul-
tant query WHERE clause

Figure 4.1: Bar charts with comparisons of the performances obtained from
several executions of the program giving as input the tuples in
Table 4.4
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(a) Time needed to produce the result (b) Height of the important node farthest
from the root

(c) Number of important nodes used in
the query construction

(d) Total number of conditions in the resul-
tant query WHERE clause

Figure 4.2: Bar charts with comparisons of the performances obtained from
several executions of the program giving as input the tuples in
Table 4.5
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database, which has 395 tuples and 25 columns. The number of matching
tuples is 10: 7 belonging to the first tupleset, the one related to the first
input tuple, 1 belonging to the second tupleset and 2 to the third. The
graphs in the second figure, instead, are obtained from several executions
of the algorithm with the tuples in Table 4.5 as input. These tuples are
taken from the ‘violence’ table of the ‘COMPAS Recidivism Racial Bias’
database, which contains 20281 tuples and 15 columns. The matching
tuples are 59 and each tupleset contains on average 11 tuples.

The performances are highly influenced by the number of tuples and
columns of the database, the number of tuples and columns of the input
and also by the number of tuples in each tupleset, and, as a consequence,
by the number of matchings. In general, we can conclude that the a-priori
methods (random and cluster) take much less time w.r.t. the a-posteriori
(most important node first and minimum depth node first) ones, due to the
fact that the latter build the tree with a higher number of positives and
then each node needs to be analysed to choose the most important ones.
Moreover, in a-priori approaches, a higher number of nodes is selected
and the height of the node farthest from the root is generally higher.
As a consequence, also the number of conditions in the WHERE clause of
the retrieved queries is higher. These differences between a-priori and
a-posteriori methods increase as the number of matchings and the number
of tuples in the database increase.

Note that the semantics that consider the biggest number of tuples
(like ‘half’ and ‘75%’) take higher time to produce the result and have a
higher max node height and a higher number of selected nodes because
they need to process a higher number of selected tuples and the probability
that the tuples are in different leaves increases. The ‘one’ and ‘k = 2’ are
the semantics that take less time to execute and retrieve a smaller number
of conditions w.r.t. the others.

If, as in our case, the user goal is to find explanations of the input
data, the best method is the one retrieving queries with small number of
conditions, as in a-posteriori approaches with ‘one’ or ‘k=2’ semantics.

4.3 Quantity of selected tuples comparison
Now I consider the Table 4.6, which contains a set of tuples taken from

the ‘Human Resources DataSet’ and I give it as input to my program, which
executes several times using ‘at-least-one k (input) tuples’ semantics each
time choosing a different k. In this way, I want to analyse the behaviour
of the performances as k changes.
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Table 4.6: Input tuples of the quantity of selected tuples comparisons shown
in Figure 4.5

sex maritaldesc racedesc
F Divorced White
M Single Asian
F Single Asian

As already explained in the previous chapters, k is the number of
tuples selected in each tupleset and goes from 1, as at least one tuple of
each tupleset must be considered in order to have a consistent result, to
infinite, but it is meaningful only in the interval between 1 and the number
of tuples contained in the greatest tupleset. For example, the matching
tuples retrieved from the execution of the input in Table 4.6 retrieves 24
matchings, divided into 3 tuplesets with, respectively, of 10, 8 and 6 tuples.
In Figure 4.3 there are three graphs representing the number of tuples
selected in each tupleset based on the value of k. As we can see, if we
choose k = 15, the number of tuples selected is the same as if k was equal
to 10.

The total number of tuples selected among the matching ones, which is
equal to the sum of tuples selected from each tupleset, is shown in Figure
4.4.

I executed the program with the four methods (a-priori random, a-priori
cluster, a-posteriori most, a-posteriori min) for every k in the range of 1 to
15. The returned PDF file can be found in the “SelectedTuples example”
in the git repository and the obtained performances are shown in Figure
4.5 on page 88.

In Figure 4.5a it is shown how the execution time changes as k grows.
The two a-priori methods take more or less the same time and it remains
almost constant. In the a-posteriori methods, instead, the time grows as
k increases; note that the time of the method ‘most’ grows much faster
than the one in ‘min’. This happens because the execution time is mainly
influenced by the complexity of the tree construction and the leaf nodes
selection.

Looking at the other three graphs, i.e. 4.5b, 4.5c and 4.5d the most
interesting thing is that the ‘min’ and ‘most’ methods have the same
number of selected nodes, max height of important nodes and number of
conditions, and all these parameters remain constant with the increasing
of k. This happens because in the ‘most’ and ‘min’ methods, the tree is

https://github.com/Patrizia28/NewQRE
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Figure 4.3: Number of tuples selected from each tupleset based on the increas-
ing value of k

Figure 4.4: Number of matching tuples selected changing with the increasing
of k
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(a) Time needed to produce the result (b) Height of the important node farthest
from the root

(c) Number of important nodes used in
the query construction

(d) Total number of conditions in the resul-
tant query WHERE clause

Figure 4.5: Graphs showing the comparisons of the performances obtained
from changing the number of selected tuples in the executions of
the program having as input the tuples in Table 4.6
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Figure 4.6: Tree example

build considering all the matching tuples, and then they generate the same
decision tree. Sometimes, as in this case, all the matching tuples are in the
nodes that must necessarily be selected, and then, changing the number of
selected tuples does not make any difference in the result.

To better explain this concept, consider the tree in Figure 4.6 and
assume that all the matching tuples are those in the orange nodes. Also
suppose that t1, t2 and t3 belong to the tupleset 1 and t4, t5 and t6 belong
to tupleset 2. In this case, both nodes N2 and N4 must be selected, not
only in case k = 1, but also when k = 2, k = 3 and so on. If k = 1, the
considered nodes contain the selected tuples as well as other matching
tuples that do not need to be selected.

4.4 Input types comparison
In addition to the semantics and methods comparisons, it could be

interesting to also compare the types of input. An example in which the
same input is given to the program in different formats (i.e. the query that
return the set of tuples T , T and T without the attributes names) is found
in the “Input example” folder of the git repository.
The main differences among them are based on execution time, maximum
number of queries that can be found and accuracy of the retrieved queries.

The time needed to find the result is higher in the ‘tuples without
attributes’ as a mapping table must be built and, for each combination of
possible attributes names, the considered tuples must be selected and then
the tree is created. The fastest input type is the ‘query’ one, as it doesn’t
even need to select the tuples to consider in the tree construction.

https://github.com/Patrizia28/NewQRE
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Table 4.7: In this table the characteristics of the different input types are
compared: time, maximum number of queries that could be found
with my program and accuracy.

Input type Time Queries Accuracy
query low 1 high

tuples with attributes medium ≈ 25 + k medium
tuples without attributes high ≈ (25 + k) ∗m low

Regarding the accuracy, as explained in Section 3.3, the queries retrieved
using the ‘query’ input type are strong IEQs, the program knows exactly
which tuples to consider in the tree building. Using ‘tuples with attributes’,
instead, we can find only weak IEQs. Moreover, with ‘tuples without
attributes’ we don’t even know the attributes name, so the uncertainty is
higher.

The maximum number of queries that could be found with my program
mainly depends on the input format and on the number of mappings m.
For the input type ‘query’ we can only retrieve one query, as we don’t
need to select the tuples and only one tree is built. ‘Tuples with attributes’
allows to execute six semantics, each of them can use four methods and
one selecting all the tuples. Furthermore there is the possibility for the
user to choose k, i.e. the exact number of tuples to consider. k must
be an integer and could be between 1 and infinite, but it is meaningful
only for values included in the interval from 1 to the number of tuples
contained in the bigger tupleset. With the other input format we can find
m times more tuples than in the ‘tuples with attributes names’, defining
m as the number of possible combination of columns names retrieved from
the mapping table, in other words the number of mappings.

A brief summary of the characteristics of each input type is shown in
Table 4.7.
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Future Works

My work aimed at finding distinctive characteristics of a set of tuples
w.r.t. the entire database from which they where extracted, in order to find
some explanations. These explanations not only could be used to retrieve
possible unethical relationships among the provided data, but could also
be useful in many other practical situations. For this reason I think it
is important to enhance my program with new features that allows the
program to become more efficient and effective.

In this chapter I will list some ideas to extend my work.

5.1 Aggregation functions
A possible improvement could be to adapt the algorithm in such a

way as to recognize queries containing aggregation attributes, i.e. those
columns obtained applying some function to the database attributes such
as AVG, SUM, MAX, MIN, COUNT. I previously mentioned this type of queries
in Section 2.4.2 on page 30.

To be honest, I have already started studying this problem and I
began to implement the algorithm proposed by Tan et al.[7], so that it
can be, with some changes, integrated to my program. A sketch of this
implementation, not finished yet, can be found in the branch ‘aggregation’
of my git repository.

5.2 Complex database schemas
In my algorithm I assumed that the considered database was composed

of only one table, but very often it is not. So it could be interesting to
enable my program to handle complex JOIN and UNION operation, i.e. to
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add the ability of finding queries that contain more than one table in the
FROM clause.

5.3 NoSQL databases
The most common databases are the relational ones, also called SQL

databases. However, the use of non relational databases, also known as
NoSQL DBs, is growing, due to their flexibility and scalability, qualities
highly appreciated in the field of big data.

For this reason, it could be useful to extend my program in such a way
as it can execute using other types of databases and, consequently, query
languages, such as XML, MongoDBs, Cassandra. . .

5.4 Impurity
In my algorithm the user can choose the maximum height of the tree.

Limiting the tree, I reduce the purity of the output, as extra queries are
provided by the execution of the resultant queries.

Another way to retrieve approximate queries is to cut the parts of the
tree that are not very useful, i.e. those branches that contain an irrelevant
number of selected tuples. This technique is called branch pruning and
could increase the output impurity, as the resultant queries will return less
tuples than the input.
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Code and Algorithms

In this Appendix we will show some Python code of the a-priori ap-
proaches described in Section 3.7.

A.1 A-priori random method

Code Block A.1: Random free tuples selection
1 def random_selection ( matching_tuples ):
2 ’’’This function takes as input the DataFrame

containing the matching tuples and return a
DataFrame with the selected tuples and the
positive tuples ’’’

3

4 positive_tuples = pd. DataFrame ()
5

6 # for each tupleset
7 for tupleset_id in matching_tuples . tupleset .

unique ():
8 tupleset = matching_tuples .query(" tupleset

== @tupleset_id ")
9 selected_tuple = pd. DataFrame ()

10

11 # if the tuples of the tupleset are
positive , add them to positive_tuples

12 elif tupleset .iloc [0][ ’isfree ’] == 0:
13 positive_tuples = pd.concat ([

positive_tuples , tupleset ], axis =
0)
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14

15 # if k tuples must be selected , then k
tuples are randomly selected and added
to positive_tuples

16 else:
17 try:
18 for k in range(int( tupleset .iloc

[0][ ’isfree ’])):
19 random_number = randint (0, len

( tupleset ) -1)
20 selected_tuple = tupleset .iloc

[[ random_number ]]
21 positive_tuples = pd.concat ([

positive_tuples ,
selected_tuple ], axis = 0)

22 # delete the selected tuple so
as it cannot be chosen

twice
23 tupleset .drop(index = tupleset

.index [[ random_number ]],
inplace = True)

24

25 except:
26 print(’Not enough tuples can be

selected by random method.’)
27

28 return positive_tuples

A.2 A-priori cluster method

Code Block A.2: Cluster free tuples selection
1 def knee_extractor ( matching_tuples ):
2 ’’’This function use the Elbow method to

determine the optimal number of clusters ’’’
3

4 sum_of_squared_distances = []
5 clusters = range (1, 11)
6 try:
7 for k in clusters :
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8 km = KMeans( n_clusters =k).fit(
matching_tuples )

9 sum_of_squared_distances .append(km.
inertia_ )

10

11 # De - comment to print the ’Elbow ’ plot
12 #plt.plot(clusters ,

sum_of_squared_distances , ’bx -’)
13 #plt.xlabel(’k ’)
14 #plt.ylabel(’ Sum_of_squared_distances ’)
15 #plt.title(’Elbow Method For Optimal k ’)
16 #plt.show ()
17

18 best_k = KneeLocator (clusters ,
sum_of_squared_distances , curve=’convex
’, direction =’decreasing ’)

19

20 except ValueError :
21 return 2
22

23 return best_k.knee
24

25

26 def cluster_selection ( matching_tuples ):
27 ’’’This function takes as input the DataFrame

containing the matching tuples and return a
DataFrame with the selected tuples and the
positive tuples ’’’

28

29 n_clusters = knee_extractor ( matching_tuples )
30

31 kmeans = KMeans( n_clusters = n_clusters ).fit(
matching_tuples )

32

33 matching_tuples [’cluster ’] = kmeans. labels_
34

35 # all the positive tuples , i.e. not free , are
added to positive_tuples and deleted to
matching_tuples

36 positive_tuples = pd. DataFrame ()
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37 not_free_tuples = matching_tuples [
matching_tuples .isfree == 0]

38 positive_tuples = pd.concat ([ positive_tuples ,
not_free_tuples ], axis =0)

39 matching_tuples = matching_tuples [
matching_tuples .isfree != 0]

40

41 while matching_tuples .shape [0]:
42 # takes the bigger cluster
43 bigger_cluster = matching_tuples . cluster .

mode ().values [0]
44 bigger_cluster_tuples = matching_tuples [(

matching_tuples . cluster ==
bigger_cluster )]

45 matching_tuples = matching_tuples [
matching_tuples . cluster !=
bigger_cluster ]

46

47 for set in bigger_cluster_tuples . tupleset .
unique ():

48 rows = bigger_cluster_tuples [
bigger_cluster_tuples . tupleset ==
set]

49 temp_rows = rows.drop(axis =1, columns
=[" cluster "])

50 try:
51 for k in range(int(rows.iloc [0][ ’

isfree ’])):
52 closest =

pairwise_distances_argmin (
kmeans. cluster_centers_ ,
temp_rows )

53 selected_tuple = rows.iloc [[
closest [ bigger_cluster ]]]

54 positive_tuples = pd.concat ([
positive_tuples ,
selected_tuple ], axis =0)

55 temp_rows .drop(index =
temp_rows .index [[ closest [
bigger_cluster ]]], inplace
= True)
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56

57 matching_tuples = matching_tuples [
matching_tuples . tupleset != set
]

58 except:
59 print(’Not enough tuples can be

selected by cluster method.’)
60

61 return positive_tuples





Appendix B

Output PDF examples

In the following pages, I provide two examples of the output file returned
by the execution of the program.

99



100 Appendix B. Output PDF examples

Figure B.1: First output file example

Date: 24/03/2020         Time: 13:57:23

Input format: from Excel table with attributes names

Method: compare all methods

Semantic: at-least-one one tuple

Max depth selected: no limit

Input: 3 tuples x 3 columns

Database: 395 tuples x 27 columns

Input tuples: 

age school traveltime

16 GP 4

15 GP 4

18 MS 4

Number of matchings: 5 tuples

Number of tuples per tupleset: [1, 3, 1]

Average tuples per tupleset: 1.67

Performances:

Method Time Purity Max height Important nodes

a-priori random 2.112643 s 100% 3 nodes 2

a-priori cluster 2.228414 s 100% 2 nodes 1

a-post most impo 2.57078 s 100% 3 nodes 2

a-post min depth 2.46781 s 100% 3 nodes 2

Queries:

A-priori random method: 
SELECT age, school, traveltime 
FROM grade_prediction.students 
WHERE traveltime > 3.5 AND age > 16.5 AND id > 352.0 OR traveltime > 3.5 AND age <= 16.5 

A-priori cluster method: 
SELECT age, school, traveltime 
FROM grade_prediction.students 
WHERE traveltime > 3.5 AND sex = 'F' 

A-posteriori most important node first method: 
SELECT age, school, traveltime 
FROM grade_prediction.students 
WHERE traveltime > 3.5 AND age <= 16.5 OR school != 'GP' AND traveltime > 3.5 AND age > 16.5 
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A-posteriori minumum depth node first method: 
SELECT age, school, traveltime 
FROM grade_prediction.students 
WHERE traveltime > 3.5 AND id <= 157.5 OR traveltime > 3.5 AND id > 352.0 

A-priori random method: 

A-priori cluster method: 
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A-posteriori most important node first method: 

A-posteriori minumum depth node first method: 
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Figure B.2: Second output file example

Date: 24/03/2020         Time: 17:51:01

Input format: from Excel table with attributes names

Method: a-posteriori most important node

Semantic: compare semantics

k: 2

Max depth selected: no limit

Input: 3 tuples x 4 columns

Database: 395 tuples x 27 columns

Input tuples: 

age race sex studytime

18 White F 3

20 White M 1

18 Black F 3

Number of matchings: 10 tuples

Number of tuples per tupleset: [7, 1, 2]

Average tuples per tupleset: 3.33

Performances:

Semantics Time Purity Max height Important nodes

alo - one 2.960254 s 100% 2 nodes 1

alo - all 2.357406 s 100% 7 nodes 5

exactly-k 3.006624 s 100% 6 nodes 3

50% 10.571882 s 100% 6 nodes 3

25% 4.465201 s 100% 6 nodes 3

75% 11.419908 s 100% 6 nodes 4

k input 4.866179 s 100% 6 nodes 3

random 4.590614 s 100% 6 nodes 3

Queries:

at-least-one one tuple: 
SELECT age, race, sex, studytime 
FROM grade_prediction.students 
WHERE g1 > 17.5 AND age > 17.5 

at-least-one all tuples selected: 
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SELECT age, race, sex, studytime 
FROM grade_prediction.students 
WHERE g1 > 17.5 AND age > 17.5 OR g1 <= 17.5 AND age > 17.5 AND mjob != 'teacher' AND
reason = 'other' AND g3 > 10.5 AND studytime > 2.5 OR internet = 'no' AND g1 <= 17.5 AND age >
17.5 AND id > 346.5 AND g3 <= 10.5 AND studytime > 2.5 AND studytime <= 3.5 OR g1 <= 17.5
AND age > 17.5 AND id <= 346.5 AND g3 <= 10.5 AND studytime > 2.5 AND studytime <= 3.5 OR
g1 <= 17.5 AND age > 17.5 AND studytime <= 2.5 AND g3 > 17.5 

exactly-k tuples: 
SELECT age, race, sex, studytime 
FROM grade_prediction.students 
WHERE g1 > 17.5 AND age > 17.5 OR g1 <= 17.5 AND age > 17.5 AND studytime <= 2.5 AND g3 >
17.5 OR g1 <= 17.5 AND age > 17.5 AND id <= 346.5 AND studytime > 2.5 AND studytime <= 3.5
AND g2 <= 10.5 

at-least-one 50% tuples: 
SELECT age, race, sex, studytime 
FROM grade_prediction.students 
WHERE g1 <= 17.5 AND age > 17.5 AND health <= 4.5 AND g3 <= 10.5 AND studytime > 2.5 AND
studytime <= 3.5 OR g1 <= 17.5 AND age > 17.5 AND studytime <= 2.5 AND g3 > 17.5 OR g1 > 17.5
AND age > 17.5 

at-least-one 25% tuples: 
SELECT age, race, sex, studytime 
FROM grade_prediction.students 
WHERE g1 > 17.5 AND age > 17.5 OR g1 <= 17.5 AND age > 17.5 AND health <= 4.5 AND
studytime > 2.5 AND studytime <= 3.5 AND g2 <= 10.5 OR g1 <= 17.5 AND age > 17.5 AND
studytime <= 2.5 AND g3 > 17.5 

at-least-one 75% tuples: 
SELECT age, race, sex, studytime 
FROM grade_prediction.students 
WHERE g1 <= 17.5 AND age > 17.5 AND health <= 4.5 AND g3 <= 10.5 AND studytime > 2.5 AND
studytime <= 3.5 OR g1 <= 17.5 AND age > 17.5 AND id > 342.5 AND health <= 1.5 AND g3 > 10.5
AND studytime > 2.5 OR g1 <= 17.5 AND age > 17.5 AND studytime <= 2.5 AND g3 > 17.5 OR g1 >
17.5 AND age > 17.5 

at-least-one k tuples (k da input): 
SELECT age, race, sex, studytime 
FROM grade_prediction.students 
WHERE g1 > 17.5 AND age > 17.5 OR g1 <= 17.5 AND age > 17.5 AND studytime <= 2.5 AND g3 >
17.5 OR g1 <= 17.5 AND age > 17.5 AND id <= 346.5 AND studytime > 2.5 AND studytime <= 3.5
AND g2 <= 10.5 

at-least-one random: 
SELECT age, race, sex, studytime 
FROM grade_prediction.students 
WHERE g1 <= 17.5 AND age > 17.5 AND health <= 4.5 AND g3 <= 10.5 AND studytime > 2.5 AND
studytime <= 3.5 OR g1 <= 17.5 AND age > 17.5 AND studytime <= 2.5 AND g3 > 17.5 OR g1 > 17.5
AND age > 17.5 
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at-least-one one tuple: 

at-least-one all tuples selected: 
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exactly-k tuples: 

at-least-one 50% tuples: 
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at-least-one 25% tuples: 

at-least-one 75% tuples: 
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at-least-one k tuples (k da input): 

random:



Acronyms

ALO At Least One

ASM Attribute Selection Measure

DB DataBase

DBMS DataBase Management System

ECL Ethical CheckList

EXPLORER EXPLanation Oriented query Reverse EngineeRing

IEQ Instance Equivalent Queries

OHE One Hot Encoding

PDF Portable Document Format

QBE Query By Example

QBO Query By Output

QFE Query From Example

QRE Query Reverse Engineering

SPJ Select Project Join

SQL Structured Query Language

REJQ Reverse Engineering Join Queries

UTC Cordinated Universal Time

WCSS Within Clusters Sum of Squares
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