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Chapter 1

Introduction

1.1 Motivation

The following essay was written with the objective of collecting and compar-
ing different dialogue system architectures, focusing in particular on task-
oriented conversational agents based on Memory Networks models. In ad-
dition, this essay aimed to serve as a theoretical background for the imple-
mentation of one of the analyzed Memory Network architecture, in order to
create a properly functional task-oriented dialogue system.

From an academical point of view, this particular class of models offered
an interesting application of Machine Learning techniques to a relevant field
of the Natural Language Processing (NLP) discipline. Furthermore, as de-
scribed in the essay, understanding how to practically implement one of
these models in the TensorFlow framework proved to be not only a techni-
cal challenge, but also an opportunity to deepen my knowledge on the topic
and to improve my technical skills.

The theoretical field of conversational agents has been thriving in the
past decade, leveraging both the academical and the commercial interest
in the automation of dialogue between human beings and artificial agents.
Studying and analyzing different contributions on Memory Network based
conversational agents allowed me to notice how common themes and ideas
were progressively shared and developed over the last years, and how this
category of models were successfully applied on real life scenarios.

1.2 Objectives

Since many models have been theorized and implemented, this essay firstly
aims to provide a solid theoretical background for identifying the different
currents of thought beyond the definition and technical implementation of
conversational agents based on Memory Networks; secondly, it aims to show
and compare the different proposed methods for evaluating the conversa-



tional agents’ performances, aside from the specific architectures employed;
finally, this essay aims to show the more practical and technical aspects of
implementing one of the latest proposed memory Networks based architec-
tures in the TensorFlow 2.0 framework.

1.3 Document structure

Chapter 2 offers an explanation over the concept of conversational agents,
focusing in particular over task-oriented dialogue systems.

Chapter 3 produces an analysis on different possible technique for evaluating
the performances of both open and closed domain conversational agents.
Chapter 4 provides a theoretical background on the most relevant topics
regarding Memory Networks and more basic components, along with more
advanced architectures and their respective performances.

Chapter 5 describes the challenges and the practical design choices in the
implementation process of one of the architecture described in Chapter 4,
while Chapter 6 shows details about the training process and the results.
Chapter 7 offers some conclusive insights about the essay.



Chapter 2

Introduction on
Conversational Agents

2.1 Conversational Agents

Following the definition provided by Daniel Jurafsky and James H. Martin
[1], a conversational agent, also known as dialogue system, is a computer
program that is capable of communicating with human users through the
employment of natural language. In particular, conversational agents can
be broadly divided into two different classes: task-oriented dialogue sys-
tems and open-domain dialogue systems, also commonly defined as chat-
bots. While Jurafsky clearly states that chatbots are to be considered more
general in their purpose than task-oriented dialogue systems, it has become
common in the scientific literature on the topic to classify closed domain
conversational agents as chatbots: in this essay, in order to align with differ-
ent authors whose work will be discussed in future sections, the term chatbot
will be used to indicate a general conversational agent: its domain of appli-
cation will clarify whether the chatbot has to be considered task-oriented or
not.
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Figure 2.1: Basic structure of a conversational agent

From an architectural point of view, conversational agents are tradition-
ally structured by six main components, which operate sequentially in order
to properly respond to the requests of a human user: an Automatic Speech
Recognition module (ASR) translates the user’s requests from speech to
textual form; if the user directly communicates with the dialogue system
through a textual input, of course, this initial processing phase is skipped.
The text from the user is then fed to a Natural Language Understanding
component (NLU) : the user’s sentences are analyzed from a syntactical
point of view, and different slots of information are extracted. A Dialogue
State Tracker and a Dialogue Policy modules than proceed to identify the
current state of the dialogue and to act accordingly to it, by selecting the
most appropriate response that the system should give to the user; a Natural
Language Generation (NLG) module is then utilized to practically produce
the textual output chosen by the system. The last component, whether
requested by the conversational agent’s contest of application, is a Text to
Speech module (TTS), which translate the response of the system to an
actual vocal representation. Figure 2.1 shows schematically the global ar-
chitecture of a conversational agent, demonstrating the connections between
the different components.

The six components described above are capable to provide a good sum-
mary of all the capabilities that a proper conversational agents should pos-
sess: it is important to emphasize, though, that with the advance of machine
learning techniques the boundaries of these components have become pro-
gressively blurred, leading to a category of architectures that rely on a sin-
gle training operation for all the different components, which are commonly
united in their implementation (as described in the Sequence to Sequence
models, Section 4.1.2).



This essay will focus on the implementation of task-oriented conversa-
tional agents based on a particular set of Machine Learning models known
as Memory Networks: both of these topics will be properly discussed in the
next sections.

2.2 Task-oriented Conversational Agents

As explained in the previous section, one of the most straight-forward dis-
tinctions between different types of dialogue systems is the definition of
their domain of operation: when a dialogue system has the objective of
helping a user accomplish a specific task (such as a restaurant reservation,
a schedule arrangement, etc.) the system is defined as ”close-domain” or
”task-oriented”, since it aims to reach a single specific objective by following
the desires and indications of the human user, while operating in a limited
lexical context and in a limited amount of dialogue iterations.

When interacting with a task-oriented dialogue system, the user should
be aware that his requests must fall inside a specific set of possible demands:
following the perspective dictated by cooperative principle introduced by
Grice[2], in fact, the user should be careful to respect the so called ”maxim
of relation”, by keeping his conversation relevant to a specific set of sce-
narios. From an architectural point of view, task-oriented dialogue systems
are generally less convoluted than open-domain ones, as they operate in
a smaller verbal context and must be prepared to perform only a single
predetermined task.

In particular, one of the main peculiar characteristics of task-oriented
dialogue systems is the possibility of clearly define if the system has reached
its main goal: the user, at the conclusion of his conversation with the dia-
logue agent, has either accomplished his task or hasn’t received the correct
response from the conversational agent. Another common feature of task-
oriented dialogues systems, also shared with open-domain ones, is the ne-
cessity of interacting with an external knowledge base in order to efficiently
serve the user: it’s not unusual for dialogue systems to perform queries over
an outside dataset, by following parameters introduced by the user, and
then reason over the obtained results to produce a suitable output; in many
scenarios, the keywords used in the aforementioned queries could be even
Out-Of-Vocabolary (OOV) words, forcing the system to directly copying the
information from the user’s input.

This necessity of a better integration with external database has lead to
an increased interest in Memory Networks, a particularly suitable models
for this objective: as better described in Section 4.1.4, Memory Networks
were originally designed with the specific intent of allowing a learning model
to gather information from long-term memory components; when applied in
a NLP scenario, Memory Networks could be employed to allow a conver-



sational agent to directly refer to single words provided by the user during
a dialogue, and thus leveraging without any alterations specific keywords
provided by the user to access, for example, an external knowledge base.

2.3 Related Works on Conversational Systems

Here I provide a list of similar works which collect different views and tech-
niques around conversational agents in particular.

The Rise of Bots: A Survey of Conversational Interfaces, Patterns, and
Paradigms [3] is an interesting essay in which the authors define a new
possible taxonomy for autonomous conversational agents: after considering
the pervasiveness of mobile devices in our everyday life, they propose a new
category of chatbots aimed to functionally replace mobile applications by
a direct integration with instant messaging platforms. ”Botplications”, as
they called them, should leverage both the familiarity and the enhanced Ul
of messaging platforms to perform tasks for the user by receiving textual
commands, while keeping a history of precedent requests. In this particular
vision, which is surely aware of its time, chatbots are limited from a NLP
perspective and more focused on providing a simple, accessible, centralized
command center for performing various tasks for the user. In this case,
the technology is strictly connected to the APIs provided by the messaging
application for both users and developers.

Survey on Chatbot Design Techniques in Speech Conversation Systems
(2015) [4] is a survey very similar in its intent to this essay: a comparison
of different design techniques of chatbots over the last decades. To select
the most notable chatbots and their corresponding design techniques, the
authors considered the yearly winners of the Loebner Prize, a formal im-
plementation of the Turing test. It’s interesting to notice how the paper
shows that more traditional techniques as AIML and SQL, while winning
the Loebner competition, have been replaced by more flexible techniques in
the latest years (up to 2013, as considered by the paper). Unfortunately
it is not really up-to-date in terms of the current design trends: still, this
survey can offer an interesting perspective on more traditional approaches
in designing conversational agents.
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Figure 2.2: Seq2Seq: one of the most common architectures

Modern Chatbot Systems: A technical review [5] is a survey that is cer-
tainly more specific from a technical point of view, and thus it can prove itself
very useful: it covers chatbots both from an architectural and an evaluation
point of view. While conversational agents are classified following standard
criteria, a particular interest is posed towards LSTMs in Seq2Seq models.
This survey also offers an interesting point of view in the performance eval-
uation of the chatbots: human evaluation is still considered crucial, since
automated evaluation is felt distant from human judgement, remarking the
more translation-oriented features of established techniques such as BLEU.
The final remarks of the survey are certainly thought-provoking: the authors
state that 90 percent of modern chatbots are similar in terms of architec-
ture and implementation, following the archetypal model based on RNNs
Seq2Seq: even if born for machine translation, this architecture has been
optimally shifted to chatbot implementation for question/answering with
the user. Figure 2.2 provides a schematic view of this common typology of
conversational agents models.
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Figure 2.3: Deep Reinforcement Learning can be a valid alternative in the design of conversational
agents

Survey on Dialogue Systems: Recent Advances and new Frontiers (2018)

[6] is a survey which considers the influence of Deep Learning on conversa-
tional agents development: deep learning allows minimum handcrafting for
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feature representation and response generation, using massive amounts of
data. The author, in fact, starts the survey on the assumption that massive
data from the Web for open-domain chatbot is already available, along with
commercial interest over chatbots, making deep learning techniques partic-
ularly attractive. After a classification between task-oriented and non-task
oriented chatbots, an operative pipeline is proposed for task-oriented ones,
fully integrated with deep learning techniques: both the Sequence to Se-
quence models and the Reinforcement Learning approach are showed and
explained. Figure 2.3 provides a general scheme on the functioning of the
Reinforcement Learning approach, implemented in a Deep learning setting.

A Survey on Dialog Management: Recent Advances and Challenges
(2020) [7] focuses on the usage of deep Reinforcement Learning techniques
when designing task-oriented conversational agents. As shown in the sur-
vey, deep Reinforcement Learning can be employed in the implementation
of a Dialogue Management (DM) policy, which should be capable given the
dialogue history to predict the next dialogue state and to decide the next
action that the conversational agent should take. The authors, in particular,
focuses on resolving common shortcomings of the deep Reinforcement Learn-
ing approach, such as scalability, data scarcity, and training efficiency, by
producing and explaining different technological trends aimed to improve
the deep Reinforcement Learning setting for task-oriented conversational
agents.

11



Chapter 3

Techniques and Challenges
in Evaluating Conversational
Agents

In the following sections I will provide a brief overview of the most notable
and recent trends in evaluating open and closed-domain dialogue systems,
adding some personal insights and comments.

3.1 Evaluating a Conversation: a Complex and
Subjective Operation

Evaluating the performances of a conversational agent is certainly not a
trivial task: this difficulty mainly emerges due to the intrinsic subjectivity
in judging how good an artificially produced conversation actually is. Since
the introduction of the first conversational agents, many possible metrics
have been devised, each one of them usually focusing on a different quali-
tative aspect of the conversation. For example, while BLEU focuses on the
correspondence between n-grams, on the other hand ROUGE is more prone
to the evaluation of summarization tasks (Section 3.4); often supported by a
parallel human evaluation, the more traditional metrics have been recently
criticized, as shown in Section 3.5, and possibly substituted, as described in
Section 3.6.

From a more general perspective, designing a universal and algorithmic
evaluation metric for conversational agents can certainly be considered as
one of the most important and, realistically, most ambitious objective in this
field: since new techniques and architectures are being constantly devised
in this thriving field, it’s notable to see that many researchers, as illustrated
below, have been also focusing on providing the scientific community with
more reliable metrics to test all these new-coming architectures. In the
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following sections, different types of metrics will be illustrated, starting from
the most primitive ones and up to the most recent and innovative ones.

3.2 Human Evaluation

It comes almost naturally that, due to the absence of a universal metric to
establish objectively the quality of a conversational agent, many researchers
and programmers often resolve to use a direct evaluation from human testers
as their primary form of quality assessment of a dialogue system. As for ex-
ample reported by Lokman and Ameedeen [8], who considered a collection
of some recent and notable dialogue systems, human testing is still believed
essential for a reliable evaluation of a conversational agent: by usually tai-
loring the metric to better fit the considered system, humans can directly
provide a positive or negative feedback on their test relationship with the
dialogue system, possibly foreseeing some of the public reactions in case of
a commercial use of the agent. Usually provided with a numerical rating
scale, human testers try to convey their personal feelings towards the quality
of their conversations with the agent: how quality is defined, that is usually
up to the researchers themselves [8].

The flexibility and clear interpretability of this kind of evaluation sys-
tem comes with two main drawbacks: firstly, it’s not always possible for
researchers to have a sufficiently vast and diverse base of human testers to
represent all the possible users that will interact with the dialogue system;
secondly, this kind of evaluation is, of course, extremely subjective and not
automatically reproducible, to the extent that it could also not be consid-
ered as a proper form of evaluation from a scientific point of view, but more
as a sufficiently sound estimate of how the conversational agent will interact
with its future real-world users.

3.3 The Advantage of Task-Oriented Dialogue Sys-
tems

As previously described in Section 2.2, one of the main peculiar feature of
task-oriented dialogue systems is the possibility of understanding whether
their goal has been reached or not: since they are bound to perform a
specific task, close-domain dialogue systems can be judged depending on the
success or failure of the current user in realizing his requests. Apart from
an advantage in a reinforcement learning setting, the concept of operating
a closed domain allow researchers to still evaluate task-oriented dialogue
systems using measures originally designed for machine translation tasks,
such as BLEU, METEOR or ROUGE.

It’s important to notice, though, that the same consideration cannot
be made for open-domain dialogue systems; in addition, researchers have

13



still proposed more reliable metrics also for closed-domain dialogue systems,
as described in Section 3.6: the work of Liu et al. [9] proceeded to be
a turning point in showing how the machine translation metrics (such as
BLEU, METEOR and ROUGE) are not well-fitted to properly evaluate the

performances of the dialogue systems.

3.4 Traditional evaluation metrics: BLEU, ME-
TEOR and ROUGE

Three metrics were introduced to evaluate the correspondence between a
candidate sentence and a reference sentence, all based around the common
concept of precision (the percentage of words from the candidate sentence
can be found in the reference sentence) and recall (the percentage of words
from the reference sentence can be found in the candidate sentence). Pro-
posed by Kishore Papineni in 2002 [10], the Bilingual Evaluation Understudy
(BLEU) is a score used to compare a generated sentence with respect to a
reference one. Originally generated for machine translation tasks, the BLEU
metric score is language independent and relatively inexpensive to evaluate.
BLEU is primarily based around n-grams: the score calculates how many
n-grams of the candidate sentence are equivalent to the n-grams of the ref-
erence correct sentence, without caring for their positioning. In particular,
The complete set of equations for evaluating BLEU accuracy is composed
by the evaluation of the n-gram precision

annzmehyp countiip (ngram)

Pn = (3.1)
" anmmehyp count (ngram)
a brevity penalty
1—|refl/lhypl  if h
B — € I 1 ‘T€f| > ‘ yp| (32)
1, otherwise

where hyp and ref a respectively the candidate and the reference answer,
and the composition between the two terms, applying a geometric average
of the n-grams precision:

N
BLEU = Bexp[z wplogpy] (3.3)

n=1

As shown by the equations, the first core concept around the BLEU met-
rics is thus the modified n-gram precision: a matching between the candidate
and target sentence is performed, only using n-grams instead of single words
(or in the case of uni-grams, still words). In addition, BLEU also adds a
feature called best match lengths: shorter candidates are penalized, since

14



longer sentence can intuitively contain with more probability the correct set
of n-grams from the reference sentence.

METEOR (Metric for Evaluation for Translation with Explicit Order-
ing) [11] was introduced as an improvement from the BLEU metric: instead
of basing itself on the evaluation of precision and recall between a candi-
date and a reference sentence, it utilizes a weighted F-score: the F-score is
evaluated on the largest set of mappings creating an alignment between the
candidate and the reference sentences; a major features of the METEOR
metrics is its flexibility in terms of synonyms: the alignment is first per-
formed by considering exact matches between words, then with WordNet
synonyms. The equation describing the METEOR accuracy is

M = Frean(1 - p) (3.4)

where p is a penalty term which reduces the F),ean term if the candidate
and reference translation are semantically far from each other.

ROUGE (Recall Oriented Understudy for Gisting Evaluation) [12] is
an evaluation metrics mainly focused on automatic summarization tasks.
ROUGE presents itself through different sub-metrics, depending on the
quality needed to be evaluated along the summarization task. ROUGE-
N is based on n-grams like BLEU and METEOR: it evaluates how many
n-grams are corresponding between the candidate and the reference sum-
maries; ROUGE-N can be described by the following equation

ROUGEN _ ZSEReferenceSummaries ngmnes Countmatdl (gram”) (35)

ZSEReferenceSummaries Zg’/‘amn es Count (gramn)

As shown by the equation, ROUGE-N evaluates how many n-grams match
between a candidate summary and a set of reference summaries. Other
possible variants are ROUGE-L and ROUGE-W, which are based on the
Longest Common Sub-sequence between a candidate and target summary,
and ROUGE-W, which similarly considers skip-bigrams, any pair of words
in sentence order even if not contiguous.

3.5 Ciritics to the traditional evaluation metrics

One of the most interesting contribution in the evaluation of conversational
agents was provided by Chia-Wei Liu et al. [9], in a work which criticizes the
traditional metrics of BLEU, METEOR and word-embedding based metrics
in evaluating supervised and unsupervised dialogue systems. By performing
a human evaluation on a set of candidate responses rated by the considered
metrics, this paper showed a considerable distance between these metrics
and human ratings. Of course, even if this paper is based on an empiri-
cal human analysis, it still provides some interesting insights in relation to
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those metrics which have been, at least before this paper, uncritically used
in the evaluation process of dialogue systems: not only BLEU-2 (a relatively
low-level version of BLEU) seems to be less noisy in many tasks, but the tra-
ditional metrics seem to struggle particularly in technical domains, mainly
due to the high diversity of words and context importance.

Nonetheless, the authors clarify that applications in constrained do-
mains, having lower word diversity and being more similar to a machine
translation task, may still benefit from using BLEU as an evaluation met-
ric. Unfortunately, no alternative metrics are proposed to better evaluate
unsupervised dialogue systems: the authors believes that metrics based on
distributed sentence representations can be more promising, since they could
be able to take into account also the context of a sentence. A last interest-
ing remark from the authors is that we may be forced to accept that human
evaluation is always needed along with metrics that can only approximate
human judgments.

From a more general perspective, this paper can be considered as an im-
portant milestone in the discussion over the evaluation methods of dialogue
systems: traditional machine translation metrics are criticized for both their
lack of interpretability and their inability to account for the vast space of
acceptable outputs in a natural conversation. N-gram based metrics such
as BLEU cannot perform well in an open domain context since they are
purely based on word overlapping comparison, and semantically valid re-
sponses may be considered invalid due to their syntactical differences from
an arbitrary ground truth.

3.6 Benchmarks: modern approaches

Many papers have focused on finding a reliable automatic evaluation of non-
goal oriented dialogue systems. This focus on open-domain dialogue systems
evaluation is mainly due not only to the increasingly commercial popularity
of digital assistants, but also on the fact that, as showed by Chia-Wei Liu
et al. [9], open-domain dialogue systems in particular are poorly evaluated
when using more traditional metrics.

A new trend has recently emerged, which is based on the idea of evaluat-
ing dialogue systems by exploiting one or more existing annotated datasets:
generally, a newly introduced metric is validated by confronting its results
alongside a dataset of annotated human ratings (Section 3.6.1); in other
cases, a classifier model is trained on a human-annotated dataset and is
then exported to possibly evaluate instances outside the original dataset
(Section 3.6.2). Common characteristics of this kind of approach are the
arbitrary definition of qualitative labels and the usage of machine learn-
ing models: following this approach, having a human-annotated dataset as
a baseline for new metrics is a proposed solution to the problem exposed

16



by Liu et al.(2016) [9]. The most evident drawbacks, of course, are the
strict dependence on the quality of the original dataset, and the intrinsic
subjectivity of the human annotations on which the dataset is based. It’s
interesting to notice that many of this approaches shift from comparing the
dialogue system responses with the ones provided by humans, as typical of
the most traditional evaluation methods, to actually provide independent
quality classes to evaluate the system’s responses.

On the other hand, more promising solutions tried not to rely on a
starting human-annotated dataset, but to develop a new metric which can
be more extensively applied: that’s the case of RUBER (Section 3.6.3),
more focused on leveraging word embedding semantic information, and of
adversarial evaluation (Section 3.6.4), aimed to exploit the dual setting of
adversarial training.

3.6.1 Validating metrics from annotated datasets

In their paper "On Evaluating and Comparing Conversational Agents”,
Venkatesh et Al. [13] provide an innovative approach in defining the main
components that a good metric for open-domain dialogue systems perfor-
mance should have: firstly, the dialogue systems responses shouldn’t be
compared with the ones provided by humans, since they could still be good
even if syntactically different; at the same time, high-information content
responses should be incentivized, in order to avoid shallow and general an-
swers. Specifically, the authors proposed an ensemble of six different metrics:
Conversational User Experience, Coherence, Engagement, Domain Cover-
age, Topical Depth and Topical Diversity.

While all these metrics are defined mathematically by analyzing differ-
ent qualitative aspects of the dialogue between the user and chatbot, the
authors justified the definition of these metrics by comparing them with the
annotated dataset of ratings from the Alexa competition: in this compe-
tition, users interact with candidate chatbots and rate their conversations,
creating an extensive dataset of human ratings over chatbots dialogues; the
authors used this dataset as a baseline to check the correlation between their
proposed unified metric and the user ratings, obtaining promising results.
Notice how the definition of arbitrary metrics, in this case, is justified by its
comparison with an arbitrary chosen dataset of human annotated ratings.

3.6.2 Classifier based on annotated dataset

In the paper ” Automated Scoring of Chatbot Responses in Conversational
Dialogue”, Yuwono et Al. [14] propose a similar approach to Venkatesh et
Al [13]: the authors decide not to compare the chatbot answers with their
respective human responses, but to classify them independently as either
valid or invalid. In order to train the classifier, different proposed models are
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trained on the labelled dataset of WOCHAT (a workshop on chatbots and
conversational agents). The classification task is performed either through
SVM or RandomForest algorithms, using bag-of-words representation, or
through a Neural Network model (composed by either a CNN or a RNN)
using word embeddings. In this case an independent classifier is trained
to judge whether a dialogue is valid or not, based on a dataset of human
annotated ratings of dialogues: as in the case of Venkatesh et Al[13], this
approach is particularly dependent not only on the dimension and variety
of the dataset, but also on the coherence of the human experts annotations.

3.6.3 RUBER: unsupervised metric

Tao et Al.[15] proposed RUBER (Referenced metric and Unreferenced met-
ric Blended Evaluation Routine), a learnable metric applicable to both gen-
erative and retrieval open-domain dialogue systems, with high correlation
with human annotations. With respect to the metrics discussed in previous
sections, the main advantage of this approach is that it doesn’t depend on
a specific annotated dataset and doesn’t need any form of human annota-
tion satisfaction. Figure 3.1 summarily shows the main concepts behind the
evaluation of the RUBER metric.

Groundtruth
Reply
Referenced
Scorer
Generated Blending [—>»0
Reply Unreferenced | Rl.fBl_.'R
Scorer Metric

Query

Figure 3.1: Overview of the RUBER metric

As stated by the authors, this metric is also language independent and
is showed to provide a high correlation with human judgements. RUBER is
constituted by a combination of two different metrics: a referenced metric,
which is based on the comparison between a candidate sentence and the
ground truth; this comparison is not performed not by word overlapping
information, as in BLEU or METEOR, but by a vector-pooling approach
which summarize the information of both sentence. Notice that this compar-
ison greatly relies on the semantic value of word embeddings: two sentence
could be similar semantically even if the words used differ syntactically, but
convey the same significance. In addition, an un-referenced metric is used:
in this case, RUBER does not refer to a base ground truth; instead, it di-
rectly confronts the sentence provided by the system with the query of the
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user.

Specifically, the metric capture word-level information using a Bidirec-
tional GRU for each of the sentences, concatenating the results and produc-
ing a scalar value through a forward NN: in this case, the query itself is used
to provide information about the validity of the response. Even if currently
focused on a single-turn scenario, not considering previous context in the
dialogue, RUBER seems very flexible: it doesn’t require any human labelled
data and, even if by slightly reducing its performances can be transferred to
others datasets.

3.6.4 Metric based on Adversarial Evaluation

Another recent trend in the evaluation of open-domain dialogue systems
is based on adversarial evaluation: adversarial training is not only used
to create a chatbot capable of providing human-like responses, but also to
create an evaluator capable of understanding whether a sentence has been
produced by a human or not (or, more wisely, if a sentence produce by a
chatbot could be considered valid from a human point of view).

As an example of this trend, Li et Al. [16] followed this concept getting
inspiration from the setting of the Turing test: instead of employing a human
evaluator, a discriminator component in an adversarial setting is used. While
training the generator network to fool the discriminator, the discriminator
is also trained to distinguish human and non-human generated responses.

Unfortunately, as described by the authors, one of the main drawbacks
of this approach is that the capability of the discriminator in distinguishing
human responses can be due both to a great discriminator or to a bad de-
signed generator. Authors propose use cases in which the optimal behaviour
of the discriminator is known, using the distance of it as an error metric to
evaluate its performances. While the experiments in the paper do not show
a clear performance boosts, the authors definitely offered a new interested
way of evaluating chatbots that could certainly be utterly improved in the
future.
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Chapter 4

Memory Networks and
Conversational Agents:
Theoretical Background and
Results

In the following subsections, a solid theoretical background will be provided
on a diverse list of topics: moving from Bidirectional Neural Networks (Sec-
tion 4.1.1) to Sequence-to-Sequence models (Section 4.1.2), I will analyze
the specifics of Memory Networks model (Section 4.1.4); in addition, a series
of papers involving the application of Memory Networks to conversational
agents will be compared and discussed, with a particular focus on the ar-
chitecture known as Hierarchical Pointer Generator Memory Network [17],
whose practical implementation will be later showed (Section 5).

4.1 Basic Components

4.1.1 Bidirectional Recurrent Neural Network

Introduced by Schulster and Paliwal (1997)[18], Bidirectional Recurrent
Neural Networks are an extension of the Recurrent Neural Network model
aimed to better analyze a sequential time data received as input: while the
classical RNN architecture can use only the information available up to the
current time frame ¢, the BRNN model can leverage also the information
coming from the future elements of the time sequence: if we consider, for
example, a sequence of words contained in a sentence, the context of the
current word at time ¢ can be better understood by considering both the
previous and future words with respect to the current time frame. The main
concept proposed by Shulster and Paliwal, in terms of structural modifica-
tions, is to split the state neurons of a regular RNN in a part responsible
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for the inputs in the positive time direction (called ”forward states”) and
in a part that is responsible for the inputs in the negative time direction
("backward states”). While the outputs from the forward and backwards
states do not influence each other, at time step ¢ both the past and future
information with respect to the current time frame are used to minimize the
objective function. Considering standard RNNs as building blocks for the
architecture, the equations describing the functioning of a BRNN are

- —
ht = W]—}}Xt + Wﬁht—l + bﬁ (41)

for the forward pass, where Wﬁjz and Wﬁ are the weight parameters for

the forward RNN, , h;_; is the previous forward hidden state, and bﬁ is
the forward bias. Similarly, for the backward part of the model:

b= Wizx, + Wi—h, | + be (4.2)

for the backward pass, where Wi and Wi are the weight parameters for

the backward RNN, E is the previous backward hidden state, and b; is
the backward bias. Notice that the process is iterated over the time steps
fromt=T,T7—-1,..,2.

After the hidden states of both the forward and backward networks are
computed, they are usually concatenated in order to produce the output at
time ¢. As shown by Figure 4.1, both of the hidden states are progressively
used in the evaluation of both the next hidden state and the current output.

0, 0, 0, 0,
NN A A
i) I
T  \T \3

Figure 4.1: Scheme of the Bidirectional RNN

Since the two types of state neurons composing the BRNN are indepen-
dent, the training algorithms used for training a classic RNN can still be
employed, since the BRNN model can still be regularly unfolded into a feed-
forward Neural Network. The algorithm for employing back-propagation
trough time is proposed by Schulster and Paliwal and directly shown inside
the original paper[18]. Bidirectional Recurrent Neural Networks have been
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recently considered extremely important in the NLP field: in particular,
when dealing with an input sequence of text, the possibility of encoding
each word by considering not only each previous word but also future ones,
allows Sequence-to-Sequence models (Section 4.1.2) to encode each word by
their actual context, leveraging all the possible information from the entire
sequence in which the words are contained.

As described in Section 5, inside the TensorFlow framework, which fully
include the Keras library in its recent update, it’s possible to introduce a
Bidirectional RNN inside a model pretty easily: Keras offers a Wrapper layer
known as Bidirectional, which allows the programmer to transform a regular
RNN into a Bidirectional one. The Keras implementation, as reported in its
documentation, follows the specification provided by Schulster and Paliwal
[18].

4.1.2 Sequence to Sequence model

Firstly introduced in 2014 [19], the Sequence to Sequence model is still
considered today as one of the most viable approach in NLP to sequence
transformation. In particular, as suggested by the name itself, the Sequence
to Sequence model is able to analyze an input sequence in order to produce
a corresponding output sequence, employing at its core different Recurrent
Neural Networks. When considering this particular model in the NLP field,
one of its first application was found in the Machine Translation task: given
an input sentence in one language, the Sequence to Sequence model is able
to correctly provide a translation and producing an output sequence in a
different language from the source one. Following this line of thought, Se-
quence to Sequence model can also be employed in the creation of artificial
conversational agents: given an input sequence from the user (e.g. a ques-
tion, a request for information, etc.), the system is capable of providing a
correct answer by producing a proper output sequence in response to the
user input. Figure 4.2 shows how the input is processed by the encoder into
an encoder state which is then used to initialized the decoder.

Predictions
Encoder T T T ‘r
| Yy Y Yn-1 Yn
[
s [ [ |
d N w l
g \ J J J
i i i (- B
X, X5 X1 Xn | | |
Historical data Decoder

Figure 4.2: Example of a Sequence to Sequence model
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The core idea provided by the Sequence to Sequence model is particularly
suitable for the creation of dialogue system, even if some modifications may
be applied to the original model: given an input sequence, a series of Recur-
rent Neural Networks respectively encode and decode the text, producing
a corresponding output sentence. The general structure of the Sequence-
to-Sequence architecture can be displayed as such: the input sequence (or
sentence, when operating with a simple text), is firstly tokenized and en-
coded to a series of numerical IDs, each one representing a single numerical
value contained in the overall text vocabulary; thanks to this first step, it is
possible through an Embedding layer in the architecture to transform each
single textual word into a fixed-length numerical vector.

After this initial steps, each single embedded word is processed through
an Encoder RNN: taking the current embedded word and the previous
state of the Encoder as input, the RNN (specifically a LSTM or a GRU)
progressively outputs a fixed-length vector containing the overall informa-
tion provided by the input sentence so far; after reaching the end of the
input sequence, a Decoder RNN is employed: taking as input the previous
state of the Decoder RNN (or the final Encoder State at the beginning of
the output sentence) and the previously produced target word, the Decoder
is able to produce an output state; the output state will be used in a Soft-
max layer to create a probability distribution over the words in the text
vocabulary, in order to check which word is the most probable to be chosen
as the correct output.

While the general process seems straightforward, there are different ques-
tions that immediately arises: should the output produced by the Decoder
used as input in the Decoder RNN, or the correct target? The procedure
answering this question is formally known as teacher Forcing, commonly ap-
plied when training Sequence-to-Sequence model: instead of giving as input
the target word chosen by the Decoder, the actual correct target word is
provided as input, along of course with the previous Decoder state. An-
other point of great importance is the proper management of Out Of Vo-
cabulary (OOV) words: while usually identified with a specif unknown ID,
their presence in the input could possibly damage the performances of the
Sequence-to-Sequence model: as shown for example in Section 4.2.8, more
advanced model are able to use OOV words at their advantage by learning
when copying the OOV words in their outputs.

Lastly, one of the most renowned weak point of the Sequence-to-Sequence
model is its design to capture all the information provided by the input
in a single fixed-length vector: while the Encoder progressively consider
each hidden state related to each word in the input sequence, long textual
sequence may be penalized when compressed in a final fixed-length vector to
be passed to the Decoder. In order to consider each intermediate Decoder
output and, more importantly, in order how to learn which word may be
more crucial in the output generation, an Attention mechanism has been
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introduced to improve the performance of Sequence-to-Sequence models.

4.1.3 Attention in Sequence-to-Sequence models

While the concept of Attention is now widely spread in the Deep Learning
field, its first application and design were aimed to improve the performance
of Sequence-to-Sequence models. Firstly introduced by Bahdanau [20], the
main objective of the attention mechanism is to improve the performances of
the Seq2Seq model by allowing the decoder to directly address each hidden
state of the encoder: depending on the current timestep, the model can learn
on which input the decoder should focus its attention on, without losing
any information by compressing all the input data into a single vector. As
described in Section 4.1.2, after all the input text is elaborated through an
Encoder, the last hidden state produced is used as the initial state for the
Decoder: a single fixed-length vector is used to contain all the information
from the input sentence, penalizing longer sequences and possibly forgetting
information from the initial parts of the input.

Different improvements of the original attention mechanism have been
proposed: Luong [21] described the global Attention mechanism as a pos-
sible method to mitigate this major drawback of the Sequence-to-Sequence
model: firstly, each source hidden state of the encoder is no longer discarded;
instead, by combining it with the current decoder hidden state through a
specified score function, it is possible to weight the single input element of
the sequence with respect to the current target word. After evaluating for
each element of the input sequence a proper score, a global context vector is
computed as the weighted average of the all the source states: the context
vector is then concatenated to the current target hidden state, followed by
a regular Softmax layer to produce a probability distribution over the words
in the vocabulary.

Notice how, depending on the length of the input, the alignment vector
containing the score corresponding to each element of the input sentence is
of variable length; in addition, different score function can be chosen: by
selecting a score function involving a trainable weight matrix, it is possi-
ble to train the Sequence-to-Sequence model to properly learn which input
words are more important with respect to the target word that the model
is currently predicting. From a more formal and mathematical perspective,
the global attention mechanism is defined as follows:

score(hy, hg) = hy W h, (4.3)
a(s) = softmax(score(hy, hy) (4.4)
flt = tanh(WC[ct; ht]) (45)

where h; is the current decoder state, hy is the encoder state, W, is a
trainable matrix of weights, c; is the context vector created by the weighted
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average of the input hidden encoder states, and h; is the output of the
decoder with the attention mechanism. Figure 4.3 exemplifies how all the
timesteps of the input are weighted and used in the creation of the con-
text vector, which is further combined with the current hidden state of the
decoder.

Altention Layer

Context vector

Global align weights

Figure 4.3: Luong general Attention mechanism

Notice that the Luong global attention mechanism will be used in the Hi-
erachical Pointer Generator Memory Network [17], Section 4.2.6, the model
whose implementation in TensorFlow I will described in Section 5.

4.1.4 Memory Networks

Let’s consider a very popular scenario in which task-oriented dialogue sys-
tems are often trained and tested: restaurant reservation. The popularity
of this particular task is due to existence of the (6) dialogue bAbI tasks
dataset (Section 4.3.1), an extremely known dataset that is used to train
and evaluate task-oriented dialogue systems in searching, suggesting and fi-
nally completing a restaurant reservation for a human user. It’s not difficult
to consider that in a similar scenario a task-oriented dialogue system would
need to access some specific information from the user’s utterances, such
as the user’s preferences on the restaurant cuisine, on its price range, or
on its location. In addition, the dialogue system would need to be capable
of searching an external Knowledge Base containing all the possible restau-
rants, in order to show the user the ones that are most suitable to his/her
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preferences. This exemplifying scenario can be easily be extended to other
domains: whether it is a restaurant reservation, a schedule arrangement or
a navigation task, the dialogue system needs to search and leverage specific
information over both the dialogue history with the user and an external
Knowledge Base related to the task at hand. A logical solution would be
to save this kind of information in a long-term memory component, and
let the dialogue system learn how to retrieve it properly to accomplish his
task. Following this line of reasoning, a specific branch of the research on
task-oriented dialogue systems has focused on theorizing an architecture ca-
pable of interacting with an external source of information and learn how to
produce a correct output: Memory Networks were undoubtedly the starting
point for this novel approach.

Memory Networks are a particular class of learning models focused on
providing an efficient and smooth integration between inference and long-
term memory components. Firstly introduced by Weston et al. (2015)[22],
this innovative kind of architecture was tested on a Question and Answer-
ing task: proposed with a series of facts composing a story and a question,
the dialogue system needs to understand the sentences that are relevant to
the question and deduce the correct response. In the scenario proposed by
Weston et al., there isn’t an external Knowledge Base containing specific
entities, but the different input utterances are considered as facts that the
system needs to save and learn to analyze in order to give the correct an-
swer to the proposed question. It’s important to emphasize some of the
most characteristic features of this architecture, since they will often be re-
called and improved in many later works. Figure 4.4 simply shows all the
main components that characterize a Memory Network, along with their
interaction towards the production of the output.

Memory Networks (MemNN)

) R(o)
O(I(z), m)

m; m

Memory

Figure 4.4: General functioning of a Memory Network
Memory Networks are fundamentally based on four different functions,

where each one can be implemented as an independent machine learning
model:
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an input function I(x), which takes the user’s input and perform some ba-
sic preprocessing on it, from tokenization to word-embedding; an update
function

G(m;, I(x),m) Vi (4.6)

which selects the appropriate memory slots in which saving the input and
possibly updates them depending on the content of the input and the other
memories; an output function

0= O(I(z), m) (4.7)

which mainly performs the inference process, by selecting the relevant mem-
ory slots by considering both the user input and the content of the memory
slots; the response function

r = R(o) (4.8)

which takes the output features previously produced and transform them in
a propoer response for the user.

As suggested by the authors, when dealing with text-based input the
core inference capabilities of the architecture are represented by the out-
put function, responsible for the selection of the relevant memories, and the
response function, delegate of the response creation process: Bordes et al.
propose to implement the output function as a maximization operation over
the results of a scoring function between the inputs and the current memo-
ries: in particular, considering the case of a single supporting memory the
equation can be written as

O1(z,m) = argmax so(z, m;) (4.9)
i=1,..,N

where sp is the scoring function implemented through an embedded model
used to compare the chosen vectors; in addition, the equation can be ex-
tended to consider the relevance of a memory with respect to the concate-
nation of the input and a previously found relevant memory, such as

Oz(z,m) = argmax so([z, me1], m;) (4.10)
i=1,..N

It’s important to notice that the idea of utilizing a scoring function based
on an embedding matrix and the possibility of producing a scoring vector
defining the importance of each memory will be highly leveraged by future
works on this branch of research.

The model is tested on a Q&A task, showing remarkable results: the
Memory Network architecture can be effectively considered as the starting
point of a series of models aimed to integrate long-term memory components
and learning capabilities in an efficient way, thus improving the general
performances of task-oriented dialogue systems.
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Many researchers have successfully tried to improve the original structure
of the Memory Network model: in the following sections I will describe and
summarily analyze what are, in my opinion, the most notable advancements
in the Memory Network models, eventually reaching architectures explicitly
designed to perform as task-oriented dialogue systems.

4.2 Memory Network based Architectures

4.2.1 End-to-End Memory Network

One of the most notable improvements on Memory Networks was provided
by Sukhbaatar et al.(2015) [23]: in this new version of the Memory Network
model, called End-to-End Memory Network (MemN2N), the arg — maz
operations from the original output functions (Equation 4-5) have been re-
placed with a weighted softmax function, allowing an end-to-end training of
the model through Stochastic Gradient Descent. In particular, the system
can now be described by the following equations: each sentence of the input
xl,x2,...,x, is converted to a memory slot m; through a learnable embed-
ding matrix A of size dzV, where d is the memory vector dimension and V
is the vocabulary size.

The memory representation of a single sentence is obtained by embedding
each word through the matrix A and then by summing each embedded
word to obtain the final sentence representation. The query ¢ is similarly
embedded using a different learnable embedding matrix B, obtaining an
internal state u. Notice that the author also proposes two other techniques
for sentence embedding, analyzed later on; the match between each memory
and the internal state u is evaluate through a Softmax operation, such as

Tmy) (4.11)

pi = Softmax(u
p can be considered as a probability vector over all the different memories;
in future works, this vector will be interpreted as an attention vector: the
relevance of each memory with respect of the current query is considered
as the attention that the model should be giving to each single memory, or
fact. the output operation is formulated as

0= Zpicz- (4.12)

where ¢; is an output vector corresponding to each memory m; obtained
through a learnable embedding matrix C. This is the key operation of this
new architecture: the connection between the input and the output is given
by the three embedding matrices A,B and C; it is now possible to perform
back-propagation and apply Gradient Descent techniques such as SGD, mak-
ing the model end-to-end learnable. The response function is defined as

a = Softmax(W(o+u)) (4.13)
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where W is an embedding matrix allowing to produce a label ¢ The model is
trained through a cross-entropy function over the proposed label a and the
actual correct label. In addition, this sequence of operation can be repeated
over different steps, called "hop”: the internal state of the next hop is given
as

U1 = Uk + O (4.14)

and the label a is produced by the final hop K as
a = Softmax(W (ux + ox)) (4.15)

Notice that each hop k has its own embedding matrices A,B,C to process
the input. The author also suggest some limitation over the different em-
bedding matrices in order to reduce the computational effort of the training
process. Figure 4.5 shows the functioning of a single encoding hop, along
with a more complex model composed by different steps of encoding.
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Figure 4.5: End-to-End Memory Network

The modifications proposed by Sukhabaatar et al., having modified the
original Memory Network model in order to be end-to-end trainable, made
this kind of architecture more accessible: in any of the further works on
Memory Network this version of the model has been used as a starting
point. It’s important to make explicit, though, a few assumptions: firstly,
similarly to the original Memory Network model, there isn’t an access to an
external KB, but only to the utterances provided by the user. The MemN2N
model is in fact trained on the (20) bAbI tasks, a text comprehension dataset
used to evaluate the ability of a dialogue system to comprehend a series of
input facts and properly respond to a query (more on the bAbi dataset in
Section 4.3.1). It also appears that the embedding matrices, responsible of
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converting the inputs and the query into different memory representations,
are the key components of this architecture along with the attention vector
p. The authors proposed two different versions of these embedding matrices
to convert the input sentences into memories:

e Positional encoding: the embedding of a sentence is is still based on
the summation of the different word embeddings, but each word is
now multiplied by a vector aims to incorporate the word’s position in
the sentence: the final memory m; will now be affected by the word
ordering.

e Temporal encoding: the authors emphasize the importance of the no-
tion of temporality inside a sentence; after summing the embeddings
of each word, the memory vector is modified by a particular vector
encoding the temporal information of the sentence

mi = Z Azij + Ta(i) (4.16)

where T4 is a matrix learned in the training process.

The focus on the input encoding is certainly significant: many other future
works, in fact, will improve their performance thanks to new methods of
sentence encoding aimed to better capture the context of each word inside
the sentence.

4.2.2 Gated End-to-End Memory Network

One of the first notable improvements of the End-to-End Memory Network
model proposed by Sukhbaatar et al. (2015)[23] was provided by Liu et
al.(2016) [24], with the introduction of a new architecture called Gated
End-to-End Memory Network (GMemN2N). Considering the multi-hop
structure of a MemN2N, composed by K hops of computation, Gated End-
to-End Memory Network focus on dynamically regulate how much of the
internal state ug should be passed to ug1, the internal state of the next hop:
this modification is introduced as automated gating mechanism, learnable
by the network.

Specifically, the general structure of the model is identical to one of a
MemN2N architecture: each sentence input is embedded to a memory and
the query to an internal state u. The embedded question is used to create an
attention vector over the memories through a softmax function (Equation
6) and producing the output vector o (Equation 7). The modification intro-
duced by the GMemN2N is introduced when passing from hop k to k& + 1:
from the original equation of

Ti(uz) = o(WHuay, 4+ bl) (4.17)
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U1 = 0 © Ti(ug) + (ug) © (1 — Tr(ug)) (4.18)

where o is the sigmoid function, WkT and b{ are hop-specific parameter and
bias term and T (x) is the transform gate that is used to consider how much
of the current internal state should be passed to the k& 4+ 1 hop.

As clearly stated by the authors, the main inspiration for the modifications
introduced in this model came from the concept of Highway Networks, a
Neural Network model that is capable of learning how much information
from the input should be transformed and carried to each computational
layer in the network. Liu et al. interpret the vector u as the controller
over the access to the memories m and modify its definition by adding a
learnable transform gate T and learnable carry gate C, here replaced by
1—T(z). Notice how learnable matrix W regulates both the transform and
carry gate and can provide a dynamic gating mechanism that regulate the
access to the different memories. Figure 4.6 shows the pipeline of the Gated
End-to-End Memory Network, starting from the user question and up to
the creation of the predicted answer.
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Figure 4.6: Gated End-to-End Memory Network

Testing the architecture on the 20 bAbI dataset, the paper shows that
the model performance is on average better than the standard MemN2N
model, achieving on average a better accuracy with a smaller embedding
size.

4.2.3 Adaptive Memory Network

Another interesting take on memory-network based architectures was given
by Li and Kadav [25]: the authors proposed a new computational model
called Adaptive Memory Network, capable of obtaining noticeable improve-
ments in the Question and Answering task. AMNs are mainly focused on
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reducing the inference time in the production of the network response: in-
stead of computing a softmax operation over all the memories, as suggested
in many previous memory networks architectures, AMNSs construct a mem-
ory network on-the-fly adapting itself with respect to the current input. By
representing each word in the input story as an entity, different words are
progressively saved inside a single memory banks; when the entropy becomes
too high, the network creates a new memory bank and moves the most rele-
vant entities to the next one. In summary, AMNS focus on achieving lower
inference times thanks to a learned dynamic creation of memory banks and
entities movement, refusing the more standard approach of producing an
attention vector over all the saved memories by using a Softmax operation.
Figure 4.7 schematically shows how an Adaptive Memory Network works,
emphasizing the role of the semantic memory module.
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Figure 4.7: Adaptive Memory Network

It’s important to notice that in this particular architecture a major fo-
cus is given on the inference phase: the entities from the input story are
progressively filtered through a hierarchy of memory banks, depending on
their relevance to the input question; the previously observed architectures
didn’t have this concern and generally completely rely on the learnable soft-
max operation over all the possible memories, without any sort of content
filtering. In addition, the architecture is still base based on an encoder-
decoder structure: the key component introduced by this model is certainly
the memory bank controller, capable of both creating and modifying dynam-
ically memory banks containing the most relevant entities to the considered
question. Notice that, in this case, no external knowledge base is considered:
AMNs are designed to perform well in a story comprehension task, where
the relevant information needs to be extracted from the input itself.

4.2.4 Dynamic Memory Networks

Another modification of the original architecture of the Memory Networks
was proposed by Kumar et al.(2015) [26] under the name of Dynamic
Memory Networks (DMN). The authors consider Question and Answer-
ing as a DMNs are more focused on capturing the position and temporality
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of a sequential input. The main structure of a Dynamic Memory Network is
composed by four main modules: the input module, which encodes the raw
text input to a distributed vector representation. Considering the case of a
series of words as input, each word is firstly embedded and the passed to a
recurrent neural network: at each step ¢, the RNN updates the input repre-
sentation (formally its hidden state) by considering both the current input
and the previous state. At the end of the input series, the input module
will return the different hidden states produced per each word as the vector
representation of the input. When considering a series of sentences as input,
the same process is used, but only to output a series of fact representations:
instead of returning a hidden state per word, the module produces for each
sentence representing state obtained by sequentially feeding the RNN each
word of the sentence and then taking only the last hidden state as the sen-
tence representation.

This is a clear difference from the original approach proposed by Sukhbaatar
et al.(2015)[23]: in the MemN2N model, in fact, the global representation
of an input sentence was obtained by summing the different embeddings of
each word, adding a special temporal encoding value learned along with the

rest of the model.
ht = RNN(L[wt], ht—l) (419)

Next in the sequence is the question module, which operates similarly to
the input module: it uses a RNN to produce a vector representation of the
question; each word of the question is fed sequentially to the RNN and the
last hidden state produced is considered as the question final representation.
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Figure 4.8: Dynamic Memory Network

A shown in Figure 4.8, the episodic memory module is then employed:
this is the key component of this new version of the Memory Network. This
module iterates over the different fact representations using a RNN, updat-
ing and maintaining its ”episodic” internal state. In addition, this module
exploits an attention mechanism: by using a particular scoring function, each
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fact representation is assigned with a score; depending on various similari-
ties between the fact representation, the question and the previous memory,
the current input will be assigned with a score that will be used inside the
RNN to produce the current episodic hidden state. After passing all the
fact representation to the RNN, the last hidden state is used to produce
a memory vector: this final vector will be passed to the answer module to
produce the final output.

Similarly to the multi-hop structure of the MemN2N, multiple episodes
are usually necessary: the scoring function may emphasize one particular
fact in one episode, while privileging another one in the next passing. Notice
how all the input is processed different times: this approach is adopted
in order to allow the attention mechanism to focus on different relevant
input facts across different episodes. The main difference with the MemN2N
architecture is that in this key module only one memory per episode (or
hop) is present: each fact representation is sequentially fed through a RNN
and only the last hidden state produced by the last fact representation is
used to produced the so-called memory. In the MemN2N architecture, each
input sentence was directly connected to a memory: in the DMN, instead
of feeding the output module with a weighted combination of all the facts
(or memories, in case of a MemN2N), a single memory is produced through
a RNN, and each single fact is weighted by a scoring function and then
processed by the chosen RNN.

M= giGRU(c! hi™") + (1 — ghhi ™! (420)

e; = hle T'c = number of facts (4.21)

Finally, the answer module: it is able to produce the final output by em-
ploying a RNN, taking as input the question, the last memory produced by
the episodic memory module and the last hidden state produced.

The Dynamic Memory Network was tested on the (20) tasks bAbI dataset:
as shown by the result of the paper, the average accuracy is slightly improved
form the results obtained by the MemN2N architecture, but only by a small
margin. The authors, though, show how a DMN trained for perform well in
a Question and Answering task can be used in many other applications, such
as sentiment analysis or POS tagging, since these specific tasks can actually
be converted to a QA setting. From a more general perspective, the main
introduction by the Dynamic Memory Network is usage of neural sequence
models in the input representation, the attention and response mechanism
(usually in the form of a GRU network); this approach is used to naturally
capture features of the input such as position or temporality, without the
necessity of an external feature to encode these information. While the au-
thors state that this addition allow the architecture to perform a wider range
of tasks (as shown by their experiments), it doesn’t seem to provide a sub-
stantial boost in terms of performance in the bAbI tasks: it definitely has
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the virtue, though, of not requiring any sort of external temporal encoding
to be added to the input.

Following the work of Kumar et al.(2015), Xiong et al.(2016) [27] pro-
posed an improved version of the Dynamic memory Network, formally known
as DMN+. Along with the extension of the previous model to support vi-
sual question answering, the DMN+ also improved the performance of the
Dynamic Memory Network on the Question and Answering task on the bAbl
dataset. The modifications introduced by this new version of the architec-
ture are related to the input representation, tha attention mechanism and
the memory update process.The original input module is replaced by two
component: as proposed by Sukhbaatar et al.(2015)[23], the sentence is rep-
resented by summing the embeddings of each word in the sentence with the
addition of a positional encoding scheme to keep the temporal information
contained in the sentence; the second component is defined as an ”input
fusion layer”, which is composed by a bi-directional GRU: each fact is rep-
resented as the summation of the hidden state of both a forward GRu and
a backward GRU, in order to allow and exchange of information between
sentences on both directions, and not only from the past as in the original
DMN architecture.

In addition, the attention mechanism is improved: the scoring function
is now reduced to a lesser amount of terms, but it’s fundamentally very
similar to its original counterpart. Xiong et al. the propose two different
possible kind of attention mechanism: a soft attention mechanism, where a
contextual vector ¢! is obtained by a weighted sum of the vectors representing
each fact, each multiplied by their score; an attention based GRU, which is
more sensible to the positioning and ordering of the input facts: similar to
the GRU used by Kumar et al., the authors propose a modification directly
to the internal update gate of the GRU; while iterating each input fact
and producing a new hidden state, the attention based GRU will now used
directly the value g! produced by the scoring function to evaluate how much
of the current fact should be updated over the previous ones contained in
the current hidden state.

Furthermore, the memory update mechanism is modified: following a
suggestion by Sukhbaatar et al., the GRU in the original architecture to
produce the new memory is now substituted with a ReLU layer, containing
an independent learnable matrix of weight for each single episode, instead
of a common GRU architecture used for every episode update. As shown
by the experiments of the author on the 10k bAbI dataset, DMN+ imporve
the performance of the original architecture, in particular in the case in
which the supporting facts relevant to the question (bAbI tasks 2 and 3,
specifically) are not explicitly labelled in the training phase. The input rep-
resentation modification and improved attention mechanism, in particular,
appear to be key elements in obtaining better performances in almost all
the tasks.
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4.2.5 Mem2Seq

The previously shown architectures mainly focused on saving in the long-
term memory component only the dialogue history, leveraging the possibility
of saving the previous utterances in the dialogue in order to better analyze
them and produce a suitable output. When considering the framework of
an actual task-oriented dialogue system, though, the necessity of accessing
an external Knowledge base is a pretty common scenario: noticing the great
results on text comprehension obtained by previous models based on Mem-
ory Networks, different authors proposed more complete architectures that
could efficiently implement a complete task-oriented dialogue system. In the
following sections I will describe the most recent and notable models based
on the memory Network models, some of them often leveraging many of the
improvements obtained by previous versions of the Memory Network model.

Following the line of research focused on a better integration between
the dialogue system functional architecture and an external knowledge base,
Madotto et al.(2018) [28] integrated the original end-to-end multi-hop at-
tention MemN2N model defined by Sukhbaatar [23] with a copy mechanism:
the so called Mem2Seq after understanding the relation between the dif-
ferent memories, in this case both the user utterances and the KB entities,
is able to produce a correct response to the user by either generating a word
from the vocabulary or, in case of KB entities, by copying them directly
from the saved memories.

The Mem2Seq architecture is based on a encoder-decoder structure,
where both of the components are based on the MemN2N architecture pro-
posed by Sukhbaatar et al.(2015). While the encoder is very similar to the
original MemN2N; the decoder uses a RNN (specifically a GRU) to dynami-
cally produce a query, using the previously generated word and the previous
query:

ht = GRU(Ol (ytlly htfl) (422)
the new encoded query will be used as reading head for the decoder MemN2N.
Using a multi-hop MemN2N, at each time step ¢ two distributions are gener-
ated: a probability distribution over the words in the vocabulary, obtained
by using the output of the first hop such as

Pyocap = Softmax(Wi[he; o1]) (4.23)

and a probability distribution over the memory slots, obtained by using
directly the attention vector produced in the last hop K of the decoder

Boir = P (4.24)

In addition, in order to decide which distribution to attend, the PTR distri-
bution is trained to output a sentinel value if the expected output word does
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not appear in the memory. In particular, the training of the model is based
over the summation of two cross-entropy functions over the two distribu-
tions: the vocabulary distribution is compared with the different expected
word in the training result, while the PTR distribution is compared with a
previously defined PTR set containing, per each time step ¢, the index of
the corresponding memory containing the correct output word. Notice that
the PTR set needs to be previously defined by the programmer and it is not
usually provided with the training set.

The model is tested on both the bAbI dialogue tasks and the In-Car
Assistant datasets: Mem2Seq obtains remarkable results over the bAbI di-
alogue dataset and low values of BLEU and F1 metric over the In-Car As-
sistant dataset; based on these results, Mem2Seq can then be considered as
a valid proponent of end-to-end task-oriented dialogue system focused on
a smoother integration of an external KB in the architecture. Figure 4.9
shows how both the dialogue history and the information from the Knowl-
edge Base can be exploited in the creation of the system’s response.
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Figure 4.9: General functioning of the Mem2Seq architecture

A deeper understanding of the work of Madotto can provide some in-
teresting insights: the maximization on the pointer set, for example, is not
explicitly explained in the paper: after further analysis on the code, it would
seems that the max operation is justified basically by the structure of the
input: there’s only one sentence per system and user and, since the user
proposition comes after the KB entries, the maximum operation makes sure
that the index refers directly to a word used by the user and not contained
in the KB. At the same time it’s also important to notice that in the navi-
gation task, for example, no sort of calculation on the distance is performed:
the system searches for the KB entry that has the same name as the one
provided by the given response. The dataset integrating a KB used in the
paper is the In-Car Assistant dataset, which has a navigation task contain-
ing the location and the distance of different points of interest. Regarding
this navigation task, the system proposed by Madotto et al. doesn’t take
any specific precautions: the model learns how to identify the closest desired
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point of interest only by checking the KB entries that contain the same name
provided by the correct response; it would seem that no reasoning over the
distance is actually performed and that system learns to search over the KB
only through a research over the target name.

While this procedure works in the training phase, when the name of
the actual correct location is given, it seems that there couldn’t be any
certainty for the model to choose the closest location during the test phase,
as only the general category of the location would be given by the user. This
particular scenario can well introduce an important point in memory-based
task-oriented dialogue systems: whenever searching through a KB requires
an extra step of reasoning that goes beyond word similarity, pure memory-
networks based model would seem theoretically unfit to obtain the correct
entity, as more traditional approaches could be more suitable.

Following the work of Madotto et. Al [28], Wu et Al. [29] provided a
more refined approach for task-oriented dialogue systems that need to access
both an external knowledge base and the past dialogue in order to satisfy
the user’s requests. In particular, it’s interesting to notice how the atten-
tion weights produced by the Mem2NN architecture are used to produce,
again similarly to the concept introduced by [28], a pointer vector defining
the importance of each memory saved. Other interesting modification to
the previous encoder-decoder architecture are the introduction of a context
RNN, to create a more ideal query for the encoder, the insertion of the hid-
den states of the context RNN into the memory slots and, finally, the usage
of a global memory pointer. This paper also provides a new interesting ap-
proach on the generation phase, now distinguished between the definition of
some sketch tags and the appropriate following slot filling, similarly to the
NLU component in other proposed end-to-end task-oriented architectures.

4.2.6 Hierarchical-Pointer Memory Network

Raghu et al.(2018) [17] proposed a new particular version of the Memory
Network model called Hierarchical-Pointer Memory Network, char-
acterized by the presence of a hierarchical memory where KB entities and
previous dialogue utterances are stored. The authors justified the introduc-
tion of this new kind of architecture with the objective of improving the
general performances of task-oriented dialogue systems and, in particular,
to alleviate the Out-Of-Vocabulary problem: some entities in the KB or
words in the user’s utterances may not have been seen during training time,
so the system needs the ability of using them in its responses even if the
system never encounter them in the previous training examples. Notice how
the authors clearly refer to the existence of an external KB and, more in
general, to the context of task-oriented dialogue: while some other modified
versions of the Memory Network mainly focus on text comprehension tasks
without the interaction with any sort of knowledge base, this architecture
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aims to implement a complete and efficient task-oriented dialogue system.
The authors propose to unify the learning abilities of multi-hop memory-
based models, such as the MemN2N proposed by Sukhbaatar (2015)[23],
with a copy mechanism able to taking specific words from both the input
and the KB entities and pass them to the system’s output.

The general concept proposed int his paper is very similar to the Mem2Seq
model proposed by Madotto et al. (2018)[28] (Section 4.2.5), but the authors
clearly state that their HyP-MN model avoids to make any assumption on
the KB entities and can copy any word from the dialogue by analyzing all its
context, in contrast to the Mem2Seq architecture proposed by Madotto et
al. In particular, considering KB entities represented as (subject, predicate,
object) tuples, Mem2Seq can copy to the output only the object component
of the entity, making necessary an extra step of pre-processing; in addition
each single word of both user and system utterances are saved in a single
cell memory, without considering the context in which each word was men-
tioned. HyP-MN solves these problems by allowing the copy of any word
from the dialogue history and by modelling each memory cell as a sequence
of words, thus considering the context of each word.

The model is composed by a multi-hop encoder and by a copy augmented
sequence decoder, both exploiting dialogue utterances and KB tuples saved
in a hierarchical memory. In particular three main key elements of this
architecture can be analyzed: firstly, a single layer bidirectional GRU is
used to encode each word to a d-dimensional context dependent vector and
each memory element. Notice that the idea of using of a bidirectional GRU
to represent the single word and its context was already proven successful
by Xiong et al.(2016)[27] in their DMN+ model, but in this case encoding
the contextual information of a word can be vital to imporve the mdoel
performances in the OOv case.

Afterwards, a multi-hop attention encoder, similar to the one proposed
by Sukhbaatar et al.(2015) in the MemN2N model, is used: the output of
the encoder is given by sum of the user query and a weighted sum of the
memories. The attention vector is evaluate using a softmax fucntion, while
the outputb is learned through a weight matrix W.

pi = Softmax(qu/)(mi)) (4.25)
o=W, anb(mi) (4.26)
Gr=o0+q (4.27)

In addition, a decoder that generates each response word by evaluating
a probability distribution over the decode vocabulary and over the words
from memory. While the distribution over the vocabulary is obtained as in
a standard decoder with an attention mechanism over the input sentences,
the copy distribution is obtained through a combination of both utterance

39



and word-level attention. The equations describing the copy distribution
are:

ot = Softmaz(siWp(m;)) (4.28)

where ! represents the attention weight over each encoded sentence at
time t, given a trainable matrix W}* and the encoding of the sentence in the
memory cell ¥m;,

— s W) (4.29)

37 = ol Softmazx(el) (4.30)

where ¢(w ) W is a trainable weight matrix, and B] is the attention word
value.
P.(ys = w) Z B] (4.31)

zy.wi =w

where the probability of a word to be copied is given by the summation of
the attention values of the corresponding identical words in the sentences.
The last peculiarity of this architecture is the loss function, which is based
on minimizing the average negative log-likelihood for all the words in the
response, by also performing a cross-entropy function over the two distribu-
tions.

T T
Z Softmam pgenP (yt) + P(l - pgen)Pc(yt)] + Z H(pgena pgenT)

t=1 t=1
(4.32)

where H is a cross-entropy function, p and ~ are hyper-parameters of the
model, and rhoge, is a soft gate that combines the two distributions: a
deeper explanation of this soft gate is provided in Section 5.4.5.

Figure 4.10 shows schematically the global structure of the Hierarchical
Pointer Memory Network: notice the usage of a Bidirectional GRU in the
encoding phase, along with the employment of two attention levels over each
single word and each single sentence from the input.

An interesting technique suggested by the authors is the KB dropout:
by randomly dropping some of the KB words in the dialogue history we
simulate a possible OOV scenario and thus reinforce the learning ability of
the model. As shown by the experiment lead by the authors, the HyP-MN
obtains better performances than the similar Mem2Seq model in the OOv
tasks of the Dialogue bAbI tasks: this improvement in performance can be
connected to the encoding of the context of each word into the hierarchical
memory, the copy mechanism of the decoder that tends to privilege the copy
process rather than generating a word from the vocabulary, and finally the
KB dropout during the training phase.

The implementation of this architecture will be described in Section 5. I
decided to pick this architecture because of its exceptional stated results in
the all the tasks of the bAbI dataset and the code was not publicly available.
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Figure 4.10: Structure of the Hyp-MN architecture

In particular, I considered this model as a great epitome of all the different
advanced proposed in the field of the closed-domain conversational agents
based on memory Networks models.

4.2.7 End-to-End Gated Self-attentive Memory Network

Sun et al.(2018) [30] proposed a new architecture based on the Memory
Network model called End-to-End Gated Self-attentive Memory Net-
work (GSMN), focused on effectively incorporate external knowledge into
the different reasoning modules of a task-oriented dialogue system. One of
the main difference with previous similar works, such as the ones proposed
by Madotto et al.(2018) [28], Raghu et la.(2018) [17] and Wu et al. (2019)
[29], is that the output component of the GSMN model is based on a re-
trieval mechanism: taking as objective a high performance over the DTSC7
challenge, in fact, the system does not have to generate from scratch a re-
sponse to the user but has to select the most suitable one from a pool of
possible answers.

GSMN is characterized by two key elements: the utterance encoding,
based on the usage of a bi-directional RNN: similarly to Raghu et al. (2018)
[17], a bi-directional GRu is used to encode each utterance and external
KB entity in order to better capture the context of each utterance and its
relationship with both previous and future sentences in the dialogue.
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Figure 4.11: Broad scheme of the Gated Self-Attentive Memory Network

The second key component is the Gated Memory Attention compo-
nent: similarly to the soft attention mechanism proposed by Sukhbaatar
et al.(2015) [23], the memory vectors are summed after being weighted by
a softmax operation. In addition, as performed in the Gated Memory Net-
work (Section 4.2.7), a trainable gating mechanism combines the input and
the output from the memory attention component.

As a final operation, the similarity between the dialogue history (ob-
tained as the sum of the embedded dialogue utterance) and the candidate
responses is evaluated. Figure 4.11 shows the progressive modifications per-
formed over the inputs in order to produce the output probabilities. One
of the most interesting insight provided by this architecture is the division
between dialogue utterances and KB entities: by considering the previous
dialogue utterances as short-term memory and KB entities as long-term
memories, the model produces the gated output first only on the dialogue
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utterances and only secondly over the KB entities. This procedure allows
an evaluation of the relationships between the different dialogue utterances
before being put in relation with the KB entities.

As show by the authors, the model achieved remarkable results in the
DSTCT7 challenge: unfortunately this model can’t be directly confronted
with the previously analyzed models not only due to the different train-
ing/test set used for the evaluation, but particularly for its retrieval nature
(instead of a generative one).

4.2.8 CopyNet: Incorporating Copying Mechanism in Sequence-
to-Sequence Learning

As previously discussed when describing the functioning of a Sequence-to-
Sequence model, the last step of the Decoder component of the architecture
is generally a Softmax layer, which produces a probability distribution over
the words in the vocabulary to show which word is deemed most probable by
the model as the next output word. Considering of course a vocabulary with
finite dimension, it’s not an unusual scenario for the Sequence-to-Sequence
model to deal with OOV words: these words are generally identified with a
common numerical ID, but their embedding and encoding usually provide
very little information to the model; at the same time, OOV words could
contain important information of the input (such as Named Entities, for
example) that while not contained in the vocabulary of the model, needs to
be reproduced in the output to provide a proper sequence response.

The architecture proposed by [31], known as CopyNET, aims to add
a copying mechanism inside the Sequence-to-Sequence model, in order to
properly leverage OOV words that may contain vital information for the
output sequence composition. Notice that this same copying mechanism
has also been adopted in different Memory Networks based models in the
creation of artificial conversational agents, such in the case of the HyP-MN,
for example, whose practical implementation will be described later in the
document. The main concepts introduced by the CopyNet architecture can
be summarized in different components; firstly, the concept of an Ezxtended
Vocabulary: in a regular Sequence-to-Sequence setting, the vocabulary uti-
lized by the model is a finite set of words V, containing amongst all the
known words also a token for unknown words, such as ?UNK”.

In the CopyNet architecture, when considering the instance-specific vo-
cabulary of each input, the vocabulary can be extended by a set of words
X, containing all the words in the input that would be considered unknown
and out of the regular vocabulary.
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Figure 4.12: The Copynet architecture

Furthermore, another important concept is the adoption of two different
scoring functions: by identifying two different modes in the CopyNet model,
respectively a Generate mode and a Copy mode, two different scoring func-
tion can be introduced to properly evaluate if a target words needs to be
either generated from the regular vocabulary or directly copied from the
input. As shown by Figure 4.12, notice how the final output probability
comprehends both the vocabulary and original input source. In addition,
both of the scoring functions contain a set of trainable weights, in order to
train the model to properly select when a word should be generated or rather
copied from the input. While the authors of the paper directly provide the
specific scoring functions, the general idea can easily be re-applied with a
different set of mathematical scoring functions, as done, for example, in the
HyP-MN model.

Finally, another key point of this approach, is the combination of two
probability distributions: by using two different scoring functions for de-
ciding if a word should be copied or generated by the model, two different
probability functions are created: in order to decide if a word should be
either generated or copied, two different probability distributions are com-
bined. Notice that in the creation of these probabilities, as in the regular
Sequence-to-Sequence model, the previous target output, the current hid-
den state of the decoder and, possibly, the context vector produced by the
Attention mechanism, are all considered and combined.

The introduction of a copying mechanism in a Sequence-to-Sequence
model can result vital in the performances of a task-oriented dialogue system:
if the user provides the system with information related to specific entities,
such as proper names, which are not contained in the vocabulary of the
system, the possibility of copying the word directly in the response can be
extremely useful; in addition, the same OOV word could be utilized by the
conversational agent when accessing an external knowledge base to retrieve
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the relevant information about the entity requested by the user, even if the
specific keywords maybe words outside of the vocabulary of the model.

4.2.9 Memory Networks and Relational Reasoning

Memory Networks, as described in their original structure proposed by We-
ston et al.(2014) [22], are capable of building explicit block of memories from
the given input and learn how to access them through an attention mecha-
nism. As proposed by Sukhbaatar et al.(2015) [23], an end-to-end trainable
multi-hop model can be defined to force the architecture to process the se-
lected memories multiple times before producing the final answer through
an output layer.

Pavez et. al (2018) [32] proposed a further improvement of the memory
network model in order to improve its reasoning capability and, in particular,
to better understand the relation between given entities. Figure 4.13 shows
globally how the input is processed and how a reasoning module is employed
in the last phase of the process.
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Figure 4.13: The Working Memory Network architecture

The so-called Working Memory Networks, as described by the authors,
aim to unify the reasoning capability of Relational Networks to the features
of creating and accessing memories typical of Memory Networks.

This interesting models is mainly composed by three modules, trained
jointly: an input module that converts the input to internal memory repre-
sentations, an attention module that access these memories and saves them
into a memory buffer, and a final reasoning module that produces the de-
sired output. Notice the first two components are directly taken from the
Memory Network architecture: the model still needs to learn how to save the
input information and how to evaluate their importance before performing
the reasoning process.
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4.2.10 User and Temporal Encoding

By analyzing all of the previous described architectures, it’s important to
emphasize that a considerable attention was given into the problem of how
to encode, inside an utterance, the information about the current dialogue
turn and the current user of the utterance itself. In particular, two main
approaches can be highlighted: the usage of temporal encoding through a
trainable matrix, as described by Sukhbaatar et al.(2015) [23]; when defining
the End-to-End Memory Network model, also defined a possible approach on
to encode temporal information about the words inside a given utterance;
the memory vector should be provided with a trainable temporal matrix
T,(i), indicating on each row of the matrix the temporal information of the
words of the utterance.

On the other hand, it is possible to add temporal and user information
to each sentence, as proposed by Rhagu [17]: at the end of each user and
corresponding system response, two different tokens are added; respectively,
the first token indicates the current number of the turn in the dialogue, while
the second token indicates whether the input sentence is state by either the
user or the system. For example, let’s consider the sentence:

How can I help you today? (4.33)

By following the last approach, if the sentence was produced by the system
at the second turn of dialogue, the sentence would be transformed in: For
example, let’s consider the sentence:

How can I help you today? $s ¢2 (4.34)

In my implementation of the Hierarchical Pointer Generator Memory Net-
work (Section 5) I followed the indications of [17], by operating in the pre-
processing phase a modification at the end of each sentence in each dialogue
sample.

4.3 Performances of Memory Network models on
the bAbI Dataset

In this chapter will be provided an analysis containing the results of the
main architectures illustrated in the previous Chapter when applied to the
bAbI dataset, also described in the following Section.

4.3.1 The bADbI Dataset

The bADI project, instituted by the Facebook AI Research, is probably one
of the most common dataset used for training and testing dialogue systems.
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Publicly available!, the dataset is divided in different sets of tasks, each
aimed to test a particular feature of dialogue agents. I will briefly describe
two of the main sets of tasks, aimed to to evaluate how a goal-oriented
dialogue system perform in a text comprehension task and in an actual goal-
oriented conversation with a user, interacting with an external knowledge
base.

The (20) QA bADI tasks, as described in the original paper by Weston
et al.(2015)[33], is composed by 20 different tasks, where each one of this 20
tasks is focused on evaluate how the dialogue system perform on different
objectives related to text comprehension. Each of the task is organized as
an input of a set of sentences, an input question, and the correct answer
(usually a single word). The tasks vary from identifying the relevant facts
in a set of sentences in order to provide the correct response (including the
cases of one, two or more supporting facts), to counting, listing and perform
basic deductions and inductions. Other interesting tasks are path finding,
where the agent needs to find the path to a specific destination given the
description of different location, and positional reasoning, testing the ability
of understanding the position in space of different described objects

In these tasks there isn’t usage of an external knowledge base: all the
information needed by the agent is directly provided in the input sentences,
so that the system only needs to perform textual comprehension on the given
examples. Each of the tasks is provided with a training and a test set of 1k
or 10k instances each, and follows a predefined format.

The (6) dialog bAbI tasks, introduced by Weston et al.(2016) [34], specif-
ically aim to test the capabilities of goal-oriented dialogue systems: in par-
ticular, tasking restaurant reservation domain as an example, these tasks
focus on abilities more related to the interaction with an external knowl-
edge base (provided along the dataset). The dialogue system, in order to
realize the user’s goal, needs to interact with the KB through queries, inter-
pret their results and manage to continue the conversation with the user by
adapting to his/her preferences.

The interaction with the external KB is certainly deserving of a deeper
analysis: in the dialogue bADI task, the dialogue agent interacts with the
entities saved in the KB by performing and updating textual API calls;
depending on the input given by the user, the system learns how to fill the
parameter needed for issuing the API call and retrieve a list of possible
correct entities. The dataset is already divide in training and test sets, with
the particular addition of a test set containing KB entities already seen by
the system in the training phase and a test set containing entities never
seen before by the agent during training (namely the Out-Of-Vocabulary
test set).

The (6) dialogue bAbI task proposes two metrics to evaluate the sys-

"https://research.fb.com/downloads/babi/
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tem’s performances: a per-response accuracy, evaluating the percentage of
the correct response given by the system at each turn, and a per-dialogue
accuracy, evaluating the percentage of dialogues where every response is cor-
rect. The definition of a custom accuracy metric is a possible solution to the
problem of evaluating dialogue systems (Section 3.1): instead of referring to
standard machine translation metrics such as BLEU, the authors propose
a metric that measure the performance of the system strictly by its results
on the provided dataset. This inductive process of judging the general per-
formances of a system by evaluating it on a specific dataset, will be then
reformulated by future works on the field (Section 3.5).

4.3.2 Structure of the (6) dialog bAbI tasks

I will now proceed to analyze more carefully the structure of the (6) dia-
log bADI tasks, commonly used to train and test a complete task-oriented
dialogue system over the restaurant reservation domain. The dataset com-
prises of different 6 tasks, each one provided with a training, develop, and
test set: all the tasks, with the exception of task 6, are based on a common
Knowledge Base containing all the name of the restaurants along with the
information necessary that could be needed by the user in a possible dia-
logue. The Knowledge Base, provided as .txt file, has a peculiar structure:
each line contains a numerical symbol, the complete name of a restaurant,
an identifier defining the type of the information provided by the current
line of the knowledge base, and the actual value of the type. Here it is, as
an example, the first line of the Knowledge Base:

1 resto_seoul_cheap_korean_lstars R_cuisine korean (4.35)

Notice how the complete name of a restaurant is not a common name that
would be used in everyday life: it actually comprises some of the most im-
portant information of the restaurant, such as its city location, its price
range, its cuisine type and its star rating. Following the name of the restau-
rant, the identifier of the type of information provided in the current line:
in many of the works describing a task-oriented dialogue system operating
on this dataset, such as in Madotto et al.(2018)[28], this type of identifier
is commonly known as entity type: the value following the entity type is
consequently known as entity value. In this example, the entity type is
R_cuisine, while the value is korean. The total set of entity types com-
prehend the cuisine, the city location, the price range, the star rating, the
phone, the address and the civic number of the restaurant.

The dialogues between the agent and the user are structured differently:
after a numerical identifier, each line contains an utterance from both the
user and the agent; the information contained in the lines depends on the
number of task at hand. Notice that the API call used to access the Knowl-
edge Base is made explicit in textual form and it is usually part of a system
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utterance. The (6) dialog bAbI dataset is composed for each task by a total
of 1000 complete dialogues for both training and testing datasets.

Here’s an example of a single input case from the training set of the fifth
task of the dataset: the number before each couple of sentences between
the user (U) and the system (S) stands for the current dialogue turn; in
addition, the term api_call is a symbolic noun indicating the API call to
the database containing the entities relevant to the current task: it is used
to show when the system should perform the API call and, in particular,
to illustrate which parameters the system should use as arguments; finally,
terms such as resto_paris_cheap_italian_6stars are simple placeholder for ac-
tual restaurant names, which are not provided in the original bAbl dataset,
but are of course expected in a real life scenario.

1 good morning
hello what can i help you with today

2 i’d like to book a table with italian food
i’m on it

3 <SILENCE>
where should it be

4 in paris

how many people would be in your party
for six people please

which price range are looking for

in a cheap price range please

ok let me look into some options for you

7 <SILENCE>
api_call italian paris six cheap
8 actually i would prefer for two people
sure is there anything else to update
9 no
ok let me look into some options for you
10 <SILENCE>
api_call italian paris two cheap
11 <SILENCE>

(e}
mNMggnggunacnaonaonahnhachnhauhnauna na

what do you think of this option:
resto_paris_cheap_italian 8stars

12 U: no this does not work for me
S: sure let me find an other option for you
13 U: <SILENCE>
S: what do you think of this option:
resto_paris_cheap_italian 6stars
14 U: it’s perfect
S: great let me do the reservation
15 U: may i have the phone number of the restaurant
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S: here it is
resto_paris_cheap_italian_6stars_phone
16 U: thanks
S: is there anything i can help you with
17 U: no thank you
S: you’re welcome

Notice that while the numbering of lines restarts from 0 for each case, the
tabulation remains the same: after a user sentence always follows a system
response, even in the case in which the system isn’t explicitly questioned, in
which case a SILENCE token is inserted.

4.3.3 Overall Results

The evaluation method used for judging the performances of the different
models is the per-response accuracy: the percentage of generated responses
that are exactly equal to the ones of the ground truth. It has become a
common practice in the evaluation process of task-oriented dialogue agents
training on the bAbI dataset to follow this particular metric: while simple,
this metric provides a shared benchmark for testing specific architectures
on this dataset, and it is easily interpretable. The major drawback of this
metric, from my point of view, could be that it may hide a lack of portability
of the tested model with respect to other dataset.

TASK | Seq2Seq | MemN2N | GMemN2N | Mem2Seq | Hyp-MN
(Attn)

T1 100 99.9 100 100 100

T2 100 100 100 100 99.9

T3 74.8 74.9 74.9 74.9 94.9

T4 57.2 59.5 57.2 100 100

T5 98 93.4 98.0 97.7 97.7

T5 65.7 7.7 79.4 75.6 89.3
ooV

Table 4.1: The results of the different described architectures over all the tasks of the bAbI (6)
dataset, including the task 5 with OOV words. The percentages shown refer to the per-response
accuracy, the percentage of response sentences that are equal to the ground truth.

As shown by the table, the results in the regular tasks are all extremely
high, not depending on the model considered: without a particular archi-
tecture rising above the others, the Memory Network-based systems are
able to provide an almost perfect functioning when operating on the bAbl
dataset and are capable to respond correctly to the user’s requests. Exclud-
ing Task3, which is mainly based on the display of the options from the
database to the system itself, the main differences in performances when
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interacting with the user emerge when considering the Taskb, augmented
with Out-Of-Vocabulary words: by purposefully identifying some words as
out of vocabulary, the models are tested in a more harsh way, especially
if the words not contained in the vocabulary need to be actively used in
understanding the user request and, possibly, in constructing the system’s
response. In this case, the Hierarchical Memory Network model obtains the
best result: this achievement is mainly due not only to the integration of a
KB Dropout technique in the training phase (Section 4.2.6), but also to the
exploitation of a copy-mechanism which allows the architecture to directly
copy the OOV word from the input directly into the answer, if needed.
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Chapter 5

Model Implementation

The following section will provide a more detailed explanation over the
practical implementation of the Hierarchical Pointer Generator architecture.
While I consider the code adequately commented, I have decided to reserve
the following pages to a more extended explanation on how the code operates
and why certain programming choices were made, possibly showing different
alternatives depending on the case at the hand. I would like to specify that
I did not had the original code from the paper available; I would also remark
that, despite my best efforts, I do not consider my code needless of further
optimization.

5.1 Motivation over the Model Choice
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Figure 5.1: The chosen model: Hierarchical Pointer Generator
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I decided to implement the Hierarchical Pointer Generator 4.2.6 architecture
(described more in detail in Section 4.10 and shown in Figure 5.1) for a
series of reasons: firstly, as shown by both the per-response and per-dialogue
accuracy metrics, this is considered as on of the best Memory Network
based model to be used as a task-oriented conversational agent; secondly,
it directly implements the CopyNet mechanism (described in Section 4.2.8),
allowing to provide an ingenious way to deal with OOV words that need to be
directly employed in the system queries and responses; finally, I considered
that it would have been both challenging and interesting to transfer this
architecture over the newly released Tensorflow 2.0 framework, not available
at the time of the publication of the original paper ([17]).

5.2 TensorFlow and Keras

The implementation of the Hierarchical Memory Pointer Generator was per-
formed utilizing the TensorFlow framework (Version 2.1.0): with the intro-
duction of TensorFlow 2.0, the framework encouraged the usage of a series
of better integrated high-level API with the Keras functionalities.

My model is in fact based on a Sequential approach of Keras Layers,
starting from the tf.Dataset API and ending through a customized Decoder
Layer. In particular, the tf.Dataset API is used to efficiently recover the
preprocessed data from the bAbI dataset, already tokenized in a series of
Numpy arrays. As a personal note, the introduction of the Eager Execution
mode proved itself very useful in the implementation process: allowing the
immediate testing of some graph-based computations certainly eased the
programming process, better reflecting the more immediate hands-on ap-
proach of an interpreted language such as Python; at the same time, some
drawbacks about the usage of the tf.function API surfaced during the coding
process which could be more easily avoided by a clearer documentation.

5.3 Data preprocessing

As all projects focused on Natural Language Processing and, more generally,
as all the endeavours in the Machine Learning field, data preprocessing is
a key component of the working pipeline. The data utilized in this project
is the bADbI dataset, better described in the dedicated Section 4.3.1, but
whose properties 1 will report for a clarity purpose. In a separate Numpy
module, each word is tokenized and translated in to a numerical and unique
ID: if we are not analyzing the training set or if have activated the dropout
feature (Section 4.2.6), an unknown word is simply assigned to a specific ID
symbolizing a word that is not contained in the training vocabulary.
Notice that each input contains not only the current user sentence, but
also the previous dialogue history: the input on the second turn of the
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dialogue, for example, will not only contain the second sentence of the user,
but also the first sentence of the user and the related correct response given
by the system on the first turn. This peculiar characteristic of the input
will require the model to deal with an extra dimension over the number of
sentences in a single input case of the data.

5.3.1 Input Dimension

Operating with a Memory Network-based architecture, the underlying com-
ponents of the input structure are, of course, the memory cells. By the term
of memory cell, in particular, I formally refer to a theoretical abstraction of
the input data: each single input is contained inside a memory cell, where
all the dialogue history up to the current turn is contained, along with the
query of the user to the system.

In practical terms, we have a two-dimensional matrix whose rows are de-
fined by the sentences of the current dialogue, where each word is identified
by a unique numerical ID. In addition, by combining different sets of dialogue
history together in a batch, the input data stacks up to a three-dimensional
tensor: the total number of batches per single iteration, the maximum num-
ber of sentences per dialogue history, and the maximum length of a possible
sentence. Notice that in order to create a tensor with fixed dimension, both
the number of sentences composing a dialogue history and each sentence
itself are padded up to the maximum number possible defined in the pre-
processing phase.

5.3.2 Temporal encoding

Let’s consider a user’s or a system’s utterance that will be assigned to a
single memory slot m;: the utterance is composed by a ordered sequence
of words < wil,wf, ...,wfv_l, wZN > where N is the number of words in the
sentence ¢. In order to include a temporal information about the current
dialogue turn, a token representing the current turn number is added to
utterance; in addition, another extra token indicating whether the sentence
was produced by either the human user or the system is added, respectively
$u or $s.

For example, if the sentence Let me show your options is an utterance
produced by the system during the fifth turn of the dialogue, the utterance
will be firstly preprocessed as Let me show your options t5 $s. In particular,
notice that a turn is formally considered as a single exchange of dialogue
between the user and the system: a single utterance from the user and a
single utterance from the system belong to the same turn. It’s interesting to
notice that a different approaches could be adopted to integrate the temporal

and user information to an utterance, as described in Section 4.2.10.
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5.3.3 Knowledge Base words

One of the more complex features of the HyP-MN architecture is its ap-
proach to KB tuples: the paper is not exactly too keen in giving a properly
deep explanation on how the KB information should handled in terms of
encoding and preprocessing. It would seem, though, that each KB tuples is
saved in a separate memory cell and each single component of the tuple can
be accessed singularly. In particular, the scenario described in the original
paper is composed by a dialogue between the user and the system, supported
along by a series of KB tuples obtained from an external Knowledge Base:
the call to the Knowledge Base is performed through an API call, included
in textual form in the system’s dialogue turn.

Notice, in fact, that in this particular context the API call is made by
the chatbot itself: learning how to made the proper API call is considered
to be a task that the chatbot has to learned, since in case of a OOV term
the chatbot need to learn to copy directly the correct word from the user
request to the API call to the database. Another point of clarification needs
to be made when discussing about Knowledge Base words: following the
reasoning of the paper and the structure of the bAbI dataset itself, I have
considered as Knowledge Base word not only all the different named entities
related to each restaurant, such as the name, the address, or the phone of
each location; I have also considered common nouns which describe some
properties of each restaurant, such has its type of cuisine, its price range
or its star rating. Consequently, KB words are not simply formed by a
collection of specific proper nouns, which could be identified by a Named
Entity Recognition system, but also by a few common terms which, in this
particular scenario, define one or more peculiarity characteristics of each
restaurant in the Knowledge Base.

It was important, during the preprocessing phase, clearly define the set
of words constituting the set of Knowledge Base words, since the KB tech-
nique applied later in working the pipeline (Section 4.2.6) will be crucial in
optimizing the efficiency of the chatbot.

Lastly, after calling the Knowledge Base through an API call, all the
possible results from the API call are stored in a single turn of dialogue: the
system will properly evaluate which result is the correct one by considering
also the previous dialogue with the user, contained in the same input sample.

5.4 Main architecture

5.4.1 Keras implementation of GRUs

The implementation of a GRU RNN provided by the Keras framework and,
consequently, by the the related module of the TensorFlow framework, is
directly based on the original paper describing the logical structure of the
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architecture. The only practical note to be made about this implementation
is the input that is expected: as described in the documentation, the data
must be structured in a three dimensional format, defined as (nsamples,
timesteps, features). Notice that in the NLP case, a common scenario would
be to pass sentences to be analyzed by the GRU: in this case, nsamples would
correspond to the number of sentences, time steps would be equivalent to
the number of words of each sentence (the words are properly considered
to be the different time steps of the time series identified by the sentence),
while the features would be the number chosen for the embedding of each
word.

5.4.2 TimeDistributed layer

As explained before, before applying a batching function to create a series
of mini-batch, we start from a three dimensional data, constituted by the
number of sentences in a dialogue, the number of words per each sentence
(the time steps of the sequence) and the values for the embedding of each
word. In terms of padding, not only each sentence is encoded to the maxi-
mum length possible, but also the number of sentence in each dialogue are
padded to the longest dialogue history possible.

After applying the batching process, consequently, we add another exte-
rior dimension, effectively creating a 4-dimensional input for some layers in
the architecture. The main difference between this particular scenario and
other NLP tasks, it’s the presence of different sentences per each sample,
since we need to keep and evaluate the dialogue history per each sample in
order to properly respond to the user’s requests.

Keras framework provides a Wrapper Layer known as TimeDistributed,
which applies a particular operational Layer along the most external dimen-
sion of the data: if we need for example to apply the Bidirectional GRU
layer to a 4D input, constituted by the batch samples, the number of sen-
tences, the words in each sentence, and each word embedding, we can use
the TimeDistributed to correctly apply the Bidirectional GRU layer along
the batch dimension to each 2D sample int each dialogue.

5.4.3 Encoding

Each word in each sentence in the dialogue history is encoded through a
Bidirectional GRU: after defining the number of units of the GRU layer and
activating the correct option in the definition of the Keras layer (in partic-
ular the return-sequence boolean argument) it’s possible to transform the
dimension of the input from the embedding dimension to the unit dimension
of the GRU: in this case, since the Bidirectional wrapper layer is applied,
the inner dimension is formed by the concatenation of the output of both
a forward and a backward GRU, allowing the encoding of word considering
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both the previous and the following word in the immediate context around
it.

Bwf) = [hijs g (5.1)
where h;; is the GRU hidden state of the word in the i-th sentence at j-th
position. In addition, each sentence is encoded by the concatenation of the
hidden state produced by the forward GRU at the last word of the sentence,
along with the state of the backward GRU produced at the first word of the

sentence.
—

Yy = [Pijm, |3 M1 (5.2)
This representation of the sentence is then passed to a MemN2N layer in
order to obtain the final encoded state that will be passed to the decoding
part of the architecture. The definition of the MemN2N follows the tenets
of the original architecture described by Sukhbaatar [23], and it is already
been described in Section 4.2.6.

5.4.4 Decoding Phase

This can be considered as the portion of the HyP-MN model which is most
innovative and different from the previous attempts in the field of Memory
Networks applied to closed domain conversational agents. The main objec-
tive of the decoder is the ability of understanding when the proper output
word must be generated from the known vocabulary or be directly copied
from the dialogue history saved in the memory.

When dealing with a crucial OOV word, the decoder should be able
to copy it from the dialogue history and putting in correctly in the output
sentence, instead of simply generating an " UNKNOWN” token for reference.
From a mathematical standpoint, this ability is reflected by the creation of
two different probability distributions: a generate distribution P_gen over
the vocabulary of the model and a copy distribution P_copy over the words
in the dialogue history saved in the memory.

5.4.5 Soft Gate to combine Generate and Copy Distributions

As described by the authors, a particular soft gate p_gen is utilized to com-
bined the two distribution. This idea was taken from See et Al. [35], where
p_gen is evaluated as the generation probability of a word: utilizing this
value for the generate distribution and its inverse for the copy distribution,
it is possible to obtain a soft gate able to direct the dialogue system to prop-
erly choose when generate or copy the next system word. The formula used
for calculating the soft gate term is

Pgen = U(whct + weshi + wxxt) (53)
where ¢ indicates a sigmoid function, h indicates the context vector pro-

duced by the attention mechanism, s indicates the current hidden state of
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the decoder and x the current decoder input. wh, ws, wx all refer to a
set of trainable weights vectors which allows to teach the model when copy
or generate the next output word depending respectively on the attention
context, the hidden state of the decoder, and the current decoder input.

The next subsection will show how to implement from a programming
point of view the aforementioned integration between the two probability
distributions during a training loop over the input data.

5.4.6 Training Loop

During the training phase, from a practical point of view, the decoding phase
is structured as follows: inside a loop for each batch of samples, each single
correct target word is passed as input to the Decoder architecture; after
producing a context vector through a Luong general attention mechanism
over each encoded sentence (as explained in Section 4.3), an output vector
of the decoder is created; the output vector of the decoder is utilized in
order to obtain a probability distribution over the vocabulary of the model.
At the same time the embedding of each single word is passed to the de-
coder: following a series of equations (Section 4.2.6) properly translated in
TensorFlow, an attention value is produced for each single word in the sam-
ple; a copy distribution over the words in the dialogue history is created by
assigning each attention value to its corresponding word, summing possible
duplicates.

One of the most challenging aspect of this implementation was the def-
inition of a copy distribution: how long should the copy distribution be in
terms of vector size? And how could it interact with the vector representing
the generate distribution? I personally chose to define the length of the copy
distribution as the number of OOV words contained in an input sequence:
while a word inside the vocabulary is simply assigned to vector’s cell refer-
ring to its identifying numerical ID, an OOV word is assigned to the vector’s
cell corresponding to the sum between the size of the vocabulary and the
ID of the OOV word in the newly introduced vocabulary of OOV words.

As an example, when having a vocabulary vocabulary dimension of 500,
if an OOV word is found, it is added to a different vocabulary: if for example
4 different OOV words were already found, the ID assigned to the OOV word
would be equal to 504 (consider that the first ID of the regular vocabulary
is 0). BY padding the generate distribution (whose length is equal to the
regular vocabulary) to the length of the copy distribution (whose length
is given by the sum of both the regular and the OOV vocabulary), it is
practically possible to sum and integrate both of the distributions following
the loss equation specified by the authors and previously illustrated (Section
4.2.6.

Notice that an OOV word would of course have a value of zero in the
corresponding cell in the generate distribution, while it would have a pos-
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itive value in the copy distribution. During this process, the Embedding
layer remains unchanged and still operates only over the regular vocabulary
dimension. Teacher Forcing A major difference between the training and the
testing phase during the decoding part of the model functional pipeline, is
the use of a technique known as Teacher Forcing: while not explicitly stated
in the paper, I assumed that during the training phase the actual target
word is passed as input to the Decoder (Teacher Forcing); at the same time,
I assumed that this technique is not employed in the testing phase, where
the Decoder uses as its input the output word generated by the Decoder
itself in the previous time step.

5.4.7 Masking and Padding Interaction

Since we are dealing with sequences of dialogues of different lengths, often
composed by sentences of different lengths also, in order to operate in a
mini-batch fashion it becomes necessary to apply a padding process, which
is implemented directly by using the tf.data.Dataset API provided by Ten-
sorFlow. In terms of performances, though, it becomes crucial to provide
a correct mask term in order to teach the model to ignore all the padding
values (practically implemented as zero values): the Embedding Layer effec-
tively becomes the mask producer, leveraging the Keras back-end in order
to automatically pass the created mask to subsequent layers of operation.

When applying the particular sentence encoding described by the au-
thors of the Hierarchical Pointer Generator architecture, a more explicit
process is required when specifying which word, for each sentences, is the
last non-padding one: a simple indexing with Python via the value -1 proved
not itself sufficient; by exploiting the mask provided by the Embedding layer,
instead, it becomes possibly to actually select the proper last word of the
sentence, and not a padding value. The masks in the model, finally, are
passed to the Encoder; in a final phase, I also applied a mask to the loss
function in order to not bias the model towards producing PAD values as
answer to each user question (numerically, of course, PAD values can become
even higher than regular words).

5.5 Definition of a Custom Loss and Optimization

As defined in the TensorFlow documentation, the main indication to follow
when defining a custom loss is to create a function which takes as arguments
y_true, the true target labels, and y_pred, the labels predicted by the
model. T translated into code the loss function defined in the HyP-MN
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paper:

T T
Z Softmam pgenP (yt) + p(l - pgen)PC(yt)] +7 Z H(pgena pgenT)
t=1 t=1
(5.4)
In particular, padding the generate distribution to the length of the copy dis-
tribution (as described in the previous Section) allowed multiple samples’
distributions to be handled at the same time by TensorFlow in a matrix
form, respecting the mini-batch approach followed throughout the all train-
ing process.

Important modifications over the loss function were made during the im-
plementation process: firstly, I decided not to implement the second portion
of the loss function: after some testing, it did not prove itself particularly sig-
nificant; in addition, I decided to utilize for the first term of the loss function
a regular cross-entropy function instead, using the API of the TensorFlow
framework to avoid any sort of possible numerical instability.

The Gradient Descent algorithm chosen was the Adam Optimizer, as
proposed by the original paper, while other hyper-parameters (as the em-
bedding dimension or the number of hidden units in decoder GRU) were
tested separately: these are better described in Section 6.

5.6 FEvaluation Metric

The choice of the dataset was dictated by previous choices of other authors
of different related architecture: in absence of a universally accepted bench-
mark for NLP architectures, aside from the more general ones as precision,
recall or F1 score, operating on the same dataset as others architectures is
a valid option to compare the performances of different approach; it would
still be wise to remind ourselves that portability of these architectures would
still need to be tested, in order to properly checked if the same performances
obtained with the bAbI dataset could be generalized in more different and
diverse contexts, equipped for example with starting text data originated by
different domains from the ones chosen in the bAbl dataset.

A common characteristics of all the models dealing with the bAbI dataset
is the application of two simple evaluation metrics: in order to test their
performance, the models evaluates the percentage of sentences identical to
the target ones (sentence accuracy) and the percentage of entire dialogues
identical to the correct ones (dialogue accuracy). As more deeply discussed
in Section 3.4, neither of these proposed methods constitutes a particu-
larly elaborate evaluation metric: when considering closed-domain dialogue
system, though, metrics involving word-to-word confrontation are still con-
sidered sufficiently reliable, due to the small number of possible valid alter-
natives when considering a specific output word of this dataset.
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Still, this accuracy metric is tightly correlated to the bAbI dataset: the
per-response and per-dialogue cannot provide aany information over the
actual portability of the model over another (possibly more lexically varie-
gated) dataset.
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Chapter 6

Model Training and Results

6.1 Training Details

The training process was performed on a NVidia 1080 Ti GPU, supporting
the CUDA library, utilizing CUDA v.10.1 and CudNN v.7.6.4.

Here are reported the hyperparameters that obtained the best results in
the training process: the embedding dimension and the GRU cell size were
sampled from {256, 128}, using a 256 cell and embedding size for the best
result; the number of encoding hops of the MemN2N encoder was set to
3, since testing with higher number of hops did not provide any tangible
advantage, while lower values seems to slightly worsen the final accuracy;
the batch size was sampled from {32, 16}, using batches of 16 samples for the
best accuracy, for a total number of 8 epochs of training; the hyperparameter
p of the loss function was set to 1, since higher values did not seem to improve
the model’s performances. In order to decide the best hyperparameters, 1
followed the indication from the original paper, without the need of using
the provided validation dataset.

The optimizer employed is an Adam optimizer: the learning rate of
the optimizer was set to 0.001 for the first two epochs, and progressively
decreased for the following epochs, going from 0.0005 for the third and
fourth epochs, and down to 0.0001 for the last epochs. The decision of
decreasing the learning rate was due to a progressively slower convergence
of the training loss after a few epochs of training. The following graph shows
the result of the training process over the training set of the Task 5 of the
bADbI dataset, both in terms of negative log-likelihood loss and in term of
per-response accuracy; the average training loss on the last epoch of training
amounted to 0.0525, while the per-response accuracy value amounted to
0.99. The average training time for a single epoch was approximately 1132
seconds.

Overall, my implementation of the model differs from the original pro-
posed one in a moderate number of aspects: firstly, as better described in
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Cross-entropy Loss

Section 5.5, the loss function has been reduced to a standard cross-entropy
loss function, operating over both the vocabulary and the copy distribu-
tions; in addition, the p_gen soft gate of the loss function, better explained
in Section 5.4.5, was directly implemented from its definition contained in
the original paper [35] describing the copying mechanism of OOV words in-
side the system’s responses; finally, as shown in Section 5.4.7, the masking
information over the padding values in the input was explicitly used during
the encoding phase of the model, in order to reduce the influence of padding
values in the training process.

Figure 6.1 contains the graph showing the progression of the loss function
over the training set, evaluated over the number of input batches:

0 2500 5000 7500 10000 12500 15000
# Batch iteration

Figure 6.1: Training Loss Value

Notice how at the end of the second epoch (approximately at 2300
batches) and at the end of the fourth epoch (approximately at 5000 batches)
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the change in the learning rate of the Adam optimizer allows a faster con-
vergences to the minimum loss.

Figure 6.2 shows on the other hand the per-response accuracy, again
evaluated over the number of training batches for the input:

0 2500 5000 7500 10000 12500 15000
# Batch iteration

Figure 6.2: Training Per-Response Accuracy Value

As shown in the graph, the per-response accuracy increases following the
same trend of the loss function. It is important of emphasize, of course, that
both the cross-entropy loss and the per-response accuracy showed above were
considered over the training set: an optimal result is more easily expected
when the model already know the input data.

The following section will show the performances of the model over the
test data: even with previously unseen data, the architecture performs well
and does not give in to overfitting.

64

17500



6.2 Results

The following table shortly summarizes the results over the test set of the
Task 5 and the OOV Task 5 of the bAbI dataset: along previous architec-
tures described in Chapter 4, Hyp-MNx represents the result of my imple-
mentation.

The testing operation was evaluated over the entirety of the provided
test dataset, without the usage of techniques such as k-fold evaluation: while
k-fold evaluation usually provides a more sound approach to control overfit-
ting, the range of possible hyperparamethers was moderately limited, thanks
to the indication of the original paper; I initially preferred using the entirety
of the training set and of the testing set to respectively train and evaluate
different combination of hyperparamethers: since the final results proved
themselves already acceptable, I decided to not employ k-fold.

TASK Seq2Seq | MemN2N | Mem2Seq | Hyp-MN Hyp-MN*
(Attn)
T5 98 93.4 97.7 97.7 99.1
T5-00V 65.7 e 75.6 89.3 97.5

Table 6.1: This table shows the accuracy of different models over the test set of the Task 5 and the
test set of the Task 5 OOV. The percentages refer to the per-response accuracy, the percentage of
outputs that corresponds directly to the correct responses

As described before, the results are reported on the task 5 of the bAbl
dataset, due to the overall comprehensive nature of the task in terms of
technical aspects evaluated: task 5 of the bAbI dataset, in fact, includes
fully extended dialogues between system and user, involving interaction with
an external Knowledge Base through an API call (textually reported in the
dialogue) and possible preference updates from the users. The per-response
accuracy metric corresponds to the percentage of answers that are equal
word per word to the ground truth contained in the dataset.

In addition, the OOV Task 5 of the bAbI dataset is used to evaluate the
performances of the model when interacting with a considerable number of
OOV words: as shown in the table, my implementation of the architecture
was able to operate with a high per-response accuracy when dealing with
words outside of the training vocabulary; the CopyNet mechanism (Section
4.1.2) and the definition of new indices for the OOV words were vital in
improving the model’s performances.

In particular, it’s relevant to notice that my implementation of the Hi-
erarchical Pointer Generator model (Section 4.2.6) proved itself to perform
better than the results reported on the original paper [17] over the Task 5
with OOV words: personally, I ascribe this improvement in performances
to a simplified loss function (allowing the usage of an already optimized
API from TensorFlow) and to a proper employment of the Masking Layer

65



in the TensorFlow API, reducing the influences of padding values towards
the final result: the encoding and the decoding process employed were in
fact the same, but a more direct loss function and a smart usage of the
masking information over the padding values may have proved themselves
crucial in improving the model’s results. In addition, the p_gen value in the
loss function, as checked after the testing phase, acted properly by forcing
the selection of the copy distribution probability when presented with an
OOV word in the input: I derived the implementation of this selection gate
between the two probabilities directly from the CopyNet architecture’s pa-
per [35]. Finally, I took particular care in the implementation of the OOV
dropout functionality, as described in the original paper [17] (Section 4.10):
each single dialogue, when containing a key Knowledge Base word, can be
subjected to the dropout of the words that will be necessarily used in both
the API call and the response production by the system.

6.3 Testing sample

In this section I would like to provide an input testing sample, in order to
better show how practically the system would operate in a real life scenario.
The following sample, in particular, is taken from the test set of the Task
5-0O0V, with a strong presence of OOV words. Notice that each sentence
is originally formatted to contain both the user request and the system
response, separated by a tabulation character (see Section 4.3.1 for more
details on the structure of the bAbI dataset). In addition, at each turn of
the dialogue, the system has access to all dialogue history up to the current
turn: for brevity’s sake, all the options obtained from the API call are
not listed, while they are normally accessed by the system along with the
dialogue history.

On a more practical note, as better described in Section 4.3.1, the term
api_call is a noun symbolically indicating the API call of the system to the
database containing all the entities relevant to the task; similarly, the exam-
ple does not contain explicit names of restaurants: resto_tokyo_cheap_thai_5stars,
for example, is a placeholder for a proper noun of an actual restaurant, not
included in the original dataset, but expected in a real life scenario. The
numbers before each couple of sentences between user (U) and system (S)
indicate the current dialogue turn.

1 U: hi
S: hello what can i help you with today

2 U: can you make a restaurant reservation with vietnamese food
in seoul
S: i’m on it

3 U: <SILENCE>
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how many people would be in your party
for eight please

which price range are looking for

in a cheap price range please

ok let me look into some options for you
<SILENCE>

api_call vietnamese seoul eight cheap
instead could it be for six

sure is there anything else to update
instead could it be with thai food
sure is there anything else to update
actually i would prefer in tokyo

sure is there anything else to update

no
ok let me look into some options for you
<SILENCE>

api_call thai tokyo six cheap

<SILENCE>

what do you think of this option:
resto_tokyo_cheap_thai bstars [resto_tokyo_cheap_thai 4stars]
no this does not work for me

sure let me find an other option for you
<SILENCE>

what do you think of this option:
resto_tokyo_cheap_thai 4stars

no this does not work for me

sure let me find an other option for you
<SILENCE>

what do you think of this option:
resto_tokyo_cheap_thai_2stars

that looks great

great let me do the reservation

can you provide the address

here it is resto_tokyo_cheap_thai 2stars_address
you rock

is there anything i can help you with

no thanks

you’re welcome

Reasonably, the system is able to perform well when dealing with com-
mon sentences and requests, such as greetings or question about a specific
restaurant. On the other hand, as shown in the example, on the 12th it-
eration of the dialogue, the system could not provide the expected answer:
the user asked for a restaurant in a cheap price range, which should have let
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the model to suggest a restaurant with a lower star rating (written in blue
between square brackets next to wrong answer). The type of the cuisine and
the location, though, were correct.

Notice that all the keywords such as vietnamese, thai and tokyo were
OOV words, tokenized to a common numerical unknown identifier. Still,
the system was able to correctly refer to some of these specific keywords in
the API call to the database: this critical feature is based on the creation of
a probability distribution over all the words in the current dialogue history
(Section 5.4.6), combined with a regular probability distribution over the
known vocabulary.
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Chapter 7

Conclusions

7.1 Conclusion

This essay aimed to provide a solid theoretical background on conversa-
tional agents, focusing in particular on task-oriented dialogue systems, and
on Memory Network-based architectures, analyzing the progress and the re-
sults of different academical contributions over the application of Memory
Networks on closed-domain chatbots. In addition, different metrics to test
the performances of chatbots were discussed and compared. Furthermore,
one of the described architectures was fully implemented in the Tensor-
flow 2.0 framework, providing numerous insights on the practical aspects of
creating a task-oriented dialogue system based on a Memory Network ar-
chitecture. The training process and the testing result of the model were
finally discussed and analyzed.

7.2 Future Works

Possible future works could include the study of the performances of the
model over different other datasets: by also including the other models
described in the essay, it could become interesting to understand how models
tested on the bADbI dataset can be proficiently transposed on other datasets
aimed for closed domain tasks. From another point of view, it could prove
useful to integrate some sort of pre-trained embeddings in the models, or
possibly even Transformer-based processes such as BERT.
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Appendix A

Appendix

In this appendix I will provide more practical insights and suggestions for a
correct usage of the Tensorflow 2.0 framework: while of course the framework
itself offers a huge variety of functionalities, I will report here a series of
TensorFlow APIs that proved to be crucial in my work on the Hierarchical
Memory Network; I hope that these notes will provide aid in times of need for
anyone who happens to find difficult times moving through the TensorFlow
2.0 framework.

A.1 Usage of the Tf.function API

One of the main introduction of TensorFlow 2.0 is the tf.function API, which
is aimed at aiding the programmer in the definition of critical training func-
tions of the model: in particular, instead of defining the system’s operations
directly via the graph-based methods provided by TensorFlow, it is possi-
ble, by decorating the desired function with the tf.function decorator, to
automatically translate the contents of the function to its respective graph
operations; this functionality proved itself extremely useful when defining
loops inside the training function, since regular loop constructs (such as
the for loop) provided by Python were easily accessible and automatically
translated into a compatible graph-based solution by the tf.function API.
From my personal point of view, the main drawback of this approach
was the lack of clarity in the tf.function documentation about the tracing
phenomenon in which the decorated function is involved: when the input
of the decorated function is a variable Python object and not a Tensor, the
graph is reconstructed every time the function is called, greatly reducing the
training system performances; in addition, after many different attempts, I
discovered that also in the case of dynamic shape input Tensor (such as
dialogues of different length padded differently depending on the batch) the
tracing process is still applied: it is thus necessary to also provide an input
signature specifying the desired size, in order to avoid that a different graph
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is constructed with each iteration of the training process.

A.2 Leveraging tf.data.Dataset and tf.train.Checkpoint

The tf.data Dataset is generally considered as one of the most efficient ways
to provide data into a Tensorflow graph: in this project, I found useful the
possibility of creating a tf.dataset from a Numpy generator, along with the
more common utilities that allowed me to pad, batch and repeat the input
data available.

In other part of the training process, the usage of the tf.train.Checkpoint
API proved itself to be of particular importance: by of course making sure of
saving all the trainable variables introduced in the model, this API allowed
me not only to save the weights of the model after the training process, but
also to resume it possibly with a modified learning rate for the optimizer (by
not saving the optimizer state, even if with the possible drawback of losing
other optimizer information).

A.3 Importance of masking

From the Tensorflow documentation, it is stated that any sort of masking
layer produced by the embedding layer is automatically passed to any Keras
Layer that could make use of it; it is important to clarify, though, that
some explicit programming is needed if the model involves some custom
made Keras layers (as in my implementation) that requires the information
contained in the masking Layer. Personally, I would like to report two useful
methods related to accessing the masking information of a Keras Layer: the
attribute .keras_-mask, which allows to directly check (possibly in Eager
mode) the mask offered by a Keras Layer; similarly, also the compute_mask
method allows to obtain the mask of a Layer when a computation over some
input is needed. The masking information can be directly used inside the
call function of a custom Keras Layer, proving itself useful when dealing for
example with some uninformative padding values.
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