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Abstract

HE global shift to electric mobility is placing immense pressure on
charging infrastructure, making sophisticated software architecture
a critical enabler for reliable and scalable operations. However,
current centralized software architectures struggle to balance the need for
global orchestration with the need for local execution, leading to systems
that are fragile during network outages and difficult to evolve. A criti-
cal research gap exists in the lack of a comprehensive architectural frame-
work that systematically integrates trustworthiness with specific adaptabil-
ity mechanisms required to handle volatile market drivers, such as evolving
communication protocols, emerging Vehicle-to-Grid (V2G) services, and
dynamic grid integration, without requiring fundamental system redesign.
This doctoral thesis addresses this gap by answering the question: How
can charging station management software be improved to enhance re-
silience and adaptability? The answer is a holistic, multi-faceted solution
centered on a novel distributed cloud-edge-IoT architectural framework.
The proposed framework strategically distributes intelligence across 10T,
edge, and cloud layers. This design empowers individual stations with local
autonomy for service continuity during network outages while providing
Charge Point Operators (CPOs) with robust centralized management. Built
on containerization and microservices, the framework’s resilience is vali-
dated using formal methods, translating the architecture into a Component
& Connector (C&C) model and employing a MaxSAT solver to identify
and rectify critical dependencies.

This research further contributes a structured catalog of fault-tolerance

I



“output” — 2026/2/24 — 17:16 — page Il — #6

tactics (Restart, Replacement, Checkpoint, Replication, and Migration)
mapped to the architecture’s layers. Looking beyond simple fault recovery,
this work proposes an evolved MAPE-K model for true component-level
self-healing, paving the way for adaptive and antifragile systems.

The practical applicability of the architecture is validated through
scenario-based analyses, grounded in ethnographic studies with a leading
CPO, which use sequence diagrams to model the system’s effective mitiga-
tion of common operational failures. Finally, a detailed risk assessment of a
real-world infrastructure identifies critical security vulnerabilities and pro-
vides an actionable roadmap for their mitigation, underscoring that trust-
worthiness is incomplete without robust security.

Ultimately, this thesis delivers a validated architectural blueprint, a cata-
log of resilience patterns, a forward-looking self-healing model, and a prac-
tical risk management strategy. It provides a comprehensive answer to en-
hancing the resilience and adaptability of EV charging software, offering a
robust foundation for the future of electric mobility.

IT
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CHAPTER

Introduction

The 2F' century is witnessing a profound transformation in the global
transportation sector, driven by the urgent need to decarbonize economies
and mitigate the escalating impacts of climate change [56, 143]. Central
to this transition is the accelerating shift from vehicles powered by inter-
nal combustion engines (ICE) to electric vehicles (EVs) [68], especially in
China and the European Union, who has established stringepte@G3-
sion reduction targets for new cars as part of its broader climate sttategy
This paradigm shift is not merely an incremental technological advance-
ment but a fundamental reshaping of personal mobility, logistics, and en-
ergy consumption patterns. The pace of this transition is underscored by
compelling global trends: in 2024 alone, global electric car sales surpassed
17 million units, meaning that more than one in ve new cars sold world-
wide was electric. This gure represents a remarkable 25% increase com-
pared to 2023

This rapid and widespread adoption of EVs inherently necessitates a
commensurate expansion of accessible, reliable, and ef cient charging in-

Lhttps://www.europarl.europa.eu/topics/en/article/20180920S TO14027/reducing-car-emissions-new-co2-
targets-for-cars-and-vans-explained
2https://www.iea.org/reports/global-ev-outlook-2025/trends-in-electric-car-markets-2
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Chapter 1. Introduction

frastructure. The global deployment of public charging points is accelerat-
ing to meet this demand, with over 1.3 million new public charging points
added worldwide in 2024. This represents an increase of more than 30%
compared to the previous year, and the number of chargers added in 2024
alone is approximately equal to the total number of public chargers avail-
able globally in 2020. Europe saw its public charging network surpass the
signi cant milestone of 1 million operational points in 2024

The scale and velocity of EV adoption create an immediate and esca-
lating requirement for sophisticated charging solutions. While the growth
in the number of charging points is a positive development, ensuring user
convenience and alleviating “range anxiety” depends on more than just
quantity. The historical “chicken and egg” dilemma, where potential EV
buyers were deterred by a lack of charging infrastructure and, conversely,
investment in infrastructure was hampered by low EV uptake, is evolving.
However, the challenge is progressively shifting from the mere availabil-
ity of chargers to the quality, intelligence, interoperability, and overall user
experience of the charging ecosystem. For example, despite reaching over
a million public chargers, Europe is projected to need 8.8 million chargers
by 2030. Meeting this target would require installing over 23,000 chargers
per week; yet, in 2024, the average weekly installation rate was 18,250,
indicating a signi cant ongoing effort is needed to close this‘gap

Furthermore, the con uence of rapid EV proliferation and the increas-
ing power demands of modern charging technologies, particularly fast and
ultra-fast chargers, presents a formidable challenge to existing power grids.
Uncoordinated charging of millions of EVs, especially during peak demand
periods, can lead to signi cant grid strain, manifesting as voltage insta-
bility, localized overloads, and potentially necessitating costly and time-
consuming upgrades to grid infrastructure [162]. The scale of EV adoption,
therefore, mandates the development and deployment of sophisticated soft-
ware architectures. These architectures are critical not only for the ef cient
management of individual charging stations and networks but also for their
intelligent integration with the broader energy system.

The evolution of electric vehicle charging infrastructure is closely in-
tertwined with the advancement of the smart grid, an intelligent and mod-
ernized electricity network that integrates information and communication
technologies to optimize the generation, distribution, and consumption of
power. Unlike traditional grids, smart grids enable two-way communica-
tion between utilities, charging stations, and end users, supporting real-time

Shttps://www.iea.org/reports/global-ev-outlook-2025/electric-vehicle-charging
4https://www.gridx.ai/resources/european-ev-charging-report-2025

2
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monitoring, dynamic load management, and enhanced reliability. Key fea-
tures of smart grids include advanced metering infrastructure, distributed
energy resources such as renewable generation and battery storage, and
sophisticated demand response mechanisms that help balance supply and
demand dynamically [69, 101].

Smart grid integration with EV charging stations enables ef cient coor-
dination of charging loads, mitigating grid stress caused by the increasing
penetration of EVs. By leveraging intelligent controls and communica-
tion protocols, smart grids facilitate demand-side management, peak sav-
ing, and vehicle-to-grid services, where EVs not only consume but can also
inject energy back into the grid, thus contributing to grid stability and re-
silience. This synergy enhances grid performance, optimizes energy costs,
and supports the transition to cleaner, renewable energy sources. The in-
telligent orchestration enabled by smart grids is essential to managing the
complexity and scale of future EV charging networks, forming a founda-
tional pillar for sustainable electric mobility [7, 79].

Transitioning from the macro-level trends of vehicle electri cation and
infrastructure expansion, the focus of this thesis narrows to the critical en-
abling technology underpinning the modern EV charging landscape: soft-
ware. Contemporary electric vehicle charging stations (EVCS) and the
networks they form have evolved far beyond being simple electrical en-
ergy dispensers. They are increasingly complex cyber-physical systems,
where software plays a pivotal, multifaceted, and progressively sophisti-
cated role [59].

The pervasive in uence of software is evident in its comprehensive man-
agement capabilities. EV charging management software empowers charg-
ing point operators (CPOs) and e-mobility service providers (eMSPs) to
oversee and control “each and every aspect of EV charging, including but
not limited to enhanced user experience, optimized energy consumption,
and streamlined operatior’s'This encompasses a wide array of core func-
tionalities, such as real-time monitoring of charging station status and en-
ergy ow, remote management and diagnostics of charging equipment, so-
phisticated billing and payment processing systems, dynamic energy man-
agement and load balancing to prevent grid overloads, robust user authen-
tication and access control mechanisms, and seamless integration with di-
verse electric vehicle supply equipment (EVSE), otherwise known as charg-
ers, from various manufacturérs

The evolution is driving charging solutions beyond basic energy provi-

Shitps://www.seasiainfotech.com/blog/ev-charging-management-software/
Shttps://www.fractalev.com/ev-charging-software-guide/

3
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sion to incorporate advanced functionalities such as smart charging, which
optimizes charging schedules based on grid conditions, electricity prices,
or user preferences. Vehicle-to-Grid (V2G) technology, enabling EVs to
not only draw power from the grid but also to inject it back, is another
software-intensive domain gaining traction [79].

The centrality of software in these diverse functions means that the de-
sign of this software — its architecture — is of paramount importance. The
software architecture dictates the overall functionality, ef ciency, reliabil-
ity, security, scalability, and adaptability of the entire charging ecosystem.
This positions software architecture not merely as an operational compo-
nent but as a strategic enabler that fundamentally dictates the pace of in-
novation, the capacity to monetize advanced services, and the overall evo-
lutionary trajectory of the EV charging ecosystem. While basic charging
functionality might be considered a commodity, the value-added services
that differentiate offerings and enhance user experience — such as intelli-
gent charging algorithms, dynamic pricing models, personalized services,
and seamless V2G interactions — are predominantly software-driven. The
ability of a charging network to adapt to new communication standards
(e.g., the transition from OCPP 1.6 to OCPP’}.ihtegrate emerging tech-
nologies like arti cial intelligence and machine learning (Al/ML) for pre-
dictive maintenance or enhanced user interaction, and offer novel services
is heavily contingent upon the exibility, modularity, and extensibility of
its software architecture. While proprietary, closed systems exist, the trend
towards open standards and well-conceived, interoperable architectures is
crucial for fostering a vibrant, competitive, and innovative market.

Indeed, the functionalities provided by modern EV charging manage-
ment systems — such as remote diagnostics and troubleshooting, over-the-
air (OTA) rmware and software updates, dynamic load balancing across
multiple chargers, and highly exible pricing and access control mecha-
nisms — are indicative of an emerging paradigm: the “software-de ned
charging network” [145]. In such a network, the hardware is primarily
responsible for the safe transfer of electrical energy, but the intelligence,
control logic, adaptability, service delivery, and overall system behavior
are increasingly de ned, managed, and orchestrated by sophisticated, of-
ten distributed, software architectures. The U.S. Department of Energy's
Vehicle-Grid Integration Assessment Refatso emphasizes the critical
need for intelligent controls and an “open architecture energy management
system (EMS)” to facilitate effective and scalable EV-grid integration. This

"https://openchargealliance.org/ocpp-2-1-is-now-available/
8https://www.energy.gov/sites/default/ les/2025-01/Vehicle_Grid_Integration_Asseessment_Report_01162025.pdf
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shift towards software-de ned networks has profound implications for how
charging infrastructure is designed, deployed, operated, maintained, and se-
cured, placing software architecture at the very heart of the future of electric
mobility.

1.1 Challenges in EV Charging Software

Designing robust and future-proof software architectures for charging sta-
tions and their associated management systems is a formidable task, with
intricate technical dif culties. These complexities arise from the need to
balance desired architectural qualities with strict non-functional require-
ments (NFRs), all while navigating the inherent heterogeneity of the EV
charging ecosystem and the rapid pace of technological evolution.

To support the long-term viability and strategic value of the charging
network, the software architecture must exhibit speci ¢ qualities that en-
able it to grow and adapt over time.

» Adaptability: The EV charging landscape is volatile, with frequent
changes in communication standards, energy market regulations, and
grid requirements. Software architectures must possess the exibil-
ity to accommodate these changes effectively and ef ciently without
requiring fundamental redesigns or service downtime [41].

 Scalability: EVCS software must be designed to seamlessly handle a
rapidly expanding number of electric vehicles, a growing deployment
of charging stations, an increasing volume of concurrent charging ses-
sions, and the exponential growth of data generated from sensors, user
interactions, and nancial transactions [41].

» Maintainability: Given the dynamic nature of the EV market and en-
ergy services, software architectures must be designed to facilitate
easy updates and timely bug xes without causing major disruptions
to ongoing operations [41].

* Interoperability: The EV charging landscape is characterized by a
multitude of hardware vendors, software providers, network opera-
tors, and electricity grid systems. Ensuring seamless communica-
tion, data exchange, and operational compatibility between compo-
nents from different manufacturers and across disparate networks is
a persistent and signi cant hurdle. This challenge is compounded by
the existence of multiple communication protocols (e.g., OCPP, OCPI,

5
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ISO 15118, OSCP) and their various versions, alongside evolving in-
ternational standards [41].

 Trustworthiness: As critical infrastructure, EV charging networks
must guarantee safety and security to gain public con dence. Trust-
worthiness is the overarching assurance that the system will behave
as expected even in hostile environments. It is a holistic attribute that
encompasses resilience (to withstand faults), security (to withstand at-
tacks), and safety (to prevent harm), ensuring stakeholders can rely on
the system without fear of catastrophic failure [41].

In addition to the desired qualities, the system must adhere to rigorous
non-functional requirements that act as operational constraints. Failure to
meet these requirements can lead to immediate service failure or safety
risks.

* Resilience: Unmanned charging stations operate in harsh, unpredict-
able environments prone to network outages, hardware glitches, and
power uctuations. The software must inherently resist these disrup-
tions and recover its distinct state automatically [41].

» Cybersecurity: EVCS are integral components of critical national in-
frastructure and form part of a larger, interconnected cyber-physical
system. This makes them attractive targets for a wide range of cyber-
attacks, including Denial of Service (DoS), Man-in-the-Middle
(MITM) attacks, malware infections, and data breaches targeting sen-
sitive user or operational information [59]. Vulnerabilities can be ex-
ploited in various parts of the system, such as EV connectors, user
payment terminals, internet-facing communication channels, backend
management systems, and even maintenance interfaces [112].

» Real-time Data Processing: Advanced functionalities such as smart
charging, V2G services, dynamic load balancing, and real-time pric-
Ing necessitate the capacity to process, analyze, and react to large
streams of data from EVs, chargers, users, and the electricity grid in
near real-time [162].

Despite the distinction between desired qualities and operational con-
straints, all eight challenges map directly to software quality characteristics
de ned in the ISO/IEC 25010:2023 standravhich provides a compre-
hensive framework for assessing product quality. Table 1.1 establishes this

https://www.iso.org/standard/78176.html
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mapping and highlights how each challenge relates to speci ¢ quality at-
tributes that guide this thesis's architectural focus.

Table 1.1: Challenges & ISO/IEC 25010 Software Quality Characteristics

ISO/IEC 25010
Challenge Quality Sub-characteristic(s) Implication
Characteristic

System must accommodate
Adaptability Flexibility Adaptability new standards/markets
without redesign

System must grow without

Scalability Flexibility Scalability degrading
Modularity, System must allow for
Maintainability | Maintainability | Modi ability, effective updates and
Reusability bug xes

System must integrate
seamlessly across
ecosystem

System must warrant

con dence that it is secure
safe, and reliable

System must resist

Interoperability,

Interoperability | Compatibility Co-existence

Risk Identi cation,

Trustworthiness Safety Eail Safe

Fault Tolerance,

Resilience Reliability - disruptions and recover
Recoverability .
automatically
Con dentiality, System must prevent
Cybersecurity | Security Integrity, unauthorized access and
Authenticity tampering

System must respond to
events with acceptable
latency

Real-time Data | Performance Time Behavior,
Processing Ef ciency Resource Utilization

This taxonomy of challenges against ISO/IEC 25010 quality character-
istics reveals a deeper architectural pattern. The eight challenges are not
isolated concerns, but cluster into two primary quality dimensions that form
the foundation of the architectural approach of this thesis.

Each challenge represents an area where current solutions may be insuf-
cient or where new architectural paradigms are needed.

The rapid expansion of the EV market and its charging infrastructure,
driven by ambitious adoption targets, creates a scenario where the speed of
deployment can sometimes overshadow the need for meticulous architec-
tural planning. This risks the accumulation of “architectural debt.” With-
out a concerted and early focus on sound software architecture, the rapidly
growing EV charging network could become burdened by systems that are

7
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unreliable, insecure, and incapable of adapting to future technological ad-
vancements and evolving user needs.

Furthermore, a fundamental architectural tension exists between the
need for centralized control and management versus the demand for de-
centralized execution and autonomy at the edge of the network. Many es-
sential management functions, such as billing, user account administration,
network-wide monitoring, and policy setting, naturally lend themselves
to centralized cloud-based services for ef ciency and consistency. How-
ever, critical real-time operations, including immediate responses for smatrt
charging adjustments, participation in V2G grid services, local load bal-
ancing to prevent overloading site transformers, and rapid fault detection
and isolation, often necessitate decentralized or edge computing capabili-
ties. Edge processing offers bene ts like low latency, reduced reliance on
continuous network connectivity, and enhanced resilience. Consequently,
a key architectural problem lies in designing hybrid systems that can ef-
fectively harness the advantages of centralized intelligence and oversight
while simultaneously empowering autonomous, responsive operation at the
network edge, ensuring data consistency and coordinated decision-making
across these distributed tiers.

1.2 Problem Statement

The central problem addressed by this thesis is the lack of an open, com-
prehensive software architectural framework for EV charging stations that
systematically integrates resilience with adaptability to support advanced
functionalities and evolving technological landscapes, particularly within
distributed, large-scale, and heterogeneous charging networks.

Furthermore, the highly dynamic nature of the EV charging domain —
characterized by new EV models with varying charging capabilities, evolv-
ing battery technologies, shifting user behaviors and expectations, continu-
ously updated communication protocols and industry standards, the emer-
gence of new energy market structures and grid service opportunities, and
an ever-evolving cyber threat landscape — calls for more than just maintain-
able architectures.

The eight challenges identi ed in the previous section cluster into two
fundamental architectural concerns that drive the focus of this thesis.

Ensuring Continuous Operation Despite Disruptions (Resilience)

* ISO/IEC 25010 foundation: reliability: “capability of a product to
perform speci ed functions under speci ed conditions for a speci ed
period of time without interruptions and failures.”

8
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— Fault tolerance: “capability of a product to operate as intended
despite the presence of hardware or software faults.”

— Recoverability: “capability of a product in the event of an in-
terruption or a failure to recover the data directly affected and
re-establish the desired state of the system.”

 Derives from challenges: trustworthiness, resilience, cybersecurity,
real-time data processing.

* Architectural implication: The system must continue performing crit-
ical functions during network outages, component failures, and op-
erational disruptions without requiring manual intervention. For un-
manned charging stations, this is not merely a convenience: it is es-
sential for service continuity and user trust.

» Operational context: CPOs cannot deploy technicians to every station
when failures occur. The architecture must enable automatic detec-
tion, isolation, and recovery from faults.

Supporting Evolution Without Fundamental Redesign (Adaptability)

» ISO/IEC 25010 foundation: exibility: “capability of a product to be
adapted to changes in its requirements, contexts of use, or system en-
vironment.”

— Adaptability: “capability of a product to be effectively and ef -
ciently adapted for or transferred to different hardware, software
or other operational or usage environments.”

 Derives from challenges: adaptability, scalability, maintainability, in-
teroperability.

* Architectural implication: The system must integrate new capabili-
ties—new charging protocols (e.g., OCPP 2.0), new energy market
services (e.g., V2G, frequency regulation), new grid integration re-
quirements—through localized component changes rather than requir-
ing architectural redesign or complete system replacement.

» Operational context: The EV charging landscape evolves rapidly.
CPOs must be able to adopt new offerings and technologies to remain
competitive without incurring the expense and risk of replacing their
core infrastructure.
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Complementarity

These two qualities are mutually reinforcing. Resilience ensures the sys-
tem survives operational disruptions and maintains user trust. Adaptability
ensures the system evolves to meet emerging requirements without losing
the bene ts of existing investments. Together, they de ne the concept of a
trustworthy, living architecture—one that is both stable and evolving, reli-
able and adaptable.

Furthermore, this thesis detected a signi cant research gap in de ning
and validating architectural principles and patterns that realize both quali-
ties simultaneously. This transcends conventional notions of maintainabil-
ity or fault tolerance alone, suggesting the need for architectures with em-
bedded capabilities for self-assessment, learning, fault recovery, and proac-
tive adaptation to ensure sustained performance and relevance over their
operational lifetime.

1.3 Research Scope

To ensure a focused and achievable research endeavor within the timeframe
of a doctoral program, it is essential to clearly de ne the scope and delimi-
tation of this thesis.

In Scope

* Primary Focus: The research concentrates on software architectures
for publicly accessible Level 2 AC charging stations and DC fast-
charging stations (DCFCs), as these represent critical components of
the public charging infrastructure and present signi cant architectural
challenges due to their performance requirements and user expecta-
tions (Section 2.1.1).

* Architectural Abstraction Level: The emphasis is on high-level soft-
ware architectural patterns, the de nition and interaction of key soft-
ware components, system interfaces, and data ows.

« Communication Protocols: The architectural implications of key com-
munication standards prevalent in modern EV charging ecosystems
are considered due to their direct impact on smart charging capabili-
ties, security, and interoperability.

» Trustworthiness: The architectural solutions speci cally target the en-
hancement of system trustworthiness, with a focus on reliability (e.g.,
fault tolerance, graceful degradation, self-healing mechanisms), secu-
rity (e.g., trust boundaries), and recoverability.

10
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* Inclusion of Grey Literature: Given the highly applied and rapidly
evolving nature of the EVCS industry, a signi cant portion of the rel-
evant knowledge resides outside traditional academic channels. To
ensure this research addresses current industrial challenges, we con-
ducted a targeted review of grey literature, complementing our aca-
demic systematic literature review. This includes:

— Technical white papers and reports: From major industry play-
ers (e.g., ABB, Texas Instruments) and national laboratories (e.g.,
Sandia National Laboratories) to understand hardware constraints
and emerging architectural patterns.

— Standards and protocols: Documentation from standard bodies
(e.g., Open Charge Alliance, IEC) to analyze interoperability re-
guirements (e.g., OCPP, ISO 15118).

— Global market reports: Data from organizations like the Interna-
tional Energy Agency (IEA) to ground our problem statement in
veri able market trends.

This material is primarily utilized in Chapter 1 to frame the problem
scope and in Chapter 2 to de ne the state of the practice, distinguish-
ing it from the state of the art analyzed in Chapter 3.

Furthermore, regarding evaluation, this thesis prioritizes formal veri-
cation (Chapter 4) over small-scale empirical prototypes. In safety-
critical domains like EV charging, empirical testing is often insuf-
cient to guarantee resilience because it cannot exhaustively cover
all failure states (e.g., simultaneous network partition and hardware
fault). Formal methods provide a mathematical guarantee of these
properties that physical testing cannot achieve.

Out of Scope

 Detailed Hardware Design: This research does not delve into the de-
tailed electronic or electrical engineering design of charging station
hardware components, power converters, or battery management sys-
tems within EVs.

» Low-Level Power Systems Engineering: Issues related to power grid
physics, detailed electromechanical interactions, or the design of phys-
ical grid infrastructure upgrades are not the primary focus, although
grid constraints will inform architectural requirements for smart charg-
ing and V2G.

11
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» Economic Modeling and Market Design: While the architecture may
support exible pricing mechanisms or participation in energy mar-
kets, the development of detailed economic models for EV charging
services or the design of electricity market structures is beyond the
scope of this thesis.

» Urban Planning and Charger Placement Optimization: The physical
placement strategy for charging stations in urban or rural environ-
ments is not investigated.

» Policy, Regulatory, and Legal Frameworks: A detailed analysis of
government policies, energy market regulations, or legal liabilities re-
lated to EV charging is not undertaken.

* Human-Computer Interaction (HCI) Design: While user experience
is an important consideration, the detailed design and usability testing
of user interfaces for EV drivers or charging station operators are not
primary objectives of this architectural research.

» Synthetic Empirical Validation of Tactics: While the architectural
framework is formally veri ed using MaxSAT, the individual fault-
tolerance tactics (Chapter 5) are not implemented or tested using syn-
thetic data and components. The thesis focuses on the formal model-
ing and architectural speci cation of these tactics as a prerequisite for
future implementation.

1.4 Research Questions

This research mainly focuses on answering the following research question:

* RQ: How can the charging station management software be improved
to enhance resilience and adaptability?

To systematically address this overarching question, this section decom-
poses it into a set of speci ¢, interconnected research questions that corre-
spond to the individual chapters of this work. This decomposition creates
a clear mapping between the constituent parts of this thesis and the cen-
tral research inquiry, demonstrating how each chapter contributes toward a
comprehensive answer.

The central research question encompasses four primary dimensions,
each critical to the goal of improving software resilience and adaptability
in EV charging infrastructure:

12
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« Architectural design and principles: Understanding what architec-
tural patterns and design choices best support resilience and adaptabil-
ity in distributed, heterogeneous environments.

» Formal validation and veri cation: Establishing rigorous methods
to prove that an architecture meets its resilience objectives and identi-
fying potential design aws.

* Tactical resilience patterns: Identifying and validating concrete, im-
plementable patterns for fault tolerance and self-healing at the com-
ponent and system levels.

* Practical application and security integration: Demonstrating that
the architectural framework performs effectively in real-world scenar-
ios while addressing critical security concerns.

The proposed interventions—a distributed cloud-edge-loT framework
(Chapter 3), fault-tolerance tactics (Chapter 5), self-healing loops (Chap-
ter 6), and scenario validations (Chapter 7)—systematically target these
qualities: fault tolerance mechanisms enable resilience via recovery under
faults, while modularity and self-adaptation drive adaptability to evolving
demands like V2G or OCPP updates.

1.4.1 Specic Research Questions by Chapter
Chapter 2: Background and State of Practice

While Chapter 2 does not pose explicit research questions, it addresses
a foundational prerequisite: establishing the technical, operational, and
stakeholder context necessary to understand the design challenges inherent
in EV charging software. Therefore, this chapter establishes the founda-
tional architectural design context.

Chapter 3: Software Architecture Framework Design

This chapter bridges academic research and industry practice by proposing
a concrete architectural framework. It is guided by three speci c research
questions:

RQ3.1: What is the state of the art in software architectures for EVCS?

This question seeks to systematically map existing approaches and iden-
tify the landscape of architectural patterns currently employed or proposed
in the literature. Through a systematic literature review combined with
topic modeling analysis of 65 peer-reviewed papers, this chapter identi es

13
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the primary architectural concerns addressed in the literature (user manage-
ment, power management, system control, edge scheduling, event manage-
ment, data management, and forecasting) and their prevalence in current
research.

RQ3.2: Is research in this context focusing on trustworthy DevOps?

This question speci cally targets a gap identi ed between academic
literature and industry practice. While academic research addresses vari-
ous isolated aspects of EVCS software, few works systematically integrate
trustworthiness with operational and deployment concerns. This chapter
addresses this gap through ethnographic study with a leading CPO.

RQ3.3: What are the main problems perceived by CPOs?

Through direct engagement with practitioners, this question captures the
real-world, operational challenges that academic research may overlook.
The ethnographic study revealed that CPOs prioritize service continuity,
remote diagnostics, dynamic load management, and visibility into network
health. These insights directly inform the design of the proposed distributed
cloud-edge-loT framework.

Chapter 3 answers the how to design (architectural design and princi-
ples) dimension of the main research question by proposing a novel ar-
chitectural framework that strategically distributes intelligence across IoT,
edge, and cloud layers, empowering individual stations with local auton-
omy while providing centralized management and orchestration capabili-
ties.

Chapter 4: Software Architecture Framework Formalization

Chapter 4 shifts from design to formal analysis, addressing the critical need
to rigorously validate the proposed architecture.

RQ4.1: How can the robustness of our architecture framework be vali-
dated?

This chapter translates the conceptual architecture into a Component and
Connector (C&C) view, then formalizes it as a Data ow Diagram (DFD).
Using the Alloy"2* SAT solver, the analysis systematically computes prop-
erty cores. The analysis reveals whether the architecture can satisfy re-
silience properties (such as autonomous local operation without cloud con-
nectivity) or whether critical dependencies exist that violate intended de-
sign goals.

Chapter 4 provides the analytical rigor necessary to answer the main
research question by proving, through formal veri cation, whether the pro-
posed architectural framework actually achieves its stated resilience goals
(dimension: formal validation and veri cation). The analysis successfully

14
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identi ed a critical design aw (the mandatory dependency on the cloud
for a key safety property) and proposed speci ¢ architectural corrections,
demonstrating how formal methods guide architectural improvement.

Chapter 5: Fault Tolerance Tactics Catalog

Chapter 5 provides a structured catalog of fault-tolerance tactics applica-
ble to containerized systems, the technological foundation of the proposed
architecture.

RQ5.1: Which of the classic fault tolerance tactics in [12] can be in-
stantiated in containerized systems?

Drawing from the Software Architecture in Practice book by Len Bass
et al., this chapter identi es ve primary tactics—Restart, Replacement,
Checkpoint, Replication, and Migration—and models each using Business
Process Model and Notation (BPMN), providing clear architectural blue-
prints suitable for implementation.

RQ5.2: To what extent are the elicited tactics present in the existing
literature?

This question validates that the selected tactics are not merely theoret-
ically sound but are actively employed and proven effective in production
systems. A targeted literature review of 50 peer-reviewed papers con rms
the prevalence and effectiveness of these tactics in modern container or-
chestration practices.

Chapter 5 answers the what tactical patterns enable resilience (tacti-
cal resilience patterns) dimension by providing architects with a structured,
evidence-based set of patterns that can be applied at different layers of
the architecture according to resource constraints. This tactical knowl-
edge is essential for translating architectural principles into concrete, im-
plementable solutions.

Chapter 6: Self-Healing Containerized Systems

Chapter 6 extends beyond traditional fault tolerance to propose a more ad-
vanced model of self-healing that enables systems not only to survive fail-
ures, but also to adapt and improve from them.

RQ6.1: How can the MAPE-K loop be extended to enable robust self-
healing capabilities within containerized software systems?

This question addresses the distinction between fault tolerance and self-
healing. The chapter proposes three models of increasing sophistication:
system healing, component healing, and component self-healing. Each
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model represents a different point along the spectrum of autonomy and
complexity.

Chapter 6 contributes to the adaptability (tactical resilience patterns)
dimension of the main research question by proposing self-healing mech-
anisms that enable the architecture to not only recover from faults but to
learn from them and adapt proactively. This moves the system from static
resilience toward antifragility. The exploration of deployment topologies
and healing loop selection provides architects with guidance on when to
employ each healing strategy based on component criticality.

Chapter 7: Architectural Resilience in Practice

Chapter 7 transitions from theoretical and formal analysis to practical,
scenario-based validation grounded in real operational challenges.

RQ7.1: How does the proposed distributed cloud-edge architectural
framework demonstrate practical resilience when subjected to a range of
common operational failure scenarios in the EV charging ecosystem?

This question operationalizes the architectural principles through
scenario-based analysis. Seven major failure scenarios—network connec-
tivity failures, payment processing failures, rmware/software update fail-
ures, user authentication failures, hardware-software integration failures,
data corruption, and performance overload—are systematically analyzed.
Each scenario is grounded in real operational challenges identi ed through
ethnographic study with a prominent European CPO.

RQ7.2: How do the dynamic interactions between the architectural
components, as modeled in sequence diagrams, ensure service continuity
and graceful degradation during these adverse events?

This question shifts focus from static architecture to dynamic behavior.
UML sequence diagrams provide time-ordered visualizations of compo-
nent interactions during failures, illustrating how local autonomy, fallback
mechanisms, and escalation protocols work in concert to maintain service
availability or recover ef ciently.

Chapter 7 provides empirical validation that the proposed architecture is
not merely theoretically sound but practically effective (dimension: practi-
cal application and security integration). By demonstrating how the frame-
work handles real-world failures through dynamic interaction patterns, this
chapter con rms that the architectural design choices (local autonomy, edge
processing, cloud orchestration, fault isolation) successfully achieve the
stated objectives of resilience and adaptability.

16
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Chapter 8: Case Study

Chapter 8 grounds the research in a real-world industrial case, validating
security aspects of the architectural framework.

RQ8.1: What are the primary cybersecurity vulnerabilities and risks in
this CPO's charging infrastructure?

This question conducts a targeted risk assessment in collaboration with
a prominent European CPO. Through a combination of documentation re-
view, structured technical questionnaires, and stakeholder interviews, the
assessment identi es critical security gaps in host system management,
identity and access control, cloud platform security, containerization, and
third-party integrations.

RQ8.2: What speci c, actionable mitigation strategies can be imple-
mented to address the identi ed security gaps and enhance the overall se-
curity posture of this CPQO's infrastructure?

Rather than identifying problems in isolation, this question demands so-
lutions grounded in the CPQO's existing technology stack and operational
constraints. Recommendations are structured according to established cy-
bersecurity frameworks (NIST Cybersecurity Framework, CIS Controls,
ISO/IEC 27001) and prioritized by risk level and implementation feasibil-
ity.

Chapter 8 demonstrates that a comprehensive answer to the main re-
search question must integrate security as a core architectural concern (di-
mension: practical application and security integration). The case study
reveals that trustworthiness is incomplete without robust security controls.
By proposing strategic enhancements—such as maturing host system man-
agement through automation, strengthening identity and access manage-
ment, adopting cloud-native security principles, and building observable
IT/OT architectures—this chapter ensures that the resilience and adaptabil-
ity provided by the architecture are not undermined by security weaknesses.

1.4.2 How the Chapters Address the Main Research Question

Table 1.2 summarizes how the chapters address the main research question.
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Table 1.2: How the Chapters Address the Main Research Question

Dimension Chapter| RQ | Primary Focus Key Contribution
Architectural 311 What patterns support Distributed cloud-edge-loT
Desian 2-3 3.2 resilience and adaptability? framework with local autonomy|
9 3.3 P Y1 and centralized orchestration
Can resilience be rigorously
Formal proven (compensating for | Formal DFD analysis using
c 4 4.1 | the inability to test safety- | MaxSAT solver; identi ed and
Validation g . - o .
critical failures in live corrected critical design aws
systems)?
Tactical 5.1 | What concrete patterns Validated catalog of ve
Implementation 5-6 5.2 | enable resilience at each | fault-tolerance tactics; extended
P 6.1 | layer? MAPE-K model for self-healing
. Does the architecture work| Scenario-based analysis proving
Practical 71 | . : . .
. 7 in real operational graceful degradation and service
Effectiveness 7.2 : o
scenarios? continuity
. . Risk assessment and actionable
. Is trustworthiness achieved . "~ : .
Security 8.1 : L mitigation strategies addressing
: 8 without compromising . .
Integration 8.2 : infrastructure-wide
security? i
vulnerabilities

1.5 Thesis Outline

This dissertation is structured to systematically present the publications pre-
viously outlined, progressing from foundational concepts to the proposal of
a novel software architectural framework for electric vehicle charging sta-
tions. Thus, the thesis is organized into the following chapters:

» Chapter 2: Background and State of Practice: Electric Vehicle
Charging Stations describes the foundational concepts of electric ve-
hicle charging stations, covering their core components, operational
principles, key stakeholders, and business models to establish the nec-
essary context for the architectural discussions that follow.

» Chapter 3: Software Architecture Framework Design proposes
a novel distributed cloud-edge software architecture framework, de-
tailing its design and the key architectural considerations for building
trustworthy systems. This chapter serves as the broadest foundation
of the thesis, introducing the distributed cloud-edge-loT framework
that addresses reliability, fault tolerance, recoverability, maintainabil-
ity, modularity, compatibility, scalability, and security simultaneously.

By establishing this foundational architecture, Chapter 3 creates the
structural basis upon which all subsequent contributions rest, directly
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supporting both the resilience and adaptability qualities that form the
core focus of this thesis.

Chapter 4: Software Architecture Framework Formalization for-
malizes the proposed software architecture, using a MaxSAT solver
to rigorously analyze its data ows, validate its resilience properties,
and identify critical dependencies. This chapter concentrates on the
resilience-critical attributes of reliability, fault tolerance, and recov-
erability. This focused approach is methodologically appropriate be-
cause formal veri cation through MaxSAT solving requires bounded
problem scope. The chapter does not claim to formally prove adapt-
ability; rather, it rigorously demonstrates that the architecture satis es
speci c resilience properties under component failures, strengthening
the overall credibility of the thesis by providing formal validation of
the hardest claims to prove.

Chapter 5: Fault Tolerance Tactics Catalog presents a catalog of
architectural tactics for fault tolerance in containerized systems, map-
ping each tactic to the speci c constraints and capabilities of the IoT,
edge, and cloud layers. This chapter operationalizes both resilience
and adaptability by providing concrete, implementable patterns. The
ve tactics—restart, replacement, checkpoint, replication, and migra-
tion—directly realize resilience characteristics (reliability, fault toler-
ance, recoverability) while simultaneously enabling adaptability
through modularity and scalability. By mapping each tactic to speci c
architectural layers, Chapter 5 demonstrates that resilience and adapt-
ability are not opposing concerns but rather complementary aspects
of a well-designed system, offering architects a structured, evidence-
based set of patterns that can be applied according to resource con-
straints.

Chapter 6: Self-Healing Containerized Systems introduces an ad-
vanced model for self-healing by extending the classic MAPE-K loop
to enhance system autonomy and resilience. This chapter extends the
resilience foundation established in earlier chapters by introducing au-
tonomic capabilities, addressing both resilience (through recoverabil-
ity and automated fault detection) and adaptability (through modular-
ity and autonomous decision-making). The self-healing model trans-
forms the architecture from one that merely tolerates faults to one that
actively recovers from them, advancing the thesis toward the concept
of antifragile systems. Through careful consideration of deployment
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topologies and healing loop selection, Chapter 6 provides architects
with guidance on when to employ each healing strategy based on com-
ponent criticality.

» Chapter 7: Architectural Resilience in Practice evaluates the prac-
tical resilience of the proposed architecture through a series of scenario-
based analyses, using sequence diagrams to demonstrate how the sys-
tem mitigates common operational failures. This chapter demonstrates
that the proposed architecture possesses the necessary structural mech-
anisms to handle real operational failures encountered by charging
point operators. Through scenario-based analysis grounded on an
ethnographic study with a leading CPO, the chapter demonstrates how
the architecture mitigates seven distinct failure categories—including
network connectivity failures, payment processing failures, rmware
update failures, user authentication failures, hardware-software inte-
gration failures, data corruption, and performance overload. While
the chapter's primary focus remains resilience (validating that critical
functions continue despite failures), it also demonstrates adaptability
by showing how the architecture accommodates diverse failure modes
without fundamental redesign. By demonstrating how the framework
handles real-world failures through dynamic interaction patterns, this
chapter con rms that the architectural design choices—Ilocal auton-
omy, edge processing, cloud orchestration, fault isolation—success-
fully achieve the stated objectives of resilience and adaptability.

» Chapter 8: Case-Study conducts a detailed risk management as-
sessment of a real-world charging infrastructure, identifying key cy-
bersecurity vulnerabilities and proposing speci ¢, actionable mitiga-
tion strategies. This chapter completes the quality landscape by ad-
dressing the critical trustworthiness dimension through rigorous se-
curity analysis. This case study demonstrates that trustworthiness is
incomplete without robust cybersecurity. The chapter identi es crit-
ical vulnerabilities in a real-world charging infrastructure and pro-
poses speci ¢ mitigation strategies aligned with the proposed archi-
tecture, establishing that security concerns are not peripheral but cen-
tral to achieving true system trustworthiness. By proposing strategic
enhancements—such as maturing host system management through
automation, strengthening identity and access management, adopting
cloud-native security principles, and building observable IT/OT archi-
tectures—Chapter 8 ensures that the resilience and adaptability pro-
vided by the architecture are not undermined by security weaknesses.
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» Chapter 9: Conclusion summarizes the research contributions, con-
cludes how the proposed architectural solutions enhance resilience
and adaptability, and suggests directions for future work.

We illustrated the logical ow of the chapters and the relationships
among them in Figure 1.1. These chapters are not isolated contributions
but rather are systematically interconnected through a set of specic re-
search questions, each addressing a distinct dimension of the central re-
search challenge. We also explicitly mapped these research questions and
demonstrated how each chapter contributes to answering the main research
question.
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Figure 1.1: Thesis Structure

1.6 Publications

The following publications sequentially contribute to addressing the central
research question of this thesis (RQ):

* Vick Dini, Damian Andrew Tamburri, Elisabetta Di Nitto, Electric Ve-
hicle Fast-Charging Software: Architectural Considerations Towards
Trustworthiness, European Conference in Software Architecture
(ECSA), Springer, 2024. [41]

 Abigail Hammer, Changjian Zhang, Vick Dini, Ryan Wagner, Bradley
Schmerl, Eunsuk Kang, David Garlan, Resilience of Systems under
Maximum Component Deviations, International Conference on Soft-
ware Engineering and Formal Methods (SEFM), Springer, 2025. [60]
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CHAPTER

Background and State of Practice:
Electric Vehicle Charging Stations

In order to design an effective system, it is best to understand the under-
lying processes, which is why in this chapter we delve into the operation
of electric vehicle charging stations. Therefore, we explore the core com-
ponents, charging levels and modes, communication protocols, the various
stakeholders involved in this ecosystem, and the charging process. This
foundational knowledge is crucial for comprehending the complexities and
interactions that software architectures must manage.

2.1 Core Components

Understanding the operation of electric vehicle charging stations begins
with identifying their fundamental building blocks. Figure 2.1 illustrates
this complex ecosystem, highlighting the interplay between the physical in-
frastructure, energy systems, and management software. To maintain clar-
ity in this high-level overview, the speci c distinction between AC and DC
power ows is abstracted here; these electrical architectures are detailed
subsequently in Section 2.1.1 and illustrated in Figures 2.3 and 2.4. The
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foundation of the system is the station's electrical architecture, which man-
ages power distribution and integrates diverse energy sources and storage
solutions, such as the electrical grid, solar panels, and battery storage. The
primary interface for energy delivery is the electric vehicle supply equip-
ment, which relies on control pilot circuitry to ensure safety and metering
systems to track consumption. To orchestrate these operations, the sta-
tion employs dedicated communication interfaces that link the hardware to
backend management systems. Finally, the energy transfer process relies
on the capabilities of the electric vehicle's on-board charger, which con-
verts the delivered power for battery storage.

Figure 2.1: EV Charging Station Infrastructure
First published in LNCS, vol 14889, 288—-304, 2024 by Springer Nature

2.1.1 EVCS Electrical Architecture

The electrical architecture of charging stations is a fundamental consider-
ation in the design of charging stations, which can be broadly categorized
into alternating current (AC) micro-grid based or direct current (DC) micro-
grid based structures [168].

AC charging stations feature individual EV chargers that each contain
an AC/DC power converter and are connected to a common AC bus. These
stations typically offer lower charging power, contributing to reduced man-
ufacturing costs, which currently positions them as a favored option for
public charging points. They leverage mature AC technologies and a wide
availability of charging devices in the market. With a maximum charg-
ing power generally up to 19.2 kW, AC stations are well-suited for slow
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charging applications. Furthermore, AC charging infrastructures provide
convenient grid interfaces, as each unit can be directly connected to single-
phase or three-phase power lines. Consequently, AC charging stations are
commonly deployed in households and at public charging locations.

Conversely, DC charging stations connect multiple DC chargers to a
common DC bus, with a high-power AC/DC converter acting as the inter-
link between the DC system and the main AC grid. A key advantage of DC
stations is the reduction in AC/DC conversion stages because EV batteries,
renewable energy sources, and local Energy Storage Systems (ESS) are in-
herently DC-based and can be naturally integrated with the DC bus. This
characteristic makes DC charging stations a more ef cient and potentially
more economical solution for integrating renewable energy and DC loads.
DC stations are recognized as a promising solution due to their fewer con-
version stages, higher ef ciency, and capability for faster charging speeds.
Their power architecture can also support large-scale distributed energy
storage and renewable generation, which could be used for providing stable
ancillary services. Their inherent suitability for fast charging is a signi -
cant bene t. DC charging stations are primarily intended for dedicated EV
charging facilities and are considered a promising future option, especially
with advancements in DC charging technology and increasing demand for
fast charging.

Beyond these two main types, hybrid charging stations also exist, at-
tempting to combine the advantages of both DC and AC micro-grids. How-
ever, these hybrid solutions often require a more extensive system structure,
leading to higher construction expenditures.

2.1.2 Energy Sources & Storage

A crucial aspect of this charging infrastructure involves the integration of
diverse energy sources and the implementation of effective energy storage
solutions to ensure reliability, optimize grid interaction, and promote sus-
tainability. This subsection details the primary energy sources and storage
mechanisms utilized in modern EV charging stations.

Grid Connection

The electrical grid serves as the foundational and most widely used energy
source for charging stations, providing a stable and readily available power
supply. To facilitate intelligent and ef cient energy management, charging
stations connected to the grid are increasingly equipped with smart meters.
These advanced metering devices extend beyond basic energy consumption
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measurement, enabling real-time monitoring of energy ow, bidirectional
communication with the utility, and dynamic pricing signals. This function-
ality is vital for demand response, allowing the charging station to adjust its
power consumption based on grid conditions or electricity prices, thereby
reducing peak load and optimizing grid stability. Furthermore, smart me-
ters provide accurate data for billing and insights into charging patterns,
and they are vital for enabling Vehicle-to-Grid (V2G) services in scenarios
where EVs can discharge power back to the 'gj&¥] [120].

Solar Photovoltaic Systems

On-site solar photovoltaic (PV) systems offer a sustainable and increasingly
cost-effective method for powering charging stations, reducing reliance on
grid electricity and lowering operational costs [139]. Solar panels convert
sunlight into direct current electricity. The stations that operate on alter-
nating current require the conversion of the DC power generated by solar
panels. An inverter performs this crucial function, transforming the vari-
able DC output from the solar panels into stable AC power that can be fed
into the charging station's AC bus or directly into the grid [159].

Wind Turbines

Wind energy represents another signi cant renewable source that can be
integrated into the charging infrastructure, particularly in locations with
consistent wind resources [75]. Wind turbines capture kinetic energy from
the wind and convert it into electrical energy, typically AC, although the
output frequency and voltage can vary with wind speed. If the charging
station utilizes a DC bus, such as for DC fast charging or connection to a
battery energy storage system, the AC power from the wind turbine often
requires conversion to DC. A recti er is employed for this purpose, con-
verting the variable AC output of the wind turbine into stable DC power,
which can then directly supply DC fast chargers or charge a battery storage
system [46].

Regenerative Train Braking

An innovative and often overlooked energy source for charging stations, es-
pecially those situated near railway lines, is the energy recovered from re-
generative train braking. Modern electric trains employ regenerative brak-
ing, where their traction motors function as generators during deceleration,
converting kinetic energy back into electrical energy, which is typically fed

Lhttps://it.farnell.com/how-to-implement-smart-metering-in-ev-charging-trc-ht
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into the railway's traction power supply system. The recovered AC or DC
energy from the railway system must be conditioned and converted into a
suitable form for the charging station's DC bus. A recti er is essential in
this process to convert any AC component into a stable DC voltage compat-
ible with the charging station's DC infrastructure or battery storage [70].

Battery Energy Storage Systems

Battery Energy Storage Systems (BESS) are fundamental to modern charg-
ing stations, offering exibility, enhancing reliability, and enabling advanced
grid services. BESS can store energy from the grid during off-peak hours,
when electricity is typically cheaper, or from renewable sources like solar
and wind. This stored energy can then be discharged during peak demand
periods or when renewable generation is low, a practice known as “peak
shaving,” which reduces demand charges and alleviates stress on the lo-
cal grid infrastructure. BESS can also operate in conjunction with V2G-
capable EVs, serving as a buffer or intermediary for energy exchange be-
tween vehicles and the grid or other loads. When a BESS is connected to
an AC bus, a bi-directional AC$DC converter, also known as a power con-
ditioning system (PCS), is indispensable. This converter enables energy to
ow in both directions: from AC to DC for charging the battery from the
AC grid or other AC sources, and from DC to AC for discharging the bat-
tery to supply AC loads (such as AC EV chargers) or to feed power back
into the grid [53] [95].

2.1.3 Electric Vehicle Supply Equipment

Electric Vehicle Supply Equipment (EVSE), also called charger, encom-
passes the systems that deliver electrical energy to an electric vehicle for
the purpose of recharging its batteries (Figure 2.2). A comprehensive un-
derstanding of EVSE includes not only the electrical conductors and related
hardware but also the sophisticated software and communication protocols
integral to the ef cient and safe delivery of energy to the vehicle.
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Figure 2.2: Electric Vehicle Supply Equipment

Power Electronics

Power electronics form the critical core of EVSES, governing the safe and
ef cient transfer of electrical energy from the grid to an electric vehicle's
battery. The speci ¢ con guration and complexity of these electronic sys-
tems vary signi cantly based on whether the EVSE supplies alternating
current or direct current to the vehicle [55].

In AC EVSEs, the internal power electronics primarily serve to man-
age and ensure the safe delivery of AC power to the vehicle's on-board
charger, which is the component actually responsible for converting AC
power to DC power suitable for battery charging. The EVSE's power elec-
tronics achieve this through several key functions. They generate a cru-
cial pilot signal, a communication link with the vehicle that establishes the
maximum permissible charging current and veri es a secure connection
before enabling power transfer. Electromechanical relays and contactors,
controlled by the EVSE's internal logic, physically connect and disconnect
the AC supply, ensuring power ows only under safe conditions. Further-
more, overcurrent protection, typically in the form of fuses or circuit break-
ers, safeguards both the EVSE and the vehicle from potentially damaging
excessive current draws. While not power conversion components them-
selves, user interface and communication systems within the AC EVSE
often interact closely with these power control elements.
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Conversely, DC EVSEs feature far more intricate power electronic sys-
tems because they bypass the vehicle's on-board charger to deliver high-
power DC energy directly to the battery. This requires a multi-stage power
conversion process within the EVSE itself. The initial stage involves an
input recti er, which transforms the incoming AC power from the grid into
an intermediate DC voltage. A subsequent DC-to-DC conversion stage is
responsible for isolation and precise voltage regulation. The nal output
stage of a DC EVSE includes Itering components to smooth the DC out-
put, ensuring a stable voltage and current supply to the battery. A compre-
hensive control system orchestrates the entire charging operation, maintain-
ing constant communication with the vehicle's Battery Management Sys-
tem (BMS). Given the substantial power handled by DC EVSEs, which
can generate considerable heat, robust thermal management systems are
indispensable for maintaining the reliability and performance of these so-
phisticated power electronic components.

Connectors and Cables

Connectors and cables form the tangible, physical interface between the
electric vehicle and the charging station, acting as the essential bridge for
the transfer of electrical energy from the grid to the vehicle's battery. The
widespread adoption of standardized connectors ensures that EV owners
can con dently access charging facilities at diverse locations, regardless of
their vehicle's make or the charging station's manufacturer. Modern EV
connectors are engineered with user-friendliness in mind, often embody-
ing a “plug and play” characteristic that simpli es the charging process. In
many instances, upon connection, the charging station can recognize the
vehicle, automatically initiate the charging sequence, and provide real-time
feedback on the charging status. Safety is paramount in any system dealing
with electrical power, and EV charging connectors are no exception. They
are equipped with advanced safety features designed to prevent accidents
and protect users, the vehicle, and the charging equipment itself. These
features typically include secure locking mechanisms to prevent accidental
disconnection during charging, ground fault detection systems to mitigate
electrical shock hazards, and emergency disconnect capabilities. A funda-
mental principle is that power transmission should only commence once a
secure and veri ed connection between the vehicle and the EVSE has been
establishetl

The IEC 62196-2-2022 standard de nes four types of AC connectors, as

2https://www.ag-elec.com/plug-and-play-the-role-of-ev-charging-connectors-in-emobility.html
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shown in Table 2.1. Please note that the images in this table do not re ect
the actual dimensions of the connectors. The Type 1 connector, formally
known as the SAE J1772 connector, is a standard for AC EV charging,
primarily used in North America and Japan. The Type 2 connector, also
known as Mennekes (after the company that designed it), is the standard AC
charging connector predominantly used in Europe, as well as in Australia,
New Zealand, and many other countries outside of North America. The
Type 3A connector, also known as a Scame connector, is a con guration
primarily used for AC charging in France and Italy. Similarly, the Type
3C connector was designed primarily for use in public and semi-public
charging stations in France and Italy.

Table 2.1: AC Connectors

Con guration Con guration Con guration Con guration
TYPE 1 (US) TYPE 2 (EU) | TYPE3A (FR,IT) | TYPE 3C (FR, IT)

The IEC 62196-3-2022 standard de nes four types of DC connectors,
as shown in Table 2.2. Please note that the images in this table do not re-
ect the actual dimensions of the connectors. The CHAdeMO connector
originated in Japan and was developed by a consortium including TEPCO
and several Japanese automakers. Its name is an abbreviation of “CHArge
de MOve.” The GB/T connector is the national standard for electric vehi-
cle charging in China; it encompasses speci cations for both AC and DC
charging. The Combined Charging System (CCS) Type 1, also known as
CCS Combo 1 or SAE J1772 Combo, is a standard predominantly used in
North America, designed to integrate both AC and DC fast charging capa-
bilities into a single vehicle inlet. The CCS Type 2, also known as CCS
Combo 2, is the prevalent standard in Europe and many other regions, de-
signed to integrate both AC and DC fast charging capabilities.
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Table 2.2: DC Connectors

Con guration AA | Con guration BB | Con guration EE | Con guration FF
CHAdeMO (Japan) GBI/T (China) COMBO 1 (US) | COMBO 2 (EV)

User Interface

The user interface (Ul) on an EVSE is a critical component that facili-
tates interaction, authentication, and payment for EV chatgidgwell-
designed Ul ensures ease of use, provides clear information, and supports a
seamless charging experience. Modern EVSEs employ a variety of Ul ele-
ments, ranging from simple indicators to sophisticated interactive systems.

Displays serve as the primary conduit for conveying information to the
user. Simpler EVSEs, often found in residential settings, may utilize basic
LED indicators where different colors or blinking patterns signify power
status, charging activity, fault conditions, or the completion of charging.
Some units employ segment displays to show rudimentary data such as
charging duration, energy consumed, or error codes. More sophisticated
EVSEs incorporate monochrome or color LCD screens, which are not nec-
essarily touch-sensitive but provide a richer data set including detailed charg-
ing instructions, real-time metrics like voltage, current, and power, as well
as pricing details and status updates; navigation on such screens is typi-
cally managed via adjacent physical buttons. The most interactive and in-
tuitive experience is generally offered by touchscreens, which are increas-
ingly prevalent in public and commercial charging stations. These allow
rich graphical interfaces, on-screen keyboards for data entry such as PINs
or membership IDs, the selection of speci ¢ charging parameters, and com-
prehensive session summaries.

Authentication and payment functionalities, especially vital in public
charging infrastructures, are primarily handled by various types of card
readers. Many charging networks rely on RFID or NFC technology, where
members use proprietary cards or fobs that are tapped on a designated

Shttps://www.siemens.com/global/en/products/energy/emobility.html
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reader area to authenticate themselves and authorize payment. To accom-
modate users who are not members of a speci ¢ network, a growing number
of public EVSEs are equipped with traditional credit and debit card read-
ers. These can include magnetic stripe readers for older cards, EMV chip
readers for more secure transactions by inserting the card, and increasingly,
contactless payment readers that allow users to simply tap their contactless
credit/debit cards or use mobile payment platforms. An alternative or sup-
plementary method involves QR code scanners; some EVSEs display a QR
code that users can scan with a smartphone application to initiate and pay
for charging, thereby removing the need for a physical card reader on the
unit itself.

2.1.4 Control Pilot Circuitry

The Control Pilot (CP) circuitry is a vital system within EVSESs that man-
ages safe and effective communication with an electric vehicle while charg-
ing. It establishes a dialogue using a signal to de ne the maximum allow-
able charging current and employs changes in voltage and resistance on the
pilot line to transition through various states indicating vehicle detection,
readiness of both EV and EVSE, and any fault conditions. Essential for
safety, the CP circuit ensures power is only supplied after a secure connec-
tion and mutual agreement on charging parameters, continuously monitors
the connection for faults like ground leakage or disconnection, and pre-
vents overcurrent situations. This standardized communication, typically
governed by protocols like IEC 61851-1, is fundamental for preventing
hazardous conditions and ensuring interoperability across different EV and
EVSE models.

2.1.5 Metering and Measurement

The metering and measurement system in an EVSE accurately tracks en-
ergy consumption, which is crucial for billing in commercial applications
and for comprehensive energy monitoring. This data empowers users with
consumption insights, aids operators in network optimization, and supports
smart charging functionalities that are essential for grid management and
integration with building energy systems. By employing sensors and en-
ergy meters, and communicating this data, the system facilitates transpar-
ent billing, operational ef ciency, and the integration of EV charging into
broader smart energy ecosystems, while needing to address accuracy, secu-
rity, and data management [1].
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2.1.6 Communication Interfaces

Communication interfaces in EVSEs are the physical hardware—such as
Ethernet cards, cellular modems, or Wi-Fi modules—that connect the
charger to backend management sysfenihis hardware is essential for
enabling smart features, such as remote monitoring, control, and diagnos-
tics, as well as facilitating data transfer for billing, user authentication, and
operational analytics. By providing the necessary network link, these in-
terfaces allow EVSEs to move beyond standalone operation, integrating
them into broader networks for enhanced functionality and management,
with the speci ¢ type of hardware chosen based on deployment needs and
available infrastructure (i.e. a robust Ethernet connection for stable indoor
environments, a exible cellular modem for geographically dispersed or
outdoor public chargers, or a Wi-Fi module for residential or workplace
settings) [44].

2.1.7 Backend Systems

The backend infrastructure is a fundamental component of the charging
ecosystem, primarily represented by the Charging Point Management Sys-
tem (CPMS). The CPMS consists of software platforms speci cally de-
signed to remotely monitor, manage, and control the dispersed network of
charging stations. These systems serve as the operational hub, orchestrat-
ing critical functionalities such as user authentication, billing and payment
processing, dynamic load management, remote diagnostics, and the deploy-
ment of software updates [176].

2.1.8 EV On-Board Charger

The on-board charger (OBC) is an integral power electronic device housed
within electric vehicle3 Unlike portable charging equipment, the OBC is
a permanent xture within the vehicle's architectbirdts principal func-
tion is the conversion of alternating current sourced from the electrical grid
direct current that is suitable for replenishing the vehicle's high-voltage bat-
tery pack. This AC-to-DC conversion is a cornerstone of EV operation, as
vehicle batteries store energy in DC form, whereas the predominant power
grid infrastructure supplies AC power.

To clarify the schematic representation used in Figures 2.3 and 2.4, the
underlying visual notation is de ned as follows:

“https://www.telit.com/ev-charging/wireless-communication/
Shitps://industrial.panasonic.com/wwi/ss/technical/ap5
Shttps://www.onsemi.com/solutions/automotive/vehicle-electri cation/on-board-charger-obc
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» Physical components: Rectangular blocks represent speci ¢ hardware
units (e.g., grid, EVSE, battery pack, BMS).

» System boundaries: The larger enclosing box labeled Electric Vehicle
de nes the physical boundary of the vehicle, distinguishing on-board
components from external infrastructure.

» Power ow: Solid arrows indicate the direction of electrical energy
transfer. Labels on these arrows specify the current type: AC (Alter-
nating Current) or HYDC (High Voltage Direct Current).

» Communication/Control: The line labeled Pilot Wire represents the
physical communication link used for safety signaling (control pilot)
between the EVSE and the vehicle.

Figure 2.3 illustrates the charging process where the OBC plays the cen-
tral role. In this topology, AC power ows from the grid to the EVSE and
is passed directly to the electric vehicle. Inside the vehicle boundary, the
OBC receives this AC input and performs the necessary AC/DC conver-
sion. The resulting HVDC power is then directed to the battery pack for
storage, with the BMS monitoring the process. A key characteristic of this
con guration is that the conversion bottleneck is located inside the vehicle,
typically limiting charging speed to the OBC's rated capacity.

Figure 2.3: OBC Behavior When Connected to An AC Charging Station (from [122])

In contrast, Figure 2.4 illustrates the bypass mechanism utilized during
fast charging. Here, the primary AC/DC converter is located externally
within the EVSE (the fast charger) rather than in the vehicle. The EVSE
converts grid AC power to DC and delivers HVDC directly to the elec-
tric vehicle. As indicated by the bypass path in the diagram, the power
ow circumvents the vehicle's OBC entirely and feeds directly into the bat-
tery pack. This architecture allows the system to overcome the weight and
thermal constraints of on-board components, enabling the delivery of sig-
ni cantly higher power levels than most OBCs can handle. While the OBC
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does not perform power conversion in this mode, it may still retain a role in
low-level communication.

Figure 2.4: OBC Behavior When Connected to A DC Charging Station (from [122])

2.2 Charging Levels and Modes

To cater to diverse user needs and infrastructure capabilities, the electric
vehicle charging landscape incorporates a range of power delivery options
and operational methodologies. These are formally categorized into distinct
charging levels [28] [122] (Table 2.3), which primarily relate to the power
output and subsequent charging speed, and charging modes, which specify
the type of connection, equipment, and control communication used. The
following subsections detail these standardized levels and modes.

Table 2.3: Classi cation of EV chargers

Charging Time
EVSE Type Power Supply | Charger Power (24-kWh Battery)
AC charging station 120 /230 VAC 1.44 kW to
) ; . 12At0 16 A 17 Hours
Level 1: residential . 1.92 kW
(Single Phase)
208 - 240 VAC 7 Hours
AC charging station | 15 Ato 80 A 3.1kW to (3.3 kw OBC)
Level 2: commercial | (Single or 19.2 kW 3.5 Hours
Split Phase) (6.6 kw OBC)
. . 200 to 920 VDC
DC cha.rgmg station Max 500 A 120 kW to 10 to 30 Minutes
Level 3: fast chargers 350 kW
(Poly Phase)

2.2.1 AC Charging (Levels 1, 2)

AC charging relies on the electric vehicle's on-board charger to convert AC
power from the grid into DC power that the battery can store [131].
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Level 1 is the most basic and accessible charging method, utilizing a
standard household electrical outlet. In North America, this typically means
a 120V outlet, while in Europe and other regions, it is commonly a 230V
outlet. Level 1 charging is characterized by its slow speed and power. This
translates to adding only a few kilometers of driving range for each hour of
charging. Due to its slow pace, Level 1 is often used for overnight charging
for vehicles with smaller batteries or by drivers with short daily commutes.

Level 2 charging offers a signi cant improvement in charging speed
compared to Level 1. It uses a higher voltage supply — typically 240V
single-phase in North America (similar to what electric dryers or ovens
use) or 230V single-phase / 400V three-phase in Europe and other regions.
Power delivery can range from approximately 3.1 kW to 19.2 kW, and in
some cases even higher, depending on the EVSE capabilities and the vehi-
cle's OBC capacity. This increased power output allows for a full charge
in a matter of hours rather than tens of hours, making it a practical solu-
tion for daily charging needs. Level 2 chargers are commonly installed in
homes (requiring dedicated circuits), workplaces, and public charging lo-
cations like shopping centers or parking garages.

2.2.2 DC Fast Charging (Level 3/ Mode 4)

DC fast charging, often referred to as Level 3 or Mode 4 charging, offers
the quickest way to recharge an electric vehicle's battery [131]. Unlike AC
charging, DC fast chargers bypass the vehicle's OBC. Instead, the AC to
DC conversion is handled by powerful recti ers located within the EVSE
itself. This allows signi cantly higher power levels to be delivered directly
to the vehicle's battery management system and then to the battery pack.

DC fast chargers can supply power ranging from 120 kW to 350 kW,
with some newer systems aiming for even higher outputs. This high power
delivery can add hundreds of kilometers of range in as little as 10-30 min-
utes, making long-distance EV travel more feasible. The DC bus voltage in
such charging stations can be substantial, for instance, gures in the range
of 200-450V are common for the internal DC bus of a charging station,
though the voltage delivered to the vehicle can be even higher to facilitate
rapid energy transfer.

2.2.3 Charging Modes

The IEC 61851-1 standard de nes several charging modes for electric ve-
hicles, which primarily dictate the type of connection to the power supply,
the level of communication between the vehicle and the charging equip-
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ment, and the safety features implemented. These modes are distinct from
charging levels, which primarily refer to the power output.

Mode 1 involves slowly charging an electric vehicle directly from a stan-
dard AC socket outlet using a simple extension cord without any speci c
protective device or control functions built into the cable itself. The power
is typically limited to single-phase AC. Due to the absence of dedicated
safety mechanisms, Mode 1 charging is now largely phased out in many
regions. It offers minimal control over the charging process beyond the
vehicle's on-board charger.

Mode 2 also facilitates slow charging from a regular AC socket outlet.
However, Mode 2 provides a signi cantly safer method for AC charging
compared to Mode 1, often used for home charging or as a backup charging
solution.

Mode 3 is speci cally designed for charging an electric vehicle via a
dedicated EVSE, such as a wall-mounted box (wallbox) or a public charg-
ing station, which is permanently connected to the AC electricity supply
network. The EVSE in Mode 3 incorporates advanced control and pro-
tection functions, including continuous communication between the EVSE
and the EV. This communication manages aspects like the maximum al-
lowable charging current, a readiness check before power delivery, and safe
disconnection. Mode 3 is the standard and most recommended method for
private and public AC charging, offering enhanced safety and potentially
higher charging power (typically corresponding to Level 2 charging).

Mode 4 is designated for DC fast charging. In this mode, the charging
station provides high-power DC current directly to the vehicle's battery, by-
passing the vehicle's on-board AC/DC converter. The EVSE itself contains
the powerful AC-to-DC recti er. This setup allows for signi cantly higher
charging power compared to AC charging modes, enabling rapid charg-
ing. Mode 4 requires sophisticated communication and control between
the EVSE and the vehicle to manage the high power levels, monitor battery
status (like State of Charge, temperature, and voltage), and ensure safety.

2.3 Communication Standards

Beyond the physical transfer of power, the operation of modern charging
stations relies heavily on intricate data exchange. Standardized commu-
nication protocols are essential for ensuring safety, enabling smart func-
tionalities, managing operations, and integrating with the energy grid. The
following subsections describe the main communication standards that fa-
cilitate dialogue between the vehicle and charger, the charger and backend
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systems, and the charging infrastructure with the grid.

2.3.1 Vehicle-to-Charger Communication

When it comes to EV charging, clear communication between the vehicle
and the charging station is key for both safety and ef ciency. This commu-
nication happens on two main levels. The rst is the Control Pilot signal,
governed by standards like IEC 61851-1 and SAE J1772. Itis the bedrock
of AC charging, handling crucial tasks like continuous safety checks to en-
sure the connection is sound and the charger is ready to deliver power. It
also tells the vehicle the current charging state and, importantly, commu-
nicates the maximum current the charging station can safely provide. The
vehicle then adjusts its power draw accordingly, preventing any overload.

The second, more advanced level of communication is enabled by ISO
15118. This digital, high-level protocol goes far beyond the basic functions
of the Control Pilot signal, enabling sophisticated features that enhance the
charging experience and integrate EVs with the energy grid. A prime ex-
ample is Plug & Charge, which automates the entire charging and billing
process. Simply plug in the EV, and the vehicle and charger securely ex-
change identi cation and payment details, eliminating the need for cards or
apps. This makes charging incredibly convenient. 1ISO 15118 is also fun-
damental for V2G capabilities. This digital communication primarily uses
Power Line Communication (PLC), sending data over the same physical
cables that carry electricity.

2.3.2 Charger-to-Backend Communication

Beyond the immediate communication between the electric vehicle and
the charging station, a sophisticated network of communication exists be-
tween the charging station itself and its Charge Point Management System
(CPMS), as well as between different charging networks. This backend
communication is crucial for the ef cient operation, management, and in-
teroperability of the entire EV charging infrastructure.

The Open Charge Point Protocol (OCPBiands as the dominant open
standard for communication between the EVSE and the CPMS. This proto-
col enables a wide array of remote functionalities that are vital for Charge
Point Operators (CPO). Through OCPP, the CPMS can remotely moni-
tor the status of charging stations, track ongoing charging sessions, and
gather real-time data on energy consumption. It also allows for remote

"https://openchargealliance.org/protocols/open-charge-point-protocol/
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control, such as starting or stopping charging sessions, and facilitates es-
sential maintenance tasks like pushing rmware updates to the chargers.
Furthermore, OCPP is instrumental in the transfer of billing data, allowing
operators to accurately charge users for their sessions. OCPP 2.1 represents
a signi cant leap forward, offering dynamic smart charging capabilities that
can adapt to real-time grid conditions or electricity prices, robust security
features including mutual TLS authentication, comprehensive device man-
agement for detailed monitoring of charger components, and native sup-
port for ISO 15118's Plug & Charge functionality, along with bi-directional
charging (V2G) support [130].

To facilitate a seamless charging experience for EV drivers across differ-
ent charging networks, the Open Charge Point Interface (G@Rdjocol
plays a vital role. OCPI is speci cally designed to enable roaming between
various charging network operators. This means that an EV driver, using a
subscription or app from one charging service provider, can easily charge
their vehicle at a station operated by a different provider. OCPI achieves
this by standardizing the exchange of critical information between differ-
ent backend systems, including (CPOs) and eMobility Service Providers
(eMSPs). It facilitates the transfer of real-time station information, such
as location and availability, and allows for the exchange of transaction de-
tails necessary for accurate billing and reconciliation between different net-
works. Additionally, OCPI supports remote commands, allowing users to
start or stop charging sessions through their “home” provider's app, even
when using a “roaming” charger.

2.3.3 Grid Communication

Grid communication involves protocols that allow charging infrastructure
to interact with the larger electricity grid, ensuring stability, ef ciency, and
the integration of renewable energy sources.

One signi cant protocol in this domain is the Open Smart Charging Pro-
tocol (OSCPJ. OSCP facilitates communication between a CPO and a Dis-
tribution System Operator (DSO). Its primary function is to enable smart
charging by allowing the DSO to provide forecasts of the available energy
capacity to the CPO. This typically includes a 24-hour prediction of the lo-
cal grid capacity. Armed with this information, the CPO can dynamically
adjust the charging pro les across his network of stations.

8https://evroaming.org/ocpi/
https://openchargealliance.org/protocols/open-smart-charging-protocol/
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2.4 Stakeholders

The successful operation and expansion of the electric vehicle charging in-
frastructure is dependent on the coordinated efforts and interactions of a
diverse range of stakeholders. Each actor, from the end user to grid op-
erators and technology providers, plays a speci c role and contributes to
the overall functionality and development of the ecosystem. The following
subsections provide an overview of these principal stakeholders and their
respective responsibilities.

2.4.1 Electric Vehicle User/Driver

At the forefrontis the Electric Vehicle User/Driver, the end consumer whose
primary need is convenient and reliable access to charging for his vehicle.
His experience directly in uences the EV adoption rates and satisfaction
with the charging infrastructure [92].

2.4.2 Charge Point Operators

Charge Point Operators (CPOs) manage the physical infrastructure. These
entities own, operate, and maintain networks of charging stations, guaran-
teeing their functionality, availability, and connectivity to essential backend
systems. CPOs play a vital role in the day-to-day provision of charging ser-
vices [52].

2.4.3 E-Mobility Service Providers

E-Mobility Service Providers (eMSPs) facilitate access to charging ser-
vices. They act as intermediaries, offering EV users a uni ed interface
—often through mobile applications—to locate charging stations across
various CPO networks, initiate charging sessions, and manage payments.
This simpli es the user experience and promotes interoperability [155].

2.4.4 Distribution System Operators

Distribution System Operators (DSOs) oversee the integrity and capacity of
the local electricity grid. DSOs are primarily concerned with maintaining
grid stability and ensuring that the increased demand from EV charging
does not overload the existing infrastructure, requiring careful planning and
potential grid upgrades [33].
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2.4.5 Hardware Manufacturers

Within the complex EV supply chain, parts and components suppliers
emerge as a vital segment, tasked with providing the essential physical ele-
ments required for EV manufacturing and its supporting infrastructure. The
range of components supplied is diverse, including critical items such as
semiconductors, comprehensive electrical systems, advanced power elec-
tronics, and thermal management systems, all of which are integral to the
functionality of EV charging stations [66)].

2.4.6 Software Providers

While the physical components of this infrastructure are fundamental, it is
an increasingly sophisticated layer of software that orchestrates their op-
eration, ensures ef ciency, and facilitates user engagement [57]. The core
software layers underpinning this ecosystem include Charge Point Man-
agement Systems tailored for Charge Point Operators, user-facing mobile
applications developed for e-Mobility Service Providers, and the embedded
software that dictates the functionality of the EVSE itself.

The capacity for software updates is paramount, allowing the charging
infrastructure to evolve and adapt to new communication standards, chang-
ing regulatory landscapes, and emerging user needs without requiring im-
mediate and costly hardware replacements. Consequently, software tran-
scends its role as a mere component to become the central nervous system
of the EV charging infrastructure [2].

Since software is the main focus of this thesis, we will delve into it in
the next chapter.

2.5 Charging Process

Charging an electric vehicle implies more than just plugging it in; it is a
coordinated process involving communication and actions among the user,
the vehicle, the charger (EVSE), and potentially backend management sys-
tems. In this section, we outline the typical stages of this charging process,
from establishing a connection and authorizing the session to the safe de-
livery of energy and completion of the transaction [93] [133].

1. Connection: The EV is physically connected to the EVSE via the
charging cable.

2. Initiation & Authentication:
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» The user initiates charging via a mobile app, RFID card, credit
card, or through Plug & Charge.

» The EVSE communicates with the EV to establish basic safety
parameters (Control Pilot).

» For managed charging, the EVSE communicates with the CPMS
(via OCPP) to authenticate the user and authorize the session.

3. Pre-Charge Checks: The EV and EVSE perform self-tests and checks.
4. Charging:

* AC Charging: The EVSE supplies AC power. The EV's On-
Board Charger converts it to DC for the battery. The EV's battery
management system controls the charging process (current, volt-
age).

* DC Charging: The EVSE converts AC to DC and directly sup-
plies the battery, bypassing the OBC. The EV's BMS communi-
cates its charging needs (via ISO 15118) to the DC EVSE, which
adjusts its output accordingly.

5. Monitoring: Throughout the session, parameters like voltage, cur-
rent, power, energy consumed, and battery temperature are monitored
by both the EV's BMS and the EVSE. Smart charging commands
(e.g., to adjust charging rate based on grid load or price) can be re-
ceived by the EVSE from the CPMS.

6. Termination:

» Charging stops when the battery is full (as determined by the
BMS), the user manually stops it, or a preset limit (time, energy,
cost) is reached.

» The EVSE signals the end of charging to the EV.
7. Post-Charge:

» The EVSE sends nal transaction details (energy consumed, du-
ration) to the CPMS for billing and record-keeping.

* The user disconnects the cable.

It should be noted that Payment is not listed as a discrete sequential stage
because its operations are distributed across multiple phases of the process.
At the Initiation & Authentication stage, the EVSE typically places a pre-
authorization hold on the user's card to secure funds. The nal nancial
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transaction is only settled during the Post-Charge phase, after the driver
disconnects the cable and the exact energy consumption is known. Thus,
payment is a cross-cutting concern that spans the entire duration of the
charging session rather than being a single temporal step.

2.6 Business Model

The transition to electric mobility is not only a technological shift but also

a commercial one, giving rise to a complex ecosystem of actors and busi-
ness models. Unlike the traditional refueling model, which is relatively
uniform, the EV charging landscape is characterized by a diverse range of
operational and revenue strategies. The pro tability of these models is a
critical factor in uencing the pace and scale of infrastructure deployment,
as it currently grapples with high upfront investment costs and revenues that
are highly dependent on EV adoption rates, which are still maturing [19].

2.6.1 Key Roles in the EV Charging Value Chain

Understanding the business models requires rst identifying the distinct
roles and functions within the ecosystem. The value chain for EV charging
can be disaggregated into several key actors, whose responsibilities may be
bundled or separated depending on the business model [19, 102].

» Charging Station Owner (CSO): The entity that owns the physical
charging hardware and is often responsible for the connection to the
grid. This can be the site owner (e.g., a supermarket or hotel) or the
operator (CPO).

 Location Holder: The owner of the physical space where the charg-
ing station is installed, such as a municipality (for on-street parking)
or a private business (for a commercial parking lot).

» Charge Point Operator (CPO): This is the entity responsible for the
technical operation and maintenance of the charging station network.
The CPO ensures the hardware is functioning correctly, manages the
grid connection, and provides real-time status data. Their primary
customers are the e-Mobility Service Providers.

» e-Mobility Service Provider (eMSP or MSP): The customer-facing
entity. The MSP provides the service to the EV driver, typically
through a mobile app and an RFID card. They manage user authenti-
cation, billing, and provide access to a network of charging stations,
which may be operated by multiple CPOs.
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Roaming Platforms: These are B2B platforms that facilitate inter-
operability between different CPOs and MSPs. They act as hubs, al-
lowing an MSP's customer to use a charging station from a CPO with
whom their MSP does not have a direct bilateral agreement, greatly
enhancing the user experience.

The key players in the European market may be grouped as follows:

Energy supermajors (oil and gas pivots): These companies are ag-
gressively leveraging their existing network of gas stations and capital
to dominate the market. They often own the real estate, giving them
a signi cant advantage. Examples include Shell Recharge, TotalEner-
gies, and BP Pulse.

Pure-Play CPOs (specialized operators): These companies were
founded speci cally to build EV infrastructure. They generally do not
produce energy or cars but focus entirely on the charging experience.
Examples include Allego, Fastned, and Mer (Statkraft).

Automaker consortia and OEMs: Car manufacturers invest in in-
frastructure to remove range anxiety as a barrier to selling cars. Ex-
amples include Tesla (Supercharger network) and IONITY.

Regional champions and utility giants: These are often former na-
tional electric utility monopolies that have pivoted to become domi-
nant CPOs in their home markets and neighbors. Examples include
Enel X Way (Italy, Spain, and Romania), Iberdrola (Spain and Portu-
gal), and Izivia (France).

2.6.2 Taxonomy of EV Charging Business Models

The combination of the roles described above gives rise to several different
business models. The industry features both highly integrated players that
cover multiple roles and specialized players who focus on a single function.

Based on the analysis of existing players [19,102], the following archetypes

can be identi ed.

Owner-Operator Model

A single company takes on the roles of the Charging Station Owner (CSO),
the Charge Point Operator (CPO), and often the e-Mobility Service Provider
(eMSP).
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» Key Activities: This player is responsible for the entire value chain:
purchasing and owning the hardware, nding and securing locations,
installing the equipment, operating and maintaining the network, and
managing the end-user relationship (billing, app, etc.).

 Value Proposition: Offers a seamless, end-to-end service. For lo-
cation holders, it often provides a free-of-charge installation, as the
operator aims to prot from the charging fees over a long-term con-
cession.

* Revenue Streams: Revenues are captured directly from the EV driver
(pay-per-use or subscription fees) and from other MSPs who pay to
access the network (roaming fees).

« Critical Factors: This model is highly capital-intensive due to the up-
front cost of hardware and installation. Its pro tability is directly tied
to the utilization rate of the chargers. However, it allows the opera-
tor to retain full control over the value chain and capture all potential
revenues, including future opportunities.

Network-Operator Model

In this model, the roles are more separated. The network operator typically
develops, installs, operates, and maintains the charging network, but the
location holder (or another third party) owns the hardware and manages the
direct customer relationship.

» Key Activities: The operator focuses on the technical backend: man-
aging the network platform, ensuring uptime, and providing mainte-
nance services.

* Value Proposition: For location holders, it provides the technical in-
frastructure and expertise without them needing to become a CPO.
The location holder can then set the nal price for customers and re-
tain the revenue from charging.

* Revenue Streams: The operator earns revenue from the sale of the
hardware to the location holder and from recurring fees for operation,
maintenance, and use of the software platform.

« Critical Factors: This model lowers the capital risk for the operator,
as the hardware cost is covered by the site owner. However, it also
means the operator does not capture the direct, usage-based revenue
from charging, which may be more lucrative as EV adoption grows.
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Specialized MSP Model

This is an asset-light model, often adopted by companies whose core busi-
ness is not EV charging, such as car manufacturers and energy utilities
entering the market.

» Key Activities: This player focuses exclusively on the customer rela-
tionship. He develops a mobile app, manages billing and payments,
and aggregates access to multiple CPO networks through roaming
agreements. He does not own or operate any physical infrastructure.

* Value Proposition: Offers EV drivers a single, convenient interface
(one app, one bill) to access a wide network of charging points from
different operators.

* Revenue Streams: The MSP's primary revenue comes from the mar-
gin it adds on top of the charging fee it pays to the CPO. Additional
revenues can come from subscription fees, RFID card sales, and data
monetization.

* Critical Factors: This model is not capital-intensive and allows for
rapid scaling of network coverage for users. However, margins are
often slim, and pro tability depends on achieving a large user base.
Success is heavily reliant on the quality of the user experience (UX)
of the app and the breadth of the accessible network.

Specialized CPO Model

This is the inverse of the MSP model. This player focuses exclusively on
the technical operation of charging stations.

» Key Activities: Operation and maintenance of charging hardware, en-
suring connectivity, and providing a reliable backend service.

* Value Proposition: Offers its network to any MSP looking to provide
charging services to their customers. CSOs (e.g., a hotel that bought
its own charger) can also hire a specialized CPO to manage the hard-
ware for them.

* Revenue Streams: The CPO earns a fee from MSPs for every charg-
ing session conducted on its network. It may also earn a xed man-
agement fee from CSOs.

* Critical Factors: This model's revenue is directly dependent on
charger utilization. It bene ts from the network effect—the more
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MSPs it connects with, the more potential traf c it receives. Relia-
bility and uptime are critical to its reputation.

2.6.3 Financial Model of Hybrid Charging Stations

The strategy of energy arbitrage is central to the business model of modern
charging stations equipped with a Battery Energy Storage System (BESS).
This approach transforms the station from a simple energy reseller into an
active energy trader that pro ts from the price volatility of electricity mar-
kets. The model, as framed by [96], revolves around a set of optimized,
bidirectional energy and nancial ows between the CPO, the grid, and the
EV driver.

The fundamental exchange operates in a cycle:

1. Buying Low from the Grid: The CPQO's energy management system
constantly monitors wholesale electricity prices. During off-peak pe-
riods, typically overnight when demand is low, the price of electricity
purchased from the Distribution System Operator (DSO) is at its low-
est. The CPO strategically buys energy at this low price and stores it
in its on-site BESS.

2. Selling High to the Driver: During peak demand periods, the price of
electricity from the grid is at its highest. Instead of purchasing expen-
sive grid power to serve customers, the CPO sells the cheap energy it
previously stored in its BESS to EV drivers. The CPO can set a charg-
ing price that is competitive for the driver but still signi cantly higher
than the off-peak price at which the energy was purchased, thereby
securing a substantial pro t margin.

This core arbitrage model is enhanced by two other key exchanges:

« Selling Surplus to the Grid: If the BESS is full and there is surplus
energy—either from an on-site solar installation or because charging
demand is lower than expected—the CPO can sell this energy back to
the grid. This is ideally done during peak hours to reach the highest
possible price, creating another revenue stream.

* Buying from V2G-enabled Vehicles: In a Vehicle-to-Grid (V2G)
setup, the CPO can also pay EV owners to discharge a portion of their
battery's stored energy back to the station's BESS or directly to the
grid. This effectively turns the customer's vehicle into a distributed
energy asset for the CPO, who can then resell that energy at a pro t.
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This creates a symbiotic relationship where the driver earns money
for providing grid services while the CPO gains access to additional,
low-cost energy capacity.

2.7 Software Architectures for Charging Stations

The realization of the diverse business models and the effective coordina-
tion of the core components described in the previous sections rely heavily
on the underlying software systems. As electric vehicle charging stations
evolve from simple power outlets into complex cyber-physical systems in-
teracting with the grid, users, and market operators, the design of their soft-
ware architecture becomes a critical factor for scalability and interoperabil-
ity. This section reviews the state of the art in software architectures for
EVCS, tracing the evolution from centralized cloud-centric approaches to
more responsive distributed edge designs, while also addressing key cross
cutting concerns such as modularity, interoperability standards, and secu-
rity mechanisms.

This section is grounded on the de nition provided by [125], which is
based on ISO/IEC/IEEE 42010and states that “the architecture of a sys-
tem is the set of fundamental concepts or properties of the system in its
environment, embodied in its elements, relationships, and the principles of
its design and evolution.” This de nition is particularly pertinent to the
EVCS domain, where the environment (encompassing the electrical grid,
physical hardware, and user behavior) imposes strict constraints that the
software elements and relationships must accommodate.

To structure this section, we adopt the de nition of architectural style
proposed in [118], who note that a style is “less constrained and less com-
plete than a speci c architecture.” They speci cally highlight the distributed
style as a way to concentrate on “relationships between processing ele-
ments” rather than speci ¢ hardware details. This distinction is particularly
relevant to the EV domain, where the state of the art has evolved through
distinct styles—from centralized cloud architectures to the distributed edge
paradigms discussed in the following subsections.

To further structure this section, we utilize the distinction between view-
points and perspectives established in [125]. While architectural view-
points describe the structure and functional organization of a system, ar-
chitectural perspectives address the cross-cutting quality properties, such
as security, performance, and resilience, that must be considered across
all views. Consequently, this section examines how current state-of-the-

1Ohttps://www.iso.org/standard/74393.html
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art architectures address these critical perspectives within their structural
designs.

The following content derives from the 14 papers that address software
architecture, which were identi ed through the selection process detailed
in Section 3.5.

2.7.1 Cloud-Centric and Service-Oriented Architectures

Early and widely adopted architectural approaches rely heavily on central-
ized cloud infrastructure. These architectures typically employ a multi-
layered design, consisting of a basic platform layer (middleware), a service
layer, an application layer, and a presentation layer [135]. For instance,
cloud-based infrastructure services have been commercialized to handle
remote operations, maintenance, user authentication, and billing, reducing
the labor input required by business operators [61]. In these centralized
models, the cloud acts as the core for project management, storing status,
distribution, and planning data for the vehicle-pile network [135]. From

a theoretical perspective, this organization exempli es the repository style
de ned in [49], where a “central data structure represents the current state”
and independent components operate centrally upon it.

To manage the heterogeneity of devices and services, Service-Oriented
Architectures (SOA) have been applied to the domain. SOA allows for
the decomposition of complex systems into loosely coupled services that
can be distributed and composed as needed [175]. In particular, [106] in-
dicates that “SOA has emerged as an architectural approach that enhances
the service delivery performance of existing traditional systems while still
retaining their most important features. This approach, due to its exibility
of adoption, has gained the attention of both academic and business entities,
especially in the development of world-leading technologies such as Cloud
Computing (CC) and the Internet of Things (loT).” The “Mobility Data
Cloud” concept extends this by offering a Platform-as-a-Service (PaaS) ap-
proach, integrating fragmented mobility data from various providers via
open interfaces to facilitate collaborative resource sharing [149]. Further-
more, frameworks like Arrowhead utilize SOA principles to enable dy-
namic networking and recon gurability, allowing legacy systems and new
applications to interoperate within local automation clouds [115].

Cloud-centric and service-oriented architectures relate to electric vehi-
cle charging stations by serving as foundational styles for managing the
complexity and heterogeneity of charging networks. Cloud-centric archi-
tectures typically employ a multi-layered design—consisting of platform,
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service, application, and presentation layers—where the cloud functions as
a central repository for the entire vehicle-charger network. In this rela-
tionship, the cloud acts as the core for project management, storing critical
status, distribution, and planning data while enabling the commercializa-
tion of infrastructure services such as remote operations, maintenance, user
authentication, and billing to reduce the manual labor required by opera-
tors. Service-oriented architectures are speci cally applied to address the
diversity of devices and services inherent in the EVCS ecosystem. This ar-
chitectural style relates to charging stations by decomposing complex sys-
tems into loosely coupled services that can be distributed and composed
as needed, thereby enhancing service delivery performance while retaining
essential features of traditional systems.

2.7.2 Cyber-Physical Systems (CPS) and Modularity

EVCS are fundamentally cyber-physical systems, integrating physical re-
sources with computing resources. Architectures based on CPS often em-
ploy a four-layer structure comprising a physical/sensor layer, a network
layer, a service component layer, and an application layer to ensure safe
and effective control of physical entities [175]. This re ects the layered
system style described in [49], which is “organized hierarchically” to allow
designers to partition complex problems into “increasing levels of abstrac-
tion.”

To address the diverse requirements of public infrastructure, modularity
has emerged as a key architectural driver. Modular platforms allow for the
separation of hardware and software components, enabling systems to be
dynamically sized from simple wall-boxes to complex clusters controlled
by a master unit. This modularity extends to software, where components
such as protocol stacks (e.g., OCPP) can be exchanged via plugins without
altering the source code, enhancing adaptability [105]. This approach em-
bodies the principle of information hiding established by [114], who argues
that modules should be characterized by the design decisions they conceal
(in this case, the speci c implementation of a communication standard),
thereby isolating the rest of the system from change.

2.7.3 The Shift to Edge and Distributed Architectures

Cooperative edge computing architectures have been proposed to make
charging stations the computing center, rather than relying solely on base
stations. In the terminology of [140], this represents a fundamental evolu-
tion of the execution architecture, which dictates how functional compo-
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nents are assigned to physical resources to meet performance and distribu-
tion requirements.

This assignment is critical for addressing the availability and resilience
perspective de ned in [125], which focuses on the system's ability “to be
fully or partly operational as and when required and to effectively handle
failures,” such as network outages, “that could affect system availability.”

This model reduces the delay of complex coupling algorithms and sup-
ports real-time navigation and charging optimization [91]. Similarly, double-
layer optimization architectures have been developed where centralized
cloud systems perform scheduling at 15-minute intervals, while decentral-
ized edge systems execute control commands every 5 minutes, ensuring
real-time power supply and demand balance [88].

2.7.4 Interoperability and Reference Models

A critical challenge in EVCS software architecture is ensuring interoper-
ability among diverse stakeholders [11]. The E-Mobility Systems Architec-
ture (EMSA), derived from the Smart Grid Architecture Model (SGAM),
provides a three-dimensional framework (domains, zones, and interoper-
ability layers) to map standards and protocols such as ISO 15118, OCPP,
and OCPI [76].

Interoperability is also a focus for reservation systems, where refer-
ence architectures must harmonize heterogeneous technologies to allow
users to reserve charging slots effectively [11]. Building on this capa-
bility, research indicates that implementing multi-objective slot allocation
(MOSAL) within these architectures serves as the necessary algorithmic
mechanism to process this integrated data; by considering composite costs
and user discontent factors, MOSAL actively minimizes waiting times and
congestion [156].

2.7.5 Security and Blockchain

To protect user privacy and ensure fair power transactions, blockchain tech-
nology has been integrated into intelligent management systems. In these
architectures, charging piles act as local blockchain nodes, synchronizing
with a distributed ledger to record transactions and prevent data tamper-
ing [88].

While security mechanisms ensure data integrity and prevent unautho-
rized access, architectural resilience is equally paramount for ensuring op-
erational continuity. Systems must be designed not only to resist attacks
but to withstand and recover from network failures. Hybrid architectures
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combining on-premises and cloud deployments have also been utilized to
provide redundancy and failover capabilities, ensuring that web services
and data collection remain operational during internet disconnections [84].

2.8 Conclusion

This chapter provided a comprehensive overview of the state of practice
in the electric vehicle charging station domain, establishing the founda-

tional knowledge necessary to reason about their software architectures.
We explored the ecosystem from its physical roots to its digital manage-

ment, highlighting four key dimensions that de ne the current landscape:

» Complexity of the physical infrastructure: As detailed in Sections
2.1 and 2.2, modern charging stations have evolved far beyond simple
electrical outlets. They are sophisticated cyber-physical micro-grids
that must integrate diverse core components (including heterogeneous
EVSEs, local battery storage, and renewable energy sources), while
managing AC and DC power ows under strict safety constraints.

* Interdependence of communications: The operational viability of
these stations relies on a dense web of communication standards (Sec-
tion 2.3). The seamless exchange of data is required vertically, from
the vehicle (ISO 15118) to the backend (OCPP), and horizontally
across grid operators (OSCP) and roaming platforms (OCPI). This in-
teroperability is not merely a technical requirement but the backbone
of the user experience and grid stability.

» Economic and stakeholder pressures: The analysis of stakeholders
and business models (Sections 2.4 and 2.6) reveals that the industry
is shifting toward service-oriented and nancially complex models,
such as energy arbitrage. Consequently, the underlying systems must
support dynamic pricing, real-time load management, and high avail-
ability to ensure pro tability for CPOs and reliability for EV drivers.

* Architectural evolution: Finally, the review of existing software ar-
chitectures (Section 2.7) indicates a clear industry trajectory. While
early solutions relied heavily on centralized cloud-centric approaches,
the stringent requirements for real-time response, of ine resilience,
and data optimization are driving a shift toward distributed architec-
tures.
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2.8. Conclusion

In summary, the smart charging station of the future cannot rely solely
on the cloud. It requires a software architecture that balances global or-
chestration with local autonomy—Ileveraging edge computing to handle the
immediate complexity of the physical components and local energy ows,
while utilizing the cloud for network-wide optimization.

This operational reality highlights a signi cant gap: the need for a stan-
dardized, resilient, and formally validated architectural framework that sys-
tematically integrates these layers. Addressing this gap is the primary focus
of the next chapter, where we introduce a novel distributed cloud-edge ar-
chitecture designed to meet these evolving demands.
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CHAPTER

Software Architecture Framework Design

The preceding chapter laid the groundwork for understanding EV charging
stations, detailing their fundamental components, basic operational princi-
ples, and the various types of chargers available to a ourishing market.
Building upon this foundation, the current chapter transitions to the design
of a software architecture framework, considering that software architec-
tures are becoming increasingly central to the functionality, ef ciency, and
scalability of the EV charging ecosystem. The global adoption of electric
vehicles is no longer a nascent trend but a rapidly accelerating transforma-
tion of the transportation sector. This surge is exerting “immense pressure
on charging infrastructuré’and signi es a “turning point in the industry in
which EV charging networks start to turn a pro’t” Such dynamism un-
derscores an urgent and critical need: the development and deployment of
not merely more charging stations, but signi cantly smarter, more reliable,
and ef ciently managed charging networks. This imperative places soft-
ware and its underlying architecture at the very heart of the EV charging
evolution.

Ihttps://chargedevs.com/whitepapers/ eets/solving-evse-deployment-and-scalability-challenges-with-
exible-power-distribution/

2https://driivz.com/blog/scaling-smarter-for-ev-charging-networks-insights-from-the-2025-state-of-ev-
charging-network-operators-survey/
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The initial phase of EV infrastructure development was, understandably,
characterized by a strong focus on the physical deployment of charging
hardware. However, the unmitigated scale of current and projected EV
adoption means that simply increasing the number of chargers is an insuf-
cient response. The challenge has evolved from basic provision to so-
phisticated orchestration. Meeting the increasing demand ef ciently and
effectively requires advanced capabilities for coordination, management,
and optimization functions that are predominantly delivered through soft-
ware. This marks a discernible shift in the industry's focus, moving from
an emphasis on individual hardware components towards the engineering of
integrated, system-level solutions. In this new paradigm, software is not a
mere adjunct but the principal enabler of intelligent and responsive charg-
ing networks, fundamentally transforming the industry from a hardware
installation model to one centered on service delivery and optimization.

Furthermore, this transition towards software-centric solutions is not
solely a technical evolution; it is underpinned by compelling economic
drivers. As EV charging networks mature and begin to “turn a prot,”
the principles of service industry economics come to the fore. Pro tabil-
ity in this context is inextricably linked to operational ef ciency, the abil-
ity to scale services seamlessly, and the delivery of a consistently positive
customer experience. Each of these critical factors—ef ciency, scalabil-
ity, and user satisfaction—is increasingly determined by the sophistication
of the underlying software architecture. Capabilities such as smart energy
management to minimize operational costs, remote diagnostics and mainte-
nance to ensure high uptime, and intuitive user interfaces to enhance driver
convenience are all manifestations of advanced software design. Conse-
guently, the exploration of software architectures within this chapter is not
an abstract academic exercise; it is directly pertinent to the nancial vi-
ability, competitive positioning, and sustainable growth of charging point
operators and the broader ecosystem of stakeholders in the rapidly expand-
ing EV charging market.

The breadth of software's in uence is evident in the diverse function-
alities it enables. At the core, smart chargers support critical features like
dynamic load management, energy consumption tracking, payment integra-
tion, and user authenticatiinThese are complemented by advanced load-
balancing capabilities, billing solutions, and real-time analytics that are
fundamental to ef cient station operation and revenue generation. For the
end-user, the EV driver, software enhances the charging experience through
“charger discovery maps, enabling drivers to locate available charging sta-

Shttps://yocharge.com/software/features/
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tions™, and often supports scheduling and reservations to minimize wait
times, alongside access control features for personalized or promotional
rates. Simultaneously, for Charge Point Operators (CPOs), software pro-
vides indispensable tools for operational excellence, including real-time
monitoring and remote troubleshooting features that allow for the diagnosis
and resolution of technical issues without costly on-site interventions, and
detailed reporting and analytics offering insights into station performance
and energy dispensation.

As basic charging hardware becomes increasingly commoditized, the
primary arena for innovation and value creation is shifting decisively to-
wards software. The advanced features enumerated—smart charging algo-
rithms, dynamic load management strategies, Vehicle-to-Grid (V2G) ca-
pabilities, personalized user experiences, and sophisticated analytics—are
precisely where CPOs and service providers can forge unigue value propo-
sitions and achieve competitive differentiation. Thus, the future battle for
market share in the EV charging industry will likely be determined by the
sophistication, reliability, and user-friendliness of software platforms, mak-
ing architectural choices a matter of strategic importance.

Moreover, the EV charging ecosystem is characterized by a diverse and
expanding array of stakeholders, including drivers, CPOs, utility compa-
nies, payment processors, and hardware manufacturers. Software systems
serve as the crucial integrating fabric that enables seamless interaction and
data exchange among these disparate entities. Consequently, software ar-
chitecture in this domain is not merely about managing individual charg-
ing points; it is about orchestrating a complex, dynamic, multi-stakeholder
ecosystem. This requires architectural designs that prioritize interoperabil-
ity and adherence to data exchange standards. The pursuit of “hardware ag-
nostic” platforms, capable of working with charging equipment from vari-
ous manufacturers, is a direct and logical outcome of such forward-thinking
architectural considerations.

To realize these forward-thinking architectural goals and build a truly
resilient and adaptable electric vehicle charging network, it is not enough
to simply acknowledge the importance of software. A concrete architec-
tural paradigm must be adopted that can deliver the required scalability and
reliability while managing the inherent complexity of the ecosystem. The
evolution of software deployment has shown a clear trajectory away from
monolithic applications and towards modular, distributed models to achieve
these qualities. In this context, software containerization has emerged as a
dominant and enabling technology.

“https://www.fractalev.com/ev-charging-software-guide/
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Before detailing the speci ¢ research questions and design of the pro-
posed framework, it is essential to distinguish between two central concepts
in software architecture research: reference architecture and architectural
framework.

Speci cally, “reference architectures capture the essence of existing ar-
chitectures, and the vision of future needs and evolution to provide guid-
ance to assist in developing new system architectures” [32]. Additionally,
“a reference architecture is an architecture representation of a particular do-
main of interest. It typically includes many different architectural patterns,
applied in different areas of its structure” [43]. Furthermore, [31] clari es
that “the essence of a reference architecture is its ability to be tailored to
the needs of any of a family of systems.”

The ISO/IEC/IEEE 42010:202&tates that an architectural description
framework (or architectural framework) comprises “conventions, principles
and practices for the description of architectures established within a spe-
ci ¢ domain of application or community of stakeholders.” In its 2011
editiorf, this standard provided a slightly different de nition: “an archi-
tecture framework establishes a common practice for creating, interpreting,
analyzing and using architecture descriptions within a particular domain
of application or stakeholder community.” Similarly, [86] de nes architec-
tural frameworks as “high-level descriptions of an organization as a sys-
tem; they capture the structure of its main components at varied levels, the
interrelationships among these components, and the principles that guide
their evolution.” Meanwhile, [32] considers that an “architecture frame-
work captures knowledge about the methodology to create and document
architectures. The methodology knowledge ranges from views (purpose,
stakeholders, concerns), representations (e.g., class diagrams, activity di-
agrams), tools, to methods (decomposition in tasks, ordering, and guide-
lines).”

In short, the framework is the foundational methodology and structure,

while the reference architecture is a speci ¢ domain representation built
using that foundation.

This chapter proposes a novel distributed cloud-edge-loT architectural
framework that provides the structural logic and resilience mechanisms
upon which various domain-speci c reference architectures can be instan-
tiated.

Shttps://www.iso.org/standard/74393.html
Bhttps://www.iso.org/standard/50508.html
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3.1 Research Questions

In this chapter, we focus on the following research questions based on [41]:

* RQ3.1: What is the state of the art in software architectures for EVCS?
* RQ3.2: Is research in this context focusing on trustworthy DevOps?

* RQ3.3: What are the main problems perceived by CPOs?

3.2 Distributed Cloud-Edge Architecture Framework for EVCS

The pursuit of such “hardware-agnostic” platforms requires moving beyond
high-level principles to de ne a concrete and validated architectural frame-
work. To address the central research question of enhancing resilience
and adaptability, this thesis undertook a structured investigation to engi-
neer such a framework, grounding it in both academic rigor and industrial
relevance. The methodology, as detailed in the work presented at the Eu-
ropean Conference on Software Architecture (ECSA) [41], involved a dual
approach. First, a systematic literature review and topic modeling analysis
were conducted to map the state of the art in EV charging software. Sec-
ond, an in-depth ethnographic study, including a series of interviews with
practitioners at a prominent European Charging Point Operator (CPO), was
performed to identify the most critical real-world challenges and architec-
tural concerns.

This research revealed that while the literature covers many facets of EV
charging, it often overlooks the practical operational issues related to mon-
itoring, runtime management, and service continuity that are paramount
for CPOs. To bridge this gap between theory and practice, a novel dis-
tributed cloud-edge fast charging architecture framework was developed.
This framework, which will now be detailed, orchestrates the complex
multi-stakeholder ecosystem by structuring software components across the
loT, edge, and cloud layers of the computing continuum.

Furthermore, the synthesis of academic ndings and industry insights
led to the distillation of six key architectural considerations to guide the
design of trustworthy systems. These considerations, which span EVCS
management, data management, and service continuity, are a core con-
tribution of this work and serve as foundational design principles for the
proposed framework. The following sections will elaborate on this archi-
tectural framework and its guiding considerations, providing a blueprint for
building the resilient and adaptable EV charging software of the future.
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3.3 Rationale and Goals

The decision to adopt a distributed cloud-edge architecture is driven by the
need to support the computing continuum—ifrom loT devices at the phys-
ical charging point to powerful centralized cloud servers. This model ac-
knowledges the fundamental tension in EVCS operations: while network-
wide management, billing, and analytics bene t from the global perspective
and computational power of the cloud, latency-sensitive tasks, such as im-
mediate fault response, demand the responsiveness of edge computing.
Therefore, the primary goals of this architectural framework are twofold:

1. To enable a high degree of local autonomy, allowing individual charg-
ing stations to operate effectively, make intelligent local decisions, and
maintain service even in the event of intermittent or complete loss of
connectivity to the central cloud.

2. To provide robust centralized management and orchestration, allowing
the charge point operator to monitor the health of the entire network,
deploy updates, manage user accounts, and optimize operations from
a global standpoint.

Underpinning these goals is a core focus on architecting for trustwor-
thiness. Within this framework, trustworthiness is de ned as the overar-
ching assurance that the system will behave as expected, even in hostile
environments. Unlike resilience, which speci cally focuses on the techni-
cal mechanisms of fault tolerance and recoverability, trustworthiness is a
holistic attribute. It encompasses resilience, security, and safety, represent-
ing the comprehensive con dence that stakeholders place in the system's
ability to operate without catastrophic failure or compromise. Therefore,
based on the ISO/IEC 25010 standande de ne trustworthiness as the
combination of fault tolerance, recoverability, security, and safety:

Trustworthiness is the holistic capability to tolerate disruptions and
recover the desired state, defend against malicious attacks, and strictly
avoid any failure modes that could endanger human life, property, or
the environment.

By systematically distributing intelligence and control, the framework
aims to build a system that is not only ef cient and scalable, but also inher-
ently reliable and recoverable.

"https://www.iso.org/standard/78176.html
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3.4 Architectural Layers and Control Hierarchy

The proposed framework is structured along the computing continuum,
seamlessly integrating computational resources from resource-constrained
devices at the physical periphery to powerful centralized servers. In fact,
according to [153], the computing continuum can be de ned as “the ex-
tension of cloud with energy-ef cient and low-latency devices closer to the
data sources located at the network edge. More speci cally, it extends the
traditional cloud towards multiple entities such as fog, edge, and IoT to
provide different capabilities including analysis, processing, storage, and
data generation.”

Building on this concept, the proposed framework is organized into
three distinct layers: I0T, edge, and cloud, allowing for the strategic dis-
tribution of intelligence and control logic based on latency and processing
requirements. These layers are governed by a hierarchical control model
inspired by [168], which ensures coordinated and safe operation across the
distributed system, as shown in Table 3.1.

Table 3.1: Control Model

Layer Levelin[168] Activities Technologies
Cloud Tertiary Strategy, forgcgstmg, pricing,  ~5ud computing
control and pro t optimization
Edge Secondary Station operations and energy Industrial and single-board
9 control allocation and optimization ~ computers
Primary Power quality management  Microcontrollers, FPGAs,
loT control and EV and ESS control and PLCs
Physical Power and energy density, Power switches, capacitors,

dynamic features, thermal

layer . . .
y models, life estimation models

batteries, PV

 loT Layer: This is the physical and sensory layer, comprising the
tangible assets at the charging station. It includes power sources (both
the grid connection via a smart meter and renewable sources like solar
panels), the Battery Energy Storage System (BESS), and the Elec-
tric Vehicle Supply Equipment (EVSE) itself. The EVSE contains
its own microcontrollers and power meters for basic operation. The
electric vehicle, with its battery management system (BMS) and soft-
ware controller, is also a critical interacting entity at this level. This
layer corresponds to the primary control level, where basic safety
and electromechanical operations are managed.
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» Edge Layer: This layer introduces local intelligence directly at the
charging station or a local cluster of stations. It is composed of a Lo-
cal Control System and a local Execution Environment, typically
running on industrial-grade computers. The edge is responsible for
executing decentralized tasks, such as local load management, real-
time crisis response, and data aggregation before transmission to the
cloud. This layer embodies the secondary control level, providing
the station with the autonomy to manage its internal resources and re-
act swiftly to local events, thereby enhancing resilience and reducing
reliance on constant cloud connectivity.

» Cloud Layer: This is the centralized core of the CPO's operations.
It hosts the Global Control System and a powerful Execution En-
vironment for running large-scale management and analytical tasks.
Functions such as network-wide monitoring, user and energy supplier
management, DevOps, and long-term data analytics reside here. The
cloud constitutes the tertiary control level, exercising global, central-
ized oversight and enabling strategic decision-making for the entire
network.

A bidirectional data ow connects these layers, allowing for top-down
policy and command propagation (from cloud to edge to 10T) and bottom-
up telemetry and status reporting (from IoT to edge to cloud), ensuring the
system operates as a cohesive whole.

3.5 Functional Components and Deployment

To determine which software components should be deployed to each layer,
we performed a systematic literature review and stored the respective les
and algorithms in a Zenodo repositéry

We began by running the following query on the renowned Scopus search
enginé on April 3 2024 and obtained 4,544 results in computer science.

electric AND vehicle AND charging AND stations

To identify trending computer science topics alongside relevant research,
we broadened our initial search by not including “software architecture” as
a keyword. Following our established criteria, we Itered out non-English
articles (148) and retained only scienti ¢ papers (77). We then manually

8https://zenodo.org/records/11519088
Shttps://www.scopus.com/
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reviewed the remaining titles, removing 4,245 that were not related to sta-
tionary EVCS software, control, or energy management systems. Of the 74
articles that made it through, 9 were inaccessible. We applied the Latent
Dirichlet Allocation (LDA) [18] to the remaining 65 papers to pinpoint key
topics. Ultimately, we selected 14 papers that speci cally address software
architecture within the EVCS industry for further analysis and to constitute
the core reference material for Section 2.7.

Delving into the LDA analysis, we prepared a Jupyter notebook (in
python) to execute the algorithm on the 65 papers obtained in our litera-
ture review. This produced an intertopic distance map and a set of the most
relevant terms for each topic, as shown in Figure 3.1. An intertopic dis-
tance map offers a two-dimensional spatial representation of the relation-
ships and dissimilarities among the topics discovered within a collection
of documents. On this map, each identi ed topic is visually represented
by a circle, where its size often correlates with the topic's overall preva-
lence or frequency across the entire document corpus, indicating its promi-
nence. Topics placed in close proximity are considered semantically similar
or closely related, implying they share common vocabulary, themes, or con-
texts. Conversely, topics situated at a greater distance from one another are
understood as semantically distinct or unrelated, covering disparate con-
cepts characterized by differing sets of words. In other words, this visual
tool helps researchers identify clusters of related themes, pinpoint unique or
isolated topics, gain an intuitive grasp of the overall topical structure within
the document collection, and ultimately re ne their interpretation of each
topic's meaning and boundaries based on its relationships with others.
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Figure 3.1: Intertopic Distance Map & Most Salient Terms
First published in LNCS, vol 14889, 288-304, 2024 by Springer Nature

As for the most relevant terms for each topic, when preparing Table 3.2,
we excluded the keywords used in the query for the literature review, as
well as adjectives, adverbs, and verbs. So, we only considered the 5 most
relevant nouns for each topic. Subsequently, we deduced the most likely
architectural concern from such words. Next, we ordered the rows in this
table according to the frequency of each topic in the set of papers analyzed.

Table 3.2: Architectural Concerns
First published in LNCS, vol 14889, 288—-304, 2024 by Springer Nature

# Architectural Concerns Tokens Top 5 Words

1 User management 20.3% system, user, datum, service, reservation

2 Power management 18.3% power, converter, battery, voltage, system

3 System control 14.7% power, system, energy, battery, control

4 Edge scheduling 12.5% power, energy, time, datum, node

5 Event management 12.4% time, energy, event, user, system

6 Application data 12.0% datum, system, user, application, service
management

7 Mobility data 4.3%  network, datum, mobility, service, node
management

8 Edge control 3.6% terminal, station, microcontroller, time, process

9 Energy forecast 1.8% time, energy, battery, source, traf c
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Afterwards, we deduced a macro-topic for each quadrant in the inter-
topic distance map, as shown in Figure 3.2. We called the macro-topic for
the rst quadrant event management and power control, because the topics
in such quadrant are power management, system control, and event man-
agement. Similarly, we called the macro-topic for the second quadrant user
management, for user management and mobility data management. We
called the macro-topic for the third quadrant application and scheduling
data management, for edge scheduling, application data management, and
mobility data management. We called the macro-topic for the fourth quad-
rant edge control and forecasting, for edge control and energy forecast.

Figure 3.2: Macro-Topics
First published in LNCS, vol 14889, 288—-304, 2024 by Springer Nature

So, having identi ed the main architectural concerns discussed in lit-

erature related to electric vehicle charging stations, we mapped them to
architectural components, as shown in Table 3.3.
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Table 3.3: Architectural Concern - Component Mapping
First published in LNCS, vol 14889, 288-304, 2024 by Springer Nature

Architectural Concern Component

User Management User Management
Energy Exchange Managemen
Energy Supplier Management
EVCS Operations Management
DevOps Management
User Management,
Forecasting Engine
Crisis Management,
EVCS Operations Management
Data Management,
DevOps Management
Data Management,
User Management
Energy Exchange Managemen
EVCS Operations Managemer
Energy Forecast Forecasting Engine

—

Power Management

System Control

Edge Scheduling

Event Management

Application Data Management

Mobility Data Management

—

Edge Control

—

The de nition of the functional components was derived directly from
the latent topics identi ed in the literature. As illustrated in Table 3.3, we
synthesized the discovered architectural concerns into cohesive software
modules. For instance, the LDA topics Power Management and Edge Con-
trol (Table 3.2) revealed a distinct need for logic that handles real-time en-
ergy arbitration; this evidence formed the basis for de ning the Energy
Exchange Manager component. Similarly, the prevalence of Energy Fore-
cast as a distinct topic motivated the encapsulation of predictive logic into
a dedicated Forecasting Engine.

It is important to note that Table 3.3 categorizes the functional architec-
tural concerns identi ed through the literature analysis. Adaptability, while
a central focus of this thesis, is categorized as a non-functional require-
ment, rather than a distinct functional component. Consequently, it does
not appear in this mapping of functional concerns.

3.5.1 User Management

This component handles user authentication and authorization across the
system. It maintains a local cache of user credentials at the station to im-
prove response times, reduce latency, and enable of ine authentication ca-
pabilities. It also serves as the central authority for user data, managing
the master database of all users and acting as the ultimate source of truth
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for authentication. If a user's data is not present in the local cache, this
component provides the necessary information to the station to authorize a
session.

To illustrate the critical role of local caching, consider an event where
an internet connectivity loss occurs at a remote charging station. In this
scenario, the component queries its local cache to successfully authenticate
a user's RFID card without needing to contact the central server, allowing
the charging session to begin immediately despite the network outage.

3.5.2 Energy Exchange Management

This component is critical for real-time energy ow management at the sta-
tion. It makes low-latency decisions on the adaptive storage and allocation
of energy between the grid, the battery energy storage system, and con-
nected EVs, reacting dynamically to local demand and market conditions.

For instance, if a sudden spike in local energy demand occurs when
three high-power EVs plug in simultaneously, this component detects the
potential to exceed the station's grid power limit. It then takes the action
of throttling the charging rate of the new vehicles while simultaneously
discharging the BESS to supplement the required power.

3.5.3 Energy Supplier Management

This component handles the strategic, high-level interactions with energy
market stakeholders. It manages automated energy procurement and sales
contracts with distribution system operators and other energy providers,
optimizing energy costs across the network.

A concrete example of this optimization is the handling of market price
uctuations. If the day-ahead electricity market price drops below a pre-
set pro table threshold, the component automatically executes a purchase
order to pre-buy energy for the next day, scheduling the station's batteries
to charge during that speci ¢ low-cost window.

3.5.4 EVCS Operations Management

As the primary tool for the charge point operator, this component provides
a centralized dashboard for the real-time monitoring and remote control of
all charging stations in the network. It registers failures, activates high-
level remediation strategies, and gives operators a comprehensive view of
the network's health.

Consider a scenario where a Connector Lock Failure alert is received
from a speci ¢ station. In response, this component ags the station as
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In Maintenance on the operator's dashboard and automatically issues a re-
mote soft-reboot command to the speci c charger to attempt to clear the
mechanical jam error without dispatching a technician.

3.5.5 DevOps Management

This component orchestrates the entire DevOps lifecycle for all software
components in the system. It manages the continuous integration, testing,
and deployment (CI/CD) pipelines, enabling automated and reliable soft-
ware updates across the entire system.

Practically, when a critical security patch for the OCPP protocol stack is
released by the development team, this component triggers a rolling update.
It pushes the new container image to a subset of the charging network rst
to verify stability before automatically deploying it to the remaining eet.

3.5.6 Forecasting Engine

This component provides predictive capabilities at both station-speci ¢ and
network-wide scales. It performs short-term, localized forecasts to predict
immediate changes in energy demand at the station level, as well as long-
term, large-scale event forecasting that may impact multiple charging sta-
tions. It analyzes historical data to predict trends such as seasonal customer
demand and the impact of weather conditions on renewable energy genera-
tion.

For example, if weather data predicts heavy cloud cover for the upcom-
ing afternoon, this component predicts a 50% drop in local solar genera-
tion. It then updates the energy availability model, signaling the Energy
Exchange Manager to reserve grid capacity ahead of time for the expected
peak usage.

3.5.7 Crisis Management

The speci ¢ purpose of this component is to handle unforeseen adversities
and events at the station level and to guarantee a certain level of service
continuity while the system recovers or adapts to new circumstances.

Consider an event where the primary edge controller freezes due to a
hardware memory fault. This component detects the heartbeat loss and
immediately activates the redundant standby controller, transferring control
of active charging sessions to ensure users experience no interruption in
power delivery.

68



‘output’ — 2026/2/24 — 17:16 — page 69 — #85

3.5. Functional Components and Deployment

3.5.8 Data Management

This component is responsible for all data handling. Its functions include
the pre-processing of telemetry data (e.g., aggregation, compression, and
encryption) to optimize bandwidth and ensure security, as well as the long-
term storage and complex processing of data from the entire network. It
also generates business intelligence reports and securely archives historical
operational data.

A practical application of this occurs when a charging session con-
cludes, generating a large volume of raw high-frequency voltage/current
telemetry logs. The component down-samples this data into 1-minute av-
erages, encrypts the le for security, and schedules a batch upload to the
cloud storage bucket to minimize bandwidth usage during peak hours.

3.5.9 Key Architectural Drivers

The decision of where to deploy each functional component within the
distributed architecture—whether at the centralized cloud, the decentral-
ized edge, or both—is a critical architectural choice driven by a variety
of non-functional requirements, or architectural drivers. To systematically
guide this allocation, we performed an analysis to evaluate each component
against a set of key drivers.

The selection of these speci ¢ architectural drivers derived from the op-
erational constraints identi ed in the heterogeneity of the computing con-
tinuum and rati ed in the ethnographic study. Speci cally, the Resource
Intensive and Execution Environment Speci ¢ drivers were de ned to ad-
dress the hardware limitations of legacy charging stations, enforcing a clear
separation between lightweight, hardware-dependent edge logic and com-
putationally heavy cloud analytics. Similarly, Continuous Execution was
adopted as a primary criterion to distinguish between always-on orchestra-
tion services and on-demand functions that can be spun down to conserve
resources.

The results of this comparative analysis are presented in Table 3.4. This
table serves as a decision-making matrix, providing a clear rationale for
the strategic placement of each component to optimize the overall system's
performance, resilience, and ef ciency.
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Table 3.4: Key Architectural Drivers for EVCS: A Comparative Analysis
First published in LNCS, vol 14889, 288-304, 2024 by Springer Nature

Cloud Edge Resource | Cont. Ex_ecutlon Industry
. Environment .
(Global) | (Local) | Intensive | Exec. Speci ¢ Specic

Component

Data Management X X X
Forecasting Engine X X X
User Management X X
Energy Exchange

X
Management
Energy Supplier
Management
DevOps Management
EVCS Operations
Management
Crisis Management X

X X | X]| X
X

The architectural drivers considered in this analysis are:

» Cloud (Global) / Edge (Local): Indicates the primary or necessary
execution environment(s) for the component. A checkmark in both
implies the component has functions relevant to both centralized and
decentralized contexts.

» Resource Intensive: This driver identi es components that require
signi cant computational power, memory, or storage, making them
better suited for the virtually unlimited resources of the cloud.

» Continuous Execution: This applies to components that must run
persistently to monitor or manage ongoing processes, as opposed to
services that are invoked only on demand.

» Execution Environment Specic: This driver marks components
whose functionality is tightly coupled to the speci cs of either the
cloud (e.g., global network access) or the edge (e.g., direct hardware
interaction).

* Industry Specic: This highlights components whose design and
function are uniquely tailored to the requirements of the EV charg-
ing domain.

Our analysis reveals distinct patterns for component placement:

» Components such as Data Management, Forecasting Engine, and User
Management are marked for deployment in both cloud and edge envi-
ronments. This dual-deployment strategy is necessary because these
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components serve different purposes at each layer. At the edge, they
handle immediate, low-latency tasks like real-time data aggregation,
local demand prediction, and of ine user authentication. In the cloud,
they manage long-term, large-scale operations like historical data an-
alytics, network-wide forecasting, and central user database manage-
ment. All three are considered Resource Intensive at the global level
and require Continuous Execution.

» Conversely, a clear separation of concerns is evident for other com-
ponents. Energy Exchange Management and Crisis Management are
designated exclusively for the edge. This is driven by their need to
react in real-time to local station conditions—managing immediate
energy ows and responding to hardware-level faults—making them
highly Execution Environment Speci c to the edge.

* On the other hand, Energy Supplier Management, DevOps Manage-
ment, and EVCS Operations Management are allocated solely to the
cloud. This placement is logical as these components perform global,
centralized functions that require a network-wide perspective, such as
managing contracts with energy providers, orchestrating software up-
dates across the entire eet, and providing a uni ed monitoring dash-
board for the CPO. Their operation is fundamentally tied to the cen-
tralized nature of the cloud environment.

3.6 Execution Environments & Control Systems

The adoption of a distributed cloud-edge architecture, populated by a suite
of distinct functional components, naturally leads to a microservices archi-
tectural style. As noted in [81], microservices are “small applications with

a single responsibility that can be deployed, scaled, and tested indepen-
dently.” However, this architectural style introduces signi cant operational
challenges. Managing the deployment of dozens or even hundreds of in-
dividual services across a heterogeneous eet of hardware—from powerful
cloud servers to resource-constrained industrial computers at the edge—can
lead to complex dependency con icts.

To address these challenges and realize the bene ts of a microservices
approach, a standardized and isolated execution environment is required.
This environment must guarantee that each software component runs con-
sistently, regardless of the underlying hardware or operating system. It must
provide portability, allowing a service developed and tested in the cloud to
be deployed to the edge with the assurance that it will function identically.
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This requirement for a consistent, portable, and isolated execution environ-
ment is the primary driver for the adoption of software containerization.

Software containerization has emerged as the dominant technology for
creating standardized and portable execution environments. A software
container is a lightweight, standalone, executable package that encapsulates
an application and all its dependencies—such as libraries, system tools, and
runtime—into an isolated environment. This technology provides operating
system-level virtualization, which is signi cantly more ef cient in terms of
resource usage and startup time compared to traditional hardware-level vir-
tualization (i.e., virtual machines) [163].

The key benet of containerization for the EVCS architecture is that
each microservice component can be packaged into its own container. This
ensures that a component runs with its exact dependencies, isolated from
other services, and behaves identically whether it is deployed on an indus-
trial PC at a charging station or on a virtual server in a cloud data center.
By packaging each component as a container, the architecture gains the
exibility to deploy functionality to the most appropriate location on the
continuum without being hindered by environmental inconsistencies. This
modularity and portability are foundational for building a robust, evolvable,
and manageable system [15, 22].

While containerization solves the problem of packaging and portability,
managing a large-scale deployment of containers requires a sophisticated
control system. This is the role of a container orchestrator: an orchestrator
automates the deployment, scaling, networking, and lifecycle management
of containerized applications. Within the context of this architecture, the
orchestrator functions as the practical implementation of the Autonomic
Manager, which is the intelligent entity responsible for observing the sys-
tem, analyzing its state, and executing actions to maintain or improve its
operation with minimal human intervention (Chapter 6) [24].

In current industrial practice, the abstract components of this execu-
tion environment are predominantly realized using Docker as the container
engine, which has become the de facto standard for packaging software
into portable, immutable units [30]. For the orchestrator node, Kuber-
netes is widely adopted by major operators at the cloud layer to man-
age the lifecycle, scaling, and failover of microservices [23]. At the edge
layer—where charging stations often operate with constrained computing
resources—Ilightweight distributions such as K3s or MicroK8s are increas-
ingly utilized to bring robust orchestration capabilities directly to the sta-
tion [169,170].

Regarding microservice frameworks, the industry is shifting towards
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modular, event-driven architectures [14]. For the edge layer, the Linux
Foundation Energy's EVeréStproject serves as a key reference imple-
mentation, utilizing MQTT for loose coupling between local microservices
(e.g., driver modules and energy managers). Simultaneously, for the cloud
layer, frameworks like CitrineO'$ have demonstrated the practical appli-
cation of microservices, often built on Node.js or Spring Boot ecosystems,
to handle the complexities of modern standards like OCPP 2.0.1 and ISO
15118.

3.7 Architecture Framework

The next step was to assemble our distributed cloud-edge fast charging ar-
chitecture framework (Figure 3.3). This diagram contains three columns,
one per layer.

The IoT layer contains abstractions of the main elements that may be
present in a charging station, based on Chapter 2: grid, smart meter, renew-
able energy sources, battery and BESS, AC or DC bus, electric vehicles,
and electric vehicle supply equipment. Since our focus is on software and
energy transfer and storage, our abstraction of an electric vehicle consists
of a software controller and a battery, while our abstraction of the supply
equipment consists of a software controller and a power meter.

At this point, we integrate the work done in the previous sections of this
chapter. In particular, we placed the components in the edge layer inside
an Execution Environment and added a Local Control System, in which we
allocated the Crisis Management component. The Execution Environment
consists of an Orchestrator Node, that runs on a Container Engine, over
an Operating System. Meanwhile, the Local Control System manages the
orchestrator nodes by means of its Local Orchestrator Control Plane. Addi-
tionally, we considered the future development of Optional Features, to be
allocated in the Execution Environment, to cope with the fast pace of the
charging station industry.

The cloud layer has a similar structure. In this case, we added the Soft-
ware Feature Management component to manage the allocation and de-
ployment of optional features.

10https://ifenergy.org/projects/everest/
Uhttps://citrineos.github.io/
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Figure 3.3: Proposed Distributed Cloud-Edge Fast Charging Architecture Framework
First published in LNCS, vol 14889, 288-304, 2024 by Springer Nature
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3.8 Methodology of the Ethnographic Study

To ensure the architectural framework addressed real-world industrial chal-
lenges, we conducted a six-month ethnographic study within the techni-
cal department of a prominent European CPO. The study followed an eth-
nomethodological approach divided into four distinct phases:

« Daily participation: The researcher was embedded in the company's
daily operations for six months, participating in stand-up meetings,
architectural reviews, and debugging sessions. This allowed for the
observation of "typical-Ops" issues often undocumented in literature.

 Unstructured interviews: We conducted four unstructured interviews
with senior software architects and operations managers to map the
baseline architectural status and identify tacit knowledge regarding
system limitations.

» Semi-structured interviews: Based on the initial ndings, two semi-
structured interviews were conducted to dive deeper into speci ¢ chal-
lenges regarding monitoring, runtime management, and service conti-
nuity.

» Analysis and synthesis: The collected data was processed using an
architecture re nement approach and problem detection analysis. A
card-sorting exercise was utilized to categorize the ndings, which
were then synthesized into the six architectural considerations for trust-
worthiness presented in the following section.

To facilitate the semi-structured interviews, the following questionnaire
was designed to probe the architectural and operational realities of the CPO.
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Interview Questions for EV Charging Station Practitioners:
Architectural Discovery

EMS (Energy Management System)

1.

What architectural issues have you tried to address?

Understanding the historical evolution of the system is essential for
identifying technical debt and recurring bottlenecks. This question
aims to uncover the speci c pain points that drove previous engineer-
ing decisions, revealing the practical limitations of earlier architec-
tural iterations.

. What design principles have you followed? Which ones do you need

to follow?

This question seeks to distinguish between the idealized principles
the team strives for (e.g., domain-driven design and loose coupling)
and the mandatory constraints they must adhere to (e.g., regulatory
compliance and legacy hardware support). It helps de ne the non-

negotiable boundaries of the software architecture.

. How is your EMS architecture (current and planned) set up, both on

the cloud and on the edge?

Mapping the physical and logical topology of the system is a prerequi-

site for any architectural analysis. This question is designed to elicit

a high-level view of the computing continuum, establishing exactly
where the boundaries lie between the central cloud and the distributed
edge.

. How do the different components of your architecture communicate

with each other?

The resilience of a distributed system is largely determined by its

communication patterns. This question probes the coupling between
components, identifying whether interactions are synchronous (tightly
coupled) or asynchronous (loosely coupled), and which protocols are

standard, directly informing the data ow analysis.

. Are there components that could be run on both the edge and the

cloud? If so, what could be the determining factor in choosing where
to run them?

This question is critical for identifying architectural drivers. By ask-
ing practitioners to justify their placement decisions, we can derive
the speci ¢ non-functional requirements (e.g., latency, bandwidth costs,
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and security) that dictate whether logic resides on the server or the
station.

Operations

6.

10.

11.

12.

What systems do you use for system monitoring?

This assesses the maturity of the organization's observability stack.
It reveals whether the CPO relies on standard IT monitoring tools
(like Prometheus or Grafana) or custom, domain-speci ¢ solutions,
indicating the level of integration between their IT and OT work ows.

. What data do you collect?

Data availability restricts architectural possibilities. This question
determines the granularity of visibility the operators have into their
system, which is fundamental for designing advanced features like
predictive maintenance or self-healing loops.

. Can you predict failures? If so, how effective is your prediction sys-

tem?
This probes the state of the art in the CPO'’s maintenance strategy. It
differentiates between a reactive architecture and a proactive one.

. How often do failures (or symptoms of a failure) occur?

Quantifying instability is necessary to prioritize architectural tactics.
This question aims to establish the background noise of errors in the
system, helping to distinguish between rare, catastrophic outages and
frequent, minor nuisances that degrade user experience.

Have you identi ed the most frequent and/or critical types of failures?
This question targets the identi cation of the failure modes. Under-
standing which failures cause the most disruption allows the architec-
tural framework to focus its resilience mechanisms on the problems
that matter most.

How do you proceed with identifying the causes? Are there more
common causes than others?

This question investigates the debuggability of the architecture. It re-
veals how much manual effort is required to diagnose issues, high-
lighting potential gaps in logging, tracing, or error reporting that the
new architecture must address.

How do you restore system functionality? What are the timelines for
this process?
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By understanding the current restoration processes, we can identify
opportunities for automation.

Updates

13. Do you manage different versions of software depending on the type
of station, or a single version for all stations?
This probes the complexity of eet management. It reveals the de-
gree of heterogeneity in the network and the architectural challenge
of maintaining consistency across diverse hardware generations.

14. How is all software layer maintenance and orchestration in general
carried out?
This question investigates the deployment pipeline. It seeks to under-
stand if modern DevOps practices (CI/CD and container orchestra-
tion) are currently in use, or if maintenance is performed via legacy,
manual scripts.

15. How is software updating on the chargers created by different suppli-
ers performed? What issues are encountered?
Interoperability is a major challenge in the EV ecosystem. This ques-
tion aims to uncover the speci c friction points involved in manag-
ing multi-vendor hardware, which motivates the need for a hardware-
agnostic abstraction layer in the architecture.

16. What systems do you use for maintenance management?
This identi es the integration points between the software architecture
and human work ows. It ensures that the proposed technical solutions
align with the operational realities of how ticketing and eld service
dispatching are handled.

Vehicles and End Users

17. What data do you obtain from the eMSP APIs?
The architecture depends on external data. This question identi es
the external dependencies and data contracts with e-Mobility Service
Providers, which de ne the information available for user authoriza-
tion and roaming features.

Other Issues and Challenges

18. Are there any issues with charging stations that we haven't discussed
so far?
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This open-ended question serves as a catch-all to uncover tacit knowl-
edge. It allows practitioners to voice frustrations or insights that may
not tinto prede ned categories but are often the most revealing indi-
cators of deep-seated architectural problems.
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3.9 Architectural Considerations for Trustworthiness

The architectural framework proposed in the preceding sections provides a
structural blueprint for a distributed EVCS ecosystem. However, to ensure
this framework leads to systems that are not only functional but also gen-
uinely trustworthy, it must be guided by principles derived from real-world
operational challenges. The ethnographic study conducted with practition-
ers at a prominent charge point operator was instrumental in bridging the
gap between architectural theory and operational reality.

This study revealed that many of the most pressing concerns for CPOs
revolve around practical issues of monitoring, runtime management, data
consistency, and service continuity. The synthesis of these industry insights
with academic ndings has led to the distillation of six key architectural
considerations. These considerations are presented here as foundational
design principles intended to guide architectural decision-making and evo-
lution, ensuring the development of trustworthy and adaptable EV charging
software for the future.

3.9.1 Considerations for EVCS Management

The EVCS ecosystem is inherently heterogeneous, composed of a wide ar- —
ray of devices and stakeholders interacting across different layers of the
computing continuum. Insights from practitioners underscore that treating
this continuum as a primary architectural concern is critical to achieve a
high degree of station autonomy and operational ef ciency. It is insuf cient
to simply acknowledge the existence of IoT, edge, and cloud layers; a de-
liberate and strategic allocation of software features to the most appropriate
layer is paramount. Functions requiring real-time response and hardware
interaction must reside at the edge, while those demanding global over-
sight and heavy computation belong in the cloud. This strategic placement
ensures low latency for critical operations, reduces reliance on constant
network connectivity, and optimizes the use of resources across the entire
system.

The operational reality for CPOs involves managing a diverse and evolv-
ing eet of hardware at the edge, where industrial computers may run var-
ious deployment technologies, from containers and serverless functions to
native OS programs. Practitioners highlighted the complexity of deploying
updates across this heterogeneous environment. Therefore, the software
architecture must be designed for exibility, capable of accommodating
different deployment models and adapting to future technological shifts.
This calls for an architecture that utilizes abstraction layers to decouple ap-
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plication logic from the underlying infrastructure [20], facilitating a more
streamlined and resilient DevOps pipeline. Measuring and designing for
architectural exibility, for instance through modi ability analysis [13], is
crucial for ensuring the system's long-term evolvability and maintainabil-

ity.

3.9.2 Considerations for Data Management

The ethnographic study provided a signi cant empirical data point: a sin-
gle charging station transmits and receives approximately 100 MB of data
daily. This tangible metric highlights the substantial data ows that the ar-
chitecture must handle. For example, Tesla has more than 60,000 stations
around the glob®, which would amount to 6 TB transferred each day for
their charging network. To design for this effectively, it is essential to lever-
age data ow modeling and analysis to understand, constrain, and optimize
the ow of information throughout the system.

Practitioners identi ed data divergence [54]—discrepancies between the
data stored in the central cloud and the real-time state at the edge—as a
signi cant challenge. When decisions are made in the cloud based on out-
dated or incomplete data, they may be sub-optimal or even counterpro-
ductive. This requires a shift towards continuous architecting, where the
system is designed to be perpetually aware of its own state. The architec-
ture must include mechanisms for detecting and reconciling data discrep-
ancies in near real-time. This ensures that architectural and operational
decisions, whether made by automated systems or human operators, are
consistently based on the most accurate and current information available,
fostering closer alignment and greater ef ciency between cloud and edge
operations.

3.9.3 Considerations for Service Continuity and Resilience

A recurring theme in the interviews was the high operational cost and ser-
vice disruption caused by system failures at unmanned charging stations.
As one practitioner noted,

When the system fails, it either brings down components or even
the entire site [...] The ability to recover when the site is down
can save you from physically going there.

To address this, the management of the architecture must be orchestration-
centric. By adopting containerization and leveraging container orchestra-

Lhttps:/iwww.tesla.com/en_my/supercharger
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tors, CPOs can automate fault recovery. An orchestrator can automatically
detect a failed component, restart it, or deploy a new instance. This makes
the adoption of such deployment and management strategies a core exercise
in building a resilient architecture.

Practitioners gave particular importance to failures originating from
rmware bugs in resource-constrained loT devices, such as the EVSEs
themselves. These devices typically lack the resources to run full container-
ization or serverless environments, making them a potential weak point for
resilience. Therefore, waiting for a failure to occur is insuf cient. The
architecture must incorporate fault detection by design. This means build-
ing proactive measures, such as automated system alerts and remote trou-
bleshooting protocols, directly into the system's logic. By leveraging edge
computing capabilities to perform localized fault detection and diagnostics,
the architecture can enable operators to expedite the resolution of rmware-
related issues, maximizing service uptime and ensuring a trustworthy user
experience.

These considerations lay the groundwork for fault-tolerance tactics
(Chapter 5), where mechanisms like replication at the edge ensure resilience
against outages, and self-healing (Chapter 6) enables adaptability by au-
tonomously recon guring components. Fault tolerance thus operationalizes
resilience (withstanding/recovering from faults) and adaptability (evolving
without redesign), directly addressing the main research question (RQ) via
layered autonomy.

3.10 Data Availability & Con dentiality Statement

To ensure transparency and reproducibility regarding the state-of-the-art
analysis, the complete dataset and algorithms used in this research have
been made publicly available. A dedicated replication package is hosted on
the Zenodo open-access repository, containing:

» The search queries and the Itered dataset of 65 peer-reviewed papers.

» The Python source code and Jupyter notebooks used for the LDA topic
modeling.

* Repository Link: https://zenodo.org/records/11519088
» DOI: 10.5281/zen0do.11519088

In contrast, the empirical data supporting the ethnographic ndings of
this study (including interview transcripts, raw architectural diagrams, and
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internal operational logs) were generated in collaboration with a private op-
erator of critical energy infrastructure. Due to strict Non-Disclosure Agree-
ments (NDAs) and security constraints related to the protection of critical
cyber-physical infrastructure, these raw artifacts cannot be made publicly
available.

The speci c technical details regarding the analyzed infrastructure have
been abstracted or anonymized in this thesis to prevent the exposure of po-
tential security vulnerabilities while preserving the architectural relevance
of the ndings. The resulting architectural framework and resilience pat-
terns, however, are fully documented herein to facilitate replication and
evaluation by the research community.

3.11 Conclusion

This chapter has addressed the pressing need for a sophisticated software
architecture for EV charging stations by systematically investigating both
the state of the art and the state of practice. By combining a systematic
literature review with an in-depth ethnographic study, this research suc-
cessfully answered its guiding questions, revealing a critical gap between
academic focus and the real-world operational challenges faced by charge
point operators.

With regard to RQ3.1, What is the state of the art in software archi-
tectures for EVCS?, our analysis reveals that the domain is currently in
a transitional phase. While early solutions relied heavily on centralized,
cloud-centric approaches, the stringent requirements for real-time response
and of ine resilience are driving a shift toward distributed, edge-computing
paradigms. However, a signi cant gap remains: there is a lack of standard-
ized, formally validated architectural frameworks that systematically inte-
grate these layers. Most existing architectures focus on speci ¢ functional
siloes (e.g., power management or user scheduling) rather than offering a
holistic structural blueprint.

As for RQ3.2, Is research in this context focusing on trustworthy De-
vOps?, the investigation indicates a divergence between academic focus
and industrial need. While academic research extensively covers functional
algorithms for energy management and grid integration, it largely over-
looks the practical operational challenges of trustworthy DevOps, speci -
cally the mechanisms for reliable software deployment, runtime monitor-
ing, and automated recovery in distributed environments. Consequently,
current research is not suf ciently focused on the operational trustworthi-
ness required to manage large-scale, heterogeneous eets of charging sta-
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tions.

With respect to RQ3.3, What are the main problems perceived by CPOs?,
through direct engagement with practitioners, we identi ed that CPOs pri-
oritize operational stability over theoretical optimization. Their primary
challenges are service continuity (ensuring stations work when the network
fails), remote diagnostics (reducing the need for physical maintenance), and
data consistency (managing discrepancies between edge and cloud states).
These insights underscore that for a CPO, a smart system is fundamentally
one that is resilient and manageable.

To address these ndings, this chapter proposed a novel distributed cloud-
edge-loT architectural framework. This framework provides a concrete
blueprint that balances the need for robust, centralized management in the
cloud with the need for resilient, autonomous operation at the edge. The
adoption of a containerized, microservices-based approach ensures the sys-
tem is modular, portable, and capable of managing a heterogeneous eet of
hardware, directly addressing the exibility concerns highlighted by indus-
try practitioners.

Furthermore, the synthesis of academic and industry insights culminated
in the distillation of six key architectural considerations for trustworthiness.
These principles, spanning EVCS management, data management, and ser-
vice continuity, serve as high-level guidelines to ensure that future systems
are not only scalable and ef cient but also inherently reliable and adaptable.

Ultimately, this chapter provides an answer to the challenges of design-
ing next-generation EVCS software. It offers an architectural structure and
a set of guiding principles that form the foundation for the more detailed
analyses of resilience and security in the chapters that follow.
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Formalization _

In the previous chapter we de ned a distributed cloud-edge architectural
framework designed for trustworthiness, emphasizing resilience and adapt-
ability. However, proposing an architecture is only the rst step; to vali-
date its resilience claims rigorously, a formal analysis method is required.
Simply looking at architectural diagrams is insuf cient to uncover subtle
dependencies or potential single points of failure. This chapter introduces a
formal modeling and analysis technique to verify the resilience of the pro-
posed framework by identifying the minimal sets of components required
for critical system functions to succeed, even under maximum component
deviation.

This approach, detailed in [60], allows us to move from conceptual de-
sign to veri able proof. The methodology is grounded in reducing the
analysis of resilience to a maximum satis ability (MaxSAT) problem [78],
which can be solved automatically using formal modeling tools.
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4.1 Research Question

In this chapter, we focus on answering the following research question
based on [60]:

* RQ4.1: How can the robustness of our architecture framework be val-
idated?

4.2 Background on Formal Resilience Analysis

To evaluate the architectural resilience of the EVCS framework, we em-
ploy a formal modeling approach based on data ow diagrams (DFD) and
MaxSAT solving. This section details the mathematical foundation of the
analysis and the speci ¢ mechanics of the tool used, AlloyMax.

4.2.1 Formal System Modeling

We de ne the software architecture as a formal structure A, represented by
the tuple:
A =hC;D;0;Q;Ki
Where:

» C is the set of all architectural components (processes, stores, or ex-
ternal entities).

* D is the set of data types exchanged within the system.

« O C D represents data origins, specifying which components
utilize sensors or internal logic to introduce speci ¢ data types into
the system.

* Q C C Drepresents data ows, where a tuple (c ;; c;; d) denotes
a veri ed connection allowing data d to ow from componentto c;,.

« K C is the set of internal components, distinguishing elements
within our control (the EVCS edge) from external actors (e.g., the
cloud, third-party payment gateways).

The fundamental capability of the system is de ned by reachability. A
component p is able to receive data d from a souftié there exists a
valid path of active components between them. We de ne the predicate
canReach(p; 8 d) as:

canReach(p;#d) (p;p 5d)2 Q_(p=p°*(p;d)20)
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WhereQ represents the transitive closure of the data ow relations. This
predicate forms the basis of our functional veri cation: verifying that criti-
cal commands (e.g., StopCharging) can reach their intended actuators.

4.2.2 De ning Resilience via Property Cores

With a formal method for de ning system requirements as data ow prop-
erties, the next step is to determine the exact set of components necessary
to satisfy these properties. In a resilient system, it is crucial that the failure
of non-essential components does not compromise critical functions. To
identify this minimal set of essential components, we introduce the concept
of a property core.

When a component in the system becomes unavailable—due to a soft-
ware bug, hardware failure, or security attack—the remaining operational
components form a subdiagram of the original architecture. A property
core is de ned as a subdiagram that is minimal in size but still satis es a
given data ow property, . This minimality is key: if any single component
could be removed from the core while still satisfying the property, then itis
not a true property core.

Formally, a subdiagram is a property core of the architecture A with
respect to a property if:

1. isasubdiagramof A( A)
2. satis esthe property ( F )
3. No smaller subdiagram within also satises (8 ; °6F )

For any given property, an architecture may have multiple, distinct prop-
erty cores. This occurs when there are redundant, independent data ow
paths capable of satisfying the requirement. The number, size, and com-
position of these property cores are direct, quantitative indicators of the
system's resilience.

Traditional reliability analysis often focuses on single points of failure.
However, in a complex CPS like an EV charging station, we must analyze
resilience: the ability of the system to satisfy speci c properties () even
when a subset of components deviate (fail or are compromised).

The resilience of the architecture is determined by the existence of a core
that does not rely on untrusted or unavailable components. For example, if
we de ne a set of components F that are prone to failure (e.g., Internet
connectivity, cloud server), the system is resilient regarding property if
and only if:

9 2Cores(A; )j \F =;
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If the only valid core for a safety-critical function (like Emergency Stop)
includes the cloud, the system is fragile. If a valid core exists entirely within
the edge (local components), the system is resilient.

4.2.3 Analysis with AlloyMax and MaxSAT

For example, to satisfy thecharge Property, one property core might rely

on grid power, while an alternative property core might rely on the on-
site BESS. The existence of these two distinct cores demonstrates a degree
of resilience against the failure of a single energy source. By computing
all possible property cores for a given requirement, we can systematically
analyze the architecture's resilience, identify single points of failure (com-
ponents that appear in every core), and evaluate the effectiveness of its re-
dundancy mechanisms. The computation of these cores is the primary goal
of the formal analysis performed using the A%y SAT solver.

Alloy is a lightweight language for describing and analyzing the struc-
tural properties of software systems [65]. Alloy is designed for fully auto-
matic semantic analysis, which supports two primary functions: simulation,
which generates sample states and transitions to demonstrate consistency,
and checking, which searches for counterexamples to test consequences of
the speci cation. A model is structured into paragraphs for domains, states,
invariants, and operations, and can be complemented by a graphical syntax
that visualizes the model's state components and their relationships. The
ultimate goal of Alloy is to bridge the gap between formal and informal
notations by providing a practical, analyzable language that combines rigor
with usability.

However, Alloy's reliance on a standard Boolean Satis ability (SAT)
solver limits its ability to analyze problems that require optimal solutions.
To address this, Alldy® was developed as an extension to Alloy that en-
ables the specication and analysis of optimization problems [171].
AlloyM& puilds on Alloy by introducing a small set of new language con-
structs and a more powerful analysis engine. The language extensions in-
clude keywords like maxsome and minsome for maximization and mini-
mization, and the ability to assign priorities to different goals. The new
analysis engine leverages a Maximum Satis ability (MaxSAT) solver. This
allows AlloyM2 to nd solutions that are not just valid but optimal, by max-
imizing the number of satis ed soft constraints or minimizing/maximizing
a speci c relation, capabilities that were not possible in standard Alloy.

Therefore, we automate nding property cores in a complex architecture
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(a task which is error-prone) using AlloyMax

The analysis does not simply check true or false. Instead, it treats the
resilience veri cation as an optimization problem. The solver attempts to
nd a model instance that satis es the system constraints while maximizing
the number of inactive components (deviations).

1. Formulation: We assert the negation of the resilience property: it is
impossible to satisfy without using components from set F.

2. Solver execution: The MaxSAT solver attempts to maximize the weight
of unsatis ed clauses, effectively turning off as many components as
possible while maintaining the reachability of the data d.

3. Core extraction: The components that the solver cannot turn off (those
that must remain active for the property to hold) constitute the Mini-
mal Property Core.

By applying this method to the EVCS architecture, we can mathemati-
cally prove that critical charging functions can survive speci c failure sce-
narios (such as network partitioning) by verifying if a local core exists in-
dependent of the cloud core.

4.3 Modeling: Component & Connector Architecture

The architectural framework proposed in Figure 4.4 provides a high-level,
conceptual overview of the system's structure, layers, and key functional ar-
eas. To enable rigorous analysis and a deeper understanding of the system's
dynamic behavior, this section presents a formal Component and Connec-
tor (C&C) view of the architecture [49], modeled in Acme [47, 48] and
illustrated in Figure 4.1.

This C&C view serves a critical purpose: it translates the conceptual
framework into a detailed speci cation of the runtime software components
and the explicit interaction pathways—the connectors—that link them. By
formally de ning the components and their relationships, this model pro-
vides the necessary foundation for systematically analyzing complex system-
wide behaviors and verifying the achievement of key architectural qual-
ity attributes, particularly the resilience and adaptability central to this re-
search.

We grouped the software components into three sets (i.e. EV in the top
left, local operations in the top center, and global operations in the bottom)

1Artifacts are available at https://doi.org/10.5281/zenodo.17013599
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and an additional one for external systems (in the right). Also, the software
components have a blue background, while the hardware controllers are
green, the forecasting engines are yellow, and the external systems are pur-
ple. With respect to communication, we used call-return connectors [45]
between components, and the blue terminals indicate the caller role, while
the green ones indicate the responder role.

Figure 4.1: Acme Model

A closer analysis of the C&C view reveals a deliberate separation of con-
cerns that directly implements the distributed cloud-edge paradigm. The
software components are partitioned into distinct operational groups, each
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with a clear scope of responsibility, which minimizes coupling and en-
hances system modularity.

The components clustered within the Local Operations boundary are
designed to be deployed at the edge layer—that is, directly at the charging
station. Their tight integration, centered around the Energy Exchange Man-
ager and the Local Operations Manager, creates a high degree of local au-
tonomy. This architectural design allows an individual station to indepen-
dently manage core functions, such as orchestrating energy ow between
the grid, BESS, and renewable sources, and handling user interactions even
in the event of a network disconnection from the central cloud.

In contrast, the Global Operations group represents the system's cen-
tralized intelligence, intended for deployment in the cloud. At its core, the
Global Operations Manager acts as the primary orchestrator, consuming
data from and issuing commands to the entire network of charging stations.
This centralized approach is essential for executing strategic, network-wide
functions that are computationally intensive or require a global perspective.
These functions include business intelligence via the Global Forecasting
Engine, eet-wide monitoring and control via the EVCS Operations Man-
ager, and managing commercial agreements with Energy Suppliers.

The connection between the Local Operations Manager and the Global
Operations Manager constitutes the primary cloud-edge interface. This
connector is not a simple communication channel but a critical synchro-
nization link responsible for mediating between local autonomy and central
control. It serves as the bidirectional conduit through which essential data
ows: telemetry, transaction records, and station status are propagated up
to the cloud for analysis and persistence, while con guration updates, secu-
rity credentials, and globally optimized control commands are propagated
down to the edge for execution. The loosely coupled nature of this interac-
tion is paramount, as it allows the system to gracefully handle intermittent
connectivity while ensuring that both layers operate from a consistent view
of the system state.

To illustrate the dynamic collaboration between the components de ned
in the C&C view, this section walks through a smart charging session. This
scenario showcases the interplay between autonomous decision-making at
the edge and strategic, overriding control from the cloud.

The process unfolds in the following steps:

1. Session Initiation (Edge): The process begins when a driver connects
his electric vehicle to the charging equipment. The EV Manager, the
software component responsible for direct interaction with the charger
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hardware, establishes communication with the vehicle's battery man-
agement system and subsequently noti es the Local User Manager of
the new connection request.

2. Local Optimization (Edge): Before starting the power transfer, the sta-
tion performs a local optimization to determine the best charging strat-
egy based on immediate conditions. The Energy Exchange Manager
receives the charging demand and queries its connected controllers to
assess the local energy landscape: it checks for available power from
on-site Renewable Energy Sources and the BESS, and it queries the
Grid Smart Meter to determine current energy consumption or grid
constraints. Based on these local real-time data, it calculates an opti-
mal power allocation and sends an “Allocate Energy” command to the
EV Manager, which then initiates the ow of energy to the vehicle.

3. Synchronization (Cloud-Edge): Throughout the charging session, the
edge maintains communication with the cloud. The Local Operations
Manager periodically bundles and transmits key operational data—such
as energy consumed, session duration, and user identi cation—to the
Global Operations Manager via the “Synchronize Data” connector.
This ensures the central system has an up-to-date view of the activi-
ties across its entire network.

4. Global Optimization (Cloud): The scenario evolves when an exter-
nal factor requires network-wide intervention. The Global Operations
Manager receives an updated “Grid Capacity Forecast” from an ex-
ternal Distribution System Operator (DSO), indicating a need to re-
duce overall grid load. To respond strategically, the manager uses
the Global Forecasting Engine to analyze the new constraint against
network-wide demand patterns. Based on this analysis, it decides to
issue a load-reduction command and sends a “Set Energy Load” di-
rective back to the Local Operations Manager at the speci c station.

5. Adaptation (Edge): Upon receiving the command from the cloud, the
Local Operations Manager forwards the directive to the Energy Ex-
change Manager. This component then recalculates the power alloca-
tion for the ongoing session and issues an updated “Allocate Energy”
command to the EV Manager. The charger adjusts its output accord-
ingly, demonstrating the system'’s ability to adapt its local behavior in
response to global, grid-level objectives.

Beyond the high-level separation of concerns, the speci ¢c connections
between components in the C&C view represent critical design decisions
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made to enhance the system's quality attributes. The following choices are
particularly important for achieving the architectural goals of resilience,
ef ciency, and evolvability:

» Decoupling DevOps for Centralized Management: A key design choice
is the deliberate decoupling of the DevOps Manager from the edge.
As shown in the model, this component interacts exclusively with
the Global Operations Manager. This architectural pattern central-
izes and standardizes the entire software deployment process. Updates
are pushed from this single, authoritative point to the rest of the net-
work, which simpli es the complex task of managing software across
a large, distributed, and potentially heterogeneous eet of stations and
ensures operational consistency.

» Dual Forecasting Engines for Multi-Scale Prediction: The architecture
purposefully includes two distinct forecasting engines: one local and
one global. This separation re ects the different temporal and spatial
needs of the system. The Local Forecasting Engine is designed to han-
dle immediate, short-term predictions that inform real-time decision-
making at the edge, such as predicting immediate changes in energy
demand at a speci c station. In contrast, the Global Forecasting En-
gine performs long-term, large-scale analysis on data aggregated from
the entire network, supporting strategic decisions like seasonal de-
mand planning. This dual structure optimizes resource allocation by
of oading heavy computational tasks to the cloud, thereby ensuring
low latency for critical operations at the edge.

 Evolvability through a Dedicated Feature Manager: The inclusion of
a Software Feature Manager is a strategic decision aimed at ensuring
long-term architectural evolvability. This component is responsible
for managing the registration and activation of “Optional Features”
within the system. By decoupling the management of new function-
alities from the core operational logic, the architecture allows for new
capabilities to be developed, deployed, and activated via the Global
Operations Manager without requiring a fundamental redesign of the
core system. This makes the architecture highly adaptable to the rapid
technological and business changes inherent in the EV charging do-
main.
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4.4 Modeling: Data ow

To analyze the architectural qualities of the system, particularly its re-
silience, the C&C view presented previously is translated into a formal
Data ow Diagram (DFD). A DFD provides a precise model of how dif-
ferent types of data ow between the system's components. This formal-
ization is a critical prerequisite for the analysis techniques discussed next,
as it allows us to de ne and verify speci ¢ data ow properties under vari-
ous operational scenarios, including component failures. The DFD for the
proposed architecture is illustrated in Figure 4.2.

Figure 4.2: Data ow Diagram

Following the formalization presented in our paper “Resilience of Sys-
tems under Maximum Component Deviations,” a data ow diagram A is
de ned as a quintuple A = (C; D; O; Q; K), where each element is de ned
in the context of the EVCS architecture as follows:

» C is the non-empty nite set of all software components. This set
includes all the components depicted in the architecture, such as the
EVSE Manager, Local Operations Manager, and Global Forecasting
Engine.

* D is the non-empty, nite set of datatypes that ow between compo-
nents. These represent the speci ¢ pieces of information exchanged,
for instance, Allocate Energy, Grid Capacity Forecast, Synchronize
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Data, and Failure Forecast.

* O C ! Disthe relation de ning which datatypes are or produced
by a component. This distinguishes components that merely forward
data from those that create it. For example, the Global Forecasting
Engine originates the Failure Forecast datatype, so

(GlobalF orecastingEngine; F ailureF orecast) 2 O.

« Q C C ! Disthe set of direct data ows from a source com-
ponent to a destination component. This set corresponds directly to
the arrows shown in the DFD diagram (Figure 4.2), representing the
immediate, one-step communication paths.

* K C isthe set of internal subsystem components. This set de nes
the boundary of the system under analysis, distinguishing the core
architectural components from external, third-party entities such as
the DSO or eMSP.

4.4.1 Data Reachability and Typed Transitive Closure

A key challenge in analyzing a complex DFD is understanding not only the
direct data ows (Q) but also the indirect paths through which information
can propagate. To reason about the system's end-to-end behavior, we must
determine if a datatype originating at one component can ultimately reach
another, potentially through a chain of intermediaries.

To capture this, we use the typed transitive closure, denot€d asis
is the minimal set that contains all direct data ows in Q as well as all possi-
ble indirect data ows of the same datatype. For example, the Global Oper-
ations Manager does not directly receive the User Arrival Forecast from the
Local Forecasting Engine. However, a path exists: the Local Forecasting
Engine sends the forecast to the Local User Manager, which synchronizes
its data with the Local Operations Manager, which in turn sends the Syn-
chronize Data package (containing the forecast) to the Global Operations
Manager. The typed transitive closu@as the formal mechanism that com-
putes and contains this complete, end-to-end data path.

Based on this, we introduce the reachability predicate, canReach(source,
destination, datatype), which formally expresses whether a datatype can
travel from a source component to a destination component. A datatype is
considered to have reached its destination if there is a direct or indirect path
for it in @, or if the source and destination are the same component that
originates the data. Formally:

canReach(c;€d) (c;c®%d)2Q _(c=c%*(c;d)20)
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This predicate is the fundamental building block for our analysis. It al-
lows us to express and verify complex system-level requirements by check-
ing for the presence of necessary data paths.

4.4.2 Expressing System Requirements as Data ow Properties

Finally, we connect the formal DFD model and the reachability predicate
to the concept of a system requirement. A data ow property is a rst-order
logic formula that utilizes the canReach predicate to express a required
data ow in the system. This allows us to translate high-level functional
requirements into precise, veri able statements about the architecture.

For example, the property

charge: FOr @ charging session to be authorized and initiated, the EVSE
Manager must be able to receive an “Allocate Energy” command.

This requirement can be expressed formally as a data ow property. We
say the architecture A satis es this property, written A narge, if the
following logical formula holds true:

charge = 95 2 fEnergyExchangeManagerg j
canReach(s; EV SEManager; AllocateEnergy)

This formalization creates an explicit, testable link between the architec-
tural model (the DFD) and the system's essential functional requirements.

Beyond this speci ¢ case study, these properties represent instances of
a generalized catalog of resilience patterns applicable to the broader class
of cyber-physical systems. By generalizing the speci ¢ data ows of the
EVCS, we identify three reusable veri cation categories:

» Command reachability (control pattern):

— De nition: A critical actuator must be reachable by a controller.
— General Form: canReach(Controller; Actuator; Command).

— Application: In the EVCS, this manifests agaqe (AllocateEn-
ergy). In medical domains (e.g., MRI machines), this same pat-
tern veri es that StartScan commands can reach devices during
network failures.

» Data observability (monitoring pattern):

— De nition: A controller must receive sensor data to maintain safe
closed-loop control.

— General Form: canReach(Sensor; Controller; Reading).
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— Application: In the EVCS, this is the GridLoadData ow. In
smart manufacturing, this ensures safety sensors can trigger stops
without cloud latency.

* Independence from external actors (boundary pattern):

— De nition: A resilience criterion specifying that a property core
must not contain elements from the set of external systems E.
— General Form: \E =.

— Application: This formally de nes of ine capability, a universal
requirement for edge computing architectures.

4.5 Resilience Evaluation

A key safety property that a charging station must satisfy is the ability to
charge a vehicle without overloading the local electric grid. This high-
level requirement can be decomposed into two formal properties: rst, the
vehicle must receive charging instructions and an allocation of energy from
at least one available source; second, the station's local manager must be
able to receive load-setting commands to ensure grid integrity.

We can express this requirement ag.s = canCharge ” gridintact,
where:

e canCharge = 9s 2 fRenewableEnergy; SmartMeter; BESSg j
canReach(s; EV SEManager; AllocateEnergy) »
canReach(EV SEManager; EV Manager; Charginglnstructions)

* gridintact = 9s 2 fDSO; EnergySupplierg j
canReach(s; LocalManager; SetLoad)

A primary design goal of our architecture is resilience against the loss of
Internet connectivity, enabling a station to operate autonomously. We can
formalize this as a resilience criteriong,cs, Which states that there must
exist at least one property core fog,.s that contains no components from
the global (cloud) network. Formally:e,cs = 9b 2 PC g j 8¢ 2 Cy |
c 2 GlobalNetwork(G).

We modeled our data ow diagram (Figure 4.2) and this property in
AlloyM& and executed the analysis. The solver identi ed six distinct prop-
erty cores for ¢,s. Each of these cores consists of a common set of essen-
tial components, plus one component from the set of energy suppliers and
one from the set of local energy sources. The set of all property cores is
de ned as:
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PCote =fX 2SD evesj9a2cy;9b2c3;Cx =cy[fa;bgg
where:

* SDeycs is the set of all subdiagrams of the DFD EVCS

» ¢; = fEnergyExchangeManager; EV Manager; EV SEManager;
LocalOperationsManager; GlobalOperationsManagerg

» ¢, = fDSO; EnergySupplierg
» ¢3 = fRenewableEnergy; SmartMeter; BESSg

The analysis reveals that every property core contains the Global Oper-
ations Manager, which is a cloud-based component. This means that under
the current design, no property core satis es our resilience criterigRs{.

In other words, the system, as modeled, cannot ful Il the critical canCharge
and gridintact properties without a connection to the cloud.

This result is signi cant, as it demonstrates that despite the architectural
goal of local autonomy, a critical dependency on the global network re-
mains. The formal analysis has successfully identi ed a resilience aw in
the initial design. The evaluation shows that to meet the intended resilience
criterion, the architecture must be revised to eliminate the mandatory de-
pendency on the Global Operations Manager for this speci ¢ safety-critical
data ow. This insight allows us to make targeted architectural improve-
ments to enhance the system's true resilience against network failures.

4.6 Analysis-Driven Architecture Evolution

The formal analysis using AlloyMax was not merely a veri cation step but
a driver for architectural evolution. The initial design of the EVCS frame-
work revealed a critical resilience aw when subjected to the MaxSAT
solver, requiring speci ¢ architectural changes to ensure service continu-

ity.

4.6.1 Analyzing Cloud Dependency for Critical Safety

Our initial analysis focused on the AllocateEnergy propertysge), which
represents the system's ability to authorize and initiate a charging session.
We encoded the architectural constraints in Alloy to identify all valid Prop-
erty Cores—the minimal sets of components required to satisfy this func-
tion.
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As illustrated in Listing 4.1, the solver identi ed six potential con gu-

rations (Corel through Core6) that could satisfy the charging requirements.
However, a structural analysis of these cores reveals a critical vulnerability.

Listing 4.1: Compute Cores and Resilience Requirements in Kitoy

[N

a4

45
46
47
48
49

Dk doxondkoxohk ko ok k ok ok kA Kk A Kk

Compute Cores

LE R EEE RS SR EEEEEEEEEEEES */

abstract sig EVCS_Core extends DFD {}

fact { all ¢ : EVCS_Core | Subdfd[c, CS] }

run FindCore {

Req[CS] and Req[Core] and

all ¢ : EVCS_Core | c.C not in Core.C
} for 3

one sig Corel extends EVCS_Core {} {
C = { DSO + EVMang + EVSECont + EnergyCont + EnergyMang + GlobalMang +
LocalMang }

one sig Core2 extends EVCS_Core {} {
C = { DSO + EVMang + EVSECont + EnergyMang + GlobalMang + GridMeter +
LocalMang }

one sig Core3 extends EVCS_Core {} {
C = { BESS + DSO + EVMang + EVSECont + EnergyMang + GlobalMang + LocalMang }

one sig Core4 extends EVCS_Core {} {
C = { EVMang + EVSECont + EnergyCont + EnergyMang + EnergySuppMang +
GlobalMang + LocalMang }

one sig Core5 extends EVCS_Core {} {
C = { EVMang + EVSECont + EnergyMang + EnergySuppMang + GlobalMang +
GridMeter + LocalMang }

one sig Core6 extends EVCS_Core {} {
C = { BESS + EVMang + EVSECont + EnergyMang + EnergySuppMang + GlobalMang +
LocalMang }
}

/* LR R EREE RS EEEEEEEEEEEEEE]
Resilience Requirements
Iy
pred NotGlobalDependent {
some core : EVCS_Core | all proc : core.C | proc not in Global

fun Global : set Process {
{ eMSP_Global + DevOps_Manager + DSO_Global + Energy_Supplier_Manager +
EVCS_Operations_Manager
+ Global_Forecasting_Engine + Global_Operations_Manager + Global_User_Manager
+ Optional_Feature + Software_Feature_Manager}
}

run Check_NotGlobalDependent {
NotGlobalDependent
} for 3

The analysis shows that every valid core (8c 2 Cores) contains the

GlobalMang component. Consequently, the resilience predicate
Check_NotGlobalDependent returns UNSAT (Unsatis able).
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This result creates a formal proof that the initial architecture contained
a single point of failure at the cloud layer. If the connection to GlobalMang
Is severed, no subset of the remaining components (C n fGlobalMangg)
is suf cient to form a valid property core, rendering the charging station
inoperable.

4.6.2 Evolution and Re nement of the Architecture

Following the initial publication of the framework [41] and the formal anal-
ysis described in this chapter, the architecture underwent several signi cant
evolutionary steps. These re nements were driven by two primary factors:
the need to improve the clarity and comprehensibility of the model (derived
from the Acme modeling process) and the imperative to address critical re-
silience aws identi ed during the MaxSAT veri cation.

Structural and Terminological Re nements

Initial modeling efforts revealed opportunities to streamline the framework's
presentation and terminology:

» Component renaming and scope: We replaced the Crisis Manage-
ment component at the edge with the Local Operations Manager. This
change re ects a broader scope of responsibility; the component now
handles not only adverse events but also standard operational orches-
tration at the edge. As its counterpart, we added the Global Operations
Manager to the Global Control System to better support orchestrator
operations in the cloud.

» Data management integration: We removed the Data Management
unit as a standalone entity, reclassifying it as a sub-component inte-
gral to both the Local and Global Operations Managers.

* Visual and notation improvements: To enhance readability, we re-
moved the operating system layer, as it represents an abstraction level
not relevant to the speci c architectural claims of this framework. We
also applied a blue background to application-independent software to
distinguish it from domain-speci c components and re ned the place-
ment of arrows to more accurately represent data ows. Finally, we
standardized nomenclature by replacing Management with Manager
across all component names.
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Functional Enhancements for Resilience

Crucially, the formal analysis exposed a mandatory cloud dependency for
safety-critical data ows. To resolve this and ensure true local autonomy,
we implemented speci ¢ functional changes:

» Local Operations Manager (Autonomy): We promoted this compo-
nent from a simple relay to an autonomous decision-maker. It now
aggregates local data from the smart meter and BESS to calculate
safe charging limits without waiting for cloud con rmation, effec-
tively eliminating the single point of failure identi ed in the formal
analysis.

» Cached user credentials (authentication & authorization): We added
a local caching mechanism to the User Manager at the edge. This al-
lows the system to verify authorization tokens locally against a stored
whitelist, removing the real-time dependency on the central Global
User Manager for session authorization.

* Redundancy and bottleneck mitigation: The analysis suggested that
the Local and Global Operations Managers could become communi-
cation bottlenecks. Consequently, the revised architecture supports
redundant instances and alternative data pathways to ensure ow be-
tween cloud and edge components during extraordinary circumstances.

To visualize these speci ¢ modi cations, Figure 4.3 highlights the evo-
lution of the system by explicitly detailing which components and data
transfer arrows were added or removed.

The cumulative result of these structural re nements and resilience-
driven changes is the nalized architecture framework presented in Figure
4.4.
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Figure 4.3: Distributed Cloud-Edge Fast Charging Architecture Framework Changes
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Figure 4.4: Revised Distributed Cloud-Edge Fast Charging Architecture Framework
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4.7 Conclusion

This chapter has transitioned the thesis from architectural design to rig-
orous validation. By employing formal methods, we have moved beyond
high-level conceptual assertions to provide a mathematical guarantee of the
system's resilience capabilities.

With respect to RQ4.1, How can the robustness of our architecture
framework be validated?, our validation methodology relies on translating
the architectural framework into a formal Component & Connector (C&C)
view and subsequently into a Data ow Diagram (DFD). By de ning system
requirements as formal data ow properties (e.g., canReach predicates),
we utilized a MaxSAT solver (AlloY2*) to compute property cores: the
minimal sets of components required for a critical function to succeed. Ro-
bustness was then validated by verifying the existence of at least one prop-
erty core that remains fully operational independent of the global cloud
network.

Crucially, this formal analysis served as more than a veri cation step;
it acted as a driver for architectural evolution. The initial evaluation re-
vealed a critical resilience aw: a mandatory dependency on the Global
Operations Manager for safety-critical charging authorization, meaning the
system could not function of ine.

This negative nding guided speci ¢, actionable architectural re ne-
ments detailed in Section 4.6.2, speci cally:

* Empowering local autonomy: The Local Operations Manager was
promoted from a relay to an autonomous decision-maker capable of
calculating safe charging limits using only local data.

» Decoupling authentication: A local caching mechanism was added to
the User Manager at the edge, eliminating the real-time dependency
on the cloud for session authorization.

 Eliminating single points of failure: The re-engineered architecture
successfully eliminated the cloud as a single point of failure for criti-
cal safety properties, ensuring that the station can continue to operate
safely during network partitions.

In conclusion, this chapter demonstrates that true trustworthiness in com-
plex cyber-physical systems cannot be achieved through design intuition
alone. By subjecting the distributed cloud-edge framework to formal
MaxSAT analysis, we have not only proven its theoretical robustness but
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4.7. Conclusion
also hardened its practical design. This process ensures that the proposed
architecture is resilient not merely by design, but resilient by proof.
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CHAPTER

Fault Tolerance Tactics Catalog

The architectural framework proposed in the previous chapters relies on
containerization to achieve modularity and portability across the cloud-
edge continuum. With this structural blueprint established, the focus now
shifts to the dynamic behavior of ensuring operational resilience.

While containerization provides the necessary isolation and deployment
mechanisms for a distributed system, it does not, in itself, guarantee fault
tolerance. To build a system that can autonomously detect errors and re-
cover from them, transforming a fragile collection of microservices into a
trustworthy ecosystem, architects need a structured vocabulary of proven
strategies.

To ground this work in established architectural theory, we adopt the
classi cation of architectural tactics de ned by Len Bass, Paul Clements,
and Rick Kazman in their seminal work, “Software Architecture in Prac-
tice” [12]. Bass et al. de ne a tactic as “a design decision that in uences
the achievement of a quality attribute response.” Speci cally, they provide
a comprehensive catalog of availability tactics, which serve as the standard
theoretical building blocks for designing fault-tolerant systems. However,
these classic tactics are described in abstract, technology-agnostic terms. A
signi cant challenge for modern practitioners is translating these high-level
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concepts into concrete implementations within speci ¢ technology stacks.

In this chapter, we catalog fault-tolerance tactics tailored to container-
ized EVCS systems, explicitly addressing how they contribute to the goals
of resilience and adaptability of this thesis, while we align the abstract
theory with the technical realities of the Open Container Initiative (OCI)
lifecycle. Fault tolerance provides the foundational mechanisms to de-
tect faults and maintain operation without interruption, even under resource
constraints at the loT/edge layers. These tactics directly enhance resilience
by enabling rapid recovery and graceful degradation, as validated in our for-
mal analysis (Chapter 4), ensuring service continuity amid network failures
or overloads. Moreover, they support adaptability by facilitating dynamic
recon guration and self-healing (Chapter 6), allowing the architecture to
evolve with new standards like OCPP 2.0 or V2G demands without down-
time.

To build a truly robust system that can withstand the inevitable fail-
ures of software and hardware, architects need a structured vocabulary of
proven strategies. This chapter addresses that need by presenting a for-
mal catalog of ve fundamental fault-tolerance tactics speci cally adapted
for containerized environments: restart, replacement, checkpoint, replica-
tion, and migration. This catalog moves beyond a simple list by providing
clear, model-driven architectural blueprints for each tactic using the Busi-
ness Process Model and Notation (BPMN [109]), validated against existing
literature to con rm their relevance.

Crucially, the chapter concludes by instantiating this catalog within the
speci c context of the EVCS industry. It maps each tactic to the IoT, Edge,
and Cloud layers of the proposed architecture, offering a pragmatic guide
that aligns the sophistication of the recovery mechanism with the resource
availability and response time requirements of each layer. This provides a
foundational set of patterns for implementing resilience, setting the stage
for the more advanced concept of self-healing explored in the next chapter.

5.1 Research Questions

In this chapter, we focus on providing answers to the following research
questions:

* RQ5.1: Which of the classic fault tolerance tactics in [12] can be in-
stantiated in containerized systems?

* RQ5.2: To what extent are the elicited tactics present in the existing
literature?
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5.2 Catalog of Fault-Tolerance Tactics for Containerized Sys-
tems

The architectural framework proposed in the previous chapters relies on
containerization to achieve modularity and portability across the cloud-
edge continuum. However, to realize true resilience, this architectural style
must be augmented with robust fault-tolerance capabilities. While con-
tainer orchestrators like Kubernetes [21] provide foundational fault toler-
ance mechanisms, a systematic understanding of the various architectural
tactics that enable fault-tolerance is necessary to design resilient systems.
The existing literature often discusses these tactics in isolation, lacking a
consolidated catalog that software architects can use as a structured re-
source. This absence of a uni ed knowledge base can lead to inef cient
design processes, a risk of implementing less resilient systems, and a ten-
dency to address failures with super cial xes rather than robust, architec-
tural solutions.

To address this gap and provide a foundation for the framework'’s fault-
tolerance capabilities, an investigation was conducted to catalog the fault
tolerance tactics applicable to containerized environments. This study
sought to answer the research questions posed in Section 5.1 by identi-
fying, modeling, and validating the primary tactics used in the state of the
art.

The methodology consisted of the identi cation of the fault tolerance
tactics in the book “Software Architecture in Practice” [12], which provides
the theoretical foundation and established vocabulary upon which this re-
search is built, and the de nition of an initial set of applicable tactics to this
speci ¢ context: containerized systems.

These tactics were then modeled using BPMN to provide clear, model-
driven architectural blueprints. We adopted BPMN rather than the struc-
tural notation typically associated with architectural tactics, as in [12], be-
cause the fault-tolerance mechanisms in containerized systems are inher-
ently dynamic processes. While the standard notation effectively captures
static relationships between components (e.g., distinct responsibilities of a
monitor and an actuator), it lacks the semantic depth to detail the precise
temporal sequences and decision logic required for recovery work ows
(e.g., the speci c order of killing, re-provisioning, and verifying contain-
ers).

Furthermore, BPMN allows for the use of swimlanes, which were es-
sential for visually distinguishing the concurrent responsibilities of the au-
tonomic manager versus the container (as detailed in Section 5.3). This
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choice aligns with our goal of providing blueprints suitable for implemen-
tation, as BPMN offers a standardized, executable behavioral model that
maps directly to the algorithms presented alongside the diagrams.

Subsequently, we validated the prevalence of these tactics through a
targeted literature review to con rm their relevance within modern con-
tainerized systems. For our literature review, we selected St@susur
bibliographic repository for its comprehensive coverage of peer-reviewed
scholarly literature across disciplines, including journals, conference pro-
ceedings, books, and patents. As one of the largest curated abstract and
citation databases, Scopus ensures access to high-quality, reputable sources
while offering advanced tools for systematic searching, such as precise key-
word lters, citation tracking, and analytics.

Consequently, we de ned the following query:

container AND (self-heal* OR recover* OR repair*)

And the inclusion/exclusion criteria in Table 5.1.

Table 5.1: Literature Review Inclusion/Exclusion Criteria

Inclusion Exclusion
- Peer-reviewed journal articles- Not written in English
and conference proceedings | - Published before 2013
- Field of computer science | - All other knowledge elds

On March 3% 2025, the execution of this query resulted in 112 doc-
uments in English within the computer science eld, since 2013 (year in
which Docker emerged). After manually reviewing each result, 11 were
from a different knowledge eld (e.g., logistics); 34 discussed topics within
computer science, but were out of scope; 16 presented advances related to
software containers, but did not deal with healing, repair, or recovery; and
one was inaccessible. This left 50 papers which we deemed relevant to the
purpose of this research.

Finally, we analyzed and grouped the selected papers by%aatishown
in Table 5.2. Although seven of the fty articles don't delve into a specic
tactic, they were included to support our reasoning, because they provide
key insights.

Lhttps://www.scopus.com/
2A spreadsheet with the Itered and categorized papers is available at: https://doi.org/10.5281/
zenodo.13883102
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Table 5.2: Containerized System Healing Tactics

Tactic # Papers Sources

Checkpoint 7 [85] [40] [172] [160] [94] [107] [26]

Migration 8 [123] [58] [6] [138] [74] [136] [152] [35]

Replacement 5 [110] [83][129] [16] [167]

Replication 9 [119] [117][174][173] [158] [82] [62] [154] [90]

Restart 6 [137][144][104] [157] [141] [34]
8
7

Combination [113] [128] [3] [8] [89] [71] [151] [98]
Support [142] [39] [128] [148] [64] [150] [4]

Figure 5.1 shows the annual distribution of the selected publications.

Figure 5.1: Annual Distribution of the Selected Publications

The investigation identi ed and modeled ve primary fault-tolerance
tactics applicable to containerized systems: restart, replacement, check-
point, replication, and migration. These tactics, detailed in the subsequent
sections, form a catalog of architectural patterns for building resilient sys-
tems.

5.2.1 Fault Tolerance Tactics

Fault-tolerant systems are designed to autonomously detect, diagnose, and
recover from faults—minimizing human intervention and downtime. These
capabilities are foundational to achieving high availability, where the sys-
tem must remain operational even in the face of failures.

Well-de ned availability tactics ensure systematic fault tolerance and
provide the architectural blueprint for how a system detects and recov-
ers from faults before they escalate into failures. By integrating fault-
tolerance principles with structured availability tactics, systems can achieve
resilience at scale—balancing automation, redundancy, and graceful degra-
dation to meet stringent uptime requirements.

Speci cally, the availability tactics identi ed in [12] for preparation and
repair are: exception handling, graceful degradation, ignore faulty behav-
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ior, recon guration, redundant spare, retry, rollback, and software upgrade.
Now we provide a de nition and a practical example of each tactic.

Exception Handling

Uses mechanisms (e.g., return codes and exception classes) to manage
faults transparently. Aims to mask, correct, or report faults without crash-
ing the system.

Example: A le processing service attempts to read a con guration le
that is expected to be in JSON format. If the le is corrupted or improperly
formatted, a JsonParseException is thrown. Instead of crashing, the catch
block intercepts this exception. It then logs the error with the le's path
for later inspection and loads a default con guration, allowing the service
to start up with safe, prede ned settings. This masks the fault from the
end-user while transparently reporting it to the maintenance team.

Graceful Degradation

Maintains critical functions while dropping non-critical ones during fail-
ures.

Example: A video streaming platform, like Net ix or YouTube, typi-
cally offers content in multiple resolutions. If the platform's content de-
livery network (CDN) experiences high latency or packet loss, the video
player will automatically switch from a high-resolution stream to a lower-
resolution one. While this reduces the quality of the user experience, it
ensures the core function—uninterrupted video playback—is maintained.
Non-critical functionality (high-resolution streaming) is temporarily
dropped to preserve the essential service.

Ignore Faulty Behavior

Discards spurious inputs (e.g., messages from a failed sensor) to prevent
cascading errors.

Example: Consider an automotive cruise control system that receives
speed data from multiple wheel sensors. If one sensor begins sending er-
ratic or impossible readings (e.g., 500 km/h) due to a malfunction, the sys-
tem is designed to identify this data as inauthentic. It discards the input
from the faulty sensor and continues to operate using the averaged data
from the remaining, reliable sensors. This prevents the faulty data from
causing the vehicle to brake or accelerate dangerously.
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Recon guration

Reassigns responsibilities to remaining functional components to preserve
as much functionality as possible.

Example: A distributed database system runs with a primary node that
handles all write operations and several replica nodes that handle read op-
erations. If the primary node fails its health check, the cluster automatically
initiates a leader election protocol. The remaining replica nodes commu-
nicate to select a new primary node from among themselves. Once a new
primary node is elected, the system recon gures its internal routing tables
to direct all new write operations to this newly promoted node, restoring
full functionality to the database cluster.

Redundant Spare

A con guration where duplicate components can take over if the primary
component fails.

Example: In a high-availability web server architecture, two identical
servers are con gured in an active-passive setup. The active (primary)
server handles all incoming HTTP requests. A load balancer continuously
monitors the health of the primary server. If the primary server becomes un-
responsive, the load balancer automatically and instantly redirects all traf ¢
to the passive (spare) server, which has the same software and data. This
failover mechanism is seamless to the user, ensuring the website remains
accessible.

Retry

Assumes transient faults and re-attempts the operation. Includes limits to
avoid endless retries for permanent failures.

Example: When a user clicks “Pay” in an e-commerce application, the
payment gateway APl might temporarily fail due to a network glitch, re-
turning an HTTP 503 Service Unavailable error. The application logic is
designed not to fail immediately. Instead, it waits for a short interval and
automatically re-sends the payment request. If it fails again, it might retry
one more time after a slightly longer time interval before nally inform-
ing the user about the failure. This handles intermittent issues without user
intervention.

Rollback

Reverts the system to a previously known good state (checkpoint) upon
failure.
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Example: During a multi-step database transaction, such as transferring
funds between two bank accounts, the system rst debits the source account
and then attempts to credit the destination account. If the credit operation
fails, the entire transaction is aborted. The system then executes a ROLL-
BACK command, which reverts the initial debit operation. This ensures the
database returns to its last known consistent state (the checkpoint before the
transaction began), preventing the money from being lost.

Software Upgrade

Enables non-service-affecting updates to executable code.

Example: Modern cloud-native applications often use a blue-green de-
ployment strategy for updates. A new version of the software (green) is
deployed on a new set of servers alongside the current version (blue). All
user traf ¢ continues to go to the blue environment. Once the green envi-
ronment is tested and veri ed to be stable, the load balancer is recon gured
to route all incoming traf ¢ to the new green environment. The old blue
environment is kept on standby in case a rapid rollback is needed. This
entire process allows for a zero-downtime software upgrade.

5.2.2 Selection Rationale

The selection of the ve tactics presented in this catalog was driven by
the speci ¢ constraints and capabilities of the containerized microservices
architecture de ned in Chapter 3.

To ensure that the architectural tactics on which we focus are both stan-
dardized and broadly applicable across the container ecosystem, we adopted
the Open Container Initiative (OCI) Runtime Speci catfoas the foun-
dational model for the container lifecycle. Consequently, while standard
availability tactics (as de ned by [12]) cover a broad spectrum of software
systems, this research narrows the scope to those most effective for the
OCI lifecycle (Figure 5.2). The OCI was established to create open in-
dustry standards around container formats and runtimes, preventing vendor
lock-in and promoting interoperability between different tools like Docker,
Podman, and container orchestrators such as Kubernetes. By aligning with
the OCI speci cation, the fault tolerance patterns described in this cata-
log are not tied to any single proprietary implementation but are relevant
to any OCI-compliant runtime, ensuring their wide applicability and long-
term relevance.

Shttps://github.com/opencontainers/runtime-spec/blob/main/runtime.md
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Figure 5.2: Container Lifecycle based on the Open Container Initiative (OCI) Runtime
Speci cation

The OCI speci cation de nes a container's lifecycle through a set of
standard operations that transition it between distinct states.

* creating: The container is in the process of being initialized.

* created: The container has been created according to its con guration
and its environment is set up, but the user-speci ed code has not yet
been executed.

* running: The user-speci ed code within the container is actively ex-
ecuting.

« stopped: The user-speci ed code has nished execution or has been
terminated, and is no longer running.

These operations manage the transitions between the three primary OCI
runtime states:

« create: Invoked with a bundle location (containing con g.json) and
a unique ID. The runtime creates the container's environment. The
user process is NOT run at this stage.

« start: Invoked with the container's ID. The runtime executes the
user-speci ed process.

« kill: Sends a speci ed signal to the container's main process. This
can be used to request termination (e.g., SIGTERM) or force termina-
tion (e.g., SIGKILL).

* delete: Destroys the container, undoing the steps performed during
the create operation.

Consequently, the OCI speci cation provides the technical primitives
necessary to operationalize the abstract availability tactics de ned by [12].
While Bass's work provides the tactical vocabulary for fault tolerance (e.qg.,
retry, redundant spare, rollback), the OCI lifecycle provides the execution
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mechanisms to realize them in a containerized environment. By mapping
the OCI state transitions to Bass's tactics, we identi ed the speci c patterns
that constitute this catalog:

» Restart instantiates the retry tactic. It operationalizes the concept
of assuming transient faults by utilizing the OCI kill and start
operations to rapidly reset the execution environment.

* Replacement and replication realize the redundant spare tactic. By
leveraging the immutability of container images (the created state),
the system can instantly provision identical spares—either reactively
(replacement) or proactively (replication)—to maintain service avail-
ability.

» Checkpoint and migration advance the rollback and recon gura-
tion tactics. They utilize the isolation of the OCI bundle to capture
execution state, allowing the system to revert to a known good state
or recon gure the deployment topology dynamically across the cloud-
edge continuum.

Based on this mapping between standard architectural theory and con-
tainer capabilities, the following speci ¢ selection was made:

» Restart and replacement were selected as the fundamental rst line
of defense mechanisms, leveraging the lightweight nature of contain-
ers to resolve transient faults and resource exhaustion quickly.

* Replication was chosen to address the high-availability requirements
of the Global and Local Control Systems, ensuring that critical ser-
vices (like User Management) remain accessible even during compo-
nent updates or crashes.

» Checkpoint and migration were selected to address the speci ¢ mo-
bility and state-preservation needs of the edge layer, allowing for state-
ful recovery and proactive load balancing without service interruption,
capabilities that are uniquely facilitated by containerization technol-
ogy (e.g., CRIU).

5.3 Assumptions & Considerations

To ensure the clarity and consistency of the fault tolerance tactics, we
established a set of foundational assumptions and modeling conventions.
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The research speci cally focused on interactive, long-running container-
ized services, such as web applications or APIs, rather than ephemeral
batch-processing tasks, as their need for continuous availability presents
distinct challenges. The BPMN diagrams and their corresponding pseu-
docode algorithms are presented as high-level abstractions that model the
logical ow of each tactic.

A core architectural assumption is the separation of responsibilities be-
tween two primary actors: the Autonomic Manager, which orchestrates re-
covery, and the Container, which executes the application. This is visually
represented using swimlanes in the BPMN models.

A crucial consideration is the dual- ow operation within each container,
which consists of a primary program ow for the application's core logic
and a separate, parallel status ow dedicated to health monitoring. This
design allows the Autonomic Manager to perform asynchronous, periodic
health checks without interrupting the container's main function. The pseudo-
code re ects this event-driven and concurrent nature, thereby providing a
clear, language-agnostic representation of each tactic's logic.

Additionally, we focus on the container lifecycle described in the Open
Container Initiative (OCI) Runtime Speci cati6nwhich we illustrated in
Figure 5.2. A container begins in the creating state and, upon successful
initialization of its environment, moves to the created state. At this point,
the container is set up but its code is not yet executing. The start operation
transitions it to the running state, where the user's application is active.
The kill operation can then be used to send a termination signal, moving
the container to the stopped state once the process has nished. Finally, the
delete operation removes the container and cleans up its resources.

It is important to note that these tactics were validated through structural
modeling and literature-based corroboration rather than empirical imple-
mentation using synthetic data. The validation strategy prioritized estab-
lishing the architectural correctness of the recovery work ows via BPMN
diagrams and verifying their prevalence in production-grade systems through
a literature review (Section 5.2). This approach ensures that the tactics pro-
vide a formally sound architectural blueprint for resilience prior to physical
implementation.

5.4 Restart

The Restart tactic is a fundamental recovery mechanism that involves ter-
minating and re-initializing a container when a failure is detected. It is

“4https://github.com/opencontainers/runtime-spec/blob/main/runtime.md
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designed to restore a container to a healthy operational state, particularly
after transient faults, performance anomalies, or resource exhaustion. The
underlying assumption is that the fault is not persistent and that a fresh
start of the container's process will resolve the issue while preserving its
con guration and any data stored in persistent volumes.

The process is typically orchestrated by an Autonomic Manager, which
continuously monitors the container's health. If a health check fails, the
manager issues a restart command. This action terminates the main pro-
cess within the container and then immediately re-initializes it. This tactic
is effective for handling issues like memory leaks, temporary resource un-
availability, or application-level hangs.

We represented the restart tactic in BPMN as illustrated in Figure 5.3
and wrote the respective pseudo-code in Algorithms 1, 2, 3, and 4.

Figure 5.3: Restart

Algorithm 1 models the role of the Autonomic Manager in executing
the Restart tactic. The process begins with the creation of a new container
from a prede ned image, which is then launched. Once active, the manager
enters a monitoring loop. At regular intervals, de ned by the container
initialization period, the manager queries the container's status.

* If the container reports as healthy, monitoring continues without inter-
ruption.

* If the container is found to be unhealthy, the Autonomic Manager im-
mediately issues a restart command, reinitializing the container from
its image.
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This ensures that faults are mitigated by refreshing the container's pro-
cess while maintaining its con guration and persistent data.
Algorithm 1 Restart Tactic - Autonomic Manager Process

1: Procedure AUTONOMICMANAGER_PROCESS

2: container CreateContainerFromimage(image)
3 LaunchContainer(container)

4: Loop

5: WaitForTimer(CONTAINER_INIT_PERIOD)
6: Loop

7 status GetContainerStatus(container)
8: If status == HEALTHY Then

o: Continue

10: End If

11: RestartContainer(container)

12: Break

13: End Loop

14: End Loop

15. End Procedure

Algorithm 2 models the container's internal process under the Restart
tactic. When a container instance is launched, it begins by starting the main
server process, which represents the core application logic. Two parallel
execution ows are then spawned:

» Handle Program Requests: dedicated to receiving, processing, and

responding to client program requests.

» Handle Status Requests: responsible for answering health probes from

the Autonomic Manager.

This separation ensures that the container can both serve application
logic and provide health monitoring feedback concurrently. The design
re ects a dual- ow operation: one for business logic and another for con-
tinuous health reporting.

In practice, this structure allows the Autonomic Manager (Algorithm 1)
to monitor the container without interfering with its primary workload. If
the status-handling process reports an unhealthy state, the Autonomic Man-
ager can restart the container, while the program-handling process guaran-
tees responsiveness under normal conditions.

Algorithm 3 de nes how a container processes client program requests
during the Restart tactic. Once the container is running, it enters a continu-
ous loop dedicated to handling incoming application-level requests.
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Algorithm 2 Restart Tactic - Container Process

1: Procedure CONTAINER_PROCESS

2: StartServer()

3 Spawn HandleProgramRequests()
4: Spawn HandleStatusRequests()

5. End Procedure

1. The process waits for a program request, such as a client API call or
service invocation.

2. Upon receiving a request, it extracts the input parameters needed for
execution.

3. The container then runs the program logic with the provided parame-
ters, producing a result.

4. Finally, it sends back the program response to the requesting client.

This loop runs inde nitely, ensuring that the container is always ready
to handle new requests as long as it remains operational.

This algorithm highlights the separation of concerns within the con-
tainer: while this process focuses solely on serving application functional-
ity, another concurrent process (Algorithm 4) handles health status requests.
This design ensures that client responsiveness and system observability
are maintained in parallel, enabling the Autonomic Manager to monitor
and restart the container if needed without interrupting its request-handling
logic.

Algorithm 3 Restart Tactic - Handle Program Requests

1: Procedure HANDLEPROGRAMREQUESTS

2: Loop

3 programParameters WaitForProgramRequest()
4 result RunProgram(programParameters)

5: SendProgramResponse(result)
6 End Loop
7. End Procedure

Algorithm 4 speci es how the container responds to health check re-
quests during the Restart tactic. This process runs in parallel to the program
request handler (Algorithm 3) and is dedicated to answering probes sent by
the Autonomic Manager.

1. The process enters a continuous loop, always waiting for an incoming
status request.
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2. When a status request arrives, the container performs a self-assessment
of its operational state. This typically includes verifying whether the
main program is running correctly, memory and CPU resources are
within limits, and no internal faults are present.

3. Based on this check, the process returns a status response:

« If healthy, it replies with a signal indicating normal operation.

* If unhealthy, it signals failure, prompting the Autonomic Man-
ager (Algorithm 1) to restart the container.

By isolating health-check handling from normal program execution, the
algorithm ensures that monitoring is lightweight and non-intrusive. This
design allows the Autonomic Manager to receive timely and accurate health
reports without disturbing client-facing services.

Algorithm 4 Restart Tactic - Handle Status Requests

1: Procedure HANDLESTATUSREQUESTS
2: Loop

3 WaitForStatusRequest()

4: currentStatus DetermineCurrentStatus()
5: SendStatus(currentStatus)

6 End Loop

7: End Procedure

5.5 Replacement

The Replacement tactic is employed when a container enters a faulty state
from which it cannot recover via a simple restart, or when it becomes com-
pletely unreachable. In this scenario, the orchestrator detects the unrecov-
erable failure, launches a new, healthy container instance from the original
image, and once the new instance is operational, the faulty one is safely
terminated and removed.

Unlike a restart, which re-initializes the process within the same con-
tainer instance, a replacement creates an entirely new container. This makes
it a more robust solution for more severe failures. The validation study
shows that this tactic is essential for handling critical hardware issues (CPU,
memory, or disk failure on the host), kernel-level problems (e.g., dead-
locks), or a complete node failure. It is also the appropriate response when
a container is compromised by malware, is the target of a Denial of Service
(DoS) attack, or enters an unrecoverable hang state.
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We represented the replacement tactic in BPMN as illustrated in Figure
5.4. Since the container process remains the same as in the restart tactic
(Algorithms 2, 3, 4), we wrote the pseudo-code for the autonomic manager
(Algorithm 5).

Figure 5.4: Replacement

Algorithm 5 models the Autonomic Manager's role in executing the Re-
placement tactic. Unlike the Restart tactic, which reinitializes processes
within the same container, Replacement handles more severe failures by
provisioning a completely new container instance.

The process works as follows:

1. The Autonomic Manager enters a continuous monitoring loop.
2. It creates a new container from the base image and launches it.

3. After waiting for the container's initialization period, it repeatedly
checks the container's health.

4. If the container is reported as healthy, the monitoring continues with-
out interruption.

5. If the container is deemed unhealthy or unreachable, the manager im-
mediately spawns a process to terminate the faulty container. A new
healthy container is then created to replace it.

This approach ensures resilience even in cases where a restart is insuf -
cient.
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Algorithm 5 Replacement Tactic - Autonomic Manager Process

1: Procedure AUTONOMICMANAGER_PROCESS
2: Loop

3: container CreateContainerFromimage(image)
4 LaunchContainer(container)

5; WaitForTimer(CONTAINER_INIT_PERIOD)

6: Loop

7 status GetContainerStatus(container)

8: If status == HEALTHY Then

9: Continue

10: End If

11: Spawn TerminateFaultyContainer(container)
12 Break

13: End Loop

14: End Loop
15: End Procedure

5.6 Checkpoint

The Checkpoint tactic is crucial for stateful applications, as it involves cap-
turing the complete execution state of a container—including its memory,
process status, and le descriptors—at a speci ¢ point in time. In the event
of a failure, the system can restore the container from this saved snapshot,
allowing it to resume its operation from the last known-good state rather
than starting from scratch.

This mechanism is more complex than a restart or replacement. It re-
qguires a process where the Autonomic Manager, or the container itself,
triggers the creation of a checkpoint, which is then stored in a persistent
location (such as a local disk or remote storage). Upon failure, the man-
ager instantiates a new container not from the original image, but from the
stored checkpoint. The literature review identi es several techniques for
this, including full checkpoints (capturing the entire state) and incremental
checkpoints (capturing only changes since the last checkpoint to improve
ef ciency). Tools like CRIU (Checkpoint/Restore in Userspace) are often
used to implement this tactic. Checkpointing is not only a fault-tolerance
mechanism but also a key enabler for other advanced tactics, most notably
Migration.

We represented the replacement tactic in BPMN, as illustrated in Figure
5.5, and adjusted most of the pseudo-code (Algorithms 6, 7, 8, 9, 10, 11).
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Figure 5.5: Checkpoint

Algorithm 6 models the Autonomic Manager's execution of the Check-
point tactic. This tactic extends beyond restart and replacement by enabling
— stateful recovery of containers. Instead of always starting from scratch, the
system can restore execution from a previously saved state.
The process unfolds as follows:

1. The Autonomic Manager rst creates and launches a new container
(container A) from the base image and waits for its initialization.

2. While running, container A is continuously monitored. If its status
remains healthy, monitoring continues.

3. If container A becomes unhealthy, the loop breaks, and the manager
proceeds to recovery.

4. The manager then creates container B from the latest stored check-
point, launches it, and walits for it to resume execution.

5. Once container B is active, the manager monitors its health:

« If healthy, container B replaces container A, and the faulty in-
stance is terminated.

« If unhealthy, container B is also terminated, and the cycle repeats.

This algorithm ensures that, rather than losing all progress, the applica-
tion resumes from the last known good state. It is especially effective for
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stateful applications, where restarting or replacing without restoring mem-
ory, process state, and open le descriptors would cause data loss or pro-
longed downtime.

Algorithm 6 Checkpoint Tactic - Autonomic Manager Process

1: Procedure AUTONOMICMANAGER_PROCESS

2:

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:

© ® N9 R W

containerA CreateContainerFromlmage(image)
LaunchContainer(containerA)
WaitForTimer(CONTAINER_INIT_PERIOD)
Loop
statusA GetContainerStatus(containerA)
If statusA == HEALTHY Then
Continue
End If
Break
End Loop
Loop
containerB CreateContainerFromCheckpoint(checkpoint)
LaunchContainer(containerB)
WaitForTimer(EXECUTION_RESUM_PERIOD)
Loop
statusB GetContainerStatus(containerB)
If statusB == HEALTHY Then
If containerA = NULL Then
Spawn TerminateFaultyContainer(containerA)
End If
Continue
End If
Break
End Loop
Spawn TerminateFaultyContainer(containerB)
End Loop

28: End Procedure

Algorithm 7 models the execution ow of Container A in the Checkpoint

tactic. This process represents the behavior of the initial container that starts
from the base image before any checkpoint restoration is needed.

1. The container begins by starting the main server process, which ini-
tializes the core application logic.

2. It then spawns two parallel processes:

» Handle Program Requests: manages client application requests,
executes the program logic, and generates responses (further de-
tailed in Algorithm 8).
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» Handle Status Requests: listens for health-check probes from the
Autonomic Manager and provides current status information (de-
scribed in Algorithm 10).

This design mirrors the structure used in the Restart and Replacement
tactics, but here Container A also becomes the origin point for checkpoints.
The state captured during its execution can later be used to recover the
application in case of failure, enabling restoration into Container B (Algo-
rithm 11).

Algorithm 7 Checkpoint Tactic - Container A Process

1: Procedure CONTAINER_A_PROCESS
2: StartServer()

3 Spawn HandleProgramRequests()
4: Spawn HandleStatusRequests()

5. End Procedure

Algorithm 8 de nes how program requests are processed when check-
pointing is enabled. This process extends the standard request-handling
loop (seen in Restart and Replacement tactics) by incorporating checkpoint
creation.

1. The container waits for an incoming program request.

2. Once a request arrives, the system spawns a checkpoint creation pro-
cess.

3. The container then executes the program using the provided parame-
ters.

4. Finally, it returns the program response to the client.

This algorithm guarantees that state snapshots are regularly created as
part of the normal request-handling cycle. By coupling checkpointing with
request execution, the system ensures that recovery points are always re-
cent, reducing data loss in case of failure.
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Algorithm 8 Checkpoint Tactic - Handle Program Requests

1. Procedure HANDLEPROGRAMREQUESTS

2: Loop

3 programParameters WaitForProgramRequest()
4 Spawn CreateCheckpoint()

5: result RunProgram(programParameters)

6

7

8:

SendProgramResponse(result)
End Loop
End Procedure

Algorithm 9 models the procedure for creating checkpoints in the Check-
point tactic. This algorithm is responsible for capturing and persisting the
execution state of a running container so that it can later be restored if a
failure occurs.

1. The process runs in a continuous loop, waiting for a checkpoint cre-
ation request.

2. When such a request arrives (triggered, for instance, by Algorithm 8
during program request handling), the container proceeds to gather its
current internal state.

3. The captured state is then stored as a checkpoint in a persistent loca-
tion.

4. After storing the checkpoint, the process waits for the next request and
repeats.

This mechanism ensures that containers regularly save consistent snap-
shots of their execution. By persisting these checkpoints, the system en-
ables stateful recovery, allowing a new container (e.g., Container B in Algo-
rithm 11) to resume execution from the last saved state rather than restarting
from scratch.

Algorithm 9 Checkpoint Tactic - Create Checkpoint

1. Procedure CREATECHECKPOINT
2: Loop

3 WaitForCheckpointCreationRequest()

4: currentinternalState GatherCurrentState()
5: StoreCheckpoint(currentinternalState)

6 End Loop

7: End Procedure

Algorithm 10 models the way a container responds to health status re-
guests when checkpointing is enabled. This process runs in parallel with
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request-handling and checkpointing tasks, ensuring that the Autonomic Man-
ager always has visibility into the container's health.

1. The process begins an in nite loop, waiting for a status request from
the Autonomic Manager.

2. When a request arrives, the container performs a self-assessment by
determining its current operational status.

3. It then sends back the evaluated status to the Autonomic Manager.

This separation of status reporting from the main program logic ensures
that monitoring is lightweight, non-intrusive, and concurrent with request
processing and checkpoint creation.

Algorithm 10 Checkpoint Tactic - Handle Status Requests

1: Procedure HANDLESTATUSREQUESTS
2: Loop

3 WaitForStatusRequest()

4 currentStatus DetermineCurrentStatus()
5: SendStatus(currentStatus)

6 End Loop

7: End Procedure

Algorithm 11, models the behavior of the recovery container (Container
B) that is launched to take over after the original container (Container A)
has failed.

The process unfolds as follows:

1. The algorithm begins after the Autonomic Manager creates Container
B from a stored checkpoint le. The container's primary task is to
resume the application's execution from the exact state captured in
that checkpoint.

2. Immediately upon launch, the container spawns two background pro-
cesses in parallel:

* It starts its own checkpointing process. This is critical because
Container B is now the primary instance, and it must save its own
state to ensure the system remains resilient against future failures.

* It begins listening for health checks from the Autonomic Man-
ager. This allows the manager to monitor the health of the newly
restored container.
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3. The container uses the restored state to continue the application's logic
from where the failed container left off. After resuming, it completes
any pending operation by sending a program response.

4. Once restored, the container fully takes over the operational duties.
This enables it to begin accepting and processing new client requests,
seamlessly replacing the failed container.

Algorithm 11 Checkpoint Tactic - Container B Process

1: Procedure CONTAINER_B_PROCESS
2: Spawn CreateCheckpoint()

3 Spawn HandleStatusRequests()
4 result ContinueExecution(state)
5: SendProgramResponse(result)
6
7

Spawn HandleProgramRequests()
End Procedure

5.7 Replication

To achieve high availability for critical services, the Replication tactic is
used. It involves creating and maintaining multiple redundant instances
(replicas) of a container, with their states continuously synchronized. If the
primary container fails, the system automatically and seamlessly switches
traf ¢ to a healthy replica, ensuring uninterrupted service.

The Autonomic Manager's role here is to manage the lifecycle of the
replicas, monitor the health of the primary instance, and orchestrate the
failover process. After a failover, the manager is also responsible for pro-
visioning a new replica to restore the desired level of redundancy. The
validation study highlights different replication strategies:

* Active Replication: All replicas process requests simultaneously, of-
fering load balancing in addition to fault tolerance.

» Passive Replication: A primary replica handles all requests while a
standby replica is kept synchronized, often via high-frequency check-
pointing. The passive replica only becomes active upon failure of the
primary.

This tactic is essential for stateless applications and is a cornerstone of
resilient architectures for stateful applications, though state synchronization
adds complexity.
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We represented the replacement tactic in BPMN as illustrated in Figure
5.6. Since the container and its replica processes remain the same as in
the restart tactic (Algorithms 2, 3, 4), we wrote the pseudo-code for the
autonomic manager (Algorithms 12, 13, 14).

Figure 5.6: Replication

Algorithm 12 outlines the procedure the Autonomic Manager follows
to establish and manage a high-availability environment using container
replication. The primary goal of this tactic is to ensure service continuity
by maintaining a synchronized backup container (a replica) that can imme-
diately take over if the primary container fails.

The process is executed as follows:

1. The algorithm begins by creating two identical instances from the
same container image: one designated as the primary container and
the other as the replica. Both are launched simultaneously, and the
manager waits for an initial period to allow them to become fully op-
erational.

2. After initialization, the manager delegates ongoing tasks to two inde-
pendent, parallel processes:
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* It spawns a process (detailed in Algorithm 13) that continuously
monitors the health of the primary container. This process is re-
sponsible for detecting any failures.

* It simultaneously spawns a process (detailed in Algorithm 14)
that periodically updates the replica to keep its state synchronized
with the primary container.

Algorithm 12 Replication Tactic - Autonomic Manager Process

1: Procedure AUTONOMICMANAGER_PROCESS

2: container CreateContainerFromimage(image)
3 replica CreateContainerFromimage(image)
4 LaunchContainer(container)

5: LaunchContainer(replica)

6: WaitForTimer(CONTAINER_INITI_PERIOD)
7

8

9:

: Spawn CheckStatus(container)
: Spawn UpdateReplica(replica)
End Procedure

Algorithm 13 details the automated failover process that ensures high
availability within the Replication tactic. This algorithm runs as a contin-
uous background process, spawned by the Autonomic Manager (in Algo-
rithm 12), with the sole responsibility of monitoring the primary container
and orchestrating the recovery if a failure occurs.

The algorithm's logic is as follows:

1. The process operates in an in nite loop, periodically checking the
health status of the primary container. As long as the container re-
ports as healthy, the loop continues without taking any action.

2. If a health check reveals that the primary container is no longer healthy,
the algorithm immediately initiates the failover sequence:

» The system instantly redirects traf c to the standby replica, mak-
ing it the new active container to ensure uninterrupted service.

» To maintain the high-availability architecture, a new replica is
created to serve as a backup for the newly promoted primary con-
tainer.

» The original, faulty container is terminated and removed from the
system.

» The system's roles are updated: the old replica is formally des-
ignated as the new primary container, and the newly created in-
stance becomes the new replica.
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Algorithm 13 Replication Tactic - Check Status

1: Procedure CHECKSTATUS
2: Loop
status GetContainerStatus(container)
If status == HEALTHY Then
Continue
End If
SwitchToReplica(replica)
temp CreateReplica(replica)
Spawn TerminateFaultyContainer(container)
10: container replica
11: replica temp
12: End Loop
13: End Procedure

Algorithm 14 describes the continuous state synchronization process for
the standby replica. This algorithm runs as a dedicated background process,
initiated by the Autonomic Manager in Algorithm 12. Its sole function is
to ensure the replica's state is consistently updated to mirror that of the
primary container.

The algorithm's logic is straightforward and operates in a continuous
loop:

1. The process waits for a prede ned time interval to elapse. This period
determines how frequently the synchronization occurs.

2. Once the timer completes, the SynchronizeReplica function is exe-
cuted. This action copies the current state from the primary container
to the standby replica.

Algorithm 14 Replication Tactic - Update Replica
1: Procedure UPDATEREPLICA

2: Loop

3 WaitForTimer(REPLICA_SYNC_PERIOD)
4 SynchronizeReplica(replica)

5: End Loop

6: End Procedure

5.8 Migration

The Migration tactic involves transferring a running container from one
host node to another. This is typically triggered by a failure or impending
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failure of the source node, but it is also used for proactive operations like
load balancing, energy-saving consolidation, or planned system upgrades.

Migration heavily relies on the Checkpoint tactic. The process involves
freezing the container on the source node, capturing its state in a check-
point, transferring that checkpoint to the destination node, and nally in-
stantiating a new container on the destination node from the transferred
state. The original container is then terminated. The literature review iden-
ti es several methods to optimize this process and minimize downtime,
such as pre-copy migration (where memory pages are transferred before
the container is frozen) and post-copy migration (where pages are trans-
ferred on-demand after the container is resumed on the new host). This is
the most sophisticated of the ve tactics, requiring signi cant orchestration
capabilities, but it provides the highest level of resilience against infrastruc-
ture failures.

These ve tactics form a comprehensive catalog that provides architects
with a structured set of patterns for designing and implementing resilience
in containerized systems. The choice of tactic depends on the speci c re-
guirements of the system, including the nature of the application (stateful
vs. stateless), the required level of availability, and the resources available
in the deployment environment (10T, Edge, or Cloud). The following sec-
tions will delve deeper into how these tactics can be combined and managed
to create self-healing systems.

We represented the replacement tactic in BPMN, as illustrated in Figure
5.7, and wrote the pseudocode for the migration tactic in Algorithm 15,
considering Algorithms 7 and 11 for containers A and B, respectively, 8 to
handle program requests, 10 for status requests, and 9 to create checkpoints.
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Figure 5.7: Migration
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Algorithm 15 models the most sophisticated fault-tolerance strategy: the
live migration of a container from a failing host to a healthy one.

The migration is orchestrated by the Autonomic Manager in three main
phases:

1. Monitoring and failure detection:
» The manager begins by creating and running a container (Con-
tainer A) on a source node.

* It continuously monitors the health of Container A. As long as
the container is healthy, the process continues normally.

* If a failure is detected, the monitoring loop is broken, and the
migration process is initiated.
2. State transfer:

* The manager copies the last known-good checkpoint from the
failing Container A to a designated fallback node. This action
effectively transfers the complete running state of the application
to a new, secure location.

3. Restoration and veri cation:
» On the fallback node, a new container (Container B) is created
and launched directly from the transferred checkpoint.
» Container B resumes execution.

» The manager then veri es that the newly restored Container B is
healthy and operating correctly.

» Once con rmed, the original faulty Container A is terminated and
cleaned up.
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Algorithm 15 Migration Tactic - Autonomic Manager Process

1: Procedure AUTONOMICMANAGER_PROCESS
2: containerA CreateContainerFromlmage(image)
LaunchContainer(containerA)
WaitForTimer(CONTAINER_INIT_PERIOD)
Loop

statusA GetContainerStatus(containerA)

If statusA == HEALTHY Then

Continue

End If
10: Break
11: End Loop
12: checkpointB CopyCheckpointToFallbackNode(checkpointA)

13: Loop

14: containerB CreateContainerFromCheckpoint(checkpointB)
15: LaunchContainer(containerB)

16: WaitForTimer(EXECUTION_RESUM_PERIOD)

17: Loop

18: statusB GetContainerStatus(containerB)

19: If statusB == HEALTHY Then

20: If containerA = NULL Then

21: Spawn TerminateFaultyContainer(containerA)
22: End If

23: Continue

24: End If

25: Break

26: End Loop

27: Spawn TerminateFaultyContainer(containerB)

28: End Loop
29: End Procedure

5.9 Tactic Instantiation on Architecture Components

In this section, we instantiate these ve tactics on our architecture for the
EVCS industry, taking into account the contents of the previous chapters.

At the IoT layer (the charger), the extremely limited resources make a
simple Restart the only practical tactic for recovery.

At the Edge layer (the station), the increased resources allow for more
sophisticated tactics. Architects can implement Replacement, Replication,
and Checkpoint to ensure service continuity at the station level, even if the
connection to the cloud is lost.

At the Cloud layer (the central control), the abundance of resources
makes it possible to implement all tactics, including the most complex one,
Migration. This tactic is ideal for providing tolerance against the failure of
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an entire node or site by moving services to healthy infrastructure.
We represented this instantiation in Figure 5.8.

Figure 5.8: EVCS Architecture Framework - Fault Tolerance Tactic Mapping

The sophistication of the available fault tolerance tactics directly corre-
sponds to the computational resources of the architectural layer. We con-
sider that choosing a simpler tactic than a layer can support is a suboptimal
design choice, as it fails to leverage the full resilience potential of the in-
frastructure.

Therefore, Table 5.3 maps the identi ed tactics to the speci ¢ functional
components they protect, to address the speci c resilience needs of the ar-
chitecture de ned in Chapter 3.
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Table 5.3: Mapping Fault-Tolerance Tactics to Architectural Components

Component | Layer | Restart| Replacement Replica| Checkpoint| Migration
Energy
Exchange Edge X X
Manager
Local
Operations | Edge X
Manager
Local User
Manager
Local
Forecasting| Edge X
Engine
Global
Operations | Cloud X
Manager
EVCS
Operations | Cloud X
Manager
Global User
Manager
Global
Forecasting| Cloud X
Engine
Energy
Supplier Cloud X X
Manager
DevOps
Manager

Edge X

Cloud X

Cloud X X

The mapping above is derived from the speci c operational require-
ments of each component:

Critical real-time control: The Energy Exchange Manager at the edge
requires immediate recovery from transient faults to ensure safety and con-
tinuous charging control. Since its control loop logic is largely stateless
(relying on real-time sensor inputs), restart and replacement are the most
effective tactics. They restore functionality rapidly without the overhead of
synchronizing state across replicas.

Station autonomy and control: The Local Operations Manager func-
tions as the brain of the charging station, orchestrating local components
and managing connectivity with the cloud. To ensure that the station main-
tains autonomy and continues to operate even if a speci ¢ hardware node
fails, replication is applied. This ensures that a hot-standby or active replica
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can immediately take over control, preventing the station from going of-
ine.

High availability and data access: The User Managers (both at the
edge and in the cloud) are critical for user authentication and authorization.
A failure here could prevent a driver from charging his vehicle. There-
fore, replication is applied to ensure that if one instance fails, a secondary
replica can immediately handle authentication requests, guaranteeing high
availability.

State preservation in computation: Both the Local Forecasting En-
gine and Global Forecasting Engine perform complex, resource-intensive
calculations for energy demand prediction. If these components fail mid-
calculation, restarting from zero is inef cient. Checkpointing is instanti-
ated here to periodically save the calculation state, allowing the engines to
resume from the last known good state rather than wasting computational
resources re-processing historical data.

Orchestration and maintenance: The Global Operations Manager acts
as the central brain of the CPO network. Migration is speci cally mapped
to this component to facilitate proactive maintenance; it allows the system
to move the active control instance from one cloud node to another (e.g.,
for server patching or load balancing) without disrupting the monitoring
and management of the entire charging network.

Operational visibility: The EVCS Operations Manager provides the
real-time dashboard and remote control interface for the CPO. Loss of this
component results in a blind operator. Replication is selected to ensure
continuous visibility and command capabilities over the network, which is
vital for monitoring eet health and responding to incidents.

Strategic and lifecycle management: The Energy Supplier Manager
and DevOps Manager handle strategic interactions (energy contracts) and
software updates, respectively. Unlike the control loops, these are not on
the immediate critical path for real-time energy delivery; a temporary out-
age here may delay a contract update or a software deployment but does
not stop a driver from charging. Therefore, restart and replacement provide
suf cient resilience to recover these services without incurring the high op-
erational complexity of real-time replication.

5.10 cConclusion

This chapter addressed the critical need for a structured approach to fault
tolerance in containerized systems. By formalizing a catalog of architec-
tural tactics and mapping them to the speci ¢ constraints of the EVCS do-
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main, we provide an answer to the research questions posed at the begin-
ning of this chapter.

Regarding RQ5.1, Which of the classic fault tolerance tactics in [12] can
be instantiated in containerized systems?, this research successfully iden-
tied and adapted ve fundamental tactics from the classic literature for
the containerized paradigm: restart, replacement, checkpoint, replication,
and migration. We demonstrated that these tactics are not only applicable
but essential for containerized environments. By grounding their selection
in the OCI lifecycle, we ensured they align with the transient and stateful
nature of modern microservices. Furthermore, we moved beyond theoret-
ical identi cation by modeling each tactic with formal BPMN diagrams,
providing architects with clear, executable blueprints for implementation.
These models operationalize the abstract concepts from [12] into concrete
work ows involving the autonomic manager and the container runtime.

With respect to RQ5.2, To what extent are the elicited tactics present
in the existing literature?, our investigation con rmed that these tactics are
widely represented in the current state of the art. Through a targeted litera-
ture review of 50 peer-reviewed papers (selected from an initial set of 112),
we validated that restart, replacement, checkpoint, replication, and migra-
tion are the dominant resilience patterns in modern research. Table 5.2
provides the empirical evidence for this conclusion, categorizing the ana-
lyzed works by tactic and demonstrating their prevalence in the domain of
fault tolerance.

Beyond answering the specic research questions, this chapter
contributed the practical instantiation of this catalog onto the distributed
cloud-edge EVCS architecture. We explicitly mapped each tactic to spe-
ci ¢ architectural components (e.g., replication for the User Manager to
ensure high availability and checkpoint for the Forecasting Engine to pre-
serve calculation state). This mapping, driven by operational requirements
and resource constraints, ensures that the architecture achieves:

While this chapter primarily addresses resilience through fault-tolerance
mechanisms (by applying the appropriate recovery mechanism to each com-
ponent), the catalog of tactics also enables adaptability in component evo-
lution:

* Rolling updates: Replication allows deploying new component ver-
sions to some instances while others continue with previous versions,
enabling gradual transition.

» Zero-downtime upgrades: Replacement allows swapping component
versions without service interruption.
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» Graceful protocol transitions: Migration and replacement enable shift-
ing workload from components supporting old protocols to compo-
nents supporting new protocols.

 Evolutionary deployment: By instantiating these tactics appropriately
across layers, components can be evolved at independent cadences

while maintaining overall system stability.

This dual bene t—resilience through fault recovery and adaptability
through component evolution—demonstrates how the proposed architec-
tural approach integrates both focal qualities throughout the system.
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CHAPTER

Self-Healing Containerized Systems

In search of an answer to our main research question “How can the charg-
ing station management software be improved to enhance resilience and
adaptability?”, in this chapter we delve into software self-healing, which is
rooted in autonomic computing's vision of self-managing systems [50] and
has become vital, especially for distributed and cloud environments [127]
[103].

Software self-healing, a concept derived from the broader ambitions of
autonomic computing, has become increasingly central for modern dis-
tributed systems. The term autonomic computing was introduced by IBM
in the early 2000s to describe self-managing computing systems that can
con gure, heal, optimize, and protect themselves with minimal human in-
tervention, inspired by the human autonomic nervous system [72].

Within the software engineering community, this autonomic computing
vision has been further developed under the umbrella of self-adaptive sys-
tems (SAS), where systems continuously monitor themselves and their en-
vironment and adapt at runtime to maintain goals. Comprehensive overviews
like [27] and [38] explicitly position self-adaptive systems as a continua-
tion of autonomic computing, adopting MAPE-K feedback loops and self-*
properties as core engineering abstractions.
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Weyns' recent introduction to self-adaptive systems and his survey chap-
ters on the software engineering of SAS [164, 165] similarly ground the
eld in autonomic computing, treating MAPE-K-style feedback loops and
the separation between a managed system and an autonomic manager as the
standard architectural pattern for realizing self-management in practice.

In this document, self-healing is treated as a specialized form of self-ad-
aptation. Self-healing speci cally enables systems to independently de-
tect, diagnose, and recover from faults, mirroring the restorative processes
found in biological systems [50]. While initially explored across various
domains, the principles of self-healing gained particular traction with the
rise of complex web applications and critical software environments [127],
and nowadays they are indispensable for maintaining service availability
and reducing operational burdens in distributed and cloud computing, with
ongoing advancements spurred by machine learning and bio-inspired mod-
els [103].

The advent of software containers was a crucial enabler for realizing
such resilient systems. By offering lightweight, OS-level virtualization,
containers provide portable and scalable isolated environments for applica-
tions, optimizing resource usage and reducing overhead [146]. The pop-
ularization of this technology, signi cantly accelerated by Docker [97],
streamlined application packaging and deployment across diverse infras-
tructures, establishing containers as a cornerstone of modern cloud comput-
ing and microservice architectures [77]. This provided a practical founda-
tion upon which sophisticated management and automation could be built.

As containerized deployments became standard, container orchestra-
tors emerged to manage their lifecycle. Platforms like Kubernetes [21]
have marked a signi cant leap by embedding advanced automated recov-
ery mechanisms. Kubernetes automates application deployment, scaling,
and operational management, explicitly aiming for high availability and re-
silience. For instance, its capabilities include restarting failed containers,
replacing unhealthy ones, and managing service discovery based on health
checks, as highlighted by its of cial documentation

Self-healing: Kubernetes restarts containers that fail, replaces
containers, kills containers that don't respond to your user-de ned
health check, and doesn't advertise them to clients until they are
ready to serve.

While these orchestration features represent a signi cant step towards
autonomous operation, it is crucial to distinguish them from self-healing.

Lhttps://kubernetes.io/docs/concepts/overview/
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Traditional fault tolerance, often achieved through safeguards like check-
points or replication, primarily ensures operational continuity by allowing
a system to function despite issues, but it does not inherently address or
correct the root cause of a fault. Its interventions stabilize service rather
than eliminate the underlying problem. In contrast, true self-healing mech-
anisms, particularly as envisioned for sophisticated containerized environ-
ments, strive not only to detect and resolve immediate issues but also to
understand their origins, with the goal of preventing future recurrences
through adaptive learning or proactive measures. This deeper approach to
resilience is central to developing truly robust and adaptive systems.

In this regard, Keromytis [73] explains the key difference between self-
healing and fault tolerance:

An important difference between self-healing and the traditional fault-
tolerant architectures and techniques is that the former try to identify
and eliminate (or at least mitigate) the root cause of the fault, while
the latter generally only bring the system to a state from which it can
resume execution.

Therefore, while fault tolerance ensures that a system can withstand
faults, self-healing aims to actively resolve and learn from them, striving
for a more resilient and adaptive system posture over time.

A core framework for implementing such self-management and self-
healing in autonomic systems is the Monitor-Analyze-Plan-Execute- Knowl-
edge (MAPE-K) loop (Fig. 6.1). This widely recognized seminal frame-
work enables system self-management through a continuous, cyclical pro-
cess [72,126]. The Monitor collects raw data and tracks the state of man-
aged elements. This observational data is then passed to the Analyzer,
which processes it to discern signi cant patterns, detect anomalies, or iden-
tify policy violations. Based on these ndings, the Planner constructs a
course of action to address diagnosed issues or optimize performance. Sub-
sequently, the Executor implements these planned actions. Crucially, the
Knowledge base underpins this entire cycle, serving as a shared repository
for policies, historical data, system models, and learned dependencies, in-
forming and being updated by each component.

While several self-healing approaches for containerized and cloud-native
systems have been proposed in the literature, these works typically focus
on generic recovery mechanisms or orchestrator-level healing and do not
provide domain-speci ¢ adaptation scenarios for complex cyber-physical
infrastructures such as EV charging ecosystems.

145



“output” — 2026/2/24 — ‘17:16 — page 146 — #162

Chapter 6. Self-Healing Containerized Systems

Figure 6.1: MAPE-K Loop. Based on [72,126]

6.1 Research Question

Consequently, this chapter aims to bridge this gap by proposing an answer
to the following research question:

* RQ6.1: How can the MAPE-K loop be extended to enable robust self-
healing capabilities within containerized software systems?

Therefore, we revised the MAPE-K loop by presenting three extensions
to it: system healing, containerized component healing, and containerized
component self-healing. Although we mostly refer to containers, the under-
lying logic is also applicable to virtual machines and hypervisors, in lieu of
containers and container runtimes, respectively.

6.2 System Healing

The current state of the practice in containerized system healing is illus-
trated in Fig. 6.2.
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Figure 6.2: MAPE-K Loop for Virtualized System Healing

In this system-level healing approach, an autonomic manager employing
a MAPE-K loop monitors the health (via embedded probes) and resource
usage (vCPU, vMemory [36]) of a container or VM. Based on this data, it
analyzes, plans, and executes actions on the container runtime or hypervi-
sor, all while leveraging a central knowledge base. While the containerized
application independently processes 1/O, this external healing method re-
stores the system to an operational state but does not address the underlying
fault within the component itself. As a result, such faults may reoccur.

To illustrate this, consider a memory leak in the OCPP service. In this
scenario, the external autonomic manager monitors the container's met-
rics and detects that memory usage has exceeded a critical safety threshold
(e.g., 90%). It analyzes this anomaly—potentially correlating it with slug-
gish response times—and determines that the container is degrading into
an unresponsive state. The manager plans a remediation strategy, deciding
that an immediate reboot is necessary to restore service availability. It then
executes this plan by issuing a command such as docker restart to
the container engine. While this action effectively ushes the memory and
brings the service back online, it highlights a critical limitation of system
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healing: the symptoms are treated by clearing the RAM, but the underlying
code defect remains, meaning the leak will inevitably reoccur over time.

This system-level healing approach is already well-established in pro-
duction cloud-native platforms. Kubernetes, the de facto container orches-
tration standard, implements system healing through the kubelet compo-
nent running on each notleThe kubelet continuously monitors container
health via liveness probes: user-de ned commands or HTTP endpoints
checked at con gurable intervals. When a liveness probe fails, the kubelet
analyzes the container status, plans a restart action, and executes it through
the container runtime. This system healing is rapid and reliable, appropriate
for detecting complete failures like process crashes.

Similarly, Docker's HEALTHCHECK instruction provides system heal-
ing at the container level. De ned in a Docker le, the HEALTHCHECK
executes periodically and reports health status to the container runtime and
orchestrators For example, a simple HEALTHCHECK might verify that
an HTTP endpoint responds within 3 seconds; if it fails, the orchestrator
(Docker Swarm or Kubernetes) can respond by restarting the unhealthy
container.

The Kured CNCF project demonstrates system healing at the nodt level
When system updates require node reboots, Kured monitors patch noti -
cations, analyzes cluster conditions, plans a safe drain sequence to move
workloads to other nodes, and executes the reboot only wheh Siies
exempli es how system healing can orchestrate complex operational pro-
cedures while maintaining cluster stability, even though it does not address
the underlying cause of requiring the reboot.

6.3 Containerized Component Healing

The next step towards true containerized component self-healing is embed-
ding self-healing libraries within the container and monitoring its 1/0 (Fig.
6.3). An external autonomic manager can then invoke these libraries—which
offer capabilities like code patching, fault isolation, I/O sanitization, re-
initialization, resource reallocation, or state restoration—to alter the com-
ponent's execution. However, the healing logic remains external to the con-
tainer itself.

https://kubernetes.io/docs/concepts/architecture/self-healing/
Shttps://lumigo.io/container-monitoring/docker-health-check-a-practical-guide/
“https://www.cncf.io/projects/kured/
Shttps://devtron.ai/blog/self-healing-auto-remediation-of-kubernetes-nodes/

148



“output” — 2026/2/24 — ‘17:16 — page 149 — #165

6.3. Containerized Component Healing

Figure 6.3: MAPE-K Loop for Virtualized Component Healing

A practical application of this approach can be seen in handling a stuck
thread or resource deadlock within the billing service. Unlike system heal-
ing, which treats the container as a black box, component healing allows
the external manager to monitor granular application metrics via a man-
agement interface. If the manager analyzes that a speci c thread pool is
exhausted or locked, even while the container's operating system remains
responsive, it plans a targeted intervention. Instead of terminating the en-
tire instance, the manager executes a corrective action by invoking a spe-
ci c embedded API endpoint (e.g., /admin/reset-thread-pool or
/admin/force-gc). This triggers an internal reset of the problematic
logic or forces a garbage collection cycle while the container remains run-
ning, effectively resolving the fault without dropping other active user ses-
sions or incurring the startup latency of a full container restart.

This component-healing pattern is exempli ed by Kubernetes operators,
which implement domain-speci ¢ healing logic through Custom Resource
De nitions (CRDs). An operator monitors an application-speci c resource,
analyzes its status against desired speci cations, plans recovery actions us-
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ing domain knowledge (e.g., database replication), and executes corrective
steps through Kubernetes API calls [108]. For instance, a PostgreSQL op-
erator can detect a failed database replica, plan replica promotion, and exe-
cute the failover, all without restarting the entire database container.

The sidecar pattern employed by service meshes like Istio implements
component healing through infrastructure rather than application®code
The service mesh control plane monitors application metrics through side-
car proxies, analyzes traf ¢ patterns and error rates, plans recovery policies
(e.g., circuit breaking, automatic retries), and implements them in the side-
car proxie$. The advantage is that healing logic remains decoupled from
business logic; changes to policies require only control plane updates rather
than application redeployment, enabling rapid adaptation without modify-
ing source code.

6.4 Containerized Component Self-Healing

In order to achieve true self-healing of containerized systems at the com-
ponent level, the MAPE-K loop should be placed within the virtualized
execution environment (Fig. 6.4). The probes are no longer required as the
autonomic manager has direct access to all the necessary data within the
container.

Bhttps://www.ashah.uk/blog/service-mesh-implementation/
"https://www.codecentric.de/en/knowledge-hub/blog/resilience-design-patterns-retry-fallback-timeout-
circuit-breaker
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Figure 6.4: MAPE-K Loop for Virtualized Component Self-Healing

Consider the scenario of a database connection timeout caused by tran-
sient network instability. In this component self-healing model, the con-
tainer's internal logic acts as the autonomic manager. The internal monitor
detects the connection failure via exception handling, and the analyze phase
identi es that the connection pool has become stale. Rather than crashing
or propagating the error to the user, the system plans a recovery strategy: it
temporarily buffers or pauses incoming requests to prevent data loss. The
execute phase then triggers an internal refresh of the connection pool. Once
connectivity is restored, the buffered requests are processed. Crucially, this
entire cycle occurs within the container's runtime; the external orchestrator
perceives the container as continuously healthy and operational, completely
unaware that a fault occurred and was resolved.

True component self-healing is implemented by resilience libraries like
Resilience4j and Spring Clout] which embed MAPE-K loops directly in
application code. These libraries implement the full cycle internally: the
application code monitors method call outcomes (success/failure), analyzes
error patterns via the circuit breaker state machine, plans recovery actions
such as opening the circuit or applying a fallback, and executes these ac-

8https://blog.stackademic.com/building-self-healing-spring-boot-services-using-resilience4j-prometheus-
alert-hooks-%EF%B8%8F-d94d50f8525e
Shttps://spring.io/cloud
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tions before propagating errors to calférs This allows applications to
detect and recover from subtle faults like cascading failures from upstream
services without external orchestration [29, 99].

6.5 Healing Solution Comparison

To assess the proposed self-healing models, it is essential to position them
along a spectrum of architectural evolution. The three approaches (sys-
tem healing, component healing, and component self-healing) represent a
progression from external, reactive intervention to internal, proactive adap-
tation. The rationale for this comparison is to understand the architectural
trade-offs involved in shifting the responsibility for resilience from the or-
chestrator to the component itself. While higher autonomy is generally
desirable for antifragility, it introduces costs in terms of complexity and
resource consumption that must be weighed against the bene ts.

To facilitate this comparison, we established a qualitative evaluation
framework consisting of seven key architectural dimensions. These at-
tributes were selected to capture the tension between development effort
(e.g., complexity, source modi cation) and operational resilience (e.g., au-
tonomy, antifragility):

» Container autonomy is a containerized component's capacity to in-
dependently manage its lifecycle, recover from failures, and adapt
to its environment with minimal reliance on an orchestrator. A con-
tainer's level of autonomy signi cantly impacts system resilience and
ef ciency.

» System-component dependency indicates how much a containerized
component depends on the system to ful Il its purpose.

» Container complexity measures the internal logic required within the
container. As self-healing capabilities increase, so does the sophisti-
cation of internal interactions, potentially elevating the cognitive load
on developers. Finding a balance is key, as overly complex containers
hinder debugging, maintenance, and scalability, while overly simple
ones may not offer the necessary resilience and adaptability for con-
temporary distributed systems.

» Container resource requirements are the computational resources
(CPU, memory, storage, network bandwidth) a container needs to

10https://www.codingshuttle.com/spring-boot-handbook/microservice-circuit-breaker-retry-and-rate-limiter-
with-resilience4-j/
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function ef ciently and achieve its purpose.

» Expected container lifetime de nes how long a container is designed
to run, a duration that can vary from seconds to years based on its
speci ¢ purpose and design.

* Antifragility support in containerized systems describes a system's
capacity to not only endure failures but to learn from them, becom-
ing stronger and more effective as a result. Unlike traditional re-
silience or robustness, which aim to maintain functionality during dis-
ruptions, antifragility [147] views stressors, volatility, and uncertainty
as chances for adaptation and improvement.

» Source modi cation required: The executable source code shall be
altered to support self-healing libraries.

The results of applying this framework to the three healing models are
summarized in Table 6.1.

Table 6.1: Healing Solution Comparison

System | Component| Component
Healing Healing | Self-Healing

Container autonomy | Low Low High
System-component Low High Low
dependency

Container complexity, Low Medium High
Cont.amer resource Low Medium High
requirements

I_Exp_ected container Short Medium Long
lifetime

Antifragility support None Medium High
Sour_ce modi cation No Yes Yes
required

The evaluation reveals a clear architectural separation. As we move
from system healing to component self-healing, we observe an inversion of
attributes:

1. Cost of autonomy: There is a direct correlation between autonomy
and complexity. System healing imposes the lowest burden, as it treats
containers as black boxes requiring no internal modi cation. In con-
trast, component self-healing scores high in complexity and resource
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requirements because it requires embedding the MAPE-K loop di-
rectly into the runtime. This con rms that high resilience is not free; it
requires signi cant source modi cation and engineering investment.

2. Gain in resilience: Conversely, the support for antifragility scales
with the depth of integration. System healing offers none because
it simply restarts components without diagnosis. Component self-
healing achieves high antifragility because the internal logic can de-
tect granular faults (e.g., a speci ¢ stuck thread) and adapt its behavior
without disrupting the entire service.

3. Middle ground of component healing: The results show that compo-
nent healing effectively bridges the gap. By allowing an external man-
ager to trigger internal hooks (e.g., force-gc), it achieves medium
antifragility with only medium complexity, offering a balanced ap-
proach for components where full self-healing is too costly but simple
restarts are insuf cient.

In summary, the results demonstrate that there is no single best solu-
tion. Instead, the optimal choice depends on the criticality of the com-
ponent: mission-critical components justify the high costs of component
self-healing to achieve antifragility, while auxiliary services are best served
by the low-cost system healing approach. Therefore, the choice of healing
strategy should be dictated by the criticality of the speci c EVCS compo-
nent. For a mission-critical component like the Energy Exchange Manager
(introduced in Chapter 3), high complexity is acceptable because down-
time or latency directly risks grid stability and physical safety. In this con-
text, the investment in component self-healing to handle faults internally
and instantaneously is justi ed. Conversely, for a non-critical or stateless
component like the Forecasting Engine, transient downtime has minimal
operational impact. In such cases, the development overhead of internal
self-healing is likely unnecessary; simple system healing (e.g., a container
restart) is suf cient and signi cantly more cost-effective.

6.6 Considerations

Some additional considerations may be made to ne-tune the design.

6.6.1 Deployment Topologies

The aforementioned solutions may be deployed and integrated with a tra-
ditional orchestrator (Fig. 6.5). From left to right, the rst solution is the

154



“output” — 2026/2/24 — ‘17:16 — page 155 — #171

6.6. Considerations

current state of the art (traditional orchestrator + traditional container); the
second solution uses an intermediary healer and a container capable of heal-
ing, although a newer kind of healing orchestrator could integrate the healer
element, so developers will be able to focus on the healing container; the
third solution is a self-healing container that is compatible with traditional
orchestrators.

Figure 6.5: Deployment Topologies

Beyond the structural arrangement, a critical challenge in these hybrid
topologies is the potential ght for control between the embedded auto-
nomic logic and standard external orchestrators like Kubernetes. Without
careful coordination, a race condition may arise while the internal agent
is in the process of executing a complex recovery plan (e.g., draining and
refreshing a connection pool), which temporarily degrades responsiveness.
If the external orchestrator interprets this behavior solely as a failure via its
health checks, it may preemptively terminate the container, rendering the
internal recovery futile.

To resolve this, a clear separation of concerns must be established. The
internal self-healing loop is best suited for handling gray failures: “com-
ponent failures whose manifestations are fairly subtle and thus defy quick
and de nitive detection” [63]. Some examples are subtle anomalies such as
degraded performance, logic errors, or resource exhaustion that do not im-
mediately crash the process. In contrast, the external orchestrator should re-
serve its authority for crash failures: scenarios such as segmentation faults,
node deaths, or total unresponsiveness, where rapid detection is critical.
This dichotomy aligns with [124], which argues that while internal obser-
vation provides the speci city needed for gray failures, it comes at the cost
of high intrusiveness and complexity, whereas external observation offers
superior reliability for crash detection.
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6.6.2 Healing Loop Selection

The choice between healing methods, guided by Table 6.1 and Fig. 6.5, de-
pends on factors like fault severity, recovery time sensitivity, computational
overhead, and long-term performance impact. For example, resource-inten-
sive approaches suit critical failures, while less intensive ones address mi-
nor issues to maintain ef ciency. The decision also hinges on balancing
immediate operational needs with long-term maintenance goals for contin-
uous adaptation and stability.

6.6.3 Layering

These MAPE-K loops may also be combined and structured as layers. For
example, an external autonomic manager (Fig. 6.2) may control the status
of the container, while an internal one may control the program ow (Fig.
6.4), as shown in Figure 6.6.

156



“output” — 2026/2/24 — ‘17:16 — page 157 — #173

6.6. Considerations

Figure 6.6: Nested MAPE-K Loop

6.6.4 Overhead and Performance Implications

A critical consideration in adopting component self-healing is the compu-
tational tax levied by the embedded autonomic manager. If the self-healing
logic competes aggressively for resources, it defeats the system's purpose
by causing the very degradation it aims to prevent. Recent studies on failure
detection highlight that internal observation mechanisms, if not carefully
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designed, can introduce signi cant observation overhead that hampers ap-
plication performance [124].

To mitigate this, the internal monitor must be architected as a
lightweight, passive component. A polling-based design, where the moni-
tor continuously wakes up to query system state, is ill-suited for this context
as it induces jitter and wastes cycles during healthy operations. Instead, an
event-driven (reactive) architecture is strictly preferable. By subscribing to
speci ¢ asynchronous hooks, such as exception interrupts, log stream pat-
terns, or JVM events, the autonomic logic remains dormant during normal
execution. It activates only when a speci c fault signature is detected, en-
suring that the cost of autonomy remains negligible during the vast majority
of the system'’s lifecycle.

6.7 Conclusion

This chapter addressed the research question: How can the MAPE-K loop
be extended to enable robust self-healing capabilities within containerized
software systems? (RQ6.1).

We have demonstrated that the standard MAPE-K loop must be ex-
tended from a single, centralized control mechanism into a multi-layered
architectural pattern that operates at varying levels of granularity. Specif-
ically, this extension is realized through three distinct models that answer
the research question by distributing autonomic responsibility:

» System healing (external loop): We extended the Execute phase of the
loop to leverage container orchestrators for coarse-grained recovery.
This provides a baseline robustness against crash failures by treating
the container as a black box and applying restart tactics.

» Component healing (hybrid loop): We extended the Plan phase to
allow an external manager to trigger speci c internal recovery hooks
(e.g., garbage collection and cache ushing). This bridges the gap
between external oversight and internal state management.

» Component self-healing (internal loop): Crucially, we answered the
qguestion of robustness against gray failures (subtle anomalies like
thread deadlock or logic errors) by embedding the MAPE-K loop di-
rectly within the container runtime. This allows the system to detect
and resolve faults that are invisible to external orchestrators.

Furthermore, to ensure these extensions function in a real-world con-
tainerized environment, we de ned deployment topologies that resolve the
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con ict between internal self-healing and external orchestration. We con-
cluded that a layered MAPE-K approach is required: an internal loop must
handle application-speci c logic and gray failures to achieve antifragility,
while the external orchestrator loop retains authority over resource alloca-
tion and crash failures.

Ultimately, the MAPE-K loop is not merely applied, but distributed
across the architecture. By selecting the appropriate loop depth based on
component criticality, using high-complexity internal loops for mission-
critical components and low-complexity external loops for auxiliary ser-
vices, architects can achieve a system that is not just fault-tolerant, but ac-
tively adaptive.
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CHAPTER

Scenario-Based Evaluation
of Architectural Resilience

The preceding chapters have established a comprehensive architectural blue-
print. While this formal analysis con rmed the architecture's theoretical
soundness and static properties, a critical question remains: How does the
system behave dynamically when faced with the inevitable and often un-
predictable failures of real-world operation?

This chapter directly addresses that question by shifting the focus from
static models to dynamic behavior. It employs a scenario-based analysis
to evaluate the architecture's practical resilience. Crucially, the failure sce-
narios examined herein are not hypothetical; they are drawn directly from
the ethnographic study conducted with industry practitioners, ensuring the
analysis is grounded in the most frequent and impactful challenges faced
by charge point operators today.

To illustrate the system's response to these adverse events, this chap-
ter utilizes UML sequence diagrams. This modeling technique provides a
clear, time-ordered visualization of the interactions between the 10T, edge,
and cloud components. It allows us to trace the precise ow of messages,
the activation of fallback mechanisms, and the execution of recovery pro-
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tocols, offering a dynamic view of how the architecture mitigates failures

and maintains service continuity.

Additionally, these sequence diagrams serve as the behavioral instanti-
ation of the self-healing models proposed in Chapter 6. Speci cally, the
Local Operations Manager and Global Operations Manager function as the

Autonomic Managers within the MAPE-K control loop.
In these diagrams:

* Monitoring is represented by the activation of timers and health-check

signals (e.g., ping).

» Analysis is represented by the conditional logic following timeouts or
error responses (e.g., Timer runs out).

» Planning and Execution are demonstrated by the corrective messages
sent to components (e.g., Activate fallback network, Reload compo-

nent).

Table 7.1 provides an example mapping of these theoretical control loop
phases to the speci ¢ signals, timers, and decision logic depicted in the dia-
grams, illustrating how the architecture transitions from theory to practice.

Table 7.1: Mapping of MAPE-K Concepts to Sequence Diagram Implementations

Theory

Practice

Action in Sequence Diagram

Autonomic Manager

Local Operations Manager
Global Operations Manage

rOrchestrates recovery logic

Monitor

Timers, Heartbeats

Start timer, Ping IP list

Analyze

Timeout Logic,
Error Validation

Time runs out,
Invalid response

Plan/Execute

Mitigation Strategies

Switch to replica,
Reload component

System Healing

Restart/Replacement

Rebooting the edge device
or container

Component Healing

Internal Reset

Reloading speci ¢ faulty
rmware/software

By walking through a range of common failures—from network connec-
tivity loss to payment processing errors—this chapter evaluates the frame-
work's design capability to achieve graceful degradation and robust, au-
tonomous operation, thereby verifying the design logic of the architectural

choices that are central to this thesis.
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7.1 Research Questions

In this chapter, we focus on the following research questions:

* RQ7.1: How does the proposed distributed cloud-edge architectural
framework demonstrate practical resilience when subjected to a range
of common operational failure scenarios in the EV charging ecosys-
tem?

* RQ7.2: How do the dynamic interactions between the architectural
components, as modeled in sequence diagrams, ensure service conti-
nuity and graceful degradation during these adverse events?

7.2 Methodology

To evaluate the completeness of the resilience strategies, this chapter em-
ploys a scenario-based analysis methodology. This approach was chosen to
systematically trace real-world requirements to architectural patterns, veri-
fying that the design logic covers concrete operational challenges.

The failure scenarios analyzed in the subsequent sections are not hy-
pothetical. They were systematically identi ed and selected based on the
qualitative data gathered during the ethnographic study and in-depth inter-
views conducted with practitioners at a prominent European Charge Point
Operator, as described in Chapter 3. This ensures that the analysis focuses
on the most frequent and impactful issues faced in the day-to-day manage-
ment of an EV charging network.

For each identi ed failure, a structured analysis was performed, encom-
passing the following steps:

» Scenario de nition: A concise description of the failure event.

» Possible causes: An enumeration of the likely root causes, derived
from practitioner insights.

* Impact analysis: An assessment of the potential consequences on op-
erations, user experience, and revenue.

» Mitigation strategies: A detailed outline of the architectural mecha-
nisms and design choices to prevent or mitigate the failure's impact.

» Sequence diagrams: The creation of UML sequence diagrams to pro-
vide a dynamic view of the system. These diagrams model the precise
interactions between the architectural components during the failure
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event and the subsequent recovery process, demonstrating how the
system maintains service continuity and graceful degradation.

This structured methodology allows for a rigorous examination of the
framework's behavior under stress, providing tangible evidence of its re-
silience and adaptability in practice.

7.3 Network Connectivity Failures

7.3.1 Scenario

The EV charging station loses connection to the central management sys-
tem or the Internet, causing disruptions in processing payments, updating
software, or monitoring and reporting station status.

7.3.2 Possible Causes

» ISP outage: The Internet Service Provider experiences downtime.
* Hardware failure: Issues with routers, modems, or network interfaces.

» Environmental factors: Physical damage to network cables or wireless
interference.

» Software bugs: Flaws in network-related software components.

» Con guration errors: Incorrect network con gurations or settings.

7.3.3 Impact

» Payment processing disruptions: Unable to process transactions if
the payment system relies on real-time communication with a central
server.

» Operational monitoring: Loss of real-time monitoring and manage-
ment capabilities.

» User authentication issues: Dif culties in verifying user identities and
authorizations.

» Firmware/software update failures: Inability to download and apply
updates.

» User dissatisfaction: Frustration due to service interruptions, poten-
tially leading to loss of customers.
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7.3.4 Mitigation Strategies
* Local caching and processing

— Implementation: Develop software that can locally store transac-
tion data and operational logs. Implement a local database or le
storage system to temporarily hold this data.

— Synchronization: Once connectivity is restored, synchronize the
cached data with the central server.

— Transaction integrity: Ensure that local transactions are veri ed
and reconciled with the central system to avoid discrepancies.

» Failover connections

— Multiple network interfaces: Equip charging stations with multi-
ple network interfaces (e.g., Ethernet, Wi-Fi, cellular).

— Automatic failover: Implement automatic switching to a secondary
connection if the primary connection fails.

— Network load balancing: Use load balancing to distribute traf-
¢ across multiple connections, ensuring better performance and
redundancy.

» Regular heartbeat checks

— Heartbeat mechanism: Implement a regular heartbeat signal be-
tween the charging station and the central server to monitor con-
nectivity status.

— Alert system: Set up an alert system to notify maintenance teams
of connectivity issues.

— Retry logic: Include retry logic to attempt reconnection at de ned
intervals.

» Of ine mode operations

— Of ine authentication: Store user credentials and authorization
data locally to allow user access even when of ine.

— Grace period for payment: Allow users to initiate charging ses-
sions with deferred payment processing. Once connectivity is
restored, process the payments and reconcile accounts.
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— Basic operational capabilities: Ensure that essential functions (e.g.,
starting/stopping charging sessions) can operate in of ine mode.

» Robust network hardware

— High-quality hardware: Use reliable and high-quality networking
hardware designed for outdoor and industrial environments.

— Redundant systems: Implement redundant routers and network
devices to take over if one fails.

— Environmental protection: Protect network cables and devices
from physical and environmental damage (e.g., weatherproo ng,
secure mounting).

» Edge computing capabilities

— Local Processing: Implement edge computing capabilities to han-
dle more processing locally, reducing dependency on central
servers.

— Data Aggregation: Aggregate and process data locally, sending
only essential information to the central system once connectivity
is restored.

» User communication

— User noti cations: Inform users of connectivity issues and esti-
mated resolution times through the charging station interface or
mobile app.

— Clear instructions: Provide clear instructions on what users can
do during connectivity outages, such as how to proceed with of-
ine payments or contact support.

7.3.5 Sequence Diagrams

Scenario 1: Regular EVSE to Cloud Communications
Scenario 2: Communication Failure between the Edge Device and the Cloud

The EVSE can communicate with the edge and cloud by creating a request
to the Local Operations Manager, who will then start the timer and send
such request to the Global Operations Manager, who will in turn forward it
to the EVCS Operations Manager. At this point, two scenarios may occur:
the edge device receives a response from the cloud or not.
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In the rst case, the EVCS Operations Manager sends its response to
the Global Operations Manager, who retransmits it to the Local Operations
Manager. This last component will then reset the timer, send the response
to the EVSE, and acknowledge the response reception to the Global Oper-
ations Manager.

In the second scenario, the timer times out without receiving said re-
sponse from the EVCS Operations Manager. The Local Operations Man-
ager then removes the timer and activates the fallback network. This could
refer to another network device in the edge device (industrial computer) or
an entirely different network, be it LAN, WLAN, or WAN. The next step is
to ping an IP list (local and/or remote) to verify the connectivity. Then, the
Local Operations Manager communicates this failure to the EVCS Opera-
tions Manager, via the Global Operations Manager, who acknowledges the
alert, and nally activate the remediation mechanism on the cloud.

Remediation

The remediation of this failure may include the deployment of a tech-
nician to the station to check the network devices and identify the root
cause. Alternatively, such a diagnostic may be performed locally and/or
remotely. For cellular or satellite communications, environmental condi-
tions may also be considered. Additionally, software de ned networks may
be implemented instead of, or as a fallback alternative to, physical network
devices.
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Figure 7.1: Sequence Diagram for Scenarios 1 and 2

Scenario 3: Communication Failure between the EVSE and the Edge Device

In this scenario, the EVSE creates a request to the Local Operations Man-
ager and activates a timer. However, the time runs out without receiving
a response, so the EVSE removes the timer and activates the fallback net-
work. In this case, the EVSE might switch its network device or connect
to a different LAN, WLAN, or WAN. Then it attempts to ping a set of in-
ternal and/or external IP addresses to verify the network connectivity. Af-
terwards, it sends an alert to the Global Operations Manager, skipping the
Local Operations Manager (in the cases of LAN or edge device failure),
who instructs the EVCS Operations Manager to register the network failure
and acknowledges the reception of the alert. Finally, the EVCS Operations
Manager activates the remediation mechanism on the cloud.

Remediation
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The remediation of this failure may include the deployment of a tech-
nician to the station to check the network devices and identify the root
cause. Alternatively, such a diagnostic may be performed locally and/or
remotely. For cellular or satellite communications, environmental condi-
tions may also be considered. Additionally, software de ned networks may
be implemented instead of, or as a fallback alternative to, physical network
devices.

Figure 7.2: Sequence Diagram for Scenario 3

Scenario 4: Regular Cloud to EVSE Communications
Scenario 5: Communication Failure between the Cloud and the Edge Device

In these scenarios, the inverse communication ow is considered (i.e. cloud
=> edge => loT). Therefore, the EVCS Operations Manager creates a re-
guest to the Global Operations Manager, who activates the timer and sends
the request to the Local Operations Manager. At this point, either the net-
work works correctly or there is a failure at the edge device.

In the rst case, the Local Operations Manager forwards the request to
the EVSE, who returns a response to the Local Operations Manager. Then,
the latter resends the response to the Global Operations Manager, who re-
moves the timer, sends the response to the EVSE and an acknowledgement
to the Local Operations Manager.

In the second case, the timer runs out and it is removed by the Global
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Operations Manager. Subsequently, this component pings an IP list of fall-
back network devices at the station (i.e. edge) and establishes a connec-
tion. Finally, the Global Operations Manager instructs the EVCS Oper-
ations Manager to register the failure and the Local Operations Manager
activates the remediation mechanism.

Remediation

As in the other scenarios, the remediation of this situation could include
the visit of a technician to diagnose the situation on site. Otherwise, local
and remote algorithms may be designed to autonomously resolve the issue.
Again, software de ned networks might offer some bene ts in this context.

Figure 7.3: Sequence Diagram for Scenarios 4 and 5
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Scenario 6: Communication Failure between the Edge Device and the EVSE

In this scenario, the Local Operations Manager creates a request to the
EVSE and activates the timer. However, the timer runs out without re-
ceiving a response from the EVSE. So, the Local Operations Manager re-
moves the timer and pings a set of fallback IP addresses (of the EVSE,
LAN, WLAN, and WAN) to identify the failing network and device, and
connect to a fallback network. Then, the Local Operations Manager no-
ti es the Global Operations Manager about the failure, who subsequently
instructs the EVCS Operations Manager to register it and acknowledges its
reception. Finally, the Local Operations Manager activates the remediation
mechanism.

Remediation

In this case, the network to which the EVSE is connected or one of its
network devices might be crashing, which must be taken into account when
designing the remediation algorithm to be deployed to the industrial com-
puter (edge device). Although a simple reboot might apparently solve the
problem, it does not necessarily solve the cause of the problem. Therefore,
the designer of such algorithm might want to take measures in information
security, software de ned networks, and root cause identi cation.

Figure 7.4: Sequence Diagram for Scenario 6
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7.4 Payment Processing Failures

7.4.1 Scenario

Software issues cause failures in processing payments, either due to issues
with the payment gateway or the software managing transactions.

7.4.2 Possible Causes

» Payment gateway outages: The third-party payment gateway is down
or experiencing issues.

Network connectivity issues: Loss of connection to the payment gate-
way.

Software bugs: Errors or bugs in the payment processing software.

Expired payment credentials: User payment credentials are expired or
invalid.

Fraud detection systems: Legitimate transactions are agged incor-
rectly by fraud detection systems.

7.4.3 Impact

» Transaction failures: Users are unable to complete payment transac-
tions, leading to interrupted charging sessions.

* Revenue loss: Potential loss of revenue due to failed or incomplete
transactions.

» User dissatisfaction: Frustration and dissatisfaction among users due
to payment issues.

» Operational delays: Additional time and resources required to resolve
payment disputes and issues.

» Reputation damage: Negative impact on the reputation of the charging
station provider.

7.4.4 Mitigation Strategies

* Fallback payment methods

— Alternative methods: Implement multiple payment options (e.g.,
credit/debit cards, mobile payments, NFC, QR codes).
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— Ofine payments: Allow users to initiate charging sessions and
defer payment processing until later.

» Transaction retrying mechanism

— Retry logic: Automatically retry failed transactions at regular in-
tervals.

— Exponential backoff: Use exponential backoff strategies to space
out retries and avoid overloading the payment gateway.

— User noti cations: Inform users of the retry attempts and status
updates.

» Grace period

— Delayed payment window: Allow users to start charging with a
grace period to complete the payment later.

— Conditional access: Grant conditional access to charging services
while the payment issue is resolved.

» Local payment processing

— Local transaction storage: Store transaction data locally and pro-
cess it once connectivity to the payment gateway is restored.

— Ofine authentication: Validate user credentials and payment de-
tails locally to allow charging to commence.

* Redundant payment gateways

— Multiple gateways: Integrate with multiple payment gateways to
provide redundancy.

— Automatic switching: Implement automatic switching to an alter-
native payment gateway in case of failure.

» User authentication and credential management

— Credential caching: Cache user payment credentials locally to
allow for of ine authentication.

— Tokenization: Use tokenization to securely store and manage pay-
ment credentials.
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» Robust error handling and logging

— Detailed logs: Maintain detailed logs of payment transactions and
failures for troubleshooting.

— Error alerts: Set up real-time alerts to notify support teams of
payment processing issues.

— User-friendly error messages: Display clear and helpful error
messages to users.

 Fraud detection and prevention

— Adaptive systems: Use adaptive fraud detection systems that can
distinguish between legitimate and fraudulent transactions more
accurately.

— User veri cation: Implement additional user veri cation steps if
a transaction is agged as potentially fraudulent.

» User communication and support

— Proactive communication: Inform users of known payment issues —
through the charging station interface or mobile app.

— Support channels: Provide easy access to customer support for
resolving payment issues.

— Feedback mechanism: Allow users to report payment problems
directly through the interface.

» Regular testing and updates

— Payment system testing: Regularly test the payment processing
system to identify and x bugs.

— Software updates: Keep the payment processing software up to
date with the latest security patches and improvements.

» Data analytics and monitoring

— Real-time monitoring: Continuously monitor payment transac-
tion data to identify and address issues promptly.

— Analytics: Use data analytics to understand payment failure pat-
terns and take preventive measures.
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7.4.5 Sequence Diagrams
Scenario 1: Regular Payment Processing

In this scenario, the user (driver) starts a session in the EVSE. Then, a pay-
ment request is sent to the Edge Payment Manager, who resends it to the
Local Operations Manager. At this point, the latter transmits the request
to the Payment Gateway and receives a positive response (i.e. the payment
was processed correctly). Next, the Local Operations Manager sends the
response back to the Edge Payment Manager and the payment data to the
Global Operations Manager, for the EVCS Operations Manager to store it.
In the meantime, the Edge Payment Manager noti es the EVSE of the suc-
cessful payment, who in turn displays a message to the user and starts the
charging session. The user then charges the vehicle and ends the charg-
ing session. Successively, the EVSE sends the nal payment data (i.e. the
amount of money that corresponds to the actual energy delivered to the ve-
hicle, since the initial payment request should cover a full charge, but if a
user consumes less energy, the nal price should be adjusted coherently) to
the Edge Payment Manager, who forwards it to the EVCS Operations Man-
ager, via the Local and Global Operations Managers, to store such data.
Then, the user session ends.

Scenario 2: Payment Gateway Unreachable

Sometimes the payment gateway may be unreachable, thereby temporarily
interrupting the station's operations. In this scenario, a user (driver) start a
session in the EVSE, who proceeds to send a payment request to the Edge
Payment Manager, who forwards the request to the Local Operations Man-
ager, who sends it to the Payment Gateway to place an authorization hold
on the user's credit card for a security deposit that covers the full charge.
At this point, the Local Operations Manager activates a timer. In this case,
time runs out without receiving a response, so the Local Operations Man-
ager removes the timer and pings a fallback payment gateway. Since it
successfully establishes a communication line with the fallback payment
gateway, this component sends the gateway the request. The gateway then
returns a positive response to the Local Operations Manager, who sends it
to the Edge Payment Manager and sends the payment data to the Global
Operations Manager, who resends it to the EVCS Operations Manager for
storage, in addition to storing the failure of the payment gateway and ac-
tivating the remediation mechanism. In the meantime, the Edge Payment
Manager noti es the EVSE of the payment success, and the latter in turn
displays the respective message to the user and starts the charging session.
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Figure 7.5: Sequence Diagram for Scenario 1

The user then charges the vehicle and ends the charging session. Subse-
guently, the EVSE sends the nal payment data to the EVCS Operations
Manager (via the Edge Payment Manager, Local Operations Manager, and
Global Operations Manager) for storage and ends the user's session.

Remediation

Since for some reason the main payment gateway is unreachable, in
addition to switching the gateway, the remediation algorithm may search
for the root cause by verifying connectivity from other points and delving
into the logs. This issue may also be related to information security.
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Figure 7.6: Sequence Diagram for Scenario 2

Scenario 3: Payment Rejected

The user start a session in the EVSE, who sends a payment request to the
Payment Gateway (via the Edge Payment Manager and Local Operations
Manager), who returns a negative response. At this point, the Local Op-
erations Manager sends the payment data to the Global Operations Man-
ager, who forwards it to EVCS Operations Manager for storage. Then, the
Edge Payment Manager noti es the EVSE of the payment rejection and the
EVSE displays a message to the user.

The user now has the option to try an alternative payment method or
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just end the session. In the rst case, the alternative payment method is
processed as in Scenario 1.

Figure 7.7: Sequence Diagram for Scenario 3
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7.5 Firmware/Software Update Failures

7.5.1 Scenario

Failed or incomplete updates can leave the charging station in an unstable
or non-functional state.

7.5.2 Possible Causes

* Interrupted updates: Power loss or network disconnection during the
update process.

» Corrupted les: Downloaded update les are corrupted or incomplete.

» Compatibility issues: Updates are incompatible with existing hard-
ware or software con gurations.

» Software bugs: Bugs in the update package that cause system insta-
bility.

* Insuf cient testing: Updates not thoroughly tested before deployment.

7.5.3 Impact

» System downtime: Charging stations become non-functional, leading
to service interruptions.

 Security vulnerabilities: Incomplete updates leave systems exposed to
security risks.

» User inconvenience: Users experience disruptions or are unable to use
the charging station.

» Maintenance costs: Increased maintenance and support costs to re-
solve issues.

* Reputation damage: Negative impact on the charging station provider's
reputation.
7.5.4 Mitigation Strategies
* Rollback mechanism

— Previous version backup: Keep a backup of the previous stable
rmware/software version.
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— Automatic rollback: Implement automatic rollback to the last
known good state if the update fails.

— User-initiated rollback: Allow maintenance personnel to manu-
ally trigger a rollback if needed.

» Safe update protocols

— Atomic updates: Ensure that updates are applied atomically so
that incomplete updates do not alter the system state.

— Integrity checks: Perform integrity checks on the update les be-
fore applying them.

— Partial updates: Allow updates to be applied in smaller, manage-
able chunks to reduce the risk of failure.

» Testing and staging

— Staging environment: Test updates in a controlled staging envi-
ronment that mimics the production setup.

— Beta testing: Deploy updates to a small subset of charging sta-
tions as a beta test before a full rollout.

— Comprehensive testing: Conduct extensive testing for compati-
bility, performance, and security before deployment.

» Update delivery and veri cation

— Redundant servers: Use multiple servers to host update les to
ensure availability.

— Secure delivery: Implement secure protocols (e.g., HTTPS) for
downloading updates to prevent tampering.

— Veri cation process: Verify the integrity and authenticity of up-
date les before installation.

» Scheduled updates

— Maintenance windows: Schedule updates during low-usage peri-
ods to minimize user disruption.

— User noti cations: Inform users in advance about scheduled up-
dates and potential downtime.
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 Incremental updates

— Small incremental changes: Break down large updates into
smaller, incremental changes that are easier to manage and less
risky.

— Cumulative updates: Ensure each incremental update is cumula-
tive, containing all previous changes to avoid dependency issues.

* Remote monitoring and management

— Update monitoring: Monitor the update process in real-time to
detect and address issues promptly.

— Remote troubleshooting: Enable remote access for technical sup-
port to diagnose and x update-related problems.

— Logging and reporting: Maintain detailed logs of the update pro-
cess and outcomes for troubleshooting and auditing.

» User communication and support

— Real-time noti cations: Provide real-time status updates to users
during the update process.

— Support channels: Ensure users can easily contact support if they
experience issues following an update.

— Documentation: Provide clear documentation and guidance on
what to do if an update fails.

* Resource management

— Suf cient storage: Ensure the charging station has enough storage
space for the update les.

— Power management: Use backup power systems (e.g., batteries)
to ensure updates can complete even during power interruptions.

— Performance monitoring: Monitor system resources (CPU, mem-
ory) to ensure they can handle the update process without degra-
dation.
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7.5.5 Sequence Diagrams

Scenario 1: Regular EVSE Firmware/Software Update
Scenario 2: EVSE Firmware/Software Update Validation Failure

In these scenarios, the administrator starts a rmware/software update in the
DevOps Manager. This component in turn sends the update package to the
Global Operations Manager, who transfers the binary package to the Local
Operations Manager, who sends it to the EVSE. The latter then validates
such package.

Two cases are possible at this stage: the update package is valid or not.
In the rst case, the EVSE proceeds to apply the update and noti es the
administrator of the successful task completion, via the Local Operations
Manager, Global Operations Manager, and DevOps Manager.

In the second case, the EVSE noti es the administrator of the invalid up-
date package (via the Local Operations Manager, Global Operations Man-
ager, and DevOps Manager) and logs the issue. The administrator subse-
quently sends the corrected update package to the DevOps Manager, who
sends it to the EVSE (via the Global Operations Manager and Local Op-
erations Manager). The EVSE validates the new package, applies the up-
date, and noti es the administrator of the successful task completion, via
the Local Operations Manager, Global Operations Manager, and DevOps
Manager.

Remediation

It may be convenient to activate a remediation mechanism after an un-
successful update package validation to perform diagnostics and repair what
caused the issue, rather than having the administrator do so manually. If
what caused the issue couldn't be identi ed or solved autonomously, the
system might involve the Human-in-the-Loop with indications that facili-
tate the resolution of the issue.
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Figure 7.8: Sequence Diagram for Scenarios 1 and 2

Scenario 3: EVSE Firmware/Software Update Failure

In this scenario, the administrator starts the rmware/software update in
the DevOps Manager, who sends the update package to the EVSE, via the
Global and Local Operations Managers. The EVSE then validates the pack-
age and attempts to apply the update. However, this task fails. So, the
EVSE noti es the administrator via the Local Operations Manager, Global
Operations Manager, and the DevOps Manager. Next, the EVSE rolls back
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the update, restores the previous version, and communicates the task's suc-
cess to the administrator via the Local Operations Manager, Global Opera-
tions Manager, and DevOps Manager.

Remediation

Rather than rolling back the update and restoring the previous version
of the rmware/software, a remediation mechanism may be designed to
analyze the package, identify the faulty bit sequence and autonomously
apply a solution or, in the case of a more complex operation or of one with
lower a success probability, propose a solution that involves a Human-in-
the-Loop.

Figure 7.9: Sequence Diagram for Scenario 3

7.6 User Authentication Failures

7.6.1 Scenario

Issues with user authentication can prevent legitimate users from accessing
charging services.
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7.6.2 Possible Causes
» Network issues: Loss of connectivity to authentication servers.
» Server downtime: Authentication servers are down or unresponsive.
» Software bugs: Bugs in the authentication software or API.
» Expired credentials: Users' credentials are expired or invalid.
» Con guration errors: Miscon guration in the authentication system.

» Security breaches: Compromised user accounts or credentials.

7.6.3 Impact

» Access denial: Legitimate users are unable to access charging ser-
vices.

 User frustration: Users experience inconvenience and dissatisfaction.

» Operational disruptions: Increased support requests and operational
delays.

» Revenue loss: Potential loss of revenue due to service interruptions.

» Security risks: Potential exposure to unauthorized access if authenti-
cation is bypassed.

7.6.4 Mitigation Strategies

* Redundant authentication servers

— Multiple servers: Deploy multiple authentication servers to en-
sure availability.

— Load balancing: Use load balancing to distribute authentication
requests evenly across servers.

— Geographically distributed servers: Place authentication servers
in different geographic locations to reduce latency and increase
redundancy.

* Local user authentication

— Credential caching: Cache user credentials locally to enable of-
ine authentication.
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— Local veri cation: Implement local veri cation mechanisms that
can operate without real-time server access.
— Time-bounded tokens: Use tokens with limited validity to allow
temporary access during server outages.
» Token-based authentication
— JWT (JSON Web Tokens): Use JWTs for secure and stateless
user authentication.
— OAuth2: Implement Oauth2 protocols for robust and exible au-
thentication.
— Token refresh mechanism: Allow tokens to be refreshed without
requiring a full authentication process.
» User-friendly error handling
— Clear error messages: Provide clear and actionable error mes-
sages to users when authentication fails.
— Retry mechanism: Implement automatic retry mechanisms for
transient errors.
— Fallback options: Offer alternative authentication methods (e.qg.,
one-time passwords via SMS or email).
» Robust error handling and logging
— Detailed logs: Maintain detailed logs of authentication attempts
and failures for troubleshooting.
— Alert system: Set up alerts for unusual authentication failures to
detect potential issues early.
— Regular audits: Conduct regular audits of authentication logs to
identify and address recurring issues.
» Fallback authentication methods
— Backup authentication: Provide backup authentication methods,
such as RFID cards or PIN codes, for users who cannot authenti-
cate through the primary method.
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— Grace periods: Allow users to start charging with a grace period
during which they can resolve authentication issues.
» User communication and support
— Real-time noti cations: Notify users of authentication issues and
provide status updates.
— Support channels: Provide accessible support channels for users
to get help with authentication problems.
— Self-service options: Offer self-service options for users to reset
passwords or unlock accounts.
* Regular testing and updates
— Authentication testing: Regularly test the authentication system
under different scenarios to identify and x issues.
— Software updates: Keep authentication software up to date with
the latest security patches and improvements.
— Simulated downtime: Conduct simulated downtime exercises to B
test the resilience of the authentication system.
» Data analytics and monitoring
— Real-time monitoring: Continuously monitor authentication pro-
cesses to detect and respond to issues promptly.
— Usage analytics: Analyze authentication data to understand usage
patterns and improve system performance.
— Incident response: Develop and practice incident response plans
to address authentication failures quickly.
7.6.5 Sequence Diagrams
Scenario 1: User Data Available in the Local Cache and Successful Validation
Scenario 2: User Data Available in the Local Cache and Failed Validation
The user (driver) starts a session in the EVSE, which proceeds to retrieve
the cached user data from the Edge User Manager and validates the cre-
dentials. At this point, two scenarios may occur: either the validation is
successful or not.
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In the rst case, the charging session begins, the user charges the vehi-
cle, and then ends the charging session. Afterwards, the EVSE sends the
session data to the Cloud User Manager (via the Edge User Manager, Local
Operations Manager, and Global Operations Manager) to store the session
data.

In the second case, the EVSE displays an authentication error to the user.

In both cases, the user session ends.

Figure 7.10: Sequence Diagram for Scenarios 1 and 2

Scenario 3: User Data Unavailable in the Local Cache and Successful Validation
Scenario 4: User Data Unavailable in the Local Cache and Failed Validation
Scenario 5: New User Registration

The user starts a session in the EVSE, but the user's data is not available
at the edge, so the Edge User Manager requests it from the Cloud User
Manager (via the Local and Global Operations Managers). However, before
returning the data, this component veri es if this user already exists in the
system.

Two cases may occur at this point: the user exists or not.
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In the rst case, the data is returned to the EVSE (via the Global Opera-
tions Manager, Local Operations Manager, and Edge User Manager) and it
validates the user's credentials.

A couple of sub-cases may now occur: the credentials are valid or not.

In the rst sub-case, the charging session begins, the user's data is added
to the local cache, and the user charges the vehicle, until he decides to end
the charging session. Then the session data is sent to the Cloud User Man-
ager (via the Edge User Manager, Local Operations Manager, and Global
Operations Manager) for storage.

In the second sub-case, the validation fails and an error is displayed to
the user.

In the second case, the user does not exist, so the Cloud User Manager
informs the EVSE (via the Global Operations Manager, Local Operations
Manager, and Edge User Manager). Then the Edge User Manager registers
the new user, starts the user's charging session, and instructs the Cloud User
Manager to add the new user. When the charging session ends, the user's
session data is transferred to the Cloud User Manager for storage (via the
Edge User Manager, Local Operations Manager, and Global Operations
Manager).

In both cases, the user session ends.
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Figure 7.11: Sequence Diagram for Scenarios 3, 4, and 5
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7.7 Hardware-Software Integration Failures

7.7.1 Scenario

Software bugs or incompatibility issues cause the charging hardware to
malfunction or become unresponsive.

7.7.2 Possible Causes

* Incompatible updates: Firmware or software updates that are incom-
patible with existing hardware.

* Driver issues: Problems with device drivers that facilitate communi-
cation between hardware and software.

» Con guration errors: Incorrect con guration settings that prevent
proper hardware-software interaction.

* Faulty hardware: Defective or failing hardware components.

» Software bugs: Errors in the software that manage hardware interac-
tions.

» Resource constraints: Insuf cient hardware resources (e.g., CPU, mem-
ory) to run the software effectively.

7.7.3 Impact

» System downtime: Charging stations become non-functional, leading
to service interruptions.

* Inconsistent performance: Charging sessions may be unreliable or un-
stable.

» User frustration: Users experience inconvenience and dissatisfaction
due to unreliable service.

* Increased maintenance: Higher maintenance and support costs to di-
agnose and X issues.

» Safety risks: Potential safety hazards if critical hardware fails or be-
haves unpredictably.
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7.7.4 Mitigation Strategies
* Robust testing

— Integration testing: Conduct comprehensive integration testing to

ensure hardware and software components work together seam-
lessly.

— Regression testing: Regularly perform regression testing after up-
dates to verify that existing functionality is not broken.

— Hardware-in-the-Loop (HIL) testing: Use HIL testing to simulate
hardware behavior and test software interactions.

* Modular software design

— Component isolation: Design software with isolated components
to minimize the impact of failures.

— Interoperability standards: Adhere to industry standards for hard-
ware-software interoperability.

— Abstraction layers: Implement abstraction layers to decouple soft-
ware from hardware speci cs.

 Error handling and logging

— Detailed error logging: Maintain detailed logs of hardware-soft-
ware interactions to facilitate troubleshooting.

— Graceful degradation: Implement graceful degradation strategies
to maintain partial functionality in case of failures.

— Self-diagnostics: Incorporate self-diagnostic capabilities to de-
tect and report issues proactively.

» Firmware and driver management

— Driver updates: Regularly update device drivers to ensure com-
patibility with new hardware and software.

— Firmware validation: Validate rmware updates in a controlled
environment before wide deployment.

— Rollback mechanism: Implement mechanisms to rollback rm-
ware or driver updates in case of issues.
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« Con guration management

— Centralized management: Use centralized con guration manage-
ment tools to ensure consistent and accurate settings across all
devices.

— Con guration audits: Perform regular con guration audits to iden-
tify and rectify discrepancies.

— Automated con guration: Employ automated con guration tools
to reduce the risk of human error.

* Redundant systems

— Hardware redundancy: Deploy redundant hardware components
to take over in case of failure.

— Failover mechanisms: Implement failover mechanisms to switch
to backup systems seamlessly.

— Load balancing: Use load balancing to distribute workload evenly
and prevent overloading any single component.

» Performance, monitoring and resource management

— Real-time monitoring: Continuously monitor hardware perfor-
mance and resource usage.

— Resource allocation: Ensure adequate hardware resources (CPU,
memory, storage) are available for software operations.

— Threshold alerts: Set up alerts for resource thresholds to preemp-
tively address potential issues.

» User communication and support

— Real-time status updates: Provide real-time status updates to users
about hardware and software performance.

— Support channels: Offer accessible support channels for users to
report issues and get help.

— Documentation and training: Provide comprehensive documen-
tation and training for support staff to handle hardware-software
integration issues.
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* Regular maintenance and updates

— Scheduled maintenance: Perform regular maintenance to check
and update hardware components.

— Proactive updates: Proactively update both hardware and soft-
ware to the latest stable versions.

— Compatibility testing: Before deploying updates, test them for
compatibility with existing hardware.

7.7.5 Sequence Diagrams
Scenario 1: Hardware Response Failure

In this scenario, the Local Operations Manager sends a command to the
EVSE, but does not receive a response or it is invalid. Thus, the Local Op-
erations Manager instructs the EVSE to perform an internal check. During
this task, the EVSE detected a hardware error so it reports it. The Lo-
cal Operations Manager then noti es the Global Operations Manager, who
tells the EVCS Operations Manager to register the failure. The Global Op-
erations Manager subsequently acknowledges the alert and the Local Oper-
ations Manager instructs the EVSE to reload the faulty component, which
is then acknowledged.

194



“output” — 2026/2/24 — ‘17:16 — page 195 — #211

7.7. Hardware-Software Integration Failures

Figure 7.12: Sequence Diagram for Scenario 1

Scenario 2: Firmware Response Failure
Scenario 3: Software Response Failure

The Local Operations Manager sends a command to the EVSE, but does
not receive a response or it receives an invalid one. The Local Operations
Manager thus instructs the EVSE to check the software logs. So, the EVSE
performs an internal check.

At this point, one of two errors may occur: rmware or software error.

Inthe rst case, the EVSE reports the rmware error to the Local Opera-
tions Manager, who noti es the Global Operations Manager, who instructs
the EVCS Operations Manager to register such error and acknowledges the
alert.

In the second case, the EVSE reports the software error to the Local
Operations Manager, who noti es the Global Operations Manager, who in-
structs the EVCS Operations Manager to register such error and acknowl-
edges the alert.

In both cases, the faulty component is reloaded in the EVSE and, once
this task is completed, it noti es the Local Operations Manager.
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Remediation

Rather than reloading the faulty component, further diagnostics may be
conducted to identify the speci ¢ cause of the issue and subsequently pro-
ceed in its autonomous remediation.
Figure 7.13: Sequence Diagram for Scenarios 2 and 3
7.8 Data Corruption and Loss
7.8.1 Scenario
Data corruption or loss during transactions, logging, or communication can
lead to inaccurate records and operational issues.
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7.8.2 Possible Causes

» Hardware failures: Failures in storage devices (e.g., SSDs, hard drives)
or other hardware components.

» Software bugs: Bugs in the software that handle data storage and man-
agement.

» Power interruptions: Sudden power losses or surges affecting data in-
tegrity.

* Network issues: Network disruptions leading to incomplete data trans-
fers.

* Human error: Mistakes in data handling or accidental deletion.

» Malware and cyber attacks: Malicious software or cyber attacks tar-
geting data integrity.

» Environmental factors: Physical damage due to environmental factors

(e.g., heat, moisture).

7.8.3 Impact

» Operational disruptions: Inability to process transactions or manage
operations.

* Revenue loss: Potential loss of revenue due to service interruptions or
data loss.

» User dissatisfaction: Frustration and dissatisfaction among users due
to unreliable service.

» Data integrity issues: Inaccurate or incomplete data leading to opera-
tional and nancial discrepancies.

* Increased maintenance costs: Higher costs for data recovery and sys-
tem repair.

» Regulatory compliance: Potential breaches of data protection regula-
tions and standards.
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7.8.4 Mitigation Strategies

» Data redundancy and backups

— Regular backups: Implement regular data backup schedules to
ensure recent data is always recoverable.

— Multiple backup locations: Store backups in multiple physical
and geographical locations to protect against localized disasters.

— Incremental backups: Use incremental backups to save changes
made since the last backup, minimizing storage requirements and
backup time.

* Error-checking mechanisms

— Checksums and hashes: Use checksums and hashes to verify data
integrity during storage and transfer.

— ECC memory: Use Error-Correcting Code (ECC) memory to de-
tect and correct data corruption in memory.

— Redundant storage systems: Employ RAID (Redundant Array N
of Independent Disks) con gurations to provide data redundancy
and fault tolerance.

* Power management

— Uninterruptible Power Supplies (UPS): Use UPS systems to pro-
vide backup power during outages.

— Surge protectors: Install surge protectors to guard against power
surges.

— Power conditioning: Employ power conditioning to stabilize volt-
age uctuations.

» Robust Data Handling Practices

— Atomic transactions: Ensure data operations are atomic, meaning
they are fully completed or not at all, to prevent partial updates.

— Transaction logs: Maintain detailed transaction logs to track
changes and support data recovery.
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— Data validation: Implement data validation checks to ensure data
accuracy and consistency.

* Network reliability

— Reliable networking equipment: Use high-quality routers,
switches, and cables to minimize network failures.

— Redundant connections: Implement redundant network connec-
tions to provide failover options.

— Data transfer protocols: Use reliable data transfer protocols that
support error checking and recovery.

» Regular maintenance and monitoring

— System health monitoring: Continuously monitor system health
and performance to detect potential issues early.

— Scheduled maintenance: Perform regular maintenance to check
and replace aging hardware components.

— Log monitoring: Regularly review system and transaction logs to
identify and address anomalies.

» Security measures

— Anti-malware software: Use anti-malware software to protect
against malicious attacks.

— Firewalls and intrusion detection systems: Implement rewalls
and intrusion detection systems to protect data from unauthorized
access.

— Access controls: Enforce strict access controls to limit data ac-
cess to authorized personnel only.

* Disaster recovery plan

— Comprehensive plan: Develop and maintain a comprehensive dis-
aster recovery plan detailing steps to recover data and resume op-
erations.

— Regular drills: Conduct regular disaster recovery drills to ensure
readiness.
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— Documentation: Keep detailed documentation of recovery proce-
dures and responsible personnel.

 User training and policies

— Training programs: Implement training programs to educate staff
on proper data handling and security practices.

— Data handling policies: Develop and enforce policies for data
handling, including guidelines for data entry, storage, and dele-
tion.

— Incident reporting: Establish clear procedures for reporting and
responding to data-related incidents.

» Advanced data protection technologies

— Blockchain for integrity: Use blockchain technology to ensure
the immutability and integrity of critical data.

— Encryption: Encrypt data both at rest and in transit to protect
against unauthorized access and tampering.

— Version control: Implement version control systems to keep track
of data changes and support rollback if necessary.

7.8.5 Sequence Diagrams
Scenario 1: Database Node Failure

In this scenario, an EVSE attempts to store data in the local database, but
it fails to do so. Thus, the Edge Data Manager informs the Local Opera-
tions Manager of such failure. The latter instructs the former to connect
to the fallback database node (in the case of a distributed database man-
agement system) and to proceed with the data storage. Subsequently, the
Edge Data Manager noti es the Local Operations Manager and EVSE that
the data has been successfully stored. Finally, the Local Operations Man-
ager communicates this failure to the EVCS Operations Manager, via the
Global Operations Manager who acknowledges such an alert, and activates
the remediation mechanism in the cloud.

Remediation

Although this situation is mostly managed at the station, because of the
possibility to connect to other distributed database nodes, a MAPE-K loop
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could also be inserted at the edge to handle additional database storage
problems or in the case of a non-distributed database.

As for the cloud remediation mechanism, its purpose is to identify the
cause of said failure and attempt to solve it autonomously. This may be as
simple as launching a new database node and decommissioning the faulty
node or as complex as delving into the node, checking the logs, and at-
tempting to provide a solution.

Figure 7.14: Sequence Diagram for Scenario 1

Scenario 2: Data Corruption

Data may become corrupted while attempting to store it at the edge. We
considered the ow in which the EVSE communicates with the Edge Data
Manager to store data. The latter then validates such data. If it is corrupt,
the Edge Data Manager reports this event to the Local Operations Manager
and noti es the EVSE. Afterwards, the Local Operations Manager initi-
ates the data recovery process on the Edge Data Manager, who proceeds
to retrieve the backup data and restore it. Once completed, this component
noti es the EVSE and sends an alert to the Global Operations Manager, in
order to register the event by the EVCS Operations Manager, who will in
turn acknowledge its reception. Finally, this last component will activate
the remediation mechanism.

Remediation

The remediation measures might include trying to recover the data from
the corrupt le, rather than restoring a backup of a previous version. Ad-
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ditionally, the algorithm might attempt to identify what damaged the le.

If the problem is related to a storage device failure, it might be necessary
to send a technician to replace the respective drive. Such data corruption
could also be due to information security breaches.

Figure 7.15: Sequence Diagram for Scenario 2

7.9 Overload and Performance Issues

7.9.1 Scenario

High user demand leads to software performance degradation, causing slow
response times or system crashes.
7.9.2 Possible Causes

» High user demand: Sudden spikes in user demand exceeding the sys-
tem's capacity.

* Insuf cientresources: Inadequate hardware resources (e.g., CPU, mem-
ory) to handle current workloads.

» Software inef ciencies: Inef cient algorithms or poorly optimized
software.
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» Network bottlenecks: Limited network bandwidth or high latency.

» Concurrent processes: Too many concurrent processes or threads run-
ning simultaneously.

 Faulty load balancing: Ineffective load balancing across servers or
components.
7.9.3 Impact

» System slowdowns: Reduced system performance and longer response
times.

 Service interruptions: Inability to handle new charging sessions or
maintain current ones.

 User frustration: Dissatisfaction among users due to slow or unrespon-
sive services.

« Potential revenue loss: Loss of revenue due to service downtime or
slow performance.

* Increased maintenance costs: Higher costs associated with diagnosing
and xing performance issues.

» Hardware strain: Increased wear and tear on hardware components
due to overuse.
7.9.4 Mitigation Strategies
» Scalable infrastructure

— Horizontal scaling: Add more servers or nodes to distribute the
load.

— Vertical scaling: Upgrade existing hardware (e.g., more RAM,
faster CPUSs).

— Cloud services: Utilize cloud infrastructure for on-demand re-
source scaling.

 Load balancing

— Ef cientload balancers: Implement advanced load balancing tech-
niques to distribute user requests evenly.

— Adaptive load balancing: Use adaptive algorithms that can dy-
namically adjust based on current loads.
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— Geographic load distribution: Distribute loads geographically to
reduce latency and balance the load globally.

» Performance optimization

— Code optimization: Optimize software code for better perfor-
mance (e.g., algorithm improvements, ef cient data structures).

— Database optimization: Optimize database queries and indexes
for faster data retrieval.

— Caching: Use caching mechanisms to store frequently accessed
data for quicker access.

» Resource management
— Resource allocation: Allocate suf cient resources to critical pro-
cesses and manage priorities.

— Throttling: Implement request throttling to limit the number of
requests during peak times.

— Auto-scaling: Use auto-scaling features to automatically adjust
resources based on load. —
* Network optimization
— Bandwidth management: Ensure adequate network bandwidth
and optimize data transfer protocols.

— Content Delivery Networks (CDNs): Use CDNs to distribute con-
tent closer to users.

— Quality of Service (QoS): Implement QoS policies to prioritize
critical network traf c.

* Monitoring and alerts

— Real-time monitoring: Continuously monitor system performance
and resource usage.

— Performance metrics: Track key performance metrics (e.g., re-
sponse times, CPU usage, memory usage).

— Alert systems: Set up real-time alerts for performance degrada-
tion or resource exhaustion.

» Concurrent process management
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— Process limitation: Limit the number of concurrent processes or
threads to prevent overloading.

— Task scheduling: Use ef cient task scheduling to manage process
execution.

— Asynchronous processing: Implement asynchronous processing
where possible to handle tasks without blocking.

* Redundancy and failover

— Redundant systems: Deploy redundant systems to take over in
case of failure.

— Failover mechanisms: Implement failover mechanisms to switch
to backup systems seamlessly.

— Distributed architecture: Use distributed architectures to spread
the load and increase fault tolerance.

» User communication and support

— Service status updates: Provide real-time service status updates
to users during high demand periods.

— Support channels: Offer accessible support channels for users to
report performance issues.

— User education: Educate users on optimal times to use services
and how to report issues.

» Regular maintenance and updates

— System maintenance: Perform regular maintenance to ensure sys-
tems are running ef ciently.

— Software updates: Regularly update software to incorporate per-
formance improvements and bug xes.

— Capacity planning: Conduct capacity planning to anticipate and
prepare for future demand increases.
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7.9.5 Sequence Diagram
Scenario 1: Power Overload

In this scenario, a power sensor and/or a protection device detects a power
overload. At this point, the Local Operations Manager disconnects the
faulty device that might be causing such problem and sends an alert to the
EVCS Operations Manager, via the Global Operations Manager, to regis-
ter this event and activate the respective remediation mechanism. Subse-
qguently, the alert reception is acknowledged and the electric vehicle that
could be affected by this malfunction and the other vehicles that were
scheduled to use this device are reallocated, to other EVSEs of the same
station or of another station.

Remediation

According to the degree of sophistication of the remediation mechanism,
it might include a self-adaptive MAPE-K loop to respond to this kind of
failure. Another loop could also be applied at the edge to handle such a
critical situation directly at the station, even when the connection to the
external network might be down.

Figure 7.16: Sequence Diagram for Scenario 1

7.10 Conclusion

This chapter set out to validate the practical resilience of the proposed
distributed cloud-edge architectural framework. By employing a scenario-
based analysis grounded in real-world challenges identi ed through inter-
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views with industry practitioners, we have systematically subjected the ar-
chitecture to a comprehensive range of common operational failures, from
network connectivity loss and payment gateway outages to rmware update
errors and hardware malfunctions.

The analysis provides a clear answer to the research questions posed
at the beginning of this chapter. The proposed framework demonstrates
architectural suf ciency (RQ7.1) through its core architectural tenets: a de-
liberate separation of concerns across the cloud, edge, and IoT layers. The
recurring pattern across all mitigation strategies is the empowerment of the
edge layer with signi cant local autonomy. This allows individual charging
stations to maintain essential functions—such as initiating charging ses-
sions using cached credentials , processing payments in an of ine mode ,
and handling local data management —even when disconnected from the
central cloud.

Furthermore, the dynamic interactions between components, as visual-
ized in the sequence diagrams, show precisely how service continuity is
maintained (RQ7.2). These diagrams illustrate that the system does not
fail silently or catastrophically. Instead, it exhibits graceful degradation,
enabled by speci ¢ mechanisms like timers, fallback connections, and roll-
back procedures. Components such as the Local Operations Manager and
Global Operations Manager act as the nervous system, detecting anomalies,
isolating faults, and triggering automated remediation protocols, ensuring
the system can either self-correct or maintain a baseline level of service
until a full resolution is possible.

In conclusion, the scenario-based examination in this chapter provides
analytical evidence that the distributed cloud-edge architecture is not merely
a theoretical construct but a robust and practical blueprint. It successfully
balances the need for centralized management and oversight with the de-
mand for local operational autonomy, demonstrating the architectural ca-
pacity to support a reliable, adaptable, and resilient EV charging infrastruc-
ture required for the future.
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CHAPTER

Case Study

The preceding chapters have developed a theoretical architectural frame-
work aimed at enhancing the resilience and adaptability of electric vehi-
cle charging station software. However, resilience (the ability to recover
from faults) cannot be decoupled from risk management. While the previ-
ous chapters focused on architectural resilience against operational failures
(accidental faults), true system trustworthiness requires resilience against
security vulnerabilities and systemic risks (intentional threats).

Risk management is intrinsically associated with resilience because it
serves as the foundational enabler for the advanced recovery mechanisms
proposed in this thesis. Sophisticated fault-tolerance tactics (Chapter 5) and
self-healing loops (Chapter 6) are rendered ineffective if the underlying in-
frastructure is compromised by security gaps. Therefore, risk management
provides the necessary baseline of security upon which advanced architec-
tural resilience must be built.

This chapter transitions from theory to practice to validate these archi-
tectural principles in a real-world operational context. To achieve this, the
chapter presents a case study conducted in collaboration with a prominent
CPO in Southern Europe.

The objective of this case study is to perform a targeted risk assess-
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ment of the CPQO's existing infrastructure. In software engineering, risk
can be seen as the potential for future harm—compromising functionality,
performance, or security—that arises from current design and operational
decisions [17]. This analysis is particularly vital for critical infrastructure
like EV charging networks, where software aws, cybersecurity threats,
and system integration failures can hinder scalability and safety. As de-
ned by the International Organization for Standardization in its standard
31000:2018, a risk is the “effect of uncertainty on objectives” and risk
management is a set of “coordinated activities to direct and control an or-
ganization with regard to risk.” Therefore, effective risk management is
crucial for ensuring the reliability and safety of these complex systems.

Electric vehicle charging stations are foundational to emerging sustain-
able transport networks and must operate reliably under dynamic and inter-
connected conditions. Poor risk management in such systems can compro-
mise not only individual components but also the broader energy grid and
transportation ecosystem. Therefore, a structured approach to risk—includ-
ing identi cation, assessment, mitigation, and communication—is essential
to maintain operational integrity and public trust [9, 161].

As electric vehicle infrastructure evolves, so do its dependencies on
software, digital communication systems, and external data inputs, all of
which introduce new layers of technical risk. Software aws, cybersecurity
threats, system integration failures, and inadequate load balancing are just
a few examples of issues that, without effective risk management, could
hinder the scalability and safety of EV charging networks [59, 67]. Risk
management thus serves not just as a protective mechanism but as a strate-
gic enabler for innovation, resilience, and long-term viability in this critical
domain.

By identifying vulnerabilities within the CPO's environment and propos-
ing speci ¢, actionable mitigation strategies, this case study serves two pri-
mary purposes. First, it provides tangible, real-world validation for the
security and resilience principles central to this thesis. Second, it offers a
practical roadmap that can help the collaborating CPO—and the industry
at large—strengthen their security posture, thereby enabling the continued
development of a trustworthy and resilient electric mobility ecosystem.

8.1 Research Questions

Throughout this chapter, we work on the following research questions with
the collaboration of a top industry player in the EVCS industry in Southern

Lhttps://iwww.iso.org/standard/65694.html
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Europe:

* RQ8.1: What are the primary cybersecurity vulnerabilities and risks
in this CPO's charging infrastructure?

* RQ8.2: What speci c, actionable mitigation strategies can be imple-
mented to address the identi ed security gaps and enhance the overall
security posture of this CPO's infrastructure?

8.2 Methodology

The risk assessment presented in this chapter builds upon the deep con-
textual understanding gained during the ethnographic study described in
Chapter 3. As detailed in that chapter, speci c technical details regard-
ing the infrastructure and raw interview transcripts have been abstracted or
anonymized to comply with Non-Disclosure Agreements (NDAs) and to
protect critical cyber-physical infrastructure.

The methodology for this risk assessment was designed to be system-
atic and comprehensive, ensuring that ndings are based on a thorough
understanding of the CPO's technical environment and operational proce-
dures. As illustrated in Figure 8.1, the process was conducted in two pri-
mary phases: (1) internal cyber-security process assessment and (2) risk
analysis and strategy development.
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