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1. Introduction
In this thesis, we explore an innovative clus-
tering approach of S&P500 companies, focus-
ing on the period from January 2007 to Decem-
ber 2022, to advance financial analytics. Tradi-
tional sector-based classifications, rooted in the
Global Industry Classification Standard (GICS)
since 1999, categorize companies as either Cycli-
cal or Non-Cyclical based on primary revenue
sources, earnings, and market reputation. How-
ever, this binary system has limitations due to
the inherent diversity within sectors. To over-
come this, we propose a refined approach that
combines machine learning with expert financial
insight through feature selection and existing
financial labels, using clustering algorithms on
company balance sheets to offer a novel distinc-
tion between Cyclical and Non-Cyclical compa-
nies. Additionally, we aim to enhance clustering
efficiency for time series analysis by developing a
novel algorithm, TimeSeriesKMeansFastDTW,
that leverages FastDTW’s linear complexity for
handling multivariate time series. This algo-
rithm is evaluated against traditional methods
for both quality and computational efficiency.
Our contributions include new definitions for
company cyclicality, a rapid clustering algorithm

for multivariate time series, and the application
of these innovations in constructing and assess-
ing financial portfolios. Through these advance-
ments, we provide a fresh perspective on finan-
cial data analysis, highlighting the potential of
machine learning in uncovering hidden company
similarities and improving investment strategies.

2. Theoretical Framework
In the domain of financial analytics, the analy-
sis of time series data, particularly from the S&P
500, presents unique challenges and opportuni-
ties. This exploration delves into the methodolo-
gies and algorithms pivotal for clustering such
data, considering both univariate and multivari-
ate time series.
Univariate time series analysis often employs
Euclidean distance, defined as DEuc(X,Y ) =√∑n

i=1(xi − yi)2, where X and Y are time se-
ries data. However, this metric’s sensitivity to
phase shifts and requirement for series of equal
length limits its utility in financial contexts,
where such conditions are rarely met.
To surmount these limitations, the Dynamic
Time Warping (DTW) algorithm has been
adopted. DTW facilitates the alignment of two
time series that may differ in speed or be out of

1



Executive summary Filippo Salvati

phase. The procedure for computing the DTW
distance between two time series X and Y is as
follows:

1. Matrix Construction: A matrix M is es-
tablished wherein each element M(i, j) sig-
nifies the distance, often expressed as the
squared difference, between the ith and jth
points in series X and Y , respectively.

2. Cumulative Distance Matrix Compu-
tation: A matrix W is then computed,
where each element W (i, j) incorporates
the minimum cumulative distance from
three potential preceding steps added to the
current distance M(i, j), precisely defined
as:

W (i, j) = M(i, j)+

+min(W (i− 1, j),W (i, j − 1),W (i− 1, j − 1)).

3. Path Finding: An optimal path is traced
that minimizes the aggregate distance from
the initial point W [1, 1] to the terminal
point W [n,m], where n, m are the two func-
tions respective length.

4. Distance Calculation: The DTW dis-
tance is thus determined by the value at
W [n,m], encapsulating the minimal cumu-
lative distance between the two sequences.

This whole procedure can be summarized by the
following graph:

Figure 1: A cost matrix with the minimum dis-
tance warp path traced through it

Despite DTW’s advantages, its O(N2) compu-
tational complexity poses a significant hurdle for
large datasets.

FastDTW addresses this by approximating
DTW’s results with reduced computational
complexity through a multi-level approach in-
volving coarsening, projection, and refine-
ment phases, thus achieving a linear complexity
of O(N), making it more feasible for extensive
financial time series analysis [3].
The initial phase, coarsening, simplifies the
time series into a more compact representa-
tion, closely mirroring the original trajectory
but with significantly fewer data points. This
is achieved by averaging adjacent data pairs, ef-
fectively halving the time series size with each
iteration. This recursive coarsening generates
multiple resolutions of the time series, allowing
for the complexity of subsequent computations
to be drastically reduced.
During the projection phase, a preliminary
warp path is established at a lower resolution.
This path acts as a blueprint for identifying a
similar warp path at higher resolutions. No-
tably, as the resolution detail doubles with each
level, a single point from a lower resolution can
correspond to multiple points at a higher resolu-
tion, increasing the granularity of the analysis.
The final stage, refinement, involves metic-
ulous adjustments to the warp path derived
from the lower resolution. These adjustments
are made within a defined neighborhood, deter-
mined by the radius parameter, to fine-tune the
warp path, ensuring optimal alignment between
the series.
Transitioning to multivariate time series analy-
sis introduces the complexity of handling mul-
tiple variables. Distance metrics are adapted
to this context by either employing the Inde-
pendent Variables Approach, which treats each
dimension separately, or the Multidimensional
Approach, which considers all dimensions simul-
taneously. While the former offers flexibility
and interpretability, the latter captures complex
interdependencies at the expense of increased
computational demand.
Clustering algorithms such as Time-
SeriesKMeans and Hierarchical Clustering
are adapted for multivariate data. Time-
SeriesKMeans, for instance, computes distances
between series by aggregating the sum of
squared distances across dimensions, as
D(X,Y ) =

∑d
i=1Di(Xi, Yi), where Di is the

distance measure for the i-th dimension.
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Ensemble methods, combined with Fuzzy Clus-
tering, enhance the robustness and quality of
clustering outcomes. Fuzzy clustering is a clus-
tering method where data points can belong
to multiple clusters simultaneously with varying
degrees of membership. Combining it with an
ensemble method can handle the ambiguity and
uncertainty inherent in financial time series by
integrating the strengths of multiple clustering
techniques, although they demand higher com-
putational resources [1].
KShape clustering algorithm, designed for time
series data, emphasizes shape similarities over
magnitude or timing differences. It utilizes
shape-based distances to group series with simi-
lar patterns, irrespective of scale or phase shifts.
This approach is particularly effective in scenar-
ios where the shape of the data, rather than
its exact values, carries the most significance
in defining similarity. However, The KShape
algorithm faces limitations in multivariate con-
texts due to its design around shape-based dis-
tances, which have a O(Nlog(N)) complexity
being slower than FastDTW.

3. Dataset and Implementation
of the Algorithms

Our dataset spans January 2007 to December
2022, focusing on S&P500 companies, with an
emphasis on financial metrics crucial for clus-
tering algorithms. Excluding ’Close-to-Close
Daily Returns’, we prioritize eight financial fea-
tures to concentrate on empirical data rather
than market perceptions, thus aiming for a
transparent and explainable analysis based on
concrete financial indicators (Earnings Yield,
Free Cash Flow Yield, Revenue Yield, EBITDA
Yield, Book Value Yield, EV/EBITDA, Divi-
dend Yield, Total Payout Ratio). The quarterly
application of algorithms, in sync with the peri-
odic updates of chosen metrics, ensures a differ-
ent capture of financial shifts, considering only
companies consistently present in the S&P500
for the majority of each quarter.
We normalized the data, adjusting each series to
a zero mean and unit standard deviation, ensur-
ing our clustering reflects inherent data trends.
This standardization is vital for robust and rep-
resentative clustering outcomes.
We then evaluated three machine learning clus-
tering algorithms, with a significant focus on

TimeSeriesKMeans due to its proven compat-
ibility with multivariate series and its balance
of computational efficiency and high-quality re-
sults.
The first one is a Fuzzy TimeSeriesKMeans with
Ensemble Method (ProbEnsemble), which treats
each variable independently within the fuzzy
clustering framework, then employs ensemble
techniques for a refined classification by apply-
ing the KMeans algorithm on the probability
matrix. This matrix has all the companies as
rows and all the clusters for each of the 8 indices
as columns and each cell tells us the probabil-
ity of a specific company to belong to a specific
cluster of a particular index. . Though compu-
tationally intensive, its robustness establishes it
as a benchmark.
Furthermore, we explored the conventional
TimeSeriesKMeans using DTW for multivariate
analysis and introduced a custom-designed ver-
sion incorporating FastDTW, both treating each
variable independently. This new algorithm has
been built combining the strength and reliability
of the TimeseriesKMeans as the clustering algo-
rithm and the FastDTW as the distance. A new
DTW Barycenter Averaging (DBA) function has
been built for averaging time series data and to
find new centroids each step of the algorithm,
by adapting the traditional DBA with the use of
the FastDTW distance. This tailored algorithm
aims to surpass its counterparts in speed and
efficiency, offering a fresh perspective in time se-
ries clustering.
To determine the optimal number of clusters, we
employed the elbow method, identifying a point
where increasing clusters leads to diminishing re-
turns in compactness. To automate this process
we computed the Ratio of the Within Sum of
Squares (WSS) for each number of clusters k.
The smallest Ratio signifies the elbow point.

Ratio =
WSSDTW,k − WSSDTW,k+1

WSSDTW,k−1 − WSSDTW,k
.

4. Results
In this section we analyze the clustering results
to combine them with GICS sector information
in order to enhance the traditional sector based
definitions of cyclical and non cyclical companies
(Consumer Staples, Health Care and Utilities
companies are all considered non cyclical, the
rest cyclical) [2]. The cyclicality of the Energy
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sector has been up for debate, and in this work,
we consider it a cyclical sector. We will give
new definitions of cyclical and non cyclical com-
panies and then Portfolios will be constructed
considering the newly defined companies to fur-
ther explore our findings.
Data is now structured in a dataframe, with rows
as companies and columns as quarterly clus-
ter assignments. Clusters are categorized based
on market capitalization-weighted pie charts by
GICS sectors; those with over 50% in Utilities,
Health Care, and Consumer Staples are ’Non-
Cyclical’. Otherwise, they’re ’Cyclical’. This
method emphasizes the influence of larger com-
panies in cluster characterization, ensuring a
balanced and reflective analysis. Companies are
labeled based on their clustering history. If a
company belonged to all cyclical clusters in the
previous year (4 clusters in a row), will be con-
sidered ‘Cyclical’, if the clusters were all non
cyclical it will be ‘Non Cyclical’, if appeared in
both types we call it ’Mix Cyclical’. While no
companies in all three methods have been classi-
fied Non Cyclical, addressing the rarity of non-
cyclical dominance due to market capitalization
disparities, it is essential to further analyze Mix
Cyclical companies . This refined classification
offers a novel understanding of company be-
haviors, enhancing traditional GICS-based cat-
egories.
In our comparative analysis, we constructed
Cyclical and MixCyclical Portfolios for each
clustering method, weighted by company mar-
ket value to reflect larger firms’ influence. Sec-
torial Non-Cyclical and Cyclical Portfolios were
also built for comparison. We then analyze them
under four different metrics: Sectorial composi-
tion, Sharpe Ratio, Drawdown, Beta and Re-
turns. While all three clustering based Cyclical
Portfolios tend to mimic the sectorial Cyclical
Portfolio in all metrics, we focus our analysis
on the MixCyclical Portfolio. We call the three
clustering methods used to construct the Port-
folios ProbEnsemble, DTW and FASTDTW.
Analyzing sectorial area charts, MixCyclical
Portfolios interestingly included non-cyclical
sectors with a rising Technology presence post
2017 in all three methods. ProbEnsemble
method’s consistency contrasted with the more
fluctuating compositions of DTW and FAST-
DTW methods. The white columns correspond

to time periods where all companies have been
classified as Cyclical.

Figure 2: Sector Area Chart Mix-Cyclical Port-
folio ProbEnsemble

Figure 3: Sector Area Chart Mix-Cyclical Port-
folio DTW

Figure 4: Sector Area Chart Mix-Cyclical Port-
folio FASTDTW

Our study’s Sharpe Ratios further aligned Mix-
Cyclical Portfolios with non-cyclical bench-
marks, affirming the clustering methods’ effec-
tiveness in capturing non-cyclical traits. FAST-
DTW notably paralleled the non-cyclical portfo-
lio’s Sharpe Ratio closely, indicating its adapt-
ability, while ProbEnsemble showcased consis-
tent performance.
The examination of drawdown and beta revealed
that while the ProbEnsemble method mirrored
non-cyclical benchmarks closely, FASTDTW
and DTW displayed similar patterns, particu-
larly aligning with non-cyclical benchmarks in
specific periods, reflecting their capability to
capture market dynamics accurately. Post-2022,
an uptick in drawdown suggested a shift in port-
folio compositions, particularly influenced by
the tech sector’s challenges in all three methods.
In the portfolios’ Return analysis, it is notable
how the MixCyclical Portfolios blends the sta-
bility of non-cyclical assets with the growth po-
tential of cyclical ones. This blend was espe-
cially evident during significant market down-
turns, where MixCyclical Portfolios, much like
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non-cyclical portfolios, demonstrated resilience,
maintaining value and offering a stable invest-
ment option. Post-2017, the inclusion of tech-
nology companies significantly boosted the per-
formance of these portfolios, capitalizing on
growth opportunities during stable economic
conditions.

Figure 5: Return Mix Portfolios

4.1. Closing Prices vs Fundamental
Variables

To justify our decision to prioritize fundamen-
tal variables (FV) from balance sheets over clos-
ing prices (CP), we conducted identical cluster-
ing and portfolio construction using only CP
data to assess potential disparities. Employ-
ing the ProbEnsemble method, we compared FV
and CP clustering methodologies. While Cycli-
cal portfolios exhibited similar behaviors, Mixed
portfolios showed notable differences. The FV-
based Mixed portfolio, primarily composed of
Non-Cyclical companies, demonstrated homo-
geneity, stability, and adaptability over time,
unlike the CP-based Mixed portfolio, which ap-
peared fragmented, unpredictable and lacked a
clear sector composition structure.

Figure 6: Sector Area Chart CP clustering Mix
Portfolios

Analysis of Sharpe Ratio, Drawdown, and Beta
further supported the advantages of FV-based
clustering in terms of interpretability, adaptabil-
ity, and predictability compared to CP-based
clustering. This outcome aligns with expecta-
tions, as relying solely on closing prices inher-

ently reflects market sentiment and speculative
future valuations rather than the company’s ac-
tual current state, despite its potential compu-
tational demands.

5. Conclusions
Our comprehensive analysis demonstrates that
the ProbEnsemble, DTW, and FASTDTW clus-
tering methodologies yield closely aligned out-
comes and consistent portfolio performances.
The mixed cyclical portfolios generated through
these methods show a notable resemblance to
non-cyclical sector-based portfolios, while the
cyclical portfolios mirror those derived from
cyclical sectors. Intriguingly, none of the meth-
ods exclusively classified any company as non-
cyclical, yet the mixed portfolios aligned closely
with non-cyclical sectors until significant diver-
gences post-2017, accentuated after 2020, pri-
marily due to the rising influence of technology
companies. These findings underscore the data’s
reliability and suggest that traditional sector-
based classifications may not fully capture cycli-
cal and non-cyclical behaviors, highlighting the
value of a machine learning-driven approach for
revealing alternative company groupings. The
mixed cyclical portfolio offers a balanced invest-
ment option, combining the stability of non-
cyclical companies with the market responsive-
ness of cyclical firms. Among the clustering
methods, ProbEnsemble stands out for consis-
tency, while FASTDTW offers a viable solution
for large datasets due to its efficiency. This
study illustrates the benefits of merging financial
expertise with machine learning to refine classi-
fications, setting a stage for future research into
the correlations between algorithmically derived
portfolios and broader economic indicators ex-
ogenous to the market.
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