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Abstract

Raman spectroscopy offers a powerful, non-invasive approach to probe molecular com-
position of biological and chemical systems. However, challenges in interpreting Ra-
man data—such as spectral sparsity, noise interference, and the complexity of vibrational
modes—Ilimit its widespread application in high-throughput and real-time analysis. Tra-
ditional computational methods often do not succeed in understanding the complex rela-
tionships between molecular structures and their Raman spectra, impeding advancements

in molecular characterization and diagnostics.

This thesis introduces an innovative framework that leverages deep learning to
bridge this gap, enhancing the predictive capabilities and interpretability of Raman spec-
tral data. The first part of the thesis describes Mol2Raman, a graph-based neural network
designed to predict spontaneous Raman spectra directly from molecular structures. By
integrating a Graph Isomorphism Network with edge features (GINE), the model effec-
tively encodes atomic and bond-level information, enabling accurate prediction of both
peak positions and intensities. Benchmarking against existing models, it demonstrates
its higher performance across multiple evaluation metrics. The model also shows strong
generalization capabilities, maintaining high accuracy when predicting spectra for struc-

turally diverse and previously unseen molecules.

To address persistent issues in Coherent Anti-Stokes Raman Scattering (CARS)
microscopy, the thesis further develops advanced deep learning models for the removal
of Non-Resonant Background (NRB). These models improve the clarity and accuracy
of CARS images, preserving essential spectral information while reducing background

interference. This advancement allows a more reliable and detailed molecular imaging.

In addition, this work explores the application of deep learning for classifying cel-
lular senescence using multimodal nonlinear optical (NLO) microscopy data. By combin-
ing hyperspectral information with morphological features, the developed models achieve
high accuracy in distinguishing senescent from proliferative cells, offering insights into
aging and cancer progression. Furthermore, the thesis investigates the morpho-molecular

dynamics of embryonic stem cells during early differentiation, employing Raman spec-
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troscopy and tomographic phase microscopy to reveal critical transitions during pluripo-

tency exit.

This thesis therefore proves the potential of integrating deep learning with bio-
photonic techniques to overcome some limitations in molecular analysis. The developed
models not only improve the accuracy and efficiency of Raman spectral prediction but
also enhance molecular imaging and cell state classification. These contributions hold
significant promise for advancing biomedical research, clinical diagnostics, and material
science, providing new tools for exploring complex biological systems in a non-invasive

and highly informative manner.
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1 | Introduction

Arti cial intelligence (Al) is transforming not only the way we interact with technol-
ogy but also the methodologies driving scienti ¢ research. Over the last few years, Al
has become an essential part of both academic elds and everyday life. The former in-
cludes applications in medicine, drug discovery, material science, and molecular biology,
while the latter is the terri ¢ revolution provided by foundational Large Language Mod-
els (LLM), such as GPT4o0, developed by companies like OpenAl, Anthropic or Google.
Among the most notable milestones in Al, it is important to cite the 2024 Nobel Prizes
in Physics and Chemistry. The Nobel Prize in Physics was awarded for the fundamen-
tal theoretical studies which paved the way for the current extraordinary evolutions in
Arti cial Intelligence, while the Nobel Prize in Chemistry recognized the groundbreaking
development of AlphaFold [1]. This revolutionary Al system demonstrated extraordinary
precision and speed in predicting protein 3D structures, reshaping the understanding of
molecular biology by solving problems that had remained intricate for decades. The suc-
cess of AlphaFold underlines the immense potential of Al to tackle intricate challenges
with e ciency and accuracy, inspiring its application across several elds. In this the-
sis the application of Machine Learning and Deep Learning for some nuances of Raman
Spectroscopy is presented.

Raman spectroscopy, discovered in 1928 by C.V. Raman and K.S. Krishnan, stands
as one of the most signi cant achievements in optical science. This phenomenon, based
on the inelastic scattering of photons interacting with molecular vibrations, is a unique
way to investigate the structural and chemical composition of materials. Each Raman
spectrum acts as a molecular ngerprint, enabling the identi cation and characterization
of compounds with exceptional speci city and in a label-free manner.

Initially limited by basic instrumentation, the eld has seen remarkable advance-
ments over the decades. From basic optical setups to sophisticated tools such as confocal
Raman microscopes, surface-enhanced Raman spectroscopy (SERS), and tip-enhanced
Raman spectroscopy (TERS), the capabilities of Raman have expanded signi cantly.
Moreover, the development of laser technology in the 1960s marked a turning point,
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providing stable and monochromatic light sources that signi cantly enhanced the sensi-
tivity and reproducibility of Raman measurements [2]. Lasers also allowed researchers
to study a wider range of samples, from simple organic molecules to complex biological
systems [3]. In particular, the main advantage of Raman spectroscopy over other spec-
troscopic techniques is its ability to provide a high chemical speci city without requiring
the labeling of the sample, which introduces complexity and could modify the sample
properties. This peculiarity is the one which establishes Raman as a natural technique to
investigate biological samples, also in in-vivo applications. These innovations and charac-
teristics have made it a versatile instrument, applicable in elds ranging from materials
science and environmental monitoring to medical diagnostics and forensic investigations.

Together with its utility, however Raman spectroscopy faces some inherent chal-
lenges. Molecular and environment interactions introduce complexity in the prediction
and interpretation of Raman properties of molecules and setting up an experiment to
measure Raman spectra can be challenging. Traditional computational methods like den-
sity functional theory (DFT) o er a means to calculate molecular properties in advance,
like Raman spectra, but they are computationally intensive, making them impractical for
preliminary or large-scale applications. This is where Al, particularly deep learning, o ers
a transformative edge, enabling faster, accurate and easy-to-access spectral predictions,
addressing some of the limitations of traditional techniques.

The integration of Al into Raman spectroscopy therefore represents a promising
frontier, in particular for leveraging its predictive and interpretative capabilities. Deep
learning models, such as graph neural networks (GNNSs), excel at capturing the structural
and chemical nuances of molecules. Recent results in drug discovery highlight the potential
of Al-driven models, where GNNs have simpli ed the identi cation of new antibiotics
and speeded up the screening of drug candidates [4]. This synergy between Al and
spectroscopy can reshape the eld, enabling real-time spectral analysis and enhancing the
resolution and accuracy of molecular characterizations. In addition, the interplay between
Raman and Deep Learning models is also well-established in non-resonant background
(NRB) removal in coherent anti-Stokes Raman scattering (CARS) [5], where it is used to
remove the inherent spectral distortion of Raman resonances in CARS spectra, and in the
classi cation of Raman data for biomedical applications [6, 7], where the generalizability of
Deep Learning models on unseen data allows for accurate diagnosis and clinical decisions.

This thesis presents four applications in which Deep Learning and Advanced Statis-
tical techniques enable the extraction of relevant insights from experimental biophotonics
data, spanning from the molecular level represented by chemical molecules to the system
level exempli ed by embryos.
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Chapter 2 introduces the theoretical foundations underlying the methods and tech-
niques used in this work. It provides an overview of Machine Learning and Deep Learning
algorithms, the elements on which the proposed models are built in the rest of the thesis.
Moreover, it describes Raman spectroscopy and its theory and also discusses the principles
of Density Functional Theory (DFT) for an ab-initio calculation of molecular properties.

Chapter 3 presentdMlol2Raman a deep learning model designed to predict Raman
spectra directly from molecular structures encoded as SMILES strings. The model auto-
matically learns molecular and atomic features by employing a graph-based architecture,
achieving state-of-the-art performance in spectral prediction tasks. Detailed evaluations
demonstrate its robustness and accuracy across diverse molecular datasets and against
other benchmark models proposed in the literature.

Chapter 4 focuses on the application of deep learning in coherent anti-Stokes Ra-
man scattering (CARS) spectroscopy, speci cally for the non-resonant background (NRB)
removal task. In this chapter two new neural network architectures are proposed, as well
as a new method to generate a highly reliable training dataset for this problem. Moreover,
it 0 ers a comparison with state-of-the-art architectures in literature, showing how the
proposed models are comparable to these in terms of performance.

In chapter 5 a model that applies the interplay of transfer learning and ensemble
learning to the classi cation of senescent cells is described. This model proves the poten-
tial of the combination of non-linear optical microscopy techniques with Deep Learning
models in addressing complex biological challenges. The insights gained from this research
broaden and encourage the applications of Raman spectroscopy in clinical and research
contexts.

Chapter 6 explores early morpho-molecular dynamics in embryonic stem cells dur-
ing pluripotency transitions. By combining biophotonics data with advanced statistical
techniques, this work describes the morpho-chemical evolution of embryonic cells in this
transition, o ering a novel perspective on cellular di erentiation processes.

The methodologies developed and evaluated throughout this thesis demonstrate
the transformative potential of integrating Al with Raman spectroscopy and biophoton-
ics. The results achieved underscore the ability of Al-driven approaches to overcome
traditional limitations, o ering faster, more accurate, and scalable solutions for molecu-
lar analysis. This work also highlights the broader applicability of these methods, from
molecular property predictions and Raman spectra denoising to the study of more complex
biological systems.
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In conclusion, this thesis represents a step forward in the eld of Al-assisted spec-
troscopy applications. By bridging molecular-level insights with system-level biophotonics
data, it provides a foundation for future progress and enables further exploration in molec-
ular science and biophotonics.
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2.1. Fundamentals of Machine Learning

Machine Learning (ML), Deep Learning (DL) and Statistics are mathematical
methods describing how to learn from data. Speci cally, statistical techniques are aimed
at extracting descriptive information from small datasets, while ML and DL leverage
sophisticated algorithms to detect complex patterns and provide predictions from large
datasets. In this chapter, we describe some fundamental concepts of ML, which provide
the elements of the DL algorithms presented in the next section and all the models and
techniques proposed throughout this thesis.

2.1.1. Learning Algorithms

A learning algorithm is de ned as an algorithm which learns from data. This can
be described using the de nition by Mitchell [8]: "A computer program is said to learn
from experienceE concerning a class of task3 and a performance measur®, if its
performance at tasks inT, as measured byP, improves with experienceE".

Machine learning algorithms aim to create models that can make predictions or
decisions without being explicitly programmed for speci ¢ tasks. This is possible because
the algorithms themselves autonomously learn patterns from data and this leads to a
di erent response given a particular input. For the learning process, data is described by
features. For example, a model trained to predict house prices learns from the spe cic
characteristics of houses, like the number of rooms or how large the houses are in terms
of m?, which are their features. [9]

To understand how a learning algorithm works, we can consider its main compo-
nents: the dataset, the model, the cost function, and the optimization algorithm. The
dataset provides examples from which the model learns patterns, the cost function mea-
sures how well the model performs, and the optimization algorithm adjusts the model
parameters to minimize the cost function.
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Mathematically, given a dataseff (x;; yi)gL, , wherex; represents the input features
and y; represents the target output, the goal of a learning algorithm is to nd a function
f (x; ), parameterized by , that minimizes a cost functionJ( ). For instance, in linear
regression, the cost function is de ned as the Mean Squared Error (MSE):

xn
I0)= 5 () W 2.1)
=1

i=
wherem is the number of training examples.

The optimization process involves nding the parameter set that minimizes J( ).
Often, these cost functions are very complicated, because are usually non-convex functions
in a high-dimensional space with local minima [10], therefore the function minimization
is often achieved using gradient descent, an iterative optimization algorithm that updates
the parameters in the direction of the negative gradient of the cost function:

= r J() (2.2)

where is the learning rate, which controls the step size of each iteration. We describe
in more detail these optimization techniques in the following sections.

Some of the most common machine learning tasks are [11]:

" Classi cation : In a classi cation task, the model learns how to assign to a given
input, the category it belongs to, in a set ok categories. For this task, the learning

the recognition of the right number from pictures of handwritten digits [12]. Variants
of the described classi cation task is wheh outputs a probability distribution over
classes.

Regression : In this type of task the algorithm predicts a numerical value given
some input, therefore the output is a functionf : R" I R. This type of task is
similar to classi cation, but the output format is di erent. An example of this is

the prediction of the house prices using as inputs the house features.

Machine Translation : Inthe case of machine translation the input and the output
have the same format, which is a sequence of symbols in a given language, each with a
speci ¢ meaning. Therefore the task concerns a mapping of one sequence of symbols
in a language into another sequence of symbols in another language, preserving the
meaning and the grammatical rules of the two languages. This task is usually solved
using a class of algorithms called ransformers [13].
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" Denoising : For denoising tasks, the model is trained to reproduce @ean output
X 2 R" receiving in input a noisy examples 2 R".

Anomaly detection : In this task, the algorithm analyses a set of events and
detects the ones which can be considered unusual or atypical, namely out of the
distribution of other events. An example of anomaly detection is fraud detection
in the context of bank transfers, where the analysis of usual customer habits allows
the algorithm to understand which behaviour does not belong to the associated
distribution of a customer.

Among others, machine learning algorithms can be categorized into supervised
learning, unsupervised learning, dimensionality reduction, reinforcement learning, semi-
supervised learning, and self-supervised learning [9]. For this thesis, we limit ourselves to
describing, in the next sections, the concepts of supervised learning, unsupervised learning
and dimensionality reduction.

2.1.2. No Free Lunch Theorem

The no free lunch theoremin machine learning, introduced by Wolpert [14], states
that there does not exist a single algorithm able to always outperform others across all
possible data generating distributions. While machine learning relies on probabilistic
rules to learn patterns from nite training data, this theorem underlines a fundamental
limitation: all algorithms perform equally on average when considering every possible
distribution. However, this is valid only in a theoretical sense. Indeed, in real-world
scenarios, data often is generated by specic distributions and, by understanding the
characteristics of these distributions, it is possible to create algorithms tailored to perform
well in practical applications. Therefore, research in machine learning concentrates not
on nding a universal algorithm but on developing methods suited to the types of data
present in real world tasks.

2.1.3. Over tting and Under tting

In machine learning,over tting and under tting are two common challenges that
a ect model performance. Over tting occurs when a model learns not only the underlying
patterns in the training data but also the noise and random uctuations. This produces
very high performances on the training dataset but poor generalization to unseen data.
Mathematically, over tting can be observed when the model minimizes the training error,
but the validation error increases:
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Training Error ! 0; Validation Error " : (2.3)

On the other hand, under tting arises when a model is too simple to capture the
underlying structure of the data. This typically happens when the model lacks su cient
capacity or complexity, leading to both high training and validation errors:

Training Error *; Validation Error " : (2.4)

Achieving a balance between these two cases is critical for building models that
generalize well. This often involves selecting an appropriate model complexity, as ex-
plained in the next section, the use of regularization techniques, and su cient training
data to reduce over tting while avoiding under tting.

2.1.4. Bias-Variance Trade-O

The bias-variance trade-o is a fundamental concept in machine learning that de-
scribes the balance between two sources of error in a model: bias and variance. Bias refers
to the error introduced by approximating a complex problem with a simpli ed model, of-
ten leading to under tting. Variance, on the other hand, arises from a large sensitivity of
a model to small uctuations in the training data, which can cause over tting. The total
expected error of a model can be expressed as:

E[(f(x) f(x))?]= Bias’+ Variance+ 2; (2.5)

wheref'(x) is the model's prediction,f (x) is the true function, and 2 represents
inherent noise of the data. A high-bias model simpli es the problem excessively, missing
important patterns, while a high-variance model captures noise as if it was a signal.
Figure 2.1 shows the concept of bias-variance trade-o. Indeed, when we increase the
model complexity, the model bias is reduced, but the variance, namely the uctuation in
performance due to nite size sampling e ects, becomes larger. Thus, the optimal model
is obtained at intermediate levels of model complexity, such as the black dot in Figure
2.1.

Achieving the optimal trade-o requires nding a model that balances bias and
variance, minimizing the total error and this is crucial in building models that generalize
well to unseen data.
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Figure 2.1. This image shows the typical out-of-sample error as a function of the model com-
plexity. The bias always decreases with model complexity, but at the same time, the variance
increases.

2.1.5. Supervised Learning

In supervised learning, the algorithm receives labelled examples during the train-
ing process and the goal is to learn a mapping from inputs to outputs based on these
labelled examples. Given a datasét(x;;y;)g", , the goal is to learn a functionh (x) such
that h (x) vy for new examples(x;y). The function h (x) is often referred to as the
hypothesis.

The cost function for a supervised learning problem depends on the type of task
to be solved. For regression tasks, the most commonly used cost function is the Mean
Squared Error (MSE):

0= 27 e w? (2.6)
S om Y '
For classi cation tasks, the cross-entropy cost function is often used:
1 X
JO)= — Dbilogh (x) +(@  y)log(l h (xi))] (2.7)

i=1

whereh (x) = 1+el — is the sigmoid function.

Supervised learning is used in various applications such as image classi cation,
speech recognition, and medical diagnosis. Its success depends, in particular, on the
quality and quantity of labelled data available for training. In the following section, we
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describe some of the most common supervised learning algorithms.

2.1.5.1. Logistic Regression

The logistic regression algorithm is a classi cation model within supervised learning
framework. This model predicts the probability of a binary outcomey 2 f O; 1g given an
input vector x in a binary classi cation task [15]. The model is expressed as:

P(y=1jx)= (w”x+ b (2.8)

Where:

(z) = 7= is the sigmoid function,
" w is the weight vector,

" bis the bias term,

" x is the input feature vector.

The weight vector is obtained by minimizing the cross entropy loss (2.7). After
the model estimates the probabilityP (y = 1jx) that the vector x belongs to the positive
class, it is possible to make the predictiogt based on the following threshold value:

8
<0 if P <05

9= _ (2.9)
-1 ifP 05

Figure 2.2 shows an example of a logistic regression model, as well as the logistic
regression curve, where the regression is performed on a one-dimensional vector

2.1.5.2. Decision Tree

Decision tree is a machine learning model, which is particularly popular due to
its simplicity and interoperability, and also because it is used as basic element of more
complex models, like Random Forest. It works by partitioning the feature space into
regions, making predictions based on the majority class or average outcome within each
region [16]. The structure of a decision tree can be thought of as a owchart, where
each internal node represents a decision rule based on a specic feature, each branch
corresponds to an outcome of the rule, and each leaf node provides a prediction.

Mathematically, the decision at each node is based on nding the featusg and
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Figure 2.2: Example of a logistic regression function used to estimate the probability of a binary
outcome given the input vector x.

Figure 2.3: Example of the owchart of a decision tree for a classi cation problem, reporting
the decision condition for the feature values at each step.
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threshold t that minimize a chosen impurity metric, such as the Gini index or entropy,
for classi cation problems. For instance, the Gini index for a split is given by:

X«
G= Pl p); (2.10)
i=1
where p; is the proportion of instances in class$ at the node, andk is the total
number of classes. The algorithm evaluates all possible splits and selects the one that
minimizes the impurity.

Figure 2.3 shows a possible owchart for a classi cation problem. As it is possible
to see, the feature space is split into regions based on some feature values. The level of fea-
tures in the decision tree is based on the Gini entropy (2.10), the higher the minimization
of the Gini entropy the higher the level of the feature in the split owchart.

Once the tree is constructed, predictions for a new instanceare made by going
through the tree from the root node to a leaf node, following the learned decision rules
at each step. Unfortunately, decision trees can overt the training data. Indeed, these
learned decision rules are often speci c to the training dataset and do not generalize on
unseen data. Over tting can be mitigated by pruning techniques, where some leaves or
some levels of the tree are removed if they do not reduce the impurity of a given quantity,
or by using ensemble methods like Random Forests.

2.1.5.3. Random Forest

Random Forests are an ensemble learning technique mainly used for classi cation
and regression tasks [17]. Ensemble learning is a machine learning concept that combines
multiple models, often considered as weak learners, to create a single, more robust model
that improves prediction accuracy and reduces over tting, leveraging the diversity of the
individual models [18]. A Random Forest consists of multiple decision trees, each trained
on a random subset of the training data and features. The predictions from all the trees are
aggregated to produce the nal output, which helps in reducing variance and improving
generalization.

Mathematically, the prediction for a classi cation problem in a Random Forest can
be represented as:

¢ = modd T1(x); T2(x);:::; T (X)g (2.11)

where T;(x) is the prediction from the i-th decision tree, andB is the total number
of trees. For regression tasks, the nal output is the average of the predictions from
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individual trees:
x

¢ = Ti(x) (2.12)

1
B i=1

Compared to individual decision trees, Random Forests reduce over tting by averaging

the results of multiple models.

2.1.5.4. XGBoost

XGBoost (eXtreme Gradient Boosting) is an advanced ensemble learning technique
that uses gradient boosting to improve the performance of decision trees [19]. In gradient
boosting, trees are added sequentially, and each new tree is trained to correct the errors
made by the previous ensemble of trees. Compared with the Random Forests, where the
ensemble of trees is considered in parallel, the main di erence of XGBoost is its growing
of trees in series. Moreover, XGBoost introduces several optimization techniques, such
as regularization and parallel processing, to enhance performance and control the risk of
over tting.

The objective function for XGBoost consists of two parts, the loss function and

the regularization term:
xXn X
J()= I(yis %) + ( fi) (2.13)

i=1 k=1
where I(y;; ¥) is the loss function, and ( fi) is the regularization term that penalizes
the complexity of the model. The regularization term helps to reduce over tting by
dynamically penalizing the model complexity.

Apart from all these properties, XGBoost has gained popularity also for its scal-
ability, speed, and superior performance on structured/tabular datasets, which lead this
model to be widely used in machine learning competitions.

2.1.6. Unsupervised Learning

In unsupervised learning, the data provided is not labelled, and the goal is to iden-
tify patterns or groups within the data. The objective is to learn the underlying structure
of the data itself without explicit output labels. Clustering is the most common unsuper-
vised learning task. A classic unsupervised learning approach is to nd a representation
of the data that preserves as much information about the dataset as possible [11]. In
this section, we describe some of the most common unsupervised learning algorithms, like
K-mean clustering, and Gaussian Mixture Models.
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2.1.6.1. K-means Clustering

K-means clustering algorithm aims to partition the dataset intok distinct, non-
overlapping subsets (clusters). Given a dataset in input, the objective of K-means is to
minimize the sum of squared distances between the featunesof every data point and
the centroid of their assigned cluster [20]. This is an iterative process, which follows these
steps [21]:

~

1: Randomly picking k centroids from the input dataset as initial cluster centres.

~ 3: Moving the centroids as the mean of the data points assigned to it.

" 4: Repeating steps 2 and 3 until the cluster assignments do not change within a
previously de ned tolerance or the maximum number of iterations is reached.

Mathematically speaking, the K-means algorithm can be described as an optimiza-
tion problem, where the within-cluster sum of squared errors is iteratively minimized:

X< X

J= kx; K2 (2.14)

i=1 xj2C;

where ; represents the centroid of clusteC;.

Figure 2.4: Comparison of the initial unlabelled dataset and the grouping after the k-means
clustering algorithm. The position of centroids is in the centre of the corresponding cluster.

Figure 2.4 shows an example of k-means clustering on a dataset of points composed
of two features.
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2.1.6.2. Gaussian Mixture Models

In the context of unsupervised learning, Gaussian Mixture Models are a class of
probabilistic approaches to cluster data [22]. In this class of models, the data is assumed
to be generated from a mixture of several Gaussian distributions. Each component in
the mixture represents a cluster, and the overall model automatically understands the
probability density function of the dataset. Gaussian Mixture Models assign probabilities
to data points belonging to each cluster rather than assigning hard labels, making them
a soft clustering method. The probability density function for these is de ned as:

X«
p(x) = iINCXT 55 3 (2.15)
j=1
wherek is the number of Gaussian components; are the mixing coe cients such
that }‘:1 i=1,andN(xj ;; ;) isthe multivariate Gaussian distribution with mean
; and covariance matrix ;.

Compared to K-means, which is suited for simple, well-separated, and spherical
clusters, Gaussian Mixture Models are particularly useful for complex datasets with over-
lapping clusters or when soft clustering and probabilistic assignments are needed.

2.1.7. Dimensionality reduction techniques

Dimensionality reduction is a technique in Machine Learning used to simplify
datasets by reducing the number of features while keeping as much information as pos-
sible. High-dimensional data, often present in real-world problems, can lead to compu-
tational ine ciency and can reduce model performances, a challenge known as tterse
of dimensionality. Curse of dimensionalitymeans that, in high-dimensional spaces, data
points tend to become sparse, and distances between points lose their meaningfulness,
which increases the risk of over tting and unreliable predictions. Dimensionality reduc-
tion techniques address these problems by projecting data into a lower-dimensional space
and allow to highlight intrinsic structures in the data. In fact, by reducing dimensionality,
it is possible not only to improve computational e ciency and mitigate over tting, but
also to enable e ective data visualization, helping identify patterns and convey insights.
Common approaches to dimensionality reduction include projection techniques like PCA
and LDA and manifold learning methods such as UMAP.
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2.1.7.1. Principal Component Analysis (PCA)

Principal Component Analysis (PCA) is a popular unsupervised learning method
used for dimensionality reduction. The goal of PCA is to project the data onto a lower-
dimensional subspace while maximizing the variance of the projected data [23]. Mathe-
matically, PCA seeks to solve the following optimization problem iWV:

maximize kW' X k? subject toW'W = | (2.16)

whereW is the matrix of principal components andX is the feature dataset.

The principal components are the eigenvectors of the covariance matrix of the data,
and the corresponding eigenvalues represent the amount of variance captured by each
component. The data is projected onto the togk eigenvectors, where is the desired
dimensionality of the reduced subspace.

PCA is widely used in data visualization, noise reduction, and as a preprocessing
step for other machine learning algorithms by reducing the dimensionality of the data
while preserving as much information as possible.

2.1.7.2. Linear Discriminant Analysis (LDA)

Linear Discriminant Analysis (LDA) is another dimensionality reduction technique
that is used primarily for classi cation tasks [24]. Unlike PCA, which maximizes vari-
ance, LDA aims to maximize the separability between di erent classes by nding a linear
combination of features that best separates the classes. This makes LDA a supervised
dimensionality reduction technique.

LDA works trying to maximize the ratio of the between-class variance to the within-
class variance nding the projection matrixW such that:

jWTSgWj

Y= s wj

(2.17)

where Sg is the between-class scatter matrix an®,, is the within-class scatter
matrix. The solution of this optimization problem involves nding the eigenvectors of
S\'Se, which form the projection matrix W.

LDA is particularly useful when the dataset has well-de ned class labels, and it
helps reduce the dimensionality while retaining the discriminative information necessary
for classi cation. However, when very high-dimensional datasets are used in input for
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LDA with the aim of classi cation, this technique could easily lead to over tting.

2.1.7.3. UMAP

Uniform Manifold Approximation and Projection (UMAP) is a dimensionality re-
duction technique that preserves the local and global structure of high-dimensional data
[25]. This is done by applying principles from manifold learning and topological data
analysis. UMAP models the data as a weighted graph, where each node represents a
data point, and edge weights are computed using a kernel function to re ect local sim-
ilarities. The algorithm then optimizes a low-dimensional representation of this graph
by minimizing the di erence between two probability distributions: one derived from the
high-dimensional space and the other from the low-dimensional embedding. Formally,
UMAP minimizes the cross-entropy between these distributions:

C= A Pj logQj +(1  Pyj)log(l Qj) ; (2.18)
i6]

where P; represents the high-dimensional similarity between pointsand j, and
Qj is the corresponding similarity in the low-dimensional space. This algorithm employs
stochastic gradient descent (SGD) to optimize this objective, ensuring computational ef-
ciency even with large datasets [26]. However, the use of the SGD algorithm for the
minimization of Eq. 2.18 leads to a not unique embedding, which means that consecu-
tive runs of the algorithm produce di erent results. By focusing on local neighbourhood
preservation and exibility in capturing complex relationships, UMAP allows data visu-
alization in a 2D space also of a high-dimensional dataset, producing interpretable and
high-quality embeddings.

2.1.8. Evaluation Metrics

The evaluation metrics of machine learning models allow us to understand model
performances and their generalization capabilities. Depending on the nature of the prob-
lem, di erent metrics are used for classi cation or regression tasks.

2.1.8.1. Classi cation Metrics

For classi cation tasks, several metrics are used to evaluate model performance,
including accuracy, precision, recall, and th&; score [9].

Accuracy is the ratio of correctly predicted instances to the total number of
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instances:
TP+ TN

TP+ TN+ FP + FN

Accuracy = (2.19)
Where TP, TN, FP, and FN represent true positives, true negatives, false posi-
tives, and false negatives, respectively.

Precision is the ratio of correctly predicted positive observations to the total

predicted positives:

- TP
Precision= TP+ FP (2.20)

Recall (or Sensitivity) is the ratio of correctly predicted positive observations to

all the actual positives:

TP
Recall= TP+ EN (2.21)

The F; score is the harmonic mean of precision and recall, providing a balanced
measure when both metrics are important:

Precision Recall

Fi=2 Precision+ Recall

(2.22)

In imbalanced datasets, accuracy may not be a reliable metric, as it can be biased
towards the majority class. In such cases, precision, recall, afd score provide more
informative measures of model performance.

Receiver Operating Characteristic (ROC) Curve and Area Under the
Curve (AUC) are also commonly used to evaluate classi cation models, especially in
binary classi cation problems. The ROC curve plots the true positive rate (recall) against
the false positive rate at various threshold values. The AUC refers to the area under the
ROC curve. It provides a single value to summarize the ability of the model to distinguish
between classes. An AUC of 0.5 indicates the performance of a random model with no
discriminative ability, while an AUC of 1.0 represents a perfect classi er. The AUC metric
is particularly useful when class distributions are imbalanced, as it evaluates the ranking
of predictions rather than their absolute values, making it more robust. In Fig. 2.5 is
reported an example of a ROC curve with an AUC 00:86, as well as the expected curve
for a random model.
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Figure 2.5: Example of a ROC curve for a binary classi er, with AUC = 0:86 and the reference
ROC curve for a random guessing model.

2.1.8.2. Regression Metrics

For regression tasks, metrics like Mean Squared Error (MSE), Mean Absolute Error
(MAE), and R? score are commonly used.

Mean Squared Error (MSE)  measures the average squared di erence between
predicted and actual values:

X
(h (x)) yi)? (2.23)

i=1

MSE =

MSE is sensitive to outliers, as it penalizes larger errors more heavily due to the squared
term.

Mean Absolute Error (MAE) measures the average absolute di erence between
predicted and actual values:

Xn . .
jh (X)) Vi (2.24)

i=1

MAE=l
m

MAE is less sensitive to outliers compared to MSE, making it a suitable choice when
robustness to outliers is desired.

R? Score (Coe cient of Determination) represents the proportion of the variance
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in the dependent variable that is predictable from the independent variables:

"oy h)?
2 _ pL\Ji i
Re=1 LN E

(2.25)

wherey is the mean of the actual valuesR? measures how well the model explains the
variability of the target variable, with values closer to 1 indicating a better t.

2.2. Fundamentals of Deep Learning

The rapid advancements in data availability and computational power have per-
mitted a signi cant growth in the eld of deep learning, advancing it to the frontier of
arti cial intelligence (Al) research. Unlike conventional machine learning methods, which
often reach a limit in performance as size of data increases, deep learning models exhibit
a unique capacity to extract relationship from large datasets e ectively, thereby achieving
high levels of accuracy in many tasks [27].

At its core, deep learning involves the use of arti cial neural networks (ANNS)
with multiple layers, which allows these models to capture complex patterns and repre-
sentations in data. This architecture mirrors the layered structure of biological neural
networks, a feature that provides deep learning with its key exibility and adaptabil-
ity. Inspired by biological neuroscience, architectures like convolutional neural networks
(CNNs) have been particularly successful. CNNs, for instance, originated from the work
of Hubel and Wiesel [28], who revealed the hierarchical organization of neurons in the cat's
visual cortex, and this has been crucial in achieving breakthroughs in image recognition
tasks [27].

Deep learning models are not only systems of connected units, in fact their archi-
tectures are carefully composed to solve speci ¢ problems. For example, recurrent neural
networks (RNNs) and their variants are designed to handle sequential data, making them
suitable for applications like natural language processing and time-series analysis. Mean-
while, CNNs excel in spatial data tasks such as image and video analysis. The diversity
of these architectures demonstrates how neural networks provide a high-level abstraction
that encodes insights directly into the computational framework [27].

One of the key aspects of the success of deep learning is its ability to outperform
humans in certain narrowly de ned tasks, such as image classi cation [27]. This milestone
underlines the profound impact of deep learning in domains traditionally dominated by
human expertise. However, this success is not without challenges. Deep learning systems
require large computational resources and are often criticized for their "black-box" nature,
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which can make their decision-making processes opaque and di cult to understand [27].

As research progresses, the potential to integrate biologically inspired insights into
deep learning remains a promising frontier. Advances in neuroscience could introduce
novel architectures that further enhance the capabilities of these models. For researchers
and practitioners, understanding the fundamental principles of deep learning, along with
its current limitations, is crucial to exploit its full potential in solving complex real-world
problems. This chapter explores these principles, examining the theoretical bases, key
architectures, and practical applications that de ne modern deep learning.

2.2.1. Feedforward Neural Networks

2.2.1.1. Single Layer Neural Network: The Perceptron

The perceptron, introduced by Rosenblatt in 1958, is one of the simplest forms
of neural networks and marks the starting point of modern machine learning architec-
tures [29]. It is a single-layer network designed for binary classi cation tasks, capable of
mapping input features directly to an output class using a linear decision boundary. The
architecture consists of an input layer and a single computational unit, the perceptron,
which aggregates the weighted inputs and applies an activation function to produce the
nal output [27].

The equation ruling the perceptron can be expressed as:
!

wiXi + b (2.26)

i=1

xd

<
I

where x; represents the input featuresw; the corresponding weights, and is a bias
term added to accommodate shifts in the data distribution. The activation function is
expressed as and it is a non-linear function, typically a Sign or a Sigmoid or a RelLu
function [30], which determines whether the output belongs to one of the two possible
classes.

Despite its simplicity, the perceptron algorithm has limitations. It assumes that the
dataset is linearly separable and cannot converge otherwise. This shortcoming required
the development of more advanced architectures like multi-layer perceptrons, which intro-
duce hidden layers to capture non-linear patterns in data [31]. Figure 2.6 illustrates the
perceptron architecture, emphasizing its linear nature and the inclusion of bias to handle
o set values in the datasets.

The learning processor of the perceptron algorithm involves an iterative updating
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Figure 2.6: A perceptron model showing inputs, weights, bias, and activation function.
of weights based on prediction errors:

W oWt (Y DX, (2.27)

where is the learning rate, and(y ¥) is the prediction error. This simple but pow-
erful approach prompted the development of more complex neural networks, making the
perceptron a key concept in the evolution of deep learning.

2.2.1.2. Multilayer Neural Networks

Multilayer Neural Networks (MLNNSs) extend the capabilities of single-layer per-
ceptrons introducing one or more hidden layers between the input and output layers. This
addition enables the network to model nonlinear relationships and solve problems that
are linearly inseparable that a single-layer perceptron cannot address. Each layer in an
MLNN contains interconnected nodes (neurons), where each connection is associated with
a weight, and the neurons in the hidden layers apply activation functions to introduce
nonlinearity into the model [32].

The fundamental architecture of an MLNN involves an input layer that receives the
feature vectors, multiple hidden layers where computation and feature extraction occur,
and an output layer that produces the nal predictions. The multilayer structure allows
these networks to hierarchically learn representations of the input data, where deeper
layers capture more abstract and complex patterns [11]. For example, in image recogni-
tion tasks, earlier layers learn to detect simple structures, like edges, while deeper layers
identify higher-level features like shapes or objects. A sketch of a possible architecture of
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a multilayer neural network is reported in Figure 2.7.

The mathematical operations in an MLNN can be described as follows. For a given

layer I, the output of a neuronz() is computed as:

X

Zj(l) _ (I) (I D4 q(l) (2.28)

(1

wherew; is the weight connecting thei-th neuron in layer! 1 to the j-th neuron in

layer 1, q(') is the bias term, andafI Y is the activation from the previous layer. The
) of the neuron is given

activation function (') introduces nonlinearity, and the outputa
by:
a].(l) = (zj(l)): (2.29)

Popular choices for () include the sigmoid function:

1
(2) = T+ (2.30)
the hyperbolic tangent (tanh):
(z) = tanh( z); (2.31)
and the recti ed linear unit (ReLU):
(z) = max(0; 2): (2.32)

The backpropagation algorithm, proposed by Rumelhart et al. in 1986 [32], is
a key point of MLNNSs. It enables e cient training of networks with multiple layers by
computing the gradient of the loss function with respect to each weight, using the following
chain rule of derivatives:

@ _@ @ aof
ey ef @f oy
wherelL is the loss function. These gradients are then used to update the weights

through optimization methods like stochastic gradient descent (SGD). The process of
backpropagation is described in Figure 2.8.

(2.33)

Despite their success, the training of MLNNSs presents several challenges, including
over tting, computational cost, and gradient-related issues. Techniques like dropout,
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weight regularization, and early stopping have been developed to solve or at least reduce
the impact of this issue [33]. Last decade advances in hardware, particularly GPUs, have
also signi cantly accelerated the process of training a neural network, making it feasible
to train deeper and more complex networks on large datasets in a reasonable time.

Figure 2.7: A multilayer neural network with input, two hidden layers, and output layers.

An important achievement in the evolution of MLNNSs is their application in con-
volutional and recurrent architectures, which extend the basic structure of fully connected
networks. Convolutional Neural Networks (CNNSs) are specialized in spatial data, such as
images, while Recurrent Neural Networks (RNNs) are designed to handle sequential data
like text or time series [34]. These architectures illustrate how multilayer networks can
be adapted to speci c tasks, further expanding their utility.
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Figure 2.8: Backpropagation process: Error signals propagate backwards to update weights in
each layer.
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2.2.1.3. Training of Neural Networks

Training a neural network involves optimizing its parameters, namely weights and
biases, to minimize the di erence between predicted outputs and true labels. This process
Is iterative and typically utilizes optimization algorithms like stochastic gradient descent
(SGD) and its variants, including Adam [35], RMSprop [36], and AdaGrad [37]. These
algorithms leverage gradients of the loss function with respect to the network parameters,
calculated using the backpropagation algorithm described before.

The choice of the loss function plays an important role in training, as it de nes
the value that the network try to minimize. For regression tasks, the mean squared error
(MSE) is commonly used:

MSE= — (i $)%; (2.34)
i=1
wherey; represents the true values, ang; are the predicted values. For classi cation
tasks instead, the cross-entropy loss is probably the most applied:

1 X XK
Cross-Entropy Loss= - yij l0g¥ ; (2.35)

i=1 j=1

wherey; is a binary indicator (1 if classj is the correct classication for samplei,
otherwise 0), andy; is the predicted probability for classj. This loss prompts the
network to output high probabilities for the correct class, thus improving classi cation
accuracy.

Unfortunately, neural networks, especially deep ones, are prone to over tting and,
for this reason, some regularization techniques are essential to mitigate it and enhance
generalization in neural networks. Dropout is one of the most e ective regularization
techniques. During training, a fraction of neurons in a layer is randomly "dropped out,"
meaning they are temporarily deactivated. This prevents the network from relying exces-
sively on speci ¢ neurons [33]. Mathematically, Dropout can be expressed as:

h¥P = r; h;; (2.36)

where r; Bernoulli(p) is a binary random variable with probability p, and h; is the
original output of the neuron. Figure 2.9 illustrates how Dropout deactivates neurons
during training, enhancing more robustness.

Another frequently used regularization method is weight regularization, such as L2
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regularization, which penalizes large weight values by adding a term to the loss function:

X
LOSSegularized = LOSS+ Wiz; (2.37)
i
where is the regularization parameter, andw; are the weights. This discourages the
model from tting noise in the training data by favoring simpler models.

Optimizers like SGD with momentum, RMSprop, and Adam introduce mechanisms
to accelerate convergence and escape local minima, which also reduce the over tting risk.
For instance, Adam combines the bene ts of momentum and adaptive learning rates:

mt = 1mt 1 + (1 1)r L( t), (238)

Vi= v 1+ (1 r L( )% (2.39)
_ me

t+1 =t ﬁiv_t_'_ ; (2.40)

where m; and v; are biased estimates of the rst and second moments of the gradient,
1 and , are decay rates, is the learning rate, and is a small constant for numerical
stability.

Figure 2.10 shows a typical plot of training and validation loss over epochs. In well-
trained networks, the training loss decreases steadily, while the validation loss remains
close to it, indicating good generalization. A widening gap between the two curves suggests
over tting, which can be mitigated by regularization techniques.

Figure 2.9: A diagram demonstrating how Dropout randomly deactivates neurons during train-
ing, e ectively creating multiple sub-networks.
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Figure 2.10: A graph showing how loss evolves over epochs, helping assess the network's learning
progress and detect over tting.

2.2.1.4. Universal Approximation Theorem

The Universal Approximation Theorem is an important result in the eld of neu-
ral networks, showing that they are able to approximate a wide variety of functions.
This theorem states that a feedforward neural network with just one hidden layer and a
non-linear activation function, like a sigmoid or ReLU, can approximate any continuous
function on a compact space to any desired accuracy, provided it has enough neurons
[38, 39]. This means that, in theory, neural networks have the exibility to model almost
any relationship in data, making them incredibly powerful.

The rst formal proof of this theorem was given by [38], who showed that net-
works with sigmoid activation functions can approximate continuous functions. Later,
[39] expanded the theorem to include other activation functions and made it clear that
the architecture of the network is what allows for this universal property, not the specic
choice of the activation function. This result is a key reason why neural networks are used
in so many applications today, from recognizing images to understanding text.

However, the theorem comes with limitations. It guarantees that a neural network
can approximate a function, but it does not say how many neurons or how much data is
needed to achieve this. In practice, a network might need a very large number of neurons
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to closely approximate certain functions, which can make training dicult [40]. The
theorem also assumes ideal conditions, such as perfect optimization and noiseless data,
which are often not the case in real-world tasks.

Despite these challenges, the Universal Approximation Theorem is an encouraging
result. It tells us that neural networks have the potential to solve a huge variety of
problems, as long as they are designed and trained properly and this theoretical proof has
played a big role in the overall adoption of neural networks for solving complex problems.

2.2.2. Convolutional Neural Networks

2.2.2.1. Introduction to Convolutional Neural Networks

Convolutional Neural Networks (CNNs) have emerged as one of the most trans-
formative architectures in deep learning, particularly in domains that require processing
grid-structured data, such as images and videos. Their development represented a signi -
cant advancement in machine learning, with deep applications in computer vision, natural
language processing, and beyond.

The origins of CNNs can be traced to the work of Hubel and Wiesel [28], who
studied the visual cortex in animals, discovering that speci ¢ neurons were sensitive to
particular patterns, such as edges and orientations. This biological inspiration was the
groundwork for the computational design of convolutional layers. The pioneering LeNet-
5 architecture by LeCun et al. [34] was among its rst practical applications, achieving
success in handwritten digit recognition. Decades later, architectures like AlexNet [41]
and ResNet [42] further transformed the eld by enabling the training of deeper networks,
leading to state-of-the-art performance in image-related tasks.

CNNs excel in processing data with a spatial structure due to their speci ¢ archi-
tecture, which contains the convolution operation. Unlike fully connected networks, which
treat all inputs equally, CNNs exploit spatial hierarchies by learning localized patterns
through convolutional Iters. These lters are capable of detecting edges, textures, and
more complex features as data propagates through successive layers.

Another key advantage of CNNs is parameter sharing, where the same lter is
applied across the entire input. This drastically reduces the number of parameters, making
CNNs computationally e cient and less inclined to over tting.

The versatility of CNNs has led to their adoption in a wide range of applications:

" Image Classi cation : Labeling objects in images with high accuracy.
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" Object Detection : Identifying and localizing multiple objects within an image.
" Medical Imaging : Diagnosing diseases using X-rays, MRIs, and CT scans.

" Natural Language Processing : Adapting CNNs to text for sentiment analysis
and translation.

2.2.2.2. Basic Structure of Convolutional Neural Networks

Convolutional Neural Networks (CNNs) are speci cally designed for processing
data that has a grid-like topology, such as images. They are composed of three main
types of layers: convolutional layers, pooling layers, and fully connected layers. Each of
these layers plays a distinct role in the network's ability to learn and extract meaningful
features.

The primary building block of a CNN is theconvolutional layer This layer applies
convolution operations to the input, extracting features by sliding a set of lters (also
called kernels) across the spatial dimensions of the input. This results in the creation
of feature maps which highlight important patterns in the data. Mathematically, this is
expressed as:

Xa Xa X
+1 ; .
hi(;lq:p) = WE;Z;qk)hi(g)r Lj+s 1k (2-41)
r=1 s=1 k=1
(g+1) e _
whereh;i:,” represents the feature map at positiori;j ) and depthp in layer g+ 1, and

w9 is the Iter kernel.

rs;k

The pooling layeris used to downsample the feature maps, reducing their spatial
dimensions while retaining the most relevant information. Common types of pooling
include max pooling, which selects the maximum value within a speci ed region, and
average pooling, which calculates the average value [43]. The mathematical description
of max pooling is:

hi;;)jooled — mm%w Pismij +n' (2.42)

Finally, fully connected layersare used in the later stages of the CNN. These layers
treat the extracted features as a attened vector, enabling the network to perform high-
level reasoning, such as classi cation.

The convolution operation is at the core of a CNN and is mathematically de ned

as: X X

(I K)xy)= I(x m;y n)K(m;n); (2.43)
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wherel (X;y) represents the input imageK (m; n) is the kernel, and(x;y) are the spatial
coordinates. This operation involves sliding the kernel across the input image and cal-
culating a weighted sum of pixel intensities at each position. The resulting output is a
feature map, which captures speci c patterns corresponding to the kernel.

Filters in CNNs are small, learnable matrices that focus on speci c local patterns,
such as edges, textures, or other image features. Multiple Iters are applied in each
convolutional layer, producing a stack of feature maps. Each feature map represents the
activation of a lIter across the entire input, e ectively highlighting regions where the
pattern encoded by the lIter is detected.

Padding and stride are crucial parameters in the convolution operatiorRPadding
involves adding a border of zeros around the input, ensuring that the spatial dimensions
of the output do not shrink too quickly. This is particularly useful for preserving edge
information. Stride determines how far the kernel moves during each step. A larger
stride reduces the spatial dimensions of the output but may lose ne-grained details.
Mathematically, the output size can be computed as:

| +2P K

o= —% ™ 41; 2.44
S 1 ( )

wherel is the input size,P is the padding,K is the kernel size, ands is the stride.

Recti ed Linear Units (ReLU) are commonly used as activation functions in CNNSs.
They introduce non-linearity into the model by applying the function:

f (X) = max(0;x); (2.45)

where x is the input to the activation function. ReLU helps the network learn complex
patterns by breaking the linearity, ensuring that neurons activate only for positive val-
ues. This improves the convergence speed during training and reduces the likelihood of
vanishing gradient problems.

Figure 2.11 demonstrates the convolution operation on an input image, where a
Iter is introduced to allow the network to detect features at various spatial locations and
to focus on the most important aspects of images.

2.2.2.3. Training Convolutional Neural Networks

The training of CNNSs, like training of other types of neural networks, is a process
that leverages the backpropagation algorithm to adjust network parameters and opti-
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Figure 2.11: lllustration of a convolutional operation: a5 5 input is convolved with a 3 3
Iter, producing a 3 3 output.

mize performance. This section discusses the core aspects of CNN training, including
optimization techniques, loss functions, and regularization methods.

Training a CNN involves calculating the gradients of a loss function with respect
to the network's parameters. This is achieved through the backpropagation algorithm
[32].

For a convolutional layer, the gradients are computed for each Iter. Consider the
lter weights W in layer |. The gradient of the lossL with respect to a single weight
Wi(jl) is given by:

@ _ CERENOI
|) mn i+m;j +n?
@‘f}’ m;n
where represents the error at position(m;n) in layer | + 1, and hi(L)m;jm is the
activation in layer I.

Also in this case, optimization methods are used to numerically minimize the loss
function e ciently. For CNNSs, usually the Adam variant of the SGD is used.

Frequently used loss functions also for CNNs are the Cross-Entropy Loss and the
MSE, depending on the tasks to be solved, as described before.

Regularization mitigates over tting by improving the network's generalization ca-
pabilities. Common techniques include Dropout, already described in previous sections,
and Batch Normalization. Batch normalization normalizes activations within a mini-batch
to improve stability and convergence:

|
N
I
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where and 2 are the mean and variance of the mini-batch, and is a small constant
for numerical stability.

The typical work ow for training a CNN therefore includes the following steps:
1. Forward propagate the input through the network to compute predictions.
Compute the loss using the chosen loss function.

Backpropagate the error to calculate gradients.

w0 N

Update weights using an optimizer.
5. Apply regularization techniques to prevent over tting.

The iterative process continues until the model converges to an acceptable perfor-
mance level.

2.2.2.4. Advanced Topics in Convolutional Neural Networks

CNNs have evolved signi cantly, leading to numerous advanced methodologies
aimed at optimizing performance, reducing computational overhead, and addressing prac-
tical challenges in their deployment. This section goes into two of these: transfer learning
for the use of pre-trained models and ensemble methods.

Transfer learning leverages knowledge from pre-trained CNNSs, typically trained on
large datasets like ImageNet [44], to adapt to new tasks with limited labeled data. The
core idea is to utilize feature representations learned by these models in earlier layers
and ne-tune the later layers to suit domain-speci c requirements. Mathematically, given
a pre-trained model with parameters pewained ,» transfer learning involves optimizing a
subset of these parameters or adding new layers with parametefs,, as shown below:

min L(9;y) subjecttok pretained xed K ;

new ; pretrained

wherelL is the loss function,§ are the predicted labels, ang are the ground truth labels.
Fine-tuning involves unfreezing a portion of yeraines @nd retraining them on the new
dataset.

Figure 2.12 illustrates the process of freezing layers of a pre-trained CNN while
training additional layers to adapt to a speci c task.

Pre-trained models like Inception V3 [45], AlexNet [41], VGG [46], and ResNet
[42] have set benchmarks for numerous computer vision tasks and are among the most used
model in the realm of Transfer Learning, because their ability to provide excellent feature



2| Theoretical Foundations 33

Figure 2.12: A representation of the Transfer Learning approach used for a medical dataset. As
it is possible to see, the network pre-trained on ImageNet is then used for the classi cation task,
where only the nal Fully Connected Layers are trained

representations that can be ne-tuned or used as xed feature extractors. Forinstance, the
architecture of ResNet, with its skip connections, overcomes vanishing gradient problems
in deep networks.

Ensemble learning, on the other hand, is another technique used to enhance CNNs
performance. It combines predictions from multiple CNNs to improve robustness and

1 X
= = f :
9 n . I(X)’
i=1
wherex is the input. Ensembles can reduce variance and improve generalization, though
at the cost of higher computational requirements.

Despite their widespread success, CNNs still face several challenges:

Over tting: like any other neural networks also CNNs, depending on the number of lay-
ers and neurons in them, can lead to over tting of the dataset. Regularization techniques,
such as weight decay, Dropout [33], and data augmentation, namely the application of
some transformation to input data in order to enlarge its number, are commonly employed
to mitigate this issue.
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Computational Requirements: Training deep CNNs is computationally intensive,
often requiring signi cant GPU resources. Fine-tuning of a pre-trained model in the
framework of Transfer Learning goes into the direction of reducing computational con-
straints.

Interpretability: CNNs are often criticized as "black boxes" due to their lack of trans-
parency. Tools like Grad-CAM [47], which visualize class-speci ¢ feature importance,
improve interpretability and trust in CNN predictions.

2.2.3. Generative Adversarial Networks

2.2.3.1. Introduction to Generative Adversarial Networks

Generative Adversarial Networks (GANS), introduced by lan Goodfellow et al. in
2014, have modi ed the eld of deep learning by introducing a novel framework for training
models which generate new plausible instances of the training data [48]. GANs consist of
two competing neural networks: agenerator, which creates synthetic data resembling the
training data, and a discriminator, which distinguishes between real and generated data.
This adversarial setup has paved the way for signi cant advancements in elds such as
image synthesis, natural language processing, and medical imaging [49].

The fundamental principle behind GANSs lies in a minimax optimization problem.
The generator aims to minimize the probability of the discriminator identifying its outputs
as fake, while the discriminator seeks to maximize this probability. Mathematically, the
objective function for the GAN is expressed as:

minmaxV(D;G) = Ex py, 0lOgD ()] + Ex pollogl D(G@N]:  (2.46)

Over the past decade, GANs have evolved into nhumerous variants, such as Con-
ditional GANs (cGANSs), CycleGANs, and Wasserstein GANs, each addressing specic
limitations of the original model [50, 51]. These variants have extended GAN applica-
tions from image-to-image translation to super-resolution and beyond.

Figure 2.13 shows the architecture of a GAN, highlighting the generator and dis-
criminator interplay between the two networks in generating realistic data.

The introduction of GANs has also highlighted challenges such as mode collapse,
where the generator produces limited data diversity, and instability during training. Vari-
ous techniques, including Wasserstein loss and spectral normalization, have been proposed
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to address these issues [50, 52].

Here we explore the basic theoretical foundations of GANSs, their algorithmic ad-
vancements, and their broad spectrum of applications. It aims to provide a comprehensive
overview of the impact of GANs on modern arti cial intelligence.

Figure 2.13: Conceptual architecture of a GAN adapted from [53], showing the interplay of
Generator and Discriminator in the backpropagation process

2.2.3.2. Mathematical Foundation of GANs

GANSs are grounded in game theory, particularly the minimax optimization prob-
lem, which is central to their design. A GAN consists of two neural networks: a generator
G and a discriminator D, both competing to improve their performance. The generator
attempts to produce realistic data samples to deceive the discriminator, while the dis-
criminator strives to distinguish between real and generated data. This interplay leads to
the formulation of the following minimax problem:

minmaxV (D; G) = Ey p,, [0gD(X)]+ E, 5 log(l DG@N]:  (247)

Here, pjata denotes the true data distribution, p, is the noise distribution, D (x) represents
the probability of x being real, andG(z) maps noisez to a data point in the target
distribution.

The Nash equilibrium forms the theoretical foundation of GANs. At equilibrium,
D maximizes its ability to classify real and fake samples, whil@ minimizes the discrimi-
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nator's ability to detect generated samples. Mathematically, whe® is optimal, its value
IS given by:

Pdata (X) .
Pdata (X) + Pg(X)’
where py(x) is the distribution induced by the generator. SubstitutingD into the ob-
jective function yields the Jensen-Shannon divergence betweggg., and py, thus aligning
the generator's goal with minimizing this divergence.

D (x) = (2.48)

One of the critical challenges in training GANSs is the vanishing gradient problem,
particularly during the early stages whenG generates poor samples. To address this, an
alternative objective for G can be used:

maxEk; , [logD (G(2))]; (2.49)

which avoids gradient saturation and provides more informative updates fd& during
training.

Regularization techniques such as Wasserstein GAN (WGAN) address issues like
mode collapse and instability by replacing the Jensen-Shannon divergence with the Wasser-
stein distance. The WGAN objective is given by:

mGin rgzallijX e IP (X)) Ez p, [D(G(2))]; (2.50)

where D ensuresD satis es a Lipschitz constraint. This modi cation improves training
stability and provides more meaningful gradients.

2.2.3.3. Variants of GANs

GANSs have undergone signi cant evolution since their inception, resulting in nu-
merous variants tailored for speci ¢ tasks and improvements. This section explores some
of the most prominent GAN variants, including Conditional GANs (cGANSs), Wasserstein
GANs (WGANSs), CycleGAN, and Pix2Pix, highlighting their features and applications.

Conditional GANs (cGANS) Conditional GANs extend the original GAN framework

by conditioning both the generator and discriminator on auxiliary information, such as
class labels or additional data. The objective function for cGANs is de ned as:

minmaxV(D;G) = Ex py, [10gD(Xjy)I + E; p.[log(1  D(G(zjy)iy))]; (2.51)
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wherey represents the conditioning variable. This conditional structure allows cGANS to

generate targeted outputs, such as translating text descriptions into images or applying
speci c styles to images. Applications of cGANs include text-to-image synthesis and
image-to-image translation tasks [51].

Wasserstein GANs (WGANS) Wasserstein GANs address the instability and mode
collapse issues inherent in standard GANSs by replacing the original loss function with the
Wasserstein distance. The WGAN objective is:

MinmaxEy p,, D) E. 5[D(GE@)]; (2.52)

whereD is constrained to be 1-Lipschitz. The use of gradient penalties, as in WGAN-GP,
further improves stability and convergence [54]. WGANSs are widely used in high-quality
image-generation tasks.

CycleGAN  CycleGAN is designed for unpaired image-to-image translation and where
paired training data is not available. The key innovation is the cycle-consistency loss,
which ensures that translating an image to the target domain and back to the source
domain yields the original image. The cycle-consistency loss is expressed as:

Leycle = Ex[KGE(Gg (X)) Xki] + Ey[kGg (Ge(Y))  Yykail; (2.53)

whereGr and Gg are the forward and backward generators, respectively. CycleGAN has
applications in style transfer and domain adaptation [55].

Pix2Pix  Pix2Pix is a supervised GAN designed for paired image-to-image translation
tasks. Its generator learns a mapping from input images to output images, with the dis-
criminator ensuring the realism of the generated outputs. The objective function combines
a cGAN loss with anL, loss for pixel-level accuracy:

Lpixerix = Leean + Exylky  G(X)ka]: (2.54)

Pix2Pix excels in applications such as converting sketches to realistic images and semantic
segmentation.

Table 2.1 summarizes the discussed GAN variants, their key features, and applica-
tions.
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Table 2.1: Summary of GAN Variants

Variant Key Features Applications

cGANs Conditioning on auxiliary | Text-to-image generation,
information style transfer

WGANS Wasserstein distance, gradi: High-quality image genera-
ent penalty to improve sta- | tion
bility

CycleGAN Cycle-consistency loss foy Style transfer, domain
unpaired data adaptation

Pix2Pix Paired image-to-image Sketch-to-image  transla-
translation using condi-| tion, semantic segmentation
tional GANs

2.2.3.4. Training Challenges in GANs

Training GANSs often presents signi cant challenges due to their unique adversarial
nature. A key issue is instability during the optimization process, which comes from the
minimax formulation. The generator and discriminator simultaneously improve against
each other, leading to oscillatory behaviour and, in some cases, mode collapse. This occurs
when the generator produces a limited diversity of outputs, failing to capture the true
data distribution.

Various improvements to the original GAN framework have been proposed to ad-
dress these issues, like the WGAN described before.

Further enhancements include gradient penalty regularization (WGAN-GP), which
enforces the Lipschitz constraint on the discriminator by penalizing gradients that deviate
from unit norm:

Lep = Eq p, (kr sD(R)k, 1)* :

Additionally, spectral normalization has been introduced to constrain the Lipschitz
constant of the discriminator by normalizing the spectral norm of its weight matrices.

2.2.4. Graph Neural Networks

2.2.4.1. Introduction to Graph Neural Networks

Graphs are an essential data structure used to model relationships and interactions
in complex systems. Unlike traditional data types such as images or text, graphs provide
a exible representation that captures pairwise connections between entities, allowing for
a more holistic analysis of structured data. A graptG = (V;E) is composed of a set of
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nodesV and edgestE, which can represent anything from friendships in social networks
to molecular bonds in chemistry.

Graph Neural Networks (GNNs) have emerged as a powerful tool for analyzing
graph-structured data by leveraging the inherent topology of graphs and the features of
its nodes and edges. These models extend traditional neural networks by incorporating
message-passing mechanisms that allow information to ow between neighbouring nodes,
enabling the network to capture both local and global structures.

Motivation for GNNs Many real-world problems are inherently graph-based. For
instance, social networks consist of individuals (nodes) connected by friendships (edges),
while in chemistry, molecules can be represented as graphs where atoms are nodes and
bonds are edges. Traditional machine learning models, which operate on xed-size and Eu-
clidean data like images or sequences, struggle to generalize to irregular and non-Euclidean
domains like graphs [56]. GNNs bridge this gap by enabling e cient representation learn-
ing on graphs, making them applicable to tasks such as:

" Node classi cation:  Predicting properties of individual nodes, such as classifying
users in a social network.

" Link prediction: Inferring missing edges, such as predicting potential friendships
or molecular interactions.

" Graph classi cation:  Assigning labels to entire graphs, as in molecule property
prediction.

A graph example is reported in Figure 2.14, where the node and edge features are
illustrated, as well as the node classi cation and link prediction task on graphs.

The concept of neural networks operating on graphs dates back to early studies on
recursive and convolutional networks for structured data. The introduction of spectral
methods like the Graph Convolutional Network (GCN) [57] marked a signi cant advance-
ment, enabling scalable operations on graph Laplacians. Subsequent developments, such
as Graph Attention Networks (GATSs) [58] and Graph Isomorphism Networks (GINs) [59],
have further enhanced the expressive power and versatility of GNNs.

GNNs have demonstrated remarkable success across various domains:
~ Social networks: ldentifying in uential users or detecting fake accounts.

" Biology and chemistry: Predicting protein-protein interactions and molecular
properties.
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" Recommendation systems: Improving content recommendations by modeling
user-item interactions as a bipartite graph.

For example, in drug discovery, GNNs have been employed to predict molecule activities,
aiding in the identi cation of potential therapeutic compounds [60].

Despite their success, GNNs face challenges such as scalability to large graphs,
interpretability, and the e cient handling of dynamic and heterogeneous graph data.
Research continues to address these issues, with advancements like sampling techniques
for large-scale graphs and attention mechanisms for interoperability.

Figure 2.14: A sample graph illustrating nodes (A E) and edges with weights. Each node is as-
sociated with speci ¢ features. Highlighted tasks includeNode Classi cation  (e.g., predicting
the label of node A) and Link Prediction (e.g., determining if an edge exists between nodes
E and C).

2.2.4.2. Mathematical Background of GNN

and edgeE V V that connect pairs of nhodes. Graphs can be directed or undirected
depending on whether the edges have a direction.

The structure of a graph can be encoded using the following matrices:

" Adjacency Matrix ( A): An n n matrix where each entryA; represents the
weight of the edge between nodeg and v;. For unweighted graphs,A; = 1 if
(vi;v;) 2 E, otherwiseAj; =0.
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" Degree Matrix ( D): A diagonal matrix whereDj; contains the degree of node,
l.e., the number of edges connected 5.

Graph Neural Networks (GNNs) process graph-structured data by iteratively ag-
gregating and transforming information from neighboring nodes. The following notations
are commonly used:

" X 2 R" 9 Node feature matrix, whered is the dimensionality of each node's
features.

" H®: Node embeddings at the&k-th layer of the GNN.

~ W ®: Trainable weight matrix for the k-th layer.

A

N (v): Set of neighbors for node.

The general form of a GNN layer is:

HKkD = AH Oy ® (2.55)

where () is a non-linear activation function (e.g., ReLU), andH© = X.
Graphs enable various tasks speci c to their structure and data:
Node Classi cation The goal is to predict labels for each node in the graph. For exam-

ple, given a social network graph, classify users based on their attributes and connections.
The output for each nodey; is a labely;:

¢i = softmax(H*)); (2.56)
whereH i(K) is the embedding of nodey; after K -layers.

Link Prediction The objective is to predict whether an edge exists between two nodes
(vi;vj). The predicted probability of a link is given by:

B = (H' H); (2.57)
where () is the sigmoid function.

Graph Classi cation For the goal of graph classi cation, the entire graph is assigned
a single label, such as classifying molecules based on their properties. The graph repre-



42 2| Theoretical Foundations
sentation is computed using a pooling function pof) over all node embeddings:

¥ = softmax(pool(f H "', )): (2.58)

2.2.4.3. Core Concepts in GNNs

This section delves into some of the foundational concepts that support GNNs,
including Message Passing Neural Networks (MPNNSs) [60], graph convolution methods
[57], and Graph Isomorphism Networks (GINs) [59].

Message Passing Neural Networks (MPNNSs) MPNNs are a general framework
for processing graph-structured data. They operate in a multi-step process where nodes
iteratively aggregate information from their neighbours and update their features. This
paradigm e ectively captures the local and global structure of the graph.

Mathematical Formulation: Each layer of an MPNN consists of two primary
steps:

~

Message Aggregation: For a nodev, messages from its neighbors are aggregated:

X
m{) = h{d;h{: e, (2.59)
u2N (v)

whereN (v) denotes the neighbors of, h{ is the feature vector of nodev at layer
k, e, represents edge features, andis a message function.

" Feature Update: The aggregated messages are used to update the node's features:
h(kD = hl;m® (2.60)

where is the update function, typically implemented as a neural network.

Examples of MPNN Frameworks: Common MPNN-based models include
Graph Convolutional Networks (GCNs), Graph Attention Networks (GATs), and Graph-
SAGE. Each framework di ersin how it de nes and , allowing for exibility in handling
di erent types of graph data.

Graph Convolution Graph Convolutional Networks (GCNs) operate in the Fourier
domain of the graph and the matrixH %) can be calculated as:
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H(k+1) — D 1=2AD 1:2H(k)W(k) : (261)

where A = A + | (adjacency matrix with self-loops),D is the degree matrix,H® is the
node feature matrix at layerk, and is an activation function (e.g., ReLU).

Spatial-based Methods: Spatial methods directly aggregate information from
neighboring nodes. Unlike spectral methods, spatial methods are computationally e cient
and can be easily applied to large, dynamic graphs.

Role of Activation Functions and Layers: Activation functions, such as RelLU,
introduce non-linearities, enabling the network to capture complex patterns. Stacking
multiple layers allows GNNs to aggregate information from increasingly distant nodes,
improving their ability to model global graph properties.

Graph Isomorphism Networks (GINS) Standard GCNs have limitations in distin-
guishing graph structures, as demonstrated in their inability to di erentiate certain graph
isomorphisms. GINs address this limitation by leveraging the Weisfeiler-Lehman (WL)
graph isomorphism test.

Weisfeiler-Lehman Test:  The WL test iteratively updates node labels based on
their neighbors and checks if the resulting graph representations are isomorphic. GINs
mimic this process, ensuring greater discriminative power.

Mathematical Formulation: A GIN layer is de ned as:
0 1
X
h*D = MLP @1+ ) h{d+ h{oA; (2.62)
u2N (v)

where is a learnable parameter, and MLP is a multi-layer perceptron.

Key Features and Bene ts:  GINs achieve state-of-the-art performance in graph
classi cation tasks due to their theoretical guarantees in capturing graph structure. They
are particularly e ective in applications requiring ne-grained structural distinctions.

2.2.4.4. Training Graph Neural Networks

Training GNNs is a critical process that involves selecting appropriate loss func-
tions, optimization techniques, and regularization methods to ensure robust and e cient
learning. This section explores these aspects, along with strategies to address computa-
tional challenges associated with large-scale graph data.
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Loss functions guide the training of GNNs by quantifying the error between pre-
dictions and ground truth labels. Commonly used loss functions include:

" Cross-Entropy Loss: Frequently used in node classi cation and graph classi ca-
tion tasks, it is de ned as:

X
Lcg = yi log($h); (2.63)

i=1
wherey; is the true label, ¥; is the predicted probability, and N is the number of
nodes or graphs.

Contrastive Loss: Often employed in link prediction and representation learning
tasks. It ensures similar embeddings for connected nodes and dissimilar embeddings
for disconnected ones:

X 2 X 2
L contrastive = kz; Z k kz; Z K (2.64)
(i )2E (i )2E
wherez; and z; are node embedding< is the edge set, and balances positive and
negative samples.

Optimization in GNNs adapts traditional techniques for graph-speci c challenges:

Gradient-Based Optimization: Methods like stochastic gradient descent (SGD)
and Adam are widely used for updating weights based on gradients of the loss
function.

Graph-Speci ¢ Sampling: Sampling techniques, such as GraphSAGE, reduce
computational overhead by creating mini-batches of node neighbourhoods rather
than processing the entire graph.

Learning Rate Schedules: Dynamic adjustment of the learning rate, such as
using cosine annealing or learning rate warm-ups, ensures stable convergence during
training.

Regularization prevents over tting in GNNs by introducing constraints and aug-
mentations:

" Dropout on Nodes and Edges: Randomly dropping nodes or edges during train-
ing encourages robustness. For example:

H%= Dropout(H); (2.65)
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whereH is the node feature matrix.

" Graph Data Augmentation: Techniques like edge perturbation, feature masking,
and subgraph sampling increase the diversity of training data without requiring
additional labels.

Computational Challenges and Solutions GNN training on large graphs poses
unique challenges, addressed through:

" Graph Sampling: Methods like cluster-based sampling (e.g., Cluster-GCN) divide
the graph into smaller subgraphs for e cient processing.

" Mini-Batch Training: Instead of processing the entire graph, mini-batches are
created by sampling nodes or edges, signi cantly reducing memory usage.

" Sparse Matrix Operations:  Leveraging sparse representations for adjacency ma-
trices and other graph structures minimizes computational overhead.

2.3. Raman Spectroscopy

2.3.1. Spontaneous Raman Scattering

When light interacts with matter, two fundamental processes occur: absorption
and scattering. During absorption, the molecule temporarily gains energy, whereas in
scattering, the molecule de ects the light immediately. In most cases, the scattered pho-
tons retain the same frequency as the incident light, a process known as elastic or Rayleigh
scattering. However, a small fraction of photons scatters inelastically, undergoing a fre-
guency shift a phenomenon termed the Raman e ect [61]. This e ect manifests in two
forms: Stokes scattering, where the scattered light has a red-shifted frequency relative to
the incident light, and anti-Stokes scattering, where the frequency is blue-shifted.

Consider a diatomic molecule (not necessarily polar), where polarizability depends
on the bond lengthx. This bond length uctuates at the molecular resonance frequency,
expressed ag(t) = x; cos( rt), wherex; is the amplitude and g the resonant frequency.
For small displacements, the polarizability (t) can be expanded as a Taylor series around
its equilibrium value o:

()= o+ %X X(t) (2.66)
0
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The induced dipole momentp(t) due to an oscillating electric eldE(t) = Eqcos( ,t) is:

p(t) = o (DE(D) (2.67)

Substituting (2.67) into (2.66) gives:

PO= o o+ ‘& xrcos( t) Eocosts) (2.68)
0

Expanding this expression yields:

p(t) = o oEocos( pt)
+ 200 = gos(ly R (2.69)

M cos(p+ R

This result reveals three terms. The rst, at frequency! ,, corresponds to Rayleigh
scattering. The second term, at frequencys = ! R, represents Stokes scattering,
where the molecule absorbs energy and transitions to a higher vibrational state. The
third term, at frequency ! .,s = ! , + g, corresponds to anti-Stokes scattering, where the
molecule releases energy, returning to its ground state.

In practice, Raman spectroscopy (RS) generally exploits Stokes scattering (Fig.
2.15) [3]. Experimentally, Stokes signals dominate over anti-Stokes signals due to the
lower population of excited vibrational states at thermal equilibrium, as governed by the
Boltzmann distribution.
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Figure 2.15: Spontaneous Raman scattering process. On the left, a continuous-wave (CW) pump
laser at frequency! pump interacts with a sample, emitting redshifted light at Stokes frequencies

! stokes- OnN the right, the Jablonski diagram shows the electronic states and vibrational levels
(! ) involved in inelastic scattering.

RS has become a powerful tool for the investigation of biological samples such as
cells and tissues [3]. The typical Raman spectrum contains three distinct regions (Fig.
2.16): the ngerprint region (400 1800 cm 1) characterized by a dense array of molecularly
speci ¢ peaks; the silent region (1800 2700 cnt), often free of natural biomolecular
vibrations and useful for engineered Raman tags [62]; and the high-wavenumber CH-
stretching region (2700 3200 cm?), dominated by vibrations of CH groups, mainly from
lipids and proteins [63].

In the 1980s, spontaneous RS began to be combined with high-resolution imaging,
leading to Raman micro-spectroscopy [65]. While spontaneous RS is limited by its small
cross-section, necessitating longer acquisition times, it remains the gold standard for high-
contrast, label-free mapping of biological samples in the ngerprint region.

2.3.2. Coherent Raman Scattering

As the intensity of the electromagnetic eld increases, the oscillations of the elec-
tron cloud become signi cant enough that anharmonic contributions to the nuclear bind-
ing potential cannot be ignored [66]. Under these conditions, the rst-order approximation
of polarization P(t) is no longer su cient, necessitating higher-order corrections. This
involves expanding the electron displacement in a power series around its equilibrium
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