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Abstract

This thesis focuses on the optimization and redevelopment of ChatCare, a Generative Al-
powered application designed to assist therapists and caregivers in creating personalized
therapeutic and educational materials for individuals with Neurodevelopmental Disorders
(NDDs).

While the original version of ChatCare (ChatCare-MAS) introduced an innovative multi-
modal conversational interface powered by Large Language Models (LLMSs), its structure
and implementation posed challenges in terms of cost e ciency and maintainability.

To address these issues, this work redesigns ChatCare-MAS usingRaact framework, in-
troducing a more structured and maintainable architecture. The key architectural change
in this optimization process is the transition from amulti-agent sys- tem (MAS)to a
single-agent system (SAS)reducing the number of LLMs used from ve to one. By
minimizing redundant interactions with the LLM backend, the new version of ChatCare
(ChatCare-SAS) maintains high-quality interactions and e ciency. Additionally, this
work simpli es the chatbot's structure while preserving its ability to generate diverse
therapeutic exercises and adaptive conversations.

This revised system o ers a more scalable and cost-e ective solution, better suited for real-
world adoption by therapists and caregivers. Through this redevelopment, ChatCare-SAS
continues to serve as a powerful tool for professionals working with patients with neurode-
velopmental disorders, enhancing their ability to provide customized support with reduced
operational costs and improved usability.

Keywords: LLM, neurodevelopmental disorders, multi-agent system (MAS), single-
agent system (SAS), chatbot optimization, conversational Al, ChatCare






Abstract in lingua italiana

Questa tesi si concentra sull'ottimizzazione e la riquali cazione di ChatCare, un'applicazione
basata sull'lntelligenza Arti ciale Generativa progettata per assistere terapisti e caregiver
nella creazione di materiali terapeutici ed educativi personalizzati per individui con Dis-
turbi del Neurosviluppo (NDDs).

La versione originale di ChatCare (ChatCare-MAS) introduceva un'innovativa interfaccia
conversazionale multimodale basata su Large Language Model (LLM). Tuttavia, la sua
struttura e implementazione presentavano s de in termini di e cienza dei costi e man-
tenibilita.

Per a rontare queste problematiche, questo lavoro riprogetta ChatCare-MAS utilizzando
il framework React introducendo un'architettura piu strutturata e facilmente mantenibile.

Il principale cambiamento architetturale in questo processo di ottimizzazione € la tran-
sizione da unsistema multi-agente (MAS)a un sistema a singolo agente (SAS)iducendo

il numero di LLM utilizzati da cinque a uno. Riducendo al minimo le interazioni ridon-
danti con i moduli del backend, la nuova versione di ChatCare (ChatCare-SAS) mantiene
interazioni di alta qualita ed e cienza. Inoltre, questo lavoro sempli ca la struttura del
chatbot preservandone la capacita di generare esercizi terapeutici diversi cati e conver-
sazioni adattive.

Questo sistema rivisitato o re una soluzione piu scalabile ed economicamente vantaggiosa,
maggiormente adatta all'adozione nel mondo reale da parte di terapisti e caregiver. At-
traverso questa riquali cazione, ChatCare-SAS continua a fungere da potente strumento
per i professionisti che lavorano con pazienti con disturbi del neurosviluppo, migliorando
la loro capacita di fornire supporto personalizzato con costi operativi ridotti e maggiore
usabilita.

Parole chiave: LLM, Disturbi del Neurosviluppo, sistema singolo agente (SAS), sis-
tema multi agente (MAS), ottimizzazione del chatbot, Intelligenza Arti ciale, ChatCare
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1 ‘ Introduction

1.1. Neurodevelopmental disorders

Neurodevelopmental Disorders (NDDs) encompass a diverse group of conditions charac-
terized by disruptions in brain development, leading to di culties in cognition, commu-
nication, behavior, and motor skills. [52] These disorders emerge early in life, typically
during infancy or childhood, and often persist into adolescence and adulthood. People
with these disorders may struggle with everyday tasks such as maintaining conversations,
understanding social cues, organizing activities, or adapting to changes in routine. For
example, a child with autism spectrum disorder (ASD) might nd it challenging to engage

in back-and-forth conversations or interpret facial expressions, while an individual with
ADHD may have di culty focusing on tasks, following instructions, or managing time

e ectively.

The most common NDDs (Figure 1.1)[23] include autism spectrum disorder (ASD),
attention-de cit / hyperactivity disorder (ADHD), intellectual disabilities, and specic
learning disorders (SLD). These conditions can signi cantly impact a child's development
and daily functioning, and early intervention is crucial for improving outcomes. ADHD
Is the most predominant childhood disorder initially characterized by behavior issues[50].

" ADHD (Figure 1.2): manifests as di culty focusing on tasks, following instruc-
tions, or completing schoolwork. ADHD can be classi ed into three types: inat-
tentive, where individuals struggle with sustaining attention, organizing tasks, and
following through on instructions; hyperactive-impulsive, characterized by excessive
movement, impulsivity, and di culty staying still; and combined, which includes
symptoms from both inattentive and hyperactive-impulsive types. ADHD a ects a
child's ability to regulate their emotions, leading to frustration or di culty manag-
ing transitions. [50] Typical behaviour:

1. Frequently losing items or becoming easily distracted (inattentive type).

2. Constantly dgeting, tapping, or feeling restless (hyperactive-impulsive type).
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Figure 1.1: Common NDDs classi cation
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3. Struggling to wait for their turn in conversations or activities (combined type).

" ASD (Figure 1.2): a ects communication, social interaction, and behavior. Chil-
dren with ASD often experience challenges in understanding and responding to
social cues, forming relationships, and engaging in typical back-and-forth commu-
nication. [17]

Figure 1.2: ADHD - ASD

SLD: neurodevelopmental conditions that a ect a child's ability to acquire and
use academic skills, despite having average or above-average intelligence. These
disorders are categorized based on the area of impairment, which can be displayed
in reading (dyslexia), writing (dysgraphia), or mathematics (dyscalculia). Children
with SLD may struggle to decode words, spell correctly, write coherently, or grasp
numerical concepts, often leading to frustration and low self-esteem[35].

Diagnosing NDDs is challenging due to the overlapping nature of symptoms across dif-
ferent disorders. Many NDDs share behavioral or cognitive impairments, making di er-
entiation di cult. Additionally, comorbidities, de ned as the presence of two or more
disorders in the same individual, are common, further complicating diagnosis and treat-
ment planning. [16].

Accurate diagnosis is essential, as it directly impacts intervention e ectiveness. Early
identi cation enables timely therapeutic and educational support, improving long-term
outcomes. Without proper diagnosis, individuals may struggle with education, employ-
ment, and social interactions. Advancing diagnostic methodologies is crucial to ensuring
accurate identi cation and better support for those a ected. [19]
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1.1.1. Emerging Therapies And Technologies

NDDs impose a signi cant nancial and emotional burden on individuals and their fami-
lies, with high care costs and the need for continuous support. In addition to the nancial
strain, families often have to make signi cant personal sacri ces, such as reducing work
hours or leaving their jobs to provide full-time care. [30]

Emerging technological therapies o er more cost-e ective and accessible alternatives,
though further research is needed to optimize them for individuals with NDDs. [40] Inte-
grating technology into therapy presents an innovative approach to addressing the unique
challenges faced by this population. Social robots, for instance, provide interactive and
engaging experiences that help sustain attention and enhance therapeutic outcomes. [39]
Other technological advancements, such as virtual reality environments, gami ed learning
platforms, and mobile applications, o er adaptable and personalized interventions suited
to di erent developmental stages. [25]

This thesis aims to contribute to this evolving landscape by providing caregivers with a
tool to easily create personalized exercises that e ectively engage individuals with NDDs
in therapy and learning.

1.2. Motivation and Goals

As technology advances, the need for specialized digital tools to support individuals with
Neurodevelopmental Disorders (NDDs) continues to grow. In our research environment,
our predecessors developed ChatCare [20], which is an innovative digital tool designed to
assist caregivers in creating interactive and engaging activities for individuals with NDDs.
Using the generative capabilities of Large Language Models (LLMs), ChatCare enables the
automatic generation of personalized therapeutic exercises aimed at improving language,
conversational, and social skills. Unlike traditional static exercise formats, ChatCare
integrates these activities within dynamic conversations, adapting to the user's behaviors
and emotions to enhance engagement. The system is intended to assist the therapists by
facilitating session planning and expanding the range of available exercises to enrich the
therapeutic experience.

The initial version of ChatCare introduced a groundbreaking approach by utilizing LLMs
to assist caregivers and therapists. Although it demonstrated the potential of generative
Al in therapy, several challenges remained, particularly regarding e ciency, scalability,
and cost-e ectiveness.

This thesis builds upon the foundation of the original ChatCare system, focusing on op-
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timizing its structure and performance to make it a more practical and sustainable tool
for real-world applications. A primary motivation for this work is to address the high
operational costs associated with frequent API calls to LLM-based services, which can be
a signi cant barrier to scalability. Additionally, improving the system's responsiveness is
crucial, as latency in generating therapeutic exercises or conversational responses can hin-
der the user experience, especially for individuals with NDDs who may require immediate
feedback and engagement.

To achieve these goals, this work aims to reduce API call dependency, enhance system
e ciency, and simplify the overall architecture to improve maintainability. By transition-

ing to a framework-based approach using React, the website structure is modernized for
better scalability and performance. Additionally, strategic optimizations in how Chat-
Care interacts with LLMs ensure that the chatbot remains responsive while minimizing
redundant processing and excessive computational costs.

A key di erence between the previous version of Chatcare, ChatCare-MAS (Multi-agent
system), and the new version ChatCare-SAS (Single-agent system), is the number of LLM
calls. In ChatCare-MAS, multiple LLM calls are made throughout an interaction to ful I

a request, leading to higher costs and increased computational overhead. In contrast,
ChatCare-SAS consolidates these interactions into a single LLM call per interaction, sig-
ni cantly reducing both operational costs and redundant processing while maintaining
responsiveness.

Another signi cant change in ChatCare-SAS is the separation of the chatbot from direct
exercise management. In ChatCare-MAS, the conversational agent handled all aspects of
the exercises, including submitting answers and transitioning between activities. In con-
trast, the updated version decouples these functionalities, allowing the chatbot to simply
assist the user by providing guidance or engaging in conversation, while the execution
and management of exercises are handled entirely by a separate system. This ensures
that users can complete exercises independently, with the chatbot serving as an optional
support tool rather than a required component of the process.

To address these challenges and improvements, this thesis seeks to evaluate the following
key research questions:

" Is a single-agent system (SAS) more e cient than a multi-agent system (MAS) in
terms of performance and cost?

" Does a single-agent system (SAS) provide better user support and experience com-
pared to a multi-agent system (MAS)?
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Additionally, we also assessed ChatCare-SAS's ability to accurately detect emotions in
text.
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Figure 2.1: Arti cial Intelligence Hierarchy

2.1. Articial Intelligence

Arti cial Intelligence (Al) (Figure 2.1) refers to the development of computer systems
and machines that can perform tasks traditionally requiring human intelligence. These
tasks range from problem-solving, understanding natural language, recognizing patterns,
making decisions, to even learning from experience. Al encompasses a wide range of
technologies, including machine learning, neural networks, deep learning, and robotics,
which allow systems to analyze large amounts of data, identify trends, and improve their
performance over time. [42]

The impact of Al on our current society is massive and continues to grow. It's funda-
mentally reshaping industries, economies, and even daily life. In business, Al is driving
automation, enabling smarter decision-making, and improving e ciency. In healthcare,
Al systems assist in diagnostics, drug discovery, and personalized treatment plans. Self-
driving cars, voice assistants like Siri and Alexa [5, 7], recommendation algorithms on
platforms like Netix or Amazon [6, 37], and facial recognition technologies [32] are just
a few examples of how Al is intertwined with our everyday activities. [33]
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On a broader scale, Al is transforming entire industries. In nance, Al detects fraud and

automates trading strategies. In manufacturing, it optimizes production processes and
predicts equipment failures. Al-powered tools are even revolutionizing creative elds like
art, music, and writing by generating new content, sparking both excitement and debates
over creativity and originality. [49]

Looking to the future, the importance of Al becomes even more profound. It holds the
potential to solve some of the world's most pressing problems climate change, energy
management, medical research, and food security. [3] Al systems could revolutionize how
we predict weather patterns, optimize energy grids, discover new materials, or develop
sustainable farming techniques. [33]

However, the rise of Al also presents challenges that must be addressed. Ethical consid-
erations like privacy, security, and bias in Al systems are critical areas of concern. [24]
Moreover, the displacement of jobs due to automation is another pressing issue that will
require strategies for workforce adaptation and retraining. [13, 48]

2.2. Machine Learning

Machine learning is a broad eld of arti cial intelligence that focuses on teaching comput-
ers to recognize patterns, make predictions, or make decisions based on data. ML models
are trained on large datasets and use statistical techniques to improve their performance
over time. There are several types of machine learning, such as:

" Supervised Learning : The model is trained on labeled data to predict outcomes,
like image classi cation or fraud detection.

" Unsupervised Learning : The model identi es patterns in unlabeled data, such
as customer segmentation or anomaly detection.

" Reinforcement Learning : The model learns by interacting with an environment
and receiving rewards for favorable actions.

The core function of traditional machine learning models is to analyze data and make
decisions based on learned patterns. [46]

2.3. Generative Al

Generative Al is a subset of machine learning that focuses on creating new data. Instead
of just analyzing data and making predictions, generative Al models learn the patterns
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in the input data and generate new content that is statistically similar to the original
data. This can include generating text, images, music, videos, or other content. These
models are designed to understand the under lying structure of data and generate outputs
that are remarkably similar to human-created content. [18] Basically, intelligence is now
available as a service, like a giant brain that anyone can talk to. It is not always perfect,
but it is highly capable and it is improving at exponential rate.

To better understand what generative Al is, we can make a simple but e ective example.
Imagine we have Einstein in our basement (Figure 2.2), and by Einstein we mean the
combination of every smart person who ever lived. We can talk to him whenever we want
and he has instant access to the sum of all human knowledge and will answer anything
we want within a few seconds never running out of patience. He can also take on any
role you want, a comedian, a doctor, a scientist... and he will be an expert in that
eld. He has some human-like limitations, like jumping to conclusions, making mistakes,
misunderstanding us. But the biggest one is actually our imagination, that is our ability
to communicate e ectively with him. This skill is known as "prompt engineering”. [4]

Figure 2.2: An idea of prompt engineering

In summary, generative Al is transforming how we think about creativity and production,
o0 ering tools that not only augment human capabilities but, in many cases, generate inno-
vative solutions and ideas autonomously. ChatGPT and other generative models illustrate
the enormous potential of this technology, while also highlighting the new possibilities and
challenges Al brings to our world. [44]
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2.4. Large Language Model

A large language model (LLM) is an arti cial neural network, a bunch of numbers and
parameters connected to each other, similar to our brain that is a bunch of neurons
connected to each other. [58] Any kind of content (text, image, audio, video) can be
represented as numbers.

For example, if you give an LLM a prompt like "Once upon a time," it can generate a
continuation like "there was a brave knight who lived in a castle." The model does not
"think" like a human, but it has learned from vast amounts of text how certain words

and phrases commonly follow one another.

A baby is not told how to speak, she does not get an instruction manual, instead she
listens to people speaking around her, and when she heard enough, she starts seeing the
pattern. She speaks a few words at rst and then later on full sentences. Similarly, during

a training period, an LLM is fed a huge amount of text to learn from, mostly from online
sources. Parameters are automatically updated over and over again until it gets really
good at recognizing that pattern. [29]

Here is how training works in simple terms: [36]

1. Input Data : The model is exposed to an enormous amount of text data, such as
books, articles, and websites.

2. Learning Patterns : During training, the model does not "memorize" the text
but learns the relationships between words, phrases, and sentences. For example, it
learns that the word "dog" is often followed by words like "barks" or "runs.”

3. Adjusting Weights : The model contains millions or even billions of parameters
(which are like dials or knobs) that control how it processes text. During training,
these parameters are adjusted to help the model make better predictions about what
word comes next in a sentence.

4. Reinforcement : The model makes predictions during training, and if it's incorrect,
it adjusts its parameters to improve. This process happens over and over again on
a massive scale.

2.4.1. Text generation

The primary function of a Large Language Model (LLM) is to generate text in response to
a given input or prompt. LLMs are capable of this task because they are trained on vast
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datasets, with the goal of learning "language patterns”, including grammar and sentence
structure. Unlike humans, LLMs do not understand the meaning of the text they produce;
instead, they generate sequences of tokens, which can be thought as sequences of words,
and use a statistical method to generate coherent text.

The core architecture of most modern LLMs is the transformer, introduced in "Attention

is all you need" by Vaswani in 2017. [54] The transformer is an encoder-decoder model
designed to e ciently handle large-scale language tasks and it is composed of the following
main components [55] :

1. Self-Attention Mechanism : allows the model to weigh the importance of the
words in the sentence in relation to the others.

2. Positional Encoding : as the model process all the words simultaneously, the
positional encoding focuses on the order of the words to maintain the coherence of
the output.

3. Multi-head Attention : the model runs the attention mechanism multiple times
in parallel in order to process di erent relationship between the words.

4. Feed-Forward Neural Networks : after weighting the words and their positions,
this component re nes the nal understanding of each word before making predic-
tions.

In summary, when an LLM receives an input prompt, the transformer architecture rst
processes and interprets the request. It analyzes the input using its learned language
patterns to predict the most likely next word. For each word, the model generates a list
of possible next words, each with an associated probability score, and the word with the
highest score is selected.

Here is an example of a conversation with an LLM (ChatGPT-40) (Figure 2.3):
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Figure 2.3: LLM conversation

2.4.2. Image generation

Large Language Models (LLMs) can now generate images when integrated with image
generation models such as DALE (from OpenAl) [41] or Stable Di usion [21]. These
models are trained on large datasets that contain paired examples of textual descriptions
and corresponding images [51]. For instance, an image of a cat might be labeled with the
description 'sleeping white cat." During training, the models learn to associate specic
attributes in the text, such as 'white' or 'sleeping,’ with corresponding visual features.
For example, the term 'white' is linked to pixel values with RGB coordinates of (255, 255,
255), which corresponds to the color white.

When a user provides a textual prompt, such as 'a sleeping white cat,' the model rst
processes the semantic content of the text by identifying key components (e.g., 'cat,
'white," 'sleeping’). The image generation model then uses its learned associations to
create a visual output that aligns with these key concepts, generating an image that
re ects the described scene.
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